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Abstract

High-dimensional data are often assumed to lie on lower-dimensional manifolds.
We study how to construct diffusion processes on this data manifold using only
point cloud samples and without access to charts, projections, or other geometric
primitives. Here, we introduce Implicit Manifold-valued Diffusions (IMDs), a data-
driven mathematical formalism for defining stochastic differential equations in the
original high-dimensional space that describe drifting Brownian particles evolving
intrinsically on the underlying manifold. Our construction hinges on approximating
the corresponding infinitesimal generator of the diffusion process using a proximity
graph over the data and using the carré-du-champ of the generator, which encodes
the local tangent spaces of the manifold and lifts the intrinsic process into ambient
coordinates. We show that as the number of samples grows, our discrete diffusion
process converges in law on the space of probability paths to its smooth manifold
counterpart. We further present an Euler-Maruyama scheme for the numerical
integration of IMDs. We validate our framework using numerical experiments on
synthetic manifolds and the MNIST data manifold, showing that IMDs remain
confined over the manifold and enable its guided exploration. Our work provides
the mathematical foundation and practical implementations of diffusion processes
on data manifolds, opening new avenues for manifold-aware sampling, exploration,
and generative modeling.

1 Introduction

Stochastic differential equations (SDEs) model continuous-time dynamics under deterministic drift
and random perturbations [56]. In machine learning, they underpin a broad range of methods,
including Langevin sampling [9, 54], Bayesian inference [73, 52], stochastic optimization [1, 74,
11, 13], and score-based generative modeling [65]. While most existing methods are formulated
in Euclidean space Rn, many datasets are better modeled as concentrating near lower-dimensional
manifolds of intrinsic dimension d ≪ n, known as the manifold hypothesis [27]. Under these
conditions, a diffusion process (Zt)t≥0 over a manifoldM may be described by the SDE

dZt = b(Zt)dt+ σ(Zt)dB
M
t , (1)

where b(z), σ(z) are a smooth drift and diffusion fields, and BM
t is Brownian motion onM [38, 66].

Analytically defining or numerically approximating the dynamics of Eq. (1) typically assumes that
M is known, which allows explicitly constructing geometric primitives such as charts [3], retraction
operators [35, 18, 19, 24, 76, 28], exponential maps [51] or geodesics [17]. Yet, in most practical
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scenarios,M can be assumed to exist, but its explicit construction based on the above primitives is
either intractable or impractical. Instead, one desires to construct the diffusion process in a data-driven
manner given a point cloud XN = {xi}Ni=1 in Rn.

Here we introduce a mathematical formalism for constructing, from the point cloud alone, an
ambient-space stochastic process Yt ∈ F (M) ⊂ Rn, where F : M → Rn is an isometric
embedding, whose evolution matches the intrinsic diffusion Zt ∈ M in the large-sample limit.

Figure 1: No prior knowl-
edge of T2 beyond the sam-
ples (gray) is required to com-
pute the displayed Brownian
motion (red).

To achieve this, we develop an operator-theoretic approach to con-
struct diffusion processes on implicit manifolds. Starting from a
proximity graph built from the point cloud XN , we consider the
associated random walk graph Laplacian LN ; the discrete genera-
tor of a Markov process on the graph. We then show that, in the
large-sample limit, LN converges to a second-order differential op-
erator L, the scaled infinitesimal generator of the diffusion Zt on
M (Theorem 2). Moreover, we prove that the constructed process
Yt converges on the space of probability paths to F (Zt). Theorem
3 proves the consistency of the corresponding Euler-Maruyama dis-
cretization. Our numerical experiments on synthetic and real-world
datasets show that IMDs make for a viable method to both explore
and generate new samples from data manifolds. Figure 1 depicts
a simple visual example of our construction on the torus. These
results provide the first fully data-driven path space-consistent con-
struction of diffusion processes on implicit manifolds, which we dub
Implicit Manifold-valued Diffusions (IMDs). We summarize our
contributions below.

• Data-driven formulation of manifold diffusion. We show
that stochastic processes on arbitrary data manifolds can be constructed by estimating
their infinitesimal generators, without access to charts, projections, or explicit geometric
information.

• Path-space convergence guarantees. We prove that our
data-driven generator converges to the Laplace-Beltrami
operator and that the induced stochastic process converges
in law on path space C[0, T ] to its smooth manifold coun-
terpart in the large-sample limit.

• Recovery of intrinsic stochastic dynamics. We show em-
pirically that IMDs produce smooth on-manifold trajecto-
ries between data points and explore directions inaccessible
to score-only retraction baselines.

We expect that our model will find applications in diverse AI-for-science fields, including computa-
tional biology [75, 37], robotics [62], material science [76], and neuroscience [58, 33], where datasets
have strong geometric priors yet are often underexplored. In machine learning, IMDs allow for
tangential stochastic exploration of the data manifold, suggesting a complementary perspective to
score-based generative modeling under the manifold hypothesis.

2 Related Works

Langevin sampling on manifolds Stochastic dynamics on Riemannian manifolds are an important
tool in geometric sampling [32, 57], providing a foundation for algorithms such as Riemannian
Langevin Markov Chain Monte Carlo [18, 19] and Langevin diffusion-based sampling on manifolds
[9]. This perspective is distinct from Riemannian optimization [1, 13], as the goal is to construct
a stochastic process whose invariant law is the target distribution, not to follow a deterministic
trajectory. These methods are commonly discretized using geometric Euler-type schemes, also known
as geodesic random walks, in which tangent-space increments are mapped back to the manifold
via the exponential map expx or a retraction [43, 9]. They therefore require access to Riemannian
gradients and manifold-specific geometric primitives. In contrast, we aim to construct such stochastic
dynamics on implicit manifolds without assuming access to such primitives.
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Manifold learning Existing methods in the implicit manifold setting typically attempt to first
recover the manifold structure, before approximating the dynamics. One approach involves learning
a latent representation [2, 55] before simulating Brownian motion on the latent coordinates. The
use of Diffusion Maps [21] provides a principled limit from random walks on graphs to manifold
diffusions, enabling latent representations of diffusions [31], or estimation of diffusion generators
[49] for Langevin sampling.

Diffusion geometry A recent line of work in data-driven geometry [41, 42] recovers the implicit
manifold’s Riemannian geometry from diffusion operators [3] in the ambient Euclidean space. The
possibility to compute the carré-du-champ (CDC) using Diffusion Maps inspired manifold-aware
generative modeling methods using the CDC in flow matching [5, 4]. This method, like IMDs, relies
on the computation of the CDC operator to construct the data manifold’s geometry.

Score-based diffusion models Another avenue involves the connections between score-based
generative models and implicit manifolds [59, 12, 16, 14, 50]. Kharitenko et al. [44] propose
score-based retractions as approximate projections onto F (M) to recover manifold operations (such
as projections of the Riemannian gradient) in the implicit manifold setting. This allows for good
approximations of deterministic Riemannian optimization tasks, but not manifold-valued diffusions.

Geometric limits of graph Laplacians This is the theoretical backbone of IMDs, and consists of the
main proof techniques. Such limits were pioneered in a series of work by Belkin and Niyogi [6, 7, 8],
later refined to pointwise convergence of the random walk graph Laplacian to the Laplace-Beltrami
operator [36]. More recently, spectral convergence was established by considering continuum limits
of point clouds [68, 69, 29, 30], or metric geometry concepts [15]; both of which we use to prove
Theorem 2.

3 Background on diffusion processes on manifolds

Here we provide a primer on constructing stochastic processes on Riemannian manifolds.

3.1 Calculus on Riemannian manifolds

Let (M, g) be a d-dimensional Riemannian manifold equipped with the metric g. We assumeM is
complete, connected and has no boundary. For each z ∈M, g is defined as an inner product on the
tangent space TzM [25]:

⟨U, V ⟩g :=

dX
i,j=1

gijU
iV j , (2)

for tangent vectors U, V ∈ TzM, where gij denotes the metric tensor in local coordinates. The
gradient of a function b ∈ C∞(M) in local (manifold-centric) basis (∂1, . . . , ∂d) ∈ TzM is given by

(∇Mb)
i
:=

dX
j=1

gij∂jb, (3)

where gij := g−1
ij is the Riemannian co-metric. The associated Laplace-Beltrami operator is

∆Mb := div(∇Mb). (4)

To work with data densities, we further assumeM is oriented and admits a volume form dvolg . This
volume form induces a measure onM, with total volume Vol(M) :=

R
M dvolg .

We will call variables in local coordinates, e.g., z := (z1, . . . , zd) ∈ M as intrinsic and the corre-
sponding differential operators ∇M,∆M will define the intrinsic geometry. Meanwhile, variables
x := (x1, . . . , xn) ∈ Rn are termed extrinsic and obtained through an isometric embedding2 into
ambient Euclidean space, F :M→ Rn, equipped with the usual differential operators ∇,∆.

2F ’s existence is guaranteed by Nash’s isometric embedding theorem for large enough n.
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3.2 Stochastic processes on manifolds from infinitesimal generators

We now discuss the construction of stochastic processes onM by using differential operators. The
correspondence between ∆M and diffusions onM is well-known [66]. Specifically, for any test
function f ∈ C∞(M), the SDE from Eq. (1) has an associated partial differential equation

∂tf = Lf, (5)

where L is called the infinitesimal generator

L =
1

2

dX
i,j=1

aij(z)
∂

∂zi
∂

∂zj
+

dX
i=1

bi(z)
∂

∂zi
, (6)

with b(z) a drift field and a(z) = σ(z)σ(z)⊤ the noise covariance restricted to TzM. The Laplace-
Beltrami operator 1

2∆M is a special case for b(z) = 0, a(z) = I, and corresponds to an isotropic
Brownian motion dZt = dBM

t onM whose invariant law is the volume measure, dvolg [38, 34, 3].

However, this classical theory does not generalise to arbitrary manifolds, where ∆M is typically
unknown. An alternative is offered by diffusion geometry [41], which estimates differential operators
directly from data. The central object in diffusion geometry is the carré-du-champ (CDC)

Γ(f, g) = L(fg)− fLg − gLf, Γ(f, f) ≡ Γ(f) (7)

which relates the metric structure of the data to the infinitesimal generator L of a stochastic process
acting on functions f, g ∈ C∞(M). Specifically, for L = ∆M, Γ reduces to the Riemannian metric
Γ∆M(f, g) = g(∇Mf,∇Mg) [42]. Further, the CDC acts as a tangent space projector in ambient
coordinates.

Proposition 1. Let Γ be the CDC operator associated with ∆M as per Eq. (7). Then, for
ambient coordinates (x1, . . . xn), Γij(x) = Γ(xi, xj) = ⟨πx(ei), πx(ej)⟩ at a point x ∈ F (M)
is a projection matrix onto TxM. That is, we have

Γij(x) = ⟨πx(ei), πx(ej)⟩, (8)

where πx is the orthogonal projector πx : Rn → TxF (M)

As shown in Ref. [38], this property allows using Γ to lift the intrinsic operator L to an equivalent
ambient-space operator L̃.

Theorem 1 ([38]). Let x := (x1, . . . , xn) be ambient coordinates, f i(x) := xi be the coordi-
nate function onM, and define the operator

L̃ :=
1

2

nX
i,j=1

Γ(f i, f j)
∂2

∂xi∂xj
+

nX
i=1

Lf i ∂

∂xi
. (9)

Then, for any f̃ ∈ C∞(Rn) that extends f ∈ C∞(M) to ambient coordinates, namely f = f̃ ◦F
for an isometric embedding F , we have L̃f̃ = Lf .

Remark 1. The operator L̃ should be understood as an ambient representation of the intrinsic
generator L; not as a new generator on all of Rn. In other words, L̃f̃ is only defined through its
restriction to F (M), where (L̃f̃)

��
F (M)

= L
�
f̃
��
F (M)

�
. Thus, Γ determines the tangential noise,

while the first-order term L reproduces the intrinsic manifold dynamics.

According to Theorem 1, the stochastic process Zt onM (Eq. (1)) is equivalent to an Rn-valued
diffusion process Yt in F (M). Namely,

dYt =
�
L+ b̃(Yt)

�
dt+ Γ1/2(Yt)dWt, (10)

where Wt is a standard Brownian motion in Rn and b̃ : F (M) → R is a smooth extension of
b :M→ R. Importantly, this ambient space representation of the infinitesimal generator will allow
us to construct it directly from data.
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4 Data-driven construction of diffusions on implicit manifolds

We now turn to estimatingL from a point cloud of i.i.d. samplesX N := fx i gN
i=1 � R n drawn from

the volume measuredvolg. Our construction is based on random walks on graphs. For a global
neighbourhood radius� > 0 , we take the symmetric unweighted adjacency matrixWij , which can
either be taken as aWij := 1

�
kx i � x j k2

2 � �
	

or a more general class of symmetric normalized
kernels (see Appendix C). We then de�ne the random walk graph Laplacian (RWGL) [30],

(LN u)(x i ) :=
c
� 2

X

i�j

Wij

mi
(u(x i ) � u(x j )) ; (11)

scaled byc=�2, c > 0, whereu : X N ! R is a function over the nodes andmi :=
P N

j=1 Wij is the
node degree. [30].

Proving the convergence ofLN to the corresponding continuous operator requires interpolating the
graph Laplacian:

L := P �
N LN PN : H ! H; (12)

wherePN : H ! H N andP�
N : HN ! H are identi�cation maps between the Hilbert spaces of

L 2-functions on the dataHN := L 2(X N ; R) and on the manifoldH := L 2(M; R) . Intuitively,
PN is already present through the action of the embeddingF , andP�

N acts as a nearest-neighbour
approximator, mapping a function assignmentf (y) to f (x j ), wherex j = argmin x2X N

kx � yk 2
2 is

the closest data point to y 2 Rn .

We may now de�ne a data-driven version of the SDE (10)

dXt =
�

L(Xt ) + b(X t )
�

dt + � 1=2(Xt )dWt ; (13)

where� is the CDC operator(7) associated toL from Eq. (12). By Theorem 1, Eq.(13) is the
data-driven, ambient-valued SDE corresponding to Eq.(1) that smoothly extends the drift term
b. The following result justi�es the operator limit of the discrete generator induced by the graph
Laplacian,L N , to the Laplace-Beltrami operator� M , and asserts that the trajectories induced by
these generators converge in law on path space C[0; T ] to the corresponding manifold diffusion.

Theorem 2. Given data pointsx i
i:i:d:� dvol g, let L be the interpolated random walk Laplacian

of the graph over these points, as per Eq.(12). In the limitN ! 1 and�(N) ! 0 , L converges
(in the strong resolvent sense) toc� M , wherec is as in Eq.(11). Further, the probability paths
of Xt (Eq. (13)) converge in law to the associated manifold diffusion Zt ,

Xt =) Y t ; in C([0; T ]; F (M)); (14)

where Yt = F(Z ct ) is the extrinsic lifting of Zt generated by L = b � rM + 1
2 � M .

Proof. See Appendix D.

5 Numerical solution of IMDs

We propose the following Euler-Maruyama (E-M) scheme for the numerical solution of Eq. (10)

�X(`+1)h := �X`h +
�
L( �X`h ) + b( �X`h )

�
h + � 1=2( �X`h )

p
h� `+1 ; (15)

where� `+1 � N (0; I n ) is an independently drawn Gaussian, andh > 0 is the step size such that
t 2 [`h; (` + 1)h) for some` 2 N . The following result demonstrates that Eq.(15) is a consistent
discretization in Wasserstein-2 distance that preserves the intrinsic geometric structure in the limit of
large-sample size and in�nitesimal step size h.

Theorem 3. LetYt be the diffusion process satisfying Eq.(10), and �X`h given by Eq.(15)
with step sizeh > 0 . Assume that the coef�cientsb; L and � satisfy regularity conditions of
Assumption 1.
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Then, for any �xed T > 0, and any � > 0 and for all t 2 [`h; (` + 1)h) with h` � T , we have

W2
�
L(Y t ); L( �X`h )

�
� �; (16)

as N ! 1; h ! 0; � ! 0 under the assumed rates of Eq. (34) with probability 1 � o N (1).

Proof. See Appendix E.

5.1 Numerical heuristics

�X`

U`+1

�X`+1

IMD

� 2s�

Figure 2: We use the score
of a pre-trained score model
s� (x) � r x log p� (x) as a re-
traction toward the data mani-
fold.

In our experiments, we found that the E-M discretization in Eq.(15)
typically led to bounded discretization errors and is a practically
viable approach for simulating IMDs. Nevertheless, we note that
some applications may require large step sizes to improve numerical
ef�ciency, which may lead to off-manifold deviations due to the
accumulation of discretization error. As a numerical heuristic to
control the error at large step sizes, E-M steps can be interleaved
with a Denoising Riemannian Gradient Descent (DRGD) step [44]
to retract off-manifold deviations. The DRGD step uses the learned
scores� at noise level� > 0 of a score-based diffusion model
trained on the point cloudX N (Fig. 2). See Algorithm 1 for the
numerical implementation and Appendix F for more details.

Algorithm 1: Implicit manifold-valued diffusions (with DRGD)

Input: Point cloud XN = fx i gN
i=1 , step size h > 0, iterations L > 0, (optional drift b)

s� (�); �  from trained score model on X N (optional)
L; �  from Section 4
�X0  X N [0] Initialize on XN

for ` = 0; :::; L � 1 do
Draw � `+1 � N (0; I n )
U`+1 = �X` +

�
L( �X` ) + b( �X` )

�
h + � 1=2( �X` )

p
h� `+1 E-M step

�X`+1 = U `+1 + � 2s� (U`+1 ) (optional) DRGD stabilization
end
Output: Trajectory f �Xi gL

i=0

6 Experiments

We evaluate IMDs on both synthetic and real-world data to highlight three key properties:

(a) Geometric �delity. IMDs follow the manifold for small time steps with bounded errors.

(b) Statistical �delity. The law of the generated process produces statistically meaningful
endpoints, allowing for sampling of probability distributions supported on M.

(c) On-manifold exploration. IMDs yield tangential dynamics on the manifold, permitting
smooth guided exploration between source-target pairs over the implicit manifold.

We demonstrate points (a) and (b) through synthetic experiments on thed-sphereSd, and point (c) on
a real-world image dataset. Further experimental details on the datasets (F.2), the score model used
for the DRDG step (F.3) and the speci�c parameters of the E-M steps (F.4) are in the Appendix F.

6.1 Sampling on the hypersphere

Spherical Brownian motion To quantify the geometric �delity (a) of IMDs, we simulated Eq.(15)
on the hypersphere and computed the distance to manifold

� t 2 j �Xt � � Sd ( �Xt )j; (17)

where� Sd is a projection ontoSd � R d+1 . We simulate trajectories ford 2 f2; 7g and vary the
step sizeh 2 f10 �3 ; 10�4 ; 2 � 10 �5 g. We �nd that IMDs remain faithful to the manifold for long
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simulation times, as shown in Fig. 3a and quanti�ed in Table 1. Adding interleaved DRGD steps
further improves �delity, but they are not needed to constrain the dynamics on the manifold for
small step sizes (Table 1). By comparison, we conducted ablation experiments, where either the
Laplacian term in Eq.(15)was removed (CDC only, Fig. 3b), or used isotropic ambient noise instead
of CDC-projected noise combined with DRGD retraction (Fig. 3c) obtaining worse manifold �delity
(Table 2, Appendix G.1).

Dimension d Step size h IMD (Et [� t ] / maxt � t ) IMD+DRGD (E t [� t ] / maxt � t )

2 10�3 0:005 � 0:002 = 0:014 � 0:004 0:002 � 0:001 = 0:004 � 0:001

7 10�3 0:130 � 0:048 = 0:310 � 0:091 0:003 � 0:001 = 0:013 � 0:002
7 10�4 0:104 � 0:050 = 0:273 � 0:092 0:003 � 0:001 = 0:007 � 0:001
7 2 � 10 �5 0:096 � 0:043 = 0:262 � 0:082 0:004 � 0:000 = 0:006 � 0:001

Table 1: Geometric �delity of IMD Brownian Motion on spheres of varying dimensions. The
optional DRGD retraction step of Algorithm 1 helps control� t as step size increases, supporting our
heuristic from Section 5.1. Cells reportEt [�] t = maxt � t , each as mean� one standard deviation
over 30 independent runs, with time horizon T = 2. See Appendix for details H.2.

(a) IMD (b) CDC only (c) R3 Noise + DRGD Retraction

Figure 3: Visual comparison of IMDs against heuristic approaches. (a) IMDs remain onS2. (b)
CDC-projected noise without Laplacian drift correction accumulates errors. (c) Isotropic noise with
DRGD retraction follows the manifold, but not accurately.

Langevin dynamics On a manifoldM , Langevin dynamics with equilibrium densityq / e �U(x) ,
where U : M ! R is a potential, satisfy the SDE [20, 3]

dYt = �r M U(Yt )dt +
p

2dBM
t : (18)

Following the de�nition of the Riemannian gradient as a tangent space projection [13, 45] and
Proposition 1, we have r~U(x) = �(U(x)), yielding the following extrinsic SDE

dYt = (L(Y t ) � �(rU(Y t ))) dt +
p

2� 1=2(Yt )dWt : (19)

Using IMD Langevin dynamics(19)we sample from the von Mises-Fisher (vMF) distribution onSd

p(x; �; �) / exp
�
�� > x

�
; (20)

where� 2 R n is the mean vector and� > 0 is the concentration parameter [53]. As per Eq.(19), we
thus haver ~U(x) = ��� . For �xed � , the stationary solution of the Langevin equation(18)on the
hypersphere Sd is analytically given by the suf�cient statistic � := �> YT , which follows the law

p(�) = �
d�1

2

�
p

��
�

d
2

�
I d�1

2
(�)

� �1

e�� (1 � � 2)
d�2

2 ; (21)

where�(�) is the Gamma function, andI d is the modi�ed Bessel function [53]. Thus, to measure
statistical �delity (b), we may simulate probability paths of IMDs with DRGD (see Section F.3 for
details) and compute an empirical distribution of� at end pointsT. The results are shown in Fig. 4
for S7 � R 8, projected onto the �rst-coordinate basis vector� := e 1, indicating that the simulated
process recovers the target equilibrium law.
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Figure 4: Langevin sampling onS7.
Histogram of the endpoint statistic
� = h�; Y T i 2 [�1; 1] (teal) un-
der Langevin dynamics computed with
IMDs, compared with the theoretical
density induced by the von Mises-Fisher
distribution from Eq. (21) (red) on
S7 � R 8. Parameters used:� = 10 ,
h = 10 �4 .

6.2 Guided on-manifold exploration of image data

In real-world data, IMDs allow for stochastic exploration of implicit manifolds between a starting
point and a target. To demonstrate this, we construct manifold-constrained Langevin dynamics over
the MNIST dataset [48]. Speci�cally, we trained an autoencoderE : X ! Z from pixel spaceX to
latent spaceZ , and will consider Langevin dynamics(18)on the latent manifoldZ . For illustration,
we then de�ne a parabolic potential centered around Z? 2 Z, a latent corresponding to a data point:

U(Z t ) :=
�
2

kZ t � Z ?k2
2; � > 0 a strength coef�cient: (22)

As a benchmark, we consider Rn -valued Langevin dynamics, corrected with a DRGD retraction:

dYt = DRGD �
�
�rU(Y t )dt + dW t

�
: (23)

Note that by contrast to Eq.(13), Eq. (23) lacks the Laplacian drift term and the CDC-based noise
and gradient projection, replacing them by a DRGD retraction (DRGD� , Algorithm 1,� > 0 ) and
standardRn -valued Brownian motionWt . As a visual illustration, we transform the initial condition
at digit `one' (Z0) into the digit `seven' (Z?), the minimum of the potentialU. Fig. 5 con�rms
that IMD exploration yields a visually smooth transition between source and target image: �rst
deforming the digit `one' within its own class, moving to a `seven' with no cross-bar, and then adding
a cross-bar to match the target (Fig. 5a). By contrast, DRGD-aided Langevin exploration(23)yields
an incoherent and discontinuous transition between source and target (Fig. 5b,c). Thus, tangential
stochastic dynamics induced by IMDs provide a more locally coherent mode of exploration than
solely score-driven dynamics, which do not guarantee on-manifold exploration.

7 Discussion

We introduced Implicit Manifold-valued Diffusions, a data-driven methodology for simulating dif-
fusion processes on manifolds observed only through point clouds. We proved convergence of the
induced process to its smooth manifold counterpart and demonstrated Langevin-type simulations on
both synthetic and real-world data. The experiments indicate that tangential stochastic dynamics en-
ables coherent on-manifold exploration beyond score-only retraction baselines, while the conjectured
tangent-normal tradeoff points toward a broader theory of manifold-aware generative dynamics.

The experiments in Section 6.1 and 6.2 corroborate the theoretical picture: IMDs recover target
Langevin laws on spheres, remain geometrically stable at small step sizes, and produce coherent
MNIST latent exploration. Yet, Table 1 also evidences the potential dimension dependence of the
step size,h(d), meaning that asd increases, a smallerh or DRGD-type correction is required to
maintain geometric �delity. We formalize this intuition through the following conjecture.

Conjecture 1. We conjecture that the step size to dimension tradeoff is caused by dimension-
dependent accumulation of normal errors. For a tangent Gaussian step

p
h� 2 T x M , the

embedded exponential map satis�es

expx (
p

h�) = x +
p

h� +
h
2

� x (�; �) + O
�

k
p

h�k 3
�

; (24)
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(a) IMD trajectory (top) and associated nearest MNIST data point (bottom).

(b) DRGD trajectory (top) and associated nearest MNIST data point (bottom).

(c) Zoomed-in DRGD trajectory from step 0 to 100000.

Figure 5: Potential-guided implicit manifold exploration. (a) IMD Langevin sampling(19)starting
from the digit `one' and driven by a potential with a minimum at the digit `seven'. The nearest
data point at a particular time step is shown for visual guidance of the transition. The trajectory
evolves continuously on the manifold, generating coherent transformation and consistent transitions.
(b) Standard Langevin dynamics with the same potential, retracted via DRGD. (c) Zoomed in
trajectory showing incoherent dynamics blending source and target early in the dynamics and rapid,
discontinuous transition to the target.

where� x is the second fundamental form [77]. Thus, �nite-step normal error is controlled by
� x (�; �) , which for isotropic Gaussians� scales with contractions of the curvature over thed
tangent directions; this yields anO (dh� M ) normal scale [25, 77], where� M is a curvature-
dependent term. Hence, �nite-step geometric �delity may depend on dimension, curvature and
step size. See Appendix H for further details.

Addressing the curse of dimensionality The computation of the graph Laplacian relies on a
kernelk� , which inherently suffers from the curse of dimensionality [70]. Moreover, the repeated
matrix square-root computation at each time step makes IMDs prone to scalability issues for higher-
dimensional problems. We however believe that an ef�cient computation of the Laplace-Beltrami
and CDC operators is achievable through neural surrogates, as displayed in recent work [4].

Combining IMDs and score-based models for generative modeling Beyond ef�cient numerical
schemes, the interplay of tangent (IMD) and normal directions (DRGD) could further our current
understanding of the generative dynamics of score-based models in the low-noise regime. Indeed,
studying the relationship betweenr log p � , L , and� is currently an emerging line of research, blend-
ing geometry and stochastic dynamics [50, 59]. Our results suggest that combining both IMDs and
DRGD opens the door to implicit manifold-constrained generative models. Furthermore, extending
IMDs to endpoint-conditioned processes (e.g. via Doob-h transforms [22, 60] or Schrödinger bridges
[23]) may offer computationally inexpensive and stable alternatives for exploring data manifolds.

Impact statement This work aims to advance the theoretical foundations of the rapidly growing
�eld of generative modeling. The main societal risks are therefore indirect and inherited from
generative modeling more broadly – such as misuse, biased data-driven outputs, or overcon�dent
usage in sensitive scienti�c pipelines – rather than speci�c to the proposed mathematical construction.

Code availability The code will be released upon acceptance of this manuscript. We nonetheless
provide access to all used parameters and methods in both the main text and appendices.
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A Aesthetically Pleasing Plots

(a) 2-dimensional sphere (b) The Torus T2 (c) Swiss Roll

Figure 6: IMD implementations in 3-dimensional space, with size is10�3 . We notice that while the
Swiss Roll is not boundaryless, the nearest-neighbour approach to estimatingL(X t ) via P�

N prevents
off-manifold drift.

B Some Extrinsic Riemannian Geometry

We consider the case of a compact boundaryless Riemannian manifold(M; g) and an isometric
embeddingF : M ! R n and will study some properties of the embedded manifoldF (M) . We begin
with some notation: let (e1; : : : en ) denote the canonical basis of the ambient space Rn , (x1; : : : xn )
denote an arbitrary coordinate space inRn , andf 2 C 1 (M) with an extension~f 2 C 1 (Rn ) such
that f = ~f on F (M).

Proposition 2 ([45]). Let r ~f denote the usual gradient of~f , and r M f the Riemannian
gradient of f . Then for a point x 2 F (M), we have

r ~f(x) = P Tx M r ~f (x) + P ?
Tx M r ~f (x): (25)

In particular, this implies that the Riemannian gradient off at x is the projection off 's extension
onto the tangent space at x: rM f (x) = P Tx M r ~f (x).

B.1 Proof of Proposition 1

We begin with the intrinsic formulation of the Riemannian gradient for f 2 C1 (M) at p 2 M:

hr M f (p); vi g = df p(v) (26)

for v 2 TpM , and wheredf p(v) is the differential off at p applied tov. When considering
f i (x) = x i the coordinate function, we have that

hr M x i (p); vi = v i = hei ; vi: (27)

By decomposition of ei = P Tp M (ei ) + P ?
Tp M (ei ) and Proposition 2, we have

r M x i (p) = P Tp M (ei ) (28)

by the Riesz representation theorem on Hilbert spaces [47]. Thus, the CDC has entries
�
� ij (p)

� k`
as

a projection onto TpM.
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B.2 Proof of Theorem 1

The proof is quite straightforward. We begin with the action ofL on f by �rst writing the partial
derivatives of f (x) = ~f(f 1(x); : : : ; f n (x)):

@i f =
X

�

@�
~f@i f � ; (29)

@ij f =
X

�

@�
~f@ij f � +

X

�;�

@��
~f(@i f � )(@j f � ): (30)

Thus, in Einstein notation

Lf =
1
2

aij

0

@
X

�

@�
~f@ij f � +

X

�;�

@��
~f(@i f � )(@j f � )

1

A + b i

 
X

�

@�
~f@i f �

!

=
1
2

X

�

aij @ij f � @�
~f + b i

X

�

@�
~f@i f � +

1
2

X

�;�

aij @��
~f(@i f � )(@j f � )

=
X

�

(Lf � )@�
~f � +

1
2

X

�;�

�(f � ; f � )@��
~f = ~L ~f (31)

onM . L acts on the manifoldM , where@i are along the tangent directions ofM . ~f is de�ned wrt
basis vectors ofRn , notM , so the derivative is not alongTM , whence we must apply the chain rule
to convert to ambient space.

C Singular Limits of Geometric Graphs

We introduce the necessary machinery to construct a graph from samples ofM , as is done in
[30, 68, 69, 29]. Denotedvolg the volume form ofM , from which the samplesfx i gN

i=1 are i.i.d.
drawn. The empirical measure of the N data points MN := (x 1; : : : ; xN ) is denoted

� N :=
1
n

NX

i=1

� x i ; (32)

and asymptotically weakly converges todvolg [71]. The rate of convergence is captured by the
following 1-Wasserstein distance of the transport map T : M ! X such that T# dvolg = � N :

� := d 1 (dvolg; � N ) := inf
T :T # dvolg =� N

ess sup
x2M

dM (x; T (x)); (33)

wheredM is the geodesic distance onM [25]. T further induces a partition ofM =
S N

i=1 Ui with
Ui := T �1 (fx i g) the pre-image of the transport anddvolg(Ui ) = 1

n . [30] guarantees that with high
probability

� � C
�

log N
N

� 1=d

(34)

for d � 3, and

� � C
(log N) 3=4

N 1=2
(35)

for d = 2 hold, which will allow us to construct appropriate asymptotic convergence results.

We further de�ne a kernel function

k� (x i ; x j ) = � (jx i � x j j) s.t.
Z

Rm
�(jxj)dx = 1; (36)

which is decreasing, supported on[0; 1], and Lipschitz on[0; 1]. The kernel de�nes de�nes the
weights of the graph's edges

wij =
1

NhN
�

�
jx i � x j j

hN

�
; (37)

wherej � j denotes Euclidean distance andhN is an appropriately selected neighourhood radius
[30, 67].
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Remark 2. While we consider a general kernel� , the hard-cutoff graph built using the adjacency
matrix W found in Eq.(11) in Section 4 is recovered by the choice of�(r) := 1 r�1 , with bandwidth
hN =

p
� up to normalization.

The resulting graph is thus GN := (M N ; WN ). The surface tension is de�ned as

� � :=
Z

Rm
jx � e1j2�(jxj)dx; (38)

and is required for appropriate scaling of the graph Laplacian in order for convergence to be estab-
lished.

We also introduce the contraction discretization operator

PN f : x i 7! N �
Z

U i

f (x)d�(x) (39)

where Ui is the pre-image of a point on XN in M. Conversely we de�ne

P�
N u : x 7! �

 
nX

i=1

u(x i )1U i (x)

!

(40)

the extension map, where � is a Lipschitz kernel ensuring smoothness.

Proposition 3. For � = I the identity operator,PN andP�
N are adjoint in their respective

spaces.

Proof. We begin by letting f 2 H and u 2 Hn , allowing us to compute the inner product

hu; PN f i H N := N
Z

X
u Pfd(� N ) =

NX

i=1

u(x i )(Pf)(x i )

=
NX

i=1

u(x i )
Z

U i

f (x)d�(x) (41)

as well as

hP�
N u; f i H =

Z

M

NX

i=1

u(x i )1U i f (x)d�(x) =
NX

i=1

u(x i )
Z

U i

f (x)d�(x) (42)

which matches the previous inner product over the graph under suitable conditions on� andm (which
are covered by [30]).

D Proof of Theorem 2

Proof Outline The proof is based on the Kuwae–Shioya framework for convergence of Dirichlet
forms on varying Hilbert spaces [46]. In our setting, the discrete spacesHN consist of functions
on the nodes of the graph withN samples, while the limit spaceH is the corresponding continuum
Hilbert space onM (see Appendix C for the precise de�nitions). We then introduce the discrete
and continuum Dirichlet formsEN andE, verify Mosco convergence, and conclude strong resolvent
convergence of the associated in�nitesimal generators.

D.1 Setup

We work with the discrete Hilbert spacesHN and the continuum Hilbert spaceH introduced in
Appendix C. The corresponding graph and manifold Dirichlet forms are

EN (u; v) := u > LN v; for u; v 2 H N ; (43)
and

E(f; h) :=
Z

M
f (x)� M (h)(x)dvol g(x): (44)

We write EN (u) := E N (u; u) and E(f ) := E(f; f ). We recall that identi�cation operators P : H !
HN andP� : HN ! H are used to compare discrete and continuum objects. We now recall a result
pertaining to Dirichlet forms of graphs constructed as in Appendix C.
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Lemma 1 (Lemmas 13 & 14 [30]). For the discrete and continuous Dirichlet forms de�ned above,
the following hold

1. For all f 2 H 1(M), 3 we have

EN (PN f ) � (1 + C 0
1� + C 0

2
"
�

+ C 0
3� 2)

| {z }
=:� 0

N

E(f); (45)

and

C0
1 = C�L p; C0

2 = C
�

d +
2d+1 L k � (1 + �L p)

k� (1=2)

�
; C0

3 = Cd(K + R �2 )

and C is a universal constant.

2. For any u 2 HN , we have

E(IN u) � (1 + C 00
1 � + C 00

2
"
�

+ C 00
3 � 2)

| {z }
=:� 00

N

EN (u); (46)

where IN is the interpolation map and

C00
1 = �L p; C00

2 = C(d + C 0
2); C 00

3 = (1 +
1

� k �

)dK:

Corollary 1. We immediately notice that from Appendix ChN /
p

� , implying that�; "
� and� 2 all go

to zero as sample size N ! 1, implying that all terms involving C0i and C00
i go to zero as N ! 1.

By Lemma 1 and Corollary 1, the comparison errors �0
N ; � 00

N vanish as N ! 1.

D.2 Mosco Convergence

We begin by de�ning the notion of Mosco convergence of operators.
De�nition 1. Let X be a topological vector space, andFn : X ! [0; +1] be functionals onX . The
sequence(Fn )n is said Mosco convergent to another functionalF : X ! [0; +1] if the following
two conditions hold:

• for each sequence of xn 2 X converging weakly to x 2 X (denoted xn * x), we have
lim inf
n!1

Fn (x n ) � F (n); (47)

• for eachx 2 X there exists an approximating sequence of elementsxn 2 X converging
strongly to x, such that

lim sup
n!1

Fn (x n ) � F (x): (48)

We denote thisFn
M! F . This is a stronger version of� -convergence, which doesn't require mixing the

weak & strong topologies. Mosco convergence is equivalent to both weak and strong� -convergence
simultaneously.

We will now show that using Lemma 1 and Corollary 1, the Dirichlet forms of a geometric graph
G = (X N ; E) whose nodes are iid sampled fromF(M) satisfy the conditions for Mosco convergence
from De�nition 1.

Lower Bound We begin by stating that Dirichlet forms are by design convex, quadratic forms
that are continuous inH 1, whence they are weakly lower semicontinuous (LSC). We now de�ne a
sequence of functions un : V ! R such that I n un * f in H, then

E(f )
a)
� lim inf

N!1
E(P�

N uN )

b)
� lim

N!1
(1 + � 00

N )En (uN ) (49)

where we use weak LSC ina) and Lemma 1 point 2 inb). We do note that the� 0
N and� 00

N terms go
to zero as N ! 1 by de�nition of the used rates in Eq. (34). We don't explain it here, though.

3Note that any f 2 H1(M) is automatically in C(M).
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Upper Bound Conversely, we use Lemma 1 point 1 to establish

lim sup
N!1

EN (PN f ) � lim sup
N!1

(1 + � 0
N )E(f )

= E(f ) lim
N!1

(1 + � 0
N ) = E(f ): (50)

Both above inequalities exactly allow us to deduce that EN
M! E.

D.3 Generator Convergence

Now that we have proven thatEN
M! E , we may apply classical results of [46] to state that the

generatorsL ! � M in the strong resolvent sense. We recall thatL is understood as in Eq.(12),
which acts intrinsically onM . The lifting to extrinsic space will be done in the last step of the proof
and all arguments below are intrinsic until speci�ed otherwise.

By standard consequences of strong resolvent convergence for self-adjoint operators, the associated
Markov semigroups

T (N)
t := e tL ; Tt := e t� M (51)

satisfy

T (N)
t f ! T t f strongly in H (52)

for every f 2 H and each �xed t � 0.

D.4 Weak Convergence of Process Law

Let 0 � t 1 < � � � < t k � T , and letf 1; : : : ; f k 2 Cb(M) . Denote by(Zt )t the Markov process
generated by L, and by (Zt )t the manifold diffusion generated by �M . By the Markov property,

Ez

2

4
kY

j=1

f j
�
Zt j

�
3

5 = T (N)
t 1

�
f 1 T (N)

t 2 �t 1

�
f 2 � � � T (N)

t k �t k�1
f k

� �
(z); (53)

and similarly,

Ez
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4
kY

j=1
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�
X t j

�
3

5 = T t 1

�
f 1 Tt 2 �t 1

�
f 2 � � � Tt k �t k�1 f k

� �
(z):

SinceT (N)
t ! T t strongly for each �xedt, an iterative application of the semigroup convergence

implies

Ez
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4
kY
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f j

�
Z (N)

t j

�
3

5 ! E z

2

4
kY

j=1

f j
�
Z t j

�
3

5 :

Hence the �nite-dimensional distributions of (Zt )t converge to those of (Zt )t .

It remains to prove tightness of the laws of(Zt )t onC([0; T ]; M) . SinceM is compact, the coef�-
cients of the limiting diffusion are smooth and therefore bounded. Under the standing assumptions on
the graph approximation, the approximating processes inherit uniform moment bounds on increments.
In particular, there exists a constant C > 0, independent of N, such that for all 0 � s � t � T ,

sup
N

Ez

h
dM

�
Z (N)

t ; Z (N)
s

� 4i
� Cjt � sj 2:

By the Kolmogorov-Chentsov theorem [26], the family of laws of (Zt )t is tight in C([0; T ]; M) for
all N.

Combining tightness with convergence of �nite-dimensional distributions [10], we conclude that

Zt ) Z t in C([0; T ]; M);

proving intrinsic convergence in law on path space.
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To prove the claim, we de�ne the extrinsic processes as

Xt := F (Z t ); Yt := F (Z t ) (54)

under the embedding mapF : M ! R n . By the continuous mapping theorem, these processes
inherit smoothness, whereby

Xt =) Y t in C([0; T ]; F (M)); (55)

proving the claim.

E Proof of Theorem 3

Proof Outline We compare the Euler–Maruyama scheme�X `h to the target smooth extrinsic diffu-
sion Xt through the intermediate continuous data-driven processX̂ t . The total error is decomposed
into (i) a graph approximation error betweenX t andX̂ t , (ii) an off-grid time discretization error
betweenX̂ t andX̂ `h , and (iii) the Euler–Maruyama discretization error betweenX̂ `h and �X `h .

E.1 Preliminaries

We begin by discussing the regularity conditions we assume. Since we are in a computational setting,
we only consider all stochastic processes(X t )t�0 before their explosion timee(X) . A unique
solution can be ensured to exist by assuming local Lipschitzness of the drift and diffusion terms [38],
which is the setting we consider, formalized in the following Assumption.
Assumption 1 (Uniform second-moment control). We assume thatL and� satisfy a local Lipschitz
growth condition uniformly inN , i.e., there exists constantsC; K > 0 , independent ofN , such that
for all x 2 R n ,

kL(x) � L(y)k + k�
1
2 (x) � �

1
2 (y)k � C(kx � yk); (56)

kL(x)k 2 + k�
1
2 (x)k 2 � K(1 + kxk 2): (57)

Consequently, for every �nite time horizon T > 0, the process (13) is well behaved:

sup
N

sup
t2[0;T ]

Ek�X(N)
t k2 < 1; sup

t2[0;T ]
Ek�Xt k2 < 1: (58)

E.2 Splitting Terms

We now consider the Euler-Maruyama discretization of the true~L-diffusion from Eq. (10) with
timestep h > 0, given by the difference equation

�X (`+1)h := �X `h + hL( �X `h ) + � 1=2( �X `h )
p

h� `+1 ; (59)

where �̀ +1 � N (0; I k ). We recall the squared Wasserstein-2 distance [72],

W 2
2 (�; �) := inf


2�(�;�)
E(x;y)

�
kx � yk 2

2

�
; (60)

where�(�; �) denotes the couplings of� and� . It is easy to see that for two random variables
X � �, Y � �, we have that

W 2
2 (�; �) � E

�
kX � Y k 2

2

�
(61)

by the optimality of the coupling 
 in W2.

We �rst introduce the intermediate continuous-time off-grid termsX̂ , and apply a triangle inequality
on W2

�
L( �X`h ); L(X t )

�
, giving us

W2
�
L( �X`h ); L(Y t )

�
� W 2

�
L( �X`h ); L( X̂ `h )

�

| {z }
data approximation

+ W 2

�
L( X̂ `h ); L( X̂ t )

�

| {z }
time discretization

+ W 2

�
L( X̂ t ); L(Y t )

�

| {z }
E-M error

;

(62)

which we will treat individually using different tools.
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Data Approximation

We begin with the �rst term labeled "data approximation", which may be asymptotically suppressed
by Theorem 2. Indeed, the strong operator convergence ensures us that the data driven and off-grid
processes will converge as N ! 1.

We now use Eq. (61) to upper bound the term by

W2

�
L( X̂ `h ); L( X̂ t )

�
�

�
E

h
kX̂ `h � X̂ t k2

2

i� 1=2
; (63)

which is controlled under linear growth by synchronous coupling, i.e. bothX̂ t andX̂ `h are driven by
the same Brownian motionB � . Without loss of generality, let0 < s < t and consider the difference

X̂ s � X̂ t =
Z t

s
b(X̂ � )d� +

Z t

s
�( X̂ � )dB � : (64)

Plugging this into the second term of Eq. (62), we get
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A
p

jt � sj

� C t

p
jt � sj; (65)

where we use the maximum principle ina), and bound it with a constantCt . Thus, fors = `h , we
can state that

W 2
2 (L( X̂ `h ); L( X̂ t )) 2 O(h): (66)

Thus, by choosing an appropriate step size h ! 0 as N ! 1, we obtain the desired convergence.

Finally, considering the regularity of Assumption 1, classical results of Euler-Maruyama schemes
[20, 40] yield the bound

W2

�
L( X̂ t ); L(Y t )

�
� O(h 1=2) (67)

where ina) we use the bound from Eq.(61) on the two �rst terms. Notice that said terms purely
pertain to discretization and "off-grid" errors of̂X , whereas the last term is purely continuous, but
compares the transportation cost from the L-diffusion to the data-driven diffusion.

By takingN ! 1 , � ! 0 as per Eq.(34) andh ! 0 , we combine all previous upper bounds and
plug into Eq. (62) to obtain

W2
�
L( �X`h ); L(X t )

�
2 O(h 1=2); (68)

thus proving the claim.

F Implementation Details

F.1 Graph Construction

To obtain the random walk graph Laplacian and consequently the CDC, we construct for all synthetic
datasets the symmetric unweighted adjacency matrix via a global bandwidth parameter� > 0 as
described in Section 4. In the case of the MNIST dataset, we used a fully-connected Gaussian kernel

k� (x i ; x j ) := exp
�

kx i � x j k2
2

� 2

�
: (69)

This non-compact kernel is not covered by the current convergence proof, although prior work
[30] indicates the current framework should appeal to such kernels. We thus disclaim here that the
MNIST experiments should be interpreted as empirical evidence, rather than fully theorem-backed

21



instantiations. We compute the random walk graph Laplacian in the same way in both cases, using
Eq. (11).

The CDC operator is computed by considering its action on coordinate functions. At each timestep
` of Algorithm 1, we extendLN to L as in Eq.(12) by using a nearest-neighbour (NN) ork-NN
lookup. For thek-NN lookup, the CDC evaluated a sample�X` as in Eq. (15) is computed as a
Gaussian-kernel-weighted average of the CDC estimates of thek nearest neighbours, with a locally
adaptive bandwidth set from the median squared neighbour distance.

Bandwidth parameter � For the synthetic data, we set the global neighbourhood radius� to the
median of the Euclidean distances from each samplex i to its k-th nearest neighbour infx j gN

j=1 n xi ,
with k = max

�
10; d4 log Ne

�
. For the MNIST latent representation dataset, we set the Gaussian

bandwidth to� = Q 0:9
�
fd k (x i )gN

i=1

�
, the90%quantile of the distancesdk (x i ) from each sample to

its k-th nearest neighbour, with k = max
�
20; d4 log Ne

�
.

Remark 3. Note that the NN lookup is generally controllable as per Assumption 1, andk-NN lookup
is a Lipschitz map. As we are directly considering the extrinsic setting ofF (M) , all functions are
already considered lifted.

Remark 4. We also do not use the Diffusion Maps algorithm [21], as the variable-bandwidth graph
Laplacian construction does not �t into the framework presented in Appendix C. We believe this to be
an important future direction for rigorous IMD constructions, but leave it for future work.

F.2 Datasets

Synthetic Data For the experiments on the hyperspheresS2, S7, torus and Swiss roll, we generate
standardized synthetic data that is uniformly distributed on the manifold. We report the speci�c
sample sizes for each experiment in F.4.

MNIST dataset details To create latent embeddings for the MNIST dataset, we train a simple
autoencoder. The encoder consists of two convolutional layers with ReLU activations that down-
sample the1 � 28 � 28 image to a64 � 7 � 7 representation, followed by a linear projection to
a 64-dimensional latent space. The decoder mirrors the encoder. We train the autoencoder on a
reconstruction loss for20epochs with a �xed learning rate of1 � 10 �3 using the Adam optimizer.
With the pretrained encoder we create a latent representation dataset of MNIST. To ensure stable
training of the score model, we normalize the latent representations to zero mean and unit standard
deviation. We use the resulting dataset to train a score model as described above and to run the IMD
in MNIST latent space.

F.3 Score Model

For the experiments involving the complementary DRGD step (depicted in Fig. 2), we train a
noise-conditional score networks� (x) [39] following the multi-scale noise formulation of [63, 64]
using denoising score matching. We parametrize the score model for the synthetic data and for the
latent representations of the MNIST dataset with a fully-connected residual architecture and train
the model with a noise-prediction loss. For the noise conditioning, we embed the noise level via a
Gaussian random Fourier feature layer [65] and inject it as a bias into the �rst linear layer. We use
a geometric schedule of noise levels. For the synthetic data, we use20 noise levels ranging from
� min = 0:005 to � max = 1 . For the latent MNIST representations we use50 noise levels ranging
from � min = 0:01 to � max = 10.

Training Details We train a network with3 blocks of residual layers of hidden dimension128and
SiLU activation functions using Adam (�xed learning rate2 � 10 �4 ) on synthetic and latent MNIST
datasets, for200epochs with batch size128on the synthetic data, and for300epochs with batch size
256 on the MNIST latent representations.

Noise Scale Selection The noise scale� for the pretrained score model in the DRGD step of
Algorithm 1 is chosen to be small enough such that no numerical errors are incurred during score
estimations (as in [44]). In particular, we chose� = 0:005 for all synthetic tasks, and� = 0:01 for
the MNIST tasks.
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F.4 Experimental Details on the Euler-Maruyama Parameters

We specify all hyperparameters used to conduct the experiments in Section 6.

Spherical Brownian Motion In the experiments in Section 6.1 involving Brownian motion, we use
a sample size of10; 000for theS2 manifold. To account for dimensionality, we increase the sample
size forS7 to 100; 000samples. We generate trajectories of30 different starting points, simulating a
time horizon ofT = 3. This results in trajectories of2k steps forh = 10 �3 , 20k steps forh = 10 �4

and 200k steps for h = 10�5 .

Langevin dynamics The Langevin sampling on theS7 hypersphere in Section 6.1 was performed
with a step size ofh = 10 �4 and a sample size of100; 000. We choose� = 10 and� = e 1. We
simulate100trajectories for30different starting points, each for20k steps, simulating a time horizon
of T = 2. We take the endpoint of each trajectory to compute the empirical distribution of the test
statistic, quantifying statistical �delity, which re�ects the analytical distribution described in Eq. 21.
For numerical stability, we perform IMD with a DRGD step (see 5.1 for details) using a score model
we obtain as described in F.3.

Guided on-manifold exploration of image data As described in Section 6.2, we conduct all
MNIST experiments in the latent space of the pretrained autoencoder. For the ease of exposition
and to obtain conceptually meaningful results, we only include digits from the classesf1; 2; 7g. Our
�ndings remain qualitatively unchanged for other subsets. As described in Section 6.2, we perform
Langevin sampling using a quadratic potential (22) with� = 4 around a sampleZ? from the training
dataset. The trajectories were generated with step sizeh = 10 �4 for a total of100k steps, simulating
a time horizon of T = 10.

Disclosure of Compute Resources All experiments were conducted on the authors' M4 Apple
Silicon MacBook with 16Gb of RAM, and M3 Apple Silicon MacBook Air with 24Gb of RAM.

G Additional Experimental Results

Here we present complementary experimental results pertaining to those of Section 6. In particular,
we provide more details for Tables 1 and 3, along with some interpretation of the results.

G.1 Comparison with Naive Methods

To further support the unique correctness of our method (using bothL and� ), we compare experi-
mental results of running more “naive” IMDs for spherical Brownian motion. As shown in Table 2
and Figure 3, the score model is not the only driver of geometric �delity. In particular, we compare
Algorithm 1 with two other methods, inspired by recent applications of diffusion geometry to �ow
matching [5] and using score-based models as retractions for Riemannian optimization in the implicit
manifold setting [44]. The �rst method solely relies on the CDC operator, resulting in dynamics
driven by

�X`+1 = �X` +
p

h�
1
2 ( �X` )� `+1 ; (70)

The second method performs regular Brownian motion in Rn , and relies on the DRGD step

U` = �X` +
p

h� `+1 ; (71)
�X`+1 = U ` + � 2s� (U` ): (72)

Observing Table 2, we immediately notice two things: (i) the CDC only construction accumulates
errors in the normal direction and (ii) the isotropic noise + DRGD is not constrained to the sphere's
surface. We interpret the �rst behaviour as evidence that the CDC as a projector ontoTx M is correct,
but will induce normal error accumulation unless the step size is minuscule. Secondly, we notice
that the score model based correction is not "strong" enough on its own to counter the isotropy ofR3

Brownian motion, resulting in failure to maintain geometric consistency.
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Method Average radial error Max. radial error

IMD 0:009 � 0:004 0:021 � 0:007
CDC only 0:474 � 0:014 0:866 � 0:026
R3 Noise + DRGD Retraction 1:705 � 0:983 3:732 � 1:629

Table 2: Radial errors over trajectories of5000steps with step sizeh = 10 �3 . We report the
time-averaged radial error and the maximum radial error along each trajectory, both averaged over50
independent runs (� one standard deviation). IMDs maintain low, non-cumulative errors, whereas
CDC only (70) and R3 noise + DRGD (71) accumulate errors.

G.2 Swiss Roll

To further test IMDs on implicit manifolds, we consider the Swiss roll dataset. Since Euclidean
proximity does not re�ect geodesic locality, unconstrained or projection-based dynamics may induce
transitions across nearby folds that are in fact distant along the manifold. IMDs avoid this failure
mode by constructing dynamics at the level of the generator, ensuring that motion remains intrinsically
constrained to the manifold. The data set for the Swiss roll experiments consists of10; 000samples.
We compute trajectories with step size h = 10�3 for 10; 000 steps from 50 random starting points.

To quantify complementary aspects of the induced dynamics, we report the following metrics:

• Average nearest-neighbour (NN) distance: the average ambient distance to the closest data
point (best seen in Figs. 7a, 7b, 7c). Off-manifold deviations are re�ected in larger NN
distances.

• Maximal jump: a measure of the locality of the diffusion. We project the ambient trajec-
tories onto the “unrolled” latent sheet of the Swiss roll and compute the distance between
consecutive steps. This quantity should remain small under faithful manifold dynamics,
but becomes large whenever the trajectory jumps across folds. The qualitative differences
between methods are most visible in Figs. 7d, 7e, 7f.

IMDs preserve geometric �delity and local behaviour while still exploring the manifold. The empirical
results (reported in Table 3 and Fig. 7) con�rm that the operator-based construction remains consistent
with theory across all metrics, re�ecting that IMDs approximate the correct in�nitesimal dynamics
rather than relying on heuristic geometric corrections.

Method Average NN Distance # Max Jump #

IMD 0:019 � 0:000 0:116
CDC only 0:736 � 0:035 0:420
R3 Noise + DRGD 0:073 � 0:000 0:375

Table 3: Swiss roll evaluation for a latent sheet. Lower is better for both NN distance and max jump.
Reported values are means and standard errors over50starting points with a �xed stepsizeh = 10 �3

for 10; 000 steps each.

G.3 Further Results on MNIST

Figure 8 schematically further illustrates the off-manifold trajectory produced by DRGD: IMDs
evolve along the tangential geometry of the learned data manifold, whereas DRGD acts as a normal
score-based correction toward the target region.

H Support for Conjecture 1

The additional supporting evidence for Conjecture 1 is twofold. First, we will show how the second
fundamental form� x arises in the decomposition of the exponential map, and will relate it to current
geometric integration schemes. Next, we will support our claim of stronger accumulating normal
error as dimensions increase on the orthogonal matrix manifold O(m).

24



(a) IMD (b) CDC only (c) R3 Noise + DRGD Retraction
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(d) IMD on latent sheet
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(e) CDC on latent sheet

0.3 0.4 0.5 0.6 0.7 0.8
t-roll

0.6

0.4

0.2

0.0

0.2

0.4

0.6

he
ig

ht

(f) Naive noise on latent sheet

Figure 7: Comparison of diffusion trajectories (h = 10−3, 10k steps) on the Swiss roll (top row) and
corresponding latent sheet projections (bottom row) . Similar to Fig. 2, we notice error accumulation
in the normal direction, which manifests non-locality as the discontinuous jump in the latent sheet.
We also note the lack of continuous exploration of the isotropic BM compared to IMDs.
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Figure 8: Implicit manifold interpolation in the
MNIST latent space, guided by the potential (22).
IMDs (teal) follow the learned tangential geome-
try, while DRGD (red) rapidly moves toward the
target through a score-based correction. Follow-
ing Conjecture 1, we interpret this behaviour to
be consistent with locally flat intra-class geome-
try and lower-dimensional/curvature inter-class
transitions.

H.1 Exponential Map Expansion

The second fundamental form expansion from Eq. (24) explains how geometric Euler-Maruyama
schemes [77, 61] differs from a naive extrinsic Euler-Maruyama step by a curvature-induced normal
correction of order h. IMDs use an ambient Euler-Maruyama discretization of the data-driven
generator, so they are consistent as h ↓ 0, but at finite step size they may miss part of the random
second-order normal geometry that a geometric Euler-Maruyama step or retraction would capture
explicitly. This motivates investigating whether DRGD can act as a data-driven normal correction.

Spherical Error Decomposition In the case of SdR, Πx is analytically known, and the decomposi-
tion (24) yields

expx(
√
hξ) = x+

√
hξ +

h

2
Πx(ξ, ξ) +O

�
∥
√
hξ∥3

�
= x+

√
hξ − h∥ξ∥2

2R2
x+O

�
∥
√
hξ∥3

�
. (73)
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