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Abstract

Contemporary Computer Vision applications, such as visual search or 3D re-

construction, need to handle massive amounts of visual content. This poses

a signi�cant challenge, especially when these applications are expected to

run in real-time on mobile platforms with limited resources. One of the

computational bottlenecks in a typical real-life Computer Vision system is

establishing a set of correspondences across multiple views of a scene, which

is known as the local feature matching problem. In this thesis, we address

the local feature matching problem from two angles: �rst, by learning ef-

�cient and compact local feature descriptors, and second, by providing a

set of fast methods to match the proposed descriptors using approximate

nearest neighbor search.

We start by presenting two methods to construct robust binary local feature

descriptors. To represent salient image regions in a way that is invariant to

unwanted image transformations, we employ machine learning techniques,

such as linear discriminative analysis and boosting. Our interest is mainly

focused on binary descriptors, because they enable faster processing while

requiring signi�cantly less memory than their 
oating-point competitors.

This approach enables modern Computer Vision applications, even those

deployed on mobile devices, to process higher amounts of visual data much

faster.

We �rst propose an extremely compact and quick to compute binary de-

scriptor, D-Brief, that is built by projecting an image patch to a more dis-

criminative subspace and thresholding the resulting coordinates. However,

applying complex projections to the patches is slow which negates some

of the advantages of binary descriptors. Hence, our key idea is to learn

the discriminative projections so that they can be decomposed into a small



number of simple �lters for which the responses can be computed fast. The

resulting 32-bit descriptor outperforms the state-of-the-art intensity-based

binary descriptors, in terms of both accuracy and e�ciency, and is there-

fore a perfect candidate for real-time applications run on low-end mobile

devices.

We then introduce a more complex and powerful binary descriptor called

BinBoost that provides much higher discriminative power and robustness,

characteristics necessary for large-scale applications such as visual search.

To e�ciently train our binary descriptor, we leverage the boosting-trick and

optimize consecutive binary dimensions so that they complement each other,

which is key to robustness and compactness of the resulting descriptor.

The �nal feature representation is computed with a set of hash functions

that are applied directly to the image patches, which frees us from any

intermediate representation and lets us automatically learn the descriptor

sampling pattern. As a result, our formulation encompasses that of many

hand-crafted descriptors and allows BinBoost to outperform the state-of-

the-art binary and 
oating-point descriptors at a fraction of matching time

and memory footprint.

Although binary descriptors can be matched much faster than their 
oating-

point competitors, exhaustive search over truly large-scale datasets still

remains problematic, especially on mobile devices. Hence, we investigate

di�erent approximate nearest neighbor search methods in the context of

binary vectors, as they improve the e�ciency of matching while maintain-

ing a good matching quality. Unfortunately, the readily available ANN

search methods for 
oating-point vectors fail on binary ones. We explain

this phenomenon, that we call thick Voronoi boundaries, by analyzing the

peculiarities of binary spaces and propose two e�ective ways to overcome

this limitation by appropriately randomizing either a tree-based algorithm

or hashing-based one.

Keywords: Computer vision, machine learning, binary local feature

descriptors, binary approximate nearest neighbor search.



R�esum�e

Aujourd’hui, de nombreuses applications de vision par ordinateur, telles que

la recherche d’images ou de la reconstruction 3D, doivent traiter du contenu

visuel en grande quantit�e. Cela pose un d�e� de taille, surtout lorsque ces

applications doivent fonctionner en temps r�eel sur des plateformes mobiles

aux ressources limit�ees. L’un des goulots d’�etranglement pour un syst�eme

classique de vision par ordinateur est d’�etablir un ensemble de correspon-

dances entre plusieurs vues d’une sc�ene, ceci est connu comme le probl�eme

d’appariement de points d’int�erêts locaux. Dans cette th�ese, nous abordons

le probl�eme d’appariement de points d’int�erêts locaux sous deux angles:

d’abord, par l’apprentissage de descripteurs de points caract�eristiques lo-

caux e�caces et compacts, et d’autre part, en fournissant un ensemble de

m�ethodes rapides pour apparier les descripteurs propos�es en utilisant la

recherche approximative du plus proche voisin.

Nous commenons par pr�esenter deux m�ethodes pour construire de solides

descripteurs binaires de point caract�eristiques locaux. Pour repr�esenter les

r�egions d’image saillantes d’une mani�ere qui soit invariante aux transforma-

tions indsirables de l’image, nous utilisons des techniques d’apprentissage

automatique, comme l’analyse discriminante lin�eaire et boosting. Notre

int�erêt se concentre principalement sur les descripteurs binaires, car ils per-

mettent un traitement plus rapide tout en exigeant beaucoup moins de

m�emoire que leurs concurrents �a virgule 
ottante. Cette approche permet

aux applications de vision par ordinateur modernes, même celles qui sont

d�eploy�ees sur les appareils mobiles, de traiter de plus grandes quantit�es de

donn�ees visuelles beaucoup plus rapidement.

Nous proposons d’abord un descripteur binaire extrêmement compact et

rapide pour calculer, D-Brief, qui est construit par la projection d’image



sur un sous-espace plus discriminant et par le seuillage des coordonn�ees

obtenues. Toutefois, l’application des projections complexes aux images

est lente ce qui annule une partie des avantages des descripteurs binaires.

Par cons�equent, notre id�ee cl�e est d’apprendre �a decomposer les projections

discriminatoires en un petit nombre de �ltres simples dont les r�eponses

peuvent être calcul�ees rapidement. Le descripteur 32 bits r�esultant surpasse

les meilleurs descripteurs binaires bas�es sur l’intensit�e, tant en termes de

pr�ecision que d’e�cacit�e, et est donc un candidat id�eal pour les applications

en temps r�eel ex�ecut�ees sur les appareils mobiles bas de gamme.

Nous introduisons ensuite un descripteur binaire plus complexe et puissant

appel�e BinBoost dont la robustesse et le pouvoir discriminant sont plus

�elev�es. Ce sont l�a, les caract�eristiques n�ecessaires pour les applications �a

grande �echelle telles que la recherche d’images. Pour entrâ�ner e�cacement

notre descripteur binaire, nous utilisons le boosting-trick et optimisons des

dimensions binaires cons�ecutives de sorte qu’ils se compl�ementent mutuelle-

ment, ce qui est essentiel pour la robustesse et la compacit�e du descripteur

r�esultant. La repr�esentation �nale est calcul�ee avec un ensemble de fonc-

tions de hachage qui sont appliqu�es directement sur l’image, qui nous lib�ere

de toute repr�esentation interm�ediaire et nous permet d’apprendre automa-

tiquement le descripteur de motif d’�echantillonnage. En cons�equence, notre

formulation englobe de nombreux descripteurs construits �a la main et per-

met �a BinBoost de surpasser les meilleurs descripteurs binaire et �a virgule


ottante en une fraction du temps et de l’occupation.

Bien que les descripteurs binaires peuvent être mis en correspondance beau-

coup plus rapidement que leurs concurrents en virgule 
ottante, la recherche

exhaustive sur des ensembles de donn�ees de grande �echelle reste probl�ematique,

en particulier sur les appareils mobiles. Par cons�equent, nous �etudions

di��erentes m�ethodes approximatives de recherche de plus proches voisins,

utilisant des vecteurs binaires, car ils am�eliorent l’e�cacit�e de l’appariement

�a faible coût. Malheureusement, les m�ethodes approximatives de recherche

de plus proches voisins disponibles pour vecteurs �a virgule 
ottante ne

marchent pas bien pour les vecteurs binaires. Nous expliquons ce ph�enom�ene,



que nous appelons limites de Voronoi �epaisse, en analysant les particularit�es

des espaces binaires et nous proposons deux moyens e�caces pour surmon-

ter cette limitation par randomisation appropri�ee.

Mots-cl�es: Vision par ordinateur, apprentissage automatique, descrip-

teurs binaires de point caract�eristiques locaux, m�ethodes approximatives

de recherche de plus proches voisins binaires.
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CHAPTER

ONE

INTRODUCTION

1.1 Motivation

A multitude of Computer Vision applications, such as visual search, 3D reconstruction

or object recognition, is based on �nding correspondences between images. This prob-

lem can be solved by representing salient image patches in a way that is invariant to

illumination and viewpoint changes and �nding the correspondences in the resulting

representation space. The representation of an image patch, referred to as a local fea-

ture descriptor, can be typically de�ned as a multi-dimensional vector of 
oating-point

or binary values. In addition to robustness to various image transformations, local

feature descriptors should also possess a high discriminative power, i.e. they should

be able to discriminate between patches corresponding to di�erent 3D points. The

problem of designing optimal feature descriptors has received a signi�cant attention

from the Computer Vision community [3, 10, 17, 21, 54, 62, 65, 92, 103, 114]. To model

the non-linear nature of the above mentioned transformations, well-known local feature

descriptors typically apply a set of expert-designed �lters and aggregate or pool their

responses within pre-de�ned regions of the image patch. Although signi�cant progress

has been made, most of the proposed solutions are mainly designed for standalone

machines with high processing power and few memory limitations.

Today, in the era of ubiquitous mobile computing, there is an ever growing need for

Computer Vision technologies which can be deployed on portable devices with limited

resources. The increasing content of visual data along with the need to access this

data from any point in the world and as quickly as possible require extremely fast

1



1. INTRODUCTION

processing. It also requires lowering the data throughput as mobile networks are still

underdeveloped to handle the constant 
ow of megabytes of visual information.

To tackle these problems, several binary local feature descriptors have been pro-

posed in the recent years [3, 21, 54, 92]. Their binary nature reduces their memory

footprint and allows for signi�cantly faster processing due to the fast computation of the

Hamming distance. Furthermore, they are typically built as a concatenation of simple

intensity comparisons which results in an extremely short computation time. There-

fore, binary descriptors have quickly become an attractive alternative to 
oating-point

descriptors, especially for real-time applications run on low-end handheld devices. Nev-

ertheless, their performance quality still cannot reach the level of their 
oating-point

competitors which blocks their proliferation into more quality-oriented applications

such as visual search or image-based localization.

Another approach to mobile computing is to use machine learning to �nd an optimal

representation of an image patch [17, 98, 103]. By optimizing over the selection of

pooling regions and �lter responses, these solutions aim at reducing the dimensionality

of the resulting representation and, hence, decreasing the computational burden of

matching and storing them. These approaches, however, are either built on top of

hand-crafted representations [98] or still require signi�cant parameter tuning, as in [17]

that relies on a non-analytical objective that is di�cult to optimize. Finally, they

typically result in 
oating-point descriptors which requires matching with Euclidean

distance instead of Hamming distance and further increases the computational cost.

Although the recent techniques to compute binary local feature descriptors allow for

using fast Hamming distance computations instead of the Euclidean ones to compute

similarities between the descriptors, it still remains prohibitively expensive when using

linear search to �nd the nearest match in a database of millions or billions of datapoints.

Approximate Nearest Neighbor search is therefore a valid alternative that enables truly

large-scale processing of visual data. A lot of research has been focused on providing

working solutions for approximate nearest neighbor search in the multi-dimensional

space of 
oating-point vectors [62, 73, 78]. Surprisingly few works, however, focus on

this problem in the case of binary descriptors [74]. One explanation of this situation

might be that under favorable conditions binary vectors can be used as individual

indices to access the memory and hence nearest neighbor matching amounts to simple

look-ups. Unfortunately, this approach does not provide a feasible solution when the

2



1.2 Applications

Figure 1.1: images.google.com relies on Computer Vision techniques for querying a

database of images by �nding similarities between local feature descriptors.

size of the binary vectors becomes larger than a few bits. It is therefore necessary to

investigate if the solutions available for the 
oating-point vectors can be used to �nd

approximate nearest neighbors also in the case of binary descriptors.

1.2 Applications

The image patch representation that is robust to various illumination and viewpoint

changes, plays a crucial role in a plethora of Computer Vision applications. Among the

most important ones are:

Large-scale Visual Search

Thanks to Google and its text-based search engine, the idea of searching the web with a

set of words is a natural way of discovering the world and answering various questions.

However, in the world of ubiquitous mobile cameras, the users become more and more

interested in querying the Internet not only with textual hints, but also with visual

data. As a matter of fact, images can convey much more contextual data than even the
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most descriptive phrase. Thus, there is a signi�cant demand to provide solutions for

visual search which can be de�ned as retrieving information, both textual and visual, in

response to a visual query, e.g. in the form of an image. The most popular framework

developed to answer this need [105] relies on a set of quantized local feature descrip-

tors, so called visual words. After the quantization, each image can be represented

with a histogram of visual words and a set of corresponding weights. This process is

repeated for descriptors of a query image and the database images are ranked according

to the dot product between the query weight vector and the corresponding vectors of

database images. After the �rst ranking step, the list of images is typically re-ranked

using spatial veri�cation [84] which uses the projective geometry constraints to detect

the correct transformation between the query and reference image. Fig. 1.1 presents a

screenshot of a representative example of a large-scale visual search application, namely

images.google.com, which is already available to the public. Other use cases of vi-

sual search engine include image-based localization [88] and structured medical image

retrieval [102]. Finding more discriminative and compact binary representations can

potentially lead to increased quality of visual search as well as faster processing, e.g.,

in the spatial veri�cation step.

3D Reconstruction

One of the recent Computer Vision applications that was enabled by the abundance of

visual information is automatic image-based 3D reconstruction which can be described

as a process of reconstructing 3D models of objects seen in a collection of images from

di�erent vantage points. Fig. 1.2 shows an example of a 3D model reconstructed from

a set of images. A crucial component of 3D reconstruction systems is matching local

feature descriptors to provide the correspondences between the images representing

the same object. Since this operation is usually performed on a signi�cant number of

images, extraction as well as matching of the descriptors should be very fast to enable

e�cient processing. Another requirement of 3D reconstruction system is the reliability

of the extracted feature descriptors in terms of description of the same 3D points.

To provide a solid set of correspondences between images, local feature descriptors

have to be robust to various illumination and viewpoint changes and the distance

between descriptors representing the same 3D point should be signi�cantly smaller

than the distance between distinct 3D points. Thus, using machine learning methods
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Figure 1.2: A textured 3D model reconstructed from the images of Lausanne, Switzerland.

Courtesy of Pix4d (pix4d.com).

to obtain an image patch representation that can reliably discriminate between similar

and di�erent 3D points can immensely contribute to a better performance of many 3D

reconstruction systems.

Simultaneous Localization and Mapping (SLAM)

Simultaneous Localization and Mapping refers to a task performed by a robot whose

goal is to build a map of the surrounding, unknown environment while keeping track of

its own location. This problem when it involves cameras as sensors, also called V-SLAM

for Visual SLAM, poses a signi�cant challenge due to the reduced computational bud-

get of a typical CPU used by robots. The problem is further exacerbated by the noise

of measurements performed by robot’s sensors. Furthermore, SLAM can be considered

a chicken-egg problem as an accurate position is required to build a precise map, while

a correct map is needed to determine one’s position. Due to the above mentioned

di�culties SLAM has gained a signi�cant attention from the computer vision commu-

nity [7, 28, 29]. One of the fundamental steps to solve the SLAM problem requires

assigning subsets of image features to common 3D world points. Since this assignment

assumes certain level of robustness of the features with respect to typical transfor-
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Figure 1.3: Screenshot of a running object detection application.

mations and robot’s viewpoint changes, the resulting partitioning depends highly on

the quality of selected feature descriptors. Moreover, real-time image processing on a

mobile platform poses yet another challenge to the underlying feature extraction and

matching algorithm, as the computational power of the mobile CPU is highly limited.

Hence, it becomes evident that SLAM, or more precisely V-SLAM, would immensely

bene�t from using compact and discriminative binary local feature descriptors which

are fast to match and can reduce memory footprint.

Object Detection

Given an object presented in one or more images, we de�ne object detection as the

process of �nding the object in each image. If the object can be found, the system

should return a set of image coordinates de�ning the location of the object, the so-called

region of interest, otherwise it should inform that the object is not present in the scene.

Furthermore, we can de�ne instance-level object detection when we are interested only

in a given object and category-level object detection when we look for all the objects

of the same category as the selected object, e.g. when we look for all cars or all chairs.

For the purpose of this thesis, we focus on the instance-level object detection problem,

as successful approaches to solve it rely heavily on local feature descriptors due to their

robustness to occlusions and various transformations. An example of instance-level

object detection application can be seen in Fig. 1.3 where the object selected by the

user is detected and tracked across the video frames. Performing this kind of tasks in

real time, i.e. with more than 25 frames per second, requires fast feature description
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and descriptor processing. These are exactly the constraints that binary descriptors

can successfully address and, thus, they give us yet another motivation for the work on

compact descriptors that can be e�ciently computed.

1.3 Contributions

In this thesis, we �rst propose two novel methods to develop robust binary local feature

descriptors. We essentially try to bridge the performance gap between the state-of-the-

art binary and 
oating-point descriptors without increasing the computational cost of

computing and matching our binary descriptors. To that end, we employ machine

learning techniques, such as linear discriminant analysis and boosting, that allow us

to learn the invariance desired for local feature descriptors from the data. Since local

feature descriptors are typically employed in more complicated systems, the shift from


oating-point to binary descriptor type has to be accompanied with a corresponding

change in many other elements, one of them being nearest neighbor search. Thus, this

thesis also provides an analysis of the multi-dimensional space generated by binary

descriptors along with an approach that addresses the peculiarities of this space.

More precisely the contributions of this thesis are the following:

� An e�cient method for approximating discriminative projections which enables us

to quickly compute an extremely compact binary descriptor we call D-Brief [118]

(Chapter 3).

� A boosting-based framework to learn a highly discriminative non-linear binary

descriptor called BinBoost that encompasses various hand-crafted descriptors,

while signi�cantly improving their performance [119, 121] (Chapter 4).

� An extensive study of the performances of proposed binary descriptors that show

a clear advantage of using the binary descriptors over the state-of-the-art 
oating

point descriptors, both in terms of quality and computational cost (Chapter 5).

� An analysis of the partitioning of the space of binary descriptors, which we call

the thick Voronoi boundary problem [120] (Chapter 6).

� A set of solutions for the thick Voronoi boundary problem that enable e�ective

approximate nearest neighbor search for binary vectors [120] (Chapter 6).
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To summarize, the work presented in this thesis provides a set of algorithms to learn

compact binary descriptors which address both the complexity and quality requirements

of mobile Computer Vision applications. Since the shift from 
oating-point to binary

descriptors has a signi�cant impact on many elements of those applications, including

the matching step, we also analyze the characteristics of approximate nearest neighbor

search in binary spaces and provide a set of methods that successfully adapt the existing

techniques for matching local feature descriptors.1

1.4 Outline

This thesis is organized as follows. The next chapter provides an extensive overview

of the state of the art in the �eld of local feature detection and description. In Chap-

ter 3 we propose a method for building compact binary representations that relies on

e�cient approximations of discriminative projections. Chapter 4 introduces a more

complex learning algorithm based on boosting which allows us to build a highly non-

linear binary representation of image patches. We then compare the above mentioned

methods against the state of the art in Chapter 5. In Chapter 6 we analyze high-

dimensional spaces generated by binary descriptors in terms of nearest neighbor search

and we explain the crucial di�erences between 
oating-point and binary approximate

nearest neighbor search. Finally, Chapter 7 provides �nal remarks and discusses future

research.

1The source codes for the binary descriptors, approximate nearest neighbor methods and experi-

ments reported in this thesis can be found at the address: http://cvlab.epfl.ch/research.
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CHAPTER

TWO

RELATED WORK

In this chapter we discuss works related to local feature descriptors. Our goal is to

provide an extensive overview of the currently available feature descriptors. Neverthe-

less, the number of proposed feature descriptors is still growing and, hence, providing

a description of all the methods remains a very challenging task. We therefore focus

here on the works that remain the most relevant for this thesis.

Let us �rst de�ne the concept of an image feature as an image structure that provides

a distinctive piece of information relevant for a given task. Typical image features, such

as points or regions, can be characterized by a given property, e.g. a dominant color

or orientation of a particular set of pixels. The representation of this characteristic,

which we refer to as a image feature descriptor, is a corresponding scalar or vector that

comprises the information about a given image. Depending on the �nal application,

feature descriptors should provide a certain level of robustness towards image transfor-

mations such as image scaling, rotation, illumination and viewpoint changes. Due to

the complexity of the image registration process as well as some intrinsic di�culties of

mapping 3D objects into 2D image planes, obtaining this kind of invariance remains a

challenging task, not only for machines but also for humans.

We can divide image feature descriptors based on the image structure that they

aim to describe. Image feature descriptors that represent the entire image are typ-

ically referred to as global feature descriptors, as their goal is to summarize all the

information provided in the image [75, 112, 122]. One well-known example of this

type of descriptor is GIST [82] which relies on a set of orientation histograms com-
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puted over a grid of image regions. Since global feature descriptors aim to provide a

very compact representation of multiple objects shown in the image, their robustness

to occlusions and diversi�ed scene compositions is fairly low. To solve this problem,

an alternative approach that relies on multiple local feature descriptors has been pro-

posed [62, 95, 97, 124]. Local feature descriptors, contrary to the global ones, provide a

representation of an image patch, instead of the entire image. Although this approach

is more robust against occlusions, it requires a stable method to �nd salient image

patches in the image. This task is typically referred to as a feature or interest point

detection and it should be clearly distinguished from the process of encoding a given

salient image patch into a feature descriptor, which is de�ned as feature description. In

this thesis, we focus on the latter part, i.e. on local feature description, however here

we provide an overview of the feature detection algorithms as well for completeness.

A notable group of feature descriptors called dense descriptors does not rely on

the detection algorithm and computes the image region representation for each ele-

ment of a regularly spaced grid [58, 114, 117]. The motivation is the fact that in some

settings uniform regular sampling-based descriptors were reported to outperform de-

tection based descriptors [27, 81]. This approach is truly interesting when the number

of key points to be detected is so high that avoiding altogether the detection step and

describing each consecutive image patch leads to computational savings. Although in

this thesis we focus on the detection-based feature descriptors, the methods presented

here are detector-invariant and, hence, one can image their potential extensions to the

dense descriptor case.

Perhaps the simplest way of building a local feature descriptor of a given image

patch is by using its pixel values, i.e. by encoding the image grayscale values into a

multi-dimensional vector. This method is typically combined with a matching algo-

rithm based on the Euclidean distance and is known under the name of sum of squared

di�erences (SSD) [44]. Along with its extension, the normalized sum of squared di�er-

ences (NSSD) it is still used in applications where the di�erences in image viewpoint

or illumination between the analyzed images are not signi�cant. It is, however, fairly

sensitive to more complex transformation.

As a result, more robust algorithms have been proposed for describing image feature

points using other types of image information, e.g. gradients, image moments, higher

order image derivatives or various �lter responses [11, 50, 62, 95, 129]. Among those

10



methods, the most well-known is the Scale Invariant Feature Transform (SIFT) descrip-

tor [62]. Although highly discriminative and robust to various image transformations,

SIFT relies on computationally expensive gradient histogram pooling and results in a

high dimensional feature vector of 
oating-point values. To reduce the computational

complexity, the Speeded Up Robust Features (SURF) [11] descriptor substitutes gra-

dient pooling by aggregating Haar wavelet responses and reduces the dimensionality of

the output descriptor from 128 to 64.

To decrease the dimensionality of local feature descriptors, few recent methods pro-

pose to construct e�cient descriptors using compression or quantization techniques [14,

24, 48, 49, 133]. These approaches, however, rely on an underlying high-dimensional

feature representation, such as concatenated responses of gradient �lters, and have to

be therefore coupled with a particular compression technique, such as Hu�man coding

to present a valid alternative to SIFT or SURF.

In order to provide even more compact descriptors, recent works propose several

approaches to design binary, not real-valued, local feature descriptors [3, 21, 54, 92, 93,

136], since they require much less storage. They also enable faster matching as there

are e�cient indexing schemes for binary vectors [36, 131] and Hamming distances can

be computed fast on many architectures, including mobile devices. Thanks to all these

properties, binary descriptors are perfect candidates for real-time applications. The

most recently proposed binary feature descriptors [3, 21, 54, 92, 93] are computed by

applying simple tests directly to the image patch . These tests compare the image inten-

sities at two pixel locations and, hence, they are extremely fast to compute. For noise

removal, the image is pre-smoothed with a box �lter or a Gaussian �lter. BRIEF [21]

uses random pre-determined locations, whereas BRISK [54] uses an exhaustive set of

comparisons of close locations. ORB [92] relies on optimization like we do and aims

at improving the recognition rates by choosing the locations that decorrelate the tests.

Similarly, FREAK [3] selects the intensity tests that provide the highest bit variance.

Thanks to the simplicity of the above mentioned binary descriptors, they quickly at-

tracted a lot of attention in the Computer Vision community and have become a very

popular element of many real-time applications [19, 109]. Their performances, how-

ever, su�er from a relatively moderate discriminative power of intensity comparisons

and leave some place for improvement.
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To improve the performances of hand-crafted binary descriptors, much research has

been done on learning the optimal image patch representation. Both unsupervised

and supervised approaches have been proposed. Unsupervised approaches seek for a

transformation that preserves the similarity as evaluated in the original space, typically

using the Euclidean distance [6, 37, 131]. The supervised approaches aim to outperform

unsupervised ones by exploiting labeled data to produce similar binary representations

for data with the same class labels [98, 111, 116, 128]. For example LDAHash [111],

one of the most successful supervised approaches, computes a binary descriptor using

discriminative projections applied to SIFT descriptors. Nevertheless, most of the data-

driven methods mentioned above, including LDAHash, are applied to a sophisticated

descriptor, such as SIFT or GIST [115], and thus can lead to unnecessary computational

overhead and in many cases are limited to the accuracy of the original input space.

Recent works have emphasized the importance of learning the entire descriptor design

starting from raw image patches [17, 101, 103, 104] and in this thesis we follow this

approach to learn our binary local feature descriptors.

In the remainder of this chapter we �rst discuss the algorithms for detecting salient

image patches, i.e. feature detection methods. Then, in Section 2.2 we outline the

second step of generating local feature descriptors that is feature description. We start

by presenting the details of the most prominent 
oating-point local feature descriptors,

namely SIFT and SURF. Following the evolution of the research on local feature de-

scriptors we introduce the intensity-based binary feature descriptors such as BRIEF,

BRISK and ORB. We conclude this chapter with an overview of the machine learning

algorithms to build compact local feature descriptors.

2.1 Feature Detection

An ideal local feature detector would be able to identify features that correspond to

semantically meaningful objects or their parts. Due to the complexity of this task, how-

ever, it is infeasible as it requires a deeper understanding of the scene presented in the

image. Instead, currently available feature detectors modestly aim at detecting image

patterns that di�er signi�cantly from their imminent neighborhoods. Consequently,

good detectors should be able to provide features that are [123]:
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