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Abstract

Rare-event transitions in metastable systems
are expensive to sample because direct simu-
lation spends most of its time in long-lived
basins, and only rarely undergo transitions. We
study whether Implicit Manifold-valued Diffu-
sions (IMDs), learned directly from trajectory
point clouds, can act as data-driven surrogates
of the transport geometry underlying such transi-
tions. Our central hypothesis is that when the
training cloud is drawn from a biased dynam-
ical ensemble (such as successful reactive tra-
jectories or steady-state Langevin samples) the
learned operator inherits both the support of the
data and its sampling bias. On a curved transition
tube and on the Miiller-Brown landscape, IMDs
trained on reactive data recover the dominant tran-
sition corridor and yield substantially higher short-
horizon crossing probabilities than unbiased ref-
erence simulations, without access to the ambient
drift. When trained on steady-state data, IMDs
reproduce the coarse basin occupancy structure of
the reference process. These results support IMDs
as lightweight surrogates for transport geometry
in metastable systems, while clarifying that they
approximate coarse transport structure rather than
exact kinetics or invariant laws.

1. Introduction

Rare events in stochastic physical systems are transitions
between long-lived metastable states that are separated by
energetic or entropic barriers, so direct simulation typically
spends most of its time fluctuating inside a stable basin and
only rarely observes a successful crossing (Kramers, 1940;
Hinggi et al., 1990; Vanden-Eijnden et al., 2010). In the
overdamped setting, this difficulty is already captured by
classical barrier-crossing theory, while modern approaches
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such as transition-path theory emphasize that the central
object is often not only a rate, but the low-dimensional trans-
port structure organizing successful transitions through a
high-dimensional landscape (Torrie & Valleau, 1977; Del-
lago & Bolhuis, 2008). Classical rare-event methods usually
address this by explicitly biasing the dynamics or by work-
ing directly in path space.

Implicit Manifold-valued Diffusions (IMDs) offer a related
yet different perspective. IMDs construct a diffusion process
on the data’s geometry by directly estimating its infinites-
imal generator and associated carré-du-champ operators
from a point cloud, without requiring explicit geometric
primitives (Kawasaki-Borruat et al., 2026). In the original
IMD setting, this recovers intrinsic diffusion on an implic-
itly sampled manifold. Here, we investigate the case of
the training point cloud being drawn from a non-uniform
dynamical ensemble, such as reactive trajectories (i.e. rare
events) or steady-state Langevin samples. The correspond-
ing IMD diffusion should then inherit not only the support
of the data but also its occupancy bias. This also suggests
an interpretation reminiscent of Bakry-Emery theory (Bakry
et al., 2014), in which isotropic Brownian motion in a bi-
ased geometry (non-uniform medium) may be understood
as overdamped Langevin-type dynamics in flat space.

The setting we target is common in modern computational
physics: trajectory data may be available from simulation or
experiment, while the underlying energy landscape (or drift)
may be unknown or too expensive to use directly. In such
cases, a learned stochastic surrogate that preserves coarse
transport structure may be more valuable than an exact but
costly simulator.

Contributions We study whether graph-based operator
learning from trajectory point clouds can provide a use-
ful surrogate for rare-event transport in metastable systems.
Using IMDs trained on biased dynamical ensembles, we
show empirically that reactive-trajectory point clouds induce
transition-favoring learned dynamics, while point clouds
sampled from Langevin steady-state distributions induce
coarse occupancy-aware dynamics. On a curved transition
tube and the Miiller-Brown landscape (Miiller & Brown,
1979), the learned processes approximate the dominant tran-
sition corridor without explicit access to the ambient drift
or potential. We also demonstrate that IMDs can approxi-
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mate coarse occupancy of Langevin steady-state ensembles,
while still being agnostic to the potential. Moreover, we
provide mathematical intuition towards a deeper and poten-
tially rigorous theory of recovering steady-state ensembles
through data-driven operators.

2. Related Work

Closest to our approach is graph-based operator learning
under non-uniform sampling. Diffusion maps (Coifman &
Lafon, 2006) established that local Markov kernels learned
from point clouds can encode both intrinsic geometry and
sampling density, which later work generalized to arbitrary
1t6 diffusions and target measures (Banisch et al., 2020).
In the rare-event setting, Mahalanobis and target-measure
diffusion-map methods have been used to approximate gen-
erators and compute committors from trajectory data (Evans
et al., 2023; Sule et al., 2025). The transition-path theory
of Gao et al. (2023) is also distinct, as we do not compute
transition-path observable, but rather directly ask whether
a learned diffusion can encode coarse reactive structure
from the data. Our perspective differs in that we use the
learned operator itself to induce a surrogate stochastic pro-
cess, rather than primarily as a meshless PDE solver.

This also distinguishes our work from data-driven transition-
path theory and recent neural committor-learning methods,
which focus on estimating transition observables or reaction
coordinates. It is likewise complementary to ML-guided
path-sampling methods (Jung et al., 2023; Post & Hummer,
2025), which keep the original simulator in the loop, and
to generative trajectory models such as DynamicsDiffusion
(Petersen et al., 2023). Instead, we study whether a diffusion
learned from biased trajectory clouds (similar to work by
Lelievre et al. (2024)) can directly inherit and reproduce
coarse transport geometry.

3. Data-Induced Transport Geometry
3.1. Implicit Manifold-valued Diffusions

Implicit Manifold-valued Diffusions (IMDs) construct a dif-
fusion process directly from a point cloud by estimating a
graph-based infinitesimal generator and its carré-du-champ
(CDC), thereby defining an ambient-space stochastic pro-
cess whose local drift and noise encode intrinsic stochastic
geometry (Kawasaki-Borruat et al., 2026). In particular,
assuming the point cloud Xy = fX;gl\ is drawn from a
smooth submanifold M of ambient Euclidean space R¥, we
can construct a proximity graph whose nodes are Xy and
edges are constructed from a cutoff kernel of fixed band-
width >0,

KO (xi;xj) = 1Fkx;  xjk3 < g Ki(;j): 1)

We can define the node degree as

X

di:= K 2
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which we use to define the -biased walk
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for 2 [0;1]. Finally, we obtain the Markov transition
matrix

Qij = 3)

Pij = PR (4)
« Qik
which allows us to define the -biased random walk graph
Laplacian
P 1
L=— &)

(Chung, 1997; Coifman & Lafon, 2006).

Kawasaki-Borruat et al. (2026) work only in the case of
= 1 which recovers geometry (Coifman & Lafon, 2006).
They show thatas N ¥ 1, L converges to a second-order
differential operator CL which is the (rescaled) infinitesimal
generator of BtM, Brownian motion on M (Stroock &
Varadhan, 2007). We use the data driven generator L and
compute its associated carré-du-champ (CDC) operator
fLg

(F:0) = 7 (L(FQ) o ©

which allow us to define IMD Brownian motion
dX¢ = L(XQdt +  2(X¢)dWe; ©)
(. F).

The above construction was initially proposed as a method to
simulate Brownian motion on data manifolds for exploration
or sampling entire stochastic paths.

where Wy is Brownian motion in R¥, and  (f)

Remark 3.1. In practice, L is not defined on all of R, a

we thus use al._r.;earest -neighbour (NN) or K-NN lookup (e g.
L(X¢) ¥ i—1 L(Xi) where X; are training points close
to X¢) when numerically implementing IMDs.

3.2. Isotropy in Biased Geometry

In this work, we are interested in a different regime, in
which the points in Xy are not sampled from the volume
form of a manifold, but from an observational dynamical
ensemble in RK. Inspired by Diffusion Maps (Coifman
& Lafon, 2006), we choose = % in all of our biased
walks (3), suggesting that our graph Laplacian L captures

the corresponding density bias in the large-sample limit.

Motivated by this observation, we now adopt a Bakry-
Emery-inspired viewpoint on weighted measures. The main
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idea consists of biasing the geometry (through the Laplad. Experiments

cian), letting transport dynamics (i.e. drift) emerge without ) i ) )
being explicitly enforced. Consider the Lebesgue measuré/€ NOW provide numerical experiments, the results of which
dx onR¥, and a potentiall : R I R . Then, the Langevin support the previous discussion. We will concentrate on
SDE driv,en by U ’ Langevin-based dynamics from E@®), and show that we

can obtain Langevin-like behaviour from drift-free IMDs.

p
dXt = rU(X 1)dt+ 21 dBt, (8)
4.1. Curved Transition Tube

has steady-state . . o
In this section we evaluate the capability of IMDs on a 2D

x)/e Y® (9)  potential which concentrates strongly around two basins,
connected by a non-trivial sinusoidal tube

and is generated by

. Uiixa)=(x§ 1) 2+ (x 2 csinix 1))%  (11)

L:=rU r+ ; (10)

where the rst term attracts dynamics towards = 1
and the second term constrains i3ecoordinate around a
sine curve of amplitude > 0 and frequency > 0 with

where >0 isinverse temperature, and divr  is the
Laplacian operator.

From Section 3.1, we notice that if the sampled®dx ~ Strength >0.
over a compact subspaBe R K, then the graph Laplacian
L tends to the rescaled Laplacian operator ¢ on B. Baseline With parameters= 250 ,! =2;¢c=0:7; =

However, following Zosso et al. (2026), if the samples are5’ an Euler-Ma_ruyama dlscr_e_t|zat|on of E) Linder the
potential (11) yields a transition rate from; = 1 to

non-uniformly distributec; with asin Eq.(9), then : = 1 of
the produced graph Laplacian should formally corre- "%~
spondtoc rUr 1 onB,i.e. itdevelops a deter- Langevin = 0:087; (12)

ministic driftterm rU  in the biased geometA/Therefore,
the produced IMD generattr from non-uniform samples
is posited to follow the geometry of the given dataset: if
the regions are sparse, then the IMD Brownian motion will
follow it naturally without needing knowledge of the drift
ru.

depicted in Fig. 1. We consider a transition successful when
the trajectory exits a neighbourhood of radus around an
attractor, and crosses to a neighbourhood of ra@ilsf

the other attractor.

Dataset We then construct an IMD on a downsampled sub-
set of5000reactive trajectory points, which are all points
Two cases are especially relevant. In the rst, thewith rstcoordinate x 2 [ 0:9;0:9].

dataset consists of successful reactive trajectories between

metastable basins, so the cloud is concentrated on the tranResults Upon computation df;  on our reactive cloud
tion region. In the second, the dataset consists of long-timand simulation, we compute IMD Brownian motion from Eq.
samples from a stationary Langevin process, so the cloug). We report an expected higher short-horizon crossing
re ects the equilibrium occupancy of the underlying land-probability along the learned geometry of

scape. In either case, the learned IMD graph opetator

We make the argument more thorough in Appendix A.

should be expected to inherit not only the support of the wmp = 0:11; (13)
sampled set, but also the non-uniform density induced by
the data-generating process. which we depict in Fig. 2. We summarize our comparison

of transition rates and vertical residual error in Table 1.
This motivates our working hypothesis: IMDs can
ing a density-biased effective geometry directly fro tion probr_;\blllty within a lower ho_rlzonT, while also keeping a
. S lower residual error along thexxaxis.
observational data. In this view, the role of the dataset
is not merely to reveal where trajectories live, but also

to deform the operator that governs how they move REACTIVE DATASET IMD
HORIZON T 50 5
— ] ) ) P(crossing before T) 0:087 0:11
The assumed compactnessBois required for the existence  \erTicaAL ERROR 0:024 0:03 0:013 0:01

of steady-state distributions.
2We note that our L is their L .







