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Abstract. Some of the most successful algorithms for satisfiability, such
as Walksat, are based on random walks. Similarly, local search algo-
rithms for solving constraint optimization problems benefit significantly
from randomization. However, well-known algorithms such as stochas-
tic search or simulated annealing perform a less directed random walk
than used in satisfiability. By making a closer analogy to the technique
used in Walksat, we obtain a different kind of randomization. We report
on preliminary experiments on small problems that show that it per-
forms significantly better on general optimization problems than other
stochastic search algorithms.

1 Introduction

Large combinatorial optimization problems often cannot be solved exactly. Ap-
proximations are often obtained using local search: starting from an initial as-
signment, the algorithm makes a sequence of local changes, called moves, chosen
to improve the quality of the current solution as much as possible. To keep such
procedures from getting stuck in local optima, many such algorithms use some
form of randomization. The first such algorithm was simulated annealing ([10]),
and by now a variety of techniques for stochastic search have been studied ([12,
6]). In most of these algorithms, randomization consists of making randomly
chosen moves even if they degrade the quality of the solution.

Randomization has also been found beneficial for the satisfiability problem.
Here, the Walksat algorithm ([8]) is one of the most successful algorithms for
SAT. However, Walksat applies randomization in a slightly different way: it
consists of randomly picking a literal that occurs in an unsatisfied clause and
flipping it, thus satisfying that clause. This kind of random walk is more directed
towards actually improving some aspect of the solution.

A direct analog to the Walksat strategy for combinatorial optimization would
be to randomly choose a part of the optimization function, and make a move that
is optimal with respect to this part only. It turns out that this results in a more
focussed optimization strategy while retaining the power to escape from local
minima. In this paper, we explore this strategy, which we call random subset
optimization, in more detail.



2 Definitions

Definition 1. A discrete constraint optimization problem (COP) is a tuple
< X, D, C, R > where:

– X = {x1, .., xn} is a set of variables.
– D = {d1, .., dn} is a set of domains of the variables, each given as a finite

set of possible values.
– C = {c1, .., cp} is a set of hard constraints, where ci is a function di1 × ..×

dil → {0, 1} that returns 1 if the value combination is allowed and 0 if it is
not.

– R = {r1, .., ro} is a set of soft constraints, where ri is a function di1 × ..×
dil → < giving the weight of each combination of values.

A solution to a COP is an assignment of values to all variables that satisfies all
hard constraints and maximizes (or minimizes) the sum of the soft constraints.
We also call the sum of soft constraints the objective function of the COP.

Many optimization problem can be formulated as a COP. For example, soft
graph coloring can be formulated as a COP where vertexes are represented by
variables, domains are set of available colors, and soft constraints correspond
to weighted edges of the graph. Another direct example is the Max-SAT prob-
lem where the goal is to minimize the sum of unsatisfied clause weights. These
problems are all shown to be NP-complete or NP-hard [2].

Since finding the optimal solution for COP is computationally infeasible, in
this paper we use local search algorithms (also called neighborhood search) to
find good, but not necessarily optimal solutions at a reasonable computational
cost. It has been particularly well studied for satisfiability problems, based on
the GSAT procedure ([7]). The local search framework we assume in this paper
is given in Algorithm 1.

procedure LocalSearch(X,D,C,R)

v ← SelectInitialSolution(X, D, C, R)
repeat

vold ← v
N ← ChooseNeighbours(vold, X, D, C, R)
v ← LocalChoice(N, R)

until termination condition met
return v

end procedure

Algorithm 1: Local search algorithm for COP

The algorithm starts from a complete assignment of values to all variables,
and then proceeds iteratively by local improvements. The initial assignment can
be chosen randomly, but must be consistent with the hard constraints. If such



a solution is too difficult to find, it may be useful to change some of the hard
constraints to soft constraints with high penalty.

The search is then governed by an iterative application of two functions.
First, function ChooseNeighbours provides a set of candidate assignments that
are close to the current one and could possibly improve it. In our implementation,
they are generated by randomly selecting a variable xi ∈ X and generating all
assignments that are equal to v but assign to xi different values in the domain
of xi that are consistent with the rest of v according to the constraints. Second,
the assignment v is updated using the function LocalChoice. It chooses a new
assignment to optimize the sum of soft constraints in R.

The iteration continues until a termination condition is met, for example
when there is no further improvement for some number of steps. To avoid getting
stuck in local optima, the performance of a local search procedure is significantly
improved by randomization. This means that occasionally LocalChoice chooses
a value that may even decrease the objective function ([10, 8]).

3 Algorithms

The performance of Algorithm 1 is strongly influenced by the implementation of
function LocalChoice. The simplest way to implement this function is hillclimb-
ing: choose the neighbour that most improves the objective function. However,
this strategy often gets stuck in local optima, where the objective function can
only be improved by making changes beyond the neighbours of the current state.
In this case, random moves can help the search to get out of the minimum.

The first such process was simulated annealing ([10]), where with some prob-
ability LocalChoice accepts a move that degrades the objective function. These
moves let the search escape from local optima and give it the possibility to restart
hillclimbing from a hopefully better starting point. This strategy of random walks
has become a standard strategy for SAT algorithms, in particular Walksat and its
variants ([8, 9]). Other algorithms, such as stochastic local search ([4]), randomly
allow moves to neighbouring states that only give some, but not the maximal
improvement in the objective function.

Purely random moves have the disadvantage that they are not guided towards
actually breaking out of a local optimum. An exception are the algorithms for
SAT problems, where only moves that satisfy at least one currently unsatisfied
clause are considered. This means that in fact the move is optimal with respect
to a part of the objective function. The underlying realization is that if the
current state is not the globally optimal assignment, then some component of the
objective function must have a better value elsewhere. Escaping from the local
optimum requires refocussing the search on that part of the objective function.

We can generalize this idea to general constraint optimization by having each
local choice step randomly choose a subset of the objective function and only
optimize this part. In this way, we avoid moves that only degrade the solution
and rapidly lead back to the original minimum, and focus the search on moves



that actually have a chance to break out of the local optimum. We call this
random subset optimization (RSO).

procedure RSO(X,D,C,R,p,d)

v ← SelectInitialSolution(X, D, C)
repeat

vold ← v
xk ← ChooseRandom(X)
N ← ChooseNeighbours(xk, vold, X, D, C)
if random(0..1) ≤ p then

R ← ChooseRandom(R, α)
v ⇐ LocalChoice(N, R)

else
v ⇐ LocalChoice(N, R)

until termination condition met
return v

end procedure

Algorithm 2: Random subset local search algorithm for COP

Algorithm RSO is a development of Algorithm 1 and shown as Algorithm 2.
Function LocalChoice chooses the optimal neighbour according to the objective
function given as the sum of the relations passed as an argument. The random-
ization occurs in the choice of a subset R of the relations, and is applied with a
probability p. The algorithm terminates when there is no improvement after a
certain number of steps, or when a maximum number of steps is reached.

The behavior of the algorithm is controlled by two parameters:

– d is the number of soft constraints that are left out of the optimization, i.e.
d = |R| − |R|.

– p is the probability of optimizing over a subset only.

In the experiments we report in Section 5, it appears that the best performance
is reached when d is small and p is close to 1.

In another variant, called adaptive random subset optimization (ARSO), we
let the parameter d start with a high value and decrease over time, similarly
to the cooling schedule used in simulated annealing. At each value of d, the
algorithm performs a linear number of LocalChoice steps w.r.t the number of
variables. In our implementation, d is reduced by 1 after each iteration. When d
decreases below 0, the algorithm terminates.

4 Completeness

The outcome of randomized algorithms cannot be predicted with certainty and
so the notion of completeness cannot be applied directly here. However, Hoos [5]
has defined the notion of probabilistically approximately complete:



Definition 2. A randomized search algorithm is probabilistically approximately
complete (PAC) if for all soluble problem instances, the probability p(t) that it
finds the optimal solution in time less than t goes to 1 as t goes to infinity.

Pure random walk strategies, such as picking random values without regard for
whether they improve or degrade solution quality, make a local search algorithm
PAC: starting with any initial state, there is a sequence of moves that sets each
variable xi to the value it has in an optimal assignment v∗i , and this sequence of
moves has a non-zero probability. However, the probability is very small, in fact
equal to the probability of picking the optimal assignment at random among all
possible assignments, so that the guarantee is theoretical at best.

While our method performs well experimentally, it is clear that it is not
always PAC, as there are problems where the optimal assignment v∗ is not
reachable by the algorithm at all. This is the case when the optimal assignment
is a compromise among all relations, i.e. there is no subset of the relations for
which v∗ is also optimal.

To better characterize the theoretical limitations of our method, we charac-
terize the subclass of decomposable COP:

Definition 3. Let v∗ = (v∗1 , v∗2 , ..., v∗n) be an optimal assignment to the variables
X of a COP. We call the COP decomposable if and only if for every subset of
variables Y ⊆ X and any consistent assignment of values to variables in X−Y ,
there is some subset of relations S ⊂ R such that v∗Y , the subset of v∗ restricted
to variables in Y , is an optimal assignment for Y , given the values of the other
variables.

and we can show:

Theorem 1. Algorithm 2 is complete for decomposable COP.

Proof. We give a constructive proof by showing a sequence of moves that con-
structs the optimal assignment v∗ starting from any initial state and has a
non-zero probability. The sequence starts with Y = {x1} and chooses to change
x1 by optimizing the subset of soft constraints that results in x1 = v∗1 . In the
following steps, it chooses xk and the subset of soft constraints that makes
x1 = v∗1 , ..., xk = v∗k optimal. After n moves, the entire assignment is constructed.
The sequence has non-zero probability as each move is among those randomly
considered at each step, so it will eventually be carried out if the algorithm is
run long enough.

The largest example of decomposable constraint optimization problems is
MAX-CSP:

Example 1. MAX CSP is decomposable. In max-CSP, the objective is to find
a variable assignment that satisfies a maximum number of constraints. In the
formulation as a COP, all constraints are soft constraints with values 1 (satis-
fied) and 0 (unsatisfied), and there are no further hard constraints. The optimal
solution maximizes the number of satisfied constraints.



Let Q ⊆ R be the relations that have value 1 in the optimal solution v∗. For
a subset Y of variables, choose the subset S ⊆ Q that only refers to variables
in Y . The values that variables in Y take in the optimal solution v∗Y make all
relations in Q have value 1, so this assignment is optimal for this subproblem.

As a consequence, MAX-SAT and MAX k-coloring are also decomposable prob-
lems. Thus, Theorem 1 is in line with the completeness results for the GWSAT
algorithm reported in [5]).

However, not all optimization problems are decomposable, for example:

Example 2. Graph Coloring Optimization - coloring a graph with a minimal
number of colors - is not decomposable. This can be seen on the following exam-
ple: consider a graph of 4 nodes x1 through x4 and three edges (x1, x2), (x2, x3),
(x3, x4). An optimal coloring is x1 = blue, x2 = red, x3 = blue, x4 = red. Con-
sider the set Y = {x1, x4} and let x2 = green and x3 = blue. Then, x1 = blue,
x4 = red is no longer an optimal coloring for Y under any subset of the relations,
since it can be colored with just one color.

In decomposable problems, optimization can be localized and they can thus
be solved by solving a set of smaller subproblems, provided that the right sub-
problems are identified. Several researchers have proposed techniques for dis-
tributed optimization that work well for decomposable problems. For example,
the DCOP algorithm ([1]) composes an optimal solution from solutions that are
optimal for subproblems. In general, we can expect non-decomposable problems
to be hard for local search algorithms.

5 Experiments

We evaluated the performance of random subset optimization both on structured
and unstructured problems. As unstructured problems, we chose soft k-coloring
and graph coloring optimization on random graphs. As a structured problem,
we chose network resource allocation.

5.1 Soft k-coloring

In the first experiments, we considered the soft graph coloring problem also
used as a benchmark in [11, 12]. A soft k-coloring problem consists of a graph
G = (V, E) where V is the set of vertices and E is the set of edges. Each vertex
of the graph can be colored by one of k different colors. Each edge (u, v) ∈ E is
associated with a real valued weight w(u, v). An edge (u, v) is violated if u and
v have the same color. Given a number k, the goal is to minimize the sum of the
weights of violated edges.

This problem can be modeled as a COP where each vertex is represented as
a variable whose domain is the set of available colors. The set of hard constraints
is empty. For every edge E in the problem, there is a soft constraint between the
variables corresponding to its vertices u and v. It has value w(u, v) if the colors
assigned to the corresponding variables are different, and 0 otherwise.



We ran experiments on randomly generated k-coloring problems with two
different degrees of connectivity: sparse and dense graphs. The average vertex
degree is ≈ k + 1 for sparse graphs and ≈ n/2 for dense graphs, where n is
the number of vertices. We let the algorithms run for a large number of steps
until either the overall quality does not improve for 10 ∗ n steps, or a timeout
limit of l steps is reached, where l is variable to indicate the performance of the
algorithms. We always report the average performance over 100 runs.
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Fig. 1. Variation of the average cost of the random subset optimization algorithm on
3-coloring problems, for different values of p.

First, we were interested in the influence of the probability of random steps,
p, on the quality of the result for the RSO algorithm. Figure 1 shows the average
solution quality reached on randomly generated 3-coloring problems. It clearly
shows that the higher p, the better the solution obtained. Thus, in the following
experiments, we always set p to 1. It is likely that further improvements could
be obtained by decreasing p over time, as in simulated annealing, but this would
bring additional parameters that we would like to avoid.
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Fig. 2. Variation of the average cost of the random subset optimization algorithm on
3-coloring problems, for random subsets containing all but d soft constraints.



Next, we were also interested in what the best parameter d would be for the
soft coloring problem. Figure 2 shows the average solution quality reached on
randomly generated 3-coloring problems, where the random subsets are chosen
by leaving out d randomly chosen soft constraints. The results show that for the
soft coloring problem, the best results are obtained for small d. In the following
experiments, we thus always set the parameter p to 1 and leave out only one soft
constraint in the optimization.
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a. Sparse graph, vertex degree ~k+1
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Fig. 3. Average solution cost of various optimization algorithms on random 3-coloring
problems.

Finally, the most important experiment is to measure the performance of
the RSO and ARSO algorithms as compared to the several known local search
techniques. Thus, we compared it to:

– HC: hill-climbing without randomization.
– RHC: hill-climbing with random restarts, similar to the GSAT algorithm [7].

The number of restarts (or tries) is set to 500; in each try, the hill-climbing
stops when there is no improvement for several iterations or the number of
iterations exceeds 10 times of the number of variables.



– SA: simulated annealing [10]. The temperature is initialized such that the
acceptance rate at the beginning if 97%, and updated according to a geo-
metric cooling schedule with α = 0.99; for each temperature value, n(n− 1)
search steps are performed, where n is the number of variables. The search is
terminated when there is no improvement of the evaluation function for five
consecutive temperature values, and the acceptance rate of new solutions
has fallen below 1%.

– SLS: stochastic local search [11, 12]. We use the best performance version of
the stochastic local search algorithm (corresponding to DSA-B in [12]) with
the probability p is set to 0.4.

Figure 3 shows the results for sparse and dense 3-coloring problems with 50
vertices. We can see that the sparse graph is harder than the dense graph in
that the straight local search can be trapped into local minima more easily. We
can observe that SA, RSO and ARSO eventually reach about the same solution
quality, with ARSO being slightly better. They outperform the other algorithms
by a small margin. However, RSO converges more than 10 times faster than the
SLS algorithm, and about 100 times faster than simulated annealing. We also
ran the same experiments with more colors and slightly denser graphs (node
degree = k + 1) and obtained very similar results; the curves are not shown for
lack of space.

5.2 Network resource allocation
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Fig. 4. The transportation network used in the experiments

The next set of experiments was to test the algorithms on a structured prob-
lem chosen to mirror practical applications. We chose the network resource al-
location problem. It consists of allocating tracks in the train network shown in
Figure 4 to different operators. To avoid collisions, each arc in the graph can only
be allocated to one operator who can then run trains on it. At the same time,
there are certain demands for transporting goods. For each demand, 3 feasible
routes are computed and it can take any of these routes. This is modelled as



an COP having one variable for each task whose domain is the agent and route
assigned to it. For example, if task 3 (London,Manchester) is assigned to agent
a1 on the path (London → Birmingham → Manchester), the corresponding
variable x3 is assigned the value (a1, London → Birmingham → Manchester).
The problem is representative of a large class of resource allocation problems,
for example in communication networks or in chemical plants.

The network capacity is modelled by binary constraints between any pair
of tasks whose routes share at least one arc that rule out assigning it to such
overlapping routes but different agents. Each operator has a different and ran-
domly generated profit margin for being assigned a demand/route combination,
and declares these through its relations. These relations are considered as soft
constraints, and the objective is to maximize the sum of the utilities they define.
We randomly generated tasks and routes and simulated the problem starting
from a situation where no task is assigned to any agent.
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Fig. 5. Average utility gain of different local search algorithms as a function of the
number of steps.

We ran the same local search algorithms on randomly generated problems
with 30 agents and 100 tasks for 2000 rounds. Figure 5 compares the perfor-
mance of random subset optimization (RSO) and adaptive random subset opti-
mization (ARSO) with the same algorithms as for the graph coloring problem,
namely HC (hill-climbing without randomization), RHC (hill-climbing with ran-
dom restarts), SA (simulated annealing) and SLS (stochastic local search). We
observe that SA, RSO and ARSO all eventually reach the same solution quality
and slightly outperform the other algorithms. However, RSO converges much
faster than all other algorithms, and seems to be a clear winner for this appli-
cation.



5.3 Coloring graphs with a minimum number or colors

A third set of experiments was carried out on a non-decomposable problem,
namely coloring graphs with a minimum number or colors. It involves an un-
weighted graph G = (V, E) where V is the set of vertexes and E the set of edges.
The goal is to find a minimum number of colors to color the vertexes of the graph
so that there is no two vertexes connected by an edge have the same color.

This problem can be modeled as a COP where each vertex is represented as
a variable whose domain is the set of available colors and an extra variable xc

that represeents a bound on the number of colors used. The hard constraints are
such that the adjacent vertexes have different colors. There are two types of soft
constraints:

– Soft constraint on xc: the smaller value the better (cost = xc)
– Soft constraints on all variables: the color has to be less than xc or else there

is a penalty of (cost = 2 ∗ (color − xc)). This forces colors to be lower than
the maximum number, and is modelled as a soft constraint so that local
moves that change only one variable can easily move between consistent
assignments.

The initial state is assigned randomly such that all neighbouring nodes have
different colors. The modifications of the variables during the search are chosen so
as to continuously satisfy these hard constraints. Note that this is a minimization
problem.

We ran the same local search algorithms on randomly generated problems
with 50 vertices and different degree of connectivity. We start with 10 colors
(xc = 10) and set the initial assignment of the COP such that all the vertices
have different colors. Figure 7 compares the performance of random subset op-
timization (RSO) and adaptive random subset optimization (ARSO) with the
same algorithms as for the graph coloring problem (HC-hillclimbing without ran-
domization, RHC-hillclimbing with random restarts, SLS-stochastic local search,
and SA-simulated annealing). Figure 6 shows the average number of colors used
in different local search algorithms.

We can see that among the earlier local search algorithms, only simulated
annealing (SA) achieves a significant optimization of the number of colors used.
However, random subset optimization (RSO) and especially adaptive random
subset optimization (ARSO) outperform all other algorithms not only in speed
of convergence, but also in the final solution quality achieved. This fact was
surprising to us, given that we cannot guarantee any completeness result on
such a non-decomposable problem. On sparse graphs, even RSO is better than
SA, while ARSO significantly beats all other algorithms.

One aspect that may appear strange is that in simulated annealing (SA) and
adaptive random subset optimization (ARSO), the number of colors appears to
be very low in the beginning and only increases gradually. This is explained when
considering the evolution of the cost of constraint violations shown in Figure 7.
Both algorithms are very tolerant of soft constraint violations, and thus can start
with a small limit on the number of colors that is often violated. As the number
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Fig. 6. Average number of colors used of different local search algorithms as a function
of the number of steps.
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Fig. 7. Average utility gain of different local search algorithms as a function of the
number of steps.



of constraint violations decreases, both algorithms use more and more colors.
Only towards the end does the number of colors decrease while also satisfying
the coloring constraints. We also see that the high degree of randomization in
these algorithms makes their behavior very unstable initially, so that care must
be taken to allow sufficient time for convergence.

6 Distributed, asynchronous implementation

We define the distributed constraint optimization problem as a constraint opti-
mization problem where each variable is controlled by an agent that is responsible
for setting its value (as in [3]). We further define the neighbourhood of a variable
xi to consist of all other variables that share a constraint with xi. We assume
that the agent controlling a variable knows all soft and hard constraints that
involve the variable, and communicates with the agents controlling all variables
in the neighbourhood so that it always knows the values currently assigned to
these neighbouring variables.

Since the impact of a variable on the total utility or cost is completely de-
termined by the set of soft constraints it participates in, it can be evaluated
based only on the neighbourhood. Consequently, a local search algorithm can be
implemented in parallel where each agent decides whether to change its variable
based only on communication with the agents controlling its neighbours. Such
an algorithm is given for example by Zhang ([12]).

Changes to different variables that are not neighbours of each other can take
place in parallel and even asynchronously, as their impact is independent of each
other. In order to ensure that neighbours do not change at the same time and
thus invalidate the local choice rule, a synchronization mechanism is needed. We
use a mechanism where each variable compares the utility improvement that
can be obtained by changing it with the potential improvement for each of its
neighbours. Only the variable with the highest improvement is allowed to change
value.

We implemented distributed random subset optimization using this mech-
anism and compared its performance with that of the centralized version. As
agents need to compare the improvements for different variables, we ensured
that for all variables, the same soft constraints are left out by randomly choos-
ing for each soft constraint whether it should be left out or not.

We observed that such distribution does not seem to affect the quality of the
final solution that can be obtained with random subset optimization. This shows
that it can be applied to distributed scenarios without difficulty.

7 Conclusions

Local search algorithms are often the only possibility to solve large optimization
problems. Randomization has been shown to be key to obtaining results that
are close to the optimal solution. This strategy has been particularly successful
for SAT problems.



For general optimization problems, simulated annealing often achieves the
best results, but has the drawback that it converges very slowly. By drawing an
analogy with techniques that are successful for SAT problems, we developed the
technique of random subset optimization that empirically converges much faster
than known algorithms while obtaining solutions of equal or better quality.

We presented a set of preliminary experiments on small problems that show
that random subset optimization seems to be an excellent local search algo-
rithm. We are currently conducting experiments on benchmark problems from
the DIMACS challenge collection to prove its performance on large and difficult
optimization problems.
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