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ABSTRACT
Many information systems are used in a problem solving context.
Examples are travel planning systems, catalogs in electronic com-
merce, or agenda planning systems. They can be made more use-
ful by integrating problem-solving capabilities into the information
systems. This poses the challenge of scalability: when hundreds
of users access a server at the same time, it is important to avoid
excessive computational load.

In this paper, we present an approach, called reality, that allows
to significantly extend the reach of electronic commerce in travel.
Our application addresses in particular the challenge of modeling
customers’ personal preferences and providing solutions that are
tailored to just those preferences. In contrast to existing technology,
which allow to optimize only a small and predefined set of prefer-
ences, our tool allows a wide variety that can accurately model the
preferences of different customers.

Keywords
catalogs, direct manipulation, soft constraint satisfaction, prefer-
ence modeling, mixed-initiative system.

1. INTRODUCTION
It has been widely recognized that electronic commerce holds

the potential for enormous savings in distribution and procurement
costs for a wide variety of products. So far, e-commerce has been
very successful for simple items such as books and CDs. How-
ever, significant technological challenges remain for complex prod-
ucts such as travel, where e-commerce market share has grown at a
much slower pace.

In this paper, we present an approach, called reality, that allows
to significantly extend the reach of electronic commerce in travel.
Our application addresses in particular the challenge of modeling
customers’ personal preferences and providing solutions that are
tailored to just those preferences. In contrast to existing technology,
which allow to optimize only a small and predefined set of prefer-
ences, our tool allows a wide variety that can accurately model the
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preferences of different customers.
reality thus allows customers to more quickly find solutions of

better quality than existing tools. It is now being commercialized
by i:FAO1 as part of a business-travel e-procurement system.

The idea underlying reality is to replace the travel agent while
keeping the same interaction model, i.e., keeping a kind of dia-
log between the customer and the system. Most of existing online
booking engines use a sequential model: the user enters the search
criteria, clicks on a search button and waits until the results are dis-
played in a list format. The disadvantages of such a model, making
the planning process a very tedious process, are the following:

1. The user may not be able to state all her/his criteria at the
beginning of the search process. It is likely that some will be
discovered as she/he browses the results. In such a case, the
user has to restart the search process form the beginning.

2. If the user gives many different criteria, it is likely that the
system will return no solution. We are in the case of an over-
constrained problem. She/he has then to restart the search
with a subset of criteria until the system returns some solu-
tions.

These drawbacks may lead to the frustration of the user which
will certainly make her/him quit the system. However, this interac-
tion model has a great advantage. It can be easily implemented, in
particular for web-based systems where simple queries to informa-
tion systems are enough to provide solutions within this sequential
interaction model.

Our approach is significantly different: instead of this sequential
model, we use a conversational one, i.e., a mixed initiative sys-
tem [3] similar to the one described in [5]. This means that a kind
of dialog is established between the user and the system. Actually,
the user reacts positively or negatively to the suggestions made by
the system until she/he finds something fitting her/his needs. As
indicated in [8], if there is nothing to critique, the user has already
found what she/he was looking for. The system always makes sug-
gestions even if no one satisfies completely the user’s criteria. This
is called partial (or soft constraint) satisfaction. Of course, this in-
teraction model is user-friendly only if the response time is very
short. The constraint-based technology used behind our user inter-
face fits well this requirement.

This paper is structured as follows. Firstly, the user-computer in-
teraction which is based on a mixed-initiative model is described.
Secondly, solving methods to quickly generate optimal solutions
are presented. Thirdly, an architecture that allows us to build scal-
able catalogs in complex domains, such as travel planning, is sug-
1http://www.ifao.net.



Figure 1: For the definition of the itinerary, the user has just to
know the basic characteristics of the trip, i.e., destination and
dates.

gested. And finally, the paper concludes with a summary of the
described novelties which have been commercially applied to real-
ity.

2. HUMAN-COMPUTER INTERACTION
The first step in developing an efficient graphical user interface

(GUI) for such a product is to understand who the target user is, i.e.,
who will use it. In the case of reality, we identified two main groups
of users. On the first hand we have the business travelers (or their
assistants) and on the second, the travel arrangers. We call travel
arrangers people who book trips for several employees in a com-
pany (it may even be travel agents). The business travelers do not
necessarily often book trips and their knowledge of the travel do-
main (e.g., terminology, abbreviations) may be limited. The travel
arrangers are used to the process of booking trips and they want to
be able to accomplish their task in an efficient way. However, both
groups of users have at least a basic knowledge of the usage of
computers: they are used to basic computer software on common
platforms.

This quick user study leads us to an apparent contradiction. For
the business travelers, the ease-of-learning of the application is
mandatory: if we want that they use reality, it has to be as sim-
ple as possible. If it remains simpler to call a travel agent, they will
do it. On the other hand, for the travel arrangers, the ease-of-use
is important as they do not want to spend too much time for each
booking. Thus, we had to find a trade-off between these two goals
which are ease-of-learning and ease-of-use.

Specifically, in reality, the search process has three distinct steps:
the definition of the itinerary, the selection of the best itinerary
(for the user) and finally the pricing and booking of the selected
itinerary. We are going now to review each of these steps, the sec-
ond being the most innovative and interesting one.

2.1 Definition of the Itinerary
In the first step, the user has to define the characteristics of her/his

trip (see Figure 1). Basically, the system allows to plan two kind of
trips: standard (one-way or round-trip) ones or multi-leg ones. The
only mandatory criteria at this point are the departure / arrival air-
ports, the dates and the number of travelers. This information can
be entered either by typing in text boxes or by clicking on graphical
displays (calendars and world map). reality has several novelties
compared to currently available booking systems:

1. The user can enter multiple airports and multiple dates. For

example, a traveler may want to fly from Geneva or Zurich
to New York on November 7th and come back on November
13th or 14th.

2. When entering airports with the text boxes, the user can type
either the IATA2 code (3-letter code) or the full name. The
system contains a speller and if a name is misspelled, it will
automatically correct it. If several possibilities match the
user input, a pop-up menu appears and the user can choose
the one she/he is looking for.

3. The user can enter the dates in several formats. For instance,
November 7th can be typed as November 7, Nov 7, 11/7 and
so on (or 7 November, 7 Nov, 7.11, ... if she/he chose the
European format in her/his profile).

4. As the user enters the different parameters, the route is dis-
played on a world map. It allows to easily check the correct-
ness of what the user entered. This is especially useful when
defining complex multi-segment trips or when she/he does
not know where an airport is.

Once the user has defined her/his itinerary, she/he launches the
search. At this time, the system downloads the data needed for
building all possible combinations of flights for the specified trip.

2.2 Selection of the best Itinerary
In the second step, the user has to find the best solution among

the large number of possibilities. When we talk about the best so-
lution, we mean the best solution according to the user’s criteria.
As stated above, reality uses a mixed-initiative model to help the
user find her/his best solution. Actually, it always shows the n best
available solutions. We set n to 30 as it represents a good trade-
off between our reasoning engine capabilities and our willingness
to give to the user a reasonable sample of the whole set of solu-
tions. It is relevant to give to the user a sample instead of just the
best solution because it may help her/him elicit some criteria. The
user can react to the suggested solutions by adding (or modifying
or removing) some preferences. Each time she/he adds, modifies
or removes a preference, the corresponding new n best solutions
are automatically computed and displayed. This approach is based
on dynamic queries [10]. Originally, they were used to retrieve in-
formation in large databases and their main disadvantage was the
difficulty to satisfy the requirement for a high performance with re-
spect to search algorithms: the update time of a query should be
less than 100 milliseconds. In the case of reality, the solutions are
not provided by a database but by a reasoning engine based on con-
straint satisfaction which satisfies easily that requirement. One of
the advantages of the dynamic queries is that they allow the user
to rapidly, efficiently and even playfully explore the solution space.
The fact that this kind of interaction principles is found more at-
tractive than usual ones shows that the acceptance rate of the ap-
plication may be increased. In order to achieve this advantage, we
use direct manipulation principles [9]: a) visibility of the objects
and actions of interest; b) rapid, reversible and incremental actions;
and c) use of direct manipulation of the objects instead of complex
syntax commands. Shneiderman shows that systems using these
three principles have several beneficial attributes which allow us to
achieve one of our goals stated above (trade-off between ease-of-
learning and ease-of-use) [12]:

1. Novices are able to learn basic functionalities quickly, usu-
ally through a demonstration made by a more experienced
user.

2International Air Transport Association, http://www.iata.
com.



2. Experts can work rapidly to carry out a wide range of tasks.

3. Knowledgeable intermittent users can retain operational con-
cepts. Error messages are rarely needed.

4. Users can immediately see if their actions are furthering their
goals, and, if the actions are counterproductive, they can sim-
ply change the direction of their activity.

5. Users experience less anxiety because the system is compre-
hensible and because actions can be reversed so easily.

6. Users gain confidence and mastery because they are the ini-
tiators of actions, they feel in control, and the system res-
ponses are predictable.

Now that it has been explained how the selection of the best
itinerary globally works, let’s see how the user interface of reality
has been designed to benefit from these principles. Basically, the
interface is divided into two distinct parts. On the left, a panel dis-
plays all the preferences that can be used for the current itinerary.
On the right, three different visualizations of the current n best so-
lutions can be displayed. These visualizations allow the user to
evaluate solutions by finding out the best trade-off among the pro-
posed solutions by: a) giving an overview of all the solutions as
well as the possibility of look at a particular solution to see its de-
tails; and b) helping her/him to elicit her/his preferences.

The first visualization is simply called flight details display and
as the name indicates, it allows the user to see all the details of the
selected solution. The attributes violating the preferences are dis-
played in red, so she/he can immediately see which one may cause a
problem with her/his preferences. The user can browse through the
solutions and select another solution by moving a scrollbar on the
right of the panel. A button allows to switch between two modes:

1. The full details mode displays every feature of every flight
in full text with additional explanations (see Figure 2). This
mode is useful for novices.

2. The light details mode displays only relevant information in
a more schematic way. Information which is redundant or
not necessary is hidden to the user to improve the readability
of the panel (see Figure 3). This mode will be preferred by
expert users who are used to online bookings.

The second visualization is the map visualization shown in Fi-
gure 4. The n best solutions are displayed on a world map. The

Figure 2: In the full details mode, the whole information avail-
able about the flights is displayed in a verbose format.

Figure 3: The same itinerary as in Figure 2 but in the light
details mode: the expert user can get the relevant information
at a glance.

Figure 4: In the map visualization, the route of the selected
itinerary is displayed in blue and the others in gray. Note that
when the user zooms in, more details appear such as state con-
tour, cities, rivers and weather forecast.

routes shown are of course not the real ones but Bézier curves sym-
bolizing them. The goal of this visualization, besides the fact that
it is quite attractive, is to give the user an overview of the diffe-
rent routings. It is especially useful when booking an itinerary with
several different connecting airports. The user can also choose the
flights of which airlines she/he would like to display on the map.

The last visualization is the starfield one, inspired by [11], where
the n best solutions are displayed on a scatterplot as illustrated in
Figure 5. Instead of symbolizing a solution only by a dot, we as-
sociate to each one a representation of a small aircraft tail with the
corresponding airline logo(s). This allows us to visualize three cri-
teria at a glance instead of two (both axis) in a common starfield.
Since it often happens that several solutions are displayed on the
same point of the graph, a number on the displayed dot indicates
how many solutions map to that point. The user can choose among
six predefined couples of criteria for the X and Y axis. The goal of
this visualization is to give an overview of the n best solutions as
well as allowing the user to compare different solutions.

The two graphical visualizations (i.e., map and starfield) share
the same behavior. Although they offer an overview of the n best
solutions, the user is able to have a look at the details of a particular
one. When the cursor is moved on the representation of a solution
(i.e., either a route on the map or a dot on the starfield), a tooltip
appears with the details summarized in a schematic way. If the user



Figure 5: The 30 best solutions are displayed in the starfield. As
no preference has been set by the user, their score is only differ-
entiated by optimization constraints. On this graph, it is easy
to see that solutions with shorter travel time are considered as
better and that solutions combining different airlines are worse
because they are usually more expensive.

clicks on the representation, it will select the corresponding solu-
tion. In this way, she/he can easily navigate through the solutions.

Of course, the user may not find a satisfying solution among
the n proposed. She/he can then add (modify or remove) some
preferences on the attributes of the flights. On the left part of the
screen, all the possible preferences are displayed in a tree structure
as shown in Figure 6. Displaying the preferences in a tree has the
following advantages:

1. It allows us to structure the preferences instead of showing
them in a simple and maybe confusing list. At a first level,
we have the preferences coming from the corporate profile,
the user profile and the ones related to the actual trip. For
these ones, at a second level, we have the preferences that
apply for the whole trip (fare, on-time performance, aircraft
types, airlines, service class) and the ones that applies for a
specific segment (departure/arrival airports, departure/arrival
times, connecting airports).

2. It allows the user to show the preferences that are important
for her/him and hide the others.

3. The use of a tree is usually well understood as it is commonly
used for browsing files and directories (e.g., Explorer under
Windows).

Each leaf of the tree is the representation of a preference. In or-
der to gain space, we often use abbreviations in preferences (e.g.,
airport or airline codes instead of their full names). This does not
confuse the expert user as she/he is used to them and the novice
is able to access the full information by moving the cursor on the
abbreviation: it will appear in a tooltip. The user can graphically
edit a preference, i.e., with the use of graphical widgets. We use
several type of widgets:

1. Tri-state check boxes allowing to specify the options the user
would like, the ones she/he does not want and the ones she/he
does not care. For example, a user may prefer to fly in a
Boeing 777 or an Airbus A340 but do not want at all
to fly in a Boeing 757, a MD-11 or a MD-80 that she/he
dislikes. Flying in other aircraft types is fine with her/him
but she/he does not really care about it. This kind of check
boxes is used for preferences on aircraft type, airline, service
class, departure/arrival/connecting airports.

Figure 6: The preferences panel is located at the left of the vi-
sualizations. On the first image, the general tree structure is
shown. On the two others, the different preferences the user
can set are displayed.

2. Single sliders allowing the user to specify anything that can
be quantified. It is used for the preferences on the fare (i.e., to
specify the maximum price), the on-time performance (i.e.,
how it is important to take flights that are usually on-time)
and the transit time at a certain airport (e.g., if there is a con-
nection at Brussels, the user wants to have a transit time as
short as possible because she/he knows that changing of ter-
minal is easy and she/he wish to spend a minimum of time).

3. Double sliders allow the user to specify a range. It is used
for the preferences on departure/arrival times: for instance, a
user may want to arrive after 3:00 PM but before 5:30 PM.

Each time the user modifies a preference (i.e., clicks on one of the
widgets), the new n best solutions are automatically computed and
displayed. If a characteristic of a solution does not respect a pref-
erence, it is displayed in red in its visualizations. This allows the
user to easily and quickly see which attributes do not satisfy her/his
specified criteria.

Once the user has found a solution matching her/his needs to the
best extent, she/he goes to the third step of the search process: the
pricing process. It simply displays a summary of the selected so-
lution with the exact price as well as the different rules and restric-
tions for the selected fare. These rules, which are often not really
user-friendly (they are provided as is by the GDSs3), are especially
displayed for legal reasons. The user can then put the itinerary in a
basket called My Choices and finally book it.

2.3 Requirements for a mixed-initiative
system

Considering a mixed-initiative system as the one described above,
imposes to fulfill the following requirements:

Reasoning engine being able to compute optimal solutions
considering the user’s preferences. The computation must be
done quickly in order to really simulate a conversation with
the user.

Scalable architecture allowing to make intensive computing
and serve hundreds or thousands of users simultaneously.

Next sections, Section 3 and Section 4, point out the required
reasoning engine and architecture to fully support a human com-
puter interaction as the one implemented in reality.
3Global Distribution Systems provide travel data as flights and
fares, and services as pricing functionalities and booking transac-
tions.



3. CONSTRAINT-BASED ENGINE

3.1 Current standard booking engines
The available electronic booking engines are server-centric, i.e.,

all the processing is done on the server side, whilst the client side
is only used to present results. This server intensive computing
methodology implies to use simple methods to deal with the infor-
mation. In other words, business logic must be as simple as pos-
sible to allow scalability, yielding to information systems that use
database schemas to deal with information. Such standard systems
suffer from the following important restrictions:

1. Predefined filtering criteria: users can only express prefer-
ences based on a predefined set of criteria, similarly to any
database schema. Nevertheless, users tend to have compli-
cated preferences and combinations of them that can not be
expressed in such traditional web-based systems.

2. Decisions to be made in a fixed sequence: in the travel indus-
try, for instance, bookings transactions are done via legacy
systems, e.g., GDSs. Current travel booking engines are im-
plemented as simple interfaces to GDSs being restricted to
the sequential process imposed by such legacy systems. This
supposes a lack of support for eliciting and formulating per-
sonal preferences.

3. Instant transaction: travel electronic platforms do not pro-
vide any tool for supporting the user in the purchase decision
making process. Usually, the user enters a request with some
personal preferences, selects the best option, and books it.

3.2 Personalized optimization
In order to overcome the restrictions of traditional web-based

booking engines, we propose to apply personalized optimization to
generate optimal solutions according to user’s preferences. Let us
illustrate the concept of personalized optimization on travel plan-
ning with a concrete example. Consider users willing to plan the
same itinerary, for instance: SFO→ GVA on February 19th. Let us
imagine that the users of our example express the following criteria:

1. Leave after 17:00,

2. Frequent flyer member with United Airlines,

3. No connection via London Heathrow, and

4. As cheap as possible.

Most of the time, itineraries proposed by GDSs cannot satisfy
all the constraints, as shown in Table 1. In consequence, database-
style filters would eliminate any good trade-offs. On the other hand,
most of the options satisfy some of the preferences. Standard web-
based booking engines are capable of ranking solutions according
to some specific criteria to overcome the problem of having solu-
tions violating some of the constraints. For instance, if the user
prefers to satisfy the preference about departing time, the system
can rank solutions according to that preference, even if other pref-
erences are not satisfied.

Actually, criteria have different degrees of importance for differ-
ent individual users. In our example, the solutions shown in Table 1
would be differently selected depending on different users. A con-
scientious user, would prefer to satisfy the preferences about time
and cost. In regard to selfish travelers, the airline and intermediate
airports preferences have a higher degree of importance, whilst the
cost or arriving on time are less important. Finally, for a bureau-
crat traveler, time and airline are the most important criteria. On

Criterion
User profile Solution 1 2 3 4

selfish 1. UA, 14:55 → 13:50, CHF 900 ✗ ✓ ✓ ✓
conscientious 2. BA, 18:50 → 18:15, CHF 789 ✓ ✗ ✗ ✓
bureaucrat 3. UA, 17:30 → 18:15, CHF 2300 ✓ ✓ ✗ ✗
selfish 4. UA, 15:30 → 13:10, CHF 1175 ✗ ✓ ✓ ✗
dominated 5. UA, 12:35 → 12:25, CHF 1500 ✗ ✓ ✗ ✗

Table 1: Different users with the same criteria would choose
different flights because they give different weights to their cri-
teria. The last solution is dominated thus it would never be
rationally preferred for any user profile.

the other hand, the last solution would never be selected for any
user because it is dominated by solutions 1, 3, and 4. Note that, the
only satisfied criteria for the dominated solution is the airline pref-
erence, all the other criteria are unsatisfied. Solutions 1, 3, and 4
satisfy other preference and the airline preference at the same time,
thus they dominate solution 5. This is why solution 5 is domi-
nated. In a closer look at Table 1, one could say that solution 4 is
also dominated by solution 1, since solution 1 satisfies all the satis-
fied criteria in solution 4 plus criterion 4. However, if we consider
different degrees of satisfaction, the dominance of solution 1 over
solution 4 is not so clear because solution 4 better satisfies (with
less violation) the first criterion than solution 1.

The concept of dominance is based on the well-known concept
of Pareto-optimality [6]. Clearly, it does not make sense to show to
the user dominated solutions, since they would never be rationally
chosen by any user regardless of her/his profile and personal crite-
ria. In other words, only the solutions being Pareto-optimal must
be shown to the user.

3.3 Configuration rules
Other kind of constraints must be considered for planning air

travel. For example, consider a one-day round trip, where solutions
must respect the fact that the arriving time at the destination must be
before departing time from the destination. Also, when combining
flights with their fares, some compatibility rules must be respected.
These kind of configuration rules are called hard constraints, and
can be seen as criteria that must be satisfied. If hard constraints are
not satisfied in a solution, this solution is infeasible, and cannot be
shown to the user.

3.4 Optimization criteria
On the other hand, some criteria can be considered valid for any

user. For example, flying time must be as short as possible. An-
other example would be that the number of intermediate airports
should be minimized. These kind of criteria are called optimiza-
tion constraints and are built under common sense basis.

3.5 Constraint-based model
Constraint Satisfaction Problems (CSPs) [17] are ubiquitous in

applications like configuration, planning, resource allocation, sche-
duling, timetabling and many others. A CSP is specified by a set of
variables and a set of constraints among them. A solution to a CSP
is a set of value assignments to all variables such that all constraints
are satisfied.

Constraints in classical CSPs are not enough to express user’s
preferences nor optimization constraints, because they can be com-
pletely satisfied or completely violated without accepting any de-
gree of partial satisfaction. In the last years, many research papers
have introduced the concept of soft CSPs [2, 1, 4] in order to ap-
ply constraint satisfaction techniques to a wider range of real-life



applications, where degrees of satisfaction naturally arise.
We use a specific type of soft CSPs, similar to Weighted CSPs [7],

where constraints have an associated penalty function to express
different degrees of satisfaction. In weighted CSPs, a solution is a
set of value assignments to all variables such that the sum of the
violations of constraints is minimized, equivalent to an optimiza-
tion problem.

Moreover, in our model, configuration rules are expressed by
means of classical constraints, while user preferences and opti-
mization constraints are expressed by weighted constraints. For
deeper details about modeling complex electronic catalogs as soft
constraint satisfaction problems, the reader is referred to [15].

Basically, the problem of planning travel can be modeled by as-
sociating one variable to each leg of the itinerary. The values of
these leg variables are the possible flights (with their availability)
for each leg. One could also be interested in modeling fares. A fare
is basically a price and a set of rules. Fare rules formally stipulate
which flights can be booked together at a specific price4. Thus, one
fare refers to a complete itinerary. Therefore, one could have one
fare variable with all the possible fares for the itinerary. n-ary con-
straints between the fare variable and the leg variables would make
sure that solutions are correctly priced.

3.6 Optimal solution generation
Our solving algorithm is based on the well-known branch and

bound algorithm. It finds feasible solutions (satisfying the confi-
guration constraints) that minimize the sum of the valuations for
all the soft constraints implied in an electronic catalog: user’s pref-
erences and optimization criteria. Branch and bound algorithms
are exponential for combinatorial problems, such as travel plan-
ning. Therefore, heuristics to reduce the worst-case computational
complexity are clearly of interest. Specifically, we use branch and
bound algorithm with propagation, also called partial forward check-
ing (see for example, [2, 4]).

However, as stated in Section 3.2, it is of interest to filter out
dominated solutions, and only show Pareto-optimal solutions. It is
well-known that finding all Pareto-optimal solutions (the Pareto-
optimal set) of a multi-criteria problem is a very complex task
(see [13] for a complete introduction on multi-criteria optimiza-
tion problems). In order to overcome the difficulty of computing
the whole Pareto-optimal set, several authors presented methods
for approximating Pareto-optimal solutions in multi-criteria pro-
blems. For example, in [14], the authors presented an approach
for approximating Pareto-optimal sets for multi-criteria optimiza-
tion problems by using single criterion optimization algorithms,
such as the branch and bound with propagation suggested above.
The methods were validated by randomly generated multi-criteria
optimization problems. In other words, reasonable good approxi-
mations of the Pareto-optimal set can be found by using standard
branch and bound for single criterion optimization methods. In the
case of finding too many Pareto-optimal solutions, the sum of the
penalties for violated criteria can be used to rank them.

4. ARCHITECTURE
The reality architecture is based on two main novelties. First,

its global architecture that moves most of the process of the busi-
ness logic to the client side. Secondly, it applies the principles of
the problem transmission instead of solutions transmission, allow-
ing us to reduce dramatically the amount of interactions and data
transfers between the server side and the client side.

4Note that the price for a set of flights, i.e., for an itinerary, is not
just computed as the sum of the prices for each flight.

Figure 7: Standard client-server architecture for travel book-
ing engines. The client side is only used for presenting results,
whilst all the business logic is carried out by servers.

Current client-server architectures are based on an heavy battery
of servers for processing queries and clients are only used to dis-
play information. In our architecture, the client is not only used
to display information but also to process an important part of the
business logic Thus it allows to reduce dramatically the load on
servers and therefore it increase the scalability of the whole sys-
tem.

4.1 Standard commercial architectures
All well-known applications for travel planning are based on the

traditional web models. The client is only used to present the infor-
mation. Almost every applications are based on the standard three-
tier architecture model. The persistence and the business logic lay-
ers are managed by the servers but, in fact, even the biggest part of
the presentation layer is part of the server side: the information is
transformed to be presented into HTML pages on the server side
and only rendered by client applications. This web-based classical
model is illustrated in Figure 7.

4.2 reality’s architecture
In reality’s architecture, the presentation layer is completely con-

tained in the client application and the business logic is decom-
posed in two parts:

1. One part running on the server that is responsible for collect-
ing the information, transforming it into its corresponding
soft CSP that can be solved by the constraint-based engine.
A hard consistency phase, where the problem is checked and
simplified to have at least one solution, is also ran in the
server side.

2. One part running on the client that is responsible of actually
solving the problem and collecting user feedback by means
of preferences that are converted to be used in the problem
solving mechanism.

A similar approach for moving the business logic process into the
client side by using constraint satisfaction techniques was firstly
suggested in [16]. By shifting a considerable part of the business
logic to the clients, the servers used by the reality application can
manage a lot more clients than the one used in standard web appli-
cation, as illustrated in Figure 8. For example, on a small test server
(PIII 600Mhz), all typical requests made to the reality servers re-
quire less than 10ms of computing time. This new architecture al-
lows deploying complex applications using only small, non expen-
sive servers. reality clients are also kept very small and reactive.



Figure 8: A client-server architecture for scalable intelligent
booking engines, using thin clients (presentation layer and busi-
ness logic with constraint satisfaction solvers) and thin servers
(persistence layer with simple business logic).

Using the constraint-based algorithms, they can run flawlessly on
a standard PC configuration keeping a very good response time. A
standard problem can be solved in less than 100ms, thus allowing
the user to play with the interface without even noticing the com-
plex processes needed to display the n best solutions.

4.3 Optimal data transmission
The architecture used by reality also allows to reduce drama-

tically the amount of information to be transmitted between the
servers and the clients compared to standard architectures. In stan-
dard web architectures, the server computes solutions and send
them back to the client till the user is satisfied by one solution. Of
course this process can be time consuming for the servers but also
very bandwidth consuming. In the reality architecture, solutions
are not transmitted to the clients, but the complete problem space
is sent. This allows to reduce the number of requests and responses
between clients and servers. The technology used for the solving
engine (see Section 3) allows this problem to be represented in a
very compact way. Finally, reality uses a very effective way to
compress this problem before transmission: it is first transformed
into a proprietary compact markup-based language near from XML
that is afterwards compressed before to be sent to the client. Using
these technologies, a standard trip that can have more than 100,000
solutions can be typically represented in less than 4KB of data.

The reality architecture allows to move a big part of the com-
puting time to the client side. By using very advanced and ef-
fective data representation mechanisms the amount of communi-
cations and data transmissions is reduced dramatically. These two
elements together allow to use only very low computing power and
bandwidth on the servers as depicted in Figure 9.

5. CONCLUSION
The modern world overwhelms people with massive information

overload. We believe that Artificial Intelligence techniques have an
important role to play in dealing with it. Up to now, much work has
concentrated on techniques for retrieving or filtering information as
such. The next step is to actively support the user in the problem-
solving process. In the case of travel planning, the challenge is to
support the user in the purchase decision making process. Only in
this way systems can achieve further substantial reductions in the
complexity a user has to deal with.

Since most problem-solving is either compute- or knowledge-
intensive, providing such functionality poses severe scalability pro-
blems. In information systems that have to serve thousands of users
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Figure 9: The scalable architecture of reality. Persistence layer
is located on the server side whilst the business logic is mainly
located on the client side.

with fast response times, the processing time that can be allotted to
each individual user is very small. The architecture suggested in
this paper offer a way out of this scalability problem by making
available the computation capacity of each user, thus linearly scal-
ing the available capacity with the total load. The work we present
here shows that contrary to what one might assume, this paradigm
is very manageable for real applications.

Another important aspect of our work is the use of the constraint
satisfaction paradigm. It allows us to represent complex problems
and their solving algorithms in a very compact way since constraint
satisfaction is extreme in its compactness and simplicity.

We believe that the presented technology can be applied to other
complex domains, such as electronic banking or insurance policy
planners.
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