
 

A Distributed Breakout Algorithm for Solving  
 a Large-Scale Project Scheduling Problem 

 
Carlos Eisenberg 

EPFL 
1015 Lausanne, Switzerland 
Carlos.Eisenberg@cern.ch 

 

ABSTRACT 
 

  This paper describes an application, an algorithm and the 
modeling of a distributed CSP. A real-life, distributed, resource 
constrained, large-scale, project-scheduling problem is 
introduced. This problem is modeled and formalized as a 
distributed CSP. It is discussed and demonstrated how local, 
heterogeneous and ambiguous project coordination information 
of the project partners can be exchanged unambiguously by 
using a project planning ontology and by translating 
coordination information into domain variable values and 
constraints. Moreover a coordination method is presented which 
is designed towards solving the large-scale problem. This 
coordination method includes two separate algorithms. The first 
algorithm is a distributed forward pass, which computes an 
initial variable value assignment in polynomial time. The initial 
variable value assignment is then used as the entry point for the 
second algorithm. The second algorithm is a distributed breakout 
algorithm, which iteratively improves the initial variable value 
assignment with a conflict-minimizing strategy until a solution is 
obtained. For improving the search efficiency of the breakout 
algorithm two techniques, domain filtering and single sided 
precedence constraints, are implemented. The overall 
coordination algorithm as well as the efficiency techniques are 
tested and evaluated with three real sub-problems as well as a set 
of random problems.  

1 INTRODUCTION 
CERN, the laboratory for high-energy physics in 

Geneva Switzerland, is currently engaged in a difficult 
and exciting enterprise, the realization of a new 
accelerator, the LHC1. Part of the LHC, are four large 
particle detectors, which can be taken as large-scale 
projects in themselves. ALICE2 is one of these projects, 
and is being used as an example to integrate and 
coordinate a large-scale, distributed project by a multi-
agent system. Before going into the details of the 
integration, it is important to understand the coordination 
problem of ALICE. 

ALICE, and the same applies to the other three 
experiments (ATLAS, CMS and LHCb), is a large, multi-
                                                             
1 LHC – Large Hadron Collider 
2 ALICE – A Large Ion Collider Experiment 

cultural physics project collaboration, that involves more 
than 900 people from 80 institutes and 23 countries. Each 
of the institutes is responsible for a sub-project, which it 
manages autonomously and independently. However, the 
sub-projects are not entirely independent of each other. 
Each sub-project includes a set of tasks, which are directly 
linked by precedence constraints to the tasks of other 
projects. Also the institutes have to share a set of public 
resources such as machine tools, manpower and working 
halls. Another dependency factor is the spending profile of 
ALICE, which determines the aggregated expenditure of 
all institutes per year and, which cannot be exceeded. 
These dependencies amongst the sub-projects require a 
global coordination. 

In reality, the project coordination of ALICE is realized 
by a set of global project milestones, which are identified 
by the collaboration and, to which the institutes commit. 
This coordination method however is rather crude and 
weak. It does not facilitate the coordination of the critical 
shared resources, and it also does not consider the local 
coordination needs amongst the sub-projects. The majority 
of these issues are therefore resolved locally, without 
ensuring the global consistency of the project. 

Due to the great cultural differences amongst the 
institutes and the people in the collaboration and because 
the project schedules are prepared separately, the sub-
project schedules are heterogeneous in many aspects. For 
example heterogeneity becomes apparent with regards to 
the project structures, the quality of data, the used 
planning tools as well as the semantics of terms. This 
makes the merging and the centralization of scheduling 
information extremely difficult.  

Within ALICE, global and local goals exist. Global 
goals are for example to complete the project on time, to 
ensure the smooth execution of the project and to avoid 
conflicts. The local goals are the individual goals of the 
institutes. These local goals are in many cases driven by 
self-interest of the institutes; for example to utilize public 
resources as much as possible without considering the 
needs of other institutes. Such local goals often lead to a 
globally sub-optimal schedule.  



 

The institutes are also to a great extent “private” 
organizations, as they do not have to share or publish all 
their coordination information. In reality, only the 
necessary minimum is exchanged, which is sufficient to 
enable the process of coordination. 

The rest of this paper is concerned with the modeling 
and integration of ALICE with a multi-agent system as 
well as with the development of an appropriate 
coordination method.  

2 PROBLEM SPECIFICATION 
The first step in modeling and designing a multi-agent 

system is to identify the agent entities. In practical terms 
this means to divide the overall problem into a number of 
sub-problems and to assign the sub-problems to a set of 
agents. In the case of ALICE, the division of the problem 
follows naturally the sub-project divisions; therefore each 
agent represents a sub-project.  

The second step is to identify the tasks of the agents. In 
our case an agent has the task to coordinate a sub-project 
schedule. The coordination has a local and a global 
component. The local component concerns the sub-project 
internal coordination. The global component concerns the 
coordination of the sub-project with regards to the 
schedules of the sub-project agents.  

The third step is to further specify the features of the 
multi-agent system with regards to the restrictions and the 
conditions that are given by this real world problem. An 
appropriate multi-agent system for ALICE must consider 
the following aspects:  

• Coordination information cannot be centralized: the 
agents maintain privacy and do not share schedules. 
Additionally, due to the heterogeneity amongst the 
schedules, merging the schedules is very difficult. 

• The coordination method must be distributed, deal 
with a dynamic environment and cope with a large 
number of variables: since project information is 
private and cannot be centralized the coordination 
method must be distributed and based on an 
information subset. The environment is dynamic: as 
the project evolves, variables and constraints are 
entered and removed from the system. Moreover 
agents can be added and removed from the system or 
be temporarily unavailable. The coordination method 
must cope with 30,000 tasks and deliver results in 
acceptable time limits. Computing a new overall 
schedule should not take more than 2 days and 
repairing a local conflict should not take more than an 
hour. It must be noted, that schedules do not have to 
be perfect, e.g. inconsistencies are acceptable for 

project phases, which lie more than 1-2 years ahead 
and carry a highly level of uncertainty.  

• An information exchange scheme is needed: the sub-
project schedules are heterogeneous and information 
cannot be easily exchanged without ambiguities.  
Before information can be exchanged it must be 
translated into an unambiguous exchange format. 

3 RELATED WORK 
The presented problem is essentially a resource 

constraint project-scheduling problem and belongs to the 
class of NP complete optimisation problems. It can be 
reduced to the well-known NP hard job shop-scheduling 
problem [1], which is extensively described in literature 
[19],[11],[5]. 

A great deal of coordination methods for this class of 
problems were developed. The majority of these methods 
are central search methods, which can be categorised into 
complete and incomplete search methods. Complete 
search methods are depth first search, constrained directed 
search, backtracking and branch and bound. Incomplete 
search methods are simulated annealing, min-conflict, hill 
climbing and stochastic search.  

Many of these methods efficiently guide the search 
process with a conflict analysis [8],[9]. The min-conflict 
methods for example, improve a given schedule by 
iteratively moving tasks to new, conflict minimizing 
positions. These methods are described in [8],[10],[15].  

Unfortunately, the central solving algorithms are only 
of limited use for this particular problem. The required 
algorithm must be distributed and must take into 
consideration that information cannot be centralized.  

In recent years, new algorithms for distributed 
Constraint Satisfaction Problems (DisCSPs) [17] were 
proposed by the AI community. These algorithms assume 
that the knowledge about the problem is distributed 
amongst a set of agents and that each agent has only 
partial knowledge about the overall problem.  

Amongst this new class of algorithms are the prominent 
Asynchronous Weak Commitment Search (AWCS) 
algorithm [16], a complete search method, and the 
Distributed Breakout Algorithm (DB) [15], a local search 
method, which were both developed by M.Yokoo [17]. 
These algorithms perform well in specific application 
domains. For example the AWCS algorithm is most 
efficient for “sparse” and “dense” problems and the DB 
algorithm is most efficient for critically difficult problems. 
An evaluation and comparison of these two algorithms is 
given in [17]. 

Another type of local search algorithm, which can be 
used for solving DisCSPs, is parallel distributed problem 



 

solving (PDP). Such an algorithm for solving a DisCSP 
was developed by M.Fabiunke [4]. In this algorithm 
agents continuously and simultaneously manipulate their 
variables according to a set of rules in the spirit of local 
conflict minimization in order to satisfy all constraints.  

Initially, these three algorithms were considered as the 
basis for developing an individual coordination method 
for the specific project-scheduling problem. Eventually, 
the breakout algorithm was chosen due to the following 
reasons: 

Although the AWCS algorithm is an appealing 
algorithm, by being a complete search method, which 
means that it finds a solution if one exists, or terminates if 
no solution exists, completeness is not the highest priority 
of our problem. It is much more important to find a 
solution within a short time. Comparing the DisBA with 
AWCS shows that the performance of the DisBA for 
critically difficult problems is better than that of the 
AWCS (see M.Yokoo [17]). Since this problem is rather a 
critical problem than a ‘sparse’ or ‘dense’ problem, the 
DisBA or PDP are the better choice.  

A big advantage of the DisBA is, that it can be stopped 
during the execution and provide a “solution”. Such a 
“solution” is not conflict free, but perhaps can already 
indicate the baseline of the schedule. This can be 
important information for the human scheduler. The next 
point is that the DisBA can cope very well with a dynamic 
environment. For example new variables or constraints 
can enter the problem without forcing the algorithm to 
stop. This operation would be much more difficult in the 
case of the AWCS. In this way, the DisBA can also 
function as a kind of a schedule repair algorithm, since it 
tries to remove the conflicts by locally moving conflicting 
tasks to new, conflict minimization positions. The DisBA 
has also very good “recovery properties”. For example if 
the algorithm is interrupted or an agent is unavailable, the 
coordination process can easily restart with a new initial 
schedule, which means that the agents only have to 
exchange their interface variable values.  

Comparing now the DisBA with the PDP algorithm, it 
is assumed that their performance is similar (probably the 
PDP algorithm will be a little bit better, because of the 
parallel execution). However, an advantage of the DisBA 
is, that it appears to be more robust and easier to 
implement. The execution protocol is very simple and no 
special parameters need to be tuned. In order to make the 
PDP algorithm to work well, one has to adjust the right 
probabilities for the min-max-conflict rule, which is 
problem dependent (e.g. dependent on the constrainedness 
of the CSP), and thus makes the PDP algorithm more 
volatile. 

3.1 PROBLEM FORMALIZATION 

The problem can be formalized as a distributed 
constraint satisfaction problem (DisCSP) [14][17]. The 
DisCSP consists of a set of n variables X = {x1,..,xn}, a set 
of n corresponding finite and discrete variable domains D 
= {D(x1),.., D(xn)} for each variable and a set of m 
constraints C= c1,.., cm, which refer to the variable values. 
Moreover, the variables, domains and constraints are 
distributed amongst a set of i automated agents A = {a1,.., 
ai}.  

Solving the DisCSP, is equivalent to finding a value 
assignment for the variables so that all constraints can be 
satisfied concurrently. A solution for the DisCSP can be 
optimised, which means evaluating and comparing 
solutions and choosing the best amongst the alternatives. 

3.2 INTER-AGENT VARIABLES AND 
CONSTRAINTS 

For facilitating the local and global sub-project 
coordination and keeping the privacy issue in mind, the 
variables and constraints of the agents become divided 
into private and public sets. Private variables and 
constraints are those, which are visible only to the agent, 
which owns them. Public variables and constraints are 
those, which are visible to all agents and are used to 
enable the coordination amongst the sub-projects.  

The local inter-sub-project coordination through the 
public variables is realized as follows. Suppose figure 
Figure 1, where a binary inter-agent constraint between x1 
and x2 exists. Since a1 is physically separated from a2 it 
has no access to x2. According to (Prosser, Conway & 
Muller) [12] this problem can be resolved by introducing 
two new variables (placeholders), x1’ and x2‘ and by 
adding these to the variable sets of a2 and a1 respectively. 
Moreover, the original constraint c is replaced by two 
copies, which are added as two new specialized inter-
agent constraints c’(x1,x’2), c’(x’1,x2) to agent a1 and a2 

respectively. When a1 changes the value of x1 then it sends 
a message to a2 to inform about the new value of x1. a2 
then updates its value of x’1. It is then up to the agents to 
coordinate their variables by making the variable values 
consistent with regards to the constraints. 

 

 

 
 

 
 

 

 

Figure 1 Modelling of inter-agent variables and constraints. 
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3.3 TASK REPRESENTATION BY VARIABLES 
A variable Xi represents a task and is a tuple of 

variables, the start and finish times of the scheduling 
elements. The domains of the variables are finite and 
discrete. The domains range from project-start pjstart to 
project-finish pjfinish and the granularity is 1 hour, which 
means that 1 domain unit is equivalent to 1 hour. 

• Tasks 

Each task Xi is represented through a domain variable 
pair xstart and xfinish and a duration variable d, Xi:=(xi,start, 
xi,finish, d). The duration is calculated by di:= xi,finish- xi,start. 
The domains of the variables range from project-start to 
project-finish. D(xi,start)= D(xi,finish)=[ pjstart..pjfinish]. 

• Task Containers 

Task containers are elements, which contain task 
elements and can contain further containers. Task 
containers are used to establish project break down 
structures. Task containers have no domain variables and 
the start and finish times as well as the durations are 
calculated from the start and finish times of the earliest 
and latest contained elements respectively. A task 
container conti is defined as: 
conti:=(conti,tart,conti,finsih,contd), where 

conti,start  }{min: ,)..1( startini xε= ,  

conti,finish }{max: ,)..1( finishini xε= ,  

conti,d:= conti,finish – conti,start , and  n= number of contained 
elements.  

All elements inherit the constraints from their task 
container.  

• Milestones 

Milestones are task elements, which are represented by 
a single domain variable. The duration of a milestone is 
always zero thus the finish domain variable can be 
omitted. A milestone is defined as 

[ ]finishstartstartstart pjpjxwherexmilestone ..),(: == . 

3.4 CONSTRAINTS 
   Three different types of constraints appear in the 
schedules:  deadline, precedence and resource constraints. 
If a task violates any of these constraints, a conflict value 
is calculated. For practical reasons the conflict value of a 
task cannot be simply the number of constraint violations. 
It turns out that certain areas of the schedules are over-
constrained and do not allow for solutions. In practice, this 
conflict is resolved by tolerating a limited degree of 
inconsistencies in the schedules and by hoping that the 
problems become resolved at a later stage of the project. 
For example, it can be tolerated that tasks finish a few 

days after the deadline. However, what is important for 
the human planners, is that the extent of the constraint 
violations are kept as small as possible. This means for 
example that a number of smaller constraint violations 
(10-tasks finish 1-day after the deadline) are preferred 
from one big constraint violation (1- task finishes 10-days 
after the deadline). For this reason the conflict value of a 
task is a non-linear function of the temporal conflict 
range.   

• Deadline Constraints 

Deadline constraints (DC) enforce tasks to start/finish 
on, before or after a certain date. In the schedules eight 
different kinds of date constraints are defined: 1. start as 
soon as possible (asap),2. finish as late as possible (alap), 
3. must start on (mso), 4. must finish on (mfo), 5. start no 
earlier than (snet), 6. start no later than(snlt), 7. finish no 
earlier than (fnet) and 8. finish no later than(fnlt). A date 
constraint refers to a single domain variable. The 
constraint cj,dc:=(mso, xstart, datecons) means xstart = datecons. 
If xi,start ≠ datecons , the conflict value is calculated from the 
distance between xi,start and the deadline date: 
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• Precedence Constraints 

Precedence constraints (PC) enforce the sequential 
execution of tasks. Four different precedence constraints 
are defined. 1. finish-to-start (FS), 2. start-to-finish (SF), 
3. start-to-start (SS) and 4. finish-to-finish (FF). A 
precedence constraint refers to two domain variables. The 
precedence constraint cj,PC:=(FS, x1, x2) states that task t2 
is dependent on t1 and that t2 can start when t1 has finished. 
If x1,finish > x2,start this constraint is violated and the conflict 
is calculated from the square of the overlapping range: 
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• Resource Constraints 

Resource constraints (RC) ensure that the concurrent 
resource requests of tasks do not exceed the available 
resource capacity. A resource constraint refers to a set of 
tasks Sr:={x1..xi}, which are requesting the particular 
resource r. If the sum of the concurrently requested 
resource units exceeds the available resource capacity, the 
resource constraint is violated. The corresponding conflict 
value for a task x1 using this resource is calculated from 
the square of the total excess capacity area ECA.  
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whereby 
1, xr

�
 is the set of tasks without task x1, which 

request the particular resource r. The excess capacity area 
ECA is the sum of all capacity excess areas.  
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An excess capacity area ecai is calculated from the 
product: 

ecai= (excess capacity range)i * (excess capacity amount)i    (5)   
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Figure 2: Calculation of the Excess Capacity Area (ECA). 

• Element Groups 

In each agent four variable groups are defined:  
1. interface-variables: are all variables (tasks), which 

are connected by a constraint to one or more variables of 
another agent. 

2. private-variables: are all variables (tasks), which are 
not connected by a constraint to a variable of another  
agent.  

3. internal-interface-variables are all variables, which 
the agent owns and which are connected by a constraint to 
a variable of another agent.  

4. external-interface-variables are all variables, which 
the agent does not own but has subscribed to and keeps as 
a placeholder. External interface variables are connected 
by one or more constraints to variables of the internal-
interface-variable set. 

• Resources 
Every agent controls a number of resources, ranging 

from manpower resources to tools and financial resources. 
Resources are divided into private resources and public 
resources. Public resources are not shared and locally 
managed by the agent. Public resources are shared and can 
be requested by every agent.  

4 INFORMATION EXCHANGE 
The cultural and organisational differences amongst the 

institutes and people have a great impact on the semantics, 
content and structure of the project plans. Concrete 

examples are calendars in use, working times, the 
semantic of scheduling terms, applied break down 
structures and used planning methods. These differences 
are a source of ambiguities and pose great challenges 
when integrating the project.  

This problem can be resolved by two methods. Firstly 
by introducing a common project scheduling ontology, 
which defines a common set of terms and rules and 
secondly, by translating the coordination information, 
which needs to be exchanged, into neutral domain 
variables values and constraints. With this method the 
heterogeneity stays within the project plans and the 
exchanged information becomes neutral and 
unambiguous. 

Let us consider the following example, where two 
agents maintain individual schedules, which are 
heterogeneous with respect to the used time resolution 
(one agent plans in hours and the other in days), the 
working calendars (one agent works from Monday till 
Friday, the other works from Monday to Saturday) and the 
semantics of a milestone (for one agent it is a deadline, 
and commitment and for the other just a floating 
coordination point). These two agents have to coordinate 
their tasks and milestones.   

Firstly, with the common project planning ontology 
both agents can express their individual projects without 
having to agree on one specific structure and format. 
Secondly, for exchanging coordination information, the 
coordination information must be translated into an agreed 
format. For example, the agent, which plans in terms of 
days, must translate the start and finish times from his 
time coordinate system, into the agreed coordinate system 
of the system, which are hours. The problem that concerns 
the working calendars is implicitly resolved by a great 
conflict value if a task is forced to be performed on a none 
working day. The problem concerning the semantic of the 
term milestone is resolved by enforcing a high conflict 
value when the milestone is shifted to a later date. 

5 THE ALGORITHM 

5.1 OVERVIEW 
The algorithm is divided into two coordination phases. 

In the first phase, the agents perform a distributed 
Forward Pass (DisFP) in order to determine an initial 
schedule for the second coordination phase. The DisFP is 
a greedy algorithm, which allows rapid computing of an 
optimistic schedule in polynomial time. The obtained 
DisFP-schedule is consistent with regards to date and 
precedence constraints and neglects any resource 
constraints. By using the DisFP-schedule as the entry 
point for the DisBA, the agents find a consistent schedule 



 

significantly faster, than they would with an initial 
schedule, where the elements are placed at random 
positions.  

In the second phase, the agents execute the actual 
distributed breakout algorithm. In this phase, the initial 
schedule from the DisFP procedure is taken and iteratively 
improved by a conflict minimizing strategy (see [8],[10]) 
until a consistent schedule is found. In this process, the 
agents firstly improve their own, local schedules and then, 
mutually propose new conflict minimizing positions for 
their interface elements. Then the best improvement 
proposals are accepted. When the agents are trapped in a 
local minimum, they increase the weights of the 
conflicting elements. 

5.2 THE DISTRIBUTED FORWARD PASS 
The distributed forward pass method is motivated by 

the centralized forward pass method, which was 
developed by the operational research community for 
analysing the critical path of a project. Using the forward 
pass, the smallest possible project completion time, which 
can be realized without violating the precedence 
constraints of a project network can be determined. This 
method is described in [19].     

The difference between the FP and the DisFP method is that 
the execution of the DisFP is distributed amongst a set of 
automated agents. When executing the DisFP, each agent goes 
through its list of tasks and tries to determine their earliest 
starting times. For determining the start/finish times, one of the 
following two criteria must be met. Either the task has no 
predecessors or the start /finish times of all predecessors are 
known.  Thus, for scheduling some of the elements, the agent 
has to wait until he receives an update on certain external 
interface tasks from its neighbour agents. On the other hand, 
when an agent can determine the start and finish times of an 
internal interface task it sends an update to the agents that are 
subscribed to that task. 

 
procedure schedule_tasks() 

 while not all_internal_tasks_are_scheduled do  

   foreach � � ��� ��� ����	 
�� ������ do 

     if task_can_be_scheduled(t) then 

       determine_task_position(X) 

       if task_is_internal_interface_variable(X) then 

           update_subscribed_agents(X) 

       end  
     end  
   end   
   receive_updates() 
 end 
end 

 
 
 

function task_can_be_scheduled(X) 
 foreach �� ��� ��������������
��������� � ��� �� 
�	 � ��� � X) do 

   conditional_task �������� � � ������	 
�� ����������  
   dependent_task � ������������������ 
�� ������ ���  
   if t ����������������� 
�� ���� then 

     if not_scheduled(independent_task) then return false 

   end 
 end 
 return true 

end 

Figure 3: Pseudo code of the DFP. 

 
An example of the DisFP execution is shown in Figure 

4. At the start agent1 schedules task t1 but cannot continue 
until it gets updated on t12. Its task t2 has an incoming 
precedence constraint with t12. Agent2 also has to wait for 
the update on t12. Agent3 can schedule its task t12 and 
sends an update to agent1 and agent2. When agent1 and 
agent2 have received the update on t12, they continue to 
schedule (t2,t3) and (t5,t9) respectively. As soon as agent1 
has scheduled t2 it updates agent2. This process continues 
until all elements are scheduled. 

 

 

Figure 4. Example of the DisFP execution. 

5.3 THE DISTRIBUTED BREAKOUT 
ALGORITHM 

The implementation of the distributed breakout 
algorithm is motivated by the centralized and distributed 
breakout algorithms from Morris [10] and Yokoo [15] 
respectively. These algorithms were developed for solving 
3SAT problems, as well as for solving graph colouring 
problems. In these algorithms the conflict value of a 
variable is equal to the number of conflicts. The 
implemented conflict functions are therefore binary, either 
a conflict exists or not. In this developed breakout 



 

algorithm however, the conflict value is determined by a 
conflict evaluation function, which takes the excess of the 
conflict into consideration. For example the conflict value 
of two tasks, which have a precedence constraint conflict, 
is determined from the square of their overlapping ranges. 
Using the conflict evaluation functions, conflict 
preferences are expressed. In the project, and this is an 
observation from practice, it is preferable to accept a 
number of smaller conflicts than one big conflict. For 
example, two task pairs overlapping each other by one 
unit and creating a conflict is better then one tasks pair 
overlapping each other by 2 units. The conflict function 
expresses this preference because 12+12=2 and 22=4 
respectively.  

• Weights 

Each element variable has an associated weight vector 
),,(: rcpcdc wwworweightVect = . This weight vector 

summarizes three weights components for each constraint 
type. The weight vector is used as a multiplier for 
calculating the conflict value of the variable. Initially all 
weights are set to 1. When an agent is trapped in a local 
minimum, the corresponding weights of the conflicting 
variables and constraints are increased by 1.  

• Conflict Value 
The overall conflict value of a variable Xi is determined 

from the sum of the 3 conflict evaluation functions. 
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Where m=number of deadline constraints, n=number of 
precedence constraints and o = number of resource 
constraints of the element xi, .  rcpc wandw ~~ are the weight 

product pairs of the corresponding conflicting variables. 

• Algorithm Execution  

The breakout algorithm is executed in 5 steps, and 
repeats until the sum of conflict values of all variables is 
zero. In the first step, each agent improves all its private 
variables until no further improvement can be obtained. In 
this step, all internal interface and external interface 
variables are kept at constant positions. In the second step, 
each agent computes new positions for all of its internal 
interface variables. These new positions represent the best 
improvement steps for the internal interface variables, and 
are sent as improvement proposals to the neighbouring 
agents. 

In the third step, the agents receive the improvement 
proposals from their neighbouring agents. The incoming 
proposals represent the improved positions of the external 
interface variables. The agent compares these proposals 
with its own directly connected proposals. The proposal, 
which represents the greatest gain, wins, and the agent 
updates the relevant tasks. If his own proposal represents 
the greatest improvement, then he sends an update 
message to the agents whose variables are connected to its 
own variables. In case two proposals are equally good, the 
alphabetical order of the agents is the winning criteria. 

In the fourth step, the agents check if they are trapped 
in a local minimum by sending messages to each other. 
This is the case when they detect that none of their 
elements have moved despite existing conflicts. When this 
happens, the weight vectors of their conflicting elements 
are increased by one.  

In the fifth step, the agents evaluate their schedules and 
determine whether their newly obtained schedule is better 
than their best schedule. If this is the case, the new 
schedule replaces the best schedule. The recording of the 
best schedule is done in order to provide a schedule when 
the breakout algorithm has fallen into a local minimum, 
and must climb over a barrier. In this phase the schedule 
actually deteriorates until a new local minimum and thus a 
better schedule can be reached. The overview of the 
distributed breakout algorithm is given as a pseudo code: 

 
procedure Distributed_Breakout() 

while not schedule_is_consistent() do 
  improve_local_schedule() 

  my_proposals � � ��� ������ ����� 
���� ���������	 ��� � � ��� �  
  send_proposals_to_neighbours(my_proposals) 

while not improvement_proposal_received()    

do 
    external_proposals � ������ ���� 
�� � ��� ������� ���� 
 ��� ����������	 ��� �  
end 
update_interface_elements(my_proposal,ext_proposals)    

update_connected_agents() 

    if  conflict_value(new_schedule)<conflict_value(best_schedule)   

    then best_schedule=new_schedule 

end 
end 

IIFV – Internal Interface Variables. 

Figure 5. Pseudo code of the DB. 

6 EFFICIENCY TECHNIQUES 
After developing and implementing the basic algorithm it 
was the decision of the writer to improve the search 
efficiency of the DisBA by guiding and pruning the search 
for a new conflict minimizing positions, with a set of 
efficiency techniques. Numerous efficiency techniques, 



 

for the general CSP as well as for special CSPs, were 
intensively studied and described in the following 
literature [13],[6],[1]. Prominent techniques amongst 
those, are for example, domain-filtering techniques such 
as the enforcement of arc-consistency [7] and variable 
ordering [3].  

Although these techniques are actually developed for 
backtracking algorithms, it is proposed that they can also 
be applied for this particular DisBA.  

Besides the general efficiency techniques, there are also 
problem specific techniques for CSPs. These techniques 
can be as fruitful as the general ones. For example it is 
demonstrated that by ignoring one side of the binary 
constraints the search time can be significantly shortened. 

6.1 DOMAIN FILTERING THROUGH ARC-
CONSISTENCY 

The precedence constraints in the given problem are 
local binary constraints between two variables. Through 
enforcing arc-consistency the variable domains can be 
pruned. This works as follows. 

When the conflict value of a task ti is greater 0, 
conflict(ti) > 0, the DisBA searches for a new conflict 
minimizing position. This means that the general 
algorithm searches through all positions (all domain 
values [pstart..pfinish]) strictly from project start to project 
end, until it finds a zero-conflict position, or until it 
reaches the end. This is a massive and inefficient search 
effort. Many unrealistic positions are visited in the search, 
which could be pruned. For example, the in- and out-
going precedence constraints of a task, determine the 
upper and lower bound of the range rinitial, where task 
positions with conflict value zero can exist. It is a rational 
strategy to search in this range first.  

When the search procedure starts, the position with the 
smallest conflict value cconflict is determined. If the conflict 
value cconflict=0, the search aborts and the next task is 
considered. If the conflict value cconflict ≥0, the search 
continues in two additional ranges rleft and rright on the left 
and right side of the initial range rinitial. For further 
searches, the conflict value cconflict is used as an upper 
bound value cubound, which cuts of the search when the 
precedence constraint conflict value cpc becomes greater 
than cubound. Thus the search can be limited for the ranges 
where the precedence constraint conflict value is smaller 
than cubound . 
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Figure 6: Domain filtering through precedence constraints. 

6.2 SINGLE SIDED PRECEDENCE 
CONSTRAINTS 

Many tasks are linked to other tasks by in- and out-
going precedence constraints. When the DisBA searches a 
new conflict minimizing position for tasks, it considers all 
constraints, including the in- and out-going precedence 
constraints. If however, only the in- or out-going 
precedence constraints are considered for each task, the 
convergence times can be reduced. The following example 
illustrates this.  

 
 

t1 

t2 

t3 project start 

 

Figure 7: Single sided precedence constraints. 

 
Task t2 has a precedence constraint with t1 and t3 and 

both constraints are violated. Considering both in- and 
out-going precedence constraints, the new conflict 
minimizing position for t2 would be the original position 
exactly between t1 and t3. The new position for t1 would 
also be the original, since it is at the origin, and has no 
space to move left. t3 however, would move to a new 
position, just after t2. It is obvious that this takes many 
moves until all conflicts are resolved.  

If however, only the in-going constraints of a task are 
considered, the entire problem can be solved with only 2 
moves. For example if t2 sees only the constraint with t1, it 
would move just after t1. The same applies for t3, which 
would move behind t2.  

With this technique, the “empty” schedule space is 
much more quickly “conquered”. However, there is a 
drawback with this technique. When tasks are at the end 
of the schedule, and have no more space to “conquer”, the 
tasks behind can move to conflicting positions by ignoring 



 

the out-going precedence constraints. For tasks, which see 
the constraints as in-going precedence constraints and 
which are at the right border of the schedule, would have 
no more space to “escape”.  

Due to this problem, the single sided precedence 
constraint technique, is only used during the first 
algorithm cycles until tasks arrive at the right border of 
the schedule as explained above. 

7 RESULTS 
The distributed forward pass and the distributed 

breakout algorithm are successfully implemented. The 
methods were analysed and evaluated with three real 
scheduling problems, p1, p2, p3. These scheduling 
problems consist of 320 tasks or 640 variables. The first 
problem p1(n=320, pc=360, res=1, req=12), where 
n=no.tasks, pc= no.precedence constraints, 
res=no.resources and req=no.resource requests, is highly 
constrained through precedence constraints and includes 
very few resource constraints. The second problem 
p2(n=320,pc=10,res=8,req=475) has a high level of 
resource constraints and only a few precedence 
constraints. The third problem 
p3(n=320,pc=10,res=8,req=475) has both, a high level of 
precedence and resource constraints. 

In order to determine a benchmark, the three problems 
were firstly computed centrally, by a single agent, which 
uses the same algorithm. The time taken until a solution was 
obtained was measured. 

In the second experiment, the problems were 
distributed amongst eight agents, and the time taken until 
a solution was obtained was noted. The following table 
shows these results. 

Problem FP+B B DFP+DB DB 

p1 1s 122s 2s 457s 

p2 849s 723s 2698s 3855s 

p3 512s 1362s 1781s 5340s 

Table 1.   Evaluation table of the algorithms. 

 
The results for solving p1 and p3 show that for the 

central as well as for the distributed case, the FP/ DisFP 
significantly reduces the computation time when the 
scheduling problem is highly constrained by precedence 
constraints. However, when the problem has only resource 
constraints (p2), the FP worsens the result. This can be 
explained by the fact that the forward pass moves all 
elements to their earliest positions, and thus leads to a 
high degree of inconsistent overlaps, which require a great 
amount of improvement steps.  

When comparing the central solutions with the 
distributed solutions, the computation time in the 

distributed case is many times greater than in the central 
case. This can be explained by the extra computational 
effort, in order to represent the agents as well as the fact 
that the distributed coordination process includes an 
additional message exchange component.  

Comparing the distributed solutions with each other, it 
is evident that the easiest problem is problem p1. When 
computing with the FP the problem p2 is easier than p3. 
This result can be explained by the precedence constraints, 
which preorder the schedule and reduce the initial 
resource conflicts. Without the FP procedure, the 
computation time is generally longer and problem p3 is the 
hardest. 

After evaluating the algorithm with the 3 real life 
problems, the evaluation continued by evaluating the 
implemented efficiency techniques. For this purpose, two 
types of random problems were generated, “sparse” (SP) 
and “critical” (CP) problems. The sparse problems 
consists of n=50 tasks, pc=10 precedence constraints, 
res=1 resources and req=8 resource requests. The critical 
problems consist of CP(n=50, pc=100, res=3, req=100).  

The algorithm was tested in 4 versions, 1 without any 
efficiency techniques, 2. with domain filtering (DF) , 3. 
with single sided precedence constraints (SPC)  and 4. 
both techniques concurrently (DF+SPC). For evaluating 
the efficiency improvement through these techniques, 100 
problems of the “sparse” and “critical” type were 
generated and distributed amongst 5 agents.  The 
execution time, the number of messages, and the number 
of cycles until a solution was obtained, were measured. If 
a solution could not be obtained after 10,000 cycles, the 
execution was aborted and accounted as 10,000. 

 time(s) no. 

messages 

no. 

cycles 

1.DisBA 9.37 935.21 13.20 

2.DisBA+DF 8.42 830.73 12.11 

3.DisBA+SPC 6.55 511.01 6.82 

4.DisBA+DF+SPC 6.21 494.23 6.49 

Table 2: Evaluation table for ”sparse” problems. 
 

Table 3: Evaluation table for ”critical” problems. 

 
The results in table 2 and 3 show that the technique of 

single sided precedence constraints significantly shortens 
the average search time. This can be explained by the 

 time(s) no. 

messages 

no. 

cycles 

1.DisBA 1784 67315 1105.8 

2.DisBA+DF 1067 58315 980.32 

3.DisBA+SPC 1673 65844 1060.2 

4.DisBA+DF+SPC 1089 57930 973.43 



 

effect, that the number of local minima is reduced when 
only one side of the precedence constraint is considered. 
This technique is particularly successful for sparse 
problems, where many solutions exist and the tasks have 
enough “schedule space” to conquer. However, for dense 
problems this technique is less successful, since the tasks 
have less schedule space to conquer and the technique 
must be switched off when tasks reach the right schedule 
bounds. 

Domain filtering is also successful and reduces the 
average search time significantly. This result is 
independent of the problem type. Surprisingly, with 
domain filtering the average number of cycles was also 
reduced. This effect can be explained by the “value 
ordering” effect, which domain filtering introduces. The 
algorithm does not search monotone from pjstart to pjend but 
starts the search in the initial range rinitial.and when it 
cannot find a position with conflict value zero, it 
continues searching starting at the right bound of rinitial. 

8 CONCLUSION 
The multi-agent system was developed and the 

coordination algorithms were implemented. The combined 
DisFP and DisBA algorithms represent a good solution 
method for the given problem and with the implemented 
efficiency techniques, the average time to find a solution 
was significantly shortened. However, due to the problem 
size, the computation time for finding a solution is still too 
great. Tests were made on a real large sub problem with 
approximately 8,000 tasks, but a solution could not be 
obtained within 16 hours.  

The next steps are therefore to develop and implement 
methods, which can further speed up the search process. 
For example by introducing more parallelism in the 
search, or by using additional pruning techniques.  

Another interesting direction is to compare the 
implemented DisBA algorithm with the other discussed 
coordination methods, AWCS and PDP. It is not clear, 
which of the algorithm has the best performance for this 
particular problem. Although M.Yokoo [17] showed that 
the DisBA algorithm is most efficient for critical problem 
instances, it is not clear if the same result can be obtained 
for this problem, because this CSP was developed by a 
human, which has certainly a different structure than that 
of the synthetic random problem.  

Another critical topic, which this paper has not covered 
deals with the dynamics of the environment; for example, 
the adding and removing of variables constraints and 
agents. The writer is processing this challenge and is 
happy to discuss it further. 
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