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ABSTRACT 

This paper presents a statistical model, which associates syntactic rules 
with prosodic cues in order to help a continuous speech recognition 
system produce sentence hypotheses. The system consists of the 
sequential coupling of a standard speech recognizer and a syntactic 
parser working on lattices of hypotheses by means of a Stochastic 
Context -Free Grammar (SCFG). The prosodic/syntactic model describes 
relations between the rules of the SCFG and "prosodic vectors" extracted 
from the signal. The parser has been modified to cope with such 
prosodically enhanced rules. The output of the system is a list of 
hypotheses scored using the merged syntactic/prosodic model. 

1 Introduction 
Several systems have already been proposed for using prosody in order 

to disambiguate the output of a speech recognizer. Most of these do this by 
means of an N-gram model containing both words and prosodic labels [1,2]. 
The recognition process therefore consists of (1) producing a lattice of word 
and prosodic label hypotheses and (2) decoding the lattice with help of the 
N-gram model. 

Langlais proposed a different approach based on finding relations 
between prosody and syntactic trees, as opposed to single words or word 
lexical categories [5,6]. The major difference is the size of the groups he 
takes into account. Lexical categories apply to single words or short 
expressions and tag them with labels such as "noun", "verb", "article"... 
whereas syntactic trees describe any size of groups, from the shortest ones 
(words) to the longest (sentence). According to his work, it seems possible to 
find out the syntactic analysis of a spoken sentence without regard to its 
words, just by knowing its prosodic realizations. 

The advantage of the N-gram approach lies in its algorithmic 
feasibility. Standard algorithms can efficiently decode lattices with N-gram 
models. However, it only accounts for short-range relations between words 
and prosody, which is the common drawback of N-gram models. On the 
other hand, associating whole syntactic trees with prosody allows the study 
of long-range dependencies but cannot be achieved in a real world 
application due to the complexity of the required algorithms. 



 2

The work presented here tries to find an intermediate solution between 
the two approaches. It concentrates on using relations between prosody and 
syntax for decoding a lattice of word hypotheses by taking into account only 
syntactic rules instead of whole syntactic trees. 

The first part of this paper describes the initial system that permits the 
disambiguation of a lattice of word hypotheses with a Stochastic 
Context-Free Grammar (SCFG). The second part concentrates on the way 
prosodic vectors can be associated with the syntactic rules of the SCFG, and 
the third one on the syntactic/prosodic parsing algorithm itself. 

2 Description of the basic system 

Before describing the integration of prosody into the speech recognizer, 
let us see how the basic system looks like. It is composed of the sequential 
coupling of two main modules: standard speech recognizer and syntactic 
parser. 

2.1 Standard speech recognizer for continuous speech recognition 

Hidden Markov Models (HMMs) produce the lattice of word 
hypotheses from the signal. The system uses: 

• Mel-frequency cepstral coefficients (MFCC) along with their 
derivatives calculated every 10ms for a 30 ms frame, 

• Continuous Density HMMs of phonemes, 
• a phonetic lexicon and a language model of word bigrams; they are 

used to concatenate the phoneme models, and create a unique HMM, 
which is used to decode the signal. 

The output is a lattice of word hypotheses. Each node of the lattice is aligned 
with the signal; each edge is assigned a word. 

2.2 Syntactic parser 

2.2.1 SCFG 

The language model we use for parsing the lattice is a Stochastic 
Context-Free Grammar (SCFG). A SCFG is composed of a set of syntactic 
rules along with their probability of occurrence. The example in section 4 
uses the following grammar: 

 (R1) V → eats (1.0)    (R4) NP → the N (1.0) 
 (R2) N → cat  (0.7)    (R5) S  → NP V  (1.0) 
 (R3) N → dog  (0.3) 

V, N, NP and S are the syntactic groups of 
the grammar, and stand respectively for Verb, 
Noun, Noun Phrase and Sentence. Left-hand parts 
of the rules are always composed of one single  
symbol. The numbers in parentheses are the 
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probabilities of the rules and sum to 1 over rules with the same left-hand 
symbol. For instance, rules R2 and R3 mean that a noun in the language is 
“cat” with probability 0.7, and “dog” with probability 0.3. This grammar can 
generate the two trees of figure 2.1. 

3 Association of prosody and syntactic trees 

3.1 Prosodic features 

A set of features has to be computed for each prosodic parameter: F0 —
fundamental frequency, E — energy, and syllabic duration. The choice of 
the features has been inspired by the INTARC prototype of Verbmobil [2]. 
• F0 features: the F0 function is obtained from the voiced parts of the signal 

and interpolated on unvoiced segments by iterating linear interpolation and 
low-pass filtering (as in [7]). The interpolated F0 is decomposed into three 
components using one low-pass and two band-pass filters. These four 
functions, with their time derivatives, yield eight F0 features. 

• Energy features: Three energy features are calculated for different bands of 
the signal: nasal band (50-300 Hz), sonorant band (300-2000 Hz), and 
fricative band (2300-6000 Hz). 

• Duration: The speech recognizer outputs the phonetic alignments of each 
word in the lattice. Syllabic alignments are computed according to these 
phonetic alignments. 

3.2 Prosodic characterization of syntactic groups  

In order to find correlations between prosody and syntax, we associate 
the following features with each syntactic group appearing in a lattice: 
• F0 features at the beginning and end of the group (16 values); 
• maximum and mean value of energy features (6 values); 
• mean and maximum syllabic duration, durations of the group, of the last 

syllable of the group, of the subsequent pause (5 values). 
This leads to a 27-dimensions vector associated with each syntactic 

group (i.e. each node in a syntactic tree). 

3.3 Prosodic score of a syntactic tree 

We assume that the prosodic score of a syntactic tree is the product of 
prosodic probabilities pp(R) obtained for each rule R of the tree. 

Suppose a rule R: X→Y1...Yn appearing in the tree. The prosodic 
vectors vp(Y1), ..., vp(Yn) are associated with Y1, ..., Yn. Then pp(R) is the 
probability of producing the prosodic vectors (vp(Y1),...,vp(Yn)) with rule R. 
To compute it, we must have a database containing for each rule of the 
grammar the statistical distribution of )|)(( )( RYvpp RrhY∈ , where rh(R) is 
the right hand part of rule R. There are a finite number of rules in the SCFG 
and such a database can be built. 
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The prosodic score of a tree T is obtained by: 

∏∏
∈∈

∈ ==
TRTR

RrhY RppRYvppTpS )()|)((()( )(  

Mixtures of Gaussians whose parameters are estimated in a training 
phase model the distributions of prosodic vectors associated with the rules. 

4 Parsing with prosody 

4.1 Principle  

In order to integrate prosodic scores in the parsing process, we have to 
specify how they can be merged with syntactic scores. The merged score 
will then be used to select the best tree. 

Let us call p(P|LM) the probability of producing the prosody P 
knowing the language model LM. This can be rewritten by: 

∑
∈

⋅=
TLMT

TLMTpTPpLMPp ))|()|(()|(  

where TLM is the set of trees that the language model can produce, p(T|LM) 
is the syntactic probability of tree T, and p(P|T) is the probability of 
associating the prosody P to tree T. 

The task of recognition is to find the tree T that maximizes the 
probability of producing P from the language model LM, i.e. that maximizes 
p(P|T)⋅p(T|LM). Thus, the merged score is simply the product of the 
prosodic and syntactic probabilities. Moreover, if ps(R) is the syntactic 
probability of a rule R (as appearing in the grammar) and pp(R) is the 
probability that R produces the associated prosodic vector vp(R), we can 
estimate the product with the following formula: 

∏
∈

⋅=
TR

RpsRppLMTpTPp )()()|().|(  

4.2 Algorithm 

The algorithm for decoding a lattice of word hypotheses is as follows: 
· look at each tuple of connected edges (i.e. each partial path in the lattice); 
· for each tuple, look for the grammatical rules whose right-hand side 

matches the labels of the edges; 
· for each succeeding rule R, add an edge to the lattice, with the following 

properties : 
 · the starting node of the new edge is the first node of the tuple, 
 · its ending node is the last node of the tuple, 
 · its label is the left-hand symbol of the rule, 

 · its score is the product of the merged probability of the rule 
(pp(R)⋅ps(R)) with the scores of the edges spanned by the rule. 

If an edge with the same label already exists at that position, its score is 
updated and no new edge is created. When updating the score, the 
maximum value between the new and former score is selected; 
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· if an edge has been added, compute the prosodic vector for that edge. 

4.3 Example  

 
Figure 4.1: Lattice parsing with prosody 

Let us start the example from lattice 1 of figure 4.1. 
• The edge labeled with "cat" matches the rule N→cat. Let us 

suppose that the prosodic probability pp(R2)=p( vp(“cat”) | N→cat ) is 0.5. 
As the syntactic probability ps(R2) of rule R2 is 0.7, the merged probability 
is 0.35. The score s(N) of the new edge is the product of this merged 
probability with the score s(“cat”) of the edge “cat” (1). Then, the prosodic 
vector vp(N) is computed for the new edge. 

• The edge labeled with “dog” matches the rule R3: N→dog. Let us 
suppose that pp(R3) is 0.5. As ps(R3) is 0.3, the merged probability is 0.15. 
The score s(N) of the new edge is the product of this merged probability with 
the score s(“dog”) of the edge “dog” (1). As edge N already exists with a 
higher score, it remains unchanged. 

• The edges labeled “the” and “N” match rule R4. Let us suppose that 
the pp(R4) is 0.6. Then s(NP)= pp(R4) ⋅ ps(R4) ⋅ s(“the”).s(N) = 0.6 ⋅ 1 ⋅ 1 ⋅ 
0.35 = 0.21. Then, vp(NP) is computed for the new edge. 

• The edge labeled “eats” matches rule R1. Let us suppose that pp(R1) 
is 0.8. Then s(V)=pp(R1) ⋅ ps(R1) ⋅ s(“eats”) = 0.8 ⋅ 1 ⋅ 1 = 0.8. 

• Finally, the edges labeled “NP” and “V” match rule R5. Let us 
suppose that pp(R5) is 0.3. Then s(S)=pp(R5) ⋅ ps(R5) ⋅ s(NP) ⋅ s(V) = 0.3 ⋅ 1 
⋅ 0.21 ⋅ 0.8 = 0.0504. This leads to the final lattice of figure 4.1. 

The score associated with S is the score of the best tree that parses a 
sentence in the lattice. A backtracking process may recover this tree. 

5 Experiments 

5.1 Requirements 

In order to be tested in recognition, the system must have access to 
several databases: (1) a database of speech files to be decoded, along with 
their transcriptions, (2) a set of acoustic models coding the phonemes, (3) a 
phonetic lexicon, (4) a word bigram language model, (5) a Stochastic 
Context-Free Grammar, (6) a set of rules connecting syllables with 
phonemes and (7) a set of probability distributions of prosodic vectors 
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associated with each rule of the SCFG. Some of the databases require a 
training phase in order to set up their parameters: (a) the acoustic models of 
phonemes are trained using HTK and a set of speech files phonetically 
annotated; (b) the parameters of the word bigram language model can be 
trained from textual transcriptions of speech; (c) the parameters of the SCFG 
can be trained using a database of syntactic trees; (d) the parameters of the 
probability distributions of prosodic vectors should be trained with a set of 
speech files annotated with syntactic trees. 

The global process has four main steps: (1) the creation of MFCCs files 
computed from the speech signal; (2) the creation of lattices of word 
hypotheses using the MFCCs files, the models of phonemes, the phonetic 
lexicon and the word bigrams; (3) the decoding of lattices using the SCFG 
and the prosodic vectors distributions and (4) the comparison of the resulting 
sentences and/or trees with test transcriptions. 

6 Conclusion 
A prosodic-syntactic model has been proposed in order to help a 

continuous speech recognition system in disambiguating possible parses of a 
spoken sentence. An efficient algorithm corresponding to this model has also 
been described. By selecting only syntactically and prosodically likely 
sentences from a lattice of word hypotheses, this system should improve the 
recognition accuracy of the recognizer.  
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