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Dedicated to my teachers and mentors
Whose blood, sweat, and tears opened doors

So I may walk down this path.





In the beginning was the source code, and the source code was on gitlab, and the source code
was good.
And I wrote: “Let there be light!”

And the compiler said:

In file included from rt.h:38,
from space.c:55:

./rt/GEAR/rt.h:475:40: error: ’p’ undeclared here (not in a function)
475 | struct rt_part_data* restrict rtd = &p->rt_data;

| ^
./rt/GEAR/rt.h:478:3: error: expected identifier or ’(’ before ’for’
478 | for (int g = 0; g < RT_NGROUPS; g++) {

| ^~~
./rt/GEAR/rt.h:478:21: error: expected ’=’, ’,’, ’;’, ’asm’ or ’__attribute__’

before ’<’
token
478 | for (int g = 0; g < RT_NGROUPS; g++) {

| ^
./rt/GEAR/rt.h: In function ’rt_kick_extra’:
./rt/GEAR/rt.h:538:18: error: declaration of ’p’ shadows previous non-variable
[-Werror=shadow]
538 | struct part* p, float dt_therm, float dt_grav, float dt_hydro,

| ~~~~~~~~~~~~~^
In file included from rt.h:39:
./rt/GEAR/rt_iact.h: In function ’runner_iact_rt_inject’:
./rt/GEAR/rt_iact.h:162:15: error: declaration of ’Vinv’ shadows a global

declaration
[-Werror=shadow]
162 | const float Vinv = 1.f / pj->geometry.volume;

| ^~~~
./rt/GEAR/rt.h:475:40: error: ’p’ undeclared here (not in a function)

475 | struct rt_part_data* restrict rtd = &p->rt_data;
| ^

And the linker said:

/usr/bin/ld: swift-swift.o: in function ‘main’:
swift.c:(.text.startup+0x2de2): undefined reference to ‘rt_cross_sections_init’
collect2: error: ld returned 1 exit status

And the debugger said:

Program received signal SIGFPE, Arithmetic exception.
compute_interaction (pi=pi@entry=0x7fffffff7440, pj=pj@entry=0x7fffffff75a0,

a=a@entry=0.874422371, H=H@entry=1) at testDistance.c:45
45 runner_iact_gradient(r2, dx, pi->h, pj->h, pi, pj, a, H);

And the scheduler said:

[00000.0] scheduler.c:scheduler_ranktasks():1871: Unsatisfiable task
dependencies detected.

And I went to make another cup of coffee, for it was going to be a long night.
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Abstract

Numerical simulations have become an indispensable tool in astrophysics and cos-
mology. The constant need for higher accuracy, higher resolutions, and models of
ever-increasing sophistication and complexity drives the development of modern tools
which target largest computing systems and employ state-of-the-art numerical meth-
ods and algorithms. Hence modern tools need to be developed while keeping opti-
mization and parallelization strategies in mind from the start.
In this work, the development and implementation of Gear-RT, a radiative transfer
solver using the M1 closure in the open source code Swift, is presented, and validated
using standard tests for radiative transfer. Gear-RT is modeled after Ramses-RT (Ros-
dahl et al. (2013)) with some key differences. Firstly, while Ramses-RT uses finite
volume methods and an adaptive mesh refinement (AMR) strategy, Gear-RT employs
particles as discretization elements and solves the equations using a Finite Volume Par-
ticle Method (FVPM). Secondly, Gear-RT makes use of the task-based parallelization
strategy of Swift, which allows for optimized load balancing, increased cache effi-
ciency, asynchronous communications, and a domain decomposition based on work
rather than on data.
Gear-RT is able to perform sub-cycles of radiative transfer steps w.r.t. a single hydro-
dynamics step. Radiation requires much smaller time step sizes than hydrodynamics,
and sub-cycling permits calculations which are not strictly necessary to be skipped.
Indeed, in a test case with gravity, hydrodynamics, and radiative transfer, the sub-
cycling is able to reduce the runtime of a simulation by over 90%. Allowing only a
part of the involved physics to be sub-cycled is a contrived matter when task-based
parallelism is involved, and it required the development of a secondary time stepping
scheme parallel to the one employed for other physics. It is an entirely novel feature
in Swift.
Since Gear-RT uses a FVPM, a detailed introduction into finite volume methods and
finite volume particle methods is presented. In astrophysical literature, two FVPM
methods are written about: Hopkins (2015) have implemented one in their Gizmo

code, while the one mentioned in Ivanova et al. (2013) isn’t used to date. In this work,
I test an implementation of the Ivanova et al. (2013) version, and conclude that in its
current form, it is not suitable for use with particles which are co-moving with the
fluid, which in turn is an essential feature for cosmological simulations.
Finally, the implementation of Acacia, a new algorithm to generate dark matter halo
merger trees with the AMR code Ramses, is presented. As opposed to most available
merger tree tools, it works on the fly during the course of the N-body simulation. It
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Abstract

can track dark matter substructures individually using the index of the most bound
particles in the clump. Once a halo (or a sub-halo) merges into another one, the al-
gorithm still tracks it through the last identified most bound particle in the clump,
allowing to check at later snapshots whether the merging event was definitive. an-
other one. The performance of the method is compared using standard validation
diagnostics, demonstrating that it reaches a quality similar to the best available and
commonly used merger tree tools. As proof of concept, Acacia is used together with
a parameterized stellar-mass-to-halo-mass relation to generate a mock galaxy catalog
that shows good agreement with observational data.

Keywords: Numerical Methods – Numerical Simulations – Finite Volume Methods –
Finite Volume Particle Methods – Meshless Methods – Radiative Transfer – Parallel
Computing – Galaxies Formation – Galaxies Evolution – Merger Trees – Dark Matter
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Zusammenfassung

Numerische Simulationen sind zu einem unabdiglichen Werkzeug in Astrophysik und
Kosmologie geworden. Der beständige Bedarf nach höherer Genauigkeit, nach höherer
Auflösung, und nach Modellen mit stetig steigender Rafinesse und Komplexität treibt
die Entwicklung von modernen Werkzeugen an, welche die grössten Rechnersyste-
me anzielen und von numerischen Methoden und Algorithmen des neusten Standes
Gebrauch machen. Statt sich nur auf die Physik und die Modelle zu konzentrieren,
müssen moderne Werkzeuge von Beginn an unter Beachtung von Optimisation und
Parallelisationsstrategien entwickelt werden.
In dieser Arbeit wird die Entwicklung und Implementation von Gear-RT präsentiert,
das Strahlungsübertragung mittels der M1 Schliessung löst, und durch Standardtests
für Strahlungsübertragung validiert. Gear-RT ist nach dem Vorbild von Ramses-RT
(Rosdahl et al. (2013)) geformt, jedoch mit einigen entscheidenden Unterschieden. Er-
stents benutzt Ramses-RT Finite-Volumen-Verfahren und eine adaptive Gitterverfei-
nerungsstrategie (Adaptive Mesh Refinement, AMR), während Gear-RT Teilchen als
Diskretisationselemente einsetzt und die Gleichungen mittels eines Finite-Volumen-
Teilchen-Verfahrens (FVTV) löst. Zweitens benutzt Gear-RT die aufgabenbasierte Par-
allelisationsstrategie von Swift, welche eine optimisierte Lastbalancierung, verbesserte
Cache-Effizienz, asynchrone Kommunikationen, und eine arbeitsbasierte Domänende-
komposition statt einer datenbasierten erlaubt.
Gear-RT ist fähig Unterzyklen der Strahlungsübertragung im Bezug auf einzelne hy-
drodynamische Schritte zu tätigen. Strahlung benötigt viel kleinere Zeitschritte als
Hydrodynamik, und der Einsatz von Unterzyklen erlaubt es Schritte, welche nicht
streng nötig sind, zu überspringen. In einem Versuch mit Gravitation, Hydrodynamik,
und Strahlungsübertragung war der Einsatz von Unterzyklen imstande, die Laufzeit
der Simulation über 90% zu reduzieren. Nur einen Teil der beteiligten Physik in Un-
terzyklen zu lösen ist eine vertrackte Angelegenheit unter Anbetracht der aufgaben-
basierten Parallelisationsstrategie, und erforderte die Entwicklung einer sekundären
Zeitschrittmethode, die parallel zu der anderen (welche die restliche Physik löst) läuft.
Der Einsatz von Unterzyklen ist eine vollständig neue Funkion in Swift.
Da Gear-RT ein FVTV einsetzt, ist eine detaillierte Einführung in Finite-Volumen- und
Finite-Volumen-Teilchen-Verfahren gegeben. In der Literatur der Astrophysik wird
über zwei FVTV geschrieben: Hopkins (2015) haben eine in ihrem Gizmo Code imple-
mentiert, während diejenige, welche in Ivanova et al. (2013) erwähnt wird, bis heute
nicht benutzt wird. In dieser Arbeit teste ich eine Implementation der Ivanova et al.
(2013)-Version, und komme zum Schluss, dass es in der heutigen Form unbrauchbar
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Zusammenfassung

für den Einsatz mit Teilchen ist, welche mit dem Fluid mitbewegt werden, was von
essentieller Wichtigkeit in kosmologischen Simulationen ist.
Letztendlich wird die Implementation von Acacia, einem neuen Algorithmus um
Verschmelzungsbäume (Merger Trees) von Halos bestehend aus dunkler Materie, im
AMR Code Ramses präsentiert. Im Unterschied zu den meisten verfügbaren Merger
Tree Werkzeugen arbeitet Acacia noch während die N-Teilchen-Simulation verläuft.
Es kann Unterstrukturen von dunkler Materie durch die Indizes von den am stärksten
gebundenen Teilchen der Klumpen einzeln verfolgen. Wenn ein Halo (oder Unter-
Halo) mit einem anderen verschmilzt, wird es vom Algorithmus durch den zuletzt
als am stärksten gebunden identifizierten Teilchen weiterhin verfolgt. Dies ermöglicht
es in späteren Speicherabzügen zu prüfen, ob die Verschmelzung tatsächlich defi-
nitiv war. Die Leistung der Methode wird mittels Standardvalidationsdiagnostiken
verglichen, und zeigt, dass es vergleichbare Qualität mit den besten verfügbaren und
häufig benutzten Merger Tree Werkzeugen liefert. Als Konzeptnachweis wird Acacia

zusammen mit einer parametrisierten Stern-Masse-Zu-Halo-Masse-Beziehung einge-
setzt, um künstliche Galaxienkataloge zu erstellen, welche gute Übereinstimmung mit
observierten Daten aufweisen.
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Introduction

A particularly intriguing period of the young Universe is the Epoch of Reionization,
where the first light emitting sources begin to form and gradually ionize the neutral
gas surrounding them, eventually fully ionizing the intergalactic medium itself. Min-
utes after the Big Bang (e.g. Mo et al., 2010) the Universe cools off and is rarefied
sufficiently for primordial nucleosynthesis to begin, where protons, neutrons, helium,
and traces of other elements begin to form for the first time. As the rapid early expan-
sion of the Universe progresses, the energy and matter densities everywhere become
increasingly diluted, and the temperature of the Universe proceeds to decrease. A
couple of hundreds of thousands of years later, it has cooled off enough for the ions to
combine with the free electrons during the so-called “recombination” epoch, making
the Universe largely neutral. After recombination, since the number of free electrons
decreased steeply, the present radiation decouples from the thermodynamic equilib-
rium with matter held into place through Compton scattering, and is today observable
as the Cosmic Microwave Background (CMB, Peebles, 1993), albeit redshifted due to
the ongoing expansion to a blackbody spectrum with temperature ∼ 2.7K. The Uni-
verse then finds itself in the “Cosmic Dark Ages”, as no sources of light are present. In
the meantime, first cosmological structures begin to form rooted in tiny perturbations
and overdensities, which are observable in the CMB, in the initially homogeneous and
isotropic matter distribution. The perturbations grow under the attractive influence
of gravity, where overdensities gradually accrete matter into what will later become
massive halos of dark matter (DM), populated with clusters of galaxies.

The Epoch of Reionization begins with the Cosmic Dawn, the appearance of first
luminous sources which emit ionizing UV radiation. The first stars, so-called Pop III
stars, are metal-free and predicted to be very massive and very luminous, but short
lived with lifetimes in the order of a few Myr (e.g. Schaerer, 2002). First gravitationally
bound gas clouds are expected to form around redshift z ∼ 30− 40, while first stars
are expected a bit later, around z ∼ 30, due to the inefficient cooling channels of
the metal-free primordial gas (e.g. Glover, 2005). The early phase of the reionization
proceeds slowly, as more and more radiative sources appear and the density of the
IGM decreases through the continuous expansion of the Universe. The sources are
clustered in space, and hence reionization proceeds in a patchy fashion, with ionized
HII regions forming first around what are essentially point sources on cosmological
scales. Once the separate ionized bubbles overlap, the reionization proceeds much
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faster, as the ionizing radiation can propagate unperturbed over large regions of space
through the optically thin ionized IGM, eventually fully ionizing the entire IGM by
redshift z ∼ 6 (Robertson, 2022), around one billion years after the Big Bang.

The nature of the main drivers of Cosmic Reionization is still debated. Less massive
dwarf galaxies are more numerous than bigger and more massive galaxies, but also
less luminous. Furthermore, massive galaxies contain denser gas, which may reduce
the amount of escaped ionizing radiation because the recombination rate of the ions
is directly proportional to their number density, and thus a bigger fraction of radia-
tion is used to combat the recombination of already ionized gas. On the other hand,
more massive galaxies are more likely to contain an Active Galactic Nucleus, which is
an additional strong source of ionizing radiation. In any case, one key question with
regards to Cosmic Reionization is how much ionizing radiation escapes the galaxies
and is able to ionize and heat the IGM. Usually the amount of escaped radiation is
described as the “escape fraction” fesc. Unfortunately, this quantity is notoriously
difficult to measure observationally, calculate theoretically, and to simulate. Accu-
rate and detailed analytical predictions of the Epoch of Reionization are unthinkable
due to the sheer complexity of the problems involved. Detailed modeling of Cosmic
Reionization requires the treatment of non-linear physical processes of galaxy forma-
tion and evolution. The most notable of these processes are gravity, fluid dynamics,
star formation and stellar feedback, and, in particular with regards to the Epoch of
Reionization, radiative transfer and thermochemistry. To this end, we need to resort
to numerical simulations to solve the equations that govern the processes of struc-
ture formation and evolution. Any direct detection of the escape of ionizing Lyman
Continuum (LyC) photons from galaxies at z > 5 is impossible due to the increasing
opacity of the IGM (e.g. Inoue et al., 2014). Hence galaxies at the Epoch of Reioniza-
tion are not observable in LyC, and we have to rely on indirect measurements and on
simulations for theoretical predictions. Furthermore, simulations and the generation
of mock galaxy catalogues in the Epoch of Reionization will furthermore be necessary
to test and validate proposed indirect tracers of the ionizing photons in observations,
as direct observation is not an option. Recent simulations however face difficulties
to find agreement on the escape fraction with respect to the galaxy mass (e.g. Wise
et al., 2014; Paardekooper et al., 2015; Xu et al., 2016; Rosdahl et al., 2018; Yeh et al.,
2023) because the propagation of the ionization front in the interstellar medium (ISM)
of galaxies depends strongly on the distribution of the ionizing sources and on the
structure of the ISM itself. Both these factors are realized in simulations through sub-
grid models of star formation and stellar feedback, which can vary broadly between
models (see e.g. Rosdahl et al., 2017; Kim et al., 2016; Roca-Fàbrega et al., 2021). Fur-
thermore, stellar feedback was shown to have a pivotal role in regulating the escape
fraction (Trebitsch et al., 2017). Clearly much effort also needs to be provided from
the simulation side to tackle the mysteries of the Epoch of Reionization as well in the
upcoming years.
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In addition to the complexity of the underlying physics that needs to be solved, state-
of-the-art simulation codes need to be fast, efficient, and able to solve huge problems
on supercomputing infrastructure. The codes need to be able to incorporate sophis-
ticated models while maintaining a sufficiently high mass and spatial resolution of
the results. Simultaneously, they need to cover large enough volumes to be able to
generate statistically representative samples. As such, the underlying optimization
strategies are a vital concern for state-of-the-art simulation software, and need to be
taken into account from the very beginning of the development process.

Motivated by the expected new observational insights into the Epoch of Reioniza-
tion thanks to the recently launched James Webb Space Telescope and the upcoming
Square Kilometer Array (SKA) facility, as well as the anticipated exa-scale comput-
ing facilities in the upcoming years, the goal of my thesis was to design a radia-
tive transfer solver for the new simulation code Swift. Notably Swift employs a
task-based parallelization strategy, uses asynchronous communications, and is geared
towards making optimal use of current state-of-the-art and future supercomputing
infrastructure. Swift is an open source code and can be downloaded from https:
//gitlab.cosma.dur.ac.uk/swift/swiftsim.

The radiative transfer solver I implemented, named Gear-RT, solves the moments of
the equation of radiative transfer and the closure condition called “M1”. It is mod-
eled after the method used in the Ramses adaptive mesh refinement simulation code
(Rosdahl et al. (2013)). The major advantages of using this method are that it is a
well known and studied method, and that it scales well independently of the number
of sources of radiation in the simulation. However, contrary to the Ramses imple-
mentation, my implementation in Swift uses (Lagrangian) particles. Indeed in its
default modes, Swift utilizes particles as discrete elements. To be able to solve the
equations of radiative transfer in a similar fashion, I make use of the Finite Volume
Particle Methods (FVPM). FVPM allow to solve partial differential equations that take
the form of hyperbolic conservation laws using particles as discretization elements,
while not needing to construct a mesh to exchange fluxes between particles as is done
in e.g. moving mesh methods.

The notion of hyperbolic conservation laws and strategies for their solution using nu-
merical techniques is a core topic throughout this work. Indeed both the equations of
fluid dynamics, i.e. the Euler equations, as well as the equations of radiative transfer
and the moments thereof can be formulated as hyperbolic conservation laws. How-
ever, in general exact analytical solutions are not available, and we need to resort to
numerical methods like the finite volume and finite volume particle methods. They are
very well suited for hyperbolic conservation laws. Many discretization methods and
numerical solution strategies have been developed to date, each with its own advan-
tages and caveats. As such, finite volume methods come with a wealth of complexities
and subtleties. Since they take such a prominent role throughout this work, the first
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part of my thesis aims to establish a rudimentary overview and understanding of how
finite volume methods in the context of hyperbolic conservation laws work, and what
complexities and limitations they contain. The outline follows selected topics from
Toro (2009) and Leveque (2002). The theoretical aspects in Part I are presented along
with results of selected experiments using an extensive stand-alone didactic finite vol-
ume solver I have written, called Mesh-Hydro. Mesh-Hydro is intended as a didactic
complement to the theoretical background of finite volume methods, and to provide
future students with a working solver that can be tested, played, and experimented
with. To this end, the implementation is kept simple, a detailed documentation of
the code and the implemented equations is provided, and plenty of examples with
reference solutions are available. Mesh-Hydro is open source software and available
on https://github.com/mladenivkovic/mesh-hydro.

Using finite volumes as a fundamental building block, a detailed introduction to Finite
Volume Particle Methods, which are the ones used by Gear-RT, are given in Part II.
However, Part II focuses only on the application of FVPM on hydrodynamics. In
astrophysical literature, two FVPM methods are mentioned: Hopkins (2015) have im-
plemented one in their Gizmo code, while the one mentioned in Ivanova et al. (2013)
isn’t used to date. In this work, I test an implementation of the Ivanova et al. (2013)
version in Swift and compare the results with the implementation of the method fol-
lowing Hopkins (2015). Furthermore, a detailed discussion of the implementation of
the FVPM applied to fluid dynamics is provided, as the implementation of the radia-
tive transfer with Gear-RT is intimately coupled to the hydrodynamics.

Gear-RT and the radiative transfer is then the topic of Part III of this thesis, where a
detailed description of the method and its implementation is given.

As mentioned above, Swift makes use of a task-based parallelism strategy. In short,
that means that it splits the entire problem into any number of subsets (e.g. any num-
ber of arbitrary groups of particles). These subsets define the units of work (tasks) that
need to be completed. Alongside the tasks, conflicts and dependencies between them
need also to be defined, which ensures the correct order of execution of the tasks and
establishes which tasks may be run concurrently in any order. This strategy allows
processing units (e.g. cores of the central processing unit) to grab and work on any
tasks that are currently available. An advantage of this strategy is that it minimizes
the idle waiting time of processors because there are no global synchronization points
between all processors during a time step. Furthermore, MPI communications can be
run using asynchronous calls while processors can keep busy with other work until
the MPI messages arrive. A caveat of the method is however that all the underlying
tasks, dependencies, and conflicts need to be defined and implemented manually by
the developers first. This implementation is prone to logical errors, as many special
and corner cases may occur during a simulation that require additional attention and
are near impossible to predict. A further complication is that the exact order of execu-
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tion of the tasks is in general not reproducible between any two runs using multiple
processors. The complexity to define dependencies and conflicts correctly in a way
that covers all possible corner cases combined with the non-reproducible nature of
the execution make the development of the additional tasking system very tricky and
time consuming. The tasks and dependencies required for a moment-based radia-
tive transfer solver are now in place in Swift, and have been fully tested extensively
and rigorously. Any future radiative transfer solvers for Swift will make use of the
infrastructure I implemented, allowing developers to focus on the physical aspects
of the problem rather than computational ones. While the essentials of task-based
parallelism and its application for hydrodynamics in Swift is discussed in Part II,
the additional tasks and dependencies required for radiative transfer are described in
Part III.

A significant effort during my thesis was dedicated to the additional implementation
to allow Swift to “sub-cycle” the radiative transfer integration step with respect to
a hydrodynamics integration step. The maximally allowable time step size is deter-
mined by the so-called “CFL” stability condition, which depends on the propagation
velocity of the conserved quantity. When comparing the highest occurring gas veloc-
ities to the propagation velocity of radiation, the speed of light, they will be several
orders of magnitude lower, thus making the maximal radiation time steps several or-
ders of magnitude lower than the hydrodynamic ones. The core idea of sub-cycling
is to then integrate a (high) number of radiation time steps during a single hydrody-
namics time step, and in this way omit all the needlessly performed hydrodynamics
integrations we would have to do otherwise. This required to completely decouple
the radiative transfer module in SWIFT from the hydrodynamics, and add a second
independent internal time integration engine to be able to execute the radiative trans-
fer sub-cycles correctly. The sub-cycling scheme still allows for particles to have in-
dividual independent time step sizes, which are determined by the local state and
environment of the particles as opposed to some global criterion. The sub-cycling is
a completely novel feature in Swift, and has been rigorously tested. While currently
only the radiative transfer can be sub-cycled, the algorithm can also be extended for
any other physics that might require it. As for performance, in idealized tests with
hydrodynamics, self-gravity, and radiative transfer, the sub-cycling is able to reduce
the time-to-solution by over 90%. A publication of the sub-cycling scheme is currently
in preparation. The sub-cycling scheme is also discussed in Part III.

Beside the main part of my thesis, some effort was directed towards completing Aca-
cia, a novel method to create on-the-fly merger trees in the Ramses code, which consti-
tutes the final Part IV of this thesis. It can track dark matter substructures individually
using the index of the most bound particle in the clump. Once a halo (or a sub-halo)
merges into another one, the algorithm still tracks it through the last identified most
bound particle in the clump, allowing to check at later snapshots whether the merging
event was definitive, or whether it was only temporary, with the clump only traversing
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another one. The same technique can be used to track orphan galaxies that are not
assigned to a parent clump any more because the clump dissolved due to numerical
overmerging. At the time of first submission, Ramses was the only publicly available
simulation code which was able to create merger trees on-the-fly. A paper describing
and testing Acacia is now published. The Ramses code is also publicly available and
can be downloaded from https://bitbucket.org/rteyssie/ramses/.
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1. Introduction

Conservation laws take a prominent role in physics. They pop up everywhere where
some conserved quantity evolves dynamically, i.e. has fluxes, and allow us to estab-
lish a formal description of physical systems. Conserved quantities themselves are
beloved for the same reason, and it helps that there is no scarcity of them. In fact,
the Noether theorem (Noether, 1918) states that for each symmetry of action of a sys-
tem, a conserved quantity (and a corresponding conservation law) can be found. For
example, time invariant systems conserve energy, translationally invariant systems
conserve momentum, and rotationally invariant systems conserve angular momen-
tum. Some concrete examples of conservation laws are the charge conservation in
electrical currents, the Jeans equations, the heat flow in an uniform rod, the traffic
flow equation, and the shallow water equations. In this part of the thesis, I will fo-
cus mainly on two sets of conservation laws: The first are the equations of linear
advection, whose simple form allows to find exact solutions for many problems aris-
ing in numerical methods which solve conservation laws, such as the finite volume
methods. The second set that will be a major focus in this Part of this work are the
Euler equations, which describe the mass, momentum, and energy conservation of an
ideal fluid. While the linear advection equation in this Part will mostly be used as
a model and example for a conservation law, the solution of Euler equations consti-
tutes an essential building block for simulations of astrophysical systems. Details of
the linear advection equation and the Euler equations are discussed in the subsequent
sections. Finally, in Part III the moments of the equations of radiative transfer, which
also take form of a hyperbolic conservation law, are discussed and solved. This part
of the work aims to establish a rudimentary overview and understanding of how fi-
nite volume methods in the context of hyperbolic conservation laws work, and what
complexities and limitations they contain. The outline follows selected topics from
Toro (2009) and Leveque (2002). The content won’t be reserved to only theory and
equations though - where applicable, actual results from simulations using the Mesh-
Hydro code are shown and discussed. Mesh-Hydro is a code that I have developed
in scope of this work to serve as a simple didactical tool. It was created to solve linear
advection as well as the Euler equations using various Riemann solvers, slope and flux
limiters, integration schemes, and even external source terms. Furthermore, it is ex-
tensively documented, it contains a range of ready-to-run examples, and comes with
a suite of visualization and analysis tools written in Python 3. It is however limited
to discretizing space in a regular grid only, and only in one or two dimensions. It
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is also not parallelized at all. Mesh-Hydro is open source software and available on
https://github.com/mladenivkovic/mesh-hydro.
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2. Hyperbolic Conservation Laws

First, let’s get a little more concrete. Formally, conservation laws are systems of partial
differential equations (PDEs) that can be written in the form

∂

∂t
U+

∂

∂x
F(U) = 0 (2.1)

with U =


u1

u2
...
um

 , F =


f1

f2
...
fm

 (2.2)

where U is called the vector of conserved states, and F is the vector of fluxes, and
in general is a function of the state vector. This definition of conservation laws is
valid for one spatial dimension. However, the extension to multiple dimensions is
straightforward: Instead of being a vector, the flux becomes a tensor, and the partial
spatial derivative is a divergence operator instead.

A PDE of the form

∂

∂t
U+A

∂

∂x
U+B = 0 (2.3)

with U =


u1

u2
...

um

 , B =


b1

b2
...

bm

 , A =

 a11 . . . a1m
...

. . .
...

am1 . . . amm

 (2.4)

is called

• linear with constant coefficients if aij = const. and bi = const.

• linear with variable coefficients if aij = aij(x, t) and bi = bi(x, t) or B = α + βU

• quasi-linear if A = A(U)

• homogeneous if B = 0
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A conservation laws like 2.2 can be written in homogeneous quasi-linear form:

∂U

∂t
+

∂F
∂x

= 0 =
∂U

∂t
+

∂F

∂U

∂U
∂x

=
∂U
∂t

+A(U)
∂U
∂x

(2.5)

where A is the Jacobian matrix of the flux function F(U) and has the elements aij =
∂ fi
∂uj

.

Furthermore, a conservation law 2.2 is said to be hyperbolic at a point (x, t) if A

has m real eigenvalues λ1, ..., λm and a corresponding set of m linearly independent
right eigenvectors K(1), ..., K(m). If the λi are all distinct, the system is called strictly
hyperbolic. The fact that the conservation laws under consideration are hyperbolic,
i.e. have m eigenvalues and linearly independent eigenvectors, is a crucial element for
the construction of the numerical solution strategy using finite volume methods.

As mentioned before, this part of the work will focus on the linear advection equation
and the Euler equation which govern ideal gases. The linear advection equation in its
general, time-dependent form in three dimensions is given by:

∂

∂t
u+ a(x, t)

∂

∂x
u+ b(x, t)

∂

∂y
u+ c(x, t)

∂

∂z
u = 0 . (2.6)

If the coefficiens are sufficiently smooth (i.e. differentiable), it can be expressed as a
conservation law with source terms:

∂

∂t
u+

∂

∂x
(au) +

∂

∂y
(bu) +

∂

∂z
(cu) = u

(
∂

∂x
a +

∂

∂y
b +

∂

∂z
c
)

. (2.7)

In its simplest form, which is also the form that will be made heavy use of in this
work, we only consider one dimension and a constant coefficient a:

∂

∂t
u+ a

∂

∂x
u = 0 (2.8)

The Euler equations are given by:

12



∂

∂t

 ρ

ρv
E

+∇ ·

 ρv
ρv⊗ v + p
(E + p)v

 =

 0
ρa

ρav

 (2.9)

where

• ρ is the fluid density

• v = (v1, v2, v3)T is the fluid velocity at a given point. This is the mean or bulk
velocity of the fluid, not the velocity of individual particles that compose the
fluid.

• p is the pressure

• E is the specific energy. E = 1
2 ρv2 + ρu, with u being the specific internal thermal

energy.

• a is an acceleration due to some external force.

The outer product · ⊗ · gives the following tensor:

(v⊗ v)ij = vivj (2.10)

Furthermore, for ideal gases, we have the equation of state:

p = nkBT ideal gas law (2.11)

(2.12)

which can also be written as:

u =
1

γ− 1
p
ρ

(2.13)

and the following relations:

cs =

√
∂p
∂ρ

∣∣∣∣
s
=

√
γp
ρ

sound speed of the gas (2.14)

s = cV ln
(

p
ργ

)
+ s0 entropy (2.15)

p = Cργ entropy relation for smooth flow, i.e. no shocks (2.16)
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where

• n is the number density of the gas

• kB is the Boltzmann constant

• T is the temperature

• s is the entropy

• γ is the adiabatic index

• cV is the specific heat capacity at constant volume

In 1D, we can write the Euler equations without source terms (a = 0) and dropping
the index 1 from the velocity term v1 as:

∂

∂t

 ρ

ρv
E

+
∂

∂x

 ρv
ρv2 + p
(E + p)v

 = 0 . (2.17)
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3. The Riemann Problem and Riemann
Solvers

3.1. The Riemann Problem and Solution Strategy

At the heart of finite volume fluid dynamics is the solution to a specific initial value
problem (IVP) called the “Riemann problem”, as we will see shortly. First, let us define
the Riemann problem: For a hyperbolic system of conservation laws of the form

∂U

∂t
+

∂F(U)

∂x
= 0 (3.1)

the Riemann problem is defined as

U(x, t = 0) =

{
UL if x < 0

UR if x > 0
(3.2)

which is shown in Figure 3.1.

0
x

t

UL UR

Figure 3.1. The Riemann Initial Value Problem (IVP) in 1D. Two constant initial states, UL and
UR, are initially separated at x = 0.
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In finite volume methods, the fluid (or rather, the conserved quantities) will be dis-
cretized in space by splitting the entire volume into a number of cells (sub-volumes of
finite size), each covering a small fraction of the total volume. Each cell will also keep
track of the states U within their own volume individually. The Riemann problem
and the solution thereof enters the game once we look at what the situation between
two adjacent cells is: If we call one of the two adjacent cells “the left one” and the
other “the right one”, then we have exactly the Riemann problem again: Setting x = 0
at the interface between two cells, then the state of the left cell constitutes UL, while
the state of the right cell provides UR for the Riemann problem. So in order to evolve
the simulation in time, we need the solution of this Riemann problem in time. In this
chapter, the solution strategies for the Riemann problem are discussed. It begins with
the simple case of the linear advection equation with constant coefficients (eq. 2.8),
and builds up over linear hyperbolic systems all the way to hyperbolic conservation
laws. Later, in Chapter 4, we will make use of the Riemann solvers introduced in
this Chapter to obtain a numerical method to evolve the Euler equations for arbitrary
initial conditions over any desired interval of time.

3.1.1. The Riemann Problem For The Linear Advection Equation With
Constant Coefficients

The solution to the Riemann problem for the linear advection equation with constant
coefficients (eq. 2.8) is somewhat trivial because the equation has an analytical solution
valid for all t ≥ 0 which is also quite simple:

u(x, t) = u(x− at, 0) . (3.3)

This is easily verified by applying the chain rule:

∂

∂t
u(t) =

∂u

∂x
∂(x− at)

∂t
= −a

∂

∂x
u (3.4)

which satisfies eq. 2.8. Effectively, this means that the solution at a time t > 0 is just
the initial function u0(x) = u(x, t = 0) transported (or rather: advected) to the position
x = x0 + at. The solution is illustrated in Fig. 3.2.
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0 20 40 60 80 100

x

u
(x
,t

)

t = 0

t = 2

t = 6

Figure 3.2. The analytical solution to the linear advection equation with constant coefficients
(eq. 2.8) with a = 10 in arbitrary units. The initial function u0(x) = u(x, t = 0) is
transported (or rather: advected) to the position x = x0 + at.

This simple case offers a good opportunity to introduce the notion of characteristics,
which will be used in more complex cases as well. Characteristics may be defined as
curves x = x(t) in the x-t plane along which the PDE becomes an ordinary differential
equation (ODE). Consider the parametrizaton x = x(t), which makes u = u(x(t), t).
Then the total derivative of u w.r.t. time is given by:

du
dt

=
∂u

∂t
+

dx
dt

∂u

∂x
. (3.5)

If now dx
dt = a, it follows that

du
dt

=
∂u

∂t
+ a

∂u

∂x
= 0 (3.6)

where the second equality follows from the definition of the linear advection equation.
The more interesting part of this equation is that it gives du

dt = 0 along the curve
x = x(t): it means that along the characteristic curve which satisfies dx

dt = a, u is
constant. On the x− t plane, a determines the slope of the characteristic. For constant
coefficients a, all characteristics are parallel. To determine the solution at some (x, t >
0), all we need to do is follow the characteristic that goes through that point back to
t = 0.

Coming back to the Riemann problem for linear advection equations with constant
coefficients, it can explicitly be written as:
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∂

∂t
u+ a

∂

∂x
u = 0 (3.7)

u(x, 0) = u0(x) =

{
uL if x < 0

uR if x > 0
(3.8)

This IVP is illustrated in Fig. 3.3. Using the general solution 3.3, it follows that the
solution for the Riemann problem is given by:

u(x, t) = u0(x− at) =

{
uL if x− at < 0

uR if x− at > 0
(3.9)

which is illustrated in Fig. 3.3. In other words: The two initial states uL and uR will
be separated on the x− t plane by the characteristic that satisfies dx

dt = a.

0

x

u0(x)

uL

uR

0

x

t

uL
uR

x− at = 0
characteristic

Figure 3.3. Left: The initial Riemann problem for the linear advection equation with constant
coefficients. Right: The solution to the Riemann problem. For t > 0, the two initial
states uL and uR will be separated by the x− at = 0 characteristic.

3.1.2. The Riemann Problem For Linear Hyperbolic Systems

Let’s now extend the analysis to linear hyperbolic systems, i.e. sets of m hyperbolic
PDEs of the form

∂

∂t
U+A

∂

∂x
U = 0 (3.10)
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with A = const. By definition of a hyperbolic system, A has m real eigenvalues
λi and m linearly independent eigenvectors Ki. This allows A to be expressed in
diagonalized form, i.e. in terms of a diagonal matrix Λ and the matrix K:

A = K Λ K−1 or Λ = K−1AK (3.11)

where Λ is a diagonal matrix whose diagonal elements are the eigenvalues λi, and K

is the matrix whose columns K(i) are the right eigenvectors Ki of A corresponding to
the eigenvalues λi. To make use of K, we first note that since A is constant, K must
be too, and therefore ∂

∂tK = ∂
∂xK = 0.

By defining

W = K−1U or U = KW (3.12)

we can write eq. 3.10 as

K
∂

∂t
W+AK

∂

∂x
W = 0 (3.13)

Applying K−1 from the left on the entire equation gives us a neat result:

K−1K
∂

∂t
W+K−1AK

∂

∂x
W =

∂

∂t
W+ Λ

∂

∂x
W = 0 (3.14)

Eq. 3.14 is called the canonical or characteristic form of the system. In this form, the
system is decoupled: Recall that Λ is a diagonal matrix, and hence the i-th PDE of the
system is given by

∂

∂t
wi + λi

∂

∂x
wi = 0 i = 1, . . . , m (3.15)

and in this form is identical to the linear advection equation with constant coefficients,
for which we have a solution. The characteristic speed is now λi, and the characteristic
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curves need to satisfy dx
dt = λi. So we have effectively transformed a system of m

coupled PDEs into a system of m independent linear advection equation with constant
coefficients.

In order to obtain the solution in terms of the original variables U, the transformation

U(x, t) = KW(x, t) (3.16)

or component-wise

Uj(x, t) =
m

∑
i
wi(x, t)Kij (3.17)

must be calculated. The solution for t > 0 is then given by applying the characteristic
solution:

Uj(x, t) =
m

∑
i
wi(x, t)Kij =

m

∑
i
wi(x− λit, t = 0)Kij (3.18)

So given a point (x, t) on the x − t plane, the solution U(x, t) at this point depends
again only on the initial data. However, contrary to the linear advection equation with
constant coefficients, this time we were dealing with a system of m equations, and
so it is natural that the solution at a point (x, t) depends on m points of the initial
data, or more precisely the points x(i)0 = x − λit. These are the intersections of the
characteristics with velocities λi with the x-axis. The solution for U(x, t) can be seen
as the superposition of m waves, each of which is advected independently and without
change in shape due to the constraint that A = const. The i-th wave has the shape
wi(t = 0)K(i) and speed λi.

Let us now formulate the solution for the Riemann problem for linear hyperbolic
systems, which is given by:

∂

∂t
U+A

∂

∂x
U = 0 (3.19)
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U(x, 0) = U(0)(x) =

{
UL if x < 0

UR if x > 0
(3.20)

λ1

λ2

λm

0
x

t

UL UR

Figure 3.4. The structure of the solution of the Riemann problem for linear hyperbolic systems.
For each of the m eigenvalues λi of the problem a characteristic with speed λi will
form a jump discontinuity between two states.

If we assume that the system is strictly hyperbolic, we can index the eigenvalues λi

such that λ1 < λ2 < . . . < λm. The structure of the solution consists of m waves
emanating from the origin, one for each eigenvalue λi (see Fig. 3.4). Waves for which
λi > 0 will advect the component wi,L = ∑j K

−1
ij UL,j into regions where x > 0 and

where the initial state was UR, while waves for which λi < 0 will advect the compo-
nent wi,R = ∑j K

−1
ij UR,j into regions where x < 0 and where the initial state was UL.

To find a precise expression for the general solution, we can make use of the fact that
the eigenvectors K(i) are linearly independent, meaning that we can express any state
U = ∑m

i γiK(i) as linear combinations of the eigenvectors. That allows us to define

UL =
m

∑
i

αiK(i) and UR =
m

∑
i

βiK(i) (3.21)

From the general solution, we know that U(x, t) = ∑i wiK(i) with

wi(x, t) = wi(x− λit, 0) =

{
αi if x− λit < 0

βi if x− λit > 0
(3.22)

Alternatively, it can be rewritten by defining the index I for any given point (x, t) such
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3. The Riemann Problem and Riemann Solvers

that the eigenvalues λI ≤ x
t < λI+1, i.e. x− λit > 0 ∀i ≤ I. Then the solution is given

by

U(x, t) =
m

∑
i=I+1

αiK(i) +
I

∑
i=1

βiK(i) (3.23)

3.1.3. The Riemann Problem For Hyperbolic Conservation Laws

Finally, let’s look into the Riemann problem for hyperbolic conservation laws, whose
solution we will require to construct numerical methods to solve fluid dynamics and
radiative transfer. For simplicity, let’s consider only a single equation instead of an
entire system of equations to start with, i.e.

∂

∂t
u+

∂

∂x
f(u) = 0 (3.24)

which can also be written in the form

∂

∂t
u+ α(u)

∂

∂x
u = 0 (3.25)

where α(u) = ∂f
∂u is not constant any longer, but a function of u. We can once again

apply the method of characteristics and set dx
dt = α(u), giving us

du
dt

=
∂

∂t
u+ α(u)

∂

∂x
u = 0 (3.26)

Just like in the previous cases, u is constant along these characteristics. Even though
the characteristic speeds α(u) depend on the state u, given that u is constant along the
characteristic, characteristic speeds themselves are constant as well. Therefore, once
again the characteristic curves are straight lines. However, they aren’t identical over
all x any more, and the translation distorts the the initial function as time evolves.
This is a distinguishing feature of non-linear problems. To illustrate why and how
the complications arise, let’s consider a concrete example of a conservation law: The
(inviscid) Burgers equation, given by:

22



3.1. The Riemann Problem and Solution Strategy

∂

∂x
u+ u

∂

∂x
u = 0 (3.27)

which has characteristic speeds α(u) = u. The Burgers equation can be obtained from
the momentum equation of the Euler equations and the additional assumption that the
fluid density (and therefore also pressure) variations are negligible. Figure 3.5 shows
an example of some initial state u(x, t = 0) on the left side, and the corresponding
characteristic lines on the right. The complications are evident: The characteristics
can now fan out and diverge in so-called “expansive regions” as is the case around
x ∼ 20 in Figure 3.5. Or they can get narrower and steeper as time evolves in so-called
“compressive regions”, as is happens around x ∼ 50 and x ∼ 90 in Figure 3.5. This
steepening, called “wave steepening”, results in the characteristics eventually inter-
secting, at which point our solution breaks down: there is no single-valued solution
any longer. The initial u should be constant along their characteristics, but that can-
not be the case at the point of an intersection, where they are supposed two have
more than one value simultaneously. And we know for a fact that the two intersect-
ing characteristics must stem from two different initial values u, because the slope of
the characteristics is α(u). In order for characteristics to intersect, the slopes can’t be
equal, otherwise the characteristics would be parallel and never intersect.

In general, expansive regions can be found in regions where ∂
∂x α(u) > 0, while com-

pressive regions are regions where initially ∂
∂x α(u) > 0. In regions of constant charac-

teristic speeds ∂
∂x α(u) = 0, the solution is the same as for linear hyperbolic systems.
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0.0
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Figure 3.5. Left: Some initial conditions u0(x, t = 0) for the Burgers’ equation (3.27). Right:
The corresponding characteristics that satisfy dx

dt = u. All units are arbitrary.

There are two approaches to deal with this occurrence. One option is to modify the
equation (and the physical system) that is being solved to not allow wave steepening,
e.g. by introducing a “viscous” or diffusive term that is proportional to the second
derivative of u w.r.t. x. This term will then have the exact opposite, wave-easing,
effect: as the wave steepens, ∂

∂xu increases, and so does ∂2

∂x2u, having a proportionally
stronger effect in the opposite direction of the steepening, and counteracting it in this
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manner.

The other alternative is to stick to the inviscid equation, but to allow for discontinuous
solutions, i.e. shocks, to be formed as a process of increasing compression. The states
left and right of the shock wave are then determined “as usual” by the method of
characteristics, while the shock wave itself is modeled as a jump discontinuity at the
points where the characteristics intersect. To illustrate this approach, the shape of the
solution for a Riemann problem for the Burgers equation is depicted in Fig. 3.6.

0
x

u0(x)

uL

uR

0
x

t

0
x

t

Figure 3.6. Left: A shock generating Riemann problem initial conditions u0(x) for the inviscid
Burgers equation (3.27). Middle: The corresponding characteristics. Right: The
resulting shock wave (in red), which is a jump discontinuity.

Modeling a shock wave as a jump discontinuity is all good and well, but an important
question remains: What is the velocity of the shock wave going to be? To answer this
question we need to resort to using the integral form of conservation laws, so we can
deal with the discontinuity in an appropriate manner. The integral form is given by
integrating the entire conservation law equation (eq. 2.2) over both a space interval
x ∈ [x0, x1] and time interval t ∈ [t0, t1]:

x1∫
x0

t1∫
t0

[
∂

∂t
U+

∂

∂x
F

]
dxdt = 0 . (3.28)

The right hand side equality is trivially satisfied by virtue of the integrand, eq. 2.2,
always satisfying it. We can immediately deal away with the partial derivatives:

x1∫
x0

t1∫
t0

[
∂

∂t
U+

∂

∂x
F

]
dxdt =

x1∫
x0

[U(x, t1)−U(x, t0)]dx +

t1∫
t0

[F(x1, t)−F(x0, t)]dt .

(3.29)

24



3.1. The Riemann Problem and Solution Strategy

To determine the shock speed S, consider a solution U(x, t) such that U(x, t) and
F(x, t) are continuous everywhere except on a line S = S(t) on the x− t plane. Across
this line, U(x, t) has a jump discontinuity. Let us refer to states and fluxes “left” of
S(t), i.e. where x < S(t), as UL and FL. Similarly, let the states and fluxes to the
“right”, i.e. where x > S(t), be UR and FR. Furthermore, select two points in space,
x0 and x1 with x0 < x1, and two points in time, t0 and t1 with t0 < t1, such that both
points (x0, t0) and (x1, t1) coincide with the shock wave S(t) on the x − t plane, and
consequently the position of the shock can be inferred by x1 = x0 + S(t1 − t0). This
situation is illustrated in Figure 3.7.

x

t

UL,
FL = F(UL)

UR,
FR = F(UR)

S

x0 x1

t0

t1

Figure 3.7. Setup to derive the Rankine-Hugeniot conditions with a constant left state UL and
flux FL and a right state UR and corresponding flux FR, which are separated by a
jump discontinuity which propagates at constant velocity S.

If the shock is indeed infinitely thin, the states UL,R are homogeneous over space, and
the fluxes FL,R are homogeneous over time, then we can see that

U(t1, x) = UL U(t0, x) = UR ∀x ∈ [x0, x1] (3.30)

F(t, x1) = FR F(t, x0) = FL ∀t ∈ [t0, t1] (3.31)

using these relations, the integral 3.29 is easily solved:
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x1∫
x0

[U(x, t1)−U(x, t0)]dx +

t1∫
t0

[F(x1, t)−F(x0, t)]dt = (3.32)

x1∫
x0

U(x, t1)dx−
x1∫

x0

U(x, t0)dx +

t1∫
t0

F(x1, t)dt−
t1∫

t0

F(x0, t)dt = (3.33)

x1∫
x0

ULdx−
x1∫

x0

URdx +

t1∫
t0

FRdt−
t1∫

t0

FLdt = (3.34)

− (UR −UL)(x1 − x0) + (FR −FL)(t1 − t0) = 0 (3.35)

which finally leads to

FR −FL =
x1 − x0

t1 − t0
(UR −UL) (3.36)

= S (UR −UL) (3.37)

Expression 3.37 is called the Rankine-Hugeniot conditions, which gives us the shock
propagation speed S as well as a relation between states and fluxes across discontinu-
ities.

Requirements For Physically Meaningful Shocks and Rarefaction Waves

An additional point needs to be made for shocks in order for them to be physical
solutions: They need to arise from compressive regions. Following the sketch in Fig-
ure 3.7, that translates to the condition that the characteristic speeds αL and αR must
obey αL > αR, i.e. they must converge into the discontinuity. This condition is called
the “entropy condition”. The inverse case, where αL < αR for two states UL and UR

separated by a jump discontinuity, is mathematically permissible, but physically non-
sensical: In case of these “rarefaction shocks” characteristics diverge from the discon-
tinuity. Given that the characteristics carry information about the state they emanate
from, this would mean that new information must be generated out of nowhere along
the discontinuity to be carried. This is an entropy violating condition, as in the case
of gas dynamics, it contradicts the second law of thermodynamics. The second law of
thermodynamics states that the entropy of a system must be non-decreasing. This is
the case for compressive shocks, across which the entropy of a system increases. Since
the entropy at each point can be computed as a function of pressure and density (see
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eq. 2.15), and it increases for compressive shocks, it follows that for the case of rar-
efaction shocks, where the inverse behavior to compressive shocks occurs, the entropy
must decrease. This is an unphysical solution.

Furthermore, the rarefaction shock solution is unstable under small perturbations, in
the sense that small perturbations of the initial data lead to large changes in the solu-
tion. To demonstrate that point, let’s modify the initial conditions from a rarefaction
generating Riemann problem, i.e. from two constant states uL and uR with diverging
characteristics. Take two points xL and xR, which are separated by some distance ∆x.
Then let the states with x < xL be constant and called uL, the states with x > xR be
constant and called uR, while the state in the intermediate region ∆x between them
increase linearly between uL and uR, i.e.

u0(x) =


uL if x ≤ xL

uL + (uR − uL)
x−xL

xR−xL
if xL < x < xR

uR if x ≥ xR

(3.38)

x

u0

xL xR

uL

uR

x

t

xL xR

Figure 3.8. Left: The initial conditions described by eq. 3.38, in arbitrary units. Right: The cor-
responding characteristics. The two outermost characteristics of the intermediate
region xL < x < xR are highlighted: The tail of the rarefaction wave is in red, while
the head is in blue.

These initial states and the corresponding characteristics (assuming once again the
inviscid Burgers’ equation for simplicity) are shown in Fig. 3.8. Two special character-
istics at the outer edges of the intermediate region can be identified, namely the ones
that overlap with the characteristics of the outer constant regions. Assuming a convex
flux, i.e. ∂

∂x α(u) > 0 (as is done in Fig. 3.8), larger values of u propagate faster that
lower values, hence the characteristics of uR propagate faster than those of uL. The
rightmost characteristic of the intermediate region will have the same propagation
speed as the right constant region, i.e. satisfy x = xR + α(uR)t. This wave is called
the head of the rarefaction wave, which is marked blue in Figure 3.8. Similarly, the
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leftmost characteristic satisfies x = xL + α(uL)t, and is called the tail of the rarefaction
wave, marked in red in Figure 3.8. As for all the other characteristics between the head
and the tail, a region called the “rarefaction fan”, mathematically they pose no new
problem. There are no intersections nor undefined regions there. It’s true that they
diverge, but every point (x, t) enclosed by the head and the tail characteristics can still
be solved by tracing back the characteristics to the initial time, just as for linear hy-
perbolic systems. A major difference to linear systems however remains the fact that
the propagation velocities aren’t identical across the intermediate section: The closer
we are to the right state uR as seen from the inside of the fan, the higher α(uR) will
be, and the initial state will transform over time. The result is a smooth transition
between the initial left and right state inside the fan enclosed by the head and the tail
of the rarefaction wave. The faster characteristics will cover a smaller “volume” of the
fan, and as time evolves, an increasing fraction of the rarefaction fan will be closer in
value to uL than uR. The full solution is given by

u(x, t) =


uL if x−xL

t ≤ αL

u0(x− αIt) if αL < x
t < αR with αI =

x−xL
t

uR if x−xL
t ≥ αR

(3.39)

This full solution shows how the “rarefaction shock” solution is unstable: The initial
separation ∆x = xR − xL has no influence in the solution 3.39. It can as well be set to
zero, which is the identical setup where a rarefaction shock is a mathematically per-
missible solution. In fact, taking the limit ∆x → 0 and setting the initial discontinuity
at xL = xR = 0 leads to what is called a “centered rarefaction wave” with the solution

u(x, t) =


uL if x

t ≤ αL

αI =
x−xL

t if αL < x
t < αR

uR if x
t ≥ αR

(3.40)

For any small perturbation however, e.g. any small nonzero ∆x, the rarefaction shock
isn’t a permissible solution any longer, while solution 3.39 is still valid. But solu-
tion 3.39 is fundamentally different from the rarefaction shock solution, and therefore
a small perturbation leads to a very different results for rarefaction shocks, making
them an unstable solution.

The attentive reader will have noticed that the exact solution inside the rarefaction
fan, where αL < x

t < αR, has not been provided in eq. 3.40 for the centered rarefaction
wave. The reason is that a general solution valid for any conservation law is not
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readily available, and it will depend on the conservation law at hand which is being
solved. However, given the previous derivation with an intermediate region ∆x, an
observation can be made: At x = t = 0, the point of the initial discontinuity for the
centered rarefaction wave, the initial state u0(0) must take on all values between uL

and uR, with the corresponding interval of propagation velocities αL, αR.

Contact Waves

Aside from shocks and rarefaction waves, there is a third class of waves that can arise.
These waves are somewhat similar to shock waves in that they are also a jump discon-
tinuity separating two states. The difference lies in the properties of the eigenvalues
and eigenvectors. 1 A λi(U)-characteristic field is said to be linearly degenerate if

∇λi(U) ·K(i)(U) = 0 (3.41)

for all real-valued vectors U. For a linearly degenerate λi-characteristic field, should
two initially constant left and right states uL and uR have the same propagation ve-
locities of characteristics, then so-called “contact discontinuities” occur. Their char-
acteristics are parallel on the x − t plane, and the solution is simply that the contact
discontinuity propagates with the same characteristic speed as uL and uR. Left and
right of the discontinuity are the original states uL and uR. A simple example of such a
contact discontinuity wave is given with the linear advection with constant coefficients
(eq. 2.8): The eigenvalues of the Jacobian matrix are λi(U) = const. , and so ∇λi = 0
is trivially satisfied. The solution (shown in Figure 3.2) is a translation of the initial
state with a constant velocity and without changing the original shape. The same is
the case for the contact discontinuities.

Solution Strategy For The Riemann Problem For Hyperbolic Conservation Laws

With the three possible wave types discussed, we can now look at a solution strategy
for a Riemann problem for non-linear hyperbolic conservation laws. The Riemann
problem is given by the m×m system with initial data UL and UR:

1In contrast to contact discontinuities, one of the defining properties of shock waves is that they only
occur in so-called genuinely nonlinear fields, which are defined by

∇λi(U) ·K(i)(U) 6= 0 ∀U
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∂

∂t
U+

∂

∂x
F(U) = 0 (3.42)

U(x, t = 0) =

{
UL if x < 0

UR if x > 0
(3.43)

From the method of characteristics we know that the solution will consist of m waves
whose propagation velocities will be the determined by the eigenvalues λi of the Ja-
cobian matrix ∂F

∂U . The emanating waves can be classified in one of three families:

• Shocks, where the states left and right of the wave, Uw
L and Uw

R , are connected
through a single jump discontinuity. The wave propagates at a speed Si, and the
characteristics must converge: λi(U

w
L ) > Si > λi(U

w
R) (entropy condition).

• Contact waves, where the states left and right of the wave, Uw
L and Uw

R , are
also connected through a jump discontinuity, the characteristics are parallel, i.e.
λi(U

w
L ) = Si = λi(U

w
R), and the characteristics form a linearly degenerate field

(Eq. 3.41).

• Rarefaction waves, where the left and right states of the wave are connected
through a smooth transition. The characteristics are diverging, i.e. λi(U

w
L ) <

λi(U
w
R).

The combination of knowing how many waves there will be and what wave types
each wave may be is called the “elementary-wave solution” of the Riemann problem.
The exact solution of a problem depends on both the exact form of the conservation
law to be solved, as well as the initial state. In general, it needs to be solved for
every conservation law individually. However, the elementary-wave solution gives us
a great concrete approach in how to do so. In the following section, the solution for
the Riemann problem for the Euler equations is discussed.

3.2. Riemann Solvers for the Euler Equations

As mentioned before, the solution of the Riemann problem is at the heart of finite
volume methods to solve hyperbolic conservation laws. By discretizing the simulated
space into a multitude of cells, at any given time step of a simulation the problem we
are solving is a collection of Riemann problems centered at the interface of any two
adjacent cells. So if we want to solve the Euler equations using a finite volume method,
we need a solver for Riemann problems for the Euler equations. In this Section, such
solvers are discussed. How exactly the Riemann solvers are used in finite volume
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methods to solve the Euler equations will be the topic of Chapters 4 and 5.

There is an exact solution for the Riemann problem for the Euler equations, which
will be schematically derived in the following Section. However, this is not necessarily
also the solver which is actually used in simulations. As we will see, there is no closed
form exact analytical solution, and the solution needs to be found iteratively. This
may come with a significant additional expense, which is why approximate Riemann
solvers have also been developed and are being used. For example, Swift lets users
choose between the exact solver, the HLLC solver, and the TRRS solver. Mesh-Hydro

additionally offers the TSRS solver. All these Riemann solvers are described in this
Chapter. We start with the exact solver, while approximate solvers like the HLLC,
TRRS, and TSRS will be discussed later in Section 3.2.2.

3.2.1. The Exact Riemann Solver for the Euler Equations

To find an exact solution for the one dimensional Euler equations, we’re going to make
use of the previously discussed elementary wave solution for hyperbolic conservation
laws. The one dimensional Euler equations are given by

∂

∂t
U+

∂

∂x
F(U) = 0 (3.44)

U =

u1

u2

u3

 =

 ρ

ρv
E

 , F =

f1

f2

f3

 =

 ρv
ρv2 + p
(E + p)v

 (3.45)

Since we have a system of 3 equations, we know that the solution will also contain 3
waves, which separate the x− t plane into 4 states, as is shown in Figure 3.9. Defining
the initial state for the Riemann problem as

U(x, t = 0) = U0(x) =

{
UL if x < 0

UR if x > 0
(3.46)

then we adopt the following naming convention: The leftmost state is the same as the
initial state UL, while the rightmost state remains UR. The two new states between
them, separated by the middle wave, are referred to as the “star states” U∗L and U∗R,
respectively. The fact that UL and UR remain a part of the solution as it evolves over
time can be easily understood by the fact that the emanating waves travel at a finite
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speed. Until the wave doesn’t reach a certain position x, the initially constant states
UL and UR at that position have no reason to evolve.

0
x

t

UL UR

U∗L U∗R
(1)

(2)

(3)

Figure 3.9. The structure of the solution to the Riemann problem for Euler equations: Three
waves, (1), (2), and (3), arise from the origin as time evolves. (2) is always a contact
wave, (1) and (3) can be either rarefaction or shock waves in each case, depending
on the initial conditions.
The initial states UL and UR are separated through the waves (1) and (3) from the
two new arising “star states” U∗L and U∗R, which themselves are separated by the
contact wave (2).

It now remains to determine which type of wave those 3 emanating waves are. In order
to do so, we need to look at the eigenvalues λi and the corresponding eigenvectors
K(i) of the Jacobian matrix ∂F

∂U . They are given by

λ1 = v− cs, λ2 = v, λ3 = v + cs (3.47)

K(1) =

 1
v− cs

E+p
ρ − vcs

 K(2) =

 1
v

1
2 v2

 K(3) =

 1
v− cs

E+p
ρ − vcs

 (3.48)

We can now see that the λ2 characteristic field is always linearly degenerate, i.e. satisfy
eq. 3.41:

λ2 = v =
u2

u1
(3.49)

∇λ2 =


∂λ2
∂u1
∂λ2
∂u2
∂λ2
∂u3

 =

−
u2
u2

1
1
u1

0

 =

−
v
ρ

1
ρ

0

 (3.50)
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∇λ2 ·K(2) = −v
ρ
+

v
ρ
+ 0 = 0 (3.51)

while the other two, λ1 and λ3, are genuinely non-linear:

λ1,3 = v± cs =
u2

u1
± cs (3.52)

∇λ1,3 =


∂λ1,3
∂u1

∂λ1,3
∂u2

∂λ1,3
∂u3

 =

−
u2
u2

1
1
u1

0

 =

−
v
ρ

1
ρ

0

 (3.53)

∇λ1,3 ·K(1,3) = −v
ρ
+

v± cs

ρ
+ 0 6= 0 (3.54)

They are genuinely non-linear for all energies E and fluid velocities v. The vacuum
case ρ = 0 will require some special treatment though, which will be discussed later
in Section 3.2.3.

These considerations tell us the following: The middle wave, associated with λ2, will
always be a contact wave, while the other two will either be shocks or rarefactions.
Whether the outer waves are shocks or rarefactions is determined by the new star
states U∗L and U∗R. A model problem containing all three waves is shown in figure
3.10. Unfortunately, in order to find the resulting star states U∗L and U∗R we need to
know which wave type separates them from the outer states UL and UR, respectively,
so relations across the waves, such as the Rankine-Hugeniot relations 2 (eq. 3.37) can
be applied correctly. This leaves us with a circular relation: The specific wave type
determines the star states, while the star states determine the wave type. For this
reason, an exact closed form solution for the Euler equations is not available. It is
however possible to make use of an iterative scheme to compute the exact solution
numerically, which is what is at the core of the exact Riemann solver.

A full derivation of the exact Riemann solver is way out of scope for this introduction
into the topic. I refer an interested reader to the works of Toro (2009) and Leveque
(2002) for more details. Instead, only an outline of the derivation and the final result
will be discussed.

The outline is as follows: We first establish relations between the four different states
UL, U∗L, U∗R, and UR for each permissible wave type between them, which is a contact
wave between U∗L and U∗R, and both shocks and rarefactions between UL and U∗L,

2There are also other very helpful relations, like the Generalized Riemann Invariants, which have been
omitted from this introduction for brevity. In a nutshell, they establish how some derived quanti-
ties change between adjacent states separated by a wave. Under some specific circumstances, the
Generalized Riemann Invariants are constants, and allow us to find relations between the states.
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Solution of Riemann problem at t = 0.25

Figure 3.10. Top row: The initial conditions to a classical Riemann problem, called the Sod
shock, in arbitrary units. Bottom row: The exact solution of the problem at
t = 0.25. The solution consists of a left facing rarefaction wave (between the
two red dotted lines), easily recognizable due to being a smooth transition, not
a jump discontinuity. To the right (orange dotted line) is a shock wave, across
which all three primitive quantities (density, pressure, velocity) change as a jump
discontinuity. The two waves enclose the third middle wave (green dotted line),
which is a contact wave. The contact wave is a jump discontinuity just like a shock
wave, but only the density changes; Velocity and pressure remain constant.
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3.2. Riemann Solvers for the Euler Equations

and UR and U∗R, respectively. Experience3 shows that a more concise solution can be
written in terms of “primitive variables” density ρ, velocity v, and pressure p instead
of the conserved variables density ρ, momentum ρv, and energy E. Using W to denote
the state vector of primitive variables, the change of variables is straightforward:

U =

 (ρ)

(ρv)
(E)

 =

 (ρ)

(ρ) · (v)
1
2 (ρ)(v)

2 + (p)
γ−1

 (3.55)

W =

(ρ)

(v)
(p)

 =


(ρ)
(ρv)
(ρ)

(γ− 1)
(
(E)− 1

2
(ρv)2

(ρ)

)
 (3.56)

Now let’s look at the relations between the states across waves:

Contact Wave

It can be shown4 that across a contact wave, the pressure and fluid velocity are con-
stant, i.e.

p∗L = p∗R = p∗ (3.57)

v∗L = v∗R = v∗ (3.58)

This means that for the Euler equations, the contact wave is a jump discontinuity in
the density ρ only. For this reason, the star state pressure and velocity will have no
index indicating whether they are the left or right star state, and will be referred to
as p∗ and v∗, respectively. The contact wave also propagates with velocity λ2(U∗L) =
λ2(U∗R) = v∗.

3It turns out that using the primitive variables, in particular the pressure p and velocity v, is very
practical because these two quantities are constant across the middle wave.

4It can be shown using the aforementioned Generalized Riemann Invariants, which have been omitted
for brevity.

35



3. The Riemann Problem and Riemann Solvers

Shock Wave

A shock wave is, just like the contact wave, a jump discontinuity. In contrast to a
contact wave however, all three primitive variables ρ, p, and u change across a shock
wave. The relations between two states separated by a shock wave can be found using
the Rankine-Hugeniot relations (eq. 3.37). Explicitly, if the leftmost wave (wave (1) in
Fig. 3.9) is a shock wave, for a given star state pressure p∗ we have:

ρ∗L =

p∗
pL

+ γ−1
γ+1

γ−1
γ+1

p∗
pL

+ 1
ρL (3.59)

v∗ = vL −
p∗ − pL√

p∗+BL
AL

= vL − fL(p∗) (3.60)

fL(p∗) =
p∗ − pL√

p∗+BL
AL

(3.61)

AL =
2

(γ + 1)ρL
(3.62)

BL =
γ− 1
γ + 1

pL (3.63)

The shock speed is

SL = uL − cs,L

[
γ + 1

2γ

p∗

pL
+

γ− 1
2γ

]1/2

(3.64)

where cs,L is the sound speed in the left state UL.

For a right shock wave, i.e. when wave (3) is a shock wave, for a given star state pressure
p∗ we have the relations

ρ∗R =

p∗
pR

+ γ−1
γ+1

γ−1
γ+1

p∗
pR

+ 1
ρR (3.65)

v∗ = vR +
p∗ − pR√

p∗+BR
AR

= vR + fR(p∗) (3.66)

fR(p∗) =
p∗ − pR√

p∗+BR
AR

(3.67)
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3.2. Riemann Solvers for the Euler Equations

AR =
2

(γ + 1)ρR
(3.68)

BR =
γ− 1
γ + 1

pR (3.69)

and the shock speed is

SR = vR + cs,R

[
γ + 1

2γ

p∗

pR
+

γ− 1
2γ

]1/2

(3.70)

where cs,R is the sound speed in the right state UR.

Rarefaction Wave

Rarefaction waves are smooth transitions, not infinitesimally thin jump discontinuities.
This makes them really easy to spot in the solutions of Riemann problems (compare
with Fig. 3.10).

The rarefaction waves are enclosed by the head and the tail of the wave, between
which we have a smooth transition which is called the “fan”. The head is the “front”
of the wave, i.e. the part of the wave that gets furthest away from the origin as time
progresses. The tail is the “back” of the wave, i.e. the part of the wave that stays
closest to the origin as time progresses.

If we have a left-facing rarefaction, i.e. if wave (1) is a rarefaction wave, the wave speeds
of the head, SHL, and the tail, STL, are given by

SHL = uL − cs,L (3.71)

STL = u∗ − c∗s,L (3.72)

c∗s,L = cs,L

(
p∗

pL

) γ−1
2γ

(3.73)

The star state W∗L for a given pressure p∗ is determined by

ρ∗L = ρL

(
p∗

pL

) 1
γ

(3.74)
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v∗ = vL −
2cs,L

γ− 1

[(
p∗

pL

) γ−1
2γ

− 1

]
= vL − fL(p∗) (3.75)

fL(p∗) =
2cs,L

γ− 1

[(
p∗

pL

) γ−1
2γ

− 1

]
(3.76)

(3.77)

where and cs,L is the sound speed in the left state UL.

The solution inside the rarefaction fan, i.e. in regions where SHL ≤ x
t ≤ STL, is

ρfan,L = ρL

[
2

γ + 1
+

γ− 1
γ + 1

1
cs,L

(
vL −

x
t

)] 2
γ−1

(3.78)

vfan,L =
2

γ + 1

[
γ− 1

2
vL + cs,L +

x
t

]
(3.79)

pfan,L = pL

[
2

γ + 1
+

γ− 1
γ + 1

1
cs,L

(
vL −

x
t

)] 2γ
γ−1

(3.80)

If we have a right-facing rarefaction, i.e. if wave (3) is a rarefaction wave, we have

ρ∗R = ρR

(
p∗

pR

) 1
γ

(3.81)

v∗ = vR −
2cs,R

γ− 1

[
1−

(
p∗

pR

) γ−1
2γ

]
= vR + fR(p∗) (3.82)

fR(p∗) =
2cs,R

γ− 1

[
1−

(
p∗

pR

) γ−1
2γ

]
(3.83)

where cs,R is the sound speed in the left state UR.

The wave speeds of the head, SH, and the tail, ST, for the left facing wave are

SHR = vR + cs,R (3.84)

STR = v∗ + c∗s,R (3.85)

c∗s,R = cs,R

(
p∗

pR

) γ−1
2γ

(3.86)
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3.2. Riemann Solvers for the Euler Equations

Finally, the solution inside the rarefaction fan, i.e. in regions where SHL ≤ x
t ≤ STL, is

ρfan,R = ρR

[
2

γ + 1
− γ− 1

γ + 1
1

cs,R

(
vR −

x
t

)] 2
γ−1

(3.87)

vfan,R =
2

γ + 1

[
γ− 1

2
vR − cs,R +

x
t

]
(3.88)

pfan,R = pR

[
2

γ + 1
− γ− 1

γ + 1
1

cs,R

(
vR −

x
t

)] 2γ
γ−1

(3.89)

Which wave type do we have?

As noted before, the middle wave (wave (2) in Fig. 3.9) is always a contact wave, while
the other two waves are any combination of rarefaction and/or shock wave. It turns
out that the condition for a rarefaction or shock wave is remarkably simple:

For the left wave (wave (1)):

p∗ > pL : (1) is a shock wave (3.90)

p∗ ≤ pL : (1) is a rarefaction wave (3.91)

and for the right wave (wave (3)):

p∗ > pR : (3) is a shock wave (3.92)

p∗ ≤ pR : (3) is a rarefaction wave (3.93)

A way of understanding these conditions is to again consider the behavior of the
characteristics, and to take into account that the pressure of an fluid has no preferential
direction. So if the pressure in the star region is greater than the pressure across
an outer wave, it’ll “push” the fluid from the star region stronger than in the outer
regions. Interpreting this “push” as the behavior of the characteristics of the fluid,
the characteristics of the star regions will have a steeper slope, and eventually cross
with the characteristics from the outer regions on the x − t plane. This is precisely
the condition of converging characteristics required for shock waves in a compressive
region.
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3. The Riemann Problem and Riemann Solvers

Solution for p∗

The final missing element to have a complete exact solution to the Riemann problem
for the Euler equations is an expression how to obtain p∗, the pressure in the star
region, depending on the initial conditions WL and WR. We make use of the fact that
p∗ and v∗ are constant across the star region states W∗L and W∗R . For both shock and
rarefaction waves on either side, we have equations for v∗ depending on the outer
states WL and WR and p∗ (eqns. 3.60, 3.66, 3.75, and 3.82). By setting v∗L − v∗R = 0,
which must hold across the contact wave, we obtain the equation

f (p∗,WL,WR) ≡ fL(p∗,WL) + fR(p∗,WR) + (vR − vL) = 0 (3.94)

with

fL,R =


(p∗ − pL,R)

[
AL,R

p∗+BL,R

] 1
2

if p∗ > pL,R (shock)

2cs,L,R
γ−1

[(
p∗

pL,R

) γ−1
2γ − 1

]
if p∗ ≤ p∗L,R (rarefaction)

(3.95)

AL,R =
2

(γ + 1)ρL,R
(3.96)

BL,R =
γ− 1
γ + 1

pL,R (3.97)

Since the expressions for fL,R are analytical, we can also compute their derivatives
w.r.t. p∗:

∂ fL,R

∂p∗
=


[

AL,R
p∗+BL,R

] 1
2
(

1− 1
2

p∗−pL,R
p+BL,R

)
if p∗ > pL,R (shock)

aL,R
γpL,R

(
p∗

pL,R

)−(γ+1)
2γ

if p∗ ≤ pL,R (rarefaction)
(3.98)

giving the complete derivative of eq. 3.95:

∂

∂p∗
f (p∗,WL,WR) =

∂ fL(p∗,WL)

∂p∗
+

∂ fR(p∗,WR)

∂p∗
, (3.99)
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and make use of it to find the p∗ that solves eq. 3.95 using the iterative Newton-
Raphson method. The method prescribes that the n + 1-th iteration is determined
by

p∗n+1 = p∗n −
f (p∗n,WL,WR)

∂
∂p∗ f (p∗n,WL,WR)

(3.100)

and is re-iterated until it converges, i.e. when the relative pressure change

|pk − pk+1|
1
2 |pk + pk+1|

< ε (3.101)

where ε is some tolerance, e.g. 10−6. To begin the iteration, a first guess p∗0 is necessary.
Taking the average pressure:

p∗0 =
1
2
(pL + pR) (3.102)

gives acceptable results. A better first guess, i.e. a guess that typically leads to
fewer required iteration steps for the method to converge, is by taking the solution
for the star state pressure of the linearized primitive variable Riemann solver (see
Appendix A):

pPV =
1
2
(pL + pR)−

1
8
(vR − vL)(ρL + ρR)(cs,L + cs,R) (3.103)

p∗0 = max(ε, pPV) (3.104)

With this, the exact Riemann solver is complete. A method to obtain the star state pres-
sure p∗ is given, and with the pressure known, the outer wave types are determined.
The exact star states, W∗L and W∗R can then be determined by using the appropriate
relations for the corresponding wave type, which are given by eqns. 3.59 - 3.89.
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Sampling the Solution

With the exact solver readily available, the final task is to find the solution at some
desired point (x, t). This can be achieved by sampling the solution. Assuming all the
star region state variables are computed, then all four states UL, U∗L, U∗R, and UR are
known. What is left to do is to determine in which region the point (x, t) is located.
This is done by comparing x/t with the wave velocities: If x/t < v∗, then the point
(x, t) must be located in the left region, i.e. in either UL or U∗L. Further comparison
of x/t with the wave speed of the left wave, which is either a shock or a rarefaction,
determines whether (x, t) is in UL or U∗L. If the left wave is a rarefaction, then another
possible solution is for (x, t) to be located inside the rarefaction fan instead. The
analogous distinction process is performed if (x, t) is located in the right region. A
full flow chart of decision making and finally which relations to use is shown in figure
3.11.

3.2.2. Approximate Solvers

As mentioned before, the solution of the Riemann problem is at the heart of finite vol-
ume fluid dynamics methods. It needs to be solved over and over again at every time
step and between every pair of interacting cells. For example, if a three dimensional
simulation volume is divided up in only 128 cells of equal size in each dimension, it
would require 6.29× 106 Riemann problems to be solved each time step, assuming that
each interacting pair of cells requires the solution of only one Riemann problem.5

Given that the exact solver requires iterations in order to find the pressure of the
star states p∗, it can become a considerable computational expense. In order to cut
some costs, approximate non-iterative Riemann solvers have been developed. While
they only provide approximate solutions, tests show that they are indeed sufficiently
accurate to be made use of in actual simulations. How exactly the Riemann solvers
are used in finite volume methods to solve the Euler equations will be the topic of
Chapters 4 and 5, while the influence of approximate Riemann solvers on simulations
will be discussed in Section 4.3. In what follows, some popular approximate Riemann
solvers are introduced.

5Some methods, like the MUSCL-Hancock scheme, require more than one Riemann problem to be
solved per interaction per cell in order to increase the accuracy of the numerical method. More
details are given in Section 5.1.2
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Two-Rarefaction Riemann Solver (TRRS)

The Two-Rarefaction Riemann Solver (TRRS) is a modification of the exact Riemann
solver. The approach used to skip over the iteration for the star state pressure p∗ is to
assume that both outer waves are rarefaction waves, and to use that assumption to get
an expression for p∗ and v∗, the pressure and velocity in the star region, respectively.
The expressions are given by:

β ≡ γ− 1
2γ

(3.105)

v∗ =

2
γ−1

[(
pL
pR

)β
− 1
]
+ vL

cs,L

(
pL
pR

)β
+ vR

cs,R

1
cs,R

+ 1
cs,L

(
pL
pR

)β
(3.106)

p∗ =
1
2

[
pR

[
γ− 1
2cs,R

(v∗ − vR) + 1
] 1

β

+ pL

[
γ− 1
2cs,L

(vL − v∗) + 1
] 1

β

]
(3.107)

=

 cs,L + cs,R − γ−1
2 (vR − vL)

cs,L

pβ
L
+

cs,R

pβ
R

 1
β

(3.108)

To remain consistent with the two-rarefaction assumption, the star state densities can
be obtained using

ρ∗L,R = ρL,R

(
p∗

pL,R

) 1
γ

(3.109)

However, an improved solution can be obtained by using the approximation only to
estimate the star state pressure, p∗, and then proceeding in the same manner as the
exact solver does: By determining what type of waves the two outer waves are based
on p∗, and using the appropriate relations for the wave types to determine the other
star state variables and wave velocities.

Two-Shock Riemann Solver (TSRS)

Similar to the TRRS solver, the Two-Shock Riemann Solver (TSRS) is also a modifica-
tion of the exact Riemann solver. As the name suggests, in order to determine the star
region pressure p∗, it is assumed a priori that both the left and right waves are going
to be shock waves.

44



3.2. Riemann Solvers for the Euler Equations

The equation for the pressure in the star region (eq. 3.94) then is given by

f (p) = (p− pL)gL(p) + (p− pR)gR(p) + vR − vL = 0 (3.110)

gL,R(p) =
[

AL,R

p + BL,R

]1/2

(3.111)

AL,R =
2

(γ + 1)ρL,R
(3.112)

BL,R =
γ− 1
γ + 1

pL,R (3.113)

Unfortunately, this approximation does not lead to a closed form solution, and a fur-
ther approximation is needed. A first estimate for the pressure, p0, is used as the
argument for gL,R(p) in eq. 3.110 to get a better approximation for p∗:

p∗ =
gL(p0)pL + gR(p0)pR − (vR − vL)

gL(p0) + gR(p0)
(3.114)

The star region velocity which is consistent with the two-shock assumption is given
by

v∗ =
1
2
(vL + vR) +

1
2
[(p∗ − pR)gR(p0)− (p∗ − pL)gL(p0)] (3.115)

A good choice for p0 is coming from the solution for the star state pressure of the
linearized primitive variable Riemann solver (Appendix A):

pPV =
1
2
(pL + pR)−

1
8
(vR − vL)(ρL + ρR)(cs,L + cs,R) (3.116)

p0 = max(0, pPV) (3.117)

Just as was the case for the TRRS solver, an improved solution can be found by only
using the TSRS approximation to estimate p∗ and determining the other star region
quantities using the relations of the exact Riemann solver.
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HLLC Solver

The HLLC (Harten, Lax, van Leer, contact) Riemann solver is derived by assuming that
the solution consists of three waves that are jump discontinuities. The three waves are
traveling with speeds denoted by SL, S∗, and SR, respectively. In the context of the
Euler equations, it is an improved version of the HLL (Harten, Lax, van Leer) solver,
which doesn’t take into account a middle contact wave. While the missing contact
wave of the HLL approach is sub-optimal for the Euler equations, it can be a good
approximation for other systems of hyperbolic conservation laws that only consist of
two equations. Indeed, the approximate HLL solver will be used later in the context
of the moments of the equation of radiative transfer in Section 12.2.3.

To find relations across the three contact discontinuities which the HLLC approach
assumes, the Rankine-Hugeniot relations (eq. 3.37) can be applied. Further relations
can be found by integrating the conservation law equations over both a space and
time interval, and using that integral to obtain the integrated average value in the star
region. The solution takes the form

U(x, t) =


UL if x

t ≤ SL

U∗L if SL ≤ x
t ≤ S∗

U∗R if S∗ ≤ x
t ≤ SR

UR if SR ≤ x
t

(3.118)

By additionally using properties of the contact wave from the exact solver, i.e. the fact
that p∗ = p∗L = p∗R and v∗ = v∗L = v∗R = S∗, an expression for S∗ can be found that
only depends on the initial left and right states:

S∗ =
pR − pL + ρLvL(SL − vL)− ρRvR(SR − vR)

ρL(SL − vL)− ρR(SR − vR)
(3.119)

and ultimately

U∗L,R = ρL,R
SL,R − vL,R

SL,R − S∗

 1
S∗

EL,R
ρL,R

+ (S∗ − vL,R)
(

S∗ + pL,R
ρL,R(SL,R−vL,R)

)
 (3.120)

F∗L,R = FL,R + SL,R(U
∗
L,R −UL,R) (3.121)
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It remains to find estimates for the left and right wave speeds, SL and SR. There are
multiple ways to get good and robust estimates. A very simple one is:

SL = vL − cs,LqL (3.122)

SR = vR + cs,RqR (3.123)

qL,R =


1 if p∗ ≤ pL,R (rarefaction)√

1 + γ+1
2γ

(
p∗

pL,R
− 1
)

if p∗ > pL,R (shock)
(3.124)

p∗ = max(0, pPV) (3.125)

pPV =
1
2
(pL + pR)−

1
8
(vR − vL)(ρL + ρR)(cs,L + cs,R). (3.126)

A better estimate using an adaptive wave speed estimate method can be obtained.
In order to do so, first the primitive variable solution for the star state pressure p∗

following eq. 3.126 is computed (see Appendix A). That first guess is kept as long
as the ratio pmax

pmin
is small enough (typically ∼ 2), where pmax = max{pL, pR} and

pmin = min{pL, pR}. Furthermore, we also demand that pmin ≤ pPV ≤ pmax. Should
one of these two conditions not be satisfied, then we switch to the star state solutions
of other approximate Riemann solvers: If pPV ≤ pmin, then it’s reasonable to expect
two rarefactions to form, and applying the star state estimates of the Two Rarefaction
Riemann Solver (TRRS, eq. 3.107) is a good choice. Otherwise, we expect at least one
shock should be present, so the star state estimates of the Two Shock Riemann Solver
(TSRS, eq. 3.114) will likely provide a better estimate.

On the Accuracy of Approximate Riemann Solvers

To conclude the chapter on approximate Riemann solvers, let’s have a look at how
accurate the solutions of the approximate solvers are. In what follows, Riemann prob-
lems are solved using the exact solver as well as the approximate TRRS, TSRS, and
HLLC solvers. All quantities are in arbitrary units, and the tests are performed in one
dimension using the Mesh-Hydro code’s option to run it as a standalone Riemann
solver. For each test, an initial left and right state are specified, which are separated at
the position x = 0.5. The solution is obtained using the various Riemann solvers, and
then sampled over the region x ∈ [0, 1] over 103 equally spaced points. It is important
to note that the solution the Riemann solvers provide for the star region states do not
evolve over time. The only thing that changes over time is the front of the waves, but
the states remain the same for all t > 0. This can be seen well in Figure 3.13, where the
solution at two different times is shown. Hence it makes little sense to compare how
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well the approximate solvers perform as time evolves, and the results for each test are
shown for only a single time.

Figure 3.12 shows the results of the so-called “Sod test” Riemann problem with initial
conditions

ρL = 1 vL = 0 pL = 1 (3.127)

ρR = 0.125 vR = 0 pR = 0.1

The exact solution consists of a left-facing rarefaction and a right facing shock. The
TRRS solver gives a result which is nearly identical to the exact solution, which makes
sense given the prominent rarefaction wave in the solution. All solvers except the
HLLC find approximately the same pressure in the star region, which indicates that
all of them will “identify” the correct wave type when sampling the solution. Both the
HLLC and the TSRS solver find nearly identical velocities in the star region compared
to each other, but offset compared to the exact solution, which is due to the similarity
they share in how the star region velocity (and pressure) is initially estimated. The
HLLC solver, which by construction can’t handle the smooth transition of the rarefac-
tion since it assumes waves are only jump discontinuities, has some trouble getting
the correct solution on the left side of the problem, and the errors propagate through-
out the star region. A further noticeable feature of the HLLC solver is that it’s the
only one that has a pressure change over the star region, i.e. across the contact wave.
This is not in agreement with what the properties of the contact wave dictate, and is
a consequence of the way the outer wave speeds SL and SR are estimated. To avoid
an iterative scheme (which is the entire point of approximate solvers), either the iden-
tical pressure over the star region can be enforced, or the correct relations across the
waves with velocities SL and SR can be enforced. But to have both the pressure and
the relations across the wave be consistent can’t be done without an iterative scheme.

Figure 3.13 shows the results of the so-called “Left blast wave” Riemann problem with
initial conditions

ρL = 1 vL = 0 pL = 1000 (3.128)

ρR = 1 vR = 0 pR = 0.01

Similarly to the Sod test, the solution consists of a left-facing rarefaction and a right
facing shock. However in this test the shock is much stronger and much more promi-
nent. The compression wave travels from the left to the right. Figure 3.13 depicts the
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Figure 3.12. The solution to the Sod test (eq. 3.127) using different approximate and the exact
Riemann solver. The exact solution consists of a left-facing rarefaction and a right
facing shock.

solution at two times to showcase this behavior.

In this test, the TSRS solver gives a result very close to the exact solution. The HLLC
solver handles the jump discontinuities on the right hand side of the solution quite
well, but struggles again with the rarefaction on the left. The TRRS solver struggles
this time around to get close to the exact solution, which makes sense due to the
prominent shock present, which is contrary to its underlying two-rarefaction assump-
tion.

A further test, shown in Figure 3.14 where all the approximate solvers struggle to
reproduce the exact solution is the two-shock test, given by the initial conditions

ρL = 5.99924 vL = 19.5975 pL = 460.894 (3.129)

ρR = 5.99242 vR = −6.19633 pR = 46.095

As the name suggests, the solution consists of two shock waves, one on either side of
the central contact wave. While it can be expected from the TRRS solver to have issues
reproducing the exact result, both the HLLC and the TRRS solvers struggle as well.
They fail to obtain a close enough initial guess for the central region, and the offsets
from the exact solution consequently propagate into the resulting states and wave
speeds. A silver lining is that once again all solvers were at least able to “identify”
that both outer waves are shock waves.

The errors of the results that approximate solvers yield may seem troubling at first,
but it turns out that when employed as solvers in simulations, those errors aren’t as
severe as the results shown may suggest. Indeed the results aren’t off by orders of
magnitudes. The most extreme deviations in these examples are off by a factor of
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Figure 3.13. The solution to the left blast wave test (eq. 3.128) using different approximate and
the exact Riemann solver. The exact solution consists of a left-facing rarefaction
and a right facing shock. To showcase the wave originating on the left side of the
interface (located at x = 0.5) and traveling to the right, the solution is shown at
two different times t = 0.00625 and t = 0.0125.

Figure 3.14. The solution to the two shock test (eq. 3.128) using different approximate and the
exact Riemann solver. The exact solution consists of a two shocks on either side
of the contact wave.
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∼ 2− 3. Note however that these are errors on the solution of the Riemann problems
specified by the initial conditions only. In simulations, the the state of the fluid is
evolved over many small time steps, typically much smaller than the end times shown
in the previous plots. This means that initially large errors can get smoothed out over
subsequent time steps. Additionally, numerical effects like diffusion, and the appli-
cation of flux and slope limiters for higher order schemes lead to the errors resulting
from approximate solvers being in many cases negligible. The influence of the ap-
proximate Riemann solvers is shown in e.g. Section 4.3. Which Riemann solver to
choose depends on factors like what physical case is going to be simulated, as well as
specifics of the underlying method. For example, very smooth flows will likely have
little to no shocks, and a TRRS solver could be beneficial. Conversely, in turbulent
flows or in cases where a lot of energy is being injected into the gas, the TRRS solver
can be practical. For a general purpose application, the HLLC solver is recommended,
or even the exact one, if one can afford it.

3.2.3. Dealing with Vacuum

A final topic that requires some discussion is the special case of vacuum. Vacuum
is characterized by the condition ρ = 0. Given the equation of state for ideal gas
(eq. 2.13), it follows that E = 0 as well. The structure of the solution to the Rie-
mann problem is different when vacuum is present. The general solution structure of
three waves separating four distinct states doesn’t hold any longer: There is no more
star region. Instead, a non-vacuum state will be separated from the vacuum state
through a rarefaction fan, which in turn is separated from the vacuum state through
a contact wave which overlaps with the tail of the rarefaction. A shock wave cannot
be adjacent to a vacuum state, which can be shown using the Rankine-Hugeniot re-
lations: Let a left non-vacuum state UL = (ρL, vL, EL)

T with the corresponding flux
FL = (ρLvL, ρLv2

L + pL, (EL + pL)vL)
T be adjacent to a vacuum state U0 = (ρ0, v0, E0)T

with the corresponding flux F0 = (ρ0, ρv2
0 + p0, (E0 + p0)v0)T. Assuming the left and

the vacuum state are separated by a jump discontinuity with velocity S, then the
Rankine-Hugeniot conditions give us

FL −F0 = S(UL −U0) (3.130)

ρLvL − ρ0v0 = S(ρL − ρ0) (3.131)

ρLv2
L + pL − ρ0v2

0 − p0 = S(ρLvL − ρ0v0) (3.132)

vL(EL + pL)− v0(E0 + p0) = S(EL − E0) (3.133)

By assuming ρ0 = E0 = 0 and that v0 is finite, we obtain
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ρLvL = SρL (3.134)

ρLv2
L + pL − p0 = SρLvL (3.135)

vL(EL + pL)− v0 p0 = SEL (3.136)

These three equations give us the following relations:

vL = S = v0 (3.137)

pL = p0 (3.138)

The equal pressures across the wave in eq. 3.138 indicate that a shock wave is not a
possible solution, since a shock wave requires unequal pressures between the waves.
However, this solution allows for a contact wave. Eq. 3.137 states that the wave will
propagate at the velocity dictated by the non-vacuum state, which physically makes
sense if one interprets the wave as the boundary between the vacuum and the non-
vacuum states whose position evolves over time. Given eq. 3.138, the pressure at the
contact wave must be the same as the pressure in the vacuum state, which is zero.
This means that for any left state UL, the only applicable solution for t > 0 between
the left state itself and the contact wave must be a rarefaction fan, since pL ≥ p0. This
leads to the conclusion that the solution structure must be that the initial left state
UL is separated from the vacuum state through a rarefaction fan, which ends with a
contact wave overlapping with its tail at the vacuum state.

With the structure of the solution known, the previously found relations can be ap-
plied again, and the solution to the Riemann problem with a left non-vacuum state UL

and right vacuum state U0 is given by

Svac,L = vL +
2cs,L

γ− 1
(3.139)

UL, with vacuum (x, t) =


UL if x

t ≤ vL − cs,L

UL,inside fan if vL − cs,L < x
t < Svac,L

Uvac if x
t ≥ Svac,L

(3.140)

The solution UL,inside fan inside the rarefaction fan is given by eqns. 3.78 - 3.80. The
inverse case, with a right non-vacuum state UR and a left vacuum state Uvac, the
solution is given by
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Svac,R = vR −
2cs,R

γ− 1
(3.141)

UR, with vacuum =


Uvac if x

t ≤ Svac,R

UR,inside fan if Svac,R < x
t < vR + cs,R

UR if x
t ≥ vR + cs,R

(3.142)

The solution UR,inside fan inside the rarefaction fan is given by eqns. 3.87 - 3.89.

In certain cases, with both the left and the right state being non-vacuum states, vacuum
can be generated in central regions of the solution. This can occur when the difference
between the left and right fluid velocities have the opposite direction and are too high
for the material to keep up, generating a vacuum between the two initial states as
time evolves. The structure of the solution contains a left-facing wave connected to a
central vacuum region over a rarefaction fan, and a second left-facing rarefaction fan
that connects the central vacuum region with the right-facing wave. This scenario is
shown in Figure 3.15. To find an explicit solution, we can make use us the fact that
there must be two rarefaction tails, with speeds Svac,L and Svac,R, respectively, just like
in the vacuum-adjacent cases before. The only difference is that now there are two
of them. For two rarefactions fans to develop, Svac,L ≤ Svac,R must hold, and hence a
condition for a vacuum generating case can be written as

∆vcrit ≡
2cs,L

γ− 1
+

2cs,R

γ− 1
≤ vR − vL (3.143)

If a Riemann problem, like in Figure 3.15, satisfies condition 3.143, then the full solu-
tion is given by

Uvacuum generating =


UL, with vacuum if x

t ≤ Svac,L

Uvac if Svac,L < x
t < Svac,R

UR, with vacuum if x
t ≥ Svac,R

(3.144)
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Figure 3.15. Initial conditions and time evolution of a Riemann problem that generates vacuum
in the central region.
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4. Godunov’s Method For Non-Linear
Schemes

4.1. Notation

In the following chapters, numerical methods which discretize both space and time are
discussed. Space will be discretized in cells of equal size (or more precisely, of equal
length, as only one dimensional cases will be discussed). Integer indices describe their
position. The following convention is used: The index 0 also represents the leftmost
cell. Spatial indices are denoted as subscripts. The time variable will be discretized
in integer-valued time steps. The time steps may have variable lengths from one time
step to the next, but the time nevertheless progresses step by step, which is denoted
by integer superscripts.

Explicitly, the following notation is used:

• integer subscript: Value of a quantity at the cell, i.e. the center of the cell. Exam-
ple: Ui, Ui−2

• non-integer subscript: Value at the cell faces (or interfaces), e.g. Fi−1/2 is the flux
at the interface between cell i and i− 1, i.e. the left cell as seen from cell i.

• integer superscript: Indication of the time step. E.g. Un: State at time step n

• non-integer superscript: (Estimated) value of a quantity in between time steps.
E.g. Fn+1/2: The flux at the middle of the time between steps n and n + 1.

4.2. The Method

Armed with Riemann solvers for the Euler equations, we can now turn to solving
other initial value problems besides Riemann problems. Godunov’s method is an ex-
cellent starting point to look into some essential underlying concepts of finite volume
methods. For simplicity, let’s stick to one dimensional problems to start with.
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Let Ũ(x, tn) be some continuous state with 0 ≤ x ≤ L which we’d like to evolve over
time. The spatial domain is discretized into N computing cells of regular size ∆x = L

N .
Cell i’s center is located at xi = (i + 1

2 )∆x, while the cells’ left and right boundaries are
located at xi−1/2 = (i− 1)∆x and xi+1/2 = i∆x, respectively. The state inside each cell
is assumed to be piece-wise constant, i.e. constant within the cell boundaries, which
can be realized by taking integral averages of the continuous state:

Un
i =

1
∆x

xi+1/2∫
xi−1/2

Ũ(x, tn)dx . (4.1)

Obviously the states are allowed to vary from cell to cell. The piece-wise constant
representation of continuous data through integral averages as prescribed by eq. 4.1 is
shown in Fig. 4.1.

Godunov’s method is based on the integral form of conservation laws, i.e.

x2∫
x1

t1∫
t0

dxdt
[

∂

∂t
Ũ+

∂

∂x
F

]
= 0 (4.2)

and as such allows for discontinuous solutions. Applying this integral form to the
volume of a single cell, i.e. x1 = xi−1/2 and x2 = xi+1/2 and between two times t0 = tn

and t1 = tn+1 gives

x2∫
x1

Ũ(x, tn+1)dx =

x2∫
x1

Ũ(x, tn)dx +

tn+1∫
tn

F(Ũ(xi−1/2, t))dt−
tn+1∫
tn

F(Ũ(xi+1/2, t))dt (4.3)

At this point, we use our knowledge of the general structure of the solution of the
Riemann problem at the cell boundaries xi±1/2. At the left boundary, x = xi−1/2, the
state U(xi−1/2, t) for t > 0 is given by the solution of the Riemann problem with the
left state UL = Ui−1 and the right state UR = Ui centered at the boundary x = xi−1/2.
The elementary wave solution of the Riemann problem tells us that as time evolves,
there will be three waves emanating from that point, separating the two initial states
into four constant states. The structure of the solution is shown in Figure 3.9. What
Figure 3.9 also shows very well is that for all t > 0, the state at x′ = 0 (x′ being
the x coordinate in the frame of reference in Figure 3.9, i.e. of the centered Riemann
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U(x)

Ui−1 Ui Ui+1

i− 1
i− 1/2

i
i+ 1/2

i+ 1

Figure 4.1. A piece-wise constant representation (in red) of initially continuous data (black
line) among cells.

problem) will remain constant: The only thing that varies over time is the position of
the wave fronts, which travel at constant speeds and are therefore straight lines on the
x′− t plane. So once the state for x′ = 0 is determined for t > 0, it will remain constant.
This is also true when x′ = 0 is inside a rarefaction fan, as the state is determined by
the characteristics that satisfy x′/t = 0 (compare also the explicit solutions given in
eqns. 3.78 - 3.89). Therefore the state U(xi−1/2, tn) at the left cell boundary x = xi−1/2,
which corresponds to the center x′ = 0 of the centered Riemann problem, will also be
constant for all t > 0. The same holds true for the right boundary x = xi+1/2 for the
Riemann problem with left state UL = Ui and the right state UR = Ui+1.

Making use of the fact that the states at the cell boundaries U(xi±1/2) are constant, the
corresponding fluxes F(U(xi±1/2)) are constant as well, and the integrals over time in
eq. 4.3 are trivially solved:

tn+1∫
tn

F(Ũ(xi−1/2, t))︸ ︷︷ ︸
≡Fi−1/2=const.

dt−
tn+1∫
tn

F(Ũ(xi+1/2, t))︸ ︷︷ ︸
≡Fi+1/2=const.

dt = (tn+1 − tn)︸ ︷︷ ︸
≡∆t

[Fi−1/2 −Fi+1/2] (4.4)

= ∆t [Fi−1/2 −Fi+1/2] (4.5)

leaving us with
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x2∫
x1

Ũ(x, tn+1)dx =

x2∫
x1

Ũ(x, tn)dx + ∆t [Fi−1/2 −Fi+1/2] (4.6)

Dividing eq. 4.6 by ∆x, we obtain

1
∆x

x2∫
x1

Ũ(x, tn+1)dx =
1

∆x

x2∫
x1

Ũ(x, tn)dx +
∆t
∆x

[Fi−1/2 −Fi+1/2] (4.7)

and we recognize the integral averages (eq. 4.1), allowing us to write the final form of
Godunov’s scheme:

Un+1
i = Un

i +
∆t
∆x

[Fi−1/2 −Fi+1/2] (4.8)

It is noteworthy that this is an exact solution to a piece-wise constant initial state.
More sophisticated cases, where assumptions of the states to be non-constant over
the duration of a time step, or for the states to be non-constant over the volume of a
cell (e.g. a piece-wise linear reconstruction instead of a piece-wise constant one) are
relaxed, will be the topic of Chapter 5.

Something that was glanced over so far is that we assumed that the states and therefore
the fluxes at the cell boundaries remain constant indefinitely. While in theory that is
true for isolated Riemann problems that don’t experience any outside perturbations
nor influences, in this scenario we have a collection of Riemann problems that are
all a cell width ∆x apart from each other. While the states at the boundaries, which
represent the center of the Riemann problem, remain constant in an isolated case,
the waves emanating from that origin propagate over time, and eventually cross the
distance ∆x both towards the left and the right. Once they do, the states at the distance
∆x from the origin will change. However, those are also the positions of other cell
boundaries, which we used as the origins for other Riemann problems and assumed
to remain constant. Clearly in this case the assumption of constancy of the states at
cell boundaries is violated. In order to prevent this violation from occurring, we must
impose a condition: The time step size ∆t must not be large enough for a wave to
travel the distance ∆x, i.e.
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∆t ≤ ∆x
Sn

max
(4.9)

where Sn
max is the maximal wave speed among all waves emanating from the solutions

of the Riemann problems at each cell boundary. This condition is called the Courant-
Friedrichs-Levy (CFL) condition, and is usually expressed as

∆t = CCFL
∆x

Sn
max

, CCFL ∈ [0, 1) (4.10)

CCFL is often referred to as the “Courant number”.

Some more points need to be raised regarding the limitation of the time step size ∆t.
Firstly, while the straightforward argumentation to prohibit waves from reaching adja-
cent cell boundaries works for the comparatively simple Godunov scheme, matters can
get more complicated for higher order schemes and when more than one dimension
is treated. In addition to physical arguments, further restrictions must be included
in order to ensure the stability of the scheme. “Stability” in this context refers to en-
suring that spurious oscillations around discontinuities such as shocks don’t develop,
as these oscillations can grow exponentially and quickly lead to positive and negative
infinite values in the solution. The development of oscillations around discontinuities
is a consequence of extending the method to higher orders of accuracy, and will be
discussed in Chapter 5.

Doing proper stability analyses of the methods presented in this work would go way
beyond the scope of this thesis. To make matters worse, in more contrived cases
like for higher order methods and non-linear conservation laws, a rigorous proof of
stability is not available to date. In practice, the findings from simpler cases like linear
conservation laws are applied to non-linear ones as well, and are known to yield
adequate results. Nevertheless, to provide an impression of how stability analysis can
be done, the outlines of two well-known methods of stability analyses are given below:

• The Von Neumann Stability Analysis approach looks into the Fourier transform of
the underlying conservation law that is to be solved, and looks how the solution
of the numerical method evolves in Fourier space. Stability conditions are found
by requiring that the solution in Fourier space mustn’t grow exponentially, but
remain bounded for all times, and by ensuring that the phase doesn’t allow for
too high propagation velocities.

• The Lax-Richtmeyer Stability Analysis relies on comparing the error resulting from

59



4. Godunov’s Method For Non-Linear Schemes

the numerical method being applied to a conservation law to the exact solution of
the conservation law at each time step. Since the method is applied repeatedly as
the simulation progresses in order to advance the initial state in time, the errors
accumulate and propagate each time step. The stability criteria arise from the
requirement for the (cumulative) error to remain bounded.

Secondly, depending on the method, the exact wave speeds may not always be known.
In Godunov’s method, where only a single Riemann problem is solved, the correct
solution can be obtained, but this is not always possible in higher order methods.
Instead, an approximate estimate can be used. A reliable choice is

Sn
max = max

i
{|vn

i |+ cn
s,i} (4.11)

This estimate may underestimate the shock speeds (compare to eqns. 3.64 and 3.70),
but a reasonable choice of CCFL can ensure that no instabilities occur. A value of
CCFL . 0.8− 0.9 is recommended.

To conclude the chapter on Godunov’s method, let’s explicitly write down the algo-
rithm to evolve a system from some tstart to some tend:

Evolving A System From tstart To tend Using Godunov’s Method

To start, set tcurrent = t0 = tstart and set up the initial states U0
i for each cell i.

While tcurrent < tend, solve the n-th time step:

Compute inter-cell fluxes: For every cell pair (i, i + 1), solve the Riemann
problem to find the flux Fn

i+1/2 = F(Un
i ,Un

i+1).

Find the maximal permissible time step ∆t using eq. 4.10

Find the updated states Un+1
i using eq. 4.8

Update the current time: tcurrent = tn+1 = tn + ∆t

4.3. Applications of Godunov’s Method

At this point, we’re ready to put Godunov’s method to use for the Euler equations.
We can make use of the fact that exact solutions to Riemann problems exist, and use
them as a reference to gauge the performance of the scheme. The results presented in
what follows have been obtained using the Mesh-Hydro code.
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Figure 4.2. Top: The solution to the Sod test (eq. 3.127) using Godunov’s method with the
exact, TRRS, TSRS, and HLLC Riemann solver, respectively, and the exact solution
of the problem. The solution consists of a left-facing rarefaction and a right facing
shock.
Bottom: The relative differences of the solution of approximate Riemann solvers
compared to the solution using the exact Riemann solver with Godunov’s method.
The relative differences are computed with all primitive quantities W = (ρ, v, p)
being increased by 1 to avoid divisions by zero.
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Figure 4.3. Top: The solution to the left blast wave test (eq. 3.128) using Godunov’s method
with the exact, TRRS, TSRS, and HLLC Riemann solver, respectively, and the exact
solution of the problem. The solution consists of a left-facing rarefaction and a
right facing shock.
Bottom: The relative differences of the solution of approximate Riemann solvers
compared to the solution using the exact Riemann solver with Godunov’s method.
The relative differences are computed with all primitive quantities W = (ρ, v, p)
being increased by 1 to avoid divisions by zero.
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Figure 4.4. Top: The solution to the two shock test (eq. 3.129) using Godunov’s method with
the exact, TRRS, TSRS, and HLLC Riemann solver, respectively, and the exact so-
lution of the problem. The exact solution consists of a two shocks on either side of
the central contact wave.
Bottom: The relative differences of the solution of approximate Riemann solvers
compared to the solution using the exact Riemann solver with Godunov’s method.
The relative differences are computed with all primitive quantities W = (ρ, v, p)
being increased by 1 to avoid divisions by zero.
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Figure 4.2 shows the results of the “Sod test” Riemann problem with initial conditions
given in eq. 3.127, where the exact solution consists of a left-facing rarefaction and
a right facing shock. Figure 4.3 shows the results of the so-called “Left blast wave”
Riemann problem with initial conditions given in eq. 3.128. The solution consists of
a left-facing rarefaction and a right facing shock. However in this test the shock is
much stronger and much more prominent. Figure 4.4 shows the result of the “two
shock” test with initial conditions 3.129. The solution consists of two shock waves,
one on either side of the central contact wave. In all three examples, the results using
the exact Riemann solver as well as the approximate TSRS, TRRS, and HLLC solvers
are shown, along with relative differences of the solutions obtained with approximate
Riemann solvers compared to the solution obtained using the exact Riemann solver in
Godunov’s method.

The choice of Riemann solver has negligible influence on the solution using Godunov’s
method, affirming that the use of approximate solvers is an adequate approach. Aside
from a few exceptions around sharp discontinuities, the solutions with approximate
Riemann solvers agree with the solution using the exact Riemann solver to a level of
below 1%. In the presented tests, the TRRS and the TSRS solver appear to perform
better than the HLLC solver. This is however not generally valid, and is due to the
simple nature of the Riemann problem initial conditions that have been used as the
example test cases. The full solutions of the test problem consist of only elementary
waves, which the TRRS and TSRS solvers are able to handle rather well. In more
complex cases, the HLLC solver is may provide a better solution.

The method is able to successfully solve for the general structure of the exact solution,
and all emanating waves can be found. However, a noticeable feature is the lack
of sharp discontinuities in the solution using Godunov’s method, where the exact
solution should have some. Instead, Godunov’s method predicts smooth transitions.
This is particularly noticeable for the density across contact waves. The shock fronts
aren’t affected as much, but are nevertheless “rounded off”. On first sight, this may
appear puzzling given that Godunov’s method makes use of the integral form of
conservation laws, which explicitly allow for discontinuous solutions. So why doesn’t
it predict solutions with sharp discontinuities? The answer is numerical diffusion, which
will be the subject of the succeeding section.

4.4. On Numerical Diffusion and Order Of Accuracy

4.4.1. Numerical Diffusion

To demonstrate and quantify the effect of numerical diffusion, let’s apply Godunov’s
method to the linear advection equation with constant coefficients, which greatly sim-
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plifies the required computations.

The one dimensional linear advection equation with constant coefficients is given by

∂

∂t
u+

∂

∂x
f =

∂

∂t
u+ a

∂

∂x
u = 0, a = const. (4.12)

The analytical solution is given by

u(x, t) = u(x− at, t = 0) (4.13)

which can be used to determine the solution of the Riemann problem with the initial
left state uL and right state uR:

u(x, t > 0) =

{
uL if x− at < 0

uR if x− at > 0
(4.14)

Applied to the cell boundary ui−1/2 with initial left state uL = ui−1 and right state
uR = ui, and centering the problem at the boundary position xi−1/2, the solution at
the boundary is given by

ui−1/2(t > 0) =

{
ui−1 if − at < 0 ⇔ if a > 0

ui if − at > 0 ⇔ if a < 0
(4.15)

The solution for the right boundary is similarly given by

ui+1/2(t > 0) =

{
ui if − at < 0 ⇔ if a > 0

ui+1 if − at > 0 ⇔ if a < 0
(4.16)

In the interest of clarity, let’s assume a > 0 in what follows. Plugging the solution
of the Riemann problem at the boundaries into definition into Godunov’s method,
eq. 4.8, we get the expression
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Figure 4.5. The solution of the linear advection equation with constant coefficient a = 1 (in
arbitrary units). On the left, the initial conditions are a step function, on the right,
they are a Gaussian. The results at t > 0 have been repositioned to the original
position to demonstrate how the initial shape changes over time, which according
to the analytical solution shouldn’t happen.

un+1
i = un

i +
∆t
∆x

a(un
i−1 − un

i ) (4.17)

The analytical solution for the linear advection equation with constant coefficients is
readily available, and dictates that the solution at any t > 0 should be just the initial
state u(t = 0) translated to a new position x′ = x(t = 0) + at. This makes it easy to
compare the results obtained using Godunov’s method to the exact solution of any
initial conditions. Figure 4.5 shows the solution using Godunov’s method for a step
function and a Gaussian at different times, moved back to the original position to
demonstrate how the initial shape changes over time. Evidently the same diffusive
effects around discontinuities as was the case for the Euler equations in Figures 4.2 -
4.4 appear.

To understand what is happening, we first take note of the fact that Godunov’s scheme
for linear advection with constant coefficients is equivalent to a first order finite dif-
ference discretization. Approximating

∂

∂t
u ≈ un+1

i − un
i

∆t
(4.18)

∂

∂x
f ≈ fn

i − fn
i−1

∆x
= a

un
i − un

i−1

∆x
(4.19)
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and plugging these approximations into the conservation law 4.12 gives

un+1
i − un

i
∆t

+ a
un

i − un
i−1

∆x
= 0 (4.20)

which is identical to Godunov’s scheme 4.17.

The terms un+1
i and un

i−1 can be Taylor-expanded to second order in ∆t and ∆x:

un+1
i = un

i + ∆t
∂u

∂t
+

∆t2

2
∂2u

∂t2 +O(∆t3) (4.21)

un
i−1 = un

i − ∆x
∂u

∂x
+

∆x2

2
∂2u

∂x2 +O(∆x3) (4.22)

Inserting these expansions into the discretized equation 4.20 gives

1
∆t

[
un

i + ∆t
∂u

∂t
+

∆t2

2
∂2u

∂t2 +O(∆t3)− un
i

]
+

a
∆x

[
un

i − un
i + ∆x

∂u

∂x
− ∆x2

2
∂2u

∂x2 +O(∆x3)

]
= 0 (4.23)

=
∂u

∂t
+

∆t
2

∂2u

∂t2 + a
∂u

∂x
− a

∆x
2

∂2u

∂x2 +O(∆t2) +O(∆x2) (4.24)

keeping only the first order terms in ∆t and ∆x, this can be rearranged to

∂u

∂t
+ a

∂u

∂x
= a

∆x
2

∂2u

∂x2 −
∆t
2

∂2u

∂t2 (4.25)

The left hand side of eq. 4.25 is identical to the conservation law we are solving, and
should be zero. Hence we can interpret everything on the right hand side as the
highest order error term that the numerical scheme introduces. Let’s name it Err:

Err = a
∆x
2

∂2u

∂x2 −
∆t
2

∂2u

∂t2 (4.26)
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To proceed, we express ∂2u
∂t2 as a function of ∂2u

∂x2 by differentiating the analytical advec-
tion equation once w.r.t. t:

∂

∂t

(
∂

∂t
u+ a

∂

∂x
u

)
=

∂2u

∂t2 + a
∂2u

∂x∂t
= 0 (4.27)

and once w.r.t. x:

∂

∂x

(
∂

∂t
u+ a

∂

∂x
u

)
=

∂2u

∂x∂t
+ a

∂2u

∂x2 = 0 (4.28)

Relating these two derivatives over their common term ∂2u
∂x∂t gives us the required

relation:

−a
∂2u

∂x∂t
=

∂2u

∂t2 = a2 ∂2u

∂x2 (4.29)

Which allows us to express the error Err as

Err = a
∆x
2

∂2u

∂x2 −
∆t
2

∂2u

∂t2 = a
∆x
2

∂2u

∂x2 + a2 ∆t
2

∂2u

∂x2 (4.30)

=
a∆x

2

(
1− a∆t

∆x

)
∂2u

∂x2 (4.31)

=
a∆x

2
(1− CCFL)

∂2u

∂x2 (4.32)

Comparing this result and eqns. 4.25 and 4.26 with the advection-diffusion equation1

∂

∂t
u+ a

∂

∂x
u = D

∂2u

∂x2 (4.33)

it is clear that the error term that is introduced by the discretization of the equations
is in fact a diffusion term with the diffusion coefficient D = a∆x

2 (1− CCFL). This
expression for D also tells us how the diffusivity of the method will behave:

1also called the “convection-diffusion equation”
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Figure 4.6. The solution of the linear advection equation with constant coefficient a = 1 (in
arbitrary units) for a fixed CCFL = 0.1 and varying cell sizes ∆x = 1/N after 104

time steps. On the left, the initial conditions are a step function, on the right, they
are a Gaussian. The results have been repositioned to the original position at t = 0
to demonstrate how the initial shape changes over time.

• D ∝ ∆x: The diffusivity decreases with smaller grid spacing ∆x

• D ∝ (1− CCFL): The diffusivity decreases with bigger (maximal) time step sizes
CCFL.

These findings can readily be tested, albeit with a caveat: The choices of ∆x, ∆t, and
CCFL are not independent. They are related through eq. 4.10, where in the case of
linear advection with constant coefficients Sn

max = a. This means that if CCFL is kept
fixed while ∆x is varied, the time step ∆t will change as well. Naturally the same
happens when CCFL is varied while ∆x is kept fixed. If ∆x or CCFL decrease, the time
step size ∆t decreases as well, meaning that more time steps will be necessary to reach
a given end time. The caveat here is that the total error increases with the number
of time steps, as deviations introduced each individual time step accumulate. This
can clearly be seen in Fig. 4.5, where ∆x and CCFL are constant, and the further the
simulation progresses in time, the worse the results become. So in order to obtain
a meaningful and accurate comparison with respect to time step size, we need to
compare the results after a fixed number of time steps, and not at fixed end times.

Figure 4.6 shows how the diffusivity decreases with decreasing ∆x, while Figure 4.7
shows how the diffusivity decreases as CCFL increases, confirming our previous find-
ings. To confirm that the findings also hold for Godunov’s method applied to the
Euler equations, the solution of the Sod test with varying ∆x is shown in Figure 4.9.
However, for the sake of clarity the solutions here are shown for a fixed end time
tend = 0.15. While that is not ideal to showcase how the diffusivity behaves depending
on ∆x and CCFL

2, the alternative where the total number of time steps is kept constant

2In fact, the accumulated error with the increased number of required time steps to get to a set tend
nearly exactly cancels out the variations when varying CCFL, and all resulting curves are nearly
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Figure 4.7. The solution of the linear advection equation with constant coefficient a = 1 (in
arbitrary units) for fixed cell sized ∆x = 1/200 and varying CCFL after 104 time
steps. On the left, the initial conditions are a step function, on the right, they are
a Gaussian. The results have been repositioned to the original position at t = 0 to
demonstrate how the initial shape changes over time.

Figure 4.8. Same as Figure 4.7, but additionally going down to very low CCFL. At some point
around CCFL ∼ 0.5, the solution begins to improve again.

Figure 4.9. The Sod test problem (eq. 3.127) for the Euler equations solved using varying cell
sizes ∆x = 1/N at time t = 0.15 (in arbitrary units).
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would require to visualize solutions at different end times. Contrary to the solution of
the linear advection, the shape of the exact solution changes over time, so each result
would take a different shape, which leads to convoluted and unwieldy plots.

4.4.2. Order of Accuracy

An interesting thing occurs if we repeat the same experiment as in Figure 4.7, but go
down to even lower values of CCFL. The solution improves again around CCFL ∼ 0.5,
as is shown in Figure 4.8. To understand this behavior, we need to look into the order
of accuracy of the scheme. To estimate the error introduced each step by the method,
which we call the one step error ErrOS, we compute the difference between the exact
solution un+1

i,e at time tn+1 and the predicted solution un+1
i which is evaluated using

Godunov’s method and exact initial conditions un
i :

ErrOS = un+1
i − un+1

i,e (4.34)

= un
e,i −

a∆t
∆x

(un
i,e − un

i−1,e)− un+1
i,e (4.35)

Using the Taylor expansions 4.21 and 4.22 to express un+1
i,e and un

i−1,e, and keeping only
second order terms in ∆x and ∆t, we can write

ErrOS = un
i,e − a

∆t
∆x

(
un

i,e − un
i,e +

∂un
i,e

∂x
∆x− ∆x2

2
∂2un

i,e

∂x2 O(∆x3)

)
− (4.36)

−
(
un

i,e +
∂un

i,e

∂t
∆t +

∆t2

2
∂2un

i,e

∂t2 +O(∆t3)

)
(4.37)

= −∆t

(
a

(
∂un

i,e

∂x
− ∆x

2
∂2un

i,e

∂x2 +O(∆x2)

)
+

∂un
i,e

∂t
+

∆t
2

∂2un
i,e

∂t2 +O(∆t2)

)
(4.38)

= −∆t

∂un
i,e

∂t
+ a

∂un
i,e

∂x︸ ︷︷ ︸
=0

+O(∆x) +O(∆t)

 (4.39)

Finally giving us:

ErrOS ∝ ∆t (O(∆x) +O(∆t)) (4.40)

identical. For this reason, a figure containing how the diffusivity behaves with varying CCFL for
Godunov’s method for the Euler equations is omitted. Compare also to Figure 4.11.
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While the one step error is proportional to ∆t2, reducing ∆t also means that more
steps need to be carried out to reach some end time tend. If for some initially set ∆t0

one needs N steps to reach tend, i.e. tend = N∆t0, then for some ∆t1 < ∆t0 we require
tend = N(∆t0/∆t1) steps. It is then convenient to define the Local Truncation Error
ErrLT

ErrLT =
1

∆t
ErrOS (4.41)

to describe how a scheme scales with cell spacing ∆x and time step size ∆t. For this
scheme,

ErrLT = O(∆t) +O(∆x) (4.42)

so Godunov’s scheme is first order accurate in ∆x and ∆t.

This property explains why in Figure 4.8 the results begin to improve once CCFL be-
comes small enough. The diffusion term D ∝ (1− CCFL) has an upper boundary at
CCFL = 0. Once CCFL is small enough, the diffusion term stops increasing notice-
ably. For example, going from CCFL = 0.01 to CCFL = 0.001 changes the amplitude of
the diffusion term form 0.99 to 0.999, or less than one per cent. However, since the
Courant number directly determines the time step size ∆t and the scheme is first order
accurate in time, the expected result when going from CCFL = 0.01 to CCFL = 0.001
should improve by a factor of 10. In the case of the solution of the linear advection
equation using Godunov’s method, the turnaround point, where the results begin to
improve again, occurs at CCFL ∼ 0.5 (see Figure 4.8).

Another interesting point can be made when comparing the results for the step func-
tion with the results of the smooth Gaussian: It appears that the deviations from the
expected solution for the step function are somewhat larger, in particular in cases with
lower diffusivity, i.e. for small ∆x in Figure 4.6 and large CCFL in Figure 4.7.

To understand that phenomenon, we need to look into a different approach to estimate
the local truncation error using a formalism that allows for discontinuous solutions.
The previous expression assumed a smooth (differentiable) state, which is not the case
any longer with discontinuities being present. Instead, we make use of the analytical
solution for the advection-diffusion equation 4.33 as the analytical expression for the
solution Godunov’s scheme will provide. This solution is given by
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un(x) = u0(x− atn) erfc
(

x− atn
√

4Dt

)
(4.43)

with

erfc(x) =
2√
π

∫ ∞

x
exp(−z2)dz (4.44)

To estimate the error at time tn, we take the 1-norm of the difference between the exact
solution ue = u0x− atn and the analytical expression of the solution of Godunov’s
scheme:

Err = ||ue(x, tn)− un(x)||1 =

∞∫
−∞

|ue(x, tn)− un(x)|dx (4.45)

=

∞∫
−∞

|u0(x− at)− u0(x− at) erfc
(

x− atn
√

4Dt

)
)|dx (4.46)

=

∞∫
−∞

|u0(x′)(1− erfc
(

x′√
4Dt

)
)|dx′ (4.47)

In the last step, the substitution x′ = x − at was used. Choosing the discontinuous
initial conditions

u0 =

{
1 if x < 0

0 if x > 0
(4.48)

and using a second substitution y = −x′√
4Dt

the integral can be written as

Err =
0∫

−∞

|(1− erfc
(

x′√
4Dt

)
)|dx′ (4.49)

73



4. Godunov’s Method For Non-Linear Schemes

=
√

4Dt
∞∫

0

|(1− erfc(−y))|dy (4.50)

The integral can be further simplified, but since it will in any case yield a result
independent of x and t, we don’t actually care for its exact evaluation, and instead
write

Err = C1
√

Dt = C2
√

∆xt = C2
√

∆xN∆t (4.51)

where C1 and C2 are some constants independent of ∆x and ∆t. Note that in order to
derive this result, we chose the initial conditions to be discontinuous. So this result
tells us that in the presence of discontinuities, the error scales with

√
∆t and

√
∆x,

while for smooth conditions, it scales with ∆t and ∆x. The exact factor of
√

∆t and√
∆x difference to the smooth condition isn’t generally valid for other methods and

initial conditions, but it is a fact that the presence of discontinuities reduces the order
of accuracy of a scheme just like it did in this case.

Finally, to conclude the chapter on Godunov’s method, we can verify our findings
of the order of accuracy of the method by conducting numerical experiments and
measuring how the error scales with ∆x and CCFL ∝ ∆t. The error is estimated using

Err =
1
N

N

∑
i
|ui − ui,exact| (4.52)

Figure 4.10 shows the results for the linear advection equation with constant coeffi-
cients using Godunov’s method. Both a step function containing discontinuities and
smooth Gaussian initial conditions are used. Also results for both a fixed number of
time steps and for a fixed end time are shown, along with guiding lines for varying
powers of ∆x. Let’s look at the results of each of the four cases:

• For the smooth Gaussian and a fixed number of total time steps (blue dashed
line), the error scales with ∼ ∆x2. The reason is that for a fixed CCFL, reducing ∆x
also reduces the time step ∆t. We have seen that the local truncation error 4.42
depends on both ∆t and ∆x, and in this scenario, both are reduced, leading to
a net scaling with a power greater than 1. Another way of understanding this
phenomenon is by considering the fact that the one step error 4.40 is proportional
to ∆t2. By keeping the total number of time steps fixed for all ∆x, the amount of
errors that can be accumulated over the course of the simulation is kept constant,
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resulting in a scaling ∝ ∆t2 = (CCFL∆x/a)2 ∝ ∆x2 for constant a and CCFL.

• For the smooth Gaussian and a fixed end time tend = 2 (blue solid line), the
error scales with ∼ ∆x, which is exactly what the local truncation error 4.42
predicts. In this scenario, the accumulation of individual one step errors due to
the larger number of total time steps necessary with decreasing ∆x reduces the
total accuracy. However, this line is the one that is of higher interest for practical
applications: After all, typically a simulation is run until a specified end time,
not for a certain number of steps.

• The discontinuous step function and a fixed end time tend = 2 (orange solid
line), the error is as predicted by eq. 4.51: Since the end time tend = N∆t is kept
constant, the result should be precisely an error ∝

√
∆x.

• The discontinuous step function and a fixed total number of steps time (orange
dashed line), the error scales with ∼ ∆x, which is again higher than for the case
with a fixed end time. The reason is that since the end time is not being kept
constant, the factor

√
N∆t is not constant any more. N is constant, but ∆t ∝ ∆x

for a fixed CCFL, and the error scales in total ∝
√

∆x∆x = ∆x, which is exactly
what we observe.

The case for varying CCFL and fixed ∆x in Figure 4.10 is somewhat simpler to interpret,
since the choice of CCFL doesn’t affect the cell spacing ∆x. For a fixed number of time
steps, the expected slopes ∝ CCFL and ∝ C1/2

CFL for the smooth and the discontinuous,
respectively, are reproduced. In the cases for a fixed end time, the accumulation of
one step errors cancels out the improved accuracy per step, and the net scaling is
∝ 1. In all cases, the influence of the diffusion term D ∝ (1− CCFL) is clearly seen
for CCFL & 0.1. The same behavior can be seen for Godunov’s method applied to
the Euler equations in Figure 4.11, since the solved problem, the Sod test (eq. 3.127),
contains discontinuities as part of its exact solution.
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Figure 4.10. The order of accuracy w.r.t. ∆x (left) and the Courant number CCFL (right) of the
linear advection equation with constant coefficients using Godunov’s method for
both a step function and a Gaussian initial conditions. For comparison, lines with
slopes 1/2, 1, and 2 are overplotted. The experiments are run for both a fixed end
time tend = 2 as well as for a fixed total number of time steps individually.

Figure 4.11. The order of accuracy w.r.t. ∆x (left) and the Courant number CCFL (right) of
the Euler equations using Godunov’s method for the Sod test (eq. 3.127). For
comparison, lines with slopes 1/2, and 1 are over-plotted. The experiments are
run for both a fixed end time tend = 0.2 as well as for a fixed total number of time
steps individually. The fixed total number of steps was chosen such that all three
waves remain within the boundary for all choices of ∆x and CCFL.
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Higher order schemes, i.e. schemes whose accuracy scales with cell spacings ∆x and
time step sized ∆t with a power greater than 1, are very desirable for practical ap-
plications. While they require more calculations for a single cell update un+1

i , their
improved scaling makes them attractive since increasing the resolution, i.e. reducing
∆x and ∆t, leads to improved results. There is always a turning point at which the
additional computational cost per update is overtaken by the better scaling, leading
to more accurate solutions at a comparatively lower computational cost. For example,
say a second order accurate solution un+1

2 requires 4 times more computations in order
to be second order accurate, i.e. scale with ∆x2, compared to the first order solution
un+1

1 . If N is the number of computations required to obtain the full solution un+1
1

for all cells, then decreasing ∆x by a factor of 8 means also increasing the number
of required cells to cover the same volume. The computational cost of the first order
method increases linearly to 8N, and the error will be reduced by a factor of 1/8. For
the second order scheme, the initial cost would be 4N, and the cost after reducing ∆x
by a factor of 8 increases linearly to 32N. However the error is reduced by a factor
∝ ∆x2, i.e. by a factor of 1/64. In order to obtain this sort of improvement of accu-
racy using the first order accurate scheme, we’d need to decrease ∆x by a factor of 64,
leading to a required computation workload of 64N, or twice as much as the second
order scheme. Additionally, the first order scheme would have much higher memory
requirements in order to reproduce the same accuracy, as it would need to store 8
times more cells.1

Extending Godunov’s method to higher order accuracy can at first glance seem straight-
forward. In this chapter, two distinct approaches to do so are discussed:

• A method that relaxes the assumption that the states inside a cell are piece-wise
constant, and instead assumes that they are piece-wise linear, called the MUSCL-
Hancock method

• A method that attempts to find an improved expression for the inter-cell fluxes
Fi±1/2 by relaxing the assumption that the states left and right of the boundary

1The factor 8 stems from the assumption that the problem is one dimensional, and that the number of
cells is directly proportional to the cell size ∆x. For two and three dimensions and assuming cells of
equal size, an additional factor of 8 needs to be added for each additional dimension. This leads to
64 and 512 more cells required to be stored, respectively.
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remain constant throughout the entire time step, called the Weighted Average
Flux (WAF) method.

However, higher order accurate methods come with a plethora of new problems that
weren’t present for first order methods. In particular, if left untreated, second order
methods will always develop spurious oscillations in the solutions, which typically
are violently unstable. There are ways to handle this issue, namely by applying slope
and flux limiters, but the way they work can sometimes appear like witchcraft. To
showcase the problems of second order methods and how the limiters work, we first
have a look at second order schemes for the ol’ reliable linear advection with constant
coefficients.

5.1. Higher Order Schemes For Scalar Equations

5.1.1. The WAF Scheme

The core idea of the Weighted Average Flux (WAF) scheme is to improve the estimate
for the fluxes at the cell boundaries, Fi±1/2. When deriving Godunov’s method, we
started off by using the integral form of the conservation law. A key part of solving
the integral of the fluxes over time was to make use of the fact that solution to the
Riemann problem centered between two adjacent cells, un

i and un
i+1, predicts that for

all t > 0 the solution at the boundary will remain constant. The general solution
structure of the Riemann problem consists of waves that will emanate from the center
and travel along characteristics, as is shown in e.g. Figures 3.4 and 3.9. However, given
that the states are represented as integral averages of continuous states, i.e.

un
i =

1
∆x

xi+1/2∫
xi−1/2

u(x, tn)dx (5.1)

a consequence of waves emanating from cell boundaries and propagating through the
cells is that the integral averaged cell states won’t be constant for t > tn precisely
because there are waves propagating through them. The WAF method tries to get
a better estimate of the fluxes that would actually pass between a boundary if the
underlying problem weren’t discretized, but continuous. To do so, the constant fluxes
fi+1/2 of Godunov’s scheme are replaced by fluxes averaged over space. Explicitly, the
fluxes are estimated at the midpoint in time between two time steps, tn+1/2 = tn + 1

2 ∆t,
and averaged from the center of the left cell, xi, to the center of the right cell, xi+1:
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A B C

xi+1/2

x

t

∆t/2

∆t

−∆x/2 ∆x/2

Ui Ui+1

Figure 5.1. The set-up for computing the WAF inter-cell flux at the mid-step in time. For t > 0
and a coefficient a > 0, the emanating wave (blue line) will intersect the t = ∆t/2
line at some point B > xi+1/2

fWAF
i+1/2 =

1
∆x

xi+1∫
xi

f(ui+1/2(tn+1/2))dx (5.2)

ui+1/2 is the solution to the Riemann problem with initial data ui and ui+1. Figure 5.1
illustrates the situation assuming a positive coefficient a > 0. Making use of the
analytical solution of the Riemann problem,

u(x, t) =

{
ui if x−xi−1/2

t < a

ui+1 if x−xi−1/2
t > a

(5.3)

we can subdivide the interval [xi, xi+1] into two subdomains along the t = tn+1/2 line
in Figure 5.1: Let point A be at (xi, tn+1/2), point C at (xi+1, tn+1/2), and point B at the
position of the discontinuity, (xi+1/2 + a∆t/2, tn+1/2). The lengths of the subdomains
AB and BC are given by

AB =
∆x
2

+ a
∆t
2

=
1
2

(
1 +

a∆t
∆x

)
∆x =

1
2
(1 + CCFL)∆x (5.4)

BC =
∆x
2
− a

∆t
2

=
1
2
(1− CCFL)∆x (5.5)

Since the states between AB and BC are constant, the integral averaged flux is trivial
to compute:
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fWAF
i+1/2 =

1
∆x

xi+1∫
xi

f(ui+1/2(tn+1/2))dx (5.6)

=
1

∆x

 B∫
A

f(un+1/2
i+1/2 )dx +

C∫
B

f(un+1/2
i+1/2 )dx

 (5.7)

=
1

∆x

[
ABf(un+1/2

i+1/2 )|Bx=A + BCf(un+1/2
i+1/2 )|Cx=B

]
(5.8)

=
1

∆x
[
AB(aui) + BC(aui+1)

]
(5.9)

=
1

∆x

[
1
2
(1 + CCFL)∆x(aui) +

1
2
(1− CCFL)∆x(aui+1)

]
(5.10)

=
1
2
(1 + CCFL) (aui) +

1
2
(1− CCFL) (aui+1) (5.11)

For a > 0, the flux is a weighted average of the upwind flux fi = aui and the downwind
flux fi+1 = aui+1, hence the name of the method.

The final update scheme reads as follows:

un+1
i = ui +

∆t
∆x

(
fWAF
i−1/2 − fWAF

i+1/2

)
(5.12)

Formally, this equation looks identical to Godunov’s method, given in eq. 4.8. The big
difference which results in a higher order accuracy is “hidden” in the expression for
the fluxes fWAF

i±1/2. They are now estimated using an integral average of cell states which
are no longer assumed to remain constant during a time step ∆t, but are allowed to
change over the duration thereof.

5.1.2. The MUSCL-Hancock Scheme

The approach behind MUSCL (Monotone Upstream-Centered Schemes for Conserva-
tion Laws) schemes to achieve higher order accuracy is to depart from the piece-wise
constant reconstruction of the data, and use a higher order interpolation instead. The
simplest way of modifying the piece-wise constant data is to replace the constant states
un

i with a linear local reconstruction
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un
i (x) = un

i + (x− xi)si, x ∈ [0, ∆x] (5.13)

where si is a suitably chosen slope of ui(x). The integral average of un
i (x) in each

cell is identical to the piece-wise constant state, and hence the reconstruction remains
conservative. A general way of defining a slope is using a free parameter ω ∈ [−1, 1]
and write

si =
1

∆x

[
1
2
(1 + ω)(un

i − un
i−1) +

1
2
(1−ω)(un

i+1 − un
i )

]
(5.14)

Some special values for ω are:

ω = 0 : Centered slope (Fromm) sn
i =

un
i+1 − un

i−1

2∆x
(5.15)

ω = 1 : Upwind slope (Beam-Warming) sn
i =

un
i − un

i−1

∆x
(5.16)

ω = −1 : Downwind slope (Lax-Wendroff) sn
i =

un
i+1 − un

i

∆x
(5.17)

The piece-wise linear reconstruction of the data using these three slope choices are
illustrated in Figure 5.2.

A complication that arises as a consequence of moving away from the piece-wise
constant reconstruction of the data is that the solution of the conventional Riemann
problem centered at cell boundaries is not applicable any longer. Instead, the problem
at hand is a generalized Riemann problem with non-constant left and right states
ui−1(x) and ui(x), respectively. The solution no longer contains uniform regions, and
the characteristics are not straight lines any longer. Unfortunately, the solution for
generalized Riemann problems is not available for all conservation laws, and further
approximations need to be made in order to proceed. The MUSCL-Hancock method
prescribes the following approximation: First evolve the boundary extrapolated values
uL = ui − ∆x

2 si and uR = ui +
∆x
2 si over half a time step by approximating the state

inside the cell i as a conventional Riemann problem with constant states uL and uR, i.e.
find

uL = uL +
∆t

2∆x
(f(uL)− f(uR)) (5.18)
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Ui−3 Ui−2 Ui−1 Ui Ui+1 Ui+2

U(x)

Figure 5.2. Piece-wise linear reconstruction of the data (black dashed line), using different
choices for the slope. The blue lines show the reconstruction using a centered slope,
the orange lines are using an upwind slope, while the green lines use a downwind
slope. The gray background represents the the piece-wise constant reconstruction
of the data.

uR = uR +
∆t

2∆x
(f(uL)− f(uR)) (5.19)

These evolved boundary extrapolated values are then used to approximate the gener-
alized Riemann problem by as a conventional Riemann problem. Their evolved states
serve as an approximation of the average state on the cell boundaries throughout the
time step. Consequently the left and right evolved states uL and uR are used as the
constant states between cell boundaries over the entire time step ∆t. The final update
formula is hence given by

un+1
i = un

i +
∆t
∆x

(fi−1/2 − fi+1/2) (5.20)

fi−1/2 = RP(ui−1,R, ui,L) (5.21)

fi+1/2 = RP(ui,R, ui+1,L) (5.22)

where RP(l, r) represents the solution of the centered Riemann problem with left state
l and right state r at x = 0.

82



5.1. Higher Order Schemes For Scalar Equations

Figure 5.3. Solution of the linear advection equation using the MUSCL-Hancock method and
an upwind (left) slope, a downwind slope (center), and a centered slope (right) for
a smooth Gaussian initial state with advection coefficient a = 1.

Figure 5.4. Solution of the linear advection equation using the MUSCL-Hancock method and
an upwind (left) slope, a downwind slope (center), and a centered slope (right) for
step function initial state with advection coefficient a = 1.

5.1.3. On Monotonicity, Data Compatibility, and Total Variation

Figure 5.3 shows the results of the linear advection using the MUSCL-Hancock method
for the upwind, downwind, and the centered slope on smooth initial conditions. Com-
pared to the results of the first order method in Figure 4.5, it is obvious that the so-
lution has improved substantially. In this example there is no significant diffusion
any more, which is to be expected since the diffusion term entered as a second order
error in the first order accurate method. This cannot occur in the second order accu-
rate method, as the second order terms are handled explicitly. However, the situation
changes drastically when discontinuities are involved, as is shown in Figure 5.4. The
solution now includes spurious oscillations that evolve and grow over time, which
was not the case for the first order method in Figure 4.5. Even worse, because the
new minima and maxima grow with time, they may keep growing to infinity, or other
unphysical values. Clearly they are a serious problem.

These oscillations are a typical phenomenon in higher order schemes. In fact, they are
a consequence of the extension to higher orders. For scalar non-linear conservation
laws, this can be shown by making use of the notion of monotone schemes. A scheme
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un+1
i = M(un

i−kl
, . . . ,un

i+kR
) =

kR

∑
k=−kL+1

bku
n
i+k (5.23)

with kL, kR being two non-negative integers is called monotone if

∂M
∂un

j
≥ 0 ∀ j ⇔ bk ≥ 0 ∀ j, k (5.24)

Since M is a non-decreasing function of all of its arguments, it is equivalent to the
following property:

if vn
i ≥ un

i ∀i, then vn+1
i = M(vn

i ) ≥ un+1
i = M(un

i ) ∀i (5.25)

If a monotone scheme is applied on some given data set {un
i }, then the monotone

scheme will introduce no new minima or maxima, i.e.

max
i
{un+1

i } ≤ max
i
{un

i } (5.26)

min
i
{un+1

i } ≥ min
i
{un

i } (5.27)

To demonstrate this property, we define vi = maxj{un
j } = const. ∀i. From the appli-

cation of the scalar conservation law

∂

∂t
v +

∂

∂x
f(v) = 0 =

∂

∂t
v +

∂f

∂v
∂v
∂x︸︷︷︸
=0

(5.28)

it follows that ∂
∂t v = 0, and v is constant w.r.t. time as well. Since vi = const. ∀i, we

can write

vn+1
i = M(vi−kL+1, . . . , vi+kR) = M(vi) = b0vi (5.29)
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and because it must be constant in time as well, it follows that b0 = 1 and vn+1
i = vn

i .
Using property 5.25 and by definition of vn

i = maxj{un
j }, it follows that

vn+1
i = vn

i ≥ un+1
i ⇒ max

j
{un

j } ≥ un+1
i ∀i, j (5.30)

⇒ max
j
{un

j } ≥ max
j
{un+1

j } (5.31)

The proof for the equivalent relation between minima follows analoguely. For any
given time tn the properties 5.26 and 5.27 can be applied recursively back to t0, which
shows that no new minima and maxima will be created by monotone schemes re-
gardless of the number of time steps taken, and hence no spurious oscillations like in
Figure 5.4 will be generated. Conversely, it also means that monotone schemes will
clip extrema, as the minima will always increase, while maxima will always decrease.

Unfortunately, there are no monotone, linear schemes for non-linear scalar hyperbolic
conservation laws of second order of accuracy or higher. This fact is known as Go-
dunov’s theorem. It can be shown using Roe’s theorem (see Appendix B), which states
that a scheme of the form 5.23 is p-th order accurate if and only if

kR

∑
k=−kL

kqbk = (−CCFL)
q , 0 ≤ q ≤ p (5.32)

where bk are the constant coefficients of the linear scheme, which must be ≥ 0 for a
monotone scheme. Let

Sq ≡
kR

∑
k=−kL

kqbk (5.33)

denote the summation for a single q. Then for a scheme of second order accuracy, we
require

S0 = 1, S1 = −CCFL, S2 = C2
CFL (5.34)

Explicitly computing S2 reveals
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S2 =
kR

∑
k=−kL

k2bk =
kR

∑
k=−kL

([k + CCFL]
2 − 2kCCFL − C2

CFL)bk (5.35)

=
kR

∑
k=−kL

[k + CCFL]
2bk − 2CCFL

kR

∑
k=−kL

kbk︸ ︷︷ ︸
=S1=−CCFL

−C2
CFL

kR

∑
k=−kL

bk︸ ︷︷ ︸
=S0=+1

(5.36)

=
kR

∑
k=−kL

(k + CCFL)
2bk + C2

CFL (5.37)

In order for the scheme to be second order accurate, S2 needs to be equal to C2
CFL,

which is only satisfied in two cases. The first case is if bk = 0 ∀k, which isn’t really a
method, since all it does is zero out any initial state. The other case is CCFL = −k ∀k.
Since there can be only a single Courant number, there can also be only one coefficient
index k = k0, and we need bk = 0 ∀k 6= k0. Furthermore the Courant number must be
an integer, which cannot be the case given the stability requirement 0 < CCFL < 1. It
then follows that a monotone scheme can’t be second order accurate or higher.

If we nevertheless want to make use of schemes of higher order, some adjustments
are necessary in order to avoid spurious oscillations and instabilities around sharp
gradients and discontinuities. However, ideally the adjustments should only take
effect close to sharp gradients and discontinuities, while the second order accurate
method should remain unmodified in smooth parts of the problem. This way we can
reap the most benefits from the higher order accuracy. Requiring the method to behave
differently depending on the current state of the problem, i.e. differently in smooth
and discontinuous regions, leads to the core of the approach: The method needs to
adapt to the current state of the problem. This means that a) the coefficients bk can’t be
constant any longer, as they need to adapt according to the situation, and b) we need
to find a way to quantify when and how to modify the method. A way of illustrating
the core concept would be to take a closer look at the results for different choices of
the slope in Figure 5.4. In Figure 5.4, the advection coefficient is a = 1, and the initial
step function travels to the right. The solution using the centered slope for example
does quite well behind the step wave, i.e. at x ∼ 0.3: there are no spurious oscillations
there. But it introduces a new peak directly in front of the discontinuities at x ∼ 0.4
and x ∼ 0.7. The downwind slope behaves similarly. The upwind slope however deals
a bit better with the state in front of the step wave, i.e. at x ∼ 0.7, albeit not perfectly.
The idea behind an “adaptive” method could be to modify the reconstruction of the
data by selecting between the different choices of the slope and pick the ones that
promise to give the best results depending on the region. For example, we could select
an upwind slope reconstruction in front of the wave, and a centered slope behind the
step wave. In regions where no linear reconstruction yields acceptable results, for
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example around x ∼ 0.4, we can always fall back on the monotone first order method
(Fig. 4.5) which never introduces new extrema.

It remains to establish concrete expressions for the requirements above. One way of
ensuring that a method doesn’t develop new extrema is by demanding the algorithm
to be “data compatible”. A scheme is called compatible with a data set {un

i } if the
solution {un+1

i } is bounded by the upwind pair (un
i−d,un

i ), where d = sign(CCFL) =

sign(a). This definition can also be written as

min{un
i−d,un

i } ≤ un+1
i ≤ max{un

i−d,un
i } (5.38)

or alternatively

0 ≤ un+1
i − un

i
ui−d − un

i
≤ 1 (5.39)

A different way of ensuring that no new extrema form, nor existing extrema grow, is
to demand that the method is total variation diminishing. The total variation TV for
a mesh function is defined as

TV(un) = ∑
i
|un

i+1 − un
i | (5.40)

and a total variation diminishing (TVD) scheme satisfies

TV(un+1) ≤ TV(un) (5.41)

It can be shown that monotone schemes are TVD. An additional neat property of
TVD schemes is that they converge. Equipped with the constraints 5.39 and 5.41, we
can now go on to find expressions for modified WAF and MUSCL-Hancock schemes
which are both second order accurate in smooth regions and don’t develop spurious
oscillations.
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5.1.4. TVD Version of the WAF Scheme

To obtain a TVD version of the WAF scheme, we start off with a more general form of
the WAF flux (eq. 5.11) for a ≥ 0:

fi+1/2 =
1
2
(1 + φi+1/2)(aun

i ) +
1
2
(1− φi+1/2)(aun

i+1) (5.42)

The goal is to find valid ranges for φ such that the method is TVD. A first upper
and lower limit for φ comes from the physical limitations in the extreme case φ =

±1, which corresponds to the characteristic having the maximally allowable velocity,
therefore

−1 ≤ φ ≤ 1 (5.43)

Applying the data compatibility condition 5.39 and after some algebra we arrive at the
inequalities

−1 ≤ 1
ri+1/2

(1− φi+1/2) + φi−1/2 ≤
2− |CCFL|
|CCFL|

(5.44)

which is valid for both positive and negative a, and with the “flow parameter” ri+1/2

ri+1/2 =


un

i −un
i−1

un
i+1−un

i
if a > 0

un
i+2−un

i+1
un

i+1−un
i

if a < 0
(5.45)

Additionally, we impose that

φi±1/2(r = 1) = |CCFL| (5.46)

to ensure that the method remains second order accurate in smooth regions where the
flow parameter r ∼ 1, i.e. where the upwind and downwind slope are nearly identical.
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As long as φi±1/2 satisfies the above inequalities, the resulting method will be TVD.
This means however that there is any number of possible choices for the “flux limiter”
φ(r) that ensures that the scheme is TVD. To conform with a more general derivation
of flux limited methods by Sweby (1984), it is practical to write the flux limiter in the
form

φ(r) = 1− (1− |CCFL|)ψ(r) (5.47)

to make use of well known expressions for ψ(r) comparable with other methods.
The permissible values for ψ(r) for which it satisfies the inequalities above can be
interpreted as regions on the r−ψ(r) plane. These regions are are shown in Figure 5.5
as the gray background, along with some well known limiter functions:

Minmod ψ(r) = minmod(1, r) (5.48)

Superbee ψ(r) = max(0, min(1, 2r), min(2, r)) (5.49)

MC (monotonized central-difference) ψ(r) = max(0, min((1 + r)/2, 2, 2r)) (5.50)

van Leer ψ(r) =
r + |r|
1 + |r| (5.51)

where

minmod(a, b) =


a if |a| < |b| and ab > 0

b if |a| > |b| and ab > 0

0 if ab ≤ 0

(5.52)

Figure 5.6 shows the solution of the linear advection equation using the WAF method
and the various flux limiters described above. None of the solutions that employ a flux
limiter develop spurious oscillations, validating the flux limiting approach. The lim-
iters display a variety of diffusivity, comparable to the results of the first order method
in Figure 4.5. The minmod limiter is the most diffusive one among the selected lim-
iters, while the superbee limiter displays nearly no diffusivity around discontinuities
at all. However, the superbee limiter tends to clip minima and maxima in smooth
regions as well, and so the top of the Gaussian profile becomes flattened, while the
smooth wings get clipped into discontinuities. This different behavior suggests that
there is no general best choice for which flux limiter to use, and it should be decided
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Figure 5.5. Some popular flux limiter functions ψ(r) for the flow parameter r. The grey region
is the entire permissible region for the flux limiters within which the inequalities
guaranteeing the method to be TVD are satisfied.

based on the underlying problem to be solved.

Finally, let’s look at how the order of accuracy of the WAF scheme. Figure 5.7 shows
the average error using various limiters for smooth Gaussian initial conditions and
for a step function for varying ∆x while keeping CCFL fixed. Again the errors are
measured for both a fixed end time tend = 2 of the simulation, as well as after a
fixed number of steps have been completed. For the fixed end time, the error for the
smooth Gaussian indeed decreases with ∝ ∆x2, as the method promises. However, it
quickly converges at ∆x ∼ 2× 103 around the error 10−4 where it edges on the limits
of single precision floating point numbers. After this point, any further reduction
of ∆x doesn’t improve the solution. Since for a fixed CCFL a decrease of ∆x means
the identical increase in time step size ∆t, decreasing ∆x only leads to more time
steps being required to reach the specified end time, and accumulates more errors
over more steps. The same applies to the case where the errors are compared after
a fixed number of time steps have been executed: After the point of convergence is
reached, the accuracy doesn’t decrease proportional to ∆x2 any longer, and the order
of accuracy is reduced. While the order of ∆x2 for the fixed number of time steps is
the same as for the first order method in Figure 4.10 for the Gaussian, the order of
∆x2 is a clear improvement over the order ∆x of the first order method. In particular,
note that the absolute value of the error estimate is lower compared to the first order
method by nearly a full order of magnitude even for large ∆x.

In the case of the step function, the improvement in order of accuracy compared to the
first order Godunov method are evident as well. For the experiments run until a fixed
end time, the errors decrease with a slope between ∆x1/2 and ∆x, while in the first
order case the trend was nearly exactly ∆x1/2. For the experiments run over a fixed
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Figure 5.6. The results for linear advection using the WAF scheme and various flux limiters,
compared to the analytical solution (dashed black line) and the solution without
limiters (dashed blue line) for a step function (left) and a smooth Gaussian (right).

number of time steps, the slope of ∆x is the same in both cases because the presence
of the discontinuity dominates the error term. The fact that discontinuities reduce the
order of accuracy of the solution however persists, and the orders remain lower than
in the case of the smooth Gaussian initial condition.

5.1.5. TVD Version of the MUSCL-Hancock Scheme

The condition for the MUSCL-Hancock scheme to be TVD can be written as

min
j

un
j ≤ un+1

i ≤ max
j

un
j (5.53)

with j ∈ [i− 1, i + 1]. This condition can be translated to a condition on the boundary
extrapolated values ui,L and ui,R (eqns. 5.18-5.19).

min{un
i−1,un

i } ≤ ui,L ≤ max{un
i−1,un

i } ∀i (5.54)

min{un
i ,un

i+1} ≤ ui,R ≤ max{un
i ,un

i+1} ∀i (5.55)

To derive more concrete expressions for the inequalities, let’s assume that un
i−1 ≤ un

i
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Figure 5.7. The order of accuracy w.r.t ∆x for the WAF method used for the linear advection
equation with a Gaussian initial condition (left) and a step function (right). The
experiments are run for both a fixed end time tend = 2 as well as for fixed number
of time steps individually, while using varying flux limiters. Lines with slopes 1/2,
1, and 2 are over-plotted for comparison. The results for the step function after a
fixed number of steps have been scaled by a factor of 102 for clarity.

to start with. Then the inequality reads as

un
i−1 ≤ ui,L = un

i −
1
2
(1 + CCFL)σi ≤ un

i (5.56)

where the equality in the middle stems from the definition of ui,L and σi = si∆x. From
the left hand side inequality, we find

un
i−1 − un

i ≡ −∆ui−1/2 ≤ −
1
2
(1 + CCFL)σi (5.57)

σi ≤
2

1 + CCFL
∆ui−1/2 (5.58)

where we defined ∆ui−1/2 = un
i − un

i−1. From the second inequality, we obtain

un
i −

1
2
(1 + CCFL)σi ≤ un

i (5.59)

−1
2
(1 + CCFL)σi ≤ un

i − un
i = 0 (5.60)

σi ≥ 0 (5.61)

Finally giving us
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0 ≤ σi ≤
2

1 + CCFL
∆ui−1/2 if ∆ui−1/2 ≥ 0 (5.62)

The same exercise can be repeated by assuming un
i ≤ un

i−1, i.e. ∆ui−1/2 ≤ 0 to obtain

0 ≥ σi ≥
2

1 + CCFL
∆ui−1/2 if ∆ui−1/2 ≤ 0 (5.63)

and by using the second inequality for ui,R and again considering both cases ∆ui+1/2 ≥
0 and ∆ui+1/2 ≤ 0, two more conditions are found:

0 ≤ σi ≤
2

1− CCFL
∆ui+1/2 if ∆ui+1/2 ≥ 0 (5.64)

0 ≥ σi ≥
2

1− CCFL
∆ui+1/2 if ∆ui+1/2 ≤ 0 (5.65)

An immediate first result is that in case ∆ui−1/2 and ∆ui+1/2 have opposite signs, the
conditions reduce to 0 ≥ si ≤ 0, and the only possible solution is si = 0. If they
have the same sign however, the above inequalities give us upper limits, which can be
combined into a single upper boundary:

σi ≤ min
{

2
1− CCFL

|∆ui+1/2|,
2

1 + CCFL
|∆ui−1/2|

}
(5.66)

To find methods that satisfy these conditions, the estimated slopes σi of the MUSCL-
Hancock method are modified to slope limited slopes σi that contain a slope limiter
ξ(r). For a general slope σi of the form

σi =
1
2
(1 + ω)∆ui−1/2 +

1
2
(1−ω)∆ui+1/2 (5.67)

the limited slope is given by

σi = ξ(r)σi (5.68)
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where r is the flow parameter

r =
∆ui−1/2

∆ui+1/2
(5.69)

and the TVD conditions can hence be written in terms of ξ(r) as

ξ(r) =

{
0 if r ≤ 0

≤ min{ξL, ξR} if r > 0
(5.70)

ξL(r) =
4r

(1+CCFL)

1−ω + (1 + ω)r
(5.71)

ξR(r) =
4

(1−CCFL)

1−ω + (1 + ω)r
(5.72)

Once again any number of functions ξ(r) that satisfy the above conditions are imagin-
able, and hence many possible choices for slope limiters exist. Some popular limiters
are:

Minmod ξ(r) =


0, r ≤ 0

r, 0 ≤ r ≤ 1

min{1, ξR(r)}, r ≥ 1

(5.73)

Superbee ξ(r) =


0, r ≤ 0

2r, 0 ≤ r ≤ 1
2

1, 1
2 ≤ r ≤ 1

min{r, ξR(r), 2}, r ≥ 1

(5.74)

van Leer ξ(r) =

{
0, r ≤ 0

min{ 2r
1+r , ξR(r)}, r ≥ 0

(5.75)

Note that these slope limiters are not equivalent to the flux limiters bearing the same
name, but are analogous. For example, the Superbee limiters both follow the upper
edge for of their respective TVD regions, but are not identical expressions.
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5.2. Higher Order Schemes For The Euler Equations

5.2.1. The WAF Scheme

The WAF scheme for the Euler equations also estimates the fluxes at the midpoint in
time by using an integral average

FWAF
i+1/2 =

1
∆x

1/2∆x∫
−1/2∆x

F(Ui+1/2)dx (5.76)

where Ui+1/2 is the solution of the Riemann problem with piece-wise constant data
Un

i and Un
i+1 centered at the position x = xi+1/2. Instead of a single wave emanating

as the solution of the Riemann problem for the linear advection equation, for the Euler
equations we obtain three waves, which separate the x− t plane into 4 regions UL, U∗L,
U∗R, and UR. Naming the points (xk, ∆t/2) plane where the characteristics of the three
waves k are situated at the time ∆t/2 as Ak, (see Figure 5.8), and choosing the indices
k such that the wave velocities S1 < S2 < S3, then the distances between these points
are given by

A0A1 =
∆x
2
(1 + C1) (5.77)

A1A2 = (C2 − C1)
∆x
2

(5.78)

A2A3 = (C3 − C2)
∆x
2

(5.79)

A3A4 = (1− C3)
∆x
2

(5.80)

Ck ≡
Sk∆t
∆x

(5.81)

The integral 5.76 can then be performed separately between each two adjacent points
Ak, Ak+1. Rarefaction waves require some special attention, since they contain a fan
between the head and the tail waves, which is composed of a smooth transition, not a
constant state. While technically an analytical solution to the integral over the rarefac-
tion fan can be found, experience shows that an approximation is sufficiently accurate.
The approximation is to simply “lump” the fan together with the closest adjacent con-
stant state, where “closest” is with regards to the distance from the center, i.e. the
t-axis. This special treatment for rarefactions is not necessary for HLL type Riemann
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A0 A1 A2 A3 A4

UL U∗L U∗R UR

S1 S2 S3

xi+1/2

x

t

∆t/2

∆t

−∆x/2 ∆x/2

Figure 5.8. Sketch for the set-up for the WAF method for Euler equations.

solvers, whose solution is the flux itself, not the individual states.

The WAF flux then takes the form

FWAF
i+1/2 =

4

∑
k=1

1
2
(Ck − Ck−1)F

(k) (5.82)

=
1
2
(Fi +Fi+1)−

1
2

3

∑
k=1

Ck(F
(k+1) −F(k)) (5.83)

A TVD modification of the WAF flux is

FWAF
i+1/2 =

1
2
(Fi +Fi+1)−

1
2

3

∑
k=1

sign(Ck)φ
(k)
i+1/2(F

(k+1) −F(k)) (5.84)

where

φ
(k)
i+1/2 = φi+1/2(r(k)) (5.85)

r(k) =


∆q(k)i−1/2

∆q(k)i+1/2

if Ck > 0

∆q(k)i+3/2

∆q(k)i+1/2

if Ck < 0
(5.86)
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q is a single quantity which is known to change across each wave k, for example den-
sity or internal energy. For the limiters φi+1/2, the same expressions as in Section 5.1.4
may be used. This extension for to a TVD form of the WAF method for Euler equations
is somewhat empirical, and there is no rigorous proof that it will actually remain TVD
in every conceivable case, but is found to work well in practice. The reason is that in
order to demonstrate the TVD properties of the scheme for the linear advection, we
made heavy use of the analytical solution of the linear advection equation. Doing the
same for Euler equations while covering all possible outcomes for any initial condi-
tions for the Riemann problems that need to be solved is a daunting task, and so we
need to rely on the findings in the simpler case of the linear advection.

5.2.2. The MUSCL-Hancock Scheme

The MUSCL-Hancock Scheme for Euler equations follows the same steps as the one
for linear advection, with the difference that instead of a single scalar quantity u, now
a state vector U is being represented through piece-wise linear reconstructions of the
field, i.e.

Ui = Ui(x) = Un
i +

x− xi

∆x
Si , x ∈ [0, ∆x] (5.87)

where Si is now a vector containing a slope of each component of U. The values of Ui

at the boundaries xi±1/2 are analoguely given by

UL = Un
i −

1
2

Si UR = Un
i +

1
2

Si (5.88)

Again the boundary extrapolated values are evolved for half a time step using

UL = Ui,L +
1
2

∆t
∆x

[F(Ui,L)−F(Ui,R)] (5.89)

UR = Ui,R +
1
2

∆t
∆x

[F(Ui,L)−F(Ui,R)] (5.90)

(5.91)

These evolved boundary extrapolated values are then used to approximate the gen-
eralized Riemann problem by solving a conventional Riemann problem with constant
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left and right evolved states UL and UR between cell boundaries over the entire time
step ∆t. The final update formula is hence given by

Un+1
i = Un

i +
∆t
∆x

(Fi−1/2 −Fi+1/2) (5.92)

Fi−1/2 = RP(Ui−1,R, Ui,L) (5.93)

Fi+1/2 = RP(Ui,R, Ui+1,L) (5.94)

where RP(l, r) represents the solution of the centered Riemann problem with left state
l and right state r at x = 0. The TVD version of the method is obtained by limiting
the slopes Si for each component individually in the same manner it is done for the
linear advection equation in Section 5.1.5: The slope Si is replaced by the slope limited
version Si

Sk
i = ξk

i Sk
i (5.95)

for each component k of the state vector U. The same slope limiters as listed in
Section 5.1.5 may be employed.

To showcase the improvements that follow using a second order method with lim-
iters for the Euler equations, Figures 5.9, 5.10, and 5.11 show the solution of various
Riemann problems using the MUSCL-Hancock method and Godunov’s method. For
clarity, only the results using the Van Leer slope limiter are shown, along with the so-
lution when using no limiter at all. In all cases, the better treatment of discontinuities
compared to Godunov’s first order method are obvious, and the spurious oscillations
visible in the solution without a slope limiter disappear as well.

The difference in results between a first and second order scheme can perhaps be bet-
ter illustrated using a two-dimensional example where mixing of several fluid phases
occurs. A fitting example is the Kelvin-Helmholtz instability, which arises when two
fluid phases shear past each other on a slightly perturbed interface. The initial condi-
tions are taken from McNally et al. (2012) and prescribe the following density inside
a periodic two dimensional box of size unity in each dimension:
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ρ(x, y) =



ρ1 − ρ exp
(

y−1/4
L

)
if 0 ≤ y < 1/4

ρ2 + ρ exp
(

1/4−y
L

)
if 1/4 ≤ y < 1/2

ρ2 + ρ exp
(

y−3/4
L

)
if 1/2 ≤ y < 3/4

ρ1 − ρ exp
(

3/4−y
L

)
if 3/4 ≤ y ≤ 1

(5.96)

where ρ = (ρ1 − ρ2)/2, ρ1 = 1, ρ2 = 2, and L = 0.025. To obtain a shearing motion of
the phases, the velocity of the fluid in x direction is set up as

vx(x, y) =



v1 − v exp
(

y−1/4
L

)
if 0 ≤ y < 1/4

v2 + v exp
(

1/4−y
L

)
if 1/4 ≤ y < 1/2

v2 + v exp
(

y−3/4
L

)
if 1/2 ≤ y < 3/4

v1 − v exp
(

3/4−y
L

)
if 3/4 ≤ y ≤ 1

(5.97)

where again v = (v1 − v2)/2 and v1 = 0.5, v2 = −0.5. Finally, the small perturbation
in the shear is added by giving a small velocity in y direction:

vy(x, y) = 0.01 sin(4πx) (5.98)

The initial pressure is set everywhere to p = 2.5. The results using these initial
conditions with the Mesh-Hydro code on a grid of size 256 × 256 for Godunov’s
method and the MUSCL-Hancock scheme with the Van Leer limiter are shown in
Figures 5.12 and 5.13. As time evolves, the initial perturbations grow, and peaks
arise at the interface of the two fluid phases, which penetrate into the other phase.
Eventually these peaks begin to curl up, giving rise to the typical Kelvin-Helmholtz
whirls, as can be seen in the bottom row of Figure 5.12. Both Godunov’s scheme and
the MUSCL-Hancock scheme are able to reproduce this behavior, although the con-
tact discontinuities in the results of the MUSCL-Hancock scheme are clearly sharper.
However at later times, shown in Figure 5.13, differences become much more obvious.
The MUSCL-Hancock method is able to resolve much more fine structure, while Go-
dunov’s method cannot due to its diffusivity. By the end of the simulation, Godunov’s
method predicts a nearly fully mixed interface region, while the MUSCL-Hancock
scheme still finds some fine structure along the interface and inside the whirls.
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Figure 5.9. The solution to the Sod test (eq. 3.127) using Godunov’s method, the MUSCL-
Hancock method with a limiter, and the MUSCL-Hancock method with the Van
Leer limiter.

Figure 5.10. The solution to the Left Blast Wave test (eq. 3.128) using Godunov’s method, the
MUSCL-Hancock method with a limiter, and the MUSCL-Hancock method with
the Van Leer limiter.

Figure 5.11. The solution to the Two Shocks test (eq. 3.129) using Godunov’s method, the
MUSCL-Hancock method with a limiter, and the MUSCL-Hancock method with
the Van Leer limiter.
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Figure 5.12. Density evolution for the Kelvin-Helmholtz instability problem solved with Go-
dunov’s method (left) and the MUSCL-Hancock method (right) at times t =
0, 1.25, 2 in arbitrary units.
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Figure 5.13. Density evolution for the Kelvin-Helmholtz instability problem solved with Go-
dunov’s method (left) and the MUSCL-Hancock method (right) at times t =
2.5, 3.75, 5. in arbitrary units.
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6. Introduction

This section is dedicated to the discussion of a particular class of finite volume meth-
ods and their application to the Euler equations in the context of cosmological simula-
tions of galaxy formation - the so-called “finite volume particle methods”. Cosmolog-
ical simulations are challenging in several aspects. One of them is the sheer size of the
problem. For example, suppose we want to simulate a volume of 20 co-moving Mpc, a
relatively modest size for cosmological purposes. Say we wanted to be able to resolve
galaxies with typical radii of ∼ 20 kpc with at least 100 cells across the radius, giving
us a cell size of ∆x ∼ 200 pc. Then a simulation software that uses a regular grid
as the underlying discretization technique would need to evolve 1015 cells each time
step until the desired end time is reached. Assuming each cell only stores three fluid
variables as single precision floating point numbers, e.g. the primitive variables den-
sity, fluid velocity, and pressure, that would require roughly 10.7 Petabytes of memory
just for the primitive variables alone. And this completely neglects the most dominant
force on cosmological scales, which is gravity, as well as everything else besides the
gas.

This problem needs to be addressed on several fronts. On one hand, clearly more so-
phisticated methods than discretizing the simulation volume using a regular grid with
cells of equal sizes is necessary. On the other hand, a single personal computer is not
sufficient to solve problems on cosmological scales, and we need to turn towards ded-
icated high performance computing facilities. Such supercomputers allow us to solve
a single problem using a multitude of processors (and other hardware specialized for
performance like GPUs) with both shared and distributed memory architectures. This
type of computing, where a program makes use of several processors simultaneously
to solve a single problem, is called parallel computing. Parallel computing permits us
to solve a problem with a smaller time-to-solution by using more processing power
for a single problem. The basic idea is similar to children’s maths problems like “If it
takes one painter eight hours to paint a house, how long would it take four painters”?
Parallel computing also allows to significantly increase the total problem size. There
is an upper limit to how much memory is available per processor, but using more
processors with their respective memories can increase the maximal solvable problem
size. For example, the recent IllustrisTNG-300 (Pillepich et al. (2018)) simulation was
able to complete a simulation with a volume of 300 co-moving Mpc in each dimension
using 25003 ≈ 1.6× 1010 gas resolution elements on 24000 processors, which took 34.9
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Million CPU hours.

While the usage of supercomputing facilities enables us to complete incredible sim-
ulations like IllustrisTNG-300 and generate amazing results, it comes at the price of
having to invest significant effort into developing simulation software that is capable
of efficient parallel computing, and is able to utilize the capabilities of these facilities
and take advantage of the benefits they offer. This effort is by no means trivial, and
state of the art simulation software needs to be designed with parallel computing in
mind from the start. However, simply throwing more processing power at a problem
is not sufficient. Parallel computing comes with overheads, as additional computa-
tional work needs to be done to enable the parallelism. The overheads increase with
the number of computing nodes used, and eventually will dominate the total work-
load. Hence there is an upper limit to how much extra performance can be gained.
In a similar manner, not all parts of the simulation program are parallelizable, and
there is an upper theoretical limit to the maximal possible speedup, which is known
as Amdahl’s law (Amdahl (1967)). So we need to also look for more sophisticated
methods to solve the hydrodynamics in a cosmological context.

For example, we can make use of the fact that the Universe evolves from an initially
remarkably uniform state to large structures forming over time from initially minute
perturbations. As the structures such as dark matter halos and subhalos, filaments
between such halos, galaxies and galaxy clusters form, increasingly more mass is tied
up in gravitationally bound structures. So as time evolves, only the relatively small
regions where the mass is situated become of prime interest, particularly so for the
topic of galaxy formation and evolution. This motivates the approach to not treat all
regions of the Universe equally: We can for example insist on an adequate resolution
in and around galaxies, like for a cell size of ∆x ∼ 200pc in the example above, while
we can reduce the spatial resolution in void regions which can span several Mpc. The
ansatz is then to use cells of different sizes whenever and wherever necessary, and
adaptively refine cells to sufficiently small sizes according to the current state of the
medium. This approach is called adaptive mesh refinement (AMR), and is widely used
in astrophysical simulation codes (e.g. Teyssier, 2002; Stone et al., 2020; Hayes et al.,
2006; Kravtsov et al., 1997; Mignone et al., 2012; Bryan et al., 2014). An additional
advantage of AMR codes is that the cell refinement strategy can be made use of not
only to guarantee a desired resolution in interesting regions, but can also be applied
to ensure a required level of stability, accuracy, and reduce truncation errors (see e.g.
Teyssier, 2015)). For example, take a cell with size ∆x and density ρ. To achieve the
desired mass resolution within a cell, we can impose a minimal mass, mmin, which we
want a cell to contain. The refinement criterion is then given by:
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If ∆x >

(
mmin

ρ

) 1
3

, refine. (6.1)

However, we can add an additional refinement criterion based on the numerical dif-
fusion, which depends on the cell size ∆x (see Chapter 4.4) and the second derivative
of the conserved states w.r.t. space. The refinement criterion is then motivated by
requiring the numerical diffusion term to be “small enough”. This effectively puts an
upper threshold on the local truncation error, and is expressed by the diffusion term
being smaller than the actual gradients of the conserved states (which are terms we
make use of in our method). Explicitly, the refinement criterion can be written as:

If ∆x
∣∣∣∣∂2U

∂x2

∣∣∣∣ > Cthresh

∣∣∣∣∂U∂x

∣∣∣∣ , refine, (6.2)

where Cthresh constitutes a dimensionless threshold we choose.

Unfortunately, grid based methods aren’t without caveats. For example, it is known
that grid methods are in general not Galilei-invariant (e.g. Wadsley et al., 2008), and
poorly resolved disc galaxies can show alignment of the disc with along the grid (e.g.
Hahn et al., 2010). This motivates to look towards other methods that don’t suffer
from the same issues. However, no method is without caveats and limitations, as they
all offer approximate discrete solutions to continuous problems. Even though various
methods are employed on the same underlying conservation laws, the solutions they
find can differ, especially so in strongly nonlinear regimes (e.g. Frenk et al., 1999;
Agertz et al., 2007; Braspenning et al., 2022, For an example of difference in results of
two different methods on the same problem in this work, see Figures 5.12 and 5.13 ).
So it is desirable to have several various well-studied and well-understood methods in
order to confirm the findings beyond doubt.

Other approaches, like the so-called “Moving Mesh” methods (e.g Springel, 2010; Van-
denbroucke and De Rijcke, 2016; Gaburov et al., 2012) depart from the use of a static
(Eulerian) grid and construct irregular cells based on the local fluid flow. Typically
particles, i.e. a collection of points which may change their individual positions over
time, are used as mesh generating points, which are also advected along with the
fluid in a co-moving (Lagrangian) fashion. By tracing the fluid’s motion, the resolu-
tion naturally follows the flows and in this fashion increases the resolution of regions
where the fluid accumulates. It should be noted that while in principle the mesh can
be constructed in a Lagrangian fashion, it doesn’t need to be. The mesh generating
points may as well be kept at fixed positions, and the simulation executed in an Eule-
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rian fashion. For this reason, such methods are called Arbitrary Langrangian-Eulerian
(ALE).

A third approach used in astrophysical simulations, called “meshless methods”, com-
pletely departs from cells as an underlying discretization technique, and uses parti-
cles instead. A famous class of meshless methods are Smooth Particle Hydrodynam-
ics (SPH) methods, where particles are typically given some constant mass, and are
evolved using the Lagrangian equations of fluid dynamics. SPH is based on estimat-
ing the local fluid density as a weighted sum over neighboring particles, where the
weights are smoothly decreasing functions such that the noise in the density estimate
introduced by distant neighboring particles is reduced. Using this density estimate
and the Lagrangian equations of motion, the system can be evolved in time. While
SPH is technically a meshless method, in astrophysical circles it is usually talked about
as a class of methods on its own, and is widely used (e.g. Springel, 2005; Wadsley et al.,
2017; Rosswog, 2020; Menon et al., 2015; Gonnet et al., 2013).

Recently, another form of “meshless method” has made its entrance for astrophysi-
cal applications, which are the so-called “finite volume particle methods”. Similarly
to moving mesh methods, they can be used arbitrarily in a Lagrangian or Eulerian
manner, but they do not require the constructions of any cells to solve the hydrody-
namics. Instead, similarly to SPH, they make use of particles as interpolation points,
and determine the volumes associated with particles as a local estimate depending on
the neighboring particles. However, in contrast to SPH, they solve the integral form
of the fluid equations, which is more akin to finite volume methods, albeit without
mutually exclusive volume elements such as cells. Another (more formal) difference
to SPH is that the convergence and stability of finite volume particle methods has been
demonstrated in Lanson and Vila (2008b) and Lanson and Vila (2008a), which is yet
to be shown for SPH (see e.g. Vacondio et al. (2021)). Some astrophysical simulation
codes (e.g. Gaburov and Nitadori, 2011; Hopkins, 2015; Hubber et al., 2018; Groth
et al., 2023; Alonso Asensio et al., 2023) apply the finite volume particle methods for
hydrodynamics. These codes use the scheme described by Lanson and Vila (2008b)
and Lanson and Vila (2008a). However, there are other formulations (e.g. Hietel et al.,
2001, 2005; Ivanova et al., 2013), which to date have not been explored in literature in
an astrophysical context. This second Part of my thesis is dedicated to first providing
a full derivation of the two formulations of finite volume particle methods, and to
qualitatively compare their performance. Then the implementation of finite volume
particle methods for hydrodynamics in the task-based parallelized code Swift Gonnet
et al. (2013) is presented.
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7.1. Constructing A Partition Of Unity

A key component in deriving the finite volume particle methods is to make use of a
“partition of unity” to distribute the spatial domain among particles, which are used
as discretization elements for the scheme. In a sense, each point in space is “shared”
among all particles in a weighted fashion, which will be discussed in detail later.
Specifically, at any point x in space in the domain, we assign a partition ψi(x) to each
particle i such that

∑
i

ψi(x) = 1 (7.1)

where the sum is assumed to include all particles i. A visualization of a partition of
unity where a volume is divided among three particles is shown in Figure 7.1. The
three particles have been assigned a color red, green, and blue, respectively. Each
point in space is given a color, where the RGB value of the color is determined by
the particle of the corresponding color’s contribution to the partition of unity at that
point.

This requirement for the partitions ψi(x) to always sum up to exactly one everywhere
is what lead to the name “partition of unity”. It can be interpreted as an interpolation
technique, where the real values of a field are distributed among particles and the
partition of unity allows the interpolation at any other point in space (see eq. 7.9).
Condition 7.1 can be enforced by choosing ψ to take the following form:

ψi(x) ≡
1

ω(x)
W(x, xi) (7.2)

ω(x) = ∑
j

W(x, xj) (7.3)

Where W(x, xi) is in principle some arbitrary function depending on the particle po-

109



7. Partition Of Unity

Figure 7.1. The volume distribution among three particles on a periodic two-dimensional do-
main with side length of unity in arbitrary units and periodic boundary conditions.
The color at each point of the domain is determined by assigning RGB values of
ψ of the red, green, and blue particle at that point. Some vertical and horizontal
features appear at half the box size’s distance from each particle due to the peri-
odic wrapping: In order for every particle to have a nonzero weight at any point
for this illustrative example, their compact support radii have been chosen to be
greater than half the box size. However this leads to a sharp, non-smooth local
minimum in the particle’s weight at that distance in each dimension.
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sition xi. In practice, we want apply some constraints to it motivated by both physical
arguments, mathematical requirements, and computational efficiency. In particular,
we want:

• As we are going to make use of the derivatives, W(x, xi) shall be continuous and
differentiable, and its first derivative shall also be continuous and differentiable.

• W(x, xi) shall be spherically symmetric, i.e. W(x, xi) = W(|x− xi|), to avoid any
preferential direction.

• W(x, xi) shall have compact support, i.e. there is some distance H for which
W(|x − xi| > H) = 0. H is called the compact support radius. We want to
be able to treat the system locally, and only close-by particles should have an
influence on a given point x.

Functions that satisfy these demands are well known as “kernels” in Smooth Particle
Hydrodynamics methods (e.g. Monaghan, 1992; Price, 2012), and are typically com-
putationally inexpensive polynomials. For example, throughout this work the cubic
B-spline kernel (Monaghan and Lattanzio, 1985) is used, which is given by

q ≡ r
H

(7.4)

W(x, H) =
σ

Hν


(1− q)3 − 4

( 1
2 − q

)3
if 0 < q ≤ 1

2

(1− q)3 if 1
2 ≤ q ≤ 1

0 otherwise

(7.5)

where ν denotes the number of spatial dimensions, and σ is a normalization coefficient
given by

σ =
8
3

for ν = 1 σ =
80
7π

for ν = 2 σ =
16
π

for ν = 3 (7.6)

Table 1 in Dehnen and Aly (2012) lists some other popular choices for kernels.

The number of particles that have a non-zero ψi(x) at any x, and thus contribute
to the partition of unity at that point, is determined by the compact support radius
H. Simultaneously, the number of particles that contribute to the partition of unity
at a given point determines the accuracy and resolution of the method. Hence it is
desirable to demand that (roughly) the same number of particles is enclosed within
the compact support radius at any point. In fact, demanding a number of neighboring
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particles to be enclosed within the compact support radius of a given particle is the
criterion which will be used to define the particle’s compact support radius. This
will be discussed in more detail in Chapter 8.5. However, if we want to maintain a
(roughly) equal number of particles having some weight at a given x, then the compact
support radius H can’t be a fixed constant which is equal for all particles and for all
time. Instead, it will depend on the current particle configuration, and hence will have
a dependence on the position of evaluation, i.e. H = H(x). It is hence appropriate to
adapt the notation

W(x, xi, H) = W(x, xi, H(x)) = Wi(x, H) (7.7)

Furthermore, it is conventional to talk about the “smoothing length” h rather than the
compact support radius H in SPH circles. They are related quantities, with H ≈ 2h,
where the exact value of the proportionality coefficient depends on the kernel choice
and dimension. The reason we use h rather than H is that the smoothing length
actually has a direct physical correspondence: Dehnen and Aly (2012) have shown that
the smoothing length is directly proportional to the minimal wavelength of a sound
wave that can be resolved with SPH. The exact proportionality coefficients to convert
between a smoothing length and the compact support radius for various kernels and
dimensions is given in Table 1 of Dehnen and Aly (2012). To keep the same convention,
we’ll use the notation

W(x, xi, h) = W(x, xi, h(x)) = Wi(x, h) (7.8)

Our demands for the spherically symmetric kernels W(r) to be smooth as well as have
compact support implies that on average they will be a decreasing function of r, as they
need to go from some initial value W(0) to zero at W(r = H). Indeed the cubic spline
kernel used in this work is a monotonously decreasing function of distance. This
means that each particle’s contribution to the partition of unity is strongest close to
the particle position, but it also means that a particle is likely to be the most dominant
contributor to the partition of unity in its immediate vicinity. This is clearly seen
in Figure 7.1, where a cubic spline kernel was used. However, contrary to what the
bright red, green, and blue fields close to the particles of the corresponding color in
Figure 7.1 may suggest, in general no point in space is assigned to only one particle.
The closest particle may be dominant in its contribution, but not the only contributor
to the partition of unity. To underline this point, the same visualization technique
has been applied in Figure 7.2 for varying smoothing lengths h. As h increases, the
decline of the kernel value Wi(r) decreases for a specific distance r, and the individual
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Figure 7.2. Same as Figure 7.1, but the volume distributions for three different smoothing
lengths h = 2, 1, and 0 are shown. As the smoothing length h increases, the value
of the used cubic spline kernel W(r) increases for a fixed distance r, and the relative
contribution to the partition of unity at some given point of particles further away
increases accordingly.

particles have more weight at larger distances. The resulting partition of the volume
is much less clearly dominated by any single particle.

A further notable point is that even though the kernels Wi are assumed to be spher-
ically symmetric, the partitions of unity of individual particles, ψi, in general do not
possess the same symmetry. This is due to the normalization ω(x) which depends on
the particle configuration. To illustrate that point, an exemplary partition ψi(x) for a
single particle is shown in Figure 7.3.

7.2. Particle Volume

Suppose we have data defined on a set of interpolation points fi, which correspond to
function values at particle positions xi. Then the interpolated value at some arbitrary
x is given by

f (x) = ∑
i

fiψi(x) (7.9)

and the gradient is given by

∇ f (x) = ∇
(

∑
i

fiψi(x)

)
= ∑

i
fi∇ψi(x) (7.10)
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Figure 7.3. The partition of unity ψi(x) of a single particle (black dot). The left plot shows the
actual values, the right plot shows a contour plot of the same. Even though the
used kernel functions W are spherically symmetric, the resulting partition of unity
of a particle isn’t because of the presence of other particles (white dots).

since the interpolation points fi are constant. Using this definition and the volume
average of a function given by

V f =
∫

V
f (x)dV (7.11)

we can write

V f =
∫

V
f (x)dV =

∫
V

∑
i

fiψi(x) = ∑
i

fi

∫
V

ψi(x)dV = ∑
i

fiVi (7.12)

where

Vi ≡
∫

V
ψi(x)dV (7.13)

are the associated particle volumes.

If we set f (x) = fi = 1, we obtain
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7.2. Particle Volume

V f = V = ∑
i

fiVi = ∑
i

Vi (7.14)

V = ∑
i

Vi (7.15)

so by construction, the associated particle volumes conserve the total system’s volume
in a closed system.

We can find an expression for the Vi in relation to the kernel function W(x, xi, h(x)).
In what follows, we assume that

• W = W(|x− xi|) is symmetric, and

• W is normed, i.e.
∫

V W(x, xi, h(x))dV = 1.

We also make use of the following:

i. f (x) = ∑
i

f (xi)ψi(x)

ii. ψi(x) = 1
ω W(x− xi) =

W(x−xi)
∑
j

W(x−xj)

iii. Vi =
∫

V ψi(x)dV

Then

Vi
(i)
= ∑

j
ψj(xi)Vj

(iii)
= ∑

j
ψj(xi)

∫
V

ψj(x)dV (7.16)

(ii)
= ∑

j

W(xi − xj)

∑
k

W(xi − xk)

∫
V

ψj(x)dV (7.17)

=
1

∑
k

W(xi − xk)
∑

j
W(xi − xj)

∫
V

ψj(x)dV (7.18)

=
1

∑
k

W(xi − xk)
∑

j

∫
V

W(xi − xj)ψj(x)dV (7.19)

=
1

ω(xi)
∑

j

∫
V

W(xi − xj)ψj(x)dV (7.20)

(i)
=

1
ω(xi)

∫
V

W(xi − x)dV︸ ︷︷ ︸
=1, normalized

(7.21)

=
1

ω(xi)
(7.22)
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Expression 7.22 is only valid assuming that the interpolation 7.9 and the volume inte-
gral

∫
V

f (x)dV = ∑
i

fiVi (7.23)

are exact, which in general they are not. As will be shown below, the volume integral
is O(h2) accurate, giving us

Vi =
1

ω(xi)
+O(h2) (7.24)

To demonstrate the accuracy of the integral 7.23, we multiply the integrand by 1 =

∑
i

ψi(x) (which is exact by construction) and use a Taylor expansion around x = xi:

∫
V

f (x)dV =
∫

V
f (x)∑

i
ψi(x)︸ ︷︷ ︸
=1

dV = ∑
i

∫
V

f (x)ψi(x)dV (7.25)

= ∑
i

[
f (xi) + (x− xi)∇ f (xi) +O(x− xi)

2]ψi(x) (7.26)

= ∑
i

f (xi)
∫

V
ψi(x)dV + ∑

i

∫
V
(x− xi)∇ f (xi)ψi(x)dV︸ ︷︷ ︸
=0, will be shown later

+O((x− xi)
2)

(7.27)

= ∑
i

f (xi)
∫

V
ψi(x)dV +O((x− xi)

2) (7.28)

So the integral is O((x − xi)
2) accurate. Considering that the kernels we use have

a compact support radius H which determine the maximal distance x − xi from a
particle at which the kernel value and hence the partition of unity ψi(x) is non-zero, we
can express the error term using H as the upper boundary for the error, i.e. maxi(x−
xi) = maxi Hi = maxi H(xi). Equivalently, since the smoothing length h is directly
proportional to H, we might just as well express the error in terms of h, and write
O((x− xi)

2) = O(h2) like in eq. 7.24.

It remains to show that the integral of the first order term in eq. 7.27 is indeed zero.
Since the gradient term is evaluated at a fixed xi, we can write
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7.2. Particle Volume

∑
i

∫
V
(x− xi)∇ f (xi)ψi(x)dV = ∑

i
∇ f (xi)

∫
V
(x− xi)ψi(x)dV (7.29)

and it suffices to show that

∫
V
(x− xi)ψi(x)dV = 0 (7.30)

For simplicity, we demonstrate this only for the one dimensional case. The extension to
several dimensions is straightforward. Furthermore, we set the integration boundaries
to be (−L, L), where L may be infinity.1 The integral in one dimension is then

∫ L

−L
(x− xi)ψi(x)dx =

∫ L

−L
(x− xi)ψ(x− xi)dx =

∫ L+xi

−L+xi

sψ(s)ds (7.31)

where first equality makes use of the other notation for ψ, and the last equality follows
from using the substitution s = x− xi. We can now integrate by parts and show that
the integral evaluates to zero:

∫ L+xi

−L+xi

sψ(s)ds =

s
∫ L+xi

−L+xi

ψ(s)ds︸ ︷︷ ︸
=
∫ L
−L ψi(x)dx=Vi


L+xi

s=−L+xi

−
∫ L+xi

−L+xi

 ∂

∂s
s︸︷︷︸

=1

∫ L+xi

−L+xi

ψ(s)ds︸ ︷︷ ︸
=Vi

ds (7.32)

= [sVi]
L+xi
s=−L+xi

−
∫ L+xi

−L+xi

Vids = [sVi − sVi]
L+xi
s=−L+xi

= 0 (7.33)

Using the partitions of unity, we can now derive concrete expressions for finite volume
particle methods. The partitions of unity will be applied to discretize the conservation
laws we want to solve onto particles.

1In case L isn’t infinity, we ignore for now what happens with particles which are close enough to the
borders ±L such that the border is within its compact support radius.
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Having discussed the partition of unity and the associated particle volumes, we can
now move on towards deriving the actual finite volume particle methods for hyper-
bolic conservation laws. The goal is to derive mesh-free methods to solve hyperbolic
conservation laws using arbitrary Lagrangian or Eulerian particles as discretization
elements.

To my knowledge, two versions of finite volume particle methods are mentioned in
astrophysical literature to date: One which is based on the works of Lanson and Vila
(2008a) and Lanson and Vila (2008b) , and is used in the astrophysical context by
Gaburov and Nitadori (2011), Hopkins (2015), and Hubber et al. (2018). In this work,
this version will be referred to as the “Hopkins version”. The other version, described
in Ivanova et al. (2013) will be referred to as the “Ivanova version”.

8.1. Finite Volume Particle Methods Following Hopkins (2015)

Since the method is intended to be used with Lagrangian particles, i.e. particles co-
moving with the fluid, it is sensible to start with a co-moving description of a hyper-
bolic conservation law. A Galilei-invariant hyperbolic conservation law can be written
in a moving frame of reference as

d
dt

U+
d

dxα
Fα = 0 (8.1)

where the Einstein sum convention is applied over repeating Greek indices, which here
denote dimensional components of the terms. The components of the state vector U

and the flux tensor F are also taken to be in the moving frame. The derivatives d
dt

and d
dx denote the partial derivatives w.r.t. time and space, respectively, in the moving

frame.

Suppose the frame moves with a velocity vre f w.r.t. the rest frame. The coordinate
transform to the moving frame is given by x′ = x − vre f t, where x are the coordi-
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8. Finite Volume Particle Methods

nates of the rest frame. For an arbitrary differentiable function f (x, t), the co-moving
derivatives are

d
dt

f (x′, t) = lim
∆t→0

f (x′, t + ∆t)− f (x′, t)
∆t

= lim
∆t→0

f (x− vre f (t + ∆t), t + ∆t)− f (x− vre f t, t)
∆t

= lim
∆t→0

f (x− vre f t, t)− ∂ f
∂x

∣∣
(x−vre f t,t)v

re f ∆t + ∂ f
∂t

∣∣
(x−vre f t,t)∆t + f (x− vre f t, t)

∆t

=
∂ f
∂t
− vre f ∂ f

∂x

d
dx

f (x′, t) = lim
∆x→0

f (x′, t + ∆t)− f (x′, t)
∆x

= lim
∆x→0

f (x− vre f t + ∆x, t)− f (x− vre f t, t)
∆x

= lim
∆x→0

f (x− vre f t, t)− ∂ f
∂x

∣∣
(x−vre f t,t)v

re f ∆x + f (x− vre f t, t)

∆x

=
∂ f
∂x

Hence in the rest frame, the conservation law reads as

∂

∂t
U+

∂

∂xα
Fα −

∂

∂xα
vre f

α U = 0 . (8.2)

The additional term ∂
∂xα vre f

α U simply corresponds to the state U being advected with
the (constant) coefficient −vre f .

Obtaining a Weak Solution

To obtain a weak Galerkin-type solution, we multiply the conservation law in the
moving frame with an arbitrary function φ(x, t):

(
dU
dt

+
dFα

dxα

)
φ = 0 . (8.3)
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8.1. Finite Volume Particle Methods Following Hopkins (2015)

We add the following requirements for φ:

• φ is differentiable, and therefore smooth

• we demand φ to be Lagrangian, i.e. d
dt φ = 0

• φ has compact support over the spatial domain V, i.e. φ(x) = 0 for x /∈ V.
Since φ is also required to be smooth, it follows that φ(x) = 0 along the domain
boundary ∂V.

The spatial domain V can be some arbitrary closed volume, and may be infinite. We
now integrate over the entire V:

∫
V

(
dU
dt

+
dFα

dxα

)
φ dV = 0 (8.4)

=
∫

V

(
dU
dt

φ +
dFα

dxα
φ

)
dV (8.5)

To proceed, we make use of the product rule for each summand in the integrand:

d
dt

(Uφ) =
dU
dt

φ +U
dφ

dt︸︷︷︸
=0

=
dU
dt

φ (8.6)

d
dxα

(Fαφ) =
dFα

dxα
φ +Fα

dφ

dxα
(8.7)

To simplify the integral further, we make use of Gauss divergence theorem for the flux
term:

∫
V

d
dxα

(Fαφ) dV =
∮

δV
Fαφn̂αd(∂V) = 0 (8.8)

where the final equality follows from our demands leading to φ = 0 along the bound-
ary ∂V. n̂α is the unit normal vector along the domain boundary surface ∂V.

Inserting the found expressions
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dU
dt

φ =
d
dt

(Uφ) (8.9)∫
V

dFα

dxα
φ dV = −

∫
V
Fα

dφ

dxα
dV (8.10)

into eq. 8.5 leaves us with

d
dt

∫
V
Uφ dV −

∫
V
Fα

dφ

dxα
dV = 0 . (8.11)

Using the Partition of Unity

Now let’s express the functions (Uφ) and
(
Fα

dφ
dxα

)
using the partition of unity inter-

polation (eq. 7.9) and re-arrange the equation into a more convenient form:

d
dt

∫
V
Uφ dV −

∫
V
Fα

dφ

dxα
dV = 0 (8.12)

=
d
dt

∫
V

∑
i
Uiφiψi(x)dV −

∫
V

∑
i

(
Fα,i

dφ

dxα

∣∣
x=xi

)
ψi(x) dV (8.13)

=
d
dt

[
∑

i
Uiφi

∫
V

ψi(x)dV

]
−∑

i

(
Fα,i

dφ

dxα

∣∣
x=xi

) ∫
V

ψi(x) dV (8.14)

=
d
dt

[
∑

i
UiφiVi

]
−∑

i

(
Fα,i

dφ

dxα

∣∣
x=xi

)
Vi (8.15)

= ∑
i

[
φi

d
dt

(UiVi)−ViFα,i
dφ

dxα

∣∣
x=xi

]
= 0 (8.16)

where in the third line the definition of the particle associated volumes (eq. 7.13) was
used, and the final equality made use of our demand for the arbitrary function d

dt φ = 0
to be Lagrangian.

We now express the gradient of the arbitrary test function dφ
dxα using the second order

accurate least squares discrete gradient expression from Lanson and Vila (2008a):

∂

∂xα
f (x)

∣∣
xi
= ∑

j

(
f (xj)− f (xi)

)
ψ̃α

j (xi) +O(h2) (8.17)
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ψ̃α
j (xi) =

β=ν

∑
β=1

B
αβ
i (xj − xi)

βψj(xi) (8.18)

Bi = Ei
−1 (8.19)

E
αβ
i = ∑

j
(xj − xi)

α(xj − xi)
βψj(xi) (8.20)

where α and β again represent the coordinate components for ν dimensions, and B

and E are symmetrical ν× ν matrices. Inserting expression 8.17 into the term involving
the flux, we obtain

∑
i

ViFα,i
dφ

dxα

∣∣
x=xi

= ∑
i

ViFα,i ∑
j
(φj − φi)ψ̃

α
j (xi) = (8.21)

= ∑
i,j

ViFα,iφjψ̃
α
j (xi)−∑

i,j
ViFα,iφiψ̃

α
j (xi) (8.22)

= ∑
i,j

VjFα,jφiψ̃
α
i (xj)︸ ︷︷ ︸

switched i↔j

−∑
i,j

ViFα,iφiψ̃
α
j (xi) (8.23)

= −∑
i,j

φi

[
VjFα,jψ̃

α
i (xj)−ViFα,iψ̃

α
j (xi)

]
(8.24)

Inserting this into eq. 8.16, we obtain

∑
i

[
φi

d
dt

(UiVi)−ViFα,i
dφ

dxα

∣∣
x=xi

]
= (8.25)

∑
i

φi

[
d
dt

(UiVi) + ∑
j

(
ViFα,iψ̃

α
j (xi)−VjFα,jψ̃

α
i (xj)

)]
= 0 . (8.26)

This expression must hold for an arbitrary φi and for all i, therefore the expression
between the brackets must vanish:

d
dt

(UiVi) + ∑
j

(
ViFα,iψ̃

α
j (xi)−VjFα,jψ̃

α
i (xj)

)
= 0 . (8.27)

So the time derivative of a conserved quantity UiVi of particle i is described by the ex-
change of fluxes with all its neighboring particles j. This flux exchange term however

123



8. Finite Volume Particle Methods

requires a bit further discussion. While the fluxes Fi and Fj should in principle be the
fluxes of the corresponding states Ui, Uj evaluated at the particle positions xi and xj,
i.e. Fi,j = F(U(xi,j, t)), this evaluation requires the evolution of the states Ui, Uj to be
known at the particle positions, which in general is not available. Indeed the purpose
of the entire method is to give us a numerical scheme to find precisely this solution.
A possibility would of course be to take a cue from the approach that the MUSCL-
Hancock method uses, and try and find an approximation for the evolved states to
use. This would however require yet another interaction loop where every particle
i interacts with all its neighbors j in order to find the approximate expression first.
A more viable solution is to “move” the problem: Instead of evaluating the fluxes at
the individual particle positions, we approximate the problem by treating the particle
positions xi, xj as centers of (irregular) cells, and take the fluxes to be the solution to
the Riemann problem centered at the common cell boundary. The “cell boundary” is
positioned at some xij, and the “left” and “right” states for the Riemann problem are
extrapolated states Ui and Uj at the position xij. Since we already need to compute
the terms required for a general gradient (eq. 8.17), the gradients of the states Ui, Uj at
particle positions are readily available, and we can use them to extrapolate the states
at the “cell interface” xij.

Taking the solution of the centered Riemann problem at the initial discontinuity be-
tween the left and right state to be the solution for the fluxes Fi, Fj at the “cell inter-
face”, then the resulting fluxes for the “left” particle i and the “right” particle j are
identical:

Fi = Fj = RP
(
Ui + (xi − xij)α

dUi

dxα
, Uj + (xj − xij)α

dUj

dxα

)
≡ Fij (8.28)

To obtain the actual solution of the Riemann problem, the either the exact Riemann
solver (see Section 3.2.1) or an approximate one (see Section 3.2.2) can be used. We
can denote the “effective surfaces” Aij as

Aα
ij ≡ Viψ̃

α
j (xi)−Vjψ̃

α
i (xj) . (8.29)

Note that the “effective surfaces” Aij are vector quantities, since the ψ̃, which are
given by eq. 8.18, are vector quantities as well. Furthermore, Aij has the dimension of
a surface. Inserting the term into our previous result, we arrive at the update formula
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d
dt

(UiVi) + ∑
j
Fα,ijA

α
ij = 0 (8.30)

This update formula tells us that we can evolve the system by exchanging fluxes be-
tween particles: The rate of change of a state Ui (multiplied by the particle’s volume
Vi) of any particle i is given by the exchange of fluxes with other particles j through
“effective” surfaces Aij. In a method that is based on cells, the surfaces would be the
cell surfaces. Here we were able to obtain expressions which both “look” like surfaces,
i.e. have a finite size and a direction, and have the dimensionality of a surface. This is
part of the magic of finite volume particle methods: we were able to obtain surface-like
quantities, while not constructing any cells whatsoever. After all, all volume is shared
between all particles in a weighted fashion. So in a sense, we have obtained a finite
volume method, where the volumes are overlapping.

The update formula can be written as an explicit update:

Un+1
i = Un

i +
∆t
Vi

∑
j
Fα,ijA

α
ij (8.31)

Note that the explicit update formula assumed that the particle associated volumes
Vi are constant w.r.t. time. This is correct for static particles, but in general is not
valid for Lagrangian particles that shift their positions. Practice shows however that
this assumption is sufficiently adequate, and errors can be kept at bay with a more
restrictive choice of Courant number.

8.2. Finite Volume Particle Methods Following Ivanova et al.
(2013)

We now derive the expression for the mesh-free finite volume particle method as
describe in Ivanova et al. (2013). To do so, we will make use of similar techniques
as for the Hopkins version, like using the Gauss divergence theorem, an arbitrary test
function, and the partition of unity. A central difference however is that we will not be
using the discrete gradient expressions given in eq. 8.17 in order to derive the update
formula, but keep the analytical expressions throughout.

Once again we start the derivation by looking for a weak solution of a hyperbolic
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conservation law by first multiplying it with an arbitrary test function φ(x, t). Again
we demand that

• φ(x, t) is differentiable, and therefore also smooth

• φ(x, t) has compact support over the domain of interest, i.e. for a domain T ×
V ∈ R+

0 ×R3: φ(x, t) = 0 if x /∈ V or t /∈ T. Since φ is required to be smooth, it
follows that φ(x, t) = 0 at the boundaries of the domain ∂T and ∂V, i.e. if x ∈ ∂V
or t ∈ ∂T.

We integrate the conservation law multiplied by φ over the entire domain. However
this time around, we include both the spatial and the temporal domain:

∫
T

∫
V

[
∂U

∂t
+

∂

∂xα
Fα

]
φ(x, t)dtdV = 0 (8.32)

Since φ has compact support and evaluates to zero along the boundaries t = 0, T, we
can write

∫
T

∂

∂t
(Uφ)dt = Uφ|Tt=0 = 0 (8.33)

=
∫

T

∂U

∂t
φdt +

∫
T
U

∂φ

∂t
dt (8.34)

⇒
∫

T

∂U

∂t
φdt = −

∫
T
U

∂φ

∂t
dt (8.35)

Similarly we make use of the compact support of φ along x ∈ ∂V for the flux term
after applying the Gauss divergence theorem:

∫
V

∂

∂xα
(Fαφ)dV =

∮
∂V
(Fα φ︸︷︷︸

=0

)n̂αd(∂V) = 0 (8.36)

=
∫

V

∂Fα

∂xα
φdV +

∫
V
Fα

∂φ

∂xα
dV (8.37)

⇒
∫

V

∂Fα

∂xα
φdV = −

∫
V
Fα

∂φ

∂xα
dV (8.38)

Inserting these findings into eq. 8.32, we get
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∫
T

∫
V

[
∂U

∂t
+

∂Fα

∂xα

]
φ(x, t)dtdV = (8.39)∫

T

∫
V

[
∂φ

∂t
U+

∂φ

∂xα
Fα

]
dtdV = 0 (8.40)

Using the Partition of Unity

Using the partition of unity interpolation (eq. 7.9), we can write the term of the integral
containing the state vector U as

∫
V

∫
T

[
∂φ

∂t
U

]
dVdT =

∫
V

∫
T

[
∑

i

(
∂φi

∂t
Ui

)
ψi(x)

]
dVdt (8.41)

=
∫

T
∑

i
Ui

∂φi

∂t

∫
V

ψi(x)dVdt (8.42)

=
∫

T
∑

i
Ui

∂φi

∂t
Vidt (8.43)

We can once again make use of the compact support of φ to express

∫
T
∑

i

∂

∂t
(UiViφi)dt = ∑

i
UiViφi

∣∣T
t=0 = 0 (8.44)

=
∫

T
∑

i

[
∂

∂t
(UiVi)φi +UiVi

∂φi

∂t

]
dt (8.45)

⇒
∫

T
∑

i
UiVi

∂φi

∂t
dt = −

∫
T
∑

i

∂

∂t
(UiVi)φidt (8.46)

giving us

∫
V

∫
T

[
∂φ

∂t
U

]
dVdt =

∫
T
∑

i
Ui

∂φi

∂t
Vidt = −

∫
T
∑

i

∂

∂t
(UiVi)φidt (8.47)

For the term containing the flux, we also express it using the partition of unity inter-
polation (eq. 7.9) and keep modifying it into a convenient shape:
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∫
T

∫
V

∂φ

∂xα
FαdtdV =

∫
T

∫
V
Fα

∂

∂xα
(∑

i
φiψi) dt dV (8.48)

= ∑
i

∫
T

∫
V
Fαφi

∂ψi

∂xα
dt dV (8.49)

= ∑
i

∫
T

∫
V
Fαφi

∂ψi

∂xα
× ∑

j
ψj(x)︸ ︷︷ ︸

multiply by 1=∑
j

ψj(x)

dtdV (8.50)

= ∑
i,j

∫
T

∫
V
Fαφiψj

∂ψi

∂xα
dt dV (8.51)

= ∑
i,j

∫
T

∫
V

Fαφiψj
∂ψi

∂xα
+ 0︸︷︷︸

add zero

 dt dV (8.52)

= ∑
i,j

∫
T

∫
V

Fαφiψj
∂ψi

∂xα
+ −Fαφi

∂ψj

∂xα
ψi︸ ︷︷ ︸

=0, will be shown later

 dt dV (8.53)

= ∑
i,j

∫
T

∫
V
Fαφi

[
ψj

∂ψi

∂xα
− ψi

∂ψj

∂xα

]
dt dV (8.54)

= ∑
i,j

∫
T

φi

∫
V
Fα dAα

ij dt (8.55)

where we introduced

dAα
ij ≡

[
ψj

∂ψi

∂xα
− ψi

∂ψj

∂xα

]
dV . (8.56)

It remains to be shown that the term added in eq. 8.53 is indeed zero:

∑
i,j

Fαφiψi
∂ψj

∂xα
= ∑

i
Fαφiψi ∑

j

∂ψj

∂xα
= ∑

i
Fαφiψi

∂

∂xα

(
∑

j
ψj

)
︸ ︷︷ ︸

=1︸ ︷︷ ︸
=0

= 0 (8.57)

This term was added so that the resulting expression is anti-symmetric between par-
ticle i and j, i.e. dAα

ij = −dAα
ji .
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Solving the Volume Integral

To solve the volume integral in eq. 8.55, further approximations are necessary. In a
first step, we may approximate the integral as a single point quadrature:

∫
V
FαdAα

ij ≈ Fα,ijA
α
ij (8.58)

where Aα
ij is given by

Aα
ij =

∫
V

[
ψj

∂ψi

∂xα
− ψi

∂ψj

∂xα

]
dV (8.59)

and Fij is again the flux given by the solution of the Riemann problem centered at
some “cell interface” located at some xij between particle i and j with left and right
states being gradient extrapolated states

Fij ≡ RP
(
Ui + (xi − xij)α

dUi

dxα
, Uj + (xj − xij)α

dUj

dxα

)
. (8.60)

To obtain the actual solution of the Riemann problem, the either the exact Riemann
solver (see Section 3.2.1) or an approximate one (see Section 3.2.2) can be used. An ap-
proximate discretization for Aij can be found by performing the integral over a Taylor

expansion of the ∂ψi,j
∂xα terms to second order. Let’s show this only on one integrand:

∫
V

ψj
∂ψi

∂xα
dV =

∫
V

ψj

[
∂ψi(xi)

∂xα
+ (x− xi)

∂2ψi(xi)

∂x2
α

+O((x− xi)
2)

]
dV (8.61)

=
∂ψi(xi)

∂xα

∫
V

ψi(x)dx +
∂2ψi(xi)

∂x2
α

∫
V
(x− xi)ψi(x)dV︸ ︷︷ ︸

=0

+O((x− xi)
2)

(8.62)

=
∂ψi(xi)

∂xα
Vi +O(h2) (8.63)

The integral over the first order term being zero was already shown in Section 7.2.
This result allows us to write
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Aα
ij = Vi

∂ψj(xi)

∂xα
−Vj

∂ψi(xj)

∂xα
+O(h2) (8.64)

The full expressions for the gradients ∂φ
∂xα assuming some kernel function W(x, h) are

given in Appendix C. Combining all these results and inserting them into eq. 8.32, we
arrive at

∫
T

∫
V

[
∂U

∂t
+

∂Fα

∂xα

]
φidtdV =

∫
T
∑

i
φi

[
∂

∂t
(UiVi) + ∑

j
Fα,ijA

α
ij

]
dt = 0 (8.65)

This expression must hold for all i and all arbitrary test functions φ, and therefore

∂

∂t
(UiVi) + ∑

j
Fα,ijA

α
ij = 0 (8.66)

The method formally takes the same shape as the Hopkins version (eq. 8.30), albeit
with a different expression for the “effective surfaces” Aij. The two expressions for
Aij and the resulting methods will be compared in Section 8.7.

8.3. Physical Interpretation of the Effective Surfaces

In this Section, the physical interpretation of the expressions of the Aij in terms of
physical interpretation is discussed. The Ivanova Aij, given in eq. 8.64, stem from an
approximate evaluation of the following integral:

∫
V
Fα dAα

ij (8.67)

with dAα
ij ≡

[
ψj

∂ψi

∂xα
− ψi

∂ψj

∂xα

]
dV (8.68)

Effectively, this describes a local exchange of the divergences of fluxes between two
particles i and j at every point in space, which is then summed through the volume
integral over the entire domain. The divergences of fluxes enter the equations from
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the very beginning, as they are a component of the hyperbolic conservation law that
is being solved. A part of the flux F(x) at any point x is associated with particle
i through its partition of unity at that point, which is given by ψi(x). In the above
equations, the divergences of weighted fluxes have simply been re-written as the flux
components multiplied by the divergence of the respective weights ψi and ψj through
use of Gauss’ theorem. They maintain their physical interpretation though: The term
still describes the divergence of weighted fluxes at each point in space.

Contrary to finite volume methods using cells, where the domain is split exclusively
between the discretization elements, a core component of the finite volume particle
methods is that the volume is shared among particles at each point in space. While for
cells we can only take into account the divergence of fluxes across each cell face, we
can’t do that here, as there are no cell faces, and there are no regions in space which are
exclusively assigned to a single particle. So we need to consider the flux exchanges, or
more precisely the exchanges of divergences of fluxes between two particles, at every
point in space. The (divergence of) fluxes “leaving” particle j act as a source term
for the fluxes associated with particle i. Hence the source term for particle i will be
proportional to ψj(x)F(x), and vice versa.

In summary, the Ivanova surfaces describe the net sum of the exchanges in the weighted
flux divergences over all points in space. The fluxes are weighted due to the nature
of the discretization technique, which is the partition of unity. Similarly, due to the
partition of unity we need to take into account the exchange of flux divergences be-
tween two particles at each point in space, since each point in space is shared among
particles.

As for the Hopkins version of the surfaces, the physical interpretation is a bit trickier.
In fact, I would argue that the terms for the surfaces don’t have a physical represen-
tation. To arrive at the expression for the surfaces given in eq. 8.29, the analytical
gradients of the arbitrary test function φ which is used to derive a weak solution are
replaced by the approximate discrete gradient expressions given in eq. 8.17. φ is ar-
bitrary and physically meaningless, and hence its derivatives are as well. The test
functions φ later get factored out, but the terms ψ̃, which encapsulate the approximate
discrete gradients, remain. So we are left with remnants of the approximate gradient
expressions, stemming from the originally analytical gradients of a physically mean-
ingless function, along with volume integrated fluxes, which can’t be a physically
meaningful quantity.
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8.4. Conservation Properties of the Methods

It is vital to examine the conservation properties of the underlying numerical methods
in order to understand how the solutions will behave, and whether the solutions will
be correct in the first place. In this Section, we’ll look into the local conservation, the
closure condition, and the conservation of angular momentum of the methods.

8.4.1. Local Conservation

Consider for example a case where all fluid quantities are equal and in equilibrium
throughout the entire domain. The correct (analytical) solution is simply the fluid
maintaining its original state everywhere indefinitely. Considering that the resulting
update formula for both the Hopkins and Ivanova versions reads as

Un+1
i = Un

i +
∆t
Vi

∑
j
Fα,ijA

α
ij , (8.69)

in order for the numerical method to maintain the correct solution, i.e. Un+1
i = Un

i ,
we must ensure that there are no net fluxes in the entire domain, i.e.

∑
ij
Fα,ijA

α
ij = 0 (8.70)

This condition is easily satisfied by ensuring that everything that leaves a particle is
exactly received by another particle, i.e.

Fα,ijA
α
ij = −Fα,jiA

α
ji . (8.71)

Since in both the Ivanova and the Hopkins version we approximated Fij = Fji as the
solution to the centered Riemann problem between the particles i and j, the condition
simplifies further for the effective surfaces Aij to be anti-symmetric:

Aα
ij = −Aα

ji (8.72)
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pA1

pA2

pA3

pA4

Figure 8.1. A single volume element surrounded by equal pressure p on each side. The net
force it experiences is the sum of the pressure multiplied by the volumes, surfaces:
Ftot = pA1 + pA2 + pA3 + pA4. If the vector sum of the surfaces Aj doesn’t sum
up to exactly zero, then the volume element experiences an unphysical nonzero
net force.

which is satisfied in both versions of expressions for the effective surfaces.

8.4.2. Closure Condition

A second very important property of the numerical methods is to ensure that the
vector sum of all cell boundary areas, or in the case of FVPM the effective surfaces
between all neighbors, is zero, i.e.

∑
j
Aij = 0 . (8.73)

This condition ensures that no spurious forces and accelerations are being introduced.
Consider for example a fluid which is static and has equal pressure everywhere. Then
in the case of a single volume element, shown in two dimensions in Figure 8.1, the net
force experienced by the cell is the sum of the surrounding pressure multiplied by the
surface upon which it acts:
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Ftot =
all surfaces

∑
j

pAj (8.74)

If the boundary areas don’t have a vector sum of exactly zero, then the net force which
the volume element experiences will also be nonzero. In our example where pressure
is equal everywhere, that is incorrect and unphysical.

It can be shown that the analytical expression for the Ivanova surfaces, eq. 8.59, satisfy
the closure condition. Using the product rule, we can write

∂

∂x
(ψjψi) =

∂ψj

∂x
ψi + ψj

∂ψi

∂x
(8.75)

and use that to replace the first term in eq. 8.59:

Aij =
∫

V

[
ψj

∂ψi

∂x
− ψi

∂ψj

∂x

]
dV (8.76)

=
∫

V

[
∂

∂x
(ψjψi)− 2ψi

∂ψj

∂x

]
dV (8.77)

We can get rid of the first term, ∂
∂x (ψjψi), through use of the divergence theorem once

again. The volume integral is transformed into a surface integral:

∫
V

∂

∂x
(ψjψi)dV =

∫
∂V

ψiψjn̂∂V (8.78)

Since we demanded that the partitions of unity have compact support, i.e. ψ(x, xi, H) =

0 ∀ |x− xi| > H and the surface integral is taken along the enclosing surface of the
entire domain, which in general is outside of the compact support radius, the integral
evaluates to zero.

To show that the closure condition holds, we need to show that for some particle i the
sum of the surfaces with all the particles j it interacts with is zero. We now write this
sum using the modifications from eq. 8.77 and the fact that the first term of eq. 8.77
evaluates to zero:
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∑
j
Aij = ∑

j

∫
V

[
ψj

∂ψi

∂x
− ψi

∂ψj

∂x

]
dV (8.79)

= ∑
j

∫
V

[
−2ψi

∂ψj

∂x

]
dV (8.80)

=
∫

V

[
− 2ψi

∂

∂x

(
∑

j
ψj︸ ︷︷ ︸

=1

)
︸ ︷︷ ︸

=0

]
dV = 0 (8.81)

which confirms the closure condition. Note however that this is only valid for the
analytical expression for the Ivanova effective surfaces, not the approximate ones we
actually use, given in eq. 8.64. The approximate ones in general do not satisfy the
closure condition exactly. To demonstrate this, we again take the sum of all effective
surfaces over all interacting particles j:

∑
j
Aij = ∑

j

[
Vi

∂ψj(xi)

∂x
−Vj

∂ψi(xj)

∂x

]
(8.82)

= Vi
∂

∂x
(
∑

j
ψj(xi)︸ ︷︷ ︸
=1

)
︸ ︷︷ ︸

=0

−∑
j

Vj
∂ψi(xj)

∂x
= −∑

j
Vj

∂ψi(xj)

∂x
(8.83)

which in general is non-zero. For it to be exactly zero, we would need a perfectly
regular particle configuration: All volumes Vj need to be equal everywhere, and for
every neighboring particle j1 of particle i there needs to be a neighboring particle j2
which is at the exact same distance from particle i as j1, but in the exact opposite
direction, so that the directions of the gradients cancel out exactly. This suggests that
the method will perform worse when non-regular particle configurations are present,
and may be a hint towards the necessity to employ an additional scheme to keep the
particle configurations somewhat regular throughout the simulation.

As for the Hopkins expression for the effective surfaces Aij, I am not aware of a general
proof that the closure condition is satisfied. The difficulty in this case is that contrary
to the Ivanova version, we don’t have a fully analytical expression readily available,
as the approximate gradient (eq. 8.17) is used to obtain the expression. It is however
possible to demonstrate, just like for the Ivanova version, that in a perfectly regular
particle configuration the sum of surfaces is exactly zero.
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Assuming a perfectly regular particle configuration leads to all geometry related quan-
tities being equal:

• The partition of unity of a particle at a different particle’s position is exactly
equal to the second particle’s partition of unity at the first particle’s position:
ψj(xi) = ψi(xj)

• Similarly, all the normalizations at each particle’s position, ω(xi) = ω, must be
equal. As a consequence, the particle volumes Vi = 1/ω(xi) = V are identical as
well.

• All the matrices Ei (given in eq. 8.20) are identical, as the sums ∑j(xj − xi)
α(xj −

xi)
β must be equal everywhere, hence Ei = E.

• As a consequence, the matrices B = Bi = E−1
i are identical everywhere as well.

In this special case, the effective surfaces can be written as

Aα
ij = Viψ̃

α
j (xi)−Vjψ̃

α
i (xj) (8.84)

= ViB
αβ
i (xj − xi)

βψj(xi)−VjB
αβ
j (xi − xj)

βψi(xj) (8.85)

= VBαβ(xj − xi)
βψj(xi)−VBαβ(xi − xj)

βψj(xi) (8.86)

= 2VBαβ(xj − xi)
βψj(xi) (8.87)

The sum of all surfaces, ∑j Aij, then vanishes in the case of a perfectly regular particle
configuration (just as was the case for the Ivanova surfaces) because for each neighbor
j1 there is a neighbor j2 for which (xj1 − xi) = −(xj2 − xi), giving us ∑j Aij = 0.

8.4.3. Conservation of Angular Momentum

To discuss the conservation of angular momentum of the schemes, we will make use of
the momentum equation of the Euler equations without any external forces. Suppose
the particles are moving with some velocity w = dx

dt be the particle velocity. Then the
momentum equation in the particles’ frame of reference is given by (compare eq. 8.2):

∂

∂t
(ρV) +∇ · (ρv⊗ (v−w) + p1) = 0 (8.88)

which we can write component-wise as:
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∂

∂t
(ρvα) +

∂

∂xβ

(
ρvα(vβ − wβ) + pδαβ

)
= 0 (8.89)

for each spatial component α, where the Einstein sum convention over same Greek
indices is assumed again and δαβ is the Kronecker delta. Applying the update for-
mula we found found for both the Ivanova version (eq. 8.66) and the Hopkins version
(eq. 8.30), we find for each particle i:

∂

∂t
(Viρivα

i ) = −∑
j

(
ρvα(vβ − wβ) + pδαβ

)
ij
A

β
ij =

∂

∂t
(mivα

i ) (8.90)

This expression will be useful to verify whether the angular momentum L of the
system,

L = ∑
i

Li = ∑
i

xi ×mivi (8.91)

remains constant, where the sum is performed over all particles i. To demonstrate
whether L is constant w.r.t. time, we check that its derivative w.r.t. time is zero:

d
dt

L = ∑
i

d
dt

Li = ∑
i

d
dt

(xi ×mivi) (8.92)

= ∑
i

(
dxi

dt
×mivi + xi ×

d
dt

(mivi)

)
(8.93)

To return to the component-wise formulation, we use the three-dimensional Levi-
Civita symbol εαβγ to express the vector product of the first term:

(
dxi

dt
× vi

)α

= (wi × vi)
α = εαβγwβ

i vγ
i (8.94)

Similarly, using expression 8.90, we can write the second term as:
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(
xi ×

d
dt

(mivi)

)α

=

(
xi ×−∑

j
(ρv⊗ (v−w) + p1)ij ·Aij

)α

(8.95)

= −∑
j

εαβγxβ (ρvγ(vκ − wκ) + pδγκ)ij A
κ
ij (8.96)

giving us:

d
dt

Li = miε
αβγwβ

i vγ
i −∑

j
εαβγxβ (ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij (8.97)

for each particle i. Then the derivative w.r.t. time of the entire system is given by:

∑
i

d
dt

Li = ∑
i

[
miε

αβγwβ
i vγ

i −∑
j

εαβγxβ (ρvγ(vκ − wκ) + pδγκ)ij A
κ
ij

]
(8.98)

= εαβγ ∑
i

miw
β
i vγ

i − εαβγ ∑
i

xβ
i ∑

j

[
(ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij

]
(8.99)

Making use of our assumption that the flux term fij = fji = (ρvγ(vκ − wκ) + pδγκ)ij
is symmetric in i and j, while the surfaces Aij are anti-symmetric, and the fact that
both summations over indices i and j are over all particles (where we make use of
the compact support of the ψ to limit the number of neighboring particles that have a
non-zero contribution to the sum over j), we can express the second term as follows:

εαβγ ∑
i

xβ
i ∑

j

[
(ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij

]
= (8.100)

εαβγ ∑
i,j

xβ
i

[
(ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij

]
= (8.101)

1
2
· 2εαβγ ∑

i,j
xβ

i

[
(ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij

]
= (8.102)

1
2

{
εαβγ ∑

i,j
xβ

i

[
(ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij

]
+ εαβγ ∑

i,j
xβ

j

[
(ρvγ(vκ − wκ) + pδγκ)ji A

κ
ji

]}
=

(8.103)
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1
2

{
εαβγ ∑

i,j
xβ

i

[
(ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij

]
− εαβγ ∑

i,j
xβ

j

[
(ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij

]}
=

(8.104)
1
2

εαβγ ∑
i,j
(xβ

j − xβ
i )
[
(ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij

]
= (8.105)

1
2

εαβγ ∑
i,j
(xβ

j − xβ
i )(pAγ

ij ) +
1
2

εαβγ ∑
i,j
(xβ

j − xβ
i ) (ρvγ(vκ − wκ))ij A

κ
ij (8.106)

Inserting this expression into our previous findings, we obtain:

∑
i

d
dt

Li = εαβγ ∑
i

miw
β
i vγ

i − εαβγ ∑
i

xβ
i ∑

j

[
(ρvγ(vκ − wκ) + pδγκ)ij A

κ
ij

]
(8.107)

= εαβγ ∑
i

miw
β
i vγ

i − (i) (8.108)

1
2

εαβγ ∑
i,j
(xβ

j − xβ
i )(pAγ

ij ) − (ii)

1
2

εαβγ ∑
i,j
(xβ

j − xβ
i ) (ρvγ(vκ − wκ))ij A

κ
ij (iii)

For the methods to conserve angular momentum exactly, i.e. d
dt L = 0, two conditions

need to be satisfied. Firstly, the particle velocity w must be exactly the fluid velocity:
w = v. This leads to the terms (i) being zero due to the cross product it contains, as
well as term (iii) vanishing.1 Secondly, we need the normal vector n̂ of the surfaces
Aij = |Aij|n̂ to be exactly parallel to the distance vector xj − xi between any two
particles i and j, which leads to the cross product in term (ii) being zero as well. While
we are able to set the particle velocities wi as we choose, it is in general not possible to
also enforce that the surfaces are parallel to the distance vector between two particles
at all times. This may be the case for exactly regular particle configurations, but not
for configurations containing irregularities, as will be shown in Section 8.7. Hence we
must conclude that the methods do not conserve angular momentum in general.

1The cancellation of term (iii) due to the condition w = v assumes that the expression for the approxi-
mate flux fij = (ρvγ(vκ − wκ))ij also finds that the approximate factor (vκ −wκ)ij is zero. That may in
general not be the case. However, the second condition required for the total angular momentum to
be conserved, namely the surfaces Aij to be exactly parallel to distance vector between the particles i
and j, ensures that the term zeroes out in any case.
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8.5. The Full Scheme Applied to the Euler Equations

While the main update formulae for both the Hopkins and Ivanova version of the
finite volume particle methods have been derived, there are still a lot of other points
that need to be addressed in order to obtain a fully functioning method. In what
follows, we focus on the application of the finite volume particle methods on the Euler
equations (2.9). The application to the moments of the equation of radiative transfer
will be discussed in Part III.

Two major points that need to be discussed first are the exact time integration scheme
and making the particles co-move with the fluid. These two topics are intimately
linked, as we will see. In what follows, these topics will be discussed:

• Choosing a frame of reference for the flux exchange between two particles

• Moving (“drifting”) particles

• The time integration scheme

• The neighbor search: Finding the smoothing length of particles

• Flux limiters for the finite volume particle method

• The CFL condition

Finally, the full algorithm of the method is presented.

Choosing a Frame of Reference For the Flux Exchange Between Two Particles

The equations that govern the time integration of the states traced by particles give us
no prescription on how to move particles. The Euler equations are Galilei-invariant,
and hence are also valid in co-moving form. So we are basically free to choose to move
the particles however we want, as long as the fluid quantities are correctly transformed
into the corresponding frame of reference. Specifically, the correct frames of reference
need to be addressed when the inter-particle fluxes Fij of the finite volume particle
methods are being computed, as we use the states carried by the “left” and “right”
particles i and j as left and right states for a Riemann problem. If each particle’s
velocity is taken to be the velocity its reference frame, then their states need to be
boosted into a common frame of reference. An obvious choice for a common reference
frame is to take the frame of the “effective surface” Aij. The “surfaces” are taken to
be at position along the line connecting particle i and j and at a distance weighted by
the respective smoothing lengths
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xij = xi +
hi

hi + hj
(xj − xi) (8.109)

The same weight is used to set the velocity of the surface w.r.t. the rest frame, and
hence the common frame of reference of the particles:

vij = vi +
hi

hi + hj
(vj − vi) (8.110)

where vi,j are particle velocities, which may or may not correspond to the fluid velocity.

Other choices for the weight to determine the position and velocity of the surfaces
are possible, as long as the resulting term remains anti-symmetric w.r.t. the particles
i and j. For example, one could choose to set the surfaces exactly in the middle
between both particles. In practice, it makes little difference in the final results. The
smoothing length however is a sensible choice, as it’s a quantity directly related to the
local resolution and the local particle number density.

It still remains to determine how to choose the particle velocities. An obvious choice
is to move particles along with the fluid, i.e. to set the particle velocities to the local
fluid velocity. This way the particles, which are also the resolution elements in the
scheme, naturally follow the fluid and the spatial resolution is increased precisely in
regions where we need it to be, whereas “uninteresting” regions that contain compar-
atively little material, have small densities, and generally smooth flows are traced with
lower resolution. Other choices are however possible as well. For example, we could
decide not to move the particles at all, which is a neat property of the finite volume
particle methods that we’ll make use of to solve the equations of radiative transfer
simultaneously with the Euler equations in Part III.

Time Integration and Particle Drifts

Moving the particles’ position is an operation which is usually called a “drift”. Drift
operations are also commonly used in higher order time integration schemes for parti-
cle systems like the Leapfrog symplectic integrator. The Leapfrog integrator prescribes
for a second order differential equation of the form
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d2x
dt2 = a

dx
dt

= v (8.111)

the following scheme:

vi+1/2 = vi + ai
∆t
2

kick (8.112)

xi+1 = xi + vi+1/2∆t drift (8.113)

vi+1 = vi + ai+1
∆t
2

kick (8.114)

Symplectic integrators like the Leapfrog are widely used for their conservational prop-
erties. In particular, they are able to keep bound orbits in N-body systems bounded
(i.e. with a bounded error in energy), whereas explicit integrators like the Euler inte-
grator or the Runge-Kutta integrators don’t. This means that what physically should
be bound orbits can (and will) severely break energy conservation after a sufficiently
high number of integration steps, making what should be stable systems unstable.
Hence the symplectic integrators are preferable.

However, due to the conservational properties of the finite volume particle methods, a
full kick-drift-kick scheme is not strictly necessary. The expressions for the “effective
surfaces” Aij (eq. 8.29,8.64) are anti-symmetric in particles i and j, and the total flux
exchange is thus always conserved. So in the case of hydrodynamics, a simpler drift-
kick scheme suffices, where the “kick” operation corresponds to the solution of the
update formulae 8.30 and 8.66. (Note however that in the case where gravity is added
to the system, the kick-drift-kick scheme becomes necessary once again to treat the
gravitational acceleration adequately.)

Obtaining a Time-Centered Problem

We can however make use of the drift operation to improve the flux estimates and the
order of accuracy of the scheme. Similarly to how the fluxes between two interacting
cells are evaluated at the midpoint in time between the start and the end of the step
in the WAF and the MUSCL-Hancock schemes (Sections 5.1.1 and 5.1.2), we can do
the same for the finite volume particle schemes by obtaining the primitive variables
(density ρ, velocity v, and pressure p) at the midpoint in time with the drifts. The
inter-particle fluxes in the finite volume particle schemes are given by the solution to
the Riemann problem positioned between two particles. In turn, the Riemann solvers
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take the primitive variables as arguments to find the solution. Hence providing the
Riemann solvers with primitive variables advanced in time should allow us to obtain
a better estimate for the inter-particle fluxes throughout the step. To do so, we make
use of the primitive variable formulation of the Euler equations. It is straightforward
to show that the Euler equations can be written in the form

∂

∂t
W+ A(W)

∂

∂x
W = 0 (8.115)

with the primitive state vector W and Jacobi matrix A(W)

W =

ρ

v
p

 A(W) =

v ρ 0
0 v 1/ρ

0 ρc2
s v

 (8.116)

Through the general gradient expression 8.17 the gradients of the primitive variables
d

dxW are available, and so the primitive state Wn+1/2 at the midpoint in time can be
obtained via

Wn+1/2 = Wn − ∆t
2

A(W)
∂

∂x
W (8.117)

The Neighbor Search: Determining the Smoothing Length

Drifting particles has the consequence that the actual particle configuration keeps
changing. If a particle’s smoothing length is defined via some requirement for the par-
ticle’s kernel support radius to contain an (approximate) number of neighboring parti-
cles, it means that after each drift the smoothing length needs to be re-computed. This
process is commonly referred to as a “neighbor search”, since determining the smooth-
ing length of each particle also determines which other particles it will exchange fluxes
with. These interaction partners are called neighbors. The neighbor search is a well
known problem in smoothed particle hydrodynamics (see e.g. Price (2012)) and needs
to be solved iteratively using a root finding technique like the Newton-Raphson or
Bisection algorithms due to a circular dependence: If the smoothing length is defined
such that the compact support radius of a kernel includes some given number of
neighbors, then it is related to the local number density of the particles, i.e.
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h(xi) ∝ n1/ν
i . (8.118)

The local number density ni = 1/Vi on the other hand depends on the associated
particle volumes Vi, which in turn require the smoothing length h to be known (see
eqs. 7.3 and 7.24).

The (average) number of neighbors NNGB which is to be used for a given simulation
is in principle a free parameter. Following the approach of Dehnen and Aly (2012), it
can be defined via the parameter ηres:

NNGB = VS,V

(
H
h

ηres

)ν

(8.119)

where VS,ν is the volume of a ν-dimensional sphere, i.e. 2π in 2D and 4/3π in 3D.
The value of the ratio H/h of the compact support radius H to the smoothing length
h depends on the kernel choice and dimension. Some values of this ratio for various
popular kernels are given in Table 1 in Dehnen and Aly (2012). The default choice for
ηres is

ηres = 1.2348 (8.120)

which for the cubic spline kernel (eq. 7.5) leads to ∼ 48 neighbors in 3D, and ∼ 15
neighbors in 2D.

Computing the Gradients

Once the neighbor search is complete and all smoothing lengths h are known, the gra-
dients (eq. 8.17) can be computed via another sum over all neighboring particles. The
gradients are required to be known before we can proceed with the flux exchanges:
While they are necessary in both the Hopkins and Ivanova version to extrapolate the
left and right states at the “effective surface” Aij, the ψ̃ terms of Aij itself in the Hop-
kins version requires the gradient terms to be available first. With the gradients being
available, the actual computation of the fluxes and the “kick” time integration can be
performed with a third sum over all neighbors, where the sum ∑j Fα,iA

α
ij is accumu-

lated.
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Flux and Slope Limiters

Since the finite volume particle methods in this form are second order accurate, we
need to employ limiters in order to prevent spurious oscillations that are a conse-
quence of higher order methods (see Chapter 5) and to make the scheme total vari-
ation diminishing. We employ the same limiters described by Hopkins (2015). This
limiter consists of two steps: The first step limits the slopes of the individual gradients
of each particle. The main idea is to make sure that if we extrapolate the gradients of
a particle to its neighboring particles’ positions, then the extrapolated value shouldn’t
be higher than the highest actual particle value, nor lower than the lowest actual value.
This prevents new extrema from forming, which is what the TVD condition requires.
So the “true” obtained gradient ∇φi

true calculated by use of eqn. 8.17 of any quantity
φi needs to be limited by

∇φi
lim = αi∇φi

true (8.121)

αi = min

[
1,

φmax
ij ngb − φi

∇φi
true · rmax

,
φi − φmin

ij ngb

∇φi
true · rmax

]
(8.122)

Secondly, to ensure more general stability, a pair-wise slope limiter from Hopkins
(2015) is employed during each particle interaction. Unfortunately, only slope limiting
the gradients is not enough to make the method TVD. For a general quantity Qk of
particle k, the slope limited quantity Qlim

k at the intersection x = xkl for the interaction
between this particle k and some other particle l is

Qlim
k =


Qk if Qk = Ql

max
{

Q−, min{Qkl + δ2, Qk +
∂Qk
∂x (xkl − xk)}

}
if Qk < Ql

min
{

Q+, max{Qkl − δ2, Qk +
∂Qk
∂x (xkl − xk)}

}
if Qk > Ql

(8.123)

where

Q− =

Qmin − δ1 if sign(Qmin − δ1) = sign(Qmin)
Qmin

1+δ1/|Qmin| if sign(Qmin − δ1) 6= sign(Qmin)
(8.124)

Q+ =

Qmax + δ1 if sign(Qmax + δ1) = sign(Qmax)
Qmax

1+δ1/|Qmin| if sign(Qmax + δ1) 6= sign(Qmax)
(8.125)
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Qkl = Qk +
|xkl − xk|
|xl − xk|

(Ql −Qk) (8.126)

Qmin = min{Qk, Ql} (8.127)

Qmax = max{Qk, Ql} (8.128)

δ1 = γ1|Qk −Ql | (8.129)

δ2 = γ2|Qk −Ql | (8.130)

where γ1 and γ2 are free parameters, the recommended choice being γ1 = 1/2, γ2 =

1/4.

The CFL Condition

The final point left to be discussed is the determination of the time step size of indi-
vidual particles. A “cell size” ∆x of a particle is estimated using

∆x ≈
(

Vi

VS,ν

)1/ν

(8.131)

where VS,ν is the volume of a ν-dimensional unit sphere, so 4/3π in 3D. The signal
velocity is estimated as

vi,sig = max{|vi, f luid − vi,particle|+ cs,i, cs,i + cs,j} . (8.132)

We take the velocity difference between the fluid and the particle, since that is the
velocity at which the fluid in the co-moving frame with the particle would propagate,
and the sound speed cs to estimate the propagation velocity of the emanating waves
of the Riemann problem, similar to the suggested estimate for Godunov’s method,
eq. 4.11. To ensure that no problems arise in cases where two particles approach
each other, the additional upper boundary of the sum of the wave speeds cs,i + cs,j for
particle i and all its neighbors j is added. This leads to the time step estimate

∆t = CCFL
∆x
vsig

(8.133)
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Typically a safe choice of CCFL . 0.4 is recommended.

The Full Algorithm

To conclude this Section, let’s explicitly write down the algorithm to solve the Euler
Equations from some tstart to some tend using the full kick-drift-kick Leapfrog integra-
tion scheme:

Evolving The Euler Equations From tstart to tend Using Finite Volume Particle
Methods

To start, set tcurrent = t0 = tstart and set up the initial states U0
i for each particle i.

While tcurrent < tend, solve the n-th time step:

Find the maximal permissible time step ∆t using eq. 8.133.

Kick the particles: Update the the particle velocity (not the fluid velocity)
over the time step ∆t/2.

Drift the particles: Move their positions over the time step ∆t.

Obtain the primitive variables at the midpoint in time, Wn+1/2
i .

Do a “neighbor search loop” over neighboring particles, and determine
the smoothing length h for all particles i.

Do a “gradient loop” over neighboring particles to determine the gradients
of the primitive variables for each particle.

Do a “flux exchange loop” over neighboring particles, during which all
neighboring particles i, j interact with each other:

For each particle pair i, j, compute the “effective surfaces” Aij.

Find the position xij and velocity vij of the Aij.

Boost the primitive variables Wn+1/2 to the common reference frame
with velocity vij, and extrapolate them using gradients at the position xij.

Use the boosted and extrapolated states to find the inter-particle fluxes by
solving the Riemann problem. Accumulate the sum of all fluxes for each
particle, boosted back into the frame of reference of the respective particle.

Obtain the updated states Un+1
i using eq. 8.31 over the time step ∆t.

Kick the particles again: update the particle velocities over the time step ∆t/2.

Update the current time: tcurrent = tn+1 = tn + ∆t
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Figure 8.2. Histogram of particle time steps and densities from the EAGLE simulation suite
(Schaye et al., 2015; Schaller et al., 2015) at redshift z = 0.1, where galaxies are
fully formed. With the density spanning 11 orders of magnitude, the resulting
time step sizes for particles span four orders of magnitude. Only a small minority
of particles has very small time steps, motivating the approach to allow particles
to be integrated according to their individual time step sizes rather than limiting
all particles to the globally minimal time step size.
This figure is adapted from Borrow et al. (2018) with permission from the author.

Note that in the absence of external forces like gravity the first kick operation is un-
necessary, while the second kick operation consists of directly setting the particle ve-
locities to the fluid velocities (assuming the particles are treated as exactly Lagrangian,
without any corrections or modifications). Including external acceleration terms how-
ever makes the first kick operation necessary again.

8.6. Individual Timstepping

A huge challenge in cosmological simulations is the extreme range of states that are
present. For example, the EAGLE simulation (Schaller et al., 2015), shown in Fig-
ure 8.2, reports ranges in particle densities of 11 orders of magnitude, and 6 orders of
magnitudes in internal energies. We can make an estimate how that will affect time
step sizes: For the “cell size” ∆x (in 3D), we can use:

∆x ∼ V1/3
i = (mi/ρi)

1/3 ∝ ρ−1/3
i . (8.134)
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For the propagation speed vsig, we can use the approximation of the local sound speed,
i.e.

vsig ∼ cs =
√

p/ρ =
√

u(γ− 1) ∝ u1/2 . (8.135)

giving us the estimate

∆t ∝
∆x
vsig

∝ u−1/2ρ1/3 (8.136)

which leads to about 4 orders of magnitude in time step size differences. Additionally,
Figure 8.2 also shows that only a minority of particles will have small time step sizes.
If we were to use a global time step size throughout the simulation, i.e. limit the time
step of all particles by the globally minimal time step size, it would mean that the
majority of the particles is restricted to a much smaller time step size than their indi-
vidual CFL-condition would allow for. It would also mean that the simulation would
require several orders of magnitude more steps than strictly necessary if it weren’t for
the minority of particles with very small time steps. This additional expense would
make cosmological simulations prohibitively expensive.

To circumvent this issue, it is necessary to allow particles to have individual time step
sizes, albeit with some restrictions. Particles are given time step sizes based on their
individual CFL condition, rounded down to a power-of-two fraction of the maximal
time step size of the system tmax:

∆ti =
tmax

2n (8.137)

with n ≥ 0. The maximal time step size of the system is typically the requested time
from beginning to end of the simulation. Allowing only specific values for time step
sizes of particles is akin to histogramming their time step sizes, and n is typically
referred to as the “time bin” of the particles. The absolute minimal time step size is
given by tmin = tmax/2Nbins , where Nbins is the total number of available time bins. This
method has been used in SPH simulations since Hernquist and Katz (1989).

The entire simulation progresses by advancing the current simulation time by a time
step size which is a power-of-two multiple of tmin. The system time step size is still
determined by the minimal global time step, but only the particles that require such a
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small time step are also updated. This is schematically shown in Figure 8.3. Whether
a particle needs to finish its time integration on the current simulation step is then
determined by whether the current simulation time divided by the particle’s time step
has a modulo of zero. Since particles have time step sizes which are always a power-of-
two apart from each other, this means that at each simulation step, there is a maximal
time bin m for which the division of the current system time with m gives modulo of
zero, and all particles with time bin n ≤ m will require an update in that simulation
step, as can be seen in Figure 8.3.

With particles being allowed to have individual time steps, the update formula for
the finite volume particle methods (eq. 8.31) needs to be slightly updated in order
to maintain its conservative properties. In particular, rather than exchanging fluxes,
particles now need to exchange time integrated fluxes:

Un+1
i = Un

i +
1
Vi

∑
j

min{∆ti, ∆tj}Fα,ijA
α
ij (8.138)

The time integration needs to be the smaller of the two time step sizes {∆ti, ∆tj} since
if one particle has a smaller time step size than the other, it also means that there will
be several interactions between that particle pair, each with the time step size of the
smaller of the two. This ensures that the total exchange of fluxes remains conservative,
as the fluxes “removed” from particles j remain exactly equal to the fluxed “added” to
particle i. If some neighboring particles j have smaller time steps than particle i, then
the net sum of the fluxes is accumulated during the exchanges and applied only once
at the point where particle i is being updated again.

8.7. Comparing the “Hopkins” and “Ivanova” Versions

With the full method presented in Section 8.5, we can now turn to comparing the
“Hopkins” and “Ivanova” versions of the methods. The difference between the Hop-
kins version and the Ivanova version of the finite volume particle method lies in the
expression for the “effective surface” Aij. These surfaces are rather abstract expres-
sions, and it seemed worthwhile to invest time to investigate how they behave, how
they can be interpreted, and to see whether there might be significant differences
between the two versions.
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t [∆t]
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

Particle 1
steps of 8∆t

Particle 2
steps of 4∆t

Particle 3
steps of 2∆t

Global simulation
time

Figure 8.3. Illustration of the individual time stepping scheme. Three particles with initially
different time step sizes 2∆t, 4∆t, and 8∆t, respectively, are shown, where ∆t de-
notes a minimal time steps size. The simulation progresses by advancing the time
according to the global minimal time step size, which in the beginning is 2∆t. Each
simulation step is marked as a red line. Since in this example there are no parti-
cles with time step size of ∆t, all times that are an odd integer multiple of ∆t are
skipped over. At each simulation step, only particles for which the current simula-
tion time divided by the time step size has a modulo of zero are being updated.
In this illustration, particle 3 changes its time step size at the at the simulation time
t = 8∆t from 2∆t to 4∆t for reasons which are unimportant. From that point, the
simulation step can be increased to 4∆t, and fewer total number of simulation steps
are necessary.
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8.7.1. Behavior of the Effective Surfaces

Let’s begin with the behavior of the effective surfaces without looking into their ap-
plication on evolving problems in time just yet. To compute and visualize their
behavior of these effective surfaces, I have developed a dedicated Python package
named astro-meshless-surfaces, which is publicly available on PyPI.org and on
https://github.com/mladenivkovic/astro-meshless-surfaces.

Differences in Direction and Magnitude of the Aij

Figure 8.4 shows the effective surfaces of both versions for a central particle in a uni-
form particle distribution, while Figure 8.5 shows them for a non-uniform particle
configuration. The surfaces are drawn as (pseudo-)vectors starting at the position

xij = xi +
hi

hi + hj
(xj − xi) (8.139)

which is the position where the effective surfaces would be “placed” during the flux
exchange of the particles. Only the particles within the compact support radius of the
central particle are shown.

Figure 8.4. The effective surfaces Aij for the Hopkins and Ivanova expression for the black
particle in a uniform particle distribution. Only the particles within the compact
support radius of the central particle are plotted.

Comparing the norm of the Aij between the Hopkins and the Ivanova version for
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Figure 8.5. The effective surfaces Aij for the Hopkins and Ivanova expression for the black
particle in a non-uniform particle distribution. Only the particles within the com-
pact support radius of the central particle are plotted.

the same neighboring particles, the ratio of the Hopkins over Ivanova lengths varies
between 1.06 and 0.33 for the uniform case and between 1.60 and 0.28 for the non-
uniform case. The ratio tends to lower values with increasing neighbor particle dis-
tance.

In the non-uniform particle distribution a striking feature is that the effective surfaces
do not point towards the neighboring particle which they are associated with. In the
Hopkins formulation, the reason for that is that the ψ̃ (eq. 8.18) in the expression for
Aij have a non-zero contribution from other dimensions. These contributions enter
through the matrix multiplication, and occur even in the case where the two interact-
ing particles are positioned along a line parallel to the coordinate axes. As for the
Ivanova case, the direction of ∇ψ will in general not be radially symmetric, as ψ(x) is
also not radially symmetric in general (see Figure 7.3).

Checking the Closure Condition

A further check that can be made is to verify whether the closure condition (see Sec-
tion 8.4.2), i.e. ∑j Aij = 0, is satisfied. In the uniform particle configuration this is
satisfied to machine precision. In the non-uniform case however, both expressions
sum up to a value around the same order of magnitude of a single Aij, which tends to
be ≈ 10−3− 10−4. The effect remains for higher particle numbers and higher neighbor
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numbers used, i.e. the magnitude of both the Aij and the sum over all Aij for an in-
dividual particle decrease, but their ratio remains about the same. It should be noted
that in any case investigated, the ∑j Aij = 0 for the Ivanova expression was closer to
zero by about one order of magnitude, but also the total sum of the norms of all Aij,
∑j |Aij|, of the Ivanova version was in every case smaller than the one for the Hopkins
version.

Aij as a Function of Neighbor Position

Let us now look into how the effective surfaces between two particles behave when
one particle’s position is varied. To examine that, a particle is placed in an otherwise
uniform configuration and the Aij are computed at that place with respect to the
central particle. Figure 8.6 shows the x- and y- component of Aij and |Aij| for both
discretization methods. The obtained value is plotted at the particle’s position. Note
that in during the actual flux exchanges the effective surface would be assumed to be
in a different place than is currently plotted, namely at the position specified by eq.
8.139.

As one would expect, the Aij point towards the central particle and increase with dis-
tance until another particle becomes too close and starts having a bigger contribution
via the ψ(x) at that position. The Hopkins Aij reach higher peak values, and the con-
tour shapes aren’t perfect circles, but a little “boxy”. In accordance to the findings of
the direct comparison in the previous section, the Ivanova methods display a higher
relative contribution with increasing distance from the central particle. The same be-
havior of the effective surfaces pertains for varying choices of neighbor number per
particle, and for different kernels.

Summary

To summarize the findings, there are clear differences in the magnitudes of the Aij

obtained using the Ivanova and Hopkins formulation, with factors up to ∼ 3. Not
only the magnitudes differ, but the directions of the normal vectors to the surfaces
Aij do as well. The total sum of the norms of Aij of the Ivanova expression is almost
always smaller than the Hopkins version. This could lead to smaller total fluxes and
possibly allow bigger time step sizes when using the Ivanova version. Additionally,
the Ivanova methods display a higher relative contribution with increasing distance
from the central particle than the Hopkins method. This could lead to the method
being more diffusive, but simultaneously could also mean that it’s more stable under
extreme conditions like violent shocks.
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Figure 8.6. x-component, y-component, and norm of Aij for both the Hopkins and Ivanova
expression for a particle being displaced in an otherwise uniform particle config-
uration w.r.t the central (black) particle. The white circles show the positions of
the closest neighbor particles of the central one. The value of Aij of the displaced
particle at a certain point on the plotted plane determines that point’s color.
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A further advantage of the Ivanova formulation is that the effective surfaces are well-
defined even in troublesome particle configurations. The Hopkins version requires the
inversion of a matrix (eq. 8.19), which can lead to problems if the matrix B is singular.
In that sense, the Ivanova version could make the hydrodynamics method more stable.

8.7.2. Comparison in Hydrodynamical Applications

To conclude the comparison between the Hopkins and Ivanova versions of FVPM, let’s
look at their performance on actual hydrodynamical tests. The experiments are run
using the simulation code Swift (Schaller et al., 2018), which contained an implemen-
tation of the Hopkins version outlined in Section 8.5 already, but not the Ivanova one
yet. The details of the implementation will be discussed in detail later in Chapter 9.

Running actual hydrodynamics tests with both method revealed that the Ivanova for-
mulation has some big trouble when applied on Lagrangian particles. Figure 8.8
shows the solution to a classical test, the Sedov blast, in two dimensions. The initial
conditions are set up such that a few particles in the center of the box are injected
with a high energy end pressure, which results in a spherical explosion. When run-
ning the simulation as an Eulerian code, i.e. keeping particles static, the results are
nearly identical for both versions of effective surfaces Aij. The results are somewhat
diffusive, which is to be expected since the interacting particle pairs are spread out
over a larger region compared to what a grid code that only interacts adjacent cell
pairs would require. Moving the particles along with the fluid however introduces a
very strong scatter in the solution using the Ivanova Aij, while the Hopkins version
delivers adequate results. The reason for the scatter appears to be a strong depen-
dency of the Ivanova Aij on the particle configuration. Figure 8.9 shows the particle
positions for two different underlying initial configurations: a glass-like ordering, and
a uniform configuration. In both cases the evolution of the blast wave with the Ivanova
Aij shows strong traces of the initial particle positions. Figure 8.10 shows the result of
the Sedov blast with the Ivanova Aij where some particles are marked based on their
internal energy u. It is clear that the strong scatter is introduced by the deformities
that follow the underlying initial particle configuration.

The same issues with the Ivanova surfaces appears for a wide variety of other tests.
Unfortunately neither a different choice of kernels, nor increasing the number of
neighbors for particles to interact with, nor very small Courant numbers, nor us-
ing much more restrictive limiters were able to alleviate the problem noticeably. This
leads to the conclusion that in the presented form, the Ivanova version of the finite
volume particle method is not suitable for “real life” application for hydrodynamics
in the astrophysical and cosmological context. 2. Having Lagrangian particles is abso-

2However, the Ivanova version appears to be an adequate choice for applications which don’t require
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Figure 8.7. The results of the Sedov blast test in two dimensions at times t = 0.0s, 0.01s,
0.02s, and 0.05s for density, pressure, and internal energy. The initial conditions
are set up such that a few particles in the center of the box are injected with a high
energy end pressure, which results in a spherical explosion. The shown solution
was obtained using the Hopkins Aij and while keeping particles static. Using the
Ivanova Aij with static particles results in a nearly identical solution, which can be
seen in the profiles shown in the top row of Figure 8.8. These figures were created
with the Swiftsimio python library (Borrow and Borrisov, 2020).
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Figure 8.8. A Sedov blast test using both Hopkins and Ivanova effective surface. The blue
points are the solutions using the effective surfaces of Hopkins (2015), the green
dots are the solution using the Ivanova et al. (2013) Aij. The density, pressure, and
internal energy are shown as a function of radius from the center, in arbitrary units.
The top row shows the results when particles are kept static, i.e. are not being
drifted. The results using the Hopkins and Ivanova expressions for surfaces Aij
are virtually identical. The bottom row shows the results for Lagrangian particles.
The dashed line shows the analytical solution.
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Initial Conditions Hopkins Solution Ivanova Solution

Figure 8.9. The influence of the initial conditions on the classical Sedov blast test. Plotted are
the particle positions of the initial conditions on the left, the solution provided by
the Hopkins (2015) version in the middle and the Ivanova et al. (2013) version of
the finite volume particle method on the right for glass like initial particle positions
(top) and initially uniformly placed particles (bottom) for a Sedov blast, in arbitrary
length and time units. The blast should be a radially symmetric explosion from the
center, which is well approximated with the Hopkins (2015) version, but not with
the Ivanova version. Instead, the shape of the blast wave is determined by the
underlying particle configuration: hexagon-shaped for the glass initial conditions,
and octagon-like for the uniform particle configuration.
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Figure 8.10. On the left, the internal energy u as a function of radius r from the center of the
solution of the Sedov blast test using the Ivanova Aij and Lagrangian particles
is shown. The output is performed at the same time as in Figure 8.8. Particles
with internal energies above 1.2 and 1.5 times the average internal energy at that
radius are marked blue and red, respectively. On the right, the particle positions
of the solution at the same time are shown. The blue and red particles are the same
particles marked correspondingly in the left plot, highlighting that the scatter seen
in the left plot and in Figure 8.8 are in regions where the particle configuration
has become irregular and deformed following the initial glass-like configuration.

lutely necessary for cosmological simulations, and the Ivanova Aij do not work well
with co-moving particles. A possible solution would be to determine the particle ve-
locities with a different method than the one used to evolve the fluid quantities. For
example, the particle velocities could be set using the results of a simple first order
accurate method, or using some basic SPH formulation, both of which typically aren’t
very sensitive to the underlying particle configuration. Testing these solution attempts
remains a subject for future works.

co-moving particles, as is for example the case for the transport of radiation, which will be the topic
in Part III of this thesis.
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To conclude the part on finite volume particle methods, their implementation in the
cosmological hydrodynamics code Swift (Schaller et al., 2016, 2018) is presented. It
is fully open-source and publicly available on https://gitlab.cosma.dur.ac.uk/
swift/swiftsim and on github under https://github.com/SWIFTSIM/swiftsim, along
with extensive documentation and a plethora of ready-to-run examples.

Swift uses particles as the fundamental discretization elements, and has several flavors
of Smoothed Particle Hydrodynamics methods implemented. Gravity is solved using
a fast multipole method (Cheng et al., 1999; Dehnen, 2014) coupled to a particle mesh
solver in Fourier space to deal with periodic volumes. In addition, several galaxy
formation models are already implemented, most notably Eagle (Schaye et al., 2015)
and Gear (Revaz and Jablonka, 2012).

Swift is highly parallelized and makes use of a hybrid task-based parallelism strategy
for shared memory parallelism combined with MPI for distributed memory paral-
lelism. The task-based parallelism furthermore permits to exploit asynchronous MPI
communications and a domain decomposition strategy based on the work rather than
data to efficiently utilize modern high performance computing architectures. These
technical aspects will be discussed in more detail in the subsequent sections, as they
are intimately tied to the manner in which the finite volume particle methods for the
Euler equations (and for the equations of radiative transfer in Part III) need to be
implemented.

9.1. Task Based Parallelism

Swift relies on a task-based parallelism scheme (Gonnet et al., 2013, 2016; Theuns
et al., 2015). The task-based parallelism is a system in which a full computation is
divided into a set of individual however inter-dependent tasks. They are dynamically
allocated to idle cores by a dedicated task scheduler (Gonnet et al., 2016). To illustrate
the idea, consider the following scenario: “If a construction worker requires two weeks
to pave a street, how long would it take ten construction workers?” In this analogy, the
paving of the street is the simulation that needs to be executed, while the construction
workers are computing cores.
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Figure 9.1. One time step of a simulation using Swift with 16 threads. The colored blocks
represent various tasks being solved. Each color represents a different task type.
Note how there is no noteworthy idle time (white blocks) and how the varying
threads are solving different types of tasks concurrently, and that all threads finish
at nearly the identical time.

In traditional parallelism schemes, every worker would execute the same sequence of
tasks and commands. Each construction worker would first clean up the place where
the street needs to be paved, then heat up their own portion of asphalt, pour it into
place assigned for this worker, and finally stomp the new asphalt in with a roller.
Obviously employing more workers should lead to finishing the job quicker, but there
is room for improvement. For example, what if not all workers can be assigned the
same amount of street surface to work on? All workers that finished their share of
the job already would stand by idly waiting for the last one to complete their part.
Having workers just stand around with nothing to do is obviously a scenario we’d
like to prevent.

This is one of the reasons why Swift (and other state-of-the-art codes like Stone et al.
(2020), Wadsley et al. (2017), Menon et al. (2015)) moved towards a task-based par-
allelism scheme. This means that instead of giving every worker exactly the same
sequence of steps to do, we keep track of all the individual jobs that need to be com-
pleted: Each section of the street needs to be cleaned up, each section of the street
requires its respective amount of asphalt heated up, then poured, then rolled. Some of
these jobs however can be completed concurrently: While some workers can clean up
the street, others can already start to heat up the asphalt. Once a section of the street
is cleaned up, the first asphalt can be poured. Simultaneously other workers can keep
cleaning other sections of the street and heating up more asphalt. This concurrent
work is of prime interest for the task-based parallelism scheme: As long as there is
work to do, the workers shouldn’t be idling. To illustrate how the application of task-
based parallelism can look like, Figure 9.1 shows the tasks being executed during one
time step of a simulation with Swift. The simulation was run using 16 threads, and
Figure 9.1 shows what each thread was working on during the time step and how
long it took. Different types of tasks are colored differently, and it clearly shows how
the varying threads are solving different types of tasks concurrently. Note how there
is no noteworthy idle time (white blocks) once the tasks start being executed and how
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all threads finish at nearly the identical time.

This approach however requires us not only to define tasks, i.e. portions of work that a
single worker at a time could do, but also dependencies. Some things need to be finished
first before others can be done: For example, one couldn’t pour the asphalt before it’s
hot, nor could one stomp it in before it’s poured. Additionally, we need to also define
conflicts. Conflicts between tasks arise in cases where there is work to be done for
which the order of execution doesn’t matter, but it can’t be done concurrently. This
can for example be the case when two tasks need to access and modify the same data,
while the order of the access and modification is unimportant. In the “workers paving
a road” analogy, this could for example be the case when the workers are finishing
for the day and packing up their tools into their trucks. It doesn’t really matter which
tools go in first, but only one tool can be put in the trunk at a time.

Task-based parallelism offers many benefits aside from reducing idle waiting time of
CPUs. It can be used to drastically decrease the times CPUs spend to fetch data from
memory by ensuring that tasks which act on a set of data are always executed by the
same CPU. This way the memory remains local, and the cache efficiency is increased.
Furthermore, when dealing with distributed memory architectures the tasks can be
used as an adequate measure of the actual work that needs to be performed. The
domain decomposition between the nodes can then be performed based on sharing the
work equally rather than some proxy for the work like the number of cells or particles
contained within a region. Having other work available for threads to execute also
enables Swift to use asynchronous messages on distributed memory architectures:
The threads don’t need to perform blocking messages, where both the sending and
the receiving side do nothing but wait for each other to complete the communication.
Instead, the thread on the sending side can send the message and continue doing other
work, while the thread on the receiving side can start with the work once it’s notified
that the message has been received and keep itself busy otherwise until the message
arrives.

However, task based parallelism also comes with several caveats. Firstly, it requires
for tasks to be generated during a simulation, and then for the scheduler to execute
them, which constitutes additional overhead work that needs to be done so the actual
physics can be solved. The overhead is noticeable for small problems, e.g. simulations
that can be executed on a personal computer. With increased problem size however,
the benefits of the task-based parallelism make the overheads negligible and lead to
a significantly improved performance and scaling of the code in comparison with tra-
ditional parallelization techniques (Borrow et al. (2018)). Secondly, the manual defini-
tion of tasks, dependencies, and conflicts necessary for the task-based parallelization
requires a considerable effort on the developing side. It doesn’t suffice to write code
that solves the equations that govern the physics any longer. The entire framework
of the tasks, dependencies, and conflicts needs to be constructed first. The major dif-
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ficulties with that work is to identify and fix errors in the dependency logic. These
difficulties arise because (a) errors can be very hard to spot, since in real applications
they manifest in certain variables being accessed too early or too late without any
warning, and (b) even when spotted, in general they aren’t reproducible because the
execution order of the tasks is not fixed and may depend on uncontrollable circum-
stances, e.g. which processing cores one gets access to for a given run, where exactly
in memory the processors need to fetch data from and how long that will take, etc.
Matters become even worse when distributed memory parallelization is included, as
that adds an entire other layer of unpredictability and irreproducibility.

9.2. Hydrodynamics With Finite Volume Particle Methods in
SWIFT: Constructing the Task Dependency Graph

In this section, the tasks and dependencies required for the solution of hydrodynamics
problems using the finite volume particle methods in Swift is described. To begin
with, let’s remind ourselves of the order of operations necessary for the finite volume
particle hydrodynamics (see Section 8.5), shown in Figure 9.2. This order of operations
describes the order of work that needs to be done for each particle. In case other
physics are involved, in particular gravity, a second kick operation before the drift is
necessary for the integration to be sufficiently accurate. In what follows, we include
that second kick. The steps with a blue background, namely the neighbor search, the
computation of gradients, and the exchange of fluxes, are the steps that involve loops
over neighboring particles.

kick drift
neighbour

search;
Find h

determine
gradients

exchange
fluxes

kick

find new
time

step ∆t

Figure 9.2. The order of operations for a single time step required for the finite volume parti-
cle methods for each particle using a kick-drift-kick time integration scheme. The
steps with a blue background, namely the neighbor search, the computation of gra-
dients, and the exchange of fluxes, are the steps that involve loops over neighboring
particles.

9.2.1. Constructing Tasks

Grouping Particles in Cells

To develop the tasks and dependencies required for this order of operations to be
executed on each particle, we need to look into how the tasks and the particles are
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intertwined first. As described in Section 8.5, a major component of the finite volume
particle schemes are the interactions between neighboring particles, and in particular
the neighbor search which is necessary each step. For the sake of optimization and
quick access, particles are grouped into cells whose size is determined by requiring
that all neighbors of the particles within a cell must be inside adjacent cells. This
ensures that the number of adjacent cells that need to be involved in an interaction
are always known and predictable. Initially, the entire simulation domain is divided
into cells of equal size, called the “top level” cells. These top level cells are then
recursively split into cells with half the parent cell’s size as much as possible while
the condition to have all neighbors of particles in adjacent cells is satisfied. Having
cells as small as possible and containing as few particles as possible is desirable as it
speeds up the neighbor search significantly by increasing the ratio of particles which
are actually neighbors of another particle to the number of total particles checked
during the interactions. However, we still need to ensure that all neighbors can be
found in neighboring cells, which gives the lower boundary of the cell size.

Connecting Work and Data: Task Classes and Types

Tasks are then attached to the cells, not the individual particles inside the cells. This
means that when a task is being executed, it operates on all the particles contained
within a cell. At this point, it’s useful to begin differentiating between two classes
of tasks. The first class would be all the tasks which include interactions between
particles, e.g. the neighbor search. Let’s call them “interaction” tasks. The other
class of tasks conducts work exclusively on individual particles, for example the drift
and kick operations. The construction of these “plain” tasks is straightforward: All
they need to do is go over all particles contained in a given cell to which the task
is attached to and do whatever it is set up to do on the particles individually. The
interaction tasks however are a little more contrived. They can again be split into
two different types of interactions. The first type, called “self” tasks, perform the
interactions of particles contained within a cell with all the other particles inside the
same cell. Self-type tasks are always attached to a singe cell. The second type, “pair”
tasks, perform the interactions of particles contained within a cell with the particles
contained within some neighboring cell. Pair-type tasks are always attached to a
pair of cells. The cells involved in the interaction are then always adjacent cells by
construction. Figure 9.3 illustrates the interactions involved with self- and pair-type
tasks. However, since cells are being split recursively into smaller ones until they reach
a lower limit, this means that not all leaf cells will have the same size, i.e. be at the
same level, and the tree structure of cells will have varying depths depending on the
number of particles currently situated there. This would mean that in some cases a
task would need to interact with cells of different sizes, and hence a variable number
of pair type tasks needs to be constructed between a cell and its potentially smaller
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self type tasks pair type tasks

Figure 9.3. Two adjacent cells containing some particles are shown. On the left, the inter-
actions of self type tasks are illustrated: They only interact particles with other
particles that share a cell with them. On the right, pair type tasks are shown. They
only interact particles form one cell with the particles from the other cell. Some
interactions between particles have not been drawn for clarity, but in principle for
self-type tasks all particles within a cell will interact with all other particles in
that cell. Similarly all particles of a cell should interact with all particles in the
neighboring cell in pair-type tasks.

sized adjacent cells. Rather than constructing an individual task for each pair type
interaction that might be necessary, we pick some convenient cell level in the cell tree
that we call the “super level”. All the tasks are then constructed and attached to cells
at the super level in the tree. The super level may or may not be the top level,
i.e. the root of the cell tree. If a super level cell is split and thus has children, self-
and pair-tasks are replaced by “sub-self” and “sub-pair” tasks which recursively
descend to the leaf cell level and perform all required interactions. Since each cell is
split into eight children cells of half the parent cell’s dimensions, the recursion of a
sub-self type tasks involves calling a sub-self type task for each child cell as well as
a sub-pair type task for each pair of two child cells, such that all possible interactions
are covered. The sub-pair task recursion is handled analogously.

9.2.2. A First Dependency Graph

Using the plain and interaction classes of tasks, we can now begin to construct the
dependency graph that executes the correct order of operations for the finite volume
particle hydrodynamics scheme. In a first approach, the dependency graph will look
like the order of operations shown previously: The drift, kick, and timestep tasks will
be plain tasks, while the neighbor search, the gradient, and the flux exchange tasks
will be interaction type tasks, i.e. will be self, sub-self, pair, and sub-pair type
tasks. The tasks and dependencies can be represented by a directed acyclic graph,
where the nodes are the tasks, and the edges are the dependencies. A simplified de-
pendency graph based only on the required order of operations is shown in Figure 9.4.
For completeness, the full kick-drift-kick integration scheme is shown, and hence two
kick tasks are included. The task names are slightly changed to the convention used
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self_density

self_gradientpair_gradientsub_self_gradientsub_pair_gradient

self_forcepair_forcesub_self_forcesub_pair_force

kick2

pair_densitysub_self_densitysub_pair_density

drift_part

timestep

kick1

Figure 9.4. A first dependency graph for tasks required for FVPM hydrodynamics with Swift

based only on the required order of operations.

for smooth particle hydrodynamics:

• the tasks that drift the particles are called “drift_part”

• the neighbor search interactions are called “density” tasks following the SPH
convention, as the neighbor search determines the particle densities.

• self, pair, sub-self, and sub-pair type tasks are marked as such with the
corresponding prefix. E.g. the sub-self neighbor search interaction task is called
“sub_self_density”.

• the flux exchange interactions are called “force” tasks following the SPH con-
vention again, as the second interaction loop in SPH evaluates the forces between
particles.

This simplified graph doesn’t account for the fact that the required operations which
involve particle interactions can’t be modeled exclusively by interaction tasks. Ad-
ditional work on individual particles needs to be performed. For example when com-
puting the matrix B (eq. 8.19) for the gradients, first the matrix E (eq. 8.20) needs to
be accumulated as a sum over neighboring particles, and then inverted. The inversion
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can only occur after E is accumulated in the gradient interaction tasks, but needs to
happen before the flux exchanges in the force tasks. A second example is the fact that
the search for the smoothing length h needs to be performed iteratively. Rather than
repeating all interactions between all neighboring cells, a list of neighbor candidates
can be kept for particles whose smoothing length hasn’t converged yet. Only those
neighbors can be checked again. With the lists available after the first interaction task
loop, the iteration can be modeled as a plain task type instead of an interaction
type task, which reduces the number of conflicts in the algorithm. For this reason,
new tasks between the density and the gradient, as well as between the gradient and
the force tasks are introduced, called “ghost” and “extra_ghost”, respectively. The
ghost task is called this way because it technically performs the work of an interaction
type task while it isn’t one, and hence does the work in an “invisible” manner. These
new tasks are shown in Figure 9.5.

Additionally, two “implicit” tasks are added before and after the ghost task, named
“ghost_in” and “ghost_out”. Implicit tasks are a third class of tasks that exists only
to collect dependencies, while doing no actual work at all. They are added an attempt
to both reduce the total number of dependencies throughout the entire task graph as
well as to make the code development process easier.

9.2.3. Optimizing Pair-Type Interactions: Sorting Cells

The interactions between particles constitute a major part of the total workload each
time step. For the finite volume particle methods, we require three separate loops over
neighboring particles. Given this prevalence of the particle interactions, it is sensible
to invest effort towards optimizing the way particle interactions are performed. A
good starting point is to limit the total number of particles checked for possibly being
neighbors even more than is already done by constructing cells in a manner such that
all neighbor particles must be situated within adjacent cells. To this end, particles
inside each cell are sorted along each of the 13 lines connecting a cell center with an
adjacent cell center. Any cell will have 26 adjacent cells of equal size, with each of
these 26 neighboring cells having a diagonally opposed counterpart. So it suffices to
sort the particles only along half of the 26 axes, and use the reverse order of the sorted
list for the diagonally opposed neighbor cells. The lists of sorted particles are then
used in pair and sub-pair type tasks as a means of reducing the number of viable pos-
sible neighbor particles during an interaction loop by traversing the sorted lists rather
than traversing all particles in the neighboring cell. More precisely, instead of checking
whether each particle in the first cell is within range of each particle of the second cell,
both cells’ particles are traversed in the sorted order along the axis that connects the
cells’ centers. The distance of the particles on the sorting axis gives a lower limit on
the actual distance between the two particles, since their positions have been projected
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self_density

ghost_in

self_gradient

extra_ghost

self_force

hydro_end_force

pair_density

pair_gradient

pair_force

sub_self_density

sub_self_gradient

sub_self_force

sub_pair_density

sub_pair_gradient
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Figure 9.5. A first modification of the dependency graph for tasks required for the hydrody-
namics with Swift with new plain tasks added sandwiched by the interaction
type tasks. They are necessary to complete required computations between the par-
ticle interaction operations. Additionally implicit ghost_in and ghost_out tasks
have been added (nodes with gray background). They perform no actual work
themselves, and exist only to collect dependencies and make the development pro-
cess easier.
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Figure 9.6. The second modification of the dependency graph for tasks required for the hy-
drodynamics with Swift, with the sort task and its dependencies added.

along the axis for the sorting. This way a significant amount of unnecessary checks
can be avoided. To facilitate the sorting, “sort” tasks must be added, which is shown
in Figure 9.6. The sorting must take place after the drifts, during which the particle
positions are being modified, and before the pair and sub-pair type tasks. Note that
the self type tasks, which only interact particles within a cell with other particles
inside the same cell, do not require the cell itself to be sorted, and hence have no de-
pendency on the sort task. The sub-self tasks however recursively interact particles
of their child cells with each other, which again needs the particles in the child cells to
be sorted.

9.2.4. Adapting to Individual Time Step Sizes of Particles

The next required modification is necessary to facilitate the individual time steps for
particles (see Section 8.6). Consider a case where some particle i has a time step of
size ∆t with a neighboring particle j which has a time step of size 2∆t. Allowing
the particles to have individual time steps would mean that while particle i does two
time step integrations following its own time step size ∆t, particle j does only one.
During the second update of particle i, while particle j is skipped, particle i needs to
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go through its entire required order of operations, which includes the neighbor search
to determine the smoothing length h. However h depends on the neighboring particle
positions, so for h to be accurate, all neighboring particle positions must be correct,
i.e. drifted to the correct time. This means that particle j would need to be drifted
to a time at which it is not being integrated itself because particle i requires it (see
Figure 9.7). Luckily drifting the particle positions is a linear operation, which can be
exploited. Let K(∆t) denote the kick operation for a particle, and D(∆t) denote the
drift operation. For particle j, which has a time step size of 2∆t, a kick-drift-kick time
integration can then be written as

K(∆t) ◦ D(2∆t) ◦ K(∆t) (9.1)

However, since the drift operation is linear, we can just as well do

K(∆t) ◦ D(∆t) ◦ D(∆t) ◦ K(∆t) (9.2)

= K(∆t) ◦ D(∆t/n) ◦ . . . ◦ D(∆t/n) ◦ K(∆t) (9.3)

So we can concatenate any number n of drift operations on a particle between the two
kick operators. This means that as long as the first kick operation on particle j has
been performed already, we can keep drifting the particle j even in time steps where
it is skipped so the neighboring active particle i has access to the correct positions of
its neighbor. To this end, we perform the following modifications: When a simulation
starts, the first kick operation is performed on all particles. This way, we can begin
each subsequent simulation time step with the drift operation. If a particle is being
skipped in the current time step due to its larger individual time step size, then it will
be in the correct state to be drifted to the current time. These drifts can be repeated
an arbitrary number of times until the time is reached where the particle undergoes
a full hydrodynamics step itself. The first kick operation is then moved in the task
dependency graph from being at the root of the dependency graph (like in Figure 9.6)
to the end (see Figure 9.8), after the new time step size for a particle has been computed
in the timestep tasks. Once the particle has done its first kick operation, it is once again
in the correct state to be drifted any required number of times until its own next time
step begins. Figure 9.7 shows how the kick and drift operations are performed with
three interacting particles with different time step sizes.
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Figure 9.7. Illustration of how the kick and drift operations are performed for particles with
individual time step sizes. A full time integration for a particle with time step size
∆t is given by K(∆t/2) ◦ D(∆t) ◦ K(∆t/2), where K denotes a kick operator, and
D denotes a drift operator. Three particles with time step sizes ∆t, 2∆t, and 4∆t,
respectively, are depicted. The blue dots represent the points in the simulation
time (shown on the x-axis) at which the respective particles undergo a full hydro-
dynamics integration update, i.e. complete the kick-drift-kick integration. Between
the full updates, particles with higher time step sizes compared to their neighbors
are drifted to the current simulation time so their neighbors, which finish their in-
tegration step in this simulation step, have access to the correct particle positions.
In order for all particles to be in the correct state to be drifted any number of times,
the first kick operator is applied to all particles before the first simulation step. At
the end of a simulation step, the particles aren’t left in the state where the inte-
gration step finishes, i.e. after the second kick operator has been applied, but are
kicked again with their new time step size. This way, they can again be drifted any
number of times until the simulation reaches the step where the particle completes
its own time integration step.
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9.2.5. Facilitating Task Activation

There is one more additional task required before we can turn our attention towards
how to deal with distributed memory architectures. This task is related to the task
activation. The tasks themselves as structures that contain information what work is
to be performed on a cell are created when the cells themselves are created. Before
a simulation step is executed, tasks are activated depending on whether the work
they represent needs to be performed in the following simulation step. This is not
always the case: For example, while one cell may contain particles that finish their
time step in this simulation step, there may be cells somewhere else in the simulation
which contain no particles that require an update in this simulation step. A cell which
contains particles that need to be updated in the current simulation step is called
“active”, otherwise “inactive”. Only tasks which perform work on an active cell
are also activated, i.e. passed to the scheduler for subsequent execution.

In order to facilitate this task activation, cells need to store the information whether
they are active at the current simulation time. For split cells, this information needs
to be available recursively for their child cells as well. This information is gathered and
stored for each cell during the timestep tasks. Timestep tasks are the ones where the
new time steps for particles that reside in that cell are computed after the integration
step of the particles is complete. Similarly, the information also needs to be available to
the parent cells of the cells to which tasks are attached to. Recall that tasks are attached
to the super level in the tree, which may or may not be the top level. This work
is performed by the “collect” task, whose only purpose is to recursively pass on
the activity information from the super level to the top level. The top level cells
require the activity information because the task activation is performed recursively
starting at the top level. When other physics (or more precisely other particle types
than particles representing the fluid) like gravity are included in the simulation, the
corresponding tasks can have a super level which is different from the super level
of the hydrodynamics tasks. To ensure that the task activation process is performed
correctly, it needs to begin at the root of the cell tree, which is the top level.

9.2.6. Distributed Memory Parallelism: Domain Decomposition and MPI

This concludes the construction of the dependency graph for finite volume particle
hydrodynamics with Swift on shared memory architectures, where all threads have
access to all data at all times. Modern high performance computing software however
needs to go beyond shared memory architectures to be able to solve sizable problems:
There are limits to how many CPUs can have access to the same blocks of memory
before the architecture becomes too expensive, too inefficient, or even impossible to
create. In order to be able to increase the computing power beyond the capabilities

173



9. Implementation in SWIFT

sort

pair_density sub_self_density sub_pair_densityself_density

ghost_in

self_gradient

extra_ghost

self_force

hydro_end_force

pair_gradient

pair_force

sub_self_gradient

sub_self_force

sub_pair_gradient

sub_pair_force

ghost

ghost_out

drift_part

kick2

timestep

collect kick1

Figure 9.8. The dependency graph for tasks required for the hydrodynamics with Swift for
shared memory architectures. The kick1 task has been moved to the bottom of the
dependency graph, and the collect task has been added.
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of one node, or shared memory region, these nodes can instead be connected in a
network and form a distributed memory architecture. However, the CPUs between
different nodes (individual regions of shared memory) have no access to each others
respective memory, and necessary data needs to be communicated between the nodes
explicitly. The industry standard for such communications is the “Message Passing
Interface” MPI, which defines a standard for the communications and has several
available implementations. In MPI terminology, each separated memory region with
associated CPUs is called a “rank”. While the main benefit of MPI is the possibility
to pass messages between different nodes, MPI is perfectly capable of running several
ranks on a single node as well. However, each rank still only has access to its own
data, even when being executed on the same node, where in principle the memory
can be shared between CPUs.

Domain Decomposition

At its core, the strategy to run simulations on distributed memory architectures is to
split the entire problem into separate regions and assign a region to each MPI rank.
This process is called “domain decomposition”. To illustrate this process, suppose that
the simulation you’d like to run consists of a square. A very simple domain decompo-
sition would be to split the square in half and give each half of the total square to an
individual MPI rank to work with, as is shown in Figure 9.9. Communications become
necessary when a rank requires data which is stored on a different rank: For exam-
ple, consider a particle-particle interaction loop along the edge of a the halves of the
square. Particle data along the edges of each half needs to be sent to the other rank,
and vice versa. While the communications are extra work that needs to be performed,
and hence constitute an overhead, a significant advantage is that through MPI the total
amount of memory available for a problem increases.1 For example if we use two MPI
ranks, like in Figure 9.9, and assign one rank per computing node, then we can use
the entire memory available on two nodes, rather then one, and fill the memory with
twice2 as many particles than before.

The separation of the work into individual tasks required for the task-based paral-
lelism in Swift allows us to make more sophisticated choices for the domain decom-
position than a simple geometrical partition of the volume. The computational load
for each MPI rank can be modeled much more accurately using tasks rather than

1Additionally, since MPI is capable of running multiple ranks on shared memory architectures just as if
it were a distributed memory architecture, it can be used as a method to parallelize serial software on
shared memory architectures as well. An MPI only parallelization for shared memory architectures
will almost certainly not be as efficient as a dedicated shared memory parallelization method due to
the overheads it involves. However, it would still constitute an improvement over strictly serial code.

2Not accounting for additional overheads that arise due to the addition of MPI and domain decompo-
sition.
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Figure 9.9. Schematic illustration of the domain decomposition strategy for distributed mem-
ory architectures: The initial total volume is split between the two ranks in this ex-
ample. Splitting the domain requires communications of necessary data between
the ranks. However, thanks to the possibility to solve the problem on separate
ranks, a much bigger problem can be solved. In this example we can use the total
memory of two computing nodes instead of only one.

basing the decomposition on equal volumes or particle counts. This allows for better
load balancing between each MPI rank, and hence reduces idle times of entire ranks
which are waiting for other ranks to finish their respective work. Furthermore, the
number of communications can be drastically reduced by splitting the domain along
regions with large time step sizes of particles. For example, it is much more preferable
to split the domain in regions largely void of particles rather than splitting the center
of a galaxy, where particles tend to have very short time steps. Large time step sizes
means that fewer time integrations for these particles are necessary, and hence fewer
total communications and associated overheads are required. So using the data avail-
able through the existence of tasks can both optimize the load balancing as well as
minimize the number of necessary communications. This is achieved by modeling the
domain, the work associated with it, and the communications as a graph, and making
use of the graph partition library Metis (Karypis and Kumar, 1998) to optimize the
domain decomposition.

MPI Communications

MPI provides developers with a programming interface to transfer data between indi-
vidual ranks, or collectively among all ranks involved in a process. The communica-
tions between individual ranks consist of explicit calls to send and to receive certain
data. If for example the MPI rank 0 needed to send data to MPI rank 1, rank 0
would send a message addressed to rank 1, while rank 1 would need to expect and
receive that message. Traditionally, this data exchange would occur with so-called
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Cell A Cell B

Cell A Cell B

Domain Decomposition:

split cells between ranks

MPI rank 0 MPI rank 1

Cell A Cell BCell B’ Cell A’

Create Foreign Cells

Cell A
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Cell B

send

Cell B’ Cell A’

Send data

Cell A

receive

Cell B

receive

Cell B’ Cell A’

Receive data

Cell A Cell BCell B’ Cell A’

Do work

Figure 9.10. Sketch on how the MPI communications with a decomposed domain work. Two
cells, A and B, first get assigned to two different MPI ranks during the domain
decomposition, and a foreign counterpart cell A′ and B′ is created on the other
rank, respectively. A communication then consists of the following order of op-
erations: First the real cells A and B send their data to the foreign counterparts
A′ and B′, respectively. The foreign cells A′ and B′ receive data when the corre-
sponding receive tasks are executed. Finally the work can proceed, and the real
cells A and B can updated correctly. Note that foreign cells are never updated
on foreign ranks, only real cells are updated. Foreign cells’ only purpose is to
make the necessary data available for other real cells on their respective ranks.
Also note that despite what this sketch might suggest, the send and receive op-
erations (and tasks) of cells do not need to occur simultaneously, and in general
will not be executed concurrently.
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Figure 9.11. Illustration of how the communication logic is set up in Swift for situations where
updated data of foreign cells are necessary. It starts with real cells A and B send-
ing their current state of data to their foreign counterparts, A′ and B′, respec-
tively. Once A′ and B′ have received the data, the individual ranks can proceed
with the work necessary for their real cells A and B. In the depicted situation,
cells A and B then undergo a second interaction with each other, and hence the
foreign cells A′ and B′ need to be updated to the current state of A and B. To
this end, the cells A and B once again send their data, and the second interaction
can take place once A′ and B′ have received the data. Note that foreign cells
are never updated on foreign ranks, only real cells are updated. Foreign cells’
only purpose is to make the necessary data available for other real cells on their
respective ranks. This restriction allows to never need to send data back from
foreign cells A′ and B′ to their real counterparts A and B. Also note that despite
what this sketch might suggest, the send and receive operations (and tasks) of
cells do not need to occur simultaneously, and in general will not be executed
concurrently.
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“blocking” or “synchronous” calls to the send and receive functions. The message is
sent and received only when both ranks arrive at the point where a message needs to
be exchanged, and then both ranks would proceed with their respective work. Until
each rank involved in the communication reaches the synchronization point at which
the message is exchanged, the others are blocked from proceeding any further, and
wait for all ranks involved in this communication to reach the synchronization point.
However, the task-based parallelism of Swift allows for the communications to be
completely asynchronous: Any rank can send the data it needs to send whenever
it is ready to send it, and then proceed to work on other tasks without waiting at a
synchronization point until the message is received. Conversely, the receiving ranks
can keep checking whether the necessary data has arrived. While the data hasn’t been
received yet, the receiving rank can also simply proceed to work on other tasks with-
out wasting time waiting at synchronization points, and check again whether data has
arrived after it completed a different task.

More concretely, the data that needs to be communicated consists of data contained
within cells. This includes all particles within a cell, as well as other cell data such as
the minimal time step size within the cell. A local copy of cells assigned to some given
MPI rank’s domain is created on the ranks which require that particular cell’s data.
These cells are called “foreign” cells. The required communications then consist of
transmitting the up-to-date data from the “real” cell into the corresponding foreign
cell. This way, the other ranks can do the necessary work as if the foreign cell is a
normal one and part of their domain, with the exception that they don’t need to do
work on the particles in the foreign cell itself. The actual work on the foreign cells
is performed by the rank where their corresponding real counterpart situated. Fig-
ure 9.10 shows the working principle how two cells A and B first get assigned to two
different MPI ranks during the domain decomposition, and a foreign counterpart
cell A′ and B′ is created on the other rank, respectively. It then goes on to show how
a first communication takes place: Real cells A and B send their data to the foreign
counterparts A′ and B′, respectively. The foreign cells A′ and B′ receive data when
the corresponding receive tasks are executed. Finally the work can proceed, and the
“real” cells A and B can updated correctly.

In cases where several updates of foreign cells are required during a single simulation
step, the updated data of the real cells is being sent and received again. Let us stress
once again that data of foreign cells is never updated by the ranks where the cells
are foreign, they are merely used to make necessary data for the real cells of the
rank available. Foreign cells are only updated by receiving the updated data from
the real cells. While this may seem like a harsh restriction, it allows to make the
algorithm work without ever needing to send data back from foreign cells to their
real counterparts. So in total, it reduces the required number of communications.
Figure 9.11 shows how the algorithm works when several updates and hence MPI
communications are required.
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MPI Tasks

With the basic working principle of asynchronous MPI communications having been
discussed, we can now proceed to add the corresponding required tasks and depen-
dencies to the dependency graph for finite volume particle hydrodynamics in Swift,
whose final form is shown in Figure 9.12. The foreign cells need to be up-to-date be-
fore each particle-particle interaction, i.e. they need to receive data before the density
tasks are run, then again before the gradient tasks are run, and finally again before
the fluxes are exchanged in force tasks. The first receiving task on the graph, called
“recv_xv”, is the task that is used to receive the data from the corresponding real cell
before the neighbor search (density) interaction can take place. It is named with the
suffix “xv” as its purpose is primarily to receive the current positions and velocities of
particles. The particles are first drifted in the corresponding real cell before the data is
sent, hence there will be a dependency from the drift_part to the send_xv tasks, and
the data recv_xv tasks receive will contain particles drifted to the correct time. Once
the data is received, the particles are sorted along each neighboring cells’ axes for an
optimized access to particles during interactions, as was previously mentioned. (Note
that this doesn’t modify any particle values, but only creates lists of sorted particles
for the cells). The send_xv task has an outgoing dependency to the first task after the
interaction loop, which in this case is the ghost_in task. The reason this dependency
is needed is because we can’t allow the cell to be updated any further before the data
has been sent, which is what this dependency ensures. Explicitly, this dependency
ensures that the ghost_in tasks can’t be executed before the send_xv task is finished.

On the receiving side, dependencies between recv_xv and pair-type tasks of the
density loop are necessary: The interactions must not take place before the data
has arrived. Recall that actual work is never done on foreign cells, which are the only
cell types that have an associated receive-type task. So cells which have receive-type
tasks will never have self-type tasks, which are the ones that interact particles within
a cell with each other. Therefore no dependencies between receive-type tasks and
self-type tasks are necessary. For the same reason, only dependencies from pair-
type (and sub-pair) type tasks are required for the subsequent receive-type task,
which is the recv_density task. Additionally, it is necessary to add a dependency be-
tween two receive-type tasks: MPI doesn’t guarantee in which order messages will
arrive. Allowing two receive-type tasks of a single foreign cell to be ready for exe-
cution concurrently permits the message that should be arriving later to be received
first. The remaining message, which should have arrived first, will then overwrite the
already received message’s data with data which is incorrect at that point. Therefore
it is necessary to forbid receive-type tasks to run concurrently, which is achieved by
adding a dependency between them. The same logic applies to the send-type and
receive-type tasks in the subsequent particle-particle interaction loops.
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Figure 9.12. The full dependency graph required for finite volume particle hydrodynamics
with Swift and MPI. Before each interaction loop (density, gradient, and force) an
updated state of foreign cells is necessary. After the timestep tasks have finished,
an additional update with the current minimal time step sizes inside the foreign
cells is necessary to facilitate the correct task activation at the beginning of the
subsequent simulation step.
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To summarize, the required sending and receiving types of tasks for a hydrodynamics
step are as follows:

On the sending side:

• After drifting particles, send over the updated particle positions using send_xv.

• After doing the neighbor search loop with the density tasks, send the updated
particle data over for the computation of gradients with the send_rho tasks be-
fore you continue modifying the particle data.

• After finishing the gradient computations in the gradient tasks, send the up-
dated particle data over with the send_gradient tasks for the computation of
fluxes before you continue modifying the particle data.

On the receiving side:

• Before doing a neighbor search loop, receive the updated particle positions using
recv_xv and sort the particles.

• Before doing the gradient loop, receive the updated particle “densities” with
recv_rho.

• Before doing the flux exchange (force) loop, receive the updated particle gradi-
ents.

Finally, once the new time step sizes for particles have been computed with the
timestep tasks once the time integration in this simulation step has been completed,
a final update needs to take place. The foreign cells need to have the correct cell
information available which is required for the task activation process in the subse-
quent simulation step. Concretely, this is the smallest time step size contained within
the cell, and the last time the cell was updated. Rather than sending all particle data
again, it suffices to only send this cell metadata. The full updated particle data will
be sent over with the send_xv task at the beginning of the next simulation step any-
way. The cell metadata is being sent using the send_tend tasks, and correspondingly
received by the recv_tend tasks.

182



Part III.

Radiation Hydrodynamics

183





10. Introduction

Having discussed solution strategies for hyperbolic conservation laws in Part I (in par-
ticular the Euler equations, which describe ideal gases), Finite Volume Particle Meth-
ods (which are used to solve hyperbolic conservation laws) and their implementation
in Swift in Part II, we can now turn our attention to the Königsdisziplin in this thesis -
radiation hydrodynamics.

Radiation hydrodynamics is tricky on many, if not all, fronts. Part of the complexity
is the sheer dimensionality of the problem: The radiation fields in principle need to
keep track of both the direction and the intensity of the radiation for each photon
frequency individually and for each point in space. The equation of radiative transfer,
discussed in more detail later, also needs in principle to be solved for each photon
frequency individually, for each direction, and for each point in space. The photon
frequency dependency is due to the frequency dependency of the interaction rates be-
tween particles and photons. A different part of the intricacy is the fact the interactions
between radiation and particles come with their own set of complexities: Each chemi-
cal species in the gas has its own set of reactions it undergoes, which are temperature
dependent, but also depend on the abundances of other elements present. For exam-
ple, ionized atoms and free electrons can recombine, or neutral atoms can excite and
ionize each other through collisions, which naturally depend on the number of other
species currently present. Hence the chemistry of the gas is described through a net-
work of interconnected differential equations between each present chemical species,
and to make matters worse, they are typically stiff equations. The interactions with
radiation constitute additional terms in the chemistry equations for the creation and
destruction of some chemical species, as for example a photo-ionization event of an
atom is equivalent to the destruction of the atom, and the creation of an ion and a free
electron.

To begin with, let’s focus on radiative transfer (RT) and leave the thermochemistry
for later. Over the years, many different approaches have been developed in order to
solve radiative transfer. They can broadly be separated into two classes of methods:
(i) ray-tracing, or ray-casting methods, and (ii) moment based methods.

Ray-tracing methods cast photon beams from radiative sources over the volume, and
solve the equation of radiative transfer along the ray as a one dimensional problem
and as a function of the optical depth τ, which encodes the probability of the photons
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to be absorbed or scattered. The optical depth needs to be accumulated along the ray,
traversing a multitude of cells. Methods which cast such long rays are called “Long
Characteristics” methods (e.g. Baczynski et al., 2015; Grond et al., 2019; Susa, 2006).
While generally being very accurate, in parts due to explicitly handling radiation from
far-away sources, Long Characteristics ray-casting methods’ main caveat is arguably
the associated computational expense. Firstly, the expense scales linearly with the
number of radiating sources in the simulation volume. Secondly, the non-locality of
the method makes parallelization over distributed memory architectures tricky and
inefficient. Finally, they typically need to be performed iteratively. As the radiation
photo-ionizes the gas and changes its chemical composition, its optical depth changes
as well, whereas the optical depth is required to be accumulated along the ray to infer
how much radiation is placed at the destination. This process needs to be repeated
until the optical depths converge.

An approach to reduce the computational cost of Long Characteristics methods is
used by Monte Carlo schemes (e.g. Vandenbroucke and Wood, 2018; Smith et al., 2020;
Michel-Dansac et al., 2020; Baek et al., 2009; Molaro et al., 2019; Camps and Baes,
2015), which randomly sample the radiation field from radiating sources by emitting
a number of photon packets. The sampling is typically performed in both frequency
and angular direction. The tracing of photon packets allows to also trace scatterings
of photons, making Monte Carlo methods ideal for line radiation transfer. However,
due to the sampling nature of the method, statistical noise is introduced, which only
decreases proportional to the square root of the number of emitted photon packets
per source, and the expense remains proportional to the number of sources in the
simulated volume.

A different approach to reduce the expense of Long Characteristics methods is to try
to avoid performing the same accumulation of the optical depth of Long Character-
istics methods over and over again. This is for example the case for cells (or volume
elements) close to a radiation source which are repeatedly transversed by many rays.
To this end, “Short Characteristics” methods were developed (e.g. Mellema et al., 1998;
Shapiro et al., 2004; Mellema et al., 2006b; Sarkar et al., 2021; Jaura et al., 2018, 2020;
Peter et al., 2023). Rather than casting the rays from a source to a destination cell, Short
Characteristics methods propagate the radiation and accumulate the optical depths on
a cell-by-cell basis, and in an ordered fashion. This removes the redundancy of the
repeated summation over the optical depths, and in some cases removes the linear de-
pendency of the number of sources in the simulation volume, but makes the method
inherently serial, as the cell sweep needs to be performed in a specific order. The
casting of Long Characteristics rays on the other hand is an “embarrassingly parallel”
problem, as all castings can be performed independently from each other. Hybrid
Characteristics methods (e.g. Rijkhorst et al., 2006), which combine elements of Long
and Short Characteristics to make efficient use of adaptive meshes, have also been
proposed.
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Other approximate ray-based methods include Adaptive Ray Tracing (e.g. Abel and
Wandelt, 2002; Kim et al., 2017), where rays are created at point sources and succes-
sively split as they are traced outward, adapting to the angular resolution depending
on the distance from the source. In a similar spirit, some methods (e.g. Petkova and
Springel, 2011; Pawlik and Schaye, 2008, 2011) follow the propagation of radiation
through cones from radiating sources.

The second class of RT methods, the moment-based methods, take a fundamentally
different approach to solving radiative transfer. To reduce the dimensionality of the
problem, rather than solving the equation of radiative transfer in all directions, angu-
lar moments of the equation of RT are taken, which removes the angular directional-
ity component from the equations. In addition, frequencies are typically discretized
into discrete intervals, or groups, and frequency dependent quantities are integral-
averaged over the interval.

The removal of directionality through moments is at the same time a great advantage
and a great disadvantage. The equations to be solved take the shape of a purely local
hyperbolic conservation law, which, as discussed before, is a well-known and well-
studied problem in physics, and many known methods to solve them exist. Further-
more, a local problem can be parallelized more efficiently, even across shared memory
domains. It also removes the dependency of the number of radiating sources in the
simulation volume.

At the same time, the loss of directionality leads moment-based methods to predict un-
physical solutions for radiation. The radiation is behaving more akin to a fluid, rather
than radiation. For example, two colliding photon beams should in reality just pass
through each other, whereas moment-based methods predict a collision akin to the
impact of two fluid waves. Furthermore, the formation of sharp shadows is severely
limited, as the fluid-like representation of radiation will diffuse around corners (see
e.g. Rosdahl et al. (2013)).

Several versions of moment-based methods have been described to date in literature.
The “Flux Limited Diffusion” (e.g. Commerçon et al., 2011; Norman et al., 2007), per-
haps the simplest form of a moment-based method, only uses the zeroth moment,
and provides a closure in the form of a local diffusion relation that diffuses radiation
along the local energy gradient. This is a reasonable approximation in optically thick
regimes, but not for optically thin ones.

Other approaches use both the zeroth and the first moment w.r.t. angular direction.
This results in two equations (in 1D), one for the energy density and one for the photon
flux. However, these equations are not closed, and an approximate closure relation is
required. In particular, an expression for the pressure tensor, which serves as the
hyperbolic flux f for the photon flux F, is missing. The “OTVET” (“Optically Thin
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Variable Eddington Tensor”, e.g. Gnedin and Abel, 2001; Petkova and Springel, 2009)
closure approximates the pressure tensor by gathering the directional components
from sources of radiation under the assumption of the optically thin limit. This re-
introduces some non-locality in the radiation fields again, but also re-introduces the
dependency on the number of radiating sources in the simulation volume. Other
variable Eddington tensor methods have also been proposed (e.g. Finlator et al., 2009;
Menon et al., 2022), but usually come at an even higher computational expense.

A different approach, the so-called “M1 Closure” (e.g. González et al., 2007; Rosdahl
et al., 2013; Kannan et al., 2019; Fuksman and Mignone, 2019; Chan et al., 2021) ap-
proximates the pressure tensor based on local quantities only, and keeps the locality,
and hence the gains in computational expense. The pressure tensor is then estimated
as an interpolation between the optically thin and optically thick limits based on the
local photon energy density and flux.

The M1 Closure method has already been used in a variety of simulations of the
Epoch of Reionization (e.g. Rosdahl et al., 2018; Trebitsch et al., 2021; Xu et al., 2022;
Borrow et al., 2022; Katz et al., 2017) and has been demonstrated to be an adequate
method for simulations of Cosmic Reionization, albeit with caveats (see Wu et al.,
2021; Ocvirk et al., 2019). Motivated by the superior computational efficiency of the
method, Gear-RT, the novel radiative transfer solver in Swift which will be described
in this Part of my thesis, also employs a moment-based method with the M1 Closure.
The core idea of the numerical solution for the radiative transfer equations follows
the strategy of Rosdahl et al. (2013) closely. In particular, I adapt their technique of
discretizing frequencies and the operator splitting approach used to evolve moments
of the equations of radiative transfer in time. In Section 11, the equations of radiative
transfer and the M1 Closure are described. Section 12 discusses the numerical solution
strategies to solve the equations, while Section 12.5 describes the implementation of
Gear-RT in Swift. A series of tests and validations is presented in Section 13.

Gear-RT is open source software and available under https://github.com/swiftsim/
swiftsim. It is extensively documented and comes along with several prepared ex-
ample problems which are ready to be run. Additional test examples and many pe-
ripheral RT related tools are available under URL https://github.com/swiftsim/
swiftsim-rt-tools, including the validation tests used in Section 13.
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11. The Equations of Moment-Based
Radiative Transfer

11.1. The Equations of Radiative Transfer and the M1 Closure

Before we begin with the introduction of the equation of radiative transfer and its
associated equations, let’s take a quick aside and note that they contain a plethora
of variables and coefficients. For clarity, an overview of the relevant quantities and
coefficients is given in Table 11.1 along with their respective units.

Returning to the topic at hand, radiation is described by a quantity called the specific
intensity Iν (e.g. Mihalas and Mihalas, 1984; Teyssier, 2021), which depends on the
frequency ν of the radiation and is defined as:

dE = Iν(x, n, t)dAdΩdνdt (11.1)

where dE is the energy absorbed by the surface element dA of a detector per unit time
dt in the frequency range dν coming from a beam projected along the normal of the
surface element dA,1 pointing in direction n, and with (solid angle) size dΩ. Iν has
units of erg cm−3 rad−1 Hz−1 s−1.

The equation of radiative transfer (RT) is given by:

1
c

∂Iν

∂t
+ n · ∇Iν = ην − αν Iν (11.2)

1The projection along the normal unit vector nA of the surface element dA happens as a scalar product
of the normal unit vector and the direction of propagation of the radiation, i.e. nA · n, which can also
be written as an additional factor cos(θA), where θA is the angle between n and nA. So eq. 11.1 may
as well be written as

dE = Iν(x, n, t) cos(θA)dAdΩdνdt

to include the projection explicitly, rather than assume Iν is already projected along the normal vector
nA. This additional factor cos(θA) is however the reason why the units of the specific intensity are
per radians instead of per steradians.
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= ην −
photo-absorbing species

∑
j

σj,νnj Iν . (11.3)

ην is a source function of radiation, i.e. the term describing radiation being added
along the (dimensionless) direction n due to yet unspecified processes, and has units of
erg cm−3 rad−1 Hz−1 s−1, which is the same as the units of the specific intensity Iν per
cm. αν is an absorption coefficient, describes how much radiation is being removed,
and has units of cm−1. Naturally only as much radiation as is currently present can
be removed, and so the sink term must be proportional to the local specific intensity
Iν.

The equation holds for any photon frequency ν individually. In eq. 11.3 we split
the absorption coefficient αν into the sum over the photo-absorbing species j, which
throughout this work will only be the main constituents of primordial gas, namely
hydrogen, helium, and singly ionized helium. The photo-absorption process is mod-
eled as binary collisions between radiation and the photo-absorbing species, where the
photo-absorbing species are treated as targets which collide with the incoming pho-
tons. The probability of a collision that leads to a photon being absorbed is described
by an interaction cross section σj,ν, which has units of cm2, while nj represents the
number density of photo-absorbing species j in cm−3.

The equation of radiative transfer already takes the shape of a hyperbolic conservation
law, but it describes how the specific intensity behaves along a given direction n. So in
order to solve the equation of radiative transfer for an entire field, we would need
to solve it for all possible directions. This is something we would like to avoid due
to the incredible associated computational expense, and in order to do so, we take
the zeroth and first angular moment of 11.2. Specifically, for the zeroth moment, this
means integrating the equation once over all solid angles Ω, i.e.

∫
Ω dΩ. For the

first moment, the equation is first multiplied by the direction unit vector n and then
integrated over the entire solid angle, i.e.

∫
Ω ndΩ. Additionally, we make use of the

following quantities:

Eν(x, t) =
∫

4π

Iν

c
dΩ total energy density [Eν] =

erg
cm3 Hz

(11.4)

Fν(x, t) =
∫

4π
IνndΩ radiation flux [Fν] =

erg
cm2 s Hz

(11.5)

Pν(x, t) =
∫

4π

Iν

c
n⊗ ndΩ radiation pressure tensor [Pν] =

erg
cm3 Hz

(11.6)
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variable name units (cgs)

Iν(x, n, t) specific intensity [Iν] =
erg

cm2 rad Hz s

uν(x, n, t) = Iν
c radiation energy density [uν] =

erg
cm3 rad Hz

Eν(x, t) =
∫

4π
Iν
c dΩ total energy density [Eν] =

erg
cm3 Hz

Nν(x, t) = Eν/h photon number density [Nν] =
1

cm3 Hz

Erad(x, t) =
∫ ∞

0 Eνdν total integrated energy density [Erad] =
erg
cm3

Nrad(x, t) = Erad/h integrated photon number density [Nrad] =
1

cm3

Fν(x, t) =
∫

4π IνndΩ radiation flux [Fν] =
erg

cm2 s Hz

Pν(x, t) = Fν
c2 radiation momentum density [Pν] =

erg
cm4 s−1 Hz

Pν(x, t) =
∫

4π
Iν
c n⊗ ndΩ radiation pressure tensor [Pν] =

erg
cm3 Hz

ην(x, t) source function (of Iν) [ην] =
erg

cm3 rad Hz s

n(x, t) number density [n] = cm−3

Jν(T) (specific intensity of a) spectrum [Jν(T)] =
erg

cm2 rad Hz s

Γν,j photoionization rate of species j [Γ] = s−1

Hν,j (photo)heating rate of species j [Hν,j] =
erg

s cm
3

αν = 1
λν

= ρκν = nσν absorption coefficient [αν] = cm−1

λν mean free path [λν] = cm

κν opacity [κν] =
cm2

g

τν(s) =
∫ s

0 αν(x)dx optical depth [τν] = 1

σjν interacton cross section (of species j) [σjν] = cm2

σN
ij =

∫
νi

Nν σjνdν/
∫

νi
Nνdν number weighted average cross section [σN

ij ] = cm2

σE
ij =

∫
νi Eν σjνdν/

∫
νi Eνdν energy weighted average cross section [σE

ij ] = cm2

Table 11.1. Common quantities appearing in the context of radiative transfer, and their units.
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11. The Equations of Moment-Based Radiative Transfer

where n⊗ n denotes the outer product, which in components k, l gives

(n⊗ n)kl = nknl .

This gives us the following equations:

∂Eν

∂t
+∇ · Fν = −

HI, HeI, HeII

∑
j

njσνjcEν + Ėν (11.7)

∂Fν

∂t
+ c2 ∇ ·Pν = −

HI, HeI, HeII

∑
j

njσνjcFν (11.8)

which again take the shape of a hyperbolic conservation law with a state vector U,
flux tensor F, and source term S:

∂U

∂t
+∇ ·F = S (11.9)

U =

(
Eν

Fν

)
F =

(
Fν

c2Pν

)
S =


−

HI, HeI, HeII
∑
j

njσνjcEν + Ėν

−
HI, HeI, HeII

∑
j

njσνjcFν

 (11.10)

Note that Eν (and Ėν) is the radiation energy density (and density injection rate) in the
frequency interval between frequency ν and ν + dν and has units of erg / cm3 / Hz
(and erg / cm3 / Hz / s). F is the radiation flux, and has units of erg / cm2 / Hz / s,
i.e. dimensions of energy per area per frequency per time.

Furthermore, it is assumed that the source term Ėν stems from point sources which
radiate isotropically. This assumption has the consequence that the vector net flux Fν

must sum up to zero, and hence the corresponding source terms in eq. 11.8 are zero.

To close this set of equations, a model for the pressure tensor Pν is necessary. In the
case of the Euler equations, which can also be derived as moments of the Boltzmann
equation, the closure is provided by the equation of state, which relates the pressure,
the temperature, and the internal energy of the gas. For the moments of the equation
of radiative transfer, we use the so-called “M1 closure” (Levermore, 1984) where we
describe the pressure tensor via the Eddington tensor Dν:
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Figure 11.1. Components of the Eddington tensor (eq. 11.12) depending on the reduced flux
fν.

Pν = DνEν (11.11)

The Eddington tensor is a dimensionless quantity that encapsulates the local radiation
field geometry and its effect in the radiation flux conservation equation. The M1
closure sets the Eddington tensor to have the form:

Dν =
1− χν

2
I+

3χν − 1
2

nν ⊗ nν (11.12)

nν =
Fν

|Fν|
(11.13)

χν =
3 + 4 f 2

ν

5 + 2
√

4− 3 f 2
ν

(11.14)

fν =
|Fν|
cEν

(11.15)

The behavior of the Eddington tensor depending on the “reduced flux” fν is shown
in Figure 11.1. The M1 Closure is an interpolation between extreme cases of fully
isotropic radiation (like blackbody radiation), which is typical for optically thick regimes,
and the free streaming limit which is the case for optically thin regimes. A low value
of fν corresponds to predominantly isotropic radiation, while a high value means it is
predominantly flowing in one direction.

This asymptotic behavior can be readily verified, which we shall do now. In the free
streaming limit, the specific intensity of a single point source may be described using
a Dirac delta function:
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11. The Equations of Moment-Based Radiative Transfer

Iν = I∗ν δ(n− n0) (11.16)

which gives:

Fν =
∫

4π

Iνn dΩ = I∗ν n0 = cEνn0 (11.17)

Pν =
∫

4π

Iν

c
n⊗ ndΩ = Eνn0 ⊗ n0 (11.18)

and hence

|Fν| = cEν f =
|Fν|
cEν

= 1 . (11.19)

So for fν = 1, we also have χν = 1, which leads to the correct Pν = Eνn⊗ n with the
M1 Closure.

In the fully isotropic, optically thick case (like blackbody radiation), which constitutes
the other asymptotic case, the pressure tensor is also isotropic, i.e. P11 = P22 = P33,
and using the relation

Tr P =
∫

4π

Iν

c
dΩ = Eν = P11 +P22 +P33 (11.20)

it follows that

Pν =
Eν

3
I Dν =

1
3
I (11.21)

which the M1 Closure correctly gives for χν = 1/3, or equivalently for fν = 0.
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11.2. Interactions Between Radiation and Gas

The interactions between gas and radiation manifests in a variety of effects. Radiation
can heat the gas, ionize it, and dissociate molecules. If the radiation field is directed, as
opposed to isotropic, the continuous transfer of momentum from photons onto the gas
results in an acceleration of the gas, which is an effect referred to as “radiation pres-
sure”. Conversely, the gas can both absorb and scatter the radiation, as well as emit
new radiation. Processes that emit radiation are for example recombination, which de-
scribes a positively charged ion capturing a free electron to form a neutral atom under
emission of a photon, where the photon’s energy corresponds to the binding energy of
the newly captured electron. Other examples include the radiation emitted by charged
particles being accelerated, like Bremsstrahlung and synchrotron radiation.

While these interactions can be quite contrived on a microscopic level, their macro-
scopic description, particularly in the context of hyperbolic conservation laws, is quite
straightforward: Processes which remove energy and momentum from the radiation
fields, i.e. act as sink terms, will be added as energy and momentum to the gas, i.e. act
as source terms in the Euler equations. The inverse is also true: Gas emitting radiation
will remove energy from the gas and add it to the radiation field, and act as source
terms in the moments of the equations of radiative transfer.

In the context of interactions between ionizing radiation and gas, the gas emitting
recombination radiation is particularly common, as it makes an entrance as soon as
ionized particles and free electrons are present. It is then convenient to split up the
source term of radiation (Ėν in eq. 11.7) into two individual terms: One containing
radiation from radiating sources like stars, Ė∗ν , and another that contains the recombi-
nation radiation emitted by the gas, Ėrec

ν , i.e.

Ėν = Ė∗ν + Ėrec
ν . (11.22)

In this work, I focus only on the heating and ionization of the gas. Specifically, the
effects of radiation pressure and the explicit emission of recombination radiation are
omitted. Instead, recombination is modeled as “Case B recombination”, where emitted
recombination photons are assumed to be directly re-absorbed by the surroundings,
leading to a net lower recombination rate. This approach is called the “On The Spot
Approximation” (OTSA), and is generally valid in optically thick regimes.
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11.2.1. Modeling Interactions as Binary Collisions

Most of these interactions between gas and radiation can be modeled on a macroscopic
scale as collisions. For example, when a photon and a particle collide, the photon can
either be absorbed or scattered. The scattering can be elastic, and the photon only
changes direction, while the photon energy and the particle’s kinetic energy remain
constant. This type of scattering is known as “Thomson scattering”. The scattering
can also be inelastic, where the photon and the particle exchange energies as a conse-
quence of the collision. More precisely, the photon changes both its direction and its
frequency, which is directly proportional to its energy. This process is called “Comp-
ton Scattering”. Similarly, a photon may be absorbed entirely as a consequence of a
collision.

Binary collisions are commonly described using interaction cross sections σ, like in
eq. 11.3. The basic underlying concept is to have some “projectiles” being thrown
with some velocity at some “targets” which are at rest. The net collision rates are
then described using probabilities for projectiles and targets to collide. The probabil-
ity increases with increasing number of targets, as more targets can be hit. Similarly
the probability increases with increasing number of projectiles for the same reasons.
Additionally, the collision rate increases with a higher projectile velocity: A higher
velocity means that the projectiles cover a greater volume over some fixed time inter-
val ∆t. A bigger volume being covered means in turn that there are more chances
for a collision to occur, as the bigger volume would contain more targets. So some
interaction rate R described by the model of binary collisions would need to satisfy

R ∝ vprojectile nprojectile ntarget (11.23)

where vprojectile is the projectile velocity, nprojectile is the number (density) of projectiles,
and ntarget is the number (density) of targets. The proportionality can be resolved into
an equality by adding the cross sections σprojectile, target as the proportionality constants
which encode the interaction probability and have units of cm−2:

R = σprojectile, target vprojectile nprojectile ntarget (11.24)
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E0 [eV] σ0 [cm2] ya P yw y0 y1

H0 0.4298 5.475×10−14 32.88 2.963 0 0 0
He0 13.61 9.492×10−16 1.469 3.188 2.039 0.4434 2.136
He+ 1.720 1.369×10−14 32.88 2.963 0 0 0

Table 11.2. Fitting parameters used for the ionizing cross section parametrizations given in
eq. 11.26. The parametrization and these parameters are taken from Verner et al.
(1996).

11.2.2. Photo-ionization and Photo-heating Rates

In the context of radiative transfer and photo-ionization, the photo-ionization rate Γν,j

in units of s−1 for photons with frequency ν and a photo-ionizing particle species j is
then given by

∂nj

∂t
= −Γν,j nj = −c σνj Nν nj (11.25)

where Nν = Eν/(hν) is the photon number density. Note that the interaction cross
sections are specific to a frequency ν and the photo-ionizing species j as well. In this
work, I use the analytic fits for the photo-ionization cross sections from Verner et al.
(1996) (via Rosdahl et al. (2013)), which are given by

σ(E) = σ0F(y)× 10−18 cm2 (11.26)

F(y) =
[
(x− 1)2 + y2

w
]

y0.5P−5.5
(

1 +
√

y/ya

)−P
(11.27)

x =
E
E0
− y0 (11.28)

y =
√

x2 + y2
1 (11.29)

where E is the photon energy E = hν in eV, and σ0, E0, yw, ya, P, y0, and y1 are fitting
parameters. The fitting parameter values for hydrogen, helium, and singly ionized
helium are given in Table 11.2. Figure 11.2 shows the frequency dependency of the
cross sections for these three ionizing species. This fit is valid for photon energies
E which are above the ionization thresholds for the corresponding particle species.
The thresholds are given as frequencies in eqs. 11.32-11.34. Below this threshold, no
ionization can take place, and hence the cross sections are zero.

Conversely, the rate at which photons are absorbed, i.e. “destroyed”, must be equal to
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Figure 11.2. The ionization cross sections parametrizations given by eq. 11.26.

the photo-ionization rate, which means

∂Nν

∂t
= −c σνjnjNν (11.30)

or in terms of photon energy density Eν:

∂Eν

∂t
= h ν

∂Nν

∂t
= −h ν c σνjnjNν (11.31)

Finally, the photo-heating rate is modeled as the rate of excess energy absorbed by
the gas during photo-ionizing collisions. To ionize an atom, the photons must carry
a minimal energy corresponding to the ionizing frequency νion,j for a photo-ionizing
species j. In the case of hydrogen and helium, their values are

νion,HI = 2.179× 10−11 erg = 13.60 eV (11.32)

νion,HeI = 3.940× 10−11 erg = 24.59 eV (11.33)

νion,HeII = 8.719× 10−11 erg = 54.42 eV (11.34)

All excess energy is added to the gas in the form of internal energy, and the heating
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11.2. Interactions Between Radiation and Gas

rate H (in units of erg cm−3 s−1 ) for photons of some frequency ν and some photo-
ionizing species j is described by

Hν,j = (hν− hνion,j) c σνj nj Nν (11.35)
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12.1. Discretization of Frequencies

The moments of the equation of radiative transfer, given in eqns. 11.7 - 11.8, are still
frequency specific, and would need to be solved for each frequency between 0 Hz
and infinity individually. This is obviously not a feasible approach. Instead, these
equations need to be discretized in frequency first. I follow the approach of Rosdahl
et al. (2013) and for a rough approximation of multi-frequency, a relevant frequency
range is split into a number M of mutually exclusive groups of frequency ranges:

[ν00, ν01 : ν10, ν11 : ... : νM0, νM1 ] = [ν0, ∞[ (12.1)

The frequency ranges are chosen to be convenient for us. Specifically, since the in-
teraction cross sections of ionizing species are zero below the ionizing frequency of
their corresponding species, it makes sense to use the various ionizing frequencies as
the boundaries for the frequency groups. Since the prime interest in the cosmological
context is to heat and ionize the gas, it makes little sense to keep track of photons with
frequencies below the smallest ionizing frequency. So in practice the lower threshold
ν0 is usually the hydrogen ionization frequency given in eq. 11.32. (The interaction
cross sections are all zero below that threshold anyway.) However if effects like ra-
diation pressure are included, then the relevant frequency range is in the infrared
spectrum, and the ν0 is lower than the hydrogen ionization frequency, which is in
the ultraviolet frequency range. Additionally, frequencies below the lowest interaction
threshold are of interest when Doppler effects due to the relative motion of the gas are
accounted for, which we also neglect for now.

Rather than treating the photon energy densities and fluxes for individual frequencies,
we now use their integrated averages over a frequency group. For any frequency
group i, we have
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Ei =

νi1∫
νi0

Eνdν (12.2)

Fi =

νi1∫
νi0

Fνdν (12.3)

giving us the following discretized equations to solve:

∂Ei

∂t
+∇ · Fi = −

HI, HeI, HeII

∑
j

njσ
N
ij cEi + Ė∗i + Ėrec

i (12.4)

∂Fi

∂t
+ c2 ∇ ·Pi = −

HI, HeI, HeII

∑
j

njσ
N
ij cFi (12.5)

The expression for the number weighted average cross section σN
ij is given in eq. 12.20.

The radiation pressure tensor is discretized in the same manner:

Pi = DiEi (12.6)

Di =
1− χi

2
I+

3χi − 1
2

ni ⊗ ni (12.7)

ni =
Fi

|Fi|
(12.8)

χi =
3 + 4 f 2

i

5 + 2
√

4− 3 f 2
i

(12.9)

fi =
|Fi|
cEi

(12.10)

For the computation of the photo-heating and photo-ionization rates, we need to in-
troduce the mean photon energy εi of the frequency bin i. In order to estimate the
average energy over a frequency interval, the distribution of the radiation energy over
the frequencies, i.e. the photon spectrum, needs to be known. Unfortunately, the
exact spectrum of the radiation field can’t be known without tracing the frequencies
individually, as the initially emitted spectrum changes over time due to frequency
dependent interactions with the gas. In addition, if radiation sources with different
spectra are present, the superposition of the radiation stemming from these varying
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sources would change the local spectrum of the radiation as well. So the exact spec-
trum needs to be approximated with a guess. Rosdahl et al. (2013) recommend taking
an average value among all stellar radiation sources. In this work, I assume a black-
body spectrum, which for a temperature T is given by:

Jν(T) =
2ν2

c2
hν

exp (hν/kBT)− 1
. (12.11)

The temperature T in this case would be some effective temperature for stellar sources,
not the local temperature of the gas. With an assumed spectral shape, the mean photon
energy εi in each frequency group i can be estimated as

εi ≡
Ei

Ni
=

νi1∫
νi0

Eν dν

νi1∫
νi0

Nν dν

≈

νi1∫
νi0

Jν dν

νi1∫
νi0

Jν/hν dν

(12.12)

Using the mean photon energy εi, the photo-heating rate Hi,j of the gas for the photon
group i and ionizing species j then becomes:

Hi,j =

 νi1∫
νi0

dνhνNνσjν − hνion,j

νi1∫
νi0

dνNνσjν

 c nj (12.13)

=
[
σE

ij Ei − hνion,j σN
ij Ni

]
c nj (12.14)

=
[
σE

ij εi − hνion,j σN
ij

]
Ni c nj (12.15)

=
[
σE

ij − hνion,j σN
ij / εi

]
Ei c nj (12.16)

And the photo-ionization rate can be written as

Γi,j = c
νi1∫

νi0

dν σνjNν (12.17)

= c σN
ij Ni = c σN

ij Ei/εi (12.18)
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Finally, the photon absorption (destruction) rates for a frequency bin i and ionizing
species j are given by

∂Ei

∂t
=

∂

∂t
(Ni εi) = εi

∂Ni

∂t
= −εic σN

ij nj (12.19)

Here we have introduced the number- and energy-weighted average cross sections:

σN
ij =

νi1∫
νi0

dν Nν σjν

νi1∫
νi0

dν Nν

≈

νi1∫
νi0

dν J(ν)/(h ν)σjν

νi1∫
νi0

dν J(ν)/(h ν)

(12.20)

σE
ij =

νi1∫
νi0

dν hνNν σjν

νi1∫
νi0

dν hνNν

≈

νi1∫
νi0

dν J(ν) σjν

νi1∫
νi0

dν J(ν)

(12.21)

12.2. One RT Time Step

12.2.1. Outline

For each photon frequency group, the equations 12.4 and 12.5 are solved with an
operator-splitting strategy. Following the approach of Rosdahl et al. (2013), the equa-
tions are decomposed into three steps that are executed in sequence over the same
time step ∆t:

1. Photon injection step: the radiation from radiative sources is injected into the
grid.

2. Photon transport step: Photons are transported in space by solving the homog-
enized equations 12.4 and 12.5, i.e. the right hand side of these equations is set
to zero.

3. Thermochemistry step: The rest of the source terms (the right hand side) of the
equations 12.4 and 12.5 is solved.

In what follows, the numerical and algorithmic aspects of these three steps are dis-
cussed individually. But first, we should look at the broader picture and discuss some
fundamentals upon which the RT scheme will be built.
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Coupling to Hydrodynamics

As mentioned before, the effects of radiation on the gas act as source terms for the
Euler equations (eq. 2.9). Let SRT denote the source term stemming from the radiation.
Then, neglecting all other source terms, the Euler equations can be written as

∂U

∂t
+∇ ·F = SRT (12.22)

Let H(∆t) denote the operator that solves the homogenized (i.e. source-free) part of
the equation over some time step ∆t,

H(∆t)[U] : Get U(t + ∆t) according to
∂U

∂t
+∇ ·F = 0 (12.23)

Similarly, let S(∆t) denote the operator that solves only the source part of the equation
over some time step ∆t:

S(∆t)[U] : Get U(t + ∆t) according to
∂U

∂t
= SRT (12.24)

The operator splitting approach consists of solving the homogenized and the source
part of the equation in sequence rather than concurrently, and the full solution of the
system at time t + ∆t is given by

U(t + ∆t) = S(∆t) [H(∆t) [U(t)]] = S(∆t) ◦ H(∆t)[U(t)] (12.25)

The solution is first order accurate in time as long as both H and S are also at least
first order accurate operators. In terms of accuracy, the order in which the operators
are applied is inconsequential1, so we can set the order according to our convenience.

1The analysis of the order of accuracy and interchangeability of operators in operator splitting tech-
niques, also known as “fractional-step methods”, relies on the analysis of how the truncation errors
of the used methods behave when the operators are applied in sequence instead of simultaneously,
and what the numerical result would look like when using split operators. The application of a dis-
crete approximate numerical method inevitably leads to error terms being introduced anyway (see
Section 4.4). The important point is to take into account whether, and if it does: how the leading order
of error terms change when the operators are split and solved in succession. See Leveque (2002) for
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Using a Particle Based Method: Selecting Reference Frames

In contrast to Rosdahl et al. (2013), who use a finite volume method and adaptive mesh
refinement to solve the moments of the equation of radiative transfer, Gear-RT uses
a finite volume particle method, whose derivation and application to the Euler equa-
tions was previously discussed in Part II. Rather than cells, which are traditionally em-
ployed in finite volume methods, Gear-RT uses particles as discretization elements.
The particles, which represent the gas, are Lagrangian, i.e. are being moved along
with the fluid, and have individual time step sizes (see Section 8.6). This approach is
maintained with Gear-RT: the motion (drifts) of particles is exclusively determined by
the hydrodynamics. The radiative transfer is solved using a different approach by ex-
ploiting the fact that finite volume particle methods are arbitrary Lagrangian-Eulerian,
i.e. are valid in both co-moving and static frames of reference. In the context of RT,
the particles are treated as static interpolation points with respect to the simulated
volume, rather than elements co-moving with the radiation. As such, the particles
carry the fluid quantities stored as a co-moving quantity, while the radiation fields are
taken to be in a static frame of reference. This means however that when particles
are drifted, the radiation fields they carry are drifted along as well, which is wrong.
Hence corrections in the radiation fields are necessary when particles are drifted. The
exact form of these corrections will be discussed in Section 12.4.1.

Setting the Order of Operators to Re-Use Neighbors of Hydrodynamics

An essential part of finite volume particle methods is the (repeated) interaction of ev-
ery particle with its neighboring particles. To facilitate these interactions, first a neigh-
bor search must be conducted to determine which particles are “neighbors” of each
other (see Section 8.5 for details). This needs to be done each time particle positions
change, i.e. each time particles are drifted. Both the hydrodynamics and the radiative
transfer require the neighbor search to be completed before the actual interactions be-
tween particles can take place. Since the neighbor search is already implemented for
the hydrodynamics, and the particles aren’t being drifted in the middle of a simulation
step, it is practically convenient to solve the radiative transfer after the hydrodynamics
and re-use the existing known neighbors. Using the operators S and H, this means
that the solution strategy can be written as:

U(t + ∆t) = S(∆t) ◦ H(∆t)[U(t)] . (12.26)

more details.
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This equation is the same as eq. 12.25, but here it’s intended to define the exact order
in which the operators will be solved in Gear-RT.

On the Choice to Treat Radiation in a Static Reference Frame

The approach to treat the radiation in a static frame of reference with respect to the
simulated volume and the hydrodynamics in a Lagrangian one has caveats. For ex-
ample, sharp discontinuities in radiation energy densities and photon fluxes will be
more diffusive then they could be, as the particle positions aren’t compressed along
the front of the discontinuity. A second caveat is that corrections to the radiation
fields are necessary when particles are drifted, as outlined above and discussed in
Section 12.4.1. These corrections may in general not be strictly conservative, as will be
shown in Section 13.1.3.

However, the caveats of the approach to treat the radiation in an Eulerian frame of ref-
erence and the hydrodynamics in a Lagrangian one are outweighed by the many ad-
vantages it offers. Firstly, the hydrodynamics remain self-consistent, as the approach
can be basically formulated as “let the hydrodynamics determine how the hydrody-
namics is solved”. The particle positions will trace the fluid rather than the radiation
fields. Secondly, as discussed in the previous section, the radiation fields are separated
into several photon frequency groups. Suppose we decided to make the particles co-
moving with the radiation instead of with the gas. Then the first question would
be: Which frequency group should we choose to determine the particle motion? By
treating the particles as static interpolation points in the context of RT, all frequency
groups are treated equally. Thirdly, it allows us to save a tremendous workload when
a sub-cycling approach is applied. The main idea behind sub-cycling is to somewhat
decouple the time integration of the hydrodynamics and the radiative transfer from
each other. In general, radiation, whose signal velocity is always the speed of light,
will require much shorter time step sizes compared to the fluid, with a difference of
several orders of magnitude. The idea is to allow the RT to progress over several (hun-
dreds) of time steps for each particle individually using its own radiation time step
size, while the hydrodynamics is updated according to its own hydrodynamics time
step size. In terms of operators S and H, the sub-cycling can be written as:

U(t + ∆t) = S(∆t/n) ◦ S(∆t/n) ◦ ... ◦ S(∆t/n) ◦ H(∆t)[U(t)] (12.27)

where n sub-cycles with time steps ∆t/n have been computed for a single homoge-
nized hydrodynamics operator H. Furthermore, just as is the case for hydrodynamics,
particles are also given individual radiation time step sizes (see Section 8.6), indepen-
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dently of the particles’ hydrodynamics time step sizes.

The alternative would be needing to restrict the hydrodynamics time step size to the
radiation time step size, and hence having to perform many hydrodynamics time
steps which are in principle not strictly necessary. Additionally, if particle drifts are
performed only according to what the hydrodynamics prescribe, it means that each RT
sub-cycle can proceed without drifting particles, and hence there is no need for neigh-
bor search interaction loops during RT sub-cycles as well. This saves a tremendous
amount of work, as will be demonstrated in Section 13.5. The sub-cycling approach is
discussed in more details in Sections 12.3 and 12.5.2.

Summary

Before we continue with the description of each of the operator splitting steps required
for the solution of the radiative transfer described at the beginning of this section, let’s
summarize the fundamental approach upon which Gear-RT is built:

• The basic discretization elements are particles.

• The underlying method to solve the hyperbolic conservation laws for hydrody-
namics and for radiative transfer is a finite volume particle method, as described
in Part II.

• The particles are co-moving with the gas, and the motion of the particles is
determined by the hydrodynamics.

• Radiation fields at particle positions are treated in a static frame of reference.

• Particles are given individual time step sizes, for both the hydrodynamics and
the radiative transfer.

• In a simulation step, the hydrodynamics are solved before the radiative transfer.

12.2.2. First step: Injection

Injecting the Energy Density

In the injection step, the radiation is gathered from radiating sources and injected into
the gas. Radiation emitting sources are taken to be stars or entire stellar populations,
which in Swift are represented by individual “star particles”. The equation to be
solved in this step is
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∂Ei

∂t
= Ė∗i (12.28)

where Ė∗i is the total energy density in the frequency group i emitted by all stars k
that are within compact support radius of the corresponding particle. If each star k
deposits some fraction ξk of its respective total radiation energy density to be injected,
then the total radiation energy density injected into a single gas particle i is given by:

Ėi
∗
= ∑

k
E∗i,kξk . (12.29)

The exact choice how the fraction ξk is determined will be discussed in the subsequent
subsection. Eq. 12.29 is solved using a simple finite difference discretization and first
order forward Euler integration:

Ei(t + ∆t) = Ei(t) + ∆tĖ∗i (12.30)

for each particle.

The number of neighbors a star particle injects energy into is a free parameter. It is
determined in the same manner as for the number of neighbors for the hydrodynamics
interactions, given in eq. 8.119, by specifying a dimensionless parameter ηres. The
default choice is ηres = 1.2348, which leads to approximately 48 neighbors for the
cubic spline kernel (eq. 7.5). Note that the number of neighbors for star particles and
for gas particles can be specified using two independent parameters ηres, one for stars,
and one for the gas.

Star particles also have individual time step sizes, just like gas particles (see Sec-
tion 8.6). Because both star and gas particles have individual time step sizes, the way
the energy density Ė∗i is deposited from stars onto particles is determined by the star
particles’ time steps. Each time a star particle is “active”, i.e. the simulation is at
a step where the star particle finishes its time integration, the star particle “pushes”
radiation onto both active and inactive gas particles. With the known time step size of
a star, the correct amount of energy density can be found for given stellar luminosities
and subsequently deposited on neighboring gas particles. Other stellar feedback is
performed in the same manner in Swift.

Doing things the other way around, i.e. injecting energy by having the gas “pull”
the radiation from stars instead is too restrictive and inefficient. It would require star
particles to perform a neighbor search at a rate determined by the smallest neighboring
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gas particle time step2. Secondly, since gas particles have individual time step sizes,
it’s difficult to ensure that the total emitted energy from the stars is the correct amount.
At a given step, gas particles with bigger individual time step sizes should receive a
higher amount of energy, which is supposed to represent the energy injected into
them over their respective time step size. However at the next simulation step, when
particles with smaller time step sizes are active again, while the ones with bigger time
step sizes are inactive, we would have to account for all the energy already injected
into the particles with the bigger time step size in the previous step. Generally, this
information is not available. It would only be available if the particles with bigger time
step sizes are also accounted for during the neighbor search for the energy injection
requested by the gas particles with smaller time step sizes, which would mean that
they’d have to be active despite having a bigger time step size. This effectively means
that for an energy injection scheme where the gas particles “pull” radiation from star
particles, individual time step sizes for the gas can’t be used. So that is not a viable
scheme.

For similar reasons, stars need to inject energy density rather than luminosities, i.e.
energy density rates, onto neighboring gas particles. Problems arise when there are
multiple stars injecting energy into the same gas particle: Since star particles have
individual time step sizes, and the injected rates are valid for the duration of the
respective star’s time step length, we would then need to keep track of the injected
energy density rates of each source for each gas particle individually. Additionally, we
would also have to keep track of the time step size of each source for each gas particle.
Given how well the alternative, where the energy density rather than luminosities is
injected, works, all this additional expense and effort that would be required is not
worthwhile.

Weights For Distribution Of Energy Density of a Star onto Particles

We now define the weights ξs used in eq. 12.29 to distribute the total radiation energy
ejected by a star s over a time step ∆t onto the surrounding gas particles p. A natural
way of depositing the energy density from the star on a neighboring gas particle is to
make use of the already present partition of unity, ψp(xp− xs) (see eqs. 7.2 - 7.3), which

2In fact, first we would need additional neighbor search during which gas particles identify their neigh-
boring star particles in order to identify the star neighbors they need to “pull” radiation from. Such
a neighbor loop, where gas particles search for neighboring stars, is not necessary to solve the hy-
drodynamics nor the propagation of radiation, and hece would be a new additional neighbor search
loop.
Then the star particles would need a neighbor search to identify which (and in particular: how many)
gas particles will “pull” radiation from them, so each star particle k has the information available how
to determine the fraction ξk of radiation it will deposit on each of the gas particles it interacts with.
This is necessary to ensure that the total radiation “pulled” from star particles is the correct amount.
The frequency of this second neighbor search, where the star particles search for neighboring gas
particles, will be determined by the smallest neighboring gas particle time step size.
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is a fundamental building block for finite volume particle methods. It guarantees to
sum up to unity, and additionally is taking into account the particle configuration due
to its normalization. Then the total emitted energy of the star s, E∗i (xs), is fully and
self-consistently distributed on the gas (here gas particles have the index g):

∑
g

ψg(xs) E∗i (xs) = ∑
g

ψ(xs − xg, hs) E∗i (xs) = E∗i (xs) (12.31)

For the actual distribution of the radiation from stars to gas particles, the sum over
neighboring stars from the gas particle’s point of view looks like:

E∗i (x = xgas) = ∑
stars

E∗i (xstar) ψ(xstar − xgas, h(xstar)) (12.32)

which ultimately gives us

ξs = ψ(xs − xg, h(xs)) . (12.33)

A potential problem here is that unless the particle distribution is somewhat symmet-
ric, the resulting injected energy density (and flux) will not be isotropic, which is what
stellar radiation is typically assumed to be. So instead, we “correct” the weight ψp in
an attempt to improve the isotropy of the deposited net energy and flux. We are lim-
ited in the manner we can compute the correction term - we don’t want the additional
expense of a new star-particle interaction loop, nor can we store all the neighbor data
for every star individually in an attempt to determine isotropy. So instead, we deter-
mine a correction term as follows. For simplicity, let’s consider the problem in 2D. We
divide the space around a star into four quadrants like in Figure 12.1, and sum up the
total weights ξs of the neighboring gas particles g in each quadrant. This sum is de-
noted as w1, w2, w3, and w4, as shown in Figure 12.1. We now add a correction factor
µ1, µ2, µ3, µ4 to each quadrant in an attempt to improve the isotropy by applying two
constraints:

1. The total weight must remain constant:

µ1w1 + µ2w2 + µ3w3 + µ4w4 = w1 + w2 + w3 + w4 (12.34)
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w1w2

w3 w4

Figure 12.1. Sketch of the weight correcting scheme for radiation injection for a two-
dimensional case. The space around a star which is surrounded by gas parti-
cles (blue circles) is divided into four quadrants. The sum of all weights within
a quadrant, w1, w2, w3, w4, is then used to improve the isotropy of the injected
energy and flux.
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2. The modified weight of each quadrant should be equal, such that at least along
these four directions, the injected energy and flux are isotropic:

µ1w1 = µ2w2 = µ3w3 = µ4w4 (12.35)

After some simple algebra, we arrive at

µa =
∑b wb

4wa
(12.36)

The extension to three dimensions is trivial: the factor 1/4 is just turned into 1/8, as
we now have octants instead of quadrants. The correction term 12.36 needs a small
modification for cases where there is a octant which contains zero particles and hence
zero weight: Let qnz be the number of octants with non-zero weight, i.e. with non-zero
particles in them. Then

µa =
∑b wb

qnzwa
(12.37)

this ultimately gives us

ξs = µa ψ(xs − xg, h(xs)) (12.38)

where a is the octant in which the gas particle resides.

Since the weights in each octant are being collected for the anisotropy correction terms
µa, we can in principle use any weight for particles instead of ψi(x) and use the total
weight to normalize the net injected energy and flux. Indeed, I tested particle weights
ξi ∝ r−α with α ∈ [0, 1, 2, 3] instead of the partition of unity ψi(x), but none of these
choices was able to out-perform the partitions of unity in terms of isotropy. The rea-
son is that the ψ(x) already contain information about neighboring particle positions
through the normalizations ω(x) (eq. 7.3). Additionally, the correction terms µa can
only improve isotropy, but not guarantee it, as they only take into account inequalities
between the octants around the star particle. For this reason, the choice of ψ(x) as the
individual weights is selected.
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Injecting Photon Fluxes From Radiative Sources

A further topic with regards to injection of radiation from sources which requires a
bit of discussion is whether, and if so, in which manner to inject photon fluxes. For
grid codes, the net injected flux into a cell will automatically be zero since we assume
that stars are points that radiate isotropically, and the vector sum of an isotropic flux
is zero. However for particle codes, we don’t have that luxury given automatically, as
the total flux isn’t injected into a single cell, but into several particles. So as long as
we can ensure that the vector sum of all injected fluxes remains zero, we have some
freedom to choose how (and how much) photon fluxes to inject. However, if we inject
the flux carelessly, we can end up with anisotropic fluxes.

To inject fluxes, we could in principle use the same approach as for the energy density,
and inject the flux Fi,p,s of photon group i injected from star s that we assign to a
particle p according to

Fi,p,s = ξscEi,snps (12.39)

nps =
xp − xs

|xp − xs|
(12.40)

by making use of the energy density-flux relation for the optically thin limit |F| = cE,
or some other relation. What remains unclear is to determine (i) whether flux should
be injected at all, and (ii) if so, what energy density-flux relation to use. To this end, I
tested three different flux injection models:

• The “no flux injection” model injects no radiation flux F. This corresponds to the
optically thick limit.

• The “full flux injection” model injects flux assuming an optically thin limit, i.e.
F = cE

• The “modified flux injection” model injects a linearly increasing amount of flux
starting with no flux and ending in the optically thin limit F = cE at the distance
0.5H, where H is the maximal distance at which energy and flux is injected, i.e.
the star’s compact support radius. For distances above 0.5H, again the value of
the optically thin limit is taken.

Note that (at least in ideal cases) the net injected flux, i.e. the vector sum of all injected
fluxes, still remains zero just as is the case for grid codes, but split among several gas
particles. The results are shown in Section 13.2.1, where the “no flux injection” model
is shown to perform best.
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12.2.3. Second Step: Transport

In this step, we solve

∂Ei

∂t
+∇ · Fi = 0 (12.41)

∂Fi

∂t
+ c2∇ ·Pi = 0 (12.42)

They are both in the form of a hyperbolic conservation law (2.2), so we can use the
finite volume particle method:

∂

∂t
(UkVk) + ∑

l
Fα,klA

α
kl = 0 (12.43)

where k, l are particle indices, Vk the associated particle volumes (eq. 7.24), Akl the
effective surfaces given in eq. 8.29, and we have the state vector U and flux tensor F

U =

(
Ei

Fi

)
, F =

(
Fi

c2Pi

)
(12.44)

The total sum ∑l Fkl Akl for each particle k is collected during a neighbor interaction
loop. Once the sum is accumulated, the final explicit update of the state is given by

Uk(t + ∆tk) = Uk(t)−
1

Vk
∑

l
min{∆tk, ∆tl}Fα,klA

α
kl (12.45)

To facilitate the individual time step sizes, the minimum between individual particle
time steps ∆tk and ∆tl is taken again, and the exchanged quantities between particles
are time integrated fluxes rather than just fluxes. The time integration needs to be
the smaller of the two time step sizes {∆tk, ∆tl} since if one particle has a smaller
time step size than the other, it also means that there will be several interactions
between that particle pair, each with the time step size of the smaller of the two. This
ensures that the total exchange of fluxes remains conservative, as the fluxes “removed”
from particles l remain exactly equal to the fluxed “added” to particle k. If some
neighboring particles l have smaller time steps than particle k, then the net sum of
the fluxes is accumulated during the exchanges and applied only at the point where
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particle k is being updated again. More details on individual timestepping is discussed
in Section 8.6.

The number of neighbors each particle interacts with, or more precisely each particle’s
smoothing length h, is the same as for hydrodynamics. This is necessary in order to
be able to re-use all quantities required to compute the effective surface terms Aij and
gradients of all radiation fields. The precise number of neighbors is a free parameter,
and is determined by specifying a dimensionless parameter ηres (see eq. 8.119). The
default choice is ηres = 1.2348, which leads to approximately 48 neighbors for the
cubic spline kernel (eq. 7.5). Note that the number of neighbors for star particles and
for gas particles can be specified using two independent parameters ηres, one for stars,
and one for the gas.

The time step size of the particles is computed in the same manner as we do it for
hydrodynamics. A “cell size” ∆x of a particle is estimated using

∆x ≈
(

Vi

VS,ν

)1/ν

(12.46)

where VS,ν is the volume of a ν-dimensional unit sphere, i.e. 4/3π in 3D. The signal
velocity in case of radiation is simply the speed of light c, which leads to the time step
estimate

∆t = CCFL
∆x
c

(12.47)

A safe choice of CCFL . 0.6 is recommended.

To get the inter-particle fluxes Fkl , we also follow the scheme outlined by the finite
volume particle method in Section 8. We use the “Hopkins” formulation of the method
(Section 8.1), since the “Ivanova” version was shown to still have some trouble in
Section 8.7. Even though the radiative transfer is solved assuming an Eulerian frame
of reference, for which the “Ivanova” version is working adequately, the “Hopkins”
formulation seems like a safer and therefore better choice, at least for the time being.

As it is done for the hydrodynamics in Section 8.5, we approximate the problem by
defining an “interface” at the position

xkl = xk +
hk

hk + hl
(xl − xk) (12.48)
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and extrapolate the value of the conserved variables at the position:

Uk,l(x = xkl) ≈ Uk,l +
∂Uk,l

∂x
(xkl − xk,l) (12.49)

such that the fluxes Fkl in the update formula 12.43 between particles is estimated as
the solution of the Riemann problem with “left” state Uk(xkl) and “right” state Ul(xkl)

Fkl = RP
(
Uk + (xk − xkl)α

∂Uk

∂xα
, Ul + (xl − xkl)α

∂Ul

∂xα

)
(12.50)

The gradients ∂Uk,l
∂x are estimated again using the least-squares second order accurate

gradient expression given in eqn. 8.17, for which a particle-particle interaction loop
is required. Since the RT is solved after the hydrodynamics and the particle positions
haven’t changed since the last hydrodynamics drift, the particles’ smoothing lengths
are still accurate, and we don’t require an additional density loop for the radiative
transfer. For that reason the gradient particle loop constitutes the first particle interac-
tion loop in the RT scheme.

Flux Limiters

The gradient extrapolation is equivalent from going from a piece-wise constant recon-
struction of the radiation field to a piece-wise linear one, which makes the method
second order accurate. For each quantity Qk,l ∈ U = (Ek,l , Fk,l)

T, we extrapolate the
value at the interface xkl using the estimated gradient dQk,l . To prevent oscillations and
instabilities from occurring, we need to employ a flux limiter at this point, which ef-
fectively reduces the gradient slopes dQk and dQl whenever necessary (see Section 5).
The limiters are implemented in such a way that they return a factor α, with which
both slopes dQk and dQl are to be multiplied in order to obtain the limited slopes, i.e:

α = limiter(dQk, dQl) (12.51)

dQk,limited = α dQk (12.52)

dQl,limited = α dQl (12.53)

The two limiters that worked well in tests are the minmod limiter
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αminmod(dQk, dQl) =


dQk if |dQk| < |dQl | and dQkdQl > 0

dQl if |dQk| > |dQl | and dQkdQl > 0

0 if dQkdQl ≤ 0

(12.54)

and the monotonized central difference (MC) limiter:

r = dQk/dQl (12.55)

αMC(r) = max
{

0, min
[

1 + r
2

, 2, 2r
]}

(12.56)

The minmod limiter appears to be the most robust one with regards to ensuring sta-
bility for radiative transfer, and for this reason is the recommended choice. The effects
of the various limiters on the transport of radiation will be shown in Section 13.1.1.
Other possible choices are the superbee limiter:

r = dQk/dQl (12.57)

αsuperbee(r) = max {0, min(1, 2r), min(2, r)} (12.58)

And the van Leer limiter:

r = dQk/dQl (12.59)

αvanLeer(r) =
r + |r|
1 + |r| (12.60)

While the slope and flux limiter combination described in Hopkins (2015) for hydro-
dynamics, whose full form is given in eqns. 8.123-8.130, is a viable option, tests (shown
in Section 13.1.1) have shown that it is more diffusive than the previously described
limiters for the application on radiation transport, and in some cases instabilities arise
that are seemingly connected to the first gradient limiting process. As such, I do not
recommend to use this sophisticated limiter in the context of RT. Note however that
this limiter is used for hydrodynamics, and that different flux limiting methods are
used for hydrodynamics and radiative transfer.
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Riemann Solvers for the Moments of the RT equation

It remains to find a solution for the Riemann problem 12.50 which gives us the inter-
particle (“inter-cell”) fluxes Fkl . To find Fkl , we use the extrapolated and flux limited
states Ek,l and Fk,l at the interface position xkl to compute the states and fluxes of the
conservation law, Uk,l(xkl) and Fk,l(xkl). The components of the vector valued photon
flux density Fk,l are projected along the unit vector pointing from the particle towards
the surface, allowing us to treat each component individually as a one dimensional
problem. We then adapt the convention that particle k is the left state of the Riemann
problem, while particle l is the right state.

The Global Lax Friedrich (GLF) Riemann solver (Rosdahl et al., 2013) then gives the
following solution for the flux Fi+1/2 between a cell i and i + 1:

F1/2(UL,UR) =
FL +FR

2
− c

2
(UR −UL) (12.61)

The GLF Riemann solver can be derived from the Lax-Friedrichs scheme, which for
cells with sizes ∆x takes the solution Un+1

i to be the integral average of the solution
Ũ(x, ∆t/2) at the midpoint in time, ∆t/2, of the Riemann problem which uses the
adjacent cells i− 1 and i + 1 as the left and right states, i.e.

Un+1
i =

1
∆x

∫ xi+1/2∆x

−xi−1/2∆x

Ũ(x, ∆t/2)dx (12.62)

Ũ = RP(Ui−1,Ui+1) (12.63)

To proceed, we make use of the integral form of the conservation law (eq. 4.3) over the
volume [−∆x/2, ∆x/2] and the time interval [0, ∆t]

∆x/2∫
−∆x/2

Ũ(x, ∆t/2)dx =

∆x/2∫
−∆x/2

Ũ(x, 0)dx +

∆t/2∫
0

F(Ũ(−∆x/2, t))dt−
∆t/2∫
0

F(Ũ(∆x/2, t))dt

(12.64)

The solution of the Riemann problem at t = 0 is simply the initial conditions, which
in this case is Ui−1 on the left side, and Ui+1 on the right side. The first integral on the
right hand side evaluates to
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∆x/2∫
−∆x/2

Ũ(x, 0)dx =
∆x
2
(Ui+1 +Ui−1) (12.65)

The fluxes in the integrals are evaluated at the cell boundaries −∆x/2 and ∆x/2.
Assuming an appropriate CFL condition is chosen, the resulting waves of the Riemann
problem situated at the cell center, which in this case is placed at x = 0, are not
allowed to reach the cell boundaries, i.e. travel a distance of ∆x/2, by the time ∆t/2.
This means that the states Ũ at the cell boundaries ±∆x/2 are constant in the time
interval [0, ∆t/2], and are also simply Ũ(±∆x/2) = Ui±1. So the integrals involving
the fluxes evaluate to

∆t/2∫
0

F(Ũ(±∆x/2, t))dt =
∆t/2∫
0

F(Ui±1)dt =
∆t
2
F(Ui±1) (12.66)

This leads to the scheme

Un+1
i =

1
2
(Ui−1 +Ui+1) +

1
2

∆t
∆x

(Fn
i−1 −Fn

i+1) (12.67)

which can be re-written as

Un+1
i = Un

i +
∆t
∆x

(
FLF

i−1/2 −FLF
i+1/2

)
(12.68)

with the Lax-Friedrichs fluxes

FLF
i+1/2 =

1
2
(Fn

i +Fn
i+1) +

1
2

∆x
∆t

(Un
i −Ui+1) (12.69)

By setting the Courant number to the maximally allowable value, Cc f l = ∆t
∆xc = 1,

we can replace the term ∆t/∆x = c in eq. 12.69, and we obtain the GLF flux from
eq. 12.61, where c is the speed of light.
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An alternative is the Harten - Lax - van Leer (HLL) Riemann solver (González et al.
(2007)), which can be derived by assuming that the solution of the Riemann problem
consists of two discontinuous waves, and applying the Rankine-Hugeniot jump con-
ditions (eq. 3.37) across these waves. Like the approximate HLLC solver for the Euler
equations (discussed in Section 3.2.2), the actual speed of the velocities needs to be es-
timated, for which the Eigenvalues of the conservation law are used, as they describe
the velocities of the characteristics (see Chapter 3). Explicitly, the solver is given by

F(UL,UR) =
λ+FL − λ−FR + λ+λ−(UR −UL)

λ+ − λ−
(12.70)

λ+ = max(0, λmax) (12.71)

λ− = min(0, λmin) (12.72)

Here, λmax and λmin are the minimum and the maximum of the Eigenvalues of the
Jacobian matrix ∂F(U)

∂U . It turns out that the Eigenvalues can be described using only
two parameters, the angle between the flux and the interaction interface, θ, and the re-
duced flux f = F/(cE). Rather then continuously computing them on-the-fly for every
interaction, they are tabulated3 and interpolated. Note that the HLL solver predicts
the same solution of the Riemann problem as the GLF solver for λmax = c, λmin = −c
(compare eqs. 12.61 and 12.70). The interest in the HLL solver is mainly because while
it is more expensive than the GLF solver, it was shown (Rosdahl et al., 2013; González
et al., 2007) to be less diffusive and is thus better suited to form shadows more cor-
rectly than the GLF solver. The influence of the Riemann solvers are discussed in
Sections 13.1 and 13.3.4.

12.2.4. Third step: Thermochemistry

In this final step, we solve for the interaction between photons and the gas. The
equations to be solved are:

∂Ei

∂t
= −

HI, HeI, HeII

∑
j

njσijcEi + Ėrec
i (12.73)

∂Fi

∂t
= −

HI, HeI, HeII

∑
j

njσijcFi (12.74)

3A program to produce the tables of the Eigenvalues depending on θ and f is provided on https:
//github.com/SWIFTSIM/swiftsim-rt-tools.
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The source term for recombination radiation, Ėi
rec, is added in eq. 12.73 for complete-

ness. In this work, the emission of recombination radiation is neglected, and I use the
approximate “Case B recombination” rates instead, which assumes that all emitted
recombination radiation is immediately re-absorbed by the gas, even in optically thin
regimes. However, once the emission of recombination radiation is treated explicitly
in the future, it will be added and solved for in this operator splitting step.

The actual thermochemistry is solved using the Grackle library (Smith et al., 2017).
This involves the evolution of the individual species number densities, as well as the
heating of the gas. The number densities of individual species change over time due
to processes like photo-ionization, collisional ionization, and recombinations. These
processes depend on the current gas temperature as well as the photo-heating and
photo-ionizing rates which are determined by the present radiation field. Currently
Gear-RT supports the “6 species network”, composed of H0, H+, He0, He+, He++,
and e−, provided by Grackle.

Grackle requires us to provide it with the (total) photo-heating rate H = ∑i,j Hij and
the individual photo-ionization rates Γj = ∑i Γi,j for each species j and photon group
i. It then solves the network of equations of thermochemistry for the 6 species and
evolves the internal energy of the gas over some time step ∆t. More precisely, Grackle

takes into account the following interactions:

• Collisional ionization of ionizing species H0, He0, and He+

• Collisional excitation cooling of ionizing species H0, He0, and He+

• Recombination of ions H+, He+, and He++

• Bremsstrahlung cooling of all ionized species

• Compton cooling/heating off the Cosmic Microwave Background

• Photo-ionization and photo-heating.

While Grackle evolves the state of the gas, we need to take care of the removal of
the absorbed radiation energy over the thermochemistry time step manually. We solve
this again using a simple first order forward Euler integration:

Ei(t + ∆t)− Ei(t)
∆t

= −εiNi(t)c ∑
j

σN
ij nj (12.75)

A minor complication is that the number density of the ionizing species nj is not
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constant over the time step ∆t, as we are currently in the process of ionizing the
gas. This may lead to scenarios where the absorption rate is overestimated by not
accounting for the ionization during the thermochemistry time step. To account for
this effect, we take the average absorption rate over the time step instead:

Ei(t + ∆t)− Ei

∆t
= −εi Ni(t)c ∑

j
σN

ij
nj(t + ∆t) + nj(t)

2
(12.76)

The final equation used to remove absorbed photons from the radiation field is:

Ei(t + ∆t) = Ei(t)− εiNi(t)c ∑
j

σN
ij

nj(t + ∆t) + nj(t)
2

∆t (12.77)

= Ei(t)

(
1− c ∑

j
σN

ij
nj(t + ∆t) + nj(t)

2
∆t

)
(12.78)

The same is applied to the photon fluxes:

Fi(t + ∆t) = Fi(t)

(
1− c ∑

j
σN

ij
nj(t + ∆t) + nj(t)

2
∆t

)
(12.79)

12.3. Dynamic Sub-Cycling

Many radiation hydrodynamics solver codes (e.g. Rosdahl et al., 2018; Kannan et al.,
2019) use a sub-cycling approach to solve the radiation transport and thermochemistry
using several dozens or hundreds of time steps over the duration of a single hydro-
dynamics time step. This approach is motivated by the vastly different typical time
step sizes of hydrodynamics and radiation. The maximal permissible time step size is
determined by their respective CFL conditions (eq. 12.47 for radiation, and eq. 8.133
for hydrodynamics), which in turn each depend on the signal velocities of the respec-
tive conserved quantities. Radiation, traveling at the speed of light of ∼ 3× 105 km/s,
usually has a propagation velocity which is several orders of magnitude higher than
fluid velocities, which in the context of galaxies can reach orders of ∼ 102− 103 km/s,
but is typically lower. This also leads to the radiation time step sizes being similarly
orders of magnitude smaller than hydrodynamics time step sizes.
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Enforcing the hydrodynamics and the radiative transfer to be solved using equal time
step sizes restricts the hydrodynamics time steps to much smaller sizes, which are
not strictly necessary. So the basic idea behind sub-cycling is, written in terms of the
homogenized hydrodynamics operator H and the source terms coming from radiation
S, to modify the solution using equal time step sizes ∆t

U(t + ∆t) = S(∆t) ◦ H(∆t)[U(t)] (12.80)

and to instead solve

U(t + ∆t) = S(∆t/n) ◦ S(∆t/n) ◦ ... ◦ S(∆t/n) ◦ H(∆t)[U(t)] (12.81)

where n sub-cycles with time steps ∆t/n have been computed for a single homoge-
nized hydrodynamics operator H.

The sub-cycling approach allows us to save a tremendous workload. To motivate the
possible benefits, Figure 12.2 shows the same as in Figure 9.1, tasks being executed
by 16 threads during one step solving radiation hydrodynamics with Swift, with the
only difference that the tasks have been given other colors: Orange blocks show tasks
related to radiative transfer only, blue tasks show the tasks related to hydrodynamics.
Green tasks are tasks related to the neighbor search, which can also be omitted during
RT sub-cycles due to our choice to treat radiation in a static frame of reference w.r.t.
the simulation box (see Section 12.2.1). Figure 12.2 shows that by skipping unnec-
essary hydrodynamics updates by using sub-cycles, we could save roughly half the
computational expense per RT time step. The gains increase even further when other
physics are involved. Figure 12.3 shows the same radiation hydrodynamics problem
being solved with the addition of gravity. In this case, the fraction of the runtime occu-
pied by RT tasks is even smaller, meaning that by skipping needless updates of gravity
and hydrodynamics (i.e. forcibly reducing their time step sizes to match the RT time
step sizes), we could save up a significant amount of runtime. The actual reduction of
runtime through the sub-cycling approach will be de demonstrated in Section 13.5.

An additional point that needs to be discussed with regards to the sub-cycling is how
the number of RT sub-cycles per hydrodynamics step is to be determined. On one
hand, it is desirable to have as many sub-cycles as possible to decrease the total run-
time as far as possible. However, forcing Gear-RT to perform too many RT sub-cycles
also introduces unnecessary work. For example, say a particle has a hydrodynam-
ics time step ∆th = 100 in arbitrary units, while its RT time step is ∆trt = 1. Forcing
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Figure 12.2. One time step of a simulation using Swift with 16 threads. This is the same
plot as in Figure 9.1, but tasks have been colored in differently. Orange blocks
show tasks related to radiative transfer only, blue tasks show the tasks related to
hydrodynamics. The sub-cycling approach allows us to only solve the radiative
transfer during each sub-cycle, saving about half of the total runtime per sub-
cycle through omission of the hydrodynamics. Green tasks are tasks related to
the neighbor search, which can also be omitted during RT sub-cycles due to our
choice to treat radiation in a static frame of reference w.r.t. the simulation box (see
Section 12.2.1).

Figure 12.3. One time step of a simulation using Swift with 16 threads. This task plot includes
(self-)gravity in addition to radiation hydrodynamics. Orange blocks show tasks
related to radiative transfer only, blue tasks show the tasks related to hydrody-
namics and gravity. Green tasks are tasks related to the neighbor search, which
can also be omitted during RT sub-cycles due to our choice to treat radiation
in a static frame of reference w.r.t. the simulation box (see Section 12.2.1). The
sub-cycling approach allows us to only solve the radiative transfer during each
sub-cycle, saving a huge fraction (the blue and green blocks) of the total runtime
per sub-cycle through omission of the hydrodynamics and gravity.
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Figure 12.4. Projections along the z-axis of the gas mass (left), the stellar mass (center), and
dark matter mass (right) of the simulation used to extract particles’ radiation and
hydrodynamics time bins which are shown in Figure 12.5. The simulation uses
initial conditions generated from the redshift z = 0.1 snapshots of the EAGLE
suite of simulations (Schaye et al., 2015). It has a box size of ∼ 25 co-moving
Mpc and contains ∼ 52× 106 dark matter particles, ∼ 50× 106 gas particles, and
∼ 2× 106 star particles.
The initial conditions are publicly available via the Swift repository under https:
//github.com/SWIFTSIM/swiftsim.

Figure 12.5. Left: The distribution of particle time bins for hydrodynamics and radiative trans-
fer at a single point in time in the simulation described in Figure 12.4. Particles
with a time bin n + 1 have a time step twice the size of particles with time bin n.
Right: The distribution of time bin differences between the hydrodynamics time
bin and the RT time bin of each particle. This difference corresponds to the base
2 logarithm of the number of sub-cycles each particle would perform. The upper
limit of 211 = 2048 sub-cycles was imposed.
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12.3. Dynamic Sub-Cycling

Gear-RT to use 1000 sub-cycles leads to solving the radiative transfer with unnecessar-
ily reduced time steps of ∆trt = 0.1. Clearly that’s something to be avoided. Instead,
we allow each particle to set its number of sub-cycles individually depending on its
local conditions, and to change it dynamically after each completed hydrodynamics
step according to its own requirements. For example, a particle may perform 32 sub-
cycles during one hydrodynamics time step, during which the particle get heated and
increases its internal energy, which in turn decreases its hydrodynamics time step size
due to the increased sound speed cs which enters the CFL condition 8.133. To continue
the example, in the subsequent hydrodynamics time step the particle may only require
16 or 8 RT sub-cycles. To further motivate this approach, the time bins occupied for
hydrodynamics and for radiative transfer extracted from a cosmological simulation
are shown in Figure 12.5. (Details on the simulation are given in the caption of Fig-
ure 12.4.) In order to facilitate a synchronous integration in time alongside individual
particle time step sizes, the time steps are histogrammed into power-of-two multiples
of some minimal system time step size, i.e. ∆ti = 2ntmin, where n is usually referred to
as the “time bin” of the particle (as described in Section 8.6). Figure 12.5 illustrates that
there is a wide range of time step sizes, or rather time bins, for both hydrodynamics
and radiative transfer occurring. Figure 12.5 furthermore shows that there is a wide
range of RT sub-cycles occurring, including the maximal permitted value in that ex-
ample of 211 = 2048, which corresponds to a time bin difference of 11.4 Notably, there
is also a significant amount of particles with equal RT and hydrodynamics time bins,
validating the approach to let particles decide for themselves how many sub-cycles
they require, rather than enforcing a fixed number of sub-cycles for all particles. It
should however be noted that a time step limiter is being employed as well. Following
the findings of Saitoh and Makino (2009) and Durier and Dalla Vecchia (2012), any
two particles that interact with each other are enforced to have a maximal time step
difference of a factor of 4 (or equivalently, a difference in time bins of 2) in order to
preserve energy conservation. This limiter is applied to both the hydrodynamics and
to the radiative transfer solvers individually.

While the fundamental approach of sub-cycling the radiative transfer is fairly straight-
forward, its implementation while accounting for individual particle time step sizes
and task-based parallelism used in Swift were a considerable challenge. The details
of the implementation are presented in Section 12.5.2.

4Arguably a maximal permitted number of RT sub-cycles of 2048 is a bit unreasonably high. It was
used in Figure 12.5 for illustrative purposes. The maximal number of sub-cycles is a free parameter,
and should be determined depending on the actual use case at hand. It should however probably not
exceed 512 or 1024.
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12.4. Additional Topics

12.4.1. Dealing With Particle Drifts

As outlined in Section 12.2.1, while we assume particles are static w.r.t. the simulated
volume in the context of RT, they are drifted for the purposes of hydrodynamics. As
a consequence, we need to make corrections to the radiation fields when a particle is
drifted for hydrodynamics purposes. We do that by simply extrapolating the particle
value at the new point given its current state and the gradients ∇U we obtained using
the general gradient expression given in eq 8.17. Explicitly, for a particle i and for each
component of the radiation state vector Uk, we first obtain the drift distance over the
time ∆ti,dri f t as

∆xi,drift = vi∆ti,drift (12.82)

where vi is the particle velocity. We then obtain the value corrected at the drifted
location

Uk
i (x + ∆xdrift) ≈ Uk

i (x) +∇Uk
i (x) · ∆xi,ν,drift (12.83)

A caveat for these corrections is that they are no longer strictly conservative for obvi-
ous reasons: Firstly, we use gradients to extrapolate what the radiation field values at
the drifted position should be. Secondly, the gradients themselves are only approx-
imate and O(h2) accurate. Thirdly, there are no further mechanisms to ensure that
the resulting radiation field quantities are actually conserved in total. However, the
error introduced is acceptably small, as will be shown in Section 13.1.3, where the
application of these corrections is validated.

12.4.2. Reducing The Speed of Light

A huge challenge related to radiative transfer is the very high speed of light compared
to the fluid velocities. Since the signal velocity determines the maximal time step size,
the speed of light leads to minute time step sizes for the radiative transfer, several or-
ders of magnitude smaller than those for the hydrodynamics. Indeed this discrepancy
is the main motivation to solve radiative transfer with in a sub-cycling manner, which
is discussed in Section 12.5.2.
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In an attempt to reduce the computational expense associated with these tiny time
step sizes, Rosdahl et al. (2013) employ the Reduced Speed of Light Approximation
(RSLA), which was introduced by Gnedin and Abel (2001). I also adapt the RSLA with
Gear-RT. The approach consists of globally reducing the speed of light everywhere by
some factor fc, i.e. replace the speed of light c in all equations involved with radiative
transfer by

c̃ = fcc (12.84)

Naturally, this means that the radiation will propagate (much) slower than it actually
should. However, that does not necessarily mean that the propagation of ionization
fronts will be slowed down as well. Gnedin and Abel (2001) argue that as long as the
reduced speed of light remains much higher than the gas velocity, the Newtonian limit
(in which the speed of light is infinite) is maintained, and the evolution of ionized
fronts is not hindered. Rosdahl et al. (2013) provide a framework to estimate the
smallest permissible fc based on the light crossing time in spherical ionized regions
around a single ionizing source, also known as “Strömgren spheres”. For example,
they estimate that for the interstellar medium modeled with a number density of
n = 10−1 cm−3 and an ionizing source of 2× 1050 ionizing photons per second, fc

may be ∼ 10−2.

Note that the reduced speed of light c̃ is not only used in the photon transport, but
also to compute the photo-heating and photo-ionization rates (eq. 12.16 and 12.18).
This can be understood when considering the photo-heating and photo-ionizations as
binary collisions between photons and photo-absorbing particles, which are treated
as targets in this scenario. Now consider a photon packet, like a top hat function,
traveling at the reduced speed c̃. In the binary collision scenario, the photons are
projectiles being propelled at the targets with their velocity c̃, and as discussed in
Section 11.2, the interaction rates are directly proportional to that velocity. For c̃ < c,
this means that the interaction rates, and thus the photo-ionization rates, will also be
decreased. However, since the photon packet travels at a reduced speed, it will spend
a longer time passing through the location of the targets, which in turn again increases
the total number of photo-ionization events. So keeping the speed of light at its actual
physical value in the interaction rates while decreasing it for the photon transport
would lead to an over-ionization over time, which is what Ocvirk et al. (2019) have
also found.
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12.4.3. Ion Mass Fluxes

Hydrodynamics with Finite Volume Particle Methods exchange mass fluxes ∆m be-
tween particles. This means that we need to pay attention to the individual ionizing
and ionized species’ mass fractions being exchanged. The mass of each individual
species being exchanged needs to be traced individually, and depending on the direc-
tion: If a particle loses mass, then it loses mass and species mass fractions according
to its own mass fractions. If it gains mass during an exchange, then it gains species
mass fractions according to the interaction partner’s mass fractions.

The usual convention for a mass flux between particles “i” and “j” is to treat i as the
“left” particle and j as the “right” particle in an analogy to cells. Let Xk denote the
mass fraction of each species k. During each hydrodynamics flux exchange, for each
species k the total mass flux ∆xi,k is being accumulated:

∆xi,k = ∑
j

∆mijXij,k (12.85)

where Xij,k =

{
Xi,k if ∆mij

∆t > 0

Xj,k if ∆mij
∆t < 0

(12.86)

The masses which particles carry are updated during the kick operation, during which
the individual species’ masses xi,k are also evolved. For a particle i with mass mi, the
masses of individual species at the beginning of a step are given by:

xt
i,k = miXt

i,k (12.87)

During the kick operation, they get updated as follows:

xt+∆t
i,k = xt

i,k + ∆xi,k (12.88)

Finally, after the update, the new mass fractions of the species can be obtained using

Xt+∆t
i,k =

xt+∆t
i,k

∑
k

xt+∆t
i,k

(12.89)
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12.4.4. Creating Collisional Ionization Equilibrium Initial Conditions

At the beginning of a simulation, Gear-RT offers the possibility to generate the ion-
ization mass fractions of the gas particles assuming the gas is in collisional ionization
equilibrium, composed of hydrogen and helium, and that there is no radiation present.
In order to determine the ionization mass fractions of all species (H0, H+, He0, He+,
He++) for a given specific internal energy u, an iterative procedure needs to be ap-
plied because the gas variables are interconnected in a circular manner. To explain this
circular dependence, we make use of the (unitless) mean molecular weight µ, which
is commonly used to express the average particle mass m of a gas:

m = µmu (12.90)

where mu is the atomic mass unit. To begin, we note that the ionization state of the gas
influences the mean molecular weight µ. Consider a medium with j different elements
of atomic mass Aj with a mass fraction Xj and a number of free electrons Ej. Then the
number density of the gas is given by

n =
ρ

µmu
= ∑

j
ρXj︸︷︷︸

density fraction of species j

× 1
Ajmu︸ ︷︷ ︸

mass per particle of species

× (1 + Ej)︸ ︷︷ ︸
number of particles per species

(12.91)

where we neglect the mass contribution of electrons. In the case for hydrogen and
helium, the values of Aj and Ej are shown in Table 12.2. Eq. 12.91 simplifies to

1
µ
= ∑

j

Xj

Aj
(1 + Ej) (12.92)

Specifically, ionization changes the mass fractions Xj of the species, and therefore also
the mean molecular weight µ. In turn, the mean molecular weight determines the gas
temperature at a given specific internal energy. Using the equation of state for ideal
gases using the pressure p,
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p = nkT =
ρ

µmu
kT (12.93)

and the expression for the specific internal energy u,

u =
1

γ− 1
p
ρ

(12.94)

the gas temperature T = T(u, µ) is given by

T = u(γ− 1)µ
mu

k
(12.95)

Lastly, the gas temperature determines the collisional ionization and recombination
rates, which need to be balanced out by the correct number density of the individual
species in order to be in ionization equilibrium, i.e. at a state where the ionization
and recombination rates exactly cancel each other out. We take the ionization and
recombination rates from Katz et al. (1996), which are given in Table 12.1. For a gas
with density ρ, hydrogen mass fraction XH and helium mass fraction XHe = 1− XH,
the total number densities of all hydrogen and helium species are

nH = XH
ρ

mu
(12.96)

nHe = XHe
ρ

4mu
(12.97)

and in equilibrium, the number densities of the individual species are given by

nH0 = nH
AH+

AH+ + ΓH0
(12.98)

nH+ = nH − nH0 (12.99)

nHe+ = nHe
1

1 + (AHe+ + Ad)/ΓHe0 + ΓHe+/AHe++
(12.100)

nHe0 = nHe+
AHe+ + Ad

ΓHe0
(12.101)
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nHe++ = nHe+
ΓHe+

AHe+
(12.102)

To summarize, the tricky bit here is that the number densities determine the mean
molecular weight, the mean molecular weight determines the temperature of the gas
for a given density and specific internal energy, while the temperature determines the
number densities of the species through the ionization rates. To find the correct mass
fractions, the iterative Newton-Raphson root finding method is used. Specifically,
using some initial guesses for temperature and mean molecular weights, Tguess and
µguess, in each iteration step we determine the resulting specific internal energy

uguess = kTguess/(γ− 1)/(µguessmu) (12.103)

The function whose root we’re looking for is

f (T) = u− uguess(T) = 0 (12.104)

which has the derivative

∂ f
∂T

= − ∂u
∂T

(T = Tguess) =
k

(γ− 1)/(µguessmu)
(12.105)

The specific internal energy of the gas u is fixed and provided by the initial conditions.
We now look for the T at which f (T) = 0. The Newton-Raphson method prescribes
to find the n + 1th Tguess using

Tn+1 = Tn +
f (Tn)

∂ f
∂T (Tn)

. (12.106)

During each iteration, the new mass fractions and the resulting mean molecular weight
given the latest guess for the temperature are computed. At the start, the first guess
for the temperature Tguess is computed assuming a fully neutral gas. Should that gas
temperature be above 105 K, the first guess is changed to a fully ionized gas. The
iteration is concluded once f (T) ≤ ε = 10−4. The results Gear-RT provides for a wide
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Figure 12.6. Mass fractions of hydrogen and helium ion species in collisional ionization equi-
librium as computed by Gear-RT for a wide range of temperatures T, correspond-
ing to specific internal energies of the gas between 109 erg/g and 1020 erg/g,
specified by the initial conditions. The initial composition of the gas consists of
76% hydrogen and 24% helium by mass.

range of temperatures is shown in Figure 12.6.

12.5. Implementation in SWIFT

12.5.1. Task Dependency Graph for Radiative Transfer

Just as for the hydrodynamics in Chapter 9, the task-based parallelism used by Swift

requires the manual definition of the individual tasks and dependencies that solve the
numerical scheme. In this section, we do this for radiative transfer with Gear-RT.

The tasks required for RT will be added to the already existing tasks which are re-
quired for the hydrodynamics. A simplified sketch is shown in Figure 12.7. The full
task dependency graph for hydrodynamics is shown in Figure 9.12. As mentioned be-
fore, the radiative transfer will take place after the hydrodynamics have been solved,
or explicitly after the “kick2” task in Figure 9.12.

The first step of RT, namely the injection of radiation energy density from stellar
sources into particles, requires two interaction loops for star particles. The first loop
constitutes a neighbor search for stars, during which the stars’ smoothing lengths
and neighbor lists of gas particles are established. We make use of this first loop to
accumulate the octant weights wa (which are discussed in Section 12.2.2) in order to
be able to compute the weight corrections µa (eq. 12.37) during the second star-gas
particle interaction loop. The actual injection of energy density into particles then
occurs during this second star-gas particle interaction loop.

Other stellar feedback processes in Swift require the same two interaction loops for
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AH+ 8.4× 10−11T−1/2T−0.2
3 (1 + T0.7

6 )−1 RR for H+

Ad 1.5× 10−10T−0.6353 dielectronic RR for He+

AHe+ 1.9× 10−3T−1.5e−470000/T(1 + 0.3e−94000/T) RR for He+

AHe++ 3.36× 10−10T−1/2T−0.2
3 (1 + T0.7

6 )−1 RR for He++

ΓH0 5.85× 10−11T1/2e−157809.1/T(1 + T1/2
5 )−1 CIR for H0

ΓHe0 2.38× 10−11T1/2e−285335.4.1/T(1 + T1/2
5 )−1 CIR for He0

ΓHe+ 5.68× 10−12T1/2e−631515/T(1 + T1/2
5 )−1 CIR for He+

Table 12.1. Temperature (T) dependent recombination rates (RR) and collisional ionization
rates (CIR) for Hydrogen and Helium species, adapted from Katz et al. (1996). All
rates are in units of cm3 s−1. Tn is shorthand for T/10nK.

species A E
H0 1 0
H+ 1 1
He0 4 0
He+ 4 1
He++ 4 2

Table 12.2. Atomic mass numbers A and free electron numbers E for ionization species of
Hydrogen and Helium.
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the exactly same reasons. As the injection of radiation energy density is in principle
independent from these feedback processes, we can conveniently re-use these tasks,
i.e. add the injection of radiation to them. Additionally, the star ghost task, which
is required between the two interaction loops for stars for the same reasons it is nec-
essary after the neighbor search (“density”) loop for hydrodynamics, can be used to
compute the amount of energy each star needs to inject this step based on their current
luminosity and time step sizes.

After the injection through the star-gas particle interaction loops, a first RT ghost
task (“rt_ghost1”) is added to finish any necessary work after the accumulation of
injected radiation, and to collect all dependencies before proceeding further down
the dependency graph. Since not all gas particles need to have a neighboring star
particle, some gas particles may not undergo the injection process. For this reason, an
additional dependency from kick2 to the rt_ghost1 task is necessary (see Figure 12.7).

The next step in the RT scheme consists of the photon transport step, which needs to
be done in two parts. First, a gas-gas particle interaction loop is necessary to determine
the gradients of the radiation quantities, which are required for the flux exchanges.
The flux exchanges are then performed in a second gas-gas particle interaction loop,
named the “transport” loop. Between the gradient and the transport loop, a second
ghost task, “rt_ghost2”, is required to finish the gradient computations after the
accumulation of sums in the gradient loop is completed.

The “thermochemistry” task solves the final step in the RT scheme, which consists of
the actual thermochemistry. All the required work is on individual particles, which
can be modeled as a plain type task.

Figure 12.8 shows the full task dependency graph for radiation hydrodynamics with
Gear-RT and Swift. The interaction loops have been expanded to depict all four
types of interaction type tasks, which are the self, sub_self, pair, and sub_pair
tasks, for both the star interaction tasks (“stars_density” and “stars_feedback”, in
orange) and the RT interaction tasks (“rt_gradient” and “rt_transport”, in green).
Additionally, the MPI communication tasks have been added. Just as was the case for
hydrodynamics, the current state of the particles needs to be sent and received before
each interaction loop, using the respective “send_rt_gradient”, “recv_rt_gradient”
and “send_rt_transport”, “recv_rt_transport” tasks. Dependencies between the
sending tasks and the receiving tasks are necessary, respectively, in order to assure
the order of messages arriving being correct, and to prevent race conditions since the
order at which messages arrive are not guaranteed by MPI. Finally, the first interaction
loop of both the star related task block (orange) and the RT related task block (green)
each need explicit dependencies on the drift and sort tasks of the hydrodynamics
block. The reason is that both active and inactive gas particles are drifted, after
which they need to be sorted along the neighboring cells’ axes for an optimized ac-
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cess during interaction loops. Inactive particles however will not go through any of
the other hydrodynamics related (blue) tasks in that step, and all the dependencies
inherited from the hydrodynamics related task will not be available. Therefore the
additional dependencies are necessary to ensure particles will already be drifted and
sorted before they are accessed in the star and the RT block.

12.5.2. Sub-Cycling

On the algorithmic side, sub-cycling (previously introduced in Sections 12.2.1 and
12.3) essentially consists of repeating the entire RT block of tasks over and over again.
This can be achieved in several ways. The simplest solution is probably to repeatedly
create the entire RT block of tasks, and concatenate them correctly such that they are
executed in sequence. By generating the entire RT block of tasks N times, up to N
sub-cycles can be executed. This is however not a very efficient solution. On one
hand, the scheduler would need to spend a lot of time fetching tasks that do the same
thing over and over again and adding them to the queues. Secondly, this approach can
get quite expensive in memory. A single RT block of tasks consists of two interaction
loops with other cells, which averages on 13 pair type tasks per loop per cell. In
addition, there is a self-type task per interaction loop, there are the two ghost tasks,
the thermochemistry task, and the MPI communication tasks, totaling 33 tasks per
cell per RT block. If we needed several hundred sub-cycles for thousands of cells, the
memory expense and the associated overhead would rise prohibitively high.

Since each sub-cycle requires the same tasks to be executed in the same order, an
obvious improvement would be to re-use the existing tasks of a singe RT block over
and over again. This could be done in the following manner, which is illustrated in
Figure 12.9. A new “rescheduler” task is added, which has three functions. Firstly, it
must block tasks beyond the scope of the RT task block to be enqueued and proceed
until the correct number of sub-cycles has been completed. Secondly, it needs to set the
entire RT block of tasks to the correct state to be executed again. Finally, it must and
directly enqueue the task at the root of the RT hierarchy so the subsequent sub-cycle
can start.

A working proof of concept version of the sub-cycling through a rescheduler task
has successfully been developed. Unfortunately, due to the individual time step sizes
of particles a sub-cycling method using a rescheduling task is severely limited. To
demonstrate the issues that arise, consider the simple case where for each hydrody-
namics update we do only two RT sub-cycles. Each RT sub-cycle is then performed
over exactly half the hydrodynamics time step size. The evolution of three particles
with different individual time step sizes and two RT sub-cycles each is shown in Fig-
ure 12.10. The case illustrated in Figure 12.10 is actually how we want the sub-cycling
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Additions to star tasks

drift

hydro
(condensed)

drift

gravity
(condensed)

kick2

stars density:
star-particle interaction

Ghost1: Finish up injection

timestep

kick1

stars ghost

stars feedback
star-particle interaction

prepare injection
gather stars' neighbour data

prepare injection
get how much energy star will emit

inject radiation

Gradient: particle-particle interactions

Ghost2: Finish up gradients

Transport: particle-particle interactions

thermochemistry

Figure 12.7. A simplified task dependency graph of the tasks required for RT in Swift. For
the sake of clarity, the tasks required for the hydrodynamics and gravity have
been condensed into a single node each. Nodes with round boundaries represent
plain type tasks, while nodes with rectangular edges represent interaction type
tasks.

238



12.5. Implementation in SWIFT

so
rt

pa
ir
_d
en
si
ty

pa
ir
_f
or
ce

pa
ir
_s
ta
rs
_d
en
si
ty

pa
ir
_r
t_
gr
ad
ie
nt

su
b_
se
lf
_d
en
si
ty

su
b_
se
lf
_s
ta
rs
_d
en
si
ty

su
b_
se
lf
_r
t_
gr
ad
ie
nt

su
b_
pa
ir
_d
en
si
ty

su
b_
pa
ir
_f
or
ce

su
b_
pa
ir
_s
ta
rs
_d
en
si
ty

su
b_
pa
ir
_r
t_
gr
ad
ie
nt

re
cv
_g
ra
di
en
t

re
cv
_r
ho

re
cv
_r
t_
gr
ad
ie
nt

se
lf
_d
en
si
ty

gh
os
t_
in

se
lf
_g
ra
di
en
t

ex
tr
a_
gh
os
t

se
lf
_f
or
ce

hy
dr
o_
en
d_
fo
rc
e

se
lf
_s
ta
rs
_d
en
si
ty

st
ar
s_
de
ns
it
y_
gh
os
t

se
lf
_s
ta
rs
_f
ee
db
ac
k

st
ar
s_
ou
t

se
lf
_r
t_
gr
ad
ie
nt

rt
_g
ho
st
2

se
lf
_r
t_
tr
an
sp
or
t

rt
_t
ra
ns
po
rt
_o
ut

pa
ir
_g
ra
di
en
t

re
cv
_t
en
d

gr
av
it
y

ki
ck
2

re
cv
_s
pa
rt
_d
en
si
ty pa
ir
_s
ta
rs
_f
ee
db
ac
k

re
cv
_r
t_
tr
an
sp
or
t

pa
ir
_r
t_
tr
an
sp
or
t

su
b_
se
lf
_g
ra
di
en
t

su
b_
se
lf
_f
or
ce

su
b_
se
lf
_s
ta
rs
_f
ee
db
ac
k

su
b_
se
lf
_r
t_
tr
an
sp
or
t

su
b_
pa
ir
_g
ra
di
en
t

su
b_
pa
ir
_s
ta
rs
_f
ee
db
ac
k

su
b_
pa
ir
_r
t_
tr
an
sp
or
t

gh
os
t

gh
os
t_
ou
t

se
nd
_r
ho

se
nd
_g
ra
di
en
t

dr
if
t_
pa
rt

se
nd
_x
v

se
nd
_r
t_
gr
ad
ie
nt

se
nd
_r
t_
tr
an
sp
or
t

dr
if
t_
sp
ar
t

se
nd
_s
pa
rt
_d
en
si
ty

st
ar
s_
so
rt

ti
m
es
te
p

st
ar
s_
in

rt
_i
n

co
ll
ec
t

ki
ck
1

se
nd
_t
en
d

re
cv
_x
v

rt
_g
ho
st
1

rt
_o
ut

rt
_t
ch
em

Figure 12.8. The full task dependency graph required for radiative hydrodynamics with Swift.
Gravity has been condensed into a single task.
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gravity

kick2

hydro

Top of RT task hierarchy

All other actual RT work

Rescheduler task

reschedule + enqueue

reschedule

rt_out

block

timestep

kick1

Figure 12.9. Illustration of the rescheduling approach for sub-cycling. A new “rescheduler”
task is added, which blocks tasks beyond the scope of the RT block to proceed
until the correct number of sub-cycles has been completed. Instead, it sets the
entire RT block of tasks to the correct state to be executed again, and directly
enqueues the task at the root of the RT hierarchy so the subsequent sub-cycle can
immediately start.
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t [∆t]
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

Particle 1
steps of 8∆t

Particle 2
steps of 4∆t

Particle 3
steps of 2∆t

2 RT substeps
of 4∆t

2 RT substeps
of 2∆t

2 RT substeps
of ∆t

Figure 12.10. The evolution of three particles with different individual time step sizes and two
RT sub-cycles each. Along the x-axis, the time at which the entire simulation
has been advances is shown in units of some minimal time step size ∆t. Blue
circles represent times at which the particles do a hydrodynamics update. Green
crosses represent the times of RT updates. Note how some RT updates during
sub-cycles overlap with global simulation times where other particles have their
regular hydrodynamics update.

t [∆t]
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

Particle 1
steps of 8∆t

Particle 2
steps of 4∆t

Particle 3
steps of 2∆t

2 RT substeps
of 4∆t

2 RT substeps
of 2∆t

2 RT substeps
of ∆t

Figure 12.11. The evolution of three particles with different individual time step sizes and
two RT sub-cycles each using the rescheduling approach. Along the x-axis, the
time at which the entire simulation has been advances is shown in units of some
minimal time step size ∆t. Blue circles represent times at which the particles do
a hydrodynamics update. Green crosses represent the times of RT updates. Due
to the nature of the re-scheduling approach, all sub-cycles of any particle must
be executed in the same global simulation step as the hydrodynamics update,
even if they get integrated in time further than the global simulation time at
which they are updated. This leads to synchronicity issues, which are shown
more clearly in Figure 12.12.
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to proceed: The RT updates are performed at the appropriate global simulation times
t. Most importantly, the RT updates which coincide with the hydrodynamics updates
of other particles with smaller hydrodynamics time step sizes on the global simulation
time axis are solved simultaneously. The comparison of the time at which RT and hy-
drodynamics of different particles is solved is important since the hydrodynamics for
all particles needs to be solved before the particle can proceed with its RT updates. So
the hydrodynamics update constitutes a barrier to proceed with further RT updates.
Consider for example the second RT update of Particle 2 and the second hydrody-
namics update of Particle 3 in Figure 12.10 should both occur on the global simulation
time t = 2∆t. The second RT update of Particle 2 and the third RT update of Particle 3
need to happen at the same time. For this to be possible, Particle 3 needs to have com-
pleted its second hydrodynamics update. However, this is not what a re-scheduling
approach can offer. How the RT sub-cycles would be executed with a rescheduling
approach is shown in Figure 12.11. The problem is the fact that the rescheduling ap-
proach requires all sub-cycles to be completed in the same global simulation step as
the hydrodynamics. The rescheduling approach can only repeat all the tasks which
have been run in the current simulation step, it can not and must not advance the
global simulation time. Otherwise, it would introduce anachronisms: Some particles
would be integrated further in time than their neighbors without correctly accounting
for the interactions with the neighbor particles. This leads to very incorrect results.
For example, radiation wouldn’t propagate past the particles which are active in that
particular simulation step.

This has the consequence that data which a sub-cycling RT update requires will not
be available at the time it needs to be executed. To make use of the previous example,
the second RT update of Particle 2 in Figure 12.10 would need to happen at global
simulation time t = 0 (right after the first RT update), while the third RT update of
Particle 3 is blocked by the second hydrodynamics update, which would still occur at
global simulation time t = 2∆t. However, these two RT updates should be happening
simultaneously, as illustrated in Figure 12.10. To illustrate the issue, both the case
of how sub-cycling is supposed to work as well as how the rescheduling approach
would execute it are shown in Figure 12.12. On the top of Figure 12.12, the intended
way of sub-cycling RT updates w.r.t hydrodynamics steps is shown. This is the same
as Figure 12.10, except that three RT updates which should occur simultaneously are
highlighted through arrows. At the bottom is how the sub-cycling with a rescheduling
approach would proceed. This is the same as in Figure 12.11, except that the same
updates as in the top row are highlighted with arrows of the same color as above. For
example, the magenta arrow connects the second RT update of Particle 1 with the third
RT update of Particle 2 in both plots. The problem with the rescheduler approach is
that RT updates like the highlighted ones cannot be performed simultaneously. On
one hand, all sub-cycles must be completed before the simulation step is finished, as in
the bottom plot. But the data these highlighted RT updates require won’t be available
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until the simulation progresses to a further step.

The two requirements to finish all sub-cycles during a single simulation step and to
have all data available updated to the correct time unfortunately contradict each other.
This can only be resolved by abandoning individual time step sizes for particles, which
is a necessity in order to be able to run cosmological simulations to completion. As
such, the rescheduling approach can’t be used for adequate sub-cycling, and we need
to turn to a different solution.

In order to facilitate sub-cycling alongside the use of individual time step sizes, a
secondary time marching scheme needed to be developed. To be more precise, a
regular simulation step in Swift always performs the following operations:

• Activate all tasks that are attached to a cell which is active in this step

• Launch the scheduler and execute all tasks according to the task dependency
graph

Each RT sub-cycle needs to perform these operations as well. However, during each
sub-cycle, only tasks from the RT block are activated and executed. In Figure 12.10,
such a simulation sub-cycle step corresponds to e.g. the update of Particle 3 at t = ∆t
and t = 3∆t, where nothing besides an RT step is required. In addition, the sub-
cycling scheme needs to be able to work concurrently alongside a normal step. Take
for example the case shown in Figure 12.10 at t = 2∆t. While Particle 3 has a full
hydrodynamics and RT update at that time, Particle 2 only does an RT update. So the
regular simulation step and the sub-cycling step need to be intertwined in order to
facilitate this functionality. This means that there are two classes of problems to solve:
First, sub-cycling steps between regular simulation steps need to be enabled. Second,
a sub-cycling step needs to be able to be performed during a regular simulation step.

Let’s look at the sub-cycling steps between regular steps first. To facilitate this func-
tionality, we can exploit some peculiarities of the radiative transfer. For example,
the RT doesn’t drift particles, and the signal velocity is always the (reduced) speed of
light. This has the consequence that during all sub-cycling steps, the particle’s RT time
step sizes always remain constant. In other words, we know exactly how many sub-
cycling steps we need to perform between two regular steps, and can simply perform
all the required sub-cycling steps in a loop. Each loop consists of first activating
the tasks attached to cells that contain particles which require an RT update in that
sub-cycle, and then launching the scheduler to execute all the active tasks according
to their respective dependencies. This launching procedure is essentially repeatedly
running regular steps for time steps determined by the sub-cycling steps, where only
RT related tasks are being activated and executed. One difference is a modified task
dependency graph (the modifications will be discussed further below) so the tasks
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t [∆t]
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

t [∆t]
0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

Particle 1
steps of 8∆t

Particle 2
steps of 4∆t

Particle 3
steps of 2∆t

2 RT substeps
of 4∆t

2 RT substeps
of 2∆t

2 RT substeps
of ∆t

Particle 1
steps of 8∆t

Particle 2
steps of 4∆t

Particle 3
steps of 2∆t

2 RT substeps
of 4∆t

2 RT substeps
of 2∆t

2 RT substeps
of ∆t

Figure 12.12. The evolution of three particles with different individual time step sizes and
two RT sub-cycles each using the rescheduling approach. Along the x-axis, the
time at which the entire simulation has been advances is shown in units of some
minimal time step size ∆t. Blue circles represent times at which the particles do
a hydrodynamics update. Green crosses represent the times of RT updates.
On the top, the intended way of sub-cycling RT updates w.r.t hydrodynamics
steps is shown. This is the same as Figure 12.10, except that three RT updates
which should occur simultaneously are highlighted through arrows.
Bottom: How the sub-cycling with a rescheduling approach would proceed. This
is the same as in Figure 12.11, except that the same updates as in the top row are
highlighted with arrows of the same color as above. For example, the magenta
arrow connects the second RT update of Particle 1 with the third RT update of
Particle 2 in both plots. The problem with the rescheduler approach is that RT
updates like the highlighted ones cannot be performed simultaneously. On one
hand, all sub-cycles must be completed before the simulation step is finished, as
in the bottom plot. But the data these highlighted RT updates require won’t be
available until the simulation progresses to a further step.
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related to radiative transfer can be executed without any other tasks, in particular
without hydrodynamics tasks and without the first MPI communication in the depen-
dency graph (send_xv and recv_xv). A second difference is that cells containing par-
ticles now need to keep track of additional time and time integration related variables
for radiative transfer in order to perform the time marching and integration correctly.
This will also be discussed in more detail further below. The launching procedure by
itself however is essentially the same as for a regular step.

Before looking into the specific case where a sub-cycle’s time coincides with a regular
step’s time, one minor addition to the task dependency graph and to the tracking of
time related variables of cells are already necessary, as mentioned above. In order to
facilitate the correct task activation, cells need to store both the minimal time step
size of any particle they contain, as well as the next smallest time any particle within
them will be active. Cells having this data readily available is a general requirement
for any physics, not something specific to RT or sub-cycling. However, in order to
decouple the integration times and time steps of radiative transfer from other physics,
the RT time steps and time step sizes need to be traced separately from other now.

At the end of a step (both a regular step and a sub-cycle), i.e. after all tasks have been
executed and all active particles have been updated, the cell information needs to be
updated accordingly as well to store the up-to-date minimal time step size within
them and the next smallest time any particle within them will be active. In regular
simulation steps, this is done in timestep tasks, where the new particle time step sizes
are also being computed according to the CFL condition (eq. 8.133 for hydrodynamics,
and eq. 12.47 for RT). Since the timestep tasks aren’t executed during sub-cycles,
a replacement task named “rt_advance_cell_time” needs to be added. Note that
rt_advance_cell_time tasks only update the cell metadata on the time step sizes
they contain, not the particles within the cells, as the time step sizes of particles don’t
change during sub-cycles. Similarly, a replacement for collect tasks, which propagate
the same time step metadata of a cell from the super level to the top level in the
cell tree hierarchy, is necessary, and has been added as “rt_collect” tasks. The
rt_advance_cell_time and rt_collect tasks are shown in the final task dependency
plot in Figure 12.13.

Now let’s turn to the case where a sub-cycling step overlaps with a regular simulation
step. Specifically, this means that during a regular simulation step some cells only
execute the RT block of tasks, while others do other physics as well. Complications
arise here because some key assumptions in Swift’s task dependency scheme are vio-
lated. In particular, it is assumed that a regular step in the context of hydrodynamics
always starts with particle drifts, after which particles are being sorted along the axes
of active neighbor cells. If a cell is foreign, its root of the task dependency graph starts
with a recv_xv task, where the (drifted) particle positions are being received from the
“real” cell. After the particle data is received, the cell is sorted along the axes of active
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neighbor cells. All this doesn’t take place if the cell in question is currently doing a
sub-cycle, not a regular simulation step. As particles are not drifted in RT sub-cycles,
there is no need to sort them. In the case of a sub-cycle being executed during a regu-
lar step, the root of the task dependency graph for a cell starts with either RT tasks, or
star tasks, provided there are neighboring cells which contain star particles. In other
words, the crucial recv_xv and sort tasks are skipped for foreign cells.

The missing recv_xv tasks are actually not a very big problem. Since communications
in Swift always send all particle data, the first communication in the RT block, the
recv_rt_gradient tasks, will ensure that up-to-date data is available. However, the
missing sort task needs to be compensated with a new rt_sort task which runs
after the recv_rt_gradient task is completed. Furthermore, the rt_sort task is only
activated if the regular sort task isn’t. Note that since particles aren’t drifted outside
of regular simulation steps, there is no need for sorts outside of sub-cycles which
coincide with regular simulation steps. The full task dependency graph required for
Gear-RT which includes sub-cycling is shown in Figure 12.13.

A final constraint that should be noted is that since the sub-cycling effectively works
like a secondary time stepping machinery, the same restriction for individual time
step sizes apply. In particular, the radiation time step sizes must be a power-of-two
fraction of the maximally permitted time step size. This requirement can be translated
to demanding that the number of RT sub-cycles a particle performs must be a power-
of-two fraction of its hydrodynamics time step size.
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Figure 12.13. The full task dependency graph required for radiative hydrodynamics and sub-
cycling with Swift. Gravity has been condensed into a single task. To update
cell times correctly, the rt_advance_cell_time and rt_collect tasks needed
to be added. Since with the sub-cycling a cell may be drifted during a main
step for a variety of reasons, the particles may not have been sorted due to no
particle being active in that cell in the current step. For this reason, an additional
rt_sorts task has been added, which is only activated if no regular sort task
has been run in the current regular step.
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13. Tests and Validation

This chapter presents a series of tests of Gear-RT. Section 13.1 is centered around
pure radiation transport using the Finite Volume Particle Methods, without any in-
teractions between radiation and the gas. In section 13.2.1 the various photon flux
injection methods previously outlined in Section 12.2.1 are tested. Sections 13.3 and
13.4 reproduce standard tests of radiation hydrodynamics set by the Iliev et al. (2006)
and Iliev et al. (2009) comparison projects, and the results of Gear-RT are compared
with results obtained by other radiation hydrodynamics codes which participated in
the comparison projects. More precisely, in Section 13.3, the radiation transport is
tested alongside the thermochemistry on static gas density fields, where, gas is only
permitted to heat and ionize due to the influence of radiation and any hydrodynamics
are neglected. Section 13.4 tests the full radiation hydrodynamics. Lastly, section 13.5
presents the perfomance gains though use of the sub-cycling.

Many initial conditions used in this Section as well as nearly all presented figures
made heavy use of the swiftsimio (Borrow and Borrisov, 2020) visualization and anal-
ysis python library.

13.1. Radiation Transport

13.1.1. Testing Riemann Solvers and Limiters

In this section, results of simple photon transport tests using varying Riemann solvers
and flux limiters are shown. The experiments are set up such that the radiation is only
advected, and doesn’t interact with the gas at all.

To test the photon transport in 1D, the following initial conditions are set up: (i) a
top hat function, (ii) a top hat function where the lower value is nonzero, and (iii) a
smooth Gaussian. The second top hat function with a nonzero lower value is used
to test for cases where the solution develops oscillations that would predict negative
energy densities if the lower limit were zero. In such cases Gear-RT would correct
them, i.e. set the energy density to zero. By having a nonzero lower value, these
instabilities will show up.
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Figure 13.1. Left: a top hat function; Center: a top hat function where the lower value is
nonzero; And Right: a smooth Gaussian initial energy density being advected
using the HLL Riemann solver (top row) and GLF Riemann solver (bottom row)
using various flux limiters.
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13.1. Radiation Transport

Figure 13.2. Propagation of a square with non-zero background energy density along the y-
axis using the GLF and HLL Riemann solver and various flux limiters. The top
figure shows (contours of) the initial conditions, the bottom figure shows the (con-
tours of the) results after the square propagated a full box length. The underlying
particles were distributed along a uniform grid.
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Figure 13.3. Propagation of a square with non-zero background energy density along the x-
axis using the GLF and HLL Riemann solver and various flux limiters. The top
figure shows (contours of) the initial conditions, the bottom figure shows the
(contours of the) results after the square propagated a full box length. The second
and third figure show intermediate steps, where the van Leer, MC, and superbee
limiters develop local maxima. The underlying particles were placed in a glass-
like distribution.
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13.1. Radiation Transport

Figure 13.4. Isotropic injection of radiation energy density from a central source evolved over
time using various limiters and both Riemann solvers. The top figure shows the
results using a regular particle distribution, the bottom figure shows the solution
on a glass-like particle configuration.
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Figure 13.1 shows the results using various limiters for both the HLL and GLF Rie-
mann solvers (see Section 12.2.3 for details). The results are virtually indistinguishable,
with the only exception of the “Gizmo” limiter (eqns. 8.123-8.130) being somewhat
more diffusive.

Figure 13.2 shows the propagation of a square along the y-axis with a non-zero back-
ground energy density using the two Riemann solvers and various limiters. In gen-
eral, the HLL solver indeed delivers less diffusive results, as it promised to do. The
“Gizmo” flux limiter however delivers much too diffusive results, despite being a more
sophisticated model. Due to its additional expense yet worse results, it shouldn’t be
used for the purposes radiative transfer.

Figure 13.2 used uniformly distributed particles as the underlying configuration. Us-
ing a glass-like file instead leads to similar results, which are shown in Figure 13.3
for a square being advected along the x-axis. Additionally, in the test shown in Fig-
ure 13.3, a zero background energy density is assumed. Looking at intermediate steps,
i.e. before the square transverses a full box length, some local maxima develop for the
van Leer, superbee and MC flux limiters, indicating that they do not make this method
truly TVD, and as such are not unconditionally stable. Hence I advise strongly against
the use of them, and to opt for the minmod limiter instead.1

Lastly, Figure 13.4 shows the results of radiation energy density being injected isotrop-
ically from a single central source and evolved over time using various flux limiters
and both Riemann solvers, using both a glass-like and a uniform underlying particle
configuration. In nearly all cases small deformities, i.e. deviations from perfect circles,
can be seen close to the source, but they even out with increasing distance. Notably
the HLL Riemann solver doesn’t show deformities nowhere nearly as strong as re-
ported in Rosdahl et al. (2013) even when using the uniform particle configuration.
The reason is that contrary to grid codes, which in 2D would only interact any cell
with its eight adjacent neighbors, Gear-RT uses more neighboring particles (∼ 15 in
this example for ηres = 1.2348 and the cubic spline kernel), leading to the improved
isotropy of the solution. The use of more neighbors compared to grid codes was in-
deed a motivation to make use of the HLL solver, which should perform better in
terms of creating shadows compared to the GLF solver, while the particle nature of
Gear-RT and the use of more neighbors can sidestep the anisotropies seen in grid
codes.

1It should be noted that due to these findings, the choice of the limiter is not given as a free parameter
to users, as it could lead to unstable results and crashes. The minmod limiter is taken by default.
However, changing the flux limiter is a simple exercise, and the functions of the other limiters de-
scribed in this work remain in the source code of Gear-RT. The choice of the Riemann solver remains
a free compile time parameter.
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13.1. Radiation Transport

Figure 13.5. Initial conditions for the order of accuracy test: A smooth Gaussian and a top hat
function.

13.1.2. Order of Accuracy

To demonstrate the order of accuracy of radiation transport solved by the finite volume
particle method, the same experiments as for the finite volume methods in Part I are
conducted. Two test cases are set up: One where the initial conditions are a top
hat function for the photon energy density, and one where the initial conditions are
a smooth Gaussian. The photon fluxes are assigned assuming the free streaming
limit F = cE, such that the analytical solution consists of the equivalent of linear
advection of the initial functions to the right. The gas isn’t allowed to interact with the
radiation. The initial setup is shown in Figure 13.5. The experiments are conducted in
one dimension, and with an increasing number of particles, as indicated in the plots
depicting the results.

A first test, intended to facilitate visual inspection of the results alongside the order of
accuracy of the method, keeps the simulation box size and end time constant, while
varying the number of particles, and hence the mean inter-particle distance. The
simulation box size is set up to be L = c× 1s, and the simulation runs until t = 1s is
reached. Figure 13.6 shows the resulting energy densities at t = 1s. In agreement with
the findings in Section 4.4, the results improve, i.e. are less diffusive and maintain the
original shapes better, with increasing particle numbers used. The resulting order of
accuracy along with a fit for the slopes are shown in Figure 13.7 of this setup, where
the errors in each simulation is estimated as
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Figure 13.6. The results of the order of accuracy test at t = 1s for varying number of particles
N used, as indicated in the legend, for a fixed box size L = c× 1s.

Err =

N
∑

i=1
|Ei,analytical − Ei|
N
∑

i=1
Ei,analytical

. (13.1)

Here i denotes the index of particles, and N is the total number of particles. The
slopes don’t reach the optimal values of −2 for the smooth Gaussian and −1 for the
discontinuous top hat function, respectively, because the runs with more particles also
require more time steps to reach the same end time, thus accumulating more one
step errors (compare with Section 4.4). Comparing the order of accuracy after a fixed
number of time steps for each number of particles N used leads to the anticipated
slopes of (nearly) −2 and −1, respectively, which is shown in Figure 13.8.

13.1.3. Testing the Drift Corrections

As explained in Section 12.2.1, since the radiative transfer is solved as if the particles
were static interpolation points, but the particles are moved along with the fluid, a
correction term needs to be applied when particles are drifted. In this section, I test
the validity of that approach.

To this end, first an experiment in one dimension is set up as follows. As before,
the photons aren’t allowed to interact with the gas, and are only transported. The
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13.1. Radiation Transport

Figure 13.7. Order of accuracy for Gear-RT with increasing particle numbers N, as indicated
in the legend, for simulations using the identical box size length L = c× 1s and
end time t = 1s. According to expectations for a second order accurate scheme,
the photon transport for the smooth Gaussian converges with a power of nearly
−1, while the exponent is reduced to −1/2 for the top hat function due to its
discontinuities. The slopes are best fits to the measurements (circles). Note that
the slopes aren’t −2 and −1, respectively, because in this setup, the simulations
with higher particle numbers N also need to perform more time steps to reach
the same end time t, and thus accumulating more one step errors over the course
of the run (compare with Section 4.4). The expected slopes of −2 and −1 are
achieved when keeping the number of time steps fixed as well, which is shown in
Figure 13.8.
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Figure 13.8. Order of accuracy for Gear-RT with increasing particle numbers. According to
expectations for a second order accurate scheme, the photon transport for the
smooth Gaussian converges with a power of nearly −2, while the exponent is
reduced to −1 for the top hat function due to its discontinuities. The slopes are
best fits to the measurements (circles).

Figure 13.9. Results of the photon transport in a scenario where the fluid has a velocity of
−0.3c in cases where particles are kept static (blue dots), when particles are
drifted, but no drift correction terms are applied (orange dots), when the drift
correction terms are applied (green dots), and when additionally 16 sub-cycles
have been used (red dots).
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Figure 13.10. Same as Figure 13.9, but testing various numbers of sub-cycles along with the
drift correction. While higher sub-cycle numbers give catastrophic results, 8 sub-
cycles still give adequate results, even though they are above the realistic limit of
4 sub-cycles for a fluid velocity of −0.3c.

Figure 13.11. Same as Figure 13.9, but with a fluid velocity of −0.03c instead of −0.3c. In this
case, even 128 sub-cycles don’t develop instabilities.

Figure 13.12. The evolution of the total energy densities of slightly adapted initial conditions
compared to what is shown in Figure 13.9, as indicated in the main text, where
the widths and amplitudes of the initial functions have been tweaked in an at-
tempt to introduce larger errors due to the approximate drift correction scheme.
The errors introduced by the approximate and not strictly conservative drift cor-
rection scheme remain within the order of the floating point precision, although
they accumulate systematically over the course of hundreds of thousands of per-
formed time steps, while remaining acceptably low.
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initial conditions are (i) a top hat function, (ii) a top hat function where the lower
value is nonzero, and (iii) a smooth Gaussian. The second top hat function with a
nonzero lower value is used to test for cases where the solution develops oscillations
that would predict negative energy densities if the lower limit were zero. In such cases
Gear-RT would correct them, i.e. set the energy density to zero. By having a nonzero
lower value, these instabilities will show up. The initial conditions are set up such
that the radiation has fluxes of F = cE, i.e. the free streaming limit, and the analytical
solution is equal to a linear advection with constant coefficients. The particles are
given a velocity in negative x direction, i.e. in the opposite direction of the photon
flux.

Figure 13.9 shows the result for a particle velocity of 0.3c. The following results are
shown:

• The blue dots show the results when particles are kept static.

• The orange dots show the results when particles are drifted, but no correction
terms are applied. Clearly the radiation has been carried away by the particle
drifts to the wrong position.

• The green dots show the results when particles are drifted along with the fluid,
and the correction terms discussed in Section 12.2.1 are applied. The results
agree very well with the static particle case (blue dots).

• Finally, the red dots show the results for when the drift corrections are applied,
and additionally 16 RT sub-cycles have been used. The discontinuities develop
an instability.

While the development of the instability with the sub-cycling may seem alarming at
first, it is in fact not a real problem. It develops because the sub-cycling allows for a
larger hydrodynamics time step, and hence a larger drifting distance. Because of the
larger drift distance, the gradient extrapolation then introduces new extrema which
the limiters aren’t able to keep in check any more. However, 16 sub-cycles are not a
realistic scenario, as the fixed number of 16 sub-cycles in this case was enforced. In
a real application, the number of sub-cycles would instead dynamically adjust itself
and be limited by the ratio of the speed of light to the particle velocity, in this case 4.
Indeed, Figure 13.10 compares the results for 1, 8, 16, and 32 sub-cycles, and the results
for up to 8 sub-cycles are perfectly adequate. Figure 13.11 shows the results with a
ten times lower fluid velocity of −0.03c, where even 128 sub-cycles show no trace of
an instability developing. Tests with similar setups in 2D confirm these findings, and
I conclude that using gradients of the radiation quantities to extrapolate their values
in order to deal with particle drifts is an adequate approach.

A caveat of the correction scheme for particle drifts is that the method to solve radia-
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tion transport is no longer strictly conservative. However, testing the radiation energy
density conservation explicitly by comparing the current total energy densities with
the initial ones shows that the introduced errors are negligibly small and within the
precision limits of the single precision floating point variables used to carry the ra-
diation fields. Figure 13.12 shows the results of such a comparison for a test similar
to the experiment setup previously described in this section: We transport two top
hat functions, one of which has a nonzero lower value, and a smooth Gaussian func-
tion. The amplitude of the Gaussian and the upper value of the top hat function have
been increased by a factor of 5, while their width has been reduced to take one fifth
of the box size in an attempt to produce sharper discontinuities which will require
more time for the diffusivity of the method to smooths them out significantly, there-
fore keeping steeper gradients for longer. Additionally, in an attempt to increase the
distances of each drift, the ratio of the speed of light to the gas (drift) velocity was set
to -40. Varying these parameters (amplitudes and widths of initial conditions, ratio
of speed of light to drift velocity), as well as the number of particles used all had
negligible effect on the outcome with regards to total energy conservation: The errors
remain within the precision limits of the floating point numbers (although they ac-
cumulate systematically over the course of hundreds of thousands of performed time
steps, while remaining acceptably low). As such, I deem the drift correction scheme
as appropriate for use without any further corrections or adaptations.

13.2. Testing Injection Models From Radiation Sources

13.2.1. Testing Flux Injection Models From Radiation Sources

In this section, three different ways of injecting radiation flux are tested, as mentioned
in Section 12.2.2. Contrary to mesh based codes, where the net injected flux from a
point source radiating isotropically inside a single cell always neatly sums up to zero,
Gear-RT is a particle based code, and radiation is injected into a group of particles.
This leaves us with some freedom to choose how exactly to inject the photon fluxes
onto the particles, while still maintaining that the vector sum of the injected fluxes
should remain zero to preserve isotropy. Three flux injection models are tested:

• The “no flux injection” model injects no radiation flux F, i.e. only energy density
is injected onto particles.

• The “full flux injection” model injects flux assuming an optically thin limit, i.e.
F = cE

• The “modified flux injection” model injects a linearly increasing amount of flux
with increasing distance starting with no flux and ending in the optically thin
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Figure 13.13. Radial profiles of the results of the Iliev 2 test (see Section 13.3.3 for details) for
varying flux injection methods and resolutions, as indicated in the legends, at
t = 2Myr (top) and t = 10Myr (bottom). The vertical dash-dotted lines show the
maximal radius at which energy and fluxes are injected from a source, which is
located at r = 0, for the various resolutions.
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Figure 13.14. Slice along the mid-plane of the results of the Iliev 2 test (see Section 13.3.3 for
details) for the “full flux injection” model (top) and the “no flux injection” model
(bottom) in the 1283 particle simulation at t = 10Myr. The “full flux injection”
model transports too much radiation energy density away from the innermost
regions of the box, leaving the immediate vicinity of the radiation source under-
ionized.
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limit F = cE at the distance 0.5H, where H is the maximal distance at which
energy and flux is injected. For distances above 0.5H, again the value of the
optically thin limit is taken.

Note that the anisotropy correction terms for the injection of energy density described
in Section 12.2.2 are also applied here for all flux injection models.

The test setup is identical to the Iliev 2 test, which is described in detail in Sec-
tion 13.3.3. For the scope of this section however, it suffices to note that the test
consists of a single ionizing source injecting photons into its uniform surroundings.
The temperature and ionization state of the gas is only modified through the influence
of the radiation, actual hydrodynamics are turned off.

Figure 13.13 shows the results at 2 Myr and at 10 Myr using various resolutions, rang-
ing from 163 to 1283 particles. The strongest deviations are within the region where
energy density is injected, i.e. within the compact support radius H of the source,
beyond which the solutions for all resolutions and flux injection methods converge
quickly.

The “full flux injection” model and the “modified flux injection” model are somewhat
problematic, as they leave a peak in neutral hydrogen fraction and a dip in temperature
very close to the source (which is located at r = 0), whereas the solution is expected
to be monotonously increasing in the neutral hydrogen fraction and decreasing in
the temperature, respectively. Essentially the immediate vicinity around the source
remains under-heated and under-ionized. The reason for this phenomenon lies in
the order of operators used in the operator splitting scheme to solve the equations of
radiative transfer: The photon transport is done before the thermochemistry. With a
flux corresponding to the free streaming limit, too much energy is being transported
away before it can heat and ionize the gas sufficiently in the thermochemistry step.
This is supported by the fact that the “no flux” model indeed delivers the best results.
The lack of ionization and heating in around the source can be seen very clearly in
Figure 13.14, where the a slice through the mid-plane of the box is shown for the
solution of the “full flux” and the “no flux” models. Additionally, Figure 13.14 shows
that the “full flux” model exacerbated anisotropies in the ionized region, adding a
further reason to prefer to avoid it.

With an increasing amount of flux injected into the gas, the gas heats up a little more
at large distances. The difference is negligible though, and decreases with increasing
resolution. As such, it is safe to conclude that the amount of flux injected from a single
source is not really relevant for regions far from the source. Indeed, even when inject-
ing only energy density and no flux at all particles “develop” a flux in the subsequent
time step (see Appendix E). Given how injecting zero flux leads to best results close to
the source, and to negligible differences far from the source, I recommend that model
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Figure 13.15. Profiles of the neutral hydrogen mass fractions and the gas temperature over
time for increasing power-of-two multiples of star time step sizes ∆t∗ compared
to the radiative transfer time step size ∆trt for initial conditions identical to the
Iliev Test 2 (see Section 13.3.3 for details). The colors of the lines represent a
specific ratio ∆t∗/∆trt, while the line widths and styles depict the results at
different times, as indicated in the legends.

to be used.2

13.2.2. Testing Different Time Step Sizes for Injection and Radiation
Transport

As mentioned before, particles are permitted to have individual time step sizes (which
must be multiples-of-two of some global minimal time step size). While this is true
for gas particles compared to each other, it is also true between star particles and gas
particles. This means that the photon injection step, which is determined by the star
particles’ time step sizes, can and will be performed less frequently3 than the photon
transport steps, who in turn are determined by the gas particles’ RT time step sizes

2In fact, the flux injection method is not left to users as a free parameter for Gear-RT, but the “no flux”
model is used as the default and only choice.

3In principle, the injection step can also occur more frequently than the transport step, but this is not a
situation we’d need to be concerned about at all. Star particles having time step sizes smaller than
radiative transfer time step sizes is not really a realistic scenario, and as such is not expected to occur
at all. If it does occur at any point, the injected energy density will just be added to the neighboring
gas particles several times instead of only once, where the total sum of the injected energy density
remains identical. So the injection of radiation energy density in the situation where a star particle
has a smaller time step size than its neighboring gas particles results in the identical outcome as if it
had the same time step size as the gas particles.
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Figure 13.16. Position of the radius of the ionization front, defined as the point where the
ionized hydrogen mass fraction is one half, over time for increasing power-of-
two multiples of star time step sizes ∆t∗ compared to the radiative transfer time
step size ∆trt for initial conditions identical to the Iliev Test 2 (see Section 13.3.3
for details). The right plot is the same as the left plot, but with a displacement
of 0.2kpc added between each ratio ∆t∗/∆trt so each individual line can be seen
clearly.

(see Section 12.2.2).

To test the influence of increasing time step sizes of star particles, I use the same setup
as in the previous section, which is also identical to the Iliev 2 test, described in detail
in Section 13.3.3. For the scope of this section however, it suffices to note that the test
consists of a single ionizing source injecting photons into its uniform surroundings.
The temperature and ionization state of the gas is only modified through the influence
of the radiation, actual hydrodynamics are turned off.

Figure 13.15 shows the resulting profiles of the neutral hydrogen mass fractions and
the gas temperature over time for increasing powers-of-two of star time step sizes
compared to the radiative transfer time step size. The profiles with time step ra-
tios ∆t∗/∆trt ≤ 32 agree quite well with each other save for the innermost region
r/L . 0.075, where smaller ratios find an increasingly lower neutral hydrogen mass
fraction. This is also the region closest to the radiation source, and it is to be ex-
pected that it would react the most sensitively to a change in the frequency of energy
density injection. The differences in the neutral hydrogen mass fraction for the ratios
∆t∗/∆trt ≤ 32 are rather small, with a maximum of a factor of ∼ 2 closest to the
source for ∆t∗/∆trt = 32, and the profiles become virtually identical at r/L & 0.075.
This distance is also roughly the compact support radius of the star particle, within
which particles are injected with radiation energy density, and in the context of ra-
dial profiles a rather poorly resolved region. As such, these differences are deemed
unproblematic.
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The situation is different for higher ratios ∆t∗/∆trt = 64 and 128. They show clear
differences to other profiles. In particular the ratio 128: At 0.5 Myr, it lags behind
other profiles. At 1 Myr, it has caught up with them again, only to lag behind again
at 1.5 Myr. This cycle repeats for later times as well. The situation becomes more clear
when we look at the evolution of the ionization front radius over this time span. The
ionization front radius is defined as the radius at which the ionized hydrogen mass
fraction is exactly half. It’s evolution through time is shown in Figure 13.16 for the
same ratios ∆t∗/∆trt as shown before. Here, the influence of the increasing time inter-
vals between two energy density injections is obvious. For larger time step size ratios,
the ionization front radius expands almost instantaneously after each injection, and
then remains static until the next injection occurs, leading to the step-like curves that
can be seen in Figure 13.16. The step sizes decrease proportionally to the decreasing
time step size ratios, and also decrease with the distance of the ionization front radius
from the source. For ∆t∗/∆trt = 8, the steps are only detectable at early times t < 0.5
Myr, while for ∆t∗/∆trt = 16, they are visible until t ∼ 2 Myr.

The step-wise ionization for higher time step size ratios (save for perhaps ∆t∗/∆trt =

128 in the vicinity of the center of the box) shows no signs of affecting the profiles on
small spatial scales, as evidenced by the smooth profiles shown in Figure 13.15, i.e.
they show no evidence of a wave-like propagation of the ionization front. However,
they clearly have an effect on larger scales. For example for the ratio ∆t∗/∆trt = 128,
after the first injection the ionization front jumps nearly instantly over a region of
∼ 0.5kpc, so essentially a region with diameter of 1kpc was ionized instantly. Clearly
that is a problem, and there is a need to restrict the star time step sizes according to
the local radiative transfer time step sizes. Following the results of Figure 13.16, the
upper threshold shouldn’t exceed ∆t∗/∆trt = 16, and probably needs to be lower for
more luminous sources of radiation. Throughout this work, it was sufficient to restrict
the time step sizes using a global upper limit for star particles time step sizes, such
that the injection is usually performed at the same rate as the radiation transport. A
more flexible way, where star particles also collect neighboring gas particles’ radiative
transfer time step sizes and limit theirs according to the neighbors’ values is left for
future work.

13.3. Radiation Transport And Thermochemistry

This section tests the radiative transfer and the thermochemistry following the stan-
dard tests set by the comparison paper Iliev et al. (2006) (hereafter IL6). They prescribe
a series of tests for static gas fields, i.e. all hydrodynamics is turned off. Radiation
hydrodynamics will be discussed in the subsequent section. The gas temperature and
internal energy is allowed to evolve due to present radiation fields (with the exception
of Test 1, where the temperature is kept constant).
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Unless noted otherwise, the default parameters used with Gear-RT are to use the
GLF Riemann solver, the minmod limiter, and the “no flux” flux injection model.4

Furthermore, the underlying particle distribution is glass-like. For both star and gas
particles, the smoothing length is determined by the default parameter ηres = 1.2348
(eq. 8.119). This choice results in ∼ 48 neighbors in 3D for the cubic spline kernel,
which was used for all tests without exception.

The reference solutions shown in this section are the solutions of the codes which
participated in IL6. Most of the participating codes, namely C2Ray (Mellema et al.,
2006b), CRASH (Ciardi et al., 2001; Maselli et al., 2003), RSPH (Susa, 2006), Zeus-MP
(Whalen and Norman, 2006), IFT (Alvarez et al., 2006), ART (Nakamoto et al., 2001),
FTTE (Razoumov and Cardall, 2005), and FLASH-HC (Rijkhorst et al., 2006), used
some variant of a ray tracing method to solve the radiative transfer. OTVET (Gnedin
and Abel, 2001) used a moment based method, but unlike Gear-RT, which uses the
M1 closure, it used the “Optically Thin Variable Eddington Tensor” (OTVET) closure
instead. Lastly, SimpleX (Ritzerveld et al., 2004) solved the equation of radiative trans-
fer along the connecting lines (Delauney tessellations) of sampling points placed on a
irregular, deformed mesh.

The reference solutions and prescribed initial conditions for the test are publicly avail-
able under https://astronomy.sussex.ac.uk/~iti20/RT_comparison_project/index.
html. The initial conditions to run all the tests described and shown in the subsequent
sections with Gear-RT are publicly available under https://github.com/SWIFTSIM/
swiftsim-rt-tools. In figures showing (radial) profiles of solutions, where a com-
parison with a multitude of reference solutions is sensible and manageable, all the
reference solutions will be shown as gray lines. One particular reference solution,
the one of the C2Ray code, will be highlighted throughout. C2Ray was selected for
two reasons: Firstly, C2Ray was one of the few codes whose reference solutions were
available for every presented test in both the Iliev et al. (2006) and Iliev et al. (2009)
papers. Secondly, C2Ray was also used as a reference in Rosdahl et al. (2013), and thus
presenting the solutions along with the same reference facilitates easier comparison by
eye between Gear-RT and Ramses-RT as well.

4Note that in the current implementation of Gear-RT, the “no flux” flux injection model and the min-
mod flux limiter are the default choices, and are not actually provided as free parameters to users.
Tests described in Sections 13.1.1 and 13.2.1 revealed possible problems with other choices in certain
circumstances, in particular possible instabilities for flux limiters other than the minmod limiter, and
as such could be dangerous to use carelessly. To prevent conceivable catastrophic failures, the choice
has been taken from users.
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Figure 13.17. Test 0: Single zone photo-heating and ionization with subsequent cooling and
recombination.

13.3.1. Iliev Test 0

Test 0 doesn’t involve radiative transfer, but tests only the photo-ionization and photo-
heating for a given radiation field. A single cell (or in the case of Gear-RT, particle)
containing only hydrogen gas with number density n = 1cm−3 and temperature T =

100K is subjected to a fixed photo-ionizing flux of F = 1012 photons/s/cm2 with a
blackbody spectrum for 0.5 Myr. During this time, the gas heats up and becomes
ionized. After the initial 0.5 Myr, the ionizing flux is turned off and the particle is
let to cool and recombine for further 5 Myr. Admittedly, this is a more of a test of
Grackle rather than of Gear-RT, but I show it nonetheless for completeness. The
resulting neutral fraction of hydrogen and the gas temperature over time are shown
in Figure 13.17 and show good agreement with the reference solutions.

13.3.2. Iliev Test 1

Test 1 consists of a single source emitting monochromatic (hν = 13.6eV) radiation
into an initially neutral uniform hydrogen gas with number density n = 10−3cm−3.
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Figure 13.18. Spherically averaged ionized and neutral fractions of hydrogen in Test 1, where
a single source emits monochromatic ionizing radiation with frequency hν =
13.6eV at 10, 30, 100, and 200 Myr, while the temperature is artificially held fixed
at T = 104K. The error bars are standard deviations.
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Figure 13.19. Slices through the mid-plane of the box of the ionized hydrogen mass fraction
in Test 1, where a single source emits monochromatic ionizing radiation with
frequency hν = 13.6eV at 10, 30, 100, and 200 Myr.
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Figure 13.20. Evolution of the I-front position and velocity over time for Test 1. Top: Evolution
of the I-front position over time, compared to the analytical position (eq. 13.2)
and reference solutions from other codes. Middle: Evolution of the I-front po-
sition over time, compared to the final Strömgren radius (eq. 13.4). Bottom:
Evolution of the I-front velocity.
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The temperature of the gas is being kept constant at T = 104K throughout the entire
simulation. The test in IL6 prescribe to put the ionizing source in the lower left corner
of the simulation box, and to use reflective boundary conditions along the three box
sides adjacent to the source. However, in order to avoid having to construct reflective
boundary conditions for Gear-RT, which is not a trivial matter with particles, I put
the source in the center of the box, and make the box have twice the size of what
is prescribed in IL6, which results in a box size of L = 13.2 kpc. I use a glass file
consisting of 1283 particles for the particle positions of the uniform gas. IL6 use 1283

cells, but with half the box size compared to the one used here, so the results presented
here will be at half the spatial resolution compared to the results in IL6.5 The ionizing
photon rate emitted by the source is Ṅγ = 5× 1048 photons/s. I reduce the speed of
light by a factor of 100. (The validity of this value for the reduced speed of light will
be verified in Test 2).

The expected solution should be an expanding HII region, known as a Strömgren
sphere. Assuming the ionization front (I-front) is infinitely sharp, the I-front radius
has an analytical solution given by

rI = rS(1− exp(−t/trec))
1/3 (13.2)

and its velocity is

vI =
∂

∂t
rI =

rS

3trec

exp(−t/trec)

(1− exp(−t/trec))2/3 (13.3)

where

rS =

[
3Ṅγ

4πα(T)n2
H

]1/3

(13.4)

trec =
1

αB(T)nH
(13.5)

are the Strömgren radius and the recombination time, respectively. αB(T) is the Case
B recombination rate of hydrogen. For T = 104K, αB = 2.59× 10−13cm3/s and Ṅγ =

5While in principle it would be possible to run the tests at the same resolution as in IL6, the results
obtained with the reduced resolution are perfectly sufficient to demonstrate the validity of Gear-RT,
and I opted to avoid the otherwise increased computational load of a factor of eight.
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5× 1048 photons/s, we have rS = 5.4 kpc and trec = 122.4 Myr.

Figure 13.18 shows the spherically averaged profiles of neutral fractions of hydrogen
at 10, 30, 100, and 200 Myr, while Figure 13.19 shows the slices through the mid-plane
of the box at the same output times. Gear-RT shows again good agreement with
the reference solutions. The position of the I-front radius, defined as the radius at
which the ion mass fraction is exactly 0.5, and velocity is shown in Figure 13.20, and
also agrees well with the reference solutions. At early times (t . trec) the ionization
front radius lags a little behind compared to the results of C2Ray, which is due to the
reduced speed of light used by Gear-RT. At later times, the I-front radius is ahead
of the analytical solution for most reference codes as well as for Gear-RT due to the
assumption of a sharp I-front used to derive the analytical solution. More precisely,
the analytical solution assumed that the I-front is a sharp discontinuity, and that the
HII region is fully ionized, which is not exactly the case. Indeed Pawlik and Schaye
(2008) have derived that the analytical equilibrium solution for the position of the I-
front defined as the radius at which the ionization is exactly half results in 1.05rS,
which is in good agreement with the results by Gear-RT and other codes shown in
Figure 13.20. In order to reproduce figures close to those presented in IL6 and Rosdahl
et al. (2013), I chose to keep the reference values as specified by IL6.

13.3.3. Iliev Test 2

Test 2 is very similar to Test 1, with the exception that gas is also allowed to heat up due
to the effects of radiation, whereas the gas temperature was held constant in Test 1, and
the source doesn’t emit monochromatic radiation, but follows a blackbody spectrum
(eq. 12.11) with temperature Tbb = 105K. The initially neutral uniform hydrogen gas
with number density n = 10−3cm−3 is given the initial temperature T = 100K. I
again use a box size twice the size prescribed by IL6 in order to avoid using reflective
boundary conditions, 1283 particles in a glass-like configuration, and reduce the speed
of light by a factor of 100. The ionizing flux is prescribed to be Ṅγ = 5× 1048 ionizing
photons/s. For three photon groups divided at the ionizing frequencies (eq. 11.32-
eq. 11.34), this translates to the group luminosities Li (see Appendix D):

Group 1 ν ∈ [3.288× 1015, 5.945× 1015] Hz L1 = 1.764× 104L� (13.6)

Group 2 ν ∈ [5.945× 1015, 13.157× 1015] Hz L2 = 3.631× 104L� (13.7)

Group 3 ν ∈ [13.157× 1015, ∞] Hz L3 = 8.037× 103L� (13.8)

Figure 13.21 shows spherically averaged profiles of the neutral fraction and the tem-
peratures at 10, 30, and 100 Myr along with reference solutions, while Figure 13.22
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Figure 13.21. Spherically averaged Ionized and neutral fractions of hydrogen and tempera-
tures in Test 2 at 10, 30, and 100 Myr solved with Gear-RT and the reference
solutions from IL6, where the solution of C2Ray has been highlighted. The error
bars are standard deviations.
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Figure 13.22. Slices through the mid-plane of the box of the ionized and neutral fractions of
hydrogen and temperatures in Test 2 at 10, 30, 100, and 200 Myr solved with
Gear-RT.
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Figure 13.23. The position of the ionization front for the Test 2 over 100 Myr with different
values for the reduced speed of light, as indicated in the legend, compared to
the expected analytical position given in eq. 13.2, along with the solution of
C2Ray, which assumed an infinite speed of light.

shows slices through the mid-plane of the box of the Gear-RT solution only. The re-
sults agree well with the reference solutions on the overall size of the ionized region
and its internal structure. Even for the reference solutions, there is a significant scatter
in the temperature profiles outside the HII region though. The reason behind this
phenomenon is the way the different codes handle multi-frequency, and in particular
spectral hardening. Photons at higher frequencies also deposit more energy during
an ionization event. However, the photo-ionization cross sections also decrease with
increasing frequency (see Figure 11.2). Since the photon energies in Gear-RT are av-
eraged over the frequency bin, frequencies past the peak of the blackbody spectrum
will tend to be grouped along with higher averaged ionization cross sections. This
results in too much energy of the high frequency photons being absorbed too early
compared with what should happen when frequencies are treated individually. To
illustrate this effect, Figure 13.25 shows the result at 10 Myr for 1, 3, and 10 photon
frequency groups used. Specifically, for the simulation with a single photon group,
the following luminosity was used:

Group 1 ν ∈ [3.288× 1015, ∞] Hz L1 = 6.198× 104L� (13.9)

For the 10 photon group run, the following values were used:
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Figure 13.24. Evolution of the I-front position and velocity over time for Test 2. Top: Evolution
of the I-front position over time, compared to the analytical position of Test 1
(eq. 13.2). Middle: Evolution of the I-front position over time, compared to the
final Strömgren radius (eq. 13.4). Bottom: Evolution of the I-front velocity.
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Figure 13.25. Spherically averaged ionized and neutral fractions of hydrogen and tempera-
tures of Test 2 at 10 Myr for 1, 3, and 10 photon frequency groups used. With
an increasing number of groups, the approximation becomes more accurate and
closer to treating frequencies individually. The average ionization cross sections
are treated more accurately, and high energy photons have lower interaction
rates, as they should. The high energy photons are then able to reach regions
further from the source, where they can heat the gas.

Figure 13.26. Spherically averaged ionized and neutral fractions of hydrogen and helium of
Test 2 at 10 Myr for a gas composed of 75% hydrogen and 25% helium. The
solution of Gear-RT are colored points. The reference solutions are from the
TT1D code (Pawlik and Schaye, 2011, dashed lines) and SPHM1RT (Chan et al.,
2021, gray points).
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Group 1 ν ∈ [3.288× 1015, 6.576× 1015] Hz L1 = 2.221× 104L� (13.10)

Group 2 ν ∈ [6.576× 1015, 9.864× 1015] Hz L2 = 2.020× 104L� (13.11)

Group 3 ν ∈ [9.864× 1015, 13.152× 1015] Hz L3 = 1.153× 104L� (13.12)

Group 4 ν ∈ [13.152× 1015, 16.440× 1015] Hz L4 = 5.122× 103L� (13.13)

Group 5 ν ∈ [16.440× 1015, 19.728× 1015] Hz L5 = 1.952× 103L� (13.14)

Group 6 ν ∈ [19.728× 1015, 23.016× 1015] Hz L6 = 6.705× 102L� (13.15)

Group 7 ν ∈ [23.016× 1015, 26.304× 1015] Hz L7 = 2.140× 102L� (13.16)

Group 8 ν ∈ [26.304× 1015, 29.592× 1015] Hz L8 = 6.461× 101L� (13.17)

Group 9 ν ∈ [29.592× 1015, 32.880× 1015] Hz L9 = 1.869× 101L� (13.18)

Group 10 ν ∈ [32.880× 1015, ∞] Hz L10 = 7.158L� (13.19)

With an increasing number of groups, the approximation becomes more accurate and
closer to treating frequencies individually. The averaged ionization cross sections are
treated more accurately, and high energy photons are able to reach regions further
from the source, where they can heat the gas.

Figure 13.24 shows the evolution of the I-front position and velocity compared to ana-
lytical values taken from Test 1. Gear-RT’s results agree with the reference solutions,
although both the I-front position and velocity tend to be towards the higher end,
especially at late times.

This test setup is also convenient to demonstrate the validity of the reduced speed
of light approach. Figure 13.23 shows the propagation of the I-front radius using
decreasing values for the speed of light along with the solution of C2Ray, which
assumed an infinite speed of light. The I-front radius using a factor of 100 to reduce
the speed of light, which was used in Test 2 and Test 1, is nearly identical with the
radius of the I-front when the factor 10 was used as well as with the solution of C2Ray,
although it lags a little behind in early times, which is to be expected. A factor of 1000
however is shown to be too large of a reduction.

Finally, to demonstrate the thermochemistry involving helium as well, Figure 13.26
shows the solution of the same test with a gas composed of 75% hydrogen and 25%
helium at 100 Myr, with reference solutions of the TT1D code (Pawlik and Schaye,
2011) and SPHM1RT (Chan et al., 2021).

280



13.3. Radiation Transport And Thermochemistry

Figure 13.27. Slice along the mid-plane of Test 3 at 5 Myr (top) and 15 Myr (bottom) using both
the GLF and the HLL Riemann solver, compared with the reference solution of
the C2Ray code.
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Figure 13.28. Left: Line cuts of the ionized and neutral fraction along the axis of symmetry
through the center of the clump. Right: Line cuts of the temperature along the
axis of symmetry through the center of the clump. Results are shown at times
t = 1, 3, and 15 Myr for Gear-RT using the HLL and the GFL Riemann solver,
for C2Ray, and for other references.
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Figure 13.29. Slice along the mid-plane of Test 3 at 5 Myr and 15 Myr for initial conditions
where particles have equal masses, and hence a higher number of particles are
placed inside the clump than outside. This is a more adequate setup for parti-
cle simulations than setting particles with regular distances, as is done in Fig-
ure 13.27. This simulation was however produced using a lower resolution of
∼ 643 particles. The neutral gas along the edges in the solution of Gear-RT arise
due to projection effects of the boundary particles, which form an additional
layer around the box and “swallow” all radiation that would escape the box.
The reference solution on the right is from the C2Ray code.
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Figure 13.30. Left: Line cuts of the ionized and neutral fraction along the axis of symmetry
through the center of the clump. Right: Line cuts of the temperature along
the axis of symmetry through the center of the clump. Results are shown at
times t = 1, 3, and 15 Myr for initial conditions where particles have equal
masses, and hence a higher number of particles are placed inside the clump
than outside, using ∼ 643 particles, as well as when using unequal masses, but
regular distances. Using equal particle masses, which is a more adequate choice
for particle simulations, significantly improves the self-shielding of the dense
clump.284
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Figure 13.31. Slice along the mid-plane of Test 3 at 1 Myr and 5 Myr for initial conditions
where particles are placed in a glass-like distribution (left) and on a uniform
grid (middle) using the HLL Riemann solver. The reference solution on the right
is from the C2Ray code. Particles being placed on a uniform grid improves the
formation of the shadow behind the dense clump, since the perfectly perpen-
dicular particle placement w.r.t. to the direction of the radiation minimizes the
diffusion in the perpendicular direction.
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13.3.4. Iliev Test 3

This test examines the self-shielding of a dense gas clump and the formation of a
shadow. The simulation box has a size of 6.6 kpc. A spherical cloud of gas with radius
rcloud = 0.8 kpc is placed centered at (5, 3.3, 3.3) kpc. The surrounding hydrogen gas
has an number density of nout = 2× 10−4cm−3 and temperature Tout = 8000K. The
cloud is given a number density of Tcloud = 40K and number density of ncloud =

200nout. A constant flux of F = 106 photons / s / cm2 following a blackbody spectrum
with temperature Tbb = 105K is injected from the x = 0 plane of the box. I again use
three photon frequency intervals split at the photo-ionizing frequencies of hydrogen
and helium, leading to the same source radiation luminosities as given in eqs. 13.6-
13.8. The speed of light was reduced by a factor of 8 (compared to 100 in Test 1 and 2)
so that the radiation emitted at the x = 0 plane would reach the clump before the first
snapshot at 1 Myr as prescribed by IL6. The particle distribution remains glass-like; In
order to achieve the correct densities in- and outside of the clump, the particle masses
were modified accordingly.

This test displays a known shortcoming of moment based radiative transfer, which is
its inability to form shadows correctly. While the clump in this test is still composed
of neutral hydrogen, a shadow should form behind it. The formation of shadows is
limited because the radiation, which is being treated similar to a fluid, can diffuse into
regions where light rays wouldn’t. We thus test the two different Riemann solvers
described in Section 12.2.3: The inexpensive GLF solver, and the HLL solver, which
promises to be less diffusive than the GLF solver (Rosdahl et al., 2013; González et al.,
2007).

Figure 13.27 shows a slice of the mid-plane of the box at 5 Myr and at 15 Myr for both
the GLF and the HLL Riemann solver, along with a reference solution of the C2Ray

code. The HLL solver indeed improves the formation of the shadow. Figure 13.28
shows line cuts of the neutral hydrogen mass fraction and the temperature along the
axis of symmetry of the clump at 1, 3, and 15 Myr. The improved shadow formation
with the HLL solver can be seen in the temperature profile remaining at the initial
8000K behind the clump, i.e. at x/L ≥ 0.9.

The line cuts in Figure 13.28 clearly reveal a further issue with the solution obtained by
Gear-RT: The ionization front penetrates much further into the dense clump than the
reference solutions. The reason for this phenomenon lies in particle nature of Gear-
RT, and the number of neighbors used. While mesh-based codes would typically only
exchange fluxes between adjacent cells, FVPM exchange fluxes between ∼ 40 − 50
neighboring particles. If these 40 − 50 neighbors were arranged on a regular grid
around the particle, this would correspond to about 2 neighboring particles on each
side, and the diffusion can propagate further compared to grid codes. The diffusivity
of the method in this case can be expected to be much worse than with a mesh-based
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code, and the ionization front can propagate too fast.

However, the setup in Figure 13.27 and Figures 13.28 is sub-optimal for particle codes
like Gear-RT. To mimic the prescribed test setup, particles were distributed uniformly
(in a glass-like manner), and, more importantly with regard to the currently discussed
issue, assigned different masses such that the correct densities are reproduced. A
more adequate representation would be to use particles of equal masses, and adapt
their positions to reproduce the correct densities. So in this case, much more particles
would be positioned inside the clump compared to the outside region.

The results using such a setup with the GLF solver are shown in Figure 13.29, albeit
with a resolution of only ∼ 643 particles in total. Figure 13.30 shows the line cuts of
the neutral hydrogen mass fraction and the temperature along the axis of symmetry of
the clump at 1, 3, and 15 Myr, comparing the results to the ones using unequal particle
masses (but somewhat regular inter-particle distances). The improvement in the self-
shielding when using particle number densities rather than masses to represent the
dense clump is evident. The formation of the shadow however isn’t improved, and is
in fact worsened, since in order to keep roughly the correct total number of particles,
the rarefied region behind the clump is now sampled through fewer particles.

A contributing factor to the inadequate shadow formation with Gear-RT is the fact
that it uses particles as the underlying discretization method. In general, the parti-
cle distribution will not be regular. The exchange of fluxes (in the hyperbolic sense)
between particles not perfectly aligned with the direction the radiation propagates in
will lead to radiation diffusing perpendicularly to the direction of propagation, lead-
ing to reduced shadows as seen in Figures 13.27-13.30. This can be readily verified
by repeating the test using a particle configuration distributed along a uniform grid.
The results of such a setup are shown in Figure 13.31, where the shadow is indeed
improved. However, the diffusivity of the method will never be able to be fully elimi-
nated, due to several reasons. Firstly, there will always be neighboring particles which
aren’t perfectly aligned with the direction of propagation of the radiation, even on a
perfectly uniform particle grid. Secondly, the diffusivity of the method is also due to
the nature of the M1 closure, and as such can’t be fully eliminated. And finally, numer-
ical diffusion is a necessary component of the underlying numerical method, which
for FVPM enters the equation in the form of discretization errors and flux limiters.

13.3.5. Iliev Test 4

In this test, a cosmological density field extracted from a simulation is being heated
and ionized by 16 sources placed at the positions of the most massive halos, and
given a luminosity proportional to the halo mass M. More precisely, the luminosity is
assigned assuming that each source lives for ts = 3 Myr and emits fγ = 250 ionizing
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Figure 13.32. Slice through the mid-plane of the box of the solution to Test 4 at 0.1 Myr. Con-
tour lines for neutral hydrogen fractions of 0.5 (solid lines) and 10−5 (dashed
lines) are shown on the left. On the right, contour lines for temperatures of 104K
(dashed lines) and 4× 104K (solid lines) are shown. The solutions of Gear-RT
(orange lines), Gear-RT with an increased speed of light by a factor of 100 (blue
lines) are plotted, along with the reference solution of the C2Ray code (green
lines).

Figure 13.33. Slice through the mid-plane of the box of the solution to Test 4 at 0.8 Myr. Con-
tour lines for neutral hydrogen fractions of 0.5 (solid lines) and 10−5 (dashed
lines) are shown on the left. On the right, contour lines for temperatures of 104K
(dashed lines) and 4× 104K (solid lines) are shown. The solutions of Gear-RT
(orange lines), Gear-RT with an increased speed of light by a factor of 100 (blue
lines) are plotted, along with the reference solution of the C2Ray code (green
lines).
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Figure 13.34. Histograms of the neutral hydrogen fraction and the temperature of the entire
simulation box at times t = 0.05 Myr, 0.2 Myr, and 0.4 Myr solved with the
normal speed of light, and the speed of light increased by a factor of 100.
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photons per atom during its lifetime, resulting in

Ṅγ = fγ
Ωb

Ω0

M
mp

1
ts

(13.20)

where mp is the proton mass, and the cosmological density parameters Ω0 = 0.27
and Ωb = 0.043 were used. The spectrum of the emitted radiation source is again
taken to be a blackbody spectrum with effective temperature Tbb = 105K. I split the
spectrum into three frequency intervals at the photo-ionizing frequencies of hydrogen
and helium, as given in eqns. 13.6-13.8. The simulation was extracted on a 1283 grid
at high redshift z ∼ 9 for a box size of 500 h−1 co-moving kpc. For this test, particles
are also arranged on a uniform grid, and given the appropriate mass to reproduce the
density field prescribed by IL6. I again use three photon frequency intervals split at
the photo-ionizing frequencies of hydrogen and helium, leading to the same source
radiation luminosities as given in eqns. 13.6-13.8.

Figure 13.32 shows the results of Gear-RT compared with the results of C2Ray results
at 0.1 Myr, while Figure 13.33 shows the results at 0.4 Myr. In agreement to the
findings in Rosdahl et al. (2013), the ionization fronts appear to propagate slower for
Gear-RT, which is likely due to the assumption of infinite speed of light used by the
ray tracing reference code C2Ray. Following the approach of Rosdahl et al. (2013), I
also re-run the test with the speed of light increased by a factor of 100 to approximate
the infinite speed of light for a comparison with the reference solution of C2Ray, the
results of which are also shown in Figure 13.32 and 13.33.

Especially at the early times like in Figure 13.32 increasing the speed of light by a
factor of 100 matches the results of C2Ray quite well. C2Ray however develops more
distinct features in the ionization front, which is likely due to the diffusivity of the
FVPM and the M1 closure’s difficulties to capture shadows.

Figure 13.34 shows histograms of the neutral hydrogen fraction and the gas tempera-
ture at 0.05 Myr, 0.2 Myr, and at 0.4 Myr. They confirm the previous findings: Increas-
ing the speed of light by a factor of 100 leads to results very similar to the reference
solutions, and nearly identical histograms of neutral hydrogen mass fractions at early
times. The peak of the temperatures however vary between Gear-RT and reference
solutions due to the individual treatment of multi-frequency and the resulting differ-
ences in the treatment of spectral hardening. Nonetheless, the solution obtained with
Gear-RT agrees fairly well with reference solutions.
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13.4. Radiation Hydrodynamics

This section tests the radiative transfer and the thermochemistry following the stan-
dard tests set by the comparison paper Iliev et al. (2009) (hereafter IL9). These tests
now involve hydrodynamics in addition to the radiative transfer and thermochem-
istry. The reference solutions shown in this section are the solutions of the codes
which participated in the comparison project, whose features are summarized in Ta-
ble 1 of IL9. Most of these codes, namely C2Ray+Capreole (Mellema et al., 2006b,a),
C2Ray+TVD (Mellema et al., 2006b; Trac and Pen, 2004), HART (Kravtsov et al., 1997,
2002; Gnedin et al., 2009), Zeus-MP (Whalen and Norman, 2006), Coral (Mellema
et al., 1998; Shapiro et al., 2004), Flash-HC (Rijkhorst et al., 2006), and Enzo-RT (Nor-
man et al., 2007) solved both radiative transfer and the hydrodynamics on meshes,
either on uniform or adaptive ones. RH1D (Ahn and Shapiro, 2007) uses Lagrangian
spherical shells instead, and was created to solve spherically symmetric problems.
Licorice (Baek et al., 2009) used a grid for radiative transfer, but SPH for hydrody-
namics, while RSPH (Susa, 2006) used SPH for hydrodynamics and a particle-based
ray-tracing method for the radiation transport. Furthermore, with the exception of
HART, which used the variable eddington tensor closure for the moments of the equa-
tion of radiative transfer, and Enzo-RT, which used the flux limited diffusion method
(which only uses the zeroth moment of the equation of radiative transfer), all other
participating codes used some form of ray-tracing to solve the radiation transport.

Unless noted otherwise, the default parameters used with Gear-RT are again to use
the GLF Riemann solver, the minmod limiter, and the “no flux” flux injection model.
The underlying particle distribution is glass-like. For both star and gas particles, the
smoothing length is determined by the default parameter ηres = 1.2348 (eq. 8.119). This
choice results in ∼ 48 neighbors in 3D for the cubic spline kernel, which was used for
all tests without exception. The default reduced speed of light was c̃r = 0.01c.

13.4.1. Iliev Test 5

This test prescribes the classical HII region expansion in an initially uniform gas. Like
in Tests 1 and 2, radiation is injected from a single source, which I place in the center
of the box to avoid needing reflective boundary conditions along the box faces, and
take a box size twice the prescribed size to a total of 30 kpc. The gas is hydrogen
only with a number density of n = 10−3cm−3 and initial temperature of 100K. The
resolution is 1283 particles, which compared to the 1283 cells used in IL9 leads to half
the spatial resolution due to the doubled box size in my simulation. The spectrum of
the source is taken to be a blackbody spectrum with temperature Tbb = 105K, which I
again split into three frequency intervals following eqs. 13.6-13.8.
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Figure 13.35. Spherically averaged profiles of the Test 5 problem at 10 Myr, 100 Myr, and
200 Myr. Shown are the neutral hydrogen fraction, the ionized hydrogen frac-
tion, the temperature, pressure, and local Mach number of the gas. Shown
are the solution of Gear-RT and reference solutions from the IL9 paper, with
C2Ray+Capreole highlighted. The error bars are standard deviations.292
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Figure 13.36. Evolution of the I-front position and velocity over time for Test 5. Top: Evolution
of the I-front position over time, compared to the analytical position Bottom:
Evolution of the I-front velocity. Shown are the solution of Gear-RT and refer-
ence solutions from the IL9 paper, with C2Ray+Capreole highlighted.
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Figure 13.37. Slice across the mid-plane for the Iliev Test 5 with Gear-RT at 100 Myr (top)
and 500 Myr (bottom). Shown are the neutral hydrogen fraction, the ionized
hydrogen fraction, the temperature, pressure, and local Mach number of the gas.
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Figure 13.38. Spherically averaged profiles of the Test 5 problem at 200 Myr both with and
without sub-cycling, and with and without drifting particles. Shown are the
neutral hydrogen fraction, the ionized hydrogen fraction, the temperature, pres-
sure, and local Mach number of the gas, as well as the relative difference of the
results when comparing with the run without sub-cycles.
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Figure 13.35 shows spherically averaged profiles of the neutral hydrogen mass fraction,
the ionized hydrogen mass fraction, the gas number density, the gas temperature,
pressure, and Mach number at different times. Figure 13.36 shows the position and
velocity of the ionization fronts over time. They agree quite well with the reference
solutions. Figure 13.37 shows the slices through the mid-plane at 100 Myr and at 500
Myr, and demonstrates that Gear-RT is able to grow nicely symmetrical Strömgren
spheres.

As the first test which includes hydrodynamics, it offers a good opportunity to val-
idate the sub-cycling approach. Figure 13.38 shows the solution to this test problem
at 200 Myr performed in four different ways: The particles can either be forced to
remain static, or be used in a Lagrangian manner, which is the default behavior. Both
these approaches are tested with and without sub-cycling, and the results and their
relative differences compared to the solution with Lagrangian particles and without
sub-cycling are plotted.

The sub-cycling indeed introduces a difference in regions very close to the source,
which is located at r = 0. This is to be expected, as in terms of spherical averaged
profiles, this is a poorly resolved region that contains only a few particles. However,
comparing to reference solutions, these differences are all in an acceptable range, and
as such not deemed as an issue. A second set of differences can be seen around the
region where the shock is currently located, which in Figure 13.38 is located around
r/L ∼ 0.5. However, the sub-cycling has virtually no effect there. Instead, the differ-
ences are dominated by whether the particles are Lagrangian or static. This is to be
expected, as the Lagrangian mode should allow the shock to be better resolved, as the
particles’ positions will also be compressed close to the shock front. Indeed, looking
at the density profile, the two peaks around r/L ∼ 0.5 are less pronounced when the
particles are forced to be static.

13.4.2. Iliev Test 6

This test is similar to the Test 5, but uses an inhomogeneous initial gas density of

n(r) =

{
n0 if r ≤ r0

n0
r0
r2 if r ≥ r0

(13.21)

with n0 = 3.2cm−3 and r0 = 91.5 pc. The box size is 0.8 kpc, which is again doubled
in my simulation. The gas has an initial temperature of T = 100K. The radiation
source has a blackbody spectrum with temperature Tbb = 105K and emits 1050 ionizing
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Figure 13.39. Slice across the mid-plane for the Iliev Test 6 with Gear-RT at 3 Myr (top) and 10
Myr (bottom). Shown are the neutral hydrogen fraction, the ionized hydrogen
fraction, the temperature, pressure, and local Mach number of the gas. Some
anisotropies develop at later times because the stronger shock (compared to the
previous tests) from the photo-heating advects too many particles away from the
inner region, leaving the central regions poorly resolved. The anisotropies are
reflected in the comparatively much bigger error bars in the profiles of these
quantities in Figure 13.40.
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Figure 13.40. Spherically averaged profiles of the Test 6 problem at 1 Myr, 10 Myr, and 25
Myr. Shown are the neutral hydrogen fraction, the ionized hydrogen fraction,
the temperature, pressure, and local Mach number of the gas. The error bars are
standard deviations.
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Figure 13.41. Evolution of the I-front position and velocity over time for Test 6. Top: Evolution
of the I-front position over time, compared to the analytical position Bottom:
Evolution of the I-front velocity.
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photons per second, which is a larger emission compared to the previous tests by a
factor of 20. The aim of this test is to study the initial transition of the I-front from R-
type, where the I-front propagates much faster than the gas’ response to it, to D-type,
in which case the I-front propagates at about the same velocity as the gas, and back
to R-type. The initial transition from R-type to D-type occurs during the growth of
the Strömgren sphere, which in this test’s setup occurs at ∼ 70pc, i.e. inside the core
with a flat density profile. The acceleration back to an R-type I-front occurs due to the
decreasing density after the I-front has reached the region of the density profile with
the steep gradient.

Figure 13.39 shows slices through the mid-plane of the box of the solution at 1 Myr,
10 Myr, and 25 Myr. The neutral hydrogen fraction, the ionized hydrogen fraction, the
temperature, pressure, and local Mach number of the gas are shown. In this test, Gear-
RT was unable to maintain a perfectly symmetrical spherical expansion of the I-front
at later times, which can be seen particularly well in the slice at 25 Myr for the ionized
hydrogen mass fraction and the mach number. Figure 13.40 shows the spherically
averaged profiles of the same quantities and at the same times as Figure 13.39. The
anisotropies can be seen in the profiles in Figure 13.40 as comparatively much larger
error bars close to the ionization front, which show the standard deviation, compared
to the results from previous tests. The reason for the anisotropies forming is that
compared to the previous tests, the heating and the resulting shock in this test was
much stronger, which lead to most particles being drifted away from the central region
behind the I-front, leaving the region poorly resolved. Indeed at 25 Myr, where the I-
front is at r/L ∼ 0.75, only about 6.8% of the total number of particles remained within
r/L ≤ 0.75, whereas the initial fraction of particles within the same radius was 22.1%.
The low sampling can be seen particularly well in the noisy Mach numbers at 10 and
25 Myr. At 25 Myr, only ∼ 2500 particles, or 0.1% of the total number of particles,
remained within the region r/L ≤ 0.4, leading to the noisy results. Aside from that,
the results of Gear-RT once again agree fairly well with the reference solutions. This
is also the case for the positions and velocities of the ionization front over time, which
are shown in Figure 13.41.

13.4.3. Iliev Test 7

This test is set up the same way as Test 3 (Section 13.3.4): A uniform overdense clump
is placed in an otherwise uniform background density, and a plane-parallel front of
radiation is emitted from the x = 0 plane of the box. As in Test 3, the simulation
box has a size of 6.6 kpc. A spherical cloud of gas with radius rcloud = 0.8 kpc is
placed centered at (5, 3.3, 3.3) kpc. The surrounding hydrogen gas has an number
density of nout = 2× 10−4cm−3 and temperature Tout = 8000K. The cloud is given a
number density of Tcloud = 40K and number density of ncloud = 200nout. A constant
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Figure 13.42. Slices through the midplane of the box for the Iliev 7 test at 3, 10, and 25 Myr
using the GLF Riemann solver. Shown are the neutral hydrogen fraction, the
ionized hydrogen fraction, the temperature, pressure, and local Mach number of
the gas.
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Figure 13.43. Slices through the midplane of the box for the Iliev 7 test at 1, 10, and 50 Myr
using the HLL Riemann solver. Shown are the neutral hydrogen fraction, the
ionized hydrogen fraction, the temperature, pressure, and local Mach number of
the gas.

302



13.4. Radiation Hydrodynamics

Figure 13.44. Line cuts along the axis of symmetry of the neutral hydrogen fraction, the ion-
ized hydrogen fraction, the temperature, the pressure, and the local Mach num-
ber for the Iliev 7 test at 1, 10, 25, and 50 Myr for Gear-RT using the HLL and
the GLF Riemann solver, for C2Ray+Capreole, and for other references.
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flux of F = 106 photons / s / cm2 following a blackbody spectrum with temperature
Tbb = 105K is injected from the x = 0 plane of the box. The reduced speed of light
used was c̃r = 0.125c so that the incoming radiation can reach the clump before the
first required snapshot at 1 Myr.

In contrast to test 3, this test allows for the evolution of the hydrodynamics. As a
consequence, the initially dense cold clump is slowly evaporated due to the incoming
radiation. As was done in Test 3, I present results for Gear-RT using both the HLL
and the GLF Riemann solvers. Figure 13.42 shows slices through the mid-plane of
the box at 3, 10, and 25 Myr using the GLF solver, while Figure 13.43 shows the
same for the HLL solver. A more quantitative comparison is shown in Figure 13.44,
where a line cut along the axis of symmetry of the neutral hydrogen mass fraction, the
ionized hydrogen mass fraction, the hydrogen number density, the gas temperature,
pressure, and the Mach number are shown and compared to reference solutions at 1
Myr, 10 Myr, 25 Myr, and 50 Myr. Just as was found in Test 3, the moment based
method which Gear-RT uses fails to produce sharp shadows and the region behind
the clump (r/L & 0.9 at 1 Myr) heats up and ionizes, where reference solutions find
the background gas to be still in the initial state. Again the HLL solver is confirmed
to perform better at maintaining the direction of the radiation, and in providing less
diffusive results in that region. As for the hydrodynamics, the results of Gear-RT
largely agree with the reference solutions. Gear-RT finds somewhat broader peaks
in the Mach number profiles at early times, but with smaller maximal values, and
can be attributed to both the more diffusive nature of the FVPM and the moment
based RT method used. The broadening on the gas velocities results in the front of the
cloud material being transported towards r/L = 0 a bit faster than for the reference
solutions, as can be seen in the profiles of later times. Aside from that, Gear-RT is
shown to perform reasonably well again.

13.5. Sub-Cycling Performance

To demonstrate the benefits of the sub-cycling scheme, the same setup as the Iliev
5 test (Section 13.4.1) is used and evolved to 10 Myrs with varying numbers of sub-
cycles. However, instead of a gas consisting only of hydrogen, a gas composed of 75%
hydrogen and 25% helium by mass fractions is used. Figure 13.45 shows the results
of the gas mass fractions and gas temperatures for different numbers of sub-cycles.
The differences are small, and mainly situated in the poorly resolved region close to
the radiation source at r = 0, where the influence of delayed particle drifts due to an
increased number of sub-cycles is most influential.

Figure 13.46 shows the time-to-solution for an increasing number of sub-cycles used
compared to the case without sub-cycling. The initially steep decrease of the required
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Figure 13.45. The gas mass fractions and temperature of the Iliev5 test (Section 13.4.1) for a gas
composed of 75% hydrogen and 25% helium by mass at 10 Myr when different
number of sub-cycles are used.

time to complete the simulation decreases and eventually nearly plateaus for 128 sub-
cycles at a time-to-solution reduction of about 50% compared to a run without sub-
cycling. The eventual plateau is to be expected, as the sub-cycling’s purpose is to allow
us to omit work that may not be strictly necessary. However, there will always be a
minimal amount of work that needs to be done. In particular, the total amount of RT
time steps remains constant in all simulations regardless of how many sub-cycles were
used; Only the additional amount of hydrodynamics steps is decreased, which can’t
be decreased endlessly. Eventually the minimal amount of required hydrodynamics
updates will be reached, and no further time gains will be possible by means of sub-
cycling. However, more relative improvements, i.e. relative reductions of the time-
to-solution compared to a run without sub-cycling, are expected when more physics
are involved. For example, Figure 13.47 shows the reduction in time-to-solution with
increasing numbers of sub-cycles for the same test as before, but with gravity included.
Using 128 sub-cycles, Gear-RT was able to reduce the time-to-solution by over 90%.
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Figure 13.46. The time-to-solution for varying numbers of sub-cycles compared to a simulation
run without sub-cycling. The problem being solved is to evolve the Iliev5 test
(Section 13.4.1) for a gas composed of 75% hydrogen and 25% helium by mass
to 10 Myr. Note that this is not a scaling plot: The number of processors used is
always the same.

Figure 13.47. Same as Figure 13.46, but with self-gravity included. Note that this is not a
scaling plot: The number of processors used is always the same.
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In this Part of my thesis, the implementation of Gear-RT, a novel radiation hydro-
dynamics solver for astrophysical and cosmological applications into the task-based
parallelized code Swift was presented. The equations of radiation hydrodynamics,
namely the moments of the equation of radiative transfer together with the M1 Closure
and the Euler equations for hydrodynamics, take the shape of hyperbolic conservation
laws. Hyperbolic conservation laws are a common problem in physics, and solution
strategies and associated difficulties and caveats were introduced previously in Part I
of this thesis. Gear-RT uses a particle based approach to discretize the equations to
be solved and uses a Finite Volume Particle Method, which was introduced and dis-
cussed in Part II of this thesis, along with a description of the task-based parallelism
of Swift and a discussion of the implementation.

In Chapter 13 a series of tests and validations of Gear-RT are presented. The method
is demonstrated to be second order accurate, and the minmod flux limiter (eq. 12.54)
is determined to be the recommended choice, as for the other choices some cases have
been found where new minima and maxima develop in the radiation fields, making
the method not TVD, and therefore possibly unstable. Additionally, the drift correc-
tion method which Gear-RT uses is shown to introduce only insignificant errors. The
drift corrections are required because the particles are being moved along (“drifted”)
with the fluid in a Lagrangian manner, while the radiative transfer is being solved by
treating the particles as static interpolation points. Since the particles move along with
the fluid, the radiation field quantities are corrected during a drift by extrapolating the
local gradients to the new position. These corrections are found not to introduce er-
rors above the floating point representation precision limit, and are as deemed to be
unconcerningly small, even though the method is not strictly photon conserving any
longer due to these corrections.

Chapter 13 also shows Gear-RT’s solution of the tests prescribed by the Cosmolog-
ical Radiative Transfer Comparison Project (Iliev et al., 2006, 2009), and Gear-RT is
demonstrated to produce comparable results to those of the codes which originally
participated in the Comparison Project. Some caveats of the moment-based approach
which Gear-RT uses to solve radiative transport are apparent, like the inability to form
and maintain sharp shadows or the unphysical fluid-like collisions of the radiation.
They are however well-known caveats of the method, not an issue particular to Gear-
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RT, and appear with other simulation codes which use the moment-based method and
the M1 closure too, like e.g. Rosdahl et al. (2013) and Kannan et al. (2019). Gear-RT
is also shown to be slightly more diffusive compared to grid codes due to the larger
number of neighboring particles (∼ 48) used for interactions and flux exchanges, com-
pared to 26 neighboring cells in mesh codes. While this is an unfortunate necessity,
it should also not constitute a problem with regards to the propagation of the ioniza-
tion front. In real applications particles to follow the flow of the fluid, and overdense
regions should be resolved through a higher particle number density as well, leading
to smaller distances between neighboring particles, and adequately slowing down the
propagation of the I-front, as was demonstrated in Section 13.3.4.

The task-based parallelism of Swift, while offering numerous benefits, constituted a
major challenge in the development process due to its complexity and intricacy, and
unpredictable, irreproducible nature of the execution of the program. In combination
with the individual time step sizes of particles, both for hydrodynamics and for ra-
diative transfer independently, the implementation of a dynamic sub-cycling feature,
where a number of radiative transfer time steps is being solved during a single hydro-
dynamics time step depending on local conditions for any particle individually, was
particularly challenging and required modifications deep inside Swift’s core function-
alities. The sub-cycling is a completely novel feature in Swift, and both the task-based
algorithm to solve radiation hydrodynamics as well as the sub-cycling have been rig-
orously tested for their correctness. As such, the development of Gear-RT provides
Swift not only with a method to solve radiation hydrodynamics, but also with the
core algorithms to solve moment-based radiative transfer and for dynamic sub-cycling
which other methods, like SPHM1RT (Chan et al., 2021), can take advantage of.

On the algorithmic side, two further features would improve the stability and flexibil-
ity of Gear-RT (and other possible RT schemes in Swift) for future projects. Firstly,
an option to “wake up” particles whose hydrodynamics time step size has decreased
due to the increased specific internal energy through the photo-heating is necessary to
ensure that the hydrodynamics remain accurate enough. This would require a global
check after each sub-cycling simulation step for possible changes in particles hydrody-
namics time bins, and to abort the sequence of the RT sub-cycling simulation steps, if
necessary, in order to perform a global simulation step which includes hydrodynamics
updates as well. Secondly, a feature similar to the time step limiting required between
hydrodynamics time step sizes for all particles would be required between gas parti-
cles and star particles as well. The time step limiting for gas particles is used to impose
an upper threshold of a factor of four between any two interacting gas particles’ time
step sizes. Similarly, an upper limit between star and gas particles’ time step sizes for
strong sources of ionizing radiation would ensure that not too large regions of space
are ionized instantly after a single injection step, since the injection of radiation into
the gas is determined by the stars’ time step sizes. Findings in Section 13.2.2 suggest
that an upper threshold of eight can be permitted, but it might be more sensible to
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impose physically motivated upper thresholds as well.

Aside from these two useful features, the algorithmic side of the development of
moment-based radiative transfer for Swift is complete with the presented implemen-
tation of Gear-RT. This sets the stage for future projects to focus on the improvement
and extension of physical models and to run simulations with scientific goals in mind.
Specifically, the following improvements and extensions are planned:

• Adding the explicit treatment of radiation pressure, i.e. transfer of photon mo-
mentum onto the gas, following the approach of Rosdahl and Teyssier (2015)
and Hopkins and Grudic (2019)

• Extending the thermochemistry module to treat more chemical species and to in-
clude metal line radiative cooling. Aside from the current “six species network”
containing H0, H+, He0, He+, He++, and e−, the currently used Grackle (Smith
et al., 2017) library offers the option to solve non-equilibrium thermochemistry
for the “nine species network”, which additionally includes H2, H−, and H+

2 .
The “twelve species network” furthermore adds D, D+, and HD. For the metal
heating and cooling, Grackle is able to include the corresponding rates from
pre-computed tables. These options have not been explored yet in coordination
with the explicit treatment of radiative transfer. For an explicit treatment of
non-equilibrium thermochemistry including even more species and metals, the
use of the Grackle library needs to be replaced with some solver which is able
to perform these vast networks of thermochemistry equations. This can be in
the form of a different already existing library like Krome (Grassi et al., 2014).
Alternatively, Gear-RT may also follow the approach of many other codes like
e.g. Katz (2022); Richings et al. (2014); Baczynski et al. (2015); Sarkar et al. (2021)
and implement a non-equilibrium thermochemistry solver tailored towards the
specific needs at hand.

• Move from a global reduced speed of light approximation to a local variable
speed of light approximation, similar in spirit to the work in Katz et al. (2017). By
how much the speed of light may be reduced without impacting the propagation
of ionization fronts is limited by the condition that the propagation velocity
of the ionization front must remain much smaller than the reduced speed of
light. The upper limit depends on the local gas conditions, in particular the gas
density (see discussion in Rosdahl et al. (2013)). As such, simulations which
entail the underdense intergalactic medium will require a high value for the
speed of light, whereas overdense regions like the interstellar medium could
be treated reasonably well with a much smaller value for the speed of light.
The approach would be to determine the local speed of light of each particle
individually depending on its local conditions such as density and smoothing
length.
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• The addition of treatment of Doppler effect for the interactions between radiation
and the moving gas. This is currently neglected.

• Treatment of cosmological redshifting of the radiation energy density after each
time step for each particle. This is currently neglected.

• Use more sophisticated stellar luminosity spectra, which take into account mass,
age, and metallicities of stars and stellar populations (e.g. Bruzual and Char-
lot, 2003; Leitherer et al., 1999; Stanway and Eldridge, 2018). Currently only a
blackbody and a constant spectrum are supported.

• Permit for other sources of radiation aside from stars and stellar populations,
like active galactic nuclei (e.g. Costa et al., 2018; Barnes et al., 2020).

• Use an advanced or modified closure for the moments of the equation of radia-
tive transfer (e.g. Chan et al., 2021)

• Explicitly account for and trace recombination radiation. This is currently ne-
glected.

Lastly, it should be noted that in principle Gear-RT can be coupled to SPH hydrody-
namics as well. The quantities required for the computation of the effective surfaces
Aij and the gradients, in particular the matrix B (eq. 8.19), can be added to the second
SPH neighbor interaction loop (“force” loop) once the smoothing lengths have been
determined in the first SPH neighbor interaction loop (“density” loop), thus making
it available for the subsequent radiative transfer operations. This would not only en-
able the use of an entirely different class of hydrodynamics methods to use, but also
permit to couple Gear-RT to a variety of sophisticated sub-grid models which have
been developed for use with SPH, such as EAGLE (Schaye et al., 2015) and GEAR
(Revaz and Jablonka, 2012).

The long term goals for Gear-RT are to study dwarf galaxies during the Epoch of
Reionization. It is still debated whether the numerous but fainter dwarf galaxies are
the main drivers of cosmic reionization in the early universe, or whether massive
and brighter but less common galaxies are the main actors responsible. We intend to
run simulations of both isolated dwarf galaxies using a zoom-in technique as well as
cosmological volumes in search to determine and constrain the role of dwarf galaxies
with regards to cosmic reionization. A first milestone for future work will be to repeat
the simulations of Revaz and Jablonka (2018) using Gear-RT to additionally account
for the explicit treatment of radiative transfer for the UV background, for the self-
shielding of the gas, and for stellar emission of radiation, which thus far have been
treated as sub-grid models only, or in the case of photo-ionizing radiation from stellar
sources, have been neglected. It is our intention to run these zoom-in simulations
of dwarf galaxies up to redshift zero, and to verify that the GEAR model of galaxy
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formation and evolution is able to produce realistic dwarf galaxies which agree well
with observations even with the explicit treatment of radiative feedback.
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15. Introduction

Mock galaxy catalogues generated using N-body or hydrodynamical simulations are
important tools for extragalactic astronomy and cosmology. They are used to test cur-
rent theories of galaxy formation, to explore systematic and statistical errors in large
scale galaxy surveys and to prepare analysis codes for future dark energy missions
such as Euclid or LSST. There is a large variety of methods to generate such mock
galaxy catalogues. The most ambitious line of products is based on full hydrodynami-
cal simulations, where dark matter, gas, and star formation are directly simulated (e.g.
Dubois et al., 2014; Khandai et al., 2015; Vogelsberger et al., 2014; Schaye et al., 2015).
The intermediate approach is based on semi-analytic modelling (hereafter SAM) (e.g.
White and Frenk, 1991; Bower et al., 2006; Somerville and Primack, 1999; Kauffmann
et al., 1993; Kang et al., 2005; Croton et al., 2006) for which galaxy formation physics,
although simplified, is still at the origin of the mock galaxy properties. Finally, the sim-
plest and most flexible approach is based on a purely empirical modelling of galaxy
properties, sometimes called Halo Occupation Density (HOD hereafter) (e.g. Seljak,
2000; Berlind and Weinberg, 2002; Peacock and Smith, 2000; Benson et al., 2000; Wech-
sler et al., 2001; Scoccimarro et al., 2001). The last two techniques (SAM and HOD)
both require the complete formation history of dark matter haloes, and possibly their
sub-haloes. This formation history is described by halo ‘merger trees’ (Roukema et al.,
1993; Roukema and Yoshii, 1993; Lacey and Cole, 1993). Accurate merger trees are
essential to obtain realistic mock galaxy catalogues, and constitute the backbone of
SAM and HOD models.

The advantage of using SAM and HOD techniques to generate mock galaxy catalogues
is that one does not need to model explicitly the gas component, but only the dark
matter component. The corresponding N-body simulations are commonly referred to
as ‘dark matter only’ (DMO) simulations. With growing processing power, improved
algorithms and the use of parallel computing tools and architectures, larger and better
resolved DMO simulations are becoming possible. The current state-of-the-art is the
Flagship simulation performed for the preparation of the Euclid mission (Potter et al.,
2017) and featured 2 trillion dark matter particles. Such extreme simulations make
post-processing analysis tool such as merger tree algorithms increasingly difficult to
develop and to use, mostly because of the sheer size of the data to store on disk and
to load up later from the same disk back into the processing unit memory. In some
extreme cases, the amount of data that needs to be stored to perform a merger tree
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analysis in post-processing is simply too large. Storing just particle positions and
velocities in single precision for trillions of particles requires dozens of terabytes per
snapshot. Another issue is that most modern astrophysical simulations are executed
on large supercomputers which offer large distributed memory. Post-processing the
data they produce may also require just as much memory, so that the analysis will also
have to be executed on the distributed memory infrastructures as well. The reading
and writing of such vast amount of data to a permanent storage remains a considerable
bottleneck, particularly so if the data needs to be read and written multiple times. One
way to reduce the computational cost is to include analysis tools like halo-finding and
the generation of merger trees in the simulations and run them “on the fly”, i.e. run
them during the simulation, while the necessary data is already in memory.

The main motivation for this work is precisely the necessity for such a merger tree
tool for future “beyond trillion particle” simulations. While many state-of-the-art N-
body simulation codes include structure finders that are run on-the-fly, codes like
Gadget4 Springel et al. (2021) who are able to build merger trees on-the-fly are still a
relative rarity. It is crucial that multiple, distinct, codes have the capacity to do this to
provide the possibility to cross-check results and their convergence. To this end, a new
algorithm that we named Acacia was designed to work on the fly within the parallel
AMR code Ramses. One novel aspect of this work is the use of the halo finder Phew

(Bleuler et al., 2015) for the parent halo catalogue. Different halo finders have been
shown to have a strong impact on the quality of the resulting merger trees (Avila et al.,
2014). Phew falls into the category of “watershed” algorithms that are not so common
in the cosmological halo finding literature. This type of algorithm assigns particles (or
grid cells) to density peaks above a prescribed density threshold and according to the
so-called “watershed segmentation” of the negative density field.

This Part of the work is a slightly modified version of the corresponding published
article (Ivkovic and Teyssier, 2022) to fit the format of a thesis better. While the bulk
of the algorithm development and implementation precedes the starting point of my
thesis, a substantial effort during my thesis was directed towards finishing the project,
fixing a handful of bugs, extending the performance analysis of the algorithm, and val-
idating the quality of the resulting merger trees by generating mock galaxy catalogues
and comparing them to observational data.

This Part is structured as follows. In Chapter 16, a brief description of the Phew

halo finder and its new particle unbinding method is given. Chapter 17 describes
some common difficulties that arise when making merger trees and the way we ad-
dress them in our merger algorithm Acacia, which is ultimately described in detail
in Chapter 18. Chapter 19 shows test results to determine what parameters give the
best results. Using the halo catalogue and its corresponding merger tree generated
on the fly by a cosmological N-body simulation, we use the stellar-mass-to-halo-mass
(SMHM) relation from Behroozi et al. (2013a) to produce a mock galaxy catalogue. We
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analyse in Section 20 the properties of our mock galaxy catalogue and show that the
introduction of orphan galaxies improve the comparison to observations considerably.

The Ramses code is publicly available and can be downloaded from https://bitbucket.
org/rteyssie/ramses/. Instructions on how to use Acacia and Phew during a simu-
lation can be found under https://bitbucket.org/rteyssie/ramses/wiki/Content.
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16. Halo Finding and Particle Unbinding

Halo finding plays a central role in the exploitation of N-body simulations. Paradox-
ically, a unique definition of what is a halo or a sub-halo has never been adopted so
far. The current state of affairs in the halo finding business is quite the opposite, with
a multitude of definitions emerging over the last decades, each definition correspond-
ing to a different halo finding algorithm. The Halo Finder Comparison Project (Knebe
et al., 2011) lists 29 different codes and roughly divides them into two distinct groups:

1. Percolation algorithms, for which particles are linked together if closer to each
other than some specified linking length. The typical example is the algorithm
“friends-of-friends” (thereafter FOF) (Davis et al., 1985).

2. Segmentation algorithms, for which space is segmented into separate regions
around local peaks of the density field. Particles within these regions are then
collected and assigned to the same halo or sub-halo. The typical example is the
“Spherical Overdensity” method (thereafter SOD) (Press and Schechter, 1974).

The outer boundary of the haloes are defined in both method by a density iso-surface,
whose exact value determines the properties of the resulting halo statistics. Halo
catalogues derived from FOF and SOD and their corresponding merger trees have
been studied quite extensively in the literature (see e.g. Avila et al., 2014).

16.1. The PHEW halo finder

In this work, we extend these earlier studies to the Phew halo finder (Bleuler et al.,
2015) developed specifically for the Ramses code (Teyssier, 2002). The Phew algorithm
belongs to the category of segmentation methods. Particle masses are first deposited
to the AMR grid using the “cloud-in-cell” technique. All density maxima are then
marked as potential sites for a clump. Clumps are what we call any structure, haloes
and sub-haloes, in contexts where we don’t need to differentiate between them. The
volume is then segmented into peak patches by assigning each cell of the grid to the
closest density maximum in the direction of the steepest density gradient.

This segmentation method provides well defined regions separated by density saddle
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surfaces. The minimum density in the saddle surface between two adjacent peaks
marks the saddle point between the two peaks. This well known method is often
called ‘watershed segmentation‘. In order to define proper halo boundaries, Phew uses
an outer density isosurface, like most methods described above. Subhaloes, on the
other hand, are just the ensemble of all peak patches within the halo boundaries.
This allows to identify haloes and sub-haloes without the assumption of spherical
symmetry, unlike other popular methods such as SOD.

Subhaloes can be organised into a hierarchy of sub-structures based on the same steep-
est gradient technique, for which individual clumps can be assigned to the closest
densest peak. After this first pass, only a few sub-haloes survived the merging pro-
cess, which is then repeated a second time, assigning these surviving sub-haloes to
their densest neighbours. Ultimately, all sub-haloes will be collected into a single
peak that corresponds to the main halo. Each pass defines a level in the hierarchy
of sub-haloes. More details can be found in the original Phew paper (Bleuler et al.,
2015). As a consequence, a halo can have a number of sub-haloes, each one of them
containing subsub-haloes and so on. This well defined hierarchy is a very important
feature for us to uniquely assign particles to haloes and sub-haloes based on a binding
energy criterion.

There are four parameters that Phew requires a user to choose in order to identify
clumps and haloes. Firstly, a “relevance threshold” needs to be defined. If for any
given peak patch the ratio of the peak’s density to the maximal density of the entire
saddle surface of the respective peak patch is smaller than the chosen relevance thresh-
old, then the peak patch is considered to be noise, not a genuine structure. The peak
patch is then merged into a neighbour. Secondly, a density threshold determines the
minimal density a cell needs to have to be part of any peak patch. Thirdly, a “saddle
threshold” defines the maximal density for a saddle surface between two peak patches
for the two patches to be considered parts of two different haloes. If the saddle surface
density is above the threshold, then the peak patches will be parts of the same halo
(but different sub-haloes within the host halo). Finally, a mass threshold determines
the minimal mass a peak patch needs to have to be kept. We list the parameters that
we used throughout this paper in Table 16.1.

16.2. Particle unbinding

We now describe how we assign each dark matter particle to a given sub-halo, a
process that has not been implemented so far in the Phew code. For this, we follow
a physically motivated criterion, quite common in the halo finding literature, based
on the binding energy of the particle (e.g. Knollmann and Knebe, 2009; Springel et al.,
2001; Stadel, 2001). If a particle is not bound to the first sub-halo of the hierarchy,
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Table 16.1. Parameters used for the Phew clump finder throughout this paper. The numerical
values given can be directly used in the namelist file that Ramses uses to read in
runtime parameters. Here ρ̄ here is the mean background density and mp is the
particle mass.

parameter value units
relevance threshold 3 1
density threshold 80 ρ̄
saddle threshold 200 ρ̄
mass threshold 10 mp

it is then passed recursively to the next sub-halo in the hierarchy, where the binding
energy is checked again and so on. If the particle is not bound to any sub-halo, it is
assigned to the main halo.

In the previous hierarchical unbinding process, the key component is the criterion
adopted for deciding whether a particle is bound to a sub-halo or not. Traditionally,
this is done using the static gravitational potential, since we are dealing with a single
time step and we have to assume that the N-body system is stationary. In this case,
a particle at position r is considered as unbound if its velocity v exceeds the escape
velocity given by

vesc =
√
−2Φ(r) (16.1)

More precisely, this means that the particle will be able to travel to infinity where the
potential goes to zero. If the velocity is smaller than the escape velocity, the particle
will follow a bound orbit and come back to its current location. Note that this orbit
can leave the boundaries of the sub-halo. The particle will stay for some time in the
sub-halo, but can visit at a later time a neighbouring sub-halo and then come back
along the same bound orbit. This kind of particle does not exclusively belong to its
original sub-halo. It should be in fact assigned to the parent sub-halo in the hierarchy.
In order to identify particles as more strictly bound, we re-define the escape velocity
using the potential of the closest saddle point ΦS.

vesc =
√
−2(Φ(r)−ΦS) (16.2)

This new escape velocity is smaller than the previous one, allowing more particle
to exceed it and leak out of the current sub-halo into neighbouring ones. In what
follows, we will use these two unbinding criteria, calling the first method the “loosely
bound” criterion and calling the second one the “strictly bound” criterion. Figure 16.1
illustrates the difference between these two criteria. The gravitational potential of two
neighbouring sub-haloes labelled A and B is represented. We show an example of a
strictly bound particle in each sub-halo, and an example of a loosely bound particle
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Figure 16.1. Simple sketch of the gravitational potential of a halo that consists of two clumps,
A and B. The position of the horizontal lines marks the energies of three example
particles, PA, PB, and PC, while the length of the lines shows the spatial extent
of the orbits. We call particles like PA and PB “strictly bound”, as their predicted
orbit boundaries don’t allow them to escape from the clump they are assigned
to. Particle PC however, although energetically bound to clump A, can wander off
deep into clump B, and for that reason is called “loosely bound”. To discriminate
between these two types of particles, we use the potential of the saddle point
between clump A and B marked as ΦS.

that can wander from one sub-halo to the other one. If one uses the first binding
criterion, this loosely bound particle will be assigned to sub-halo A, because this is
where it is located at the present time. If one uses the second, stricter binding criterion,
then the loosely bound particle will be assigned to the parent halo, but not to sub-halo
A nor B.

When computing the velocity of the particle, it is important to use the velocity rela-
tive to the velocity of the sub-halo centre of mass (also called the bulk velocity of the
sub-halo). Because of this requirement, the unbinding process has to be performed
iteratively, since removing a particle that is unbound requires to recompute the centre
of mass velocity. Let us finally repeat that the particle unbinding is performed recur-
sively, following the sub-halo hierarchy from the bottom up. Starting with the lowest
(finest) level of sub-haloes, unbound particles are assigned to the higher (coarser) level
of parent sub-halo for unbinding, and so on following the structure hierarchy. Parti-
cles that are unbound from all sub-haloes are collected into the main halo, marking
the end of the hierarchical unbinding process.
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In this work, we adopt the terminology set by the “Sussing Merger Tree Comparison
Project” (Srisawat et al., 2013; Wang et al., 2016; Avila et al., 2014; Lee et al., 2014). For
sake of clarity, we repeat here some important definitions:

• For two snapshots at different times, a halo from the first one (i.e. higher red-
shift) is always referred to using the capital letter A and a halo from the second
one (i.e. lower redshift) using B.

• Recursively, A itself and progenitors of A are all progenitors of B. When it is
necessary to distinguish A from earlier progenitors, the term direct progenitor
will be used.

• Recursively, B itself and descendants of B are all descendants of A. When it is
necessary to distinguish B from later descendants, the term direct descendant will
be used.

• In this work, we restrict ourselves to merger trees for which there is precisely one
direct descendant for every halo.

• When there are multiple direct progenitors, it is required that one of these is
identified as the main progenitor.

• The main branch of a halo is a complete list of main progenitors tracing back
along its cosmic history.

We finally define an important convention we use here: when no distinction between
sub-haloes and main haloes is necessary, they are collectively referred to as clumps.

17.1. Linking Clumps Across Snapshots

The aim of a merger tree code is to link haloes from an earlier snapshot to haloes in
the consecutive snapshot, i.e. to find all the descendants of the haloes in the earlier
snapshot. If we do this successfully each snapshot, then we can follow the formation
history of haloes throughout the simulation. In particular, this will enable us to track
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the mass growth of haloes as well as the merging of different sub-haloes during the
course of the simulation. To illustrate the idea, a merger tree of a main halo generated
by Acacia during a simulation is shown in Figure 17.1. In this particular case, we
were able to track the formation history of the main halo down to redshifts z > 3.
By linking progenitors and descendants throughout the simulation many branches of
the tree are revealed. Each branch represents a clump that eventually merged into the
main halo which we chose as the root of the tree at redshift zero.

Merger events occur when a clump, identified as such in a previous snapshot, disap-
pears from the list of clumps in the next snapshot. In the case of a halo, it usually first
becomes the sub-halo of another halo and can be followed as such in many subsequent
snapshots. After some time, this sub-halo can merge into another sub-halo or dissolve
completely due to numerical over-merging. In both cases, the sub-halo disappears
completely from the clump catalogue.

A straightforward method to link progenitors with descendants in two consecutive
snapshots is to trace individual particles using their unique particle ID. All merger
tree codes use this simple technique (Behroozi et al., 2013c; Springel et al., 2005; Jiang
et al., 2014; Knebe et al., 2010; Tweed et al., 2009; Elahi et al., 2019; Jung et al., 2014;
Rodriguez-Gomez et al., 2015) with the notable exception of the code Jmerge described
and tested in Srisawat et al. (2013).

Linking a progenitor to a descendant means checking how many particles of the pro-
genitor halo or sub-halo end up in the descendant halo or sub-halo. Naturally, these
tracer particles may end up in multiple clumps, giving multiple descendant candi-
dates for a progenitor. In such cases, the most promising descendant candidate will
be called the main descendant. To find a main progenitor and a main descendant, a
merit function M has to be defined, which is to be maximised or minimised, depend-
ing on its definition. An overview of the merit functions that are used in other merger
tree algorithms is given in Table 1 of Srisawat et al. (2013). The merit function used in
our implementation is given in Equation 18.4.

Sometimes, unfortunately, linking progenitors to descendants is not as straightforward
as described so far. We now discuss two circumstances where special care must be
taken to define robust links between different snapshots: fragmentation events and
temporary merger events.
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Figure 17.1. The merger tree of a main halo at redshift zero as found by ACACIA. This tree
was extracted from a low resolution cosmological DMO simulation containing
643 particles for illustrative purposes. Using higher resolutions quickly leads to
hundreds and thousands of branches, resulting in a rather messy plot. On the y
axis, the snapshot numbers and their corresponding redshifts are given. The x
axis has no physical meaning. Each dot represents a clump identified at the given
snapshot. Two dots connected by a vertical line represent clumps that have been
linked as main progenitor and main descendant. Diagonal lines depict merging
events. In this tree, a few links between two dots are longer than others. These
are cases where clumps merge temporarily, but then re-emerge later as separate
clumps (see the example shown in Figure 17.3). We discuss these cases and how
they are dealt with in Section 17.3.
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t1

t2B1 B2

A2 A1

Figure 17.2. Illustration of a fragmentation event, where a progenitor A1 at time t1 is partially
merged together with a second progenitor A2 into a descendant B1 at time t2 > t1,
while some fragmented part of A1, B2, evaded the merging.

17.2. Fragmentation Events

In our current approach, each progenitor can have only one descendant1. We therefore
need to pick only one descendant within a possibly large ranked list of descendant
candidates, that all contain particles coming from the progenitor.

Normally, this choice is performed according to the ranking provided by the merit
function, where the main descendant is ranked number 1. Problems arise for example
when the progenitor A1 is not the main progenitor of its main descendant B1, but
also has fragmented into another viable descendant candidate B2. This situation is
schematically shown in Figure 17.2.

Relying only on the merit function (18.4), progenitor A1 will seem to have merged
with A2, the direct progenitor of B1, in order to form B1. The other fragment, B2, will
be treated as a newly formed clump and the entire formation history of B2 would be
lost. In order to preserve this history, we choose to prioritize the link from A1 to B2

over of merging progenitor A1 into B1.

It is simpler to deal with this case directly in the algorithm than via the merit function.
The resulting logic can be summarized as follows: If A1 is not the main progenitor of
its main descendant B2, then we don’t merge it into B2 but we link it instead with the
first secondary descendants that considers A1 as its main progenitor.

1Note that Springel et al. (2021) proposed another approach that allows explicitly fragmentation events
to be included in the formation history analysis, where they use merger graphs rather than merger
trees.
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Figure 17.3. Illustration of how haloes can seemingly merge into another one and re-appear
a few snapshots later. The blue and orange particles are two initially dis-
tinct haloes that pass through each other. The galaxies assigned to them are
marked by a star with the same colour as the particles. Fully black stars
mark orphan galaxies, which have lost their unique host (sub)halo. The num-
ber in the upper right corner of each plot is the snapshot number that is de-
picted. In snapshots 27-32, the halo-finding algorithm doesn’t identify both
haloes as distinct objects. However by tracing the blue halo’s orphan galaxy it
was possible to link the halo in snapshot 33 all the way back to snapshot 26.
The initial conditions were created using DICE (Perret, 2016).

17.3. Temporary Merger Events

When a sub-halo travels towards the core of its parent halo, it will merge with the
central clump and disappear from the sub-halo lists. It can however re-emerge at a
later snapshot and will be added back to the list as a newly born halo. Such a scenario
is shown in Figure 17.3. Indeed, when this occurs, the merger tree code will deem the
sub-halo to have merged into the main halo, and will likely find no progenitor for the
re-emerged sub-halo, thus treating it as newly formed.

This is a problematic case because we lose track of the growth history of the sub-halo,
regardless of its size, and massive clumps may be found to just appear out of nowhere
in the simulation. This is a well known problem for configuration-space halo finders
(Onions et al., 2012), and phase-space halo finders like Rockstar (Behroozi et al.,
2013b) have been developed precisely to alleviate this issue. While they typically
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perform better than configuration-space halo finders, Srisawat et al. (2013) found that
phase-space halo finders aren’t infallible in recovering all such missing haloes, and
strongly recommend checking for links between progenitors and descendants in non-
consecutive snapshots as well.

As our merger tree code works on the fly, future snapshots will not be available at the
time of the merger tree analysis, so it will be necessary to check for progenitors of a
descendant across multiple snapshots. This can be achieved by keeping track of the
most bound particles of each clump when it is merged into some other clump. These
tracer particles are also used to track orphan galaxies. 2 For this reason, we call these
tracer particles “orphan particles”, and progenitor-descendant links over non-adjacent
snapshots “jumpers”.

These jumper links between different haloes widely separated in time are less reliable
than proper links between progenitors and descendants from adjacent snapshots. As
we will discuss in Section 19.3, the quality of the merger trees increases with the
number of tracer particles used. Using jumpers corresponds to using only one tracer
particle over a large time interval, much larger than the one between two adjacent
snapshots.

For this reason, priority is given to direct progenitor candidates in adjacent snapshots.
Only if no direct progenitor candidates have been found for some descendant, then
progenitor candidates from non-adjacent snapshots are searched for. Because these
progenitors from non-adjacent snapshots are only tracked by one single particle, we
don’t use the merit function to rank them. Instead, we find the orphan particle within
the descendant clump which is the most tightly bound.

In conclusion, although not ideal, using jumpers remains a necessity to track these
temporary merger events. As a bonus, it allows us to track orphan galaxies as will be
discussed in Chapter 20.

2In the context of SAM, orphan galaxies are galaxies born at the center of dark matter haloes that
merged later into bigger haloes and eventually dissolved due to over-merging. As a consequence,
these galaxies don’t have a parent halo or sub-halo anymore.
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18. Details Of Our New Algorithm Acacia

For clarity, the algorithm that we describe in what follows is also shown in a flow dia-
gram in Figure 18.1. The first step of our algorithm is to identify plausible progenitor
candidates for descendant clumps, as well as descendant candidates for progenitor
clumps. We achieve this by tracking tracer particles across simulation snapshots. For
any given snapshot, the tracer particles of each clump are selected within the list of all
particles belonging to the clump, ranked from most bound to least bound. Indeed, the
most bound particles are expected to remain well within the clump boundary between
two snapshots. The main parameter of our method is the maximum number of these
tracer particle used per progenitor clump, called nmb. The minimum number of tracer
particles is obviously equal to nmin, the minimum mass threshold in units of particle
masses adopted by the Phew clump finder.

So for every clump in the current snapshot, the nmb most bound tracer particles are
found and written to file. In the following output step, those files are read in and
the tracer particles are used to determine which clumps of the previous snapshot are
the progenitor candidates of the clumps of the current snapshot. For each progenitor
clump, we compile a list of descendant clump candidates by finding all descendant
clumps which contain tracer particles of said progenitor. Conversely, we also compile
a list of progenitor candidates for each descendant clump by finding all tracer particles
amongst the descendant clump’s particles and by noting which progenitor clump they
are tracing.

As explained earlier, in order to generate the merger trees the main progenitor of each
descendant and the main descendant of each progenitor need to be found. Commonly
at this point however, multiple progenitor candidates have been found for every de-
scendant, as well as multiple descendant candidates for each progenitor. Therefore,
we somehow need to select the “best” candidate amongst those with the aim of gen-
erating reliable merger trees. To be able to select the “best”, we first quantify how
“good” a candidate is by assigning a merit to each descendant candidate of every pro-
genitor, as well as every progenitor candidate of each descendant. We define the merit
as follows:

Let Mpd(A, Bi) be the merit function to be maximised for a list of descendant candi-
dates Bi of a progenitor A. Let nmb be the total number of particles of progenitor A
that are being traced. Note that nmb can be smaller than the total number of particles
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Find all descendant candidates for each
progenitor and all progenitor candidates for
each descendant and compute their merits.

Are there descendants that have progenitor
candidates and no true main progenitor (yet)?

Loop over these descendant clumps.
Is this the first iteration of this loop?

Discard the current main progenitor
candidate from the list of progen-
itor candidates of this descendant.

Set the progenitor candidate with
the highest merit as main progen-
itor candidate of this descendant.

Loop over each progenitor:

Does this progenitor have
any descendant candidates?

Mark it as dissolved.

Is this progenitor the main
progenitor candidate of its

main descendant candidate?

Mark this progenitor as the
true main progenitor of its

main descendant and vice versa.

Does this progenitor have
another descendant candidate?

Set the main descendant candidate of
this progenitor back to the descendant

candidate with the highest merit.

Set the descendant candidate with
the next highest merit as this pro-

genitor’s main descendant candidate

Continue with next
progenitor in loop

Are there progenitors that have descendant
candidates and no true main descendant?

Mark these progenitors as
merged into their respective
main descenant candidate.

Are there descendants
with no main progenitors?

Do some of these descendants
contain orphan particles?

Find the most tightly
bound orphan particle in
the descendant clump,
if it exists, and mark

the descendant as hav-
ing a progenitor from a
non-adjacent snapshot.

Otherwise, mark the de-
scendant as newly formed.

Mark these descendants
as newly formed

The merger trees are complete.
Write the results to file.

yes no
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after loop ends

no
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after loop ends
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Figure 18.1. Flowchart of the tree making algorithm. For more details, please refer to Sec-
tion 18 in the main text.
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in clump A. A straightforward ansatz for the merit function would be to based on the
fraction of particle traced from the progenitor to the descendant candidate:

Mpd(A, Bi) ∝
nA∩Bi

nmb
(18.1)

where nA∩Bi is the number of tracer particles of A found in B. Similarly, we define
Mdp(Ai, B) as the merit function to be maximised for a list of progenitor candidates
Ai of a descendant B. Another straightforward ansatz would be based on the fraction
of particle traced from the progenitor candidates to the descendant:

Mdp(Ai, B) ∝
nAi∩B

nB
(18.2)

where nB is the total number of particles in the descendant B. In these two merit func-
tions, nmb and nB are just normalizing factors. They are independent of the properties
of the candidate and hence won’t affect the selection process. We can therefore define
a generic merit function as

M(A, B) ∝ nA∩B (18.3)

The Phew clump finder in Ramses identifies the main halo as the clump with the high-
est density maximum. During a major merger event, the halo will have two clumps
with similar masses and comparable maximum densities. It is then quite common
that small variations in the value of the density maxima will cause the identification
of the main halo to jump between these two clumps. Indeed, the particle unbinding
algorithm will identify particles that are not bound to the sub-halo and pass them
on to the main halo, modifying the resulting mass for the two clumps. This effect is
particularly strong if one uses the strictly bound definition for the particle assignment.
As a consequence, because the identification of the main halo varies, strong mass os-
cillations are expected. To counter this spurious effect, we modify the merit function
to preferentially select candidates with similar masses:

M(A, B) =
nA∩B

nmax − nmin
(18.4)

where nmax = max(nA, nB) and nmin = min(nA, nB). An overview of other merit
functions used in the literature is given in Table 1 of Srisawat et al. (2013).

With the merit function defined, let’s return to the tree making algorithm. We left
off with the commonly encountered situation in which we have identified multiple
progenitor candidates for descendants and vice versa, and are now looking to find a
matching progenitor-descendant pair, where the main progenitor candidate of a de-
scendant has precisely this descendant as its main descendant candidate. This search
is performed iteratively. At every iteration, we first look at all progenitors that haven’t
found their respective match yet, and check all of their descendant candidates for a
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match. The loop over descendant candidates for a given progenitor is performed in
order of decreasing merit of the descendant candidates, and the checks are stopped
either when a progenitor has found a match, or has run out of candidates. (In case a
progenitor has no descendant candidates at all, we consider it as dissolved.) Once all
the progenitors have been checked, the second step of the iteration begins. We now
look at all descendants that haven’t found their respective match yet. For these descen-
dants, we discard the current, unsuccessful main progenitor candidate in favour of the
progenitor candidate with the next highest merit, and the first step of the iteration
begins anew: All progenitors without a matching main descendant again loop over all
their descendant candidates in search for a match. This two-step iteration is repeated
until either all descendants have found their match, or have run out of progenitor
candidates.

After the iteration finishes, we may have both progenitors as well as descendants
which aren’t part of a matching pair. We deal with them as follows:

1. Progenitors that have not found any available descendant will be considered
to have merged into the descendant candidate with the highest merit. These
progenitors are recorded in the merger tree as merged progenitors. In this case,
only one tracer particle is kept for future use, the most strongly bound particle
in the list of nmb tracer particles. This single particle is referred to as the orphan
particle of the merged progenitor. It is used to check whether the merger event
was a final merger or only a temporary merger. It is also used to track orphan
galaxies.

2. Descendants that have not found any available progenitor will be checked against
non-consecutive past snapshots. The particles of the descendant are compared
to the orphan particles in the list of past merged progenitors1. The most strongly
bound orphan particle will be used to restore the broken link with its main pro-
genitor. Finally, remaining descendants without a progenitor are considered as
being newly formed.

Finally, we note that the choice to first check all progenitor candidates of descendants
and only merge progenitors into descendants later is how we deal with fragmentation
events (see Section 17.2) in an attempt to preserve the formation history of clumps.
Effectively, this procedure assigns more weight to a descendant having progenitor
candidates at all over the merging of a progenitor into its main descendant candidate,
as the merit function would suggest.

1There is an option to remove past merged progenitors from the list if they have merged into their main
descendant too many snapshots ago. By default, however, the algorithm will store them all until the
very end of the simulation.
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The current implementation of our merger tree algorithm needs several free param-
eters to be chosen by the user. We present in this section multiple tests that reveal
the recommended values for these parameters. We use for this a single reference cos-
mological simulation and analyze the merger trees we obtained for different set of
parameters. A similar methodology was used in the Sussing Merger Trees Compari-
son Project (Srisawat et al., 2013; Wang et al., 2016; Avila et al., 2014; Lee et al., 2014).
This is why we adopt in this section several tests from this seminal work, as they
are quite efficient at testing the strengths and the weaknesses of merger tree codes.
They also allow for a direct comparison of our new implementation with many other
state-of-the-art merger tree codes in the community.

19.1. Test Suite

We now list the different diagnostics we use to characterize the quality of our merger
tree algorithm.

1. Length of the Main Branch of a Halo

The length of the main branch of a halo is simply defined as the number of
snapshots in which a halo and all its progenitors are detected. A halo at z = 0
without any progenitors will be considered as newly formed and thus will have a
main branch of length 1. If a halo appears to merge temporarily into another and
re-emerges at a later snapshot, the missing snapshots will be counted towards
the length of the main branch as if they weren’t missing. Traditionally, finding
long main branches is considered as a good thing for a merger tree code.

2. Number of Branches of a Halo

Another popular quantity is the number of branches of the tree leading to the
formation of a halo at z = 0. The main branch is included in this count, thus
the minimal number of branches is 1. If a different choice of parameters leads to
a reduction of the number of branches, it usually corresponds to an increase of
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the average length of the main branches and a smaller number of merger events.
For example, intuitively if we compare the merger trees where we use only one
tracer particle per clump to the trees that were built using several hundreds
tracer particles per clump, we would expect to be able to detect more fragmen-
tation events with the increased number of tracer particles. If the fragmentation
remained undetected, we would instead have found a newly formed clump (the
fragment) alongside a merging event. Both the “newly formed” fragment as
well as its progenitor, which is now merged into a descendant, will have shorter
main branches. Conversely, the descendant will have an increased number of
branches compared to the scenario where the fragmentation was detected. Fi-
nally, in the hierarchical picture of structure formation, one would expect more
massive clumps to have longer main branches and a higher number of branches.

3. Logarithmic Mass Growth of a Halo

The logarithmic mass growth rate of a halo is computed using the following
finite difference approximation:

d log M
d log t

' (tk+1 + tk)(Mk+1 −Mk)

(tk+1 − tk)(Mk+1 + Mk)
≡ αM(k, k + 1) (19.1)

where k and k + 1 are two consecutive snapshots, with the corresponding halo
mass Mk and Mk+1 and times tk and tk+1. A convenient approach was proposed
by Wang et al. (2016) to reduce the range of values to the interval (−1, 1) using
the new variable

βM =
2
π

arctan(αM) (19.2)

Note that we expect the mass of dark matter haloes to increase systematically
with time. We also expect in some cases the mass to remain constant or even
to decrease slightly. We nevertheless expect the distribution of βM to be skewed
towards βM > 0. βM → ±1 imply αM → ±∞, indicating suspiciously extreme
cases of mass growth or mass loss.

4. Mass Growth Fluctuation of a Halo

Mass growth fluctuations are defined similarly as

ξM =
βM(k, k + 1)− βM(k− 1, k)

2
(19.3)

where k− 1, k, k + 1 are three consecutive snapshots. A smooth mass accretion
history generally leads to ξM ' 0. Strong deviations from zero could indicate
an erratic behaviour, indicating extreme mass loss followed by extreme mass
growth and vice versa. Within the standard model of structure formation, this

334



19.1. Test Suite

behaviour is expected only during major merger events. Otherwise, it might
indicate either a misidentification by the merger tree code or a misdetection by
the halo finder.

Ideally, we should have tested Acacia on the dataset used in Srisawat et al. (2013) and
Avila et al. (2014) (S13 and A14 from here on, respectively). This would have enabled
a direct comparison of the performance to other merger tree codes. However, Acacia

was designed to work on the fly with the Ramses code. Using it as a post-processing
tool would defeat its purpose and as a matter of fact handling other halo catalogues
has proven technically impossible. Acacia is tightly coupled to the Phew halo finder,
and relies heavily on already existing internal structures and tools, in particular the
explicit communications which are necessary for parallelism on distributed memory
architectures, as well as the structures and their hierarchies as they are defined by
Phew. Attempting to use other halo catalogues would require us to re-write a signif-
icant portion of the Phew halo finder. If we instead used only particle data, which
is possible, we would still find a different halo catalogue compared to other structure
finding codes, and we would still not be able to do an exact comparison. Furthermore,
we also want to demonstrate that the Phew halo finder can be used within the Ramses

code to produce reliable merger trees. For these various reasons, we have decided to
perform the same tests but using our own dataset generated on the fly by Ramses.

Despite this limitation, we have performed a direct comparison to other halo finders
and merger tree codes using the exact same merger tree parameters as in A14. The
results are given in Chapter 19.4. Our results are comparable to e.g. the MergerTree,
TreeMaker and VELOCIraptor tree builders with AHF, Subfind, or Rockstar halo
finders as presented in A14, demonstrating that Acacia performs similarly to other
state-of-the-art tools.

In this section, we would like to explore different parameters and see how they affect
the quality of the merger tree. Our tests are performed on a single DMO simulation
with 2563 ≈ 1.7 × 107 particles of identical mass mp = 1.6 × 109M�. To enable a
comparison with A14, we adapted the same cosmology and snapshot output times
as them at a comparable, but slightly lower resolution. The cosmological parameters
used are taken from the WMAP-7 (Komatsu et al., 2011), while the snapshot times are
identical to the ones used for Millenium Simulation (Springel et al., 2005), starting at
redshift 50 and being roughly uniformly spaced in log a in 61 steps. At redshift zero,
the simulation was then continued for 3 further snapshots to ensure that the merging
events at z = 0 are actual mergers and not temporary mergers that will re-emerge
later.

This choice of spacings between the snapshots was relatively arbitrarily in the sense
that we did not take into account any further underlying physical considerations that
would be important in e.g. semi-analytical models. For different snapshot spacings,
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we recommend to follow the suggestions found by Wang et al. (2016):

• Sequences of snapshots with very rapidly changing time intervals between them
should be avoided as they can lead to very poor trees.

• Increasing the number of outputs from which the tree is generated results in
shorter trees. This is because, due to limitations in the input halo catalogue,
tree-builders may face difficulties caused by the fluctuating center and size of the
input haloes, and the frequency of detected temporary merging events increases
with the number of snapshots, resulting in haloes missing from the catalogue.
For merger trees built from an order of 100 or more snapshots, they recommend
using an algorithm capable of dealing with these problems, which Acacia is able
to do, although at the moment this patching of missing haloes in the catalogue
isn’t based on a physical timescale, but on a user defined number of snapshots.

• To facilitate this patching at the end of the simulation, snapshots should be gen-
erated beyond the desired endpoint. This would entail typically running past
z = 0, as we did with our test suite.

For the clump finder, we have adopted an outer density threshold of 80ρ̄ and a saddle
surface density threshold of 200ρ̄, where ρ̄ = Ωm

3H2

8πG is the average density. The
minimal mass for clumps is set to 10 particles. Note that for the histogram of the
logarithmic mass growth and mass growth fluctuations, we adopt a threshold for the
clump mass of 200 particles for sake of visibility. Choosing a smaller mass threshold
would indeed give too much weight to small mass, poorly resolved haloes in our
statistical analysis.

19.2. Varying the Clump Mass Definition

In our current implementation, there are two important parameters that can have
a strong effect on the halo catalogue (beside the mass and the density thresholds
mentioned earlier) and the corresponding merger tree.

The first one is the exact definition adopted for the mass of the sub-haloes in the merit
function. For main haloes, there is no ambiguity as the mass is defined as the sum
of the masses of all particles contained within the boundary of the halo (set by the
outer density isosurface). This is not the case for sub-haloes, because of the unbinding
process described in Chapter 16. Indeed, unbound particles are removed from their
original sub-halo and passed to the parent sub-halo in the hierarchy. Clump masses
are therefore defined as the sum of the mass of all bound particles. In the merit
function evaluation, we however consider two different cases to compute the mass:
1- the mass is equal to the sum of the masses of only the bound particles, like for
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Figure 19.1. Histogram of the length of main branch (left) and of the number of branches
(right) for all clumps (halo and sub-halo) detected at z = 0. Each row corre-
sponds to a different range of clump masses (expressed in particle numbers):
less then 100 (top), 100-500, 500-1000 and more than 1000 (bottom). We compare
these histograms for four different cases: whether unbound particles are included
(inclusive) or excluded (exclusive) in the evaluation of the merit function, and
whether bound particles are loosely bound or strictly bound.

sub-haloes or 2- the mass is equal to the sum of the masses of all particles within
their boundaries (set by the saddle surface with neighbouring clumps), like for main
haloes. In the former case, the mass used in the merit function is identical to the clump
mass. It is referred to as the exclusive case. In the latter case, the mass in the merit
function is different that the sub-halo mass definition but identical to the main halo
mass definition. We refer to this case as inclusive.

The second important definition is the exact boundedness criterion adopted for the
unbinding process. As discussed in Chapter 16, we explored two different cases:
When particles are allowed to leave the outer boundary of their host clump (and
possibly come back later) or when particles are not allowed to cross the saddle surface
during their orbital evolution. In the first case, we only require the binding energy
to be negative, while in the second case, the binding energy has to be smaller than
the gravitational potential of the nearest saddle point. We call the first case loosely
bound and the second case strictly bound.
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Figure 19.2. Histogram of the logarithmic mass growth (top) and the mass growth fluctuation
(bottom) for all clumps (halo and sub-halo) detected in two (top) or three (bottom)
consecutive snapshots of the simulation and with more than 200 particles. We
compare these histograms for four different cases: whether unbound particles
are included (inclusive) or excluded (exclusive) in the evaluation of the merit
function, and whether bound particles are loosely bound or strictly bound.
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Table 19.1. Average data for all clumps at z = 0 depending on whether to consider particles
which might wander off into another clump as bound (loosely bound) or not
(strictly bound). The results shown are for the exclusive mass definition, which
show no significant difference to when the inclusive mass definition is used.

strictly bound loosely bound
total clumps 17115 18247
median number of particles in a clump 77 85
average main branch length
clumps with < 100 particles 14.7 13.0
clumps with 100-500 particles 31.4 31.0
clumps with 500-1000 particles 37.5 37.3
clumps with > 1000 particles 40.7 40.9
average number of branches
clumps with < 100 particles 1.2 1.1
clumps with 100-500 particles 2.8 2.8
clumps with 500-1000 particles 6.2 6.7
clumps with > 1000 particles 25.4 26.1

We now test our algorithm with these four different options for the clump masses,
using the simulation presented in the previous section. Note that we used here nmb =

200 tracer particles to identify links in the merger tree. We will study the impact of
this other important parameter in the next section.

We show in Figure 19.1 the histogram of the length of the main branch and the his-
togram of the number of branches for each clump (halo and sub-halo) at z = 0 and for
each of our four different mass definitions. In all four cases, we see that more massive
clumps tend to have longer main branches and a higher number of branches. This is
also visible from the average length of the main branch and the average number of
branches in different bins of halo masses given in Table 19.1. This is a well-known
property of cosmological simulations in the hierarchical scenario of structure forma-
tion.

Whether clump masses are defined in an exclusive manner (like for sub-haloes) or
in an inclusive manner (like for main haloes) in the merit function has negligible
effect on these two statistics. This means that this a priori large difference in the mass
definition of the merit function has no effect on the linking process of the merger
tree. The distinction between strictly bound and loosely bound particles does not
change much for larger clumps but does change the length of the main branch (and to
a lesser extent the number of branches) for small mass clumps (less than 100 particles).
Our first idea was that strictly bound particles might be better at identifying robust
links between snapshots. It turned out that the main effect of changing the mass
definition from loosely bound to strictly bound is to reduce the mass of the clump
and to promote them systematically from a larger mass bin to a smaller mass bin. We
see indeed in Figure 19.1 and Table 19.1 that the number of clumps is reduced in the
large mass bins and increased in the smallest mass bin, explaining that this change
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in the mass definition merely transfers clumps between different bins and affects the
statistics accordingly.

A qualitative comparison of the length of the main branches of the most massive
haloes that we obtain in Figure 19.1 to Figure 3 of A14 shows that our results are
in good agreement with what the other codes find: The distribution peaks around
the length of 45, it is about 20 snapshots wide, and there are only few cases with
main branch lengths below 30. This is in good agreement with what e.g. the Merg-
erTree, TreeMaker, and VELOCIraptor tree builders find in combination with the
Rockstar or Subfind halo finders. We note that in Figure 3 of A14, both the peak
of the distribution and the maximal value of the main branch lengths they found are
at slightly higher values than ours. We attribute this to the slightly lower resolution
of our simulations: The first identifiable clumps we find are at snapshot 10, leading
to a maximal main branch length of 51, compared to ∼ 53 that A14 find. Compared
to Figure 3 of S13, the distributions we find for the lower mass clumps are also in
very good agreement. Our high clump mass distribution however is much narrower
around the peak value of ∼ 45. This difference is due to the different halo finders
employed, as is demonstrated in Figure 3 of A14. The AHF halo finder, which was used
in S13, displays the same differences in the distribution of main branch lengths for
nearly all tree codes.

We also note in Figure 19.1 that a few large clumps (with mass larger than 500 par-
ticles) at z = 0 have a main branch length of unity. These large clumps don’t have
any progenitor and thus essentially appeared out of nowhere. As explained in S13,
this effect is present in many state-of-the-art merger tree codes and is due to frag-
mentation events at the periphery of large haloes leading to a misidentification of a
few rare progenitor-descendant links. We have however identified a second culprit,
which is the way that Phew establishes substructure hierarchies and the subsequent
particle unbinding. The hierarchy is determined by the density of the density peak
of each clump: A clump with a lower peak density will be considered lower in the
hierarchy of substructure. So in situations where two adjacent clumps have similarly
high density peaks, their order in the hierarchy might swap. The unbinding algorithm
then strips the particles from the sub-haloes that have the lowest level in the hierarchy
and passes it on to the next level, amplifying the particle loss which these sub-haloes
experience. This loss of particles is essential here because it prevents the algorithm to
establish links between progenitors and descendants. About half of the main branches
that we tracked back in time were cut short for this reason: The leaf of the main branch
was a sub-halo with much fewer particles (∼ 100) whose progenitor the algorithm was
not able to identify and who in subsequent snapshots was found to be the main halo,
gaining a lot of mass in a very short time. So this issue arises due to the halo finder,
not due to the tree builder.

The histogram of the logarithmic mass growth shown in Figure 19.2 is indeed skewed
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Table 19.2. Average length of main branch and average number of branches for clumps in
different mass bins at z = 0 and for varying numbers of clump tracer particles
nmb.

nmb = 1 10 50 100 200 500 1000
Average main branch length
clumps with < 100 particles 24.2 24.3 23.6 23.4 23.2 22.9 22.7
clumps with 100-500 particles 50.4 50.1 49.5 49.1 48.8 48.8 48.8
clumps with 500-1000 particles 55.2 54.9 53.3 54.1 54.7 54.3 54.2
clumps with > 1000 particles 56.7 54.9 52.3 52.9 54.0 55.8 56.4
Average number of branches
clumps with < 100 particles 1.2 1.3 1.3 1.3 1.3 1.4 1.4
clumps with 100-500 particles 2.7 3.0 3.3 3.3 3.4 3.6 3.6
clumps with 500-1000 particles 6.6 7.2 8.1 8.2 8.7 8.9 9.1
clumps with > 1000 particles 20.4 25.2 27.3 28.6 29.5 30.4 31.4

towards βM > 0, demonstrating that clump masses are on average growing. Based on
the shoulder of the histogram around βM ∼ 0.6 our results are comparable to those
of the HBThalo and Subfind halo finders in Column A of Figure 8 of A14 for all
tree codes. We do find more extreme events with βM → ±1, which are due to the
smaller mass haloes and sub-haloes that we used compared to A14. Indeed, when
we apply the appropriate mass thresholds in Appendix 19.4, these extreme events
are significantly reduced. The small wiggle around βM = 0 is due to the discrete
particle masses and the linear binning of the histogram. Adopting a merit function
based on the inclusive or exclusive mass definition has here also no effect on the
mass growth and mass growth fluctuation statistics. At first sight, using the strictly
bound instead of the loosely bound definition would have led to more robust links
and a smoother mass growth. In Figure 19.2, we do see in the latter case more extreme
mass growth around βM → ±1 and mass growth fluctuations around ξM → ±1. We
verified that the increase in the number of these extreme events for the loosely bound
case is in fact due to a larger number of small sub-haloes that satisfy the adopted mass
threshold of 200 particles. This just means that mass growth statistics is more robust
for large, well resolved haloes, while smaller clumps, closer to the resolution limit
(between 10 and 100 particles; see discussion below) are less reliable.

In conclusion, whether to use inclusive or exclusive mass definitions in the merit
function has no effect on the final merger trees, while using a strictly bound defi-
nition for the clump mass is preferable. We expected the strictly bound clumps to
allow more stable tracking, but the only effect we noticed was that it systematically
promotes sub-haloes to lower masses and so naturally selects better resolved, higher
mass clumps from the halo catalogue.
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Figure 19.3. Histogram of the length of the main branch (left) and histogram of the number
of branches (right) for all clumps (haloes and sub-haloes) detected at z = 0 for
different numbers of tracer particles nmb indicated in the legend. Each row corre-
sponds to a different range of clump masses (expressed in particle numbers): less
then 100 (top), 100-500, 500-1000 and more than 1000 (bottom). In all cases, we
used the exclusive and strictly bound clump mass definitions.
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Figure 19.4. Histogram of the logarithmic mass growth (top) and histogram of the mass
growth fluctuation (bottom) for all clumps (halo and sub-halo) detected in two
(top) or three (bottom) consecutive snapshots of the simulation and with more
than 200 particles. We compare these histograms for four different numbers of
tracer particles nmb as indicated in the legend. In all cases, we used the exclusive
and strictly bound clump mass definitions.
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Figure 19.5. Histogram of the difference in snapshot numbers for jumpers, i.e. progenitor-
descendant links which are made across non-adjacent snapshots. Only pairs
where both the progenitor’s and the descendant’s masses exceed 200 particle
masses were included in this plot. We compare these histograms for four dif-
ferent numbers of tracer particles nmb as indicated in the legend. In all cases, we
used the exclusive and strictly bound clump mass definitions.
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Figure 19.6. Histogram of the ratio of descendant mass to progenitor mass for jumpers, i.e.
progenitor-descendant links which are made across non-adjacent snapshots. Only
pairs where both the progenitor’s and the descendant’s masses exceed 200 particle
masses were included in this plot. We compare these histograms for four different
numbers of tracer particles nmb as indicated in the legend. In all cases, we used
the exclusive and strictly bound clump mass definitions.
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Table 19.3. Number of dead trees pruned from the merger tree catalogue for varying numbers
of tracer particles nmb throughout all snapshots. “LIDIT” is an abbreviation for
“last identifiable descendant in tree”. For a LIDIT, no descendant could have been
identified throughout the simulation and consequently the corresponding tree is
considered dead and pruned from the merger tree catalogue. LIDITS are obviously
a spurious feature of the merger tree algorithm.

nmb = 1 10 50 100 200 500 1000
dead trees pruned from tree catalogue 23617 15438 14467 14433 14432 14432 14433
highest particle number of a LIDIT 6418 674 182 182 182 182 182
median particle number of a LIDIT 19 20 20 20 20 20 20
LIDITs with >100 particles pruned 493 61 32 28 26 26 26

Table 19.4. Number of “jumpers” (progenitor-descendant links found across non-adjacent
snapshots) during the entire simulation for varying number of tracer particles nmb.

nmb = 1 10 50 100 200 500 1000
Total Jumpers 14738 15500 17654 18995 20505 20305 20407
Jumper Progenitors
clumps with < 100 particles 13372 14064 15696 16448 17233 16795 16779
clumps with 100- 500 particles 1295 1353 1833 2383 3024 3153 3214
clumps with 500-1000 particles 52 60 87 121 176 251 278
clumps with > 1000 particles 19 23 38 43 72 106 136

19.3. Varying the Number of Tracer Particles

In this section, we study the effect of varying the number of tracer particles on our
various diagnostics of tree quality. Even though we performed the simulations with up
to 1000 tracer particles, the mass threshold for clumps was always kept constant at 10
particles. The number of tracer particles per clump is an upper limit, not a lower limit.
For clumps that contain less than nmb, this means that they will be traced by every
single particle they consist of. In effect, we expect that this assigns greater weight to
clumps which are more massive than nmb to be identified as the main progenitor, and
should hopefully decrease extreme mass growths and mass fluctuations. To illustrate,
consider for example the merging of two clumps with unequal masses, where all of
the tracer particles of both clumps are found inside the resulting merged descendant.
Raising the number of tracer particles above the less massive clump’s particle number
in this scenario means that the number of its tracer particles inside the descendant
will remain constant, while the number of tracer particles stemming from the more
massive clump will increase, and thus raising its merit to be the main progenitor. This
is also the desired outcome. Should however both clumps have masses above nmb

particle masses, then our inclusion of the clump masses in the merit function should
nevertheless find the more massive clump to be the main progenitor if it had a mass
closer to the resulting descendants mass. So we expect that increasing the number of
tracer particles should enhance this effect, and hence lead to at least as smooth mass
growths and fluctuations.
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We show in Table 19.2 the average number of branches and the average length of the
main branch for all our detected clumps at z = 0 organised in different mass bins. We
see that the effect of the number of tracer particles used is quite mild. Even with as few
as one tracer particle do we manage to recover the correct average main branch length.
This is also true for small mass haloes, although with a slightly reduced accuracy. This
also validates our orphan particle technique to track temporary merger events.

On a closer look, the average number of branch is however more affected by the
number of tracer particles. If we look at the two highest mass bins for clumps in
the two bottom rows of Table 19.2, we can see that the average number of branches
converges towards the values of 1000 tracer particles used, and is only slightly lower
in the cases when 200 or 500 tracer particles were used. Comparing these converged
results to the ones with only one tracer particle, we loose ∼ 30% of the average number
of branches, which are links associated to merger events. This can be easily explained
by the fact that too few tracer particles cannot be distributed across enough descendant
candidates to identify potential links. It appears that using 100 tracer particles is
enough to recover most of the otherwise broken links. These conclusions remain the
same after looking at the histogram of the number of branches and the histogram
of the main branch length for the same clumps in Figure 19.3. Here again, we see
the peak of the histogram of the number of branches being shifted to the right when
increasing the number of tracer particles. We also see that using 100 tracer particles
seems enough to almost recover the correct distribution.

We now examine the effect of the number of tracers on the mass growth (and on
the mass growth fluctuations) of all our detected clumps within the entire redshift
range. We see in Figure 19.4 that the effect is very weak, except for the extreme cases
βM ' ±1 and ξM ' ±1, corresponding to spurious links in the merger tree. These
extreme mass growth cases correspond to broken links due to the small number of
tracer particles. Here again, using more than 100 tracer particles seem to get rid of
most of these spurious cases. Note that we include in these histograms only clumps
with more than 200 particles.

We now study in details another spurious effect of our merger tree algorithm, shared
by many other merger tree code in the literature, namely dead tree branches. A dead
branch arises when no descendant could have been identified after a certain redshift,
even after looking for all subsequent snapshots using the corresponding orphan par-
ticle. Such an event is called a “Last Identifiable Descendant In Tree” or LIDIT. When
such a case occurs, it is customary to prune the corresponding tree from the tree cat-
alogue. When not enough tracer particles are used, we expect such spurious dead
links to appear. Table 19.3 shows the statistics of these LIDITs (or tree pruning events),
which confirms that the number of LIDITs decreases strongly when using more and
more tracer particles. We also show in the same table the typical and maximum mass
of the LIDITs. Interestingly, the maximum mass also strongly decreases when using
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more tracer particles. When enough tracer particles are used, we see that LIDITs are
typically less massive than 200 particles. We believe they correspond to poorly re-
solved clumps that are subject to all sorts of spurious numerical effects. We found
that taking all LIDITs into account, over 80% of them were main haloes. LIDITs con-
taining more than 50 particles however were over 95% sub-haloes. This suggests that
the number of very low mass LIDITs is dominated by poorly resolved small clumps
in low density environments, since in overdense environments clumps wouldn’t have
been identified as main haloes, but as sub-haloes instead. Conversely, with increased
resolution of the clumps, the overwhelming majority of LIDITs are sub-haloes, and
as such in overdense regions. We conclude that a conservative resolution limit of 200
particles per clump removes all the LIDITs from our catalogue, as long as one uses
more than 200 tracer particles.

We finally study a specific aspect of our merger tree algorithm, namely the possibil-
ity to follow the temporary mergers of clumps that travel through another clumps to
emerges later as a distinct object. We show in Table 19.4 the number of these tem-
porary mergers that we call “jumpers” as they represent links across non-adjacent
snapshots that we are able to “repair” using orphan particles. On average, the num-
ber of jumpers increases with the number of tracer particles. This is a similar behavior
than for the number of branches: More tracer particles allows more merger events to
be detected, and every merger event results in a new orphan particle. More orphan
particles allow more non-adjacent descendant candidates to be found. We here also
recommend to use 200 tracer particles as a compromise between speed and proper
detection of jumpers in the simulation.

We show in Figure 19.5 the histogram of the distance in time between the two non-
adjacent snapshot of all jumpers in our merger tree. We see that most jumpers have
a distance of only 2 snapshots. They corresponds to clumps traversing another clump
and re-emerging a snapshot later as a distinct halo. We also see in this histogram that
the number of jumpers increases with the number of tracer particles. But overall, the
statistics of the distance between jumpers is relatively robust, with only very rare cases
with a distance larger than 10 snapshots. Figure 19.6 shows the histogram of the mass
ratio between the jumper progenitor and the jumper descendant. As expected, it peaks
at one, which means that the mass of the clump that re-emerges in a later snapshot
is close to the mass of the clump that disappeared in an earlier snapshot. Note that
this is not due to the merit function, because for jumpers we only use a single orphan
particle to repair the link. This is a clear sign that the same clump is identified before
and after the temporary merger. We also see that the distribution is slightly skewed
toward mass ratio smaller than 1, with values always bounded between 0.3 and 3.
Only a few very rare cases show more extreme mass ratios. This means that clumps
hosting our orphan particles either preserve their mass (over 2 snapshots) or loose
mass (on average), usually when the time between non-adjacent snapshots increases.
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Table 19.5. Comparison of simulation and evaluation parameters used in this work and of
A14, where the parameters of the latter have been converted using h = 0.704. mm
is the mass threshold for main haloes, ms is the mass threshold for sub-haloes.

This work A14
particle mass [109M�] 1.55 1.32
particles used 2563 2703

box size [Mpc/h] 62.5 62.5
snapshots until z = 0 62 62
mm [1012M�] 1.35 1.12 - 1.37
ms [1011M�] 4.03 4.26 - 9.72

In conclusion, we found that nmb ' 200 is a safe choice to obtain robust results for our
merger tree algorithm, in light of the diagnostics we have used in this section. We also
recommend adopting a conservative mass threshold of 200 particles per clumps to get
rid of a few rare spurious dead branches that would need to be pruned from the halo
catalogue anyway.

19.4. Tree Statistics Using Avila et al. (2014) Selection Criteria

In this Section, the merger tree statistics introduced in Section 19 when following the
selection criteria that are used in Avila et al. (2014) (A14 from here on) are presented.
Ideally, Acacia should be tested on the same datasets and halo catalogues used in the
Comparison Project to enable a direct comparison to the performance of other merger
tree codes. However, since Acacia was designed to work on the fly, using it as a post-
processing utility would defeat its purpose. Furthermore, Acacia is not necessarily
compatible with other definitions of haloes and sub-haloes. But most importantly, we
also want to demonstrate that the halo finder Phew can be used to produce reliable
merger trees. So instead, the tests are performed on our own datasets and halo cata-
logues, which are described in section 19.1. A comparison of the used parameters of
our simulations and the ones used in A14 is given in Table 19.5. In the following, the
results for nmb = 100 and nmb = 1000 are shown. Like before, when the influence of
the number of tracer particles was investigated, the strictly bound parameter and
the exclusive mass definition were used.

The difference to the results presented in the previous sections is that the mass thresh-
olds are set such that only the 1000 most massive main haloes and only the 200
most massive sub-haloes at z = 0 are included. This gives effective mass thresh-
old mm = 1.35× 1012M� and ms = 4.0× 1011M�, which are on one hand comparable
to the mass thresholds applied in A14 (Table 19.5), but already show differences in the
resulting halo catalogue. Phew finds a mass threshold for main haloes that is close to
the upper limit found in A13, but a lower mass threshold for sub-haloes. This is con-
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Figure 19.7. Histograms of the length of the main branch. The top plot shows the length of
the 1000 most massive haloes at z = 0, the bottom plot shows the length of the
200 most massive sub-haloes for nmb = 100 and 1000 tracer particles per clump.
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Figure 19.8. Histogram of the number of direct progenitors for all clumps from z = 0 to z = 2
for nmb = 100 and 1000 tracer particles per clump. The histogram is normalized
by the total number of events found.

Figure 19.9. Logarithmic mass growth for haloes and sub-haloes satisfying the mass thresh-
olds. Group A contains clumps that are either haloes or sub-haloes in consecutive
snapshots k and k + 1 with masses m ≥ mm. Group B contains clumps that are
only haloes in two consecutive snapshots with mass above mm, group C contains
only clumps that were sub-haloes in two consecutive snapshots with mass greater
than ms. The histogram is normalized by the total number of events found for
group A.
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Figure 19.10. Histogram of mass growth fluctuations for haloes and sub-haloes satisfying the
mass thresholds. Group A contains clumps that are either haloes or sub-haloes
in three consecutive snapshots with masses m ≥ mm. Group B contains clumps
that are only haloes in three consecutive snapshots with mass above mm, group
C contains only clumps that were sub-haloes in three consecutive snapshots with
mass greater than ms. The histogram is normalized by the total number of events
found for group A.

sistent with the fact that the strictly bound parameter was used: Unbound particles
are passed on to substructure that is higher up in the hierarchy, and the unbinding is
repeated until the top level, which are the main haloes, is reached. The more strict un-
binding criterion tends to assign more particles to the main haloes and remove them
from sub-haloes, which is reflected in the mass thresholds. Indeed, using the loosely
bound parameter instead leads to mm = 1.27× 1012M� and ms = 1.92× 1012M�.

The length of the main branches for haloes and sub-haloes individually are shown
in Figure 19.7. Compared to Figure 3 of A14, we note the following similarities and
differences:

1. Acacia finds some main haloes with short (< 10) main branches. In A14, his
only happens for the JMerge and TreeMaker tree builders regardless of the
halo finder employed, and the MergerTree, SubLink, and VELOCIraptor tree
makers for AHF and Subfind halo finders.

2. Like in nearly all cases in A14, the distribution of main branch lengths for main
haloes peaks at high numbers and the bulk of the distribution is about 20 snap-
shots wide. The peak of the main branch length distribution of Acacia is at
40, while in most cases in A14, it’s around 45 with the exception of the AHF
halo finder. This indicates that Acacia and Phew result in on average somewhat
smaller main branch lengths than other codes. However, we also find the maxi-
mal main branch length of 50, while nearly all combinations of halo finders and
tree makers in A14 find higher values. Both these differences can be explained
by the slightly lower resolution that we used in our simulations, where we found
no identifiable clumps before snapshot 11, which corresponds to a maximal main
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branch length of 51.

3. The main branch lengths for sub-haloes also follow the trends noted above. Ad-
ditionally, the distribution is flat for main branch lengths smaller than 30, which
is not the case for Rockstar and AHF sub-haloes in A14 for nearly all tree
builders. Instead, their main branch lengths peak again around unity.

In summary, regarding the main branch lengths of main haloes, Phew and Aca-
cia perform comparably to Subfind and Rockstar halo finders and MergerTree,
TreeMaker, and VELOCIraptor tree builders. Concerning sub-haloes, the results are
most closely to Subfind sub-haloes and the same tree builders as for the main haloes.
This is not surprising, because Subfind employs a similar definition of substructure
being arbitrarily shaped self-bound structure that is truncated at the isodensity con-
tour that is defined by the density saddle point between the sub-halo and the main
halo.

In Figure 19.8 the number of direct progenitors for all clumps between z = 0 and z = 2
are shown. Comparing to Figure 5 of A14, Acacia gives very comparable results:
∼ 10−1 haloes have no direct progenitor, almost all have one, and the distribution
follows an exponential decay with the maximal number of direct progenitors lying
around 20-25, save for a very few outliers. Many tree makers and halo finders in
A14 exhibit the same kind of behaviour, particularly so for the AHF, Subfind, and
Rockstar all halo finders in Figure 5 of A14.

For the logarithmic mass growth (Figure 19.9) and the mass growth fluctuations (Fig-
ure 19.10), the statistics are separated into three groups. Group A contains clumps
that are either haloes or sub-haloes in consecutive snapshots k and k + 1 with masses
greater than the mass threshold mm in both snapshots. Group B contains clumps that
are exclusively main haloes in two consecutive snapshots with mass above mm, group
C contains only clumps that were sub-haloes in two consecutive snapshots with mass
greater than ms. We follow clumps of the z = 0 snapshot along the main branch only.

The logarithmic mass growth resulting from Acacia follows the general trend that
the tree makers in A14 exhibit too. The growth for groups A and B increases steadily
and peaks around βM ∼ 0.5, where the peak is ∼ 2 × 10−2. For nmb = 100, the
extreme mass loss with βM = −1 increases for group A, which is an undesirable
property, but is also exhibited by Sublink in A14. For nmb = 1000, it drops to about
10−3 (10−4 for group B), which is comparable behaviour to MergerTree, Sublink, and
VELOCIraptor, particularly so in combination with AHF and Subfind halo finders.
Group C, containing only mass growths of clumps that have been sub-haloes in two
consecutive snapshots, shows a distribution peaking around extreme mass growths
βM → ±1 at ∼ 5× 10−3, which can again be seen in A14 for almost all tree makers,
albeit not for all halo finders. More noticeably, almost no sub-haloes are found with
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−0.5 < βM < 0.5 with Phew and Acacia in Figure 19.9. This is due to the fact that
once a halo is merged into another, it quickly loses its outer mass due to the strict
unbinding method used here. However, the distribution that Acacia finds displays
some differences with respect to the results in A14. Firstly, we find almost no mass
growth with −0.5 < βM < 0.5, similar only to the results of JMerge in A14. This
is partially due to the strict selection criteria used for this analysis: We only include
clumps that are classified as sub-haloes in two consecutive snapshots and satisfy the
mass threshold ms in both snapshots as well. In particular, this excludes all non-
adjacent “jumper” links that we find, since we don’t modify the halo catalogue like e.g.
ConsistentTrees. Furthermore, we employ the strictly bound unbinding criterium,
which strips more particles from sub-haloes and assigns them to main haloes, leaving
the halo catalogue with fewer sub-haloes that satisfy the mass threshold. When we
instead use the loosely bound criterium, we find that the distribution is on average
around 3× 10−4 for −0.5 < βM < 0.5, albeit noisy, which is in good agreement with
most halo finders and tree builders in A14. Secondly, the distribution Acacia finds
looks remarkably symmetric w.r.t. βM = 0. While e.g. MergerTree and TreeMaker

trees with AHF, Subfind, and Rockstar haloes find peaks close to β ± 1 of similar
height, they are also always have distributions skewed towards mass losses βM < 0
and the peaks at βM = −1 higher than the one at βM = 1.

We found that the reason why our distribution looks so symmetrical is due to the
particle unbinding method and the way sub-halo hierarchies are established in Phew,
similarly to what we have found to be a reason for the short main branch lengths in
Section 19.2. The hierarchy is determined by the density of the density peak of each
clump: A clump with a lower peak density will be considered lower in the hierarchy
of substructure. So in situations where two adjacent sub-haloes have similarly high
density peaks, their order in the hierarchy might change in between two snapshots
due to small changes. The unbinding algorithm then strips the particles from the sub-
haloes that have the lowest level in the hierarchy and passes it on to the next level,
amplifying the mass loss which these sub-haloes experience. If in the next snapshot the
order in the hierarchy for these two clumps are inverted, the clump which experienced
a mass loss previously will now experience a strong mass growth and vice versa. In
Figure 19.9 such an oscillation over two snapshots will simultaneously add a strong
mass growth and a strong mass loss twice in place of a net smoother mass loss, leading
to the symmetry of the distribution. We verified that about 10% of strong mass growth
events with βM > 0.75 are also accompanied by the respective sub-haloes increasing
their level in the hierarchy. Similarly, about 10% of strong mass loss events with
βM < −0.75 are accompanied by the respective sub-haloes decreasing their level in
the hierarchy.

The mass growth fluctuations (Figure 19.10) of Acacia share the general trend with
the ones from Figure 8 in A14, in that they peak around ξM = 0 and decrease outwards
towards ξM = ±1. In A14, in all cases groups A and B peak just below 10−1, while
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our results peak around 4× 10−2. However, similarly to the results of e.g. Sublink,
TreeMaker, and VELOCIraptor with the AHF or Subfind halo finders, the distri-
bution around ξM ∼ ±0.5 drops to ∼ 5× 10−3, and then continues dropping below
10−4 − 10−3 at ξM ∼ ±1. Group B shows a steeper drop around the extreme values
ξM ∼ ±1 compared to group A, dropping below 10−4 at these values, similarly to the
behaviour of many tree makers and halo finders in A14. The sub-halo group C of this
work shows three main peaks, around −1, 0, and 1. These peaks also appear in the
A14 results. However, the peaks at the extreme values in A14 are lower than the ones
of this work, while the peaks around 0 is higher. The reason why these peaks are so
pronounced in our results is the same as for why the mass growths in Figure 19.9 is
remarkably symmetric compared to others: it’s sub-haloes and their respective sub-
sub-haloes switching their order in the substructure hierarchy repeatedly and the par-
ticle unbinding algorithm stripping particles from the lower level substructure and
assigning it to the higher level substructure. The missing values around ξM ∼ ±0.5
that were also seen in the mass growth in Figure 19.9 remain unsurprisingly, and are
mitigated if the loosely bound unbinding criterion is applied instead. Similar distri-
butions are obtained by e.g. the AHF and Rockstar halo finders in combination with
the MergerTree, JMerge, Sublink, and TreeMaker tree builders.

In summary, we find that Acacia and PHEW produce merger tree statistics which
are similar to what multiple other state-of-the-art codes find as well. The results
coincide most commonly with those of the AHF, Rockstar, and Subfind halo finders
in combination with the MergerTree, TreeMaker, Sublink, and VELOCIraptor tree
builders. One notable difference in our result however is that we recover more extreme
mass growths and losses as well as fluctuations for sub-haloes due to the way the sub-
halo hierarchy is established by Phew, specifically in cases where a sub-halo and its
subsub-halo switch their order in the hierarchy between snapshots.
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20. Application of the Merger Tree
Algorithm: Creating a Mock Galaxy
Catalogue

Now that we know the optimal parameters to create a merger tree with Acacia, we use
it to generate a mock galaxy catalogue. We summarize here the main data products
generated by our code.

1. For every snapshot of the N body simulation, we have the full clump catalogue
generated by Phew. Every clump is uniquely classified as a main halo or as a
sub-halo.

2. Every dark matter particle is given the clump index it belongs to, or zero if it
belongs to the smooth background.

3. For each clump, we follow and store the index of the nmb most strongly bound
particles, the position of the density peak, the clump bulk velocities, centre of
mass, mass, and other clump properties.

4. For each clump, we store the index of the direct progenitors (in particular its
main progenitor) and its peak mass over its entire past formation history.

5. We augment our clump database with orphan particles, storing for each of them
the index of the last known main progenitor and its peak mass.

To generate the mock galaxy catalogue, we use the well-established technique of Sub-
Halo Abundance Matching (SHAM). This technique was introduced more than ten
years ago as a surprisingly simple and accurate method to populate a pure dark matter
simulation with galaxies with the correct clustering statistics (Vale and Ostriker, 2006;
Shankar et al., 2006; Conroy et al., 2006).

Although several implementations of SHAM exist in the recent literature (Guo et al.,
2010; Wetzel and White, 2010; Moster et al., 2010; Trujillo-Gomez et al., 2011; Nuza
et al., 2013; Zentner et al., 2014; Chaves-Montero et al., 2016) we use here the variant
based on the peak clump mass as a proxy for the stellar mass (Reddick et al., 2013),
using the Stellar-Mass-to-Halo-Mass (SMHM) relation of Behroozi et al. (2013a).

357



20. Application of the Merger Tree Algorithm: Creating a Mock Galaxy Catalogue

Using the peak clump mass is believed to mimick the actual stellar mass growth of a
galaxy, first as a central galaxy when the host clump was a main halo, then as a satellite
galaxy when the halo was accreted and became a sub-halo. After infall, although the
clump mass might decrease quickly due to interactions within the parent main halo,
this model assumes that the stellar mass in the galaxy remains constant (Nagai and
Kravtsov, 2005).

Note that in the SHAM methodology, the merger tree algorithm plays a central role.

1. In order to compute the clump peak mass, we need the entire mass growth past
history.

2. In order to follow galaxies even when the parent clump has dissolved due to
numerical overmerging, we need to follow orphan particles and their peak clump
mass.

Our parent DMO simulation uses 5123 ' 1.3 × 108 particles and a box size of 100
comoving Mpc with a particle mass resolution of mp ' 3.1× 108M�. The cosmological
parameters are taken from the 2015 Planck Collaboration results (Collaboration et al.,
2016), with Hubble constant H0 = 67.74 km s−1Mpc−1, density parameters Ωm =

0.309, ΩΛ = 0.691, scalar spectral index ns = 0.967, and fluctuation amplitude σ8 =

0.816. The initial conditions were created using the MUSIC code (Hahn and Abel,
2011). As explained before, the density threshold for clump finding was chosen to be
80 times the mean background density, ρ̄ = Ωmρc, and the saddle threshold for haloes

was set to 200ρ̄, where ρc =
3H2

0
8πG is the cosmological critical density.

As a first application of our merger tree code, we will now compute the two point
correlation functions and the average radial profiles of galaxy clusters in our simula-
tion. We will compare our results to observational data, and demonstrate that this is
only when we include orphan galaxies that our results are in good agreement with
observations.

20.1. The Stellar Mass Correlation Function

The stellar mass two-point correlation function (2PCF) ξ(r) is computed via inverse
Fourier transform of the power spectrum P(k) (e.g. Mo et al., 2010), which itself can
be obtained from the Fourier transform of the stellar mass density contrast field δ(r):

δk =
1
V

∫
eikrδ(r)d3r (20.1)

358



20.1. The Stellar Mass Correlation Function
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Figure 20.1. The predicted stellar mass 2-point correlation function (2PCF) ξ(r) of our SHAM
model, including and excluding orphan galaxies, compared to the power law fits
of the observed 2PCF in Li and White (2009) and Zehavi et al. (2004).

with

δ(r) =
ρ(r)
〈ρ(r)〉 − 1 (20.2)

Where ρ(r) is the galaxy stellar mass density field and 〈ρ(r)〉 is the corresponding
mean density, V = L3 is the volume of our large box on which the density field
is assumed periodic, and k = 2π

L (ix, iy, iz), where ix, iy, iz are integers. The Fourier
transform is performed using the FFTW library (Frigo and Johnson, 2005). The power
spectrum P(k) and the 2PCF ξ(r) are given by

P(k) = V〈|δk|2〉 (20.3)

ξ(r) =
1

(2π)3

∫
e−ikrP(k)d3k (20.4)

The simulation box is divided in a uniform grid of 10243 cells and the stellar mass
is deposited on the grid using a cloud-in-cell interpolation scheme. The cloud-in-
cell scheme consists of assigning each galaxy a cubic volume (“cloud”) the size of a
grid cell centered on the galaxy’s position. The galaxy stellar mass is assumed to be
uniformly distributed within the cloud, and is deposited on the uniform grid cells
according to the volume fraction of the cloud that resides within each cell.

We only include galaxies with masses above 109M�. Using our adopted SMHM re-
lation, these galaxies are hosted in haloes with mass larger than ∼ 1011M�, or more
than 300 particles. This threshold ensures that we only use well resolved clumps for
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our analysis, as discussed in the previous sections.

The predicted 2PCF ξ(r) is shown in Figure 20.1, and is compared to the observa-
tional results of Li and White (2009) and Zehavi et al. (2004). Note that the observed
galaxy catalogue is presented as complete down to 108M�, one order of magnitude
smaller than our simulated catalogue. To highlight the influence of orphan galaxies,
we have computed the predicted 2PCF both with and without orphan galaxies. In-
cluding orphan galaxies produces a correlation function in much better agreement
with observations. Our theoretical 2PCF obtained reproduces the observed power law
fit over two orders of magnitude in scale of r ∼ 0.3− 25 Mpc. On the smallest scales,
below 0.3 Mpc, our predictions are likely to be affected by our limited mass resolution
and the grid resolution which is used for the Fourier Transform (∼ 0.1 Mpc per cell).
We have verified that using a lower mass threshold for the stellar masses of galaxies
makes no visible difference in the resulting correlation function.

The role of the orphan galaxies is particularly important on intermediate scales ∼ 0.2
Mpc < r < 2 Mpc. This behaviour is explained by the fact that orphan galaxies are
located within host haloes, thus contributing to the correlations at small distances, the
so-called 1-halo term. Our conclusion are in agreement with those of Campbell et al.
(2018), who have found that the inclusion of orphan galaxies for mass-based SHAM
models improves the clustering statistics of mock galaxy catalogues, particularly so at
small scales.

20.2. Radial Profiles of Satellites in Large Clusters

In this section, we compute the radial profiles of number and mass densities of satellite
galaxies in the 10 largest clusters in our simulation. In order to compare to observa-
tions, we will follow as closely as possible the method described in van der Burg et al.
(2015), who analyzed 60 massive clusters between 0.04<z<0.26 in the Multi-Epoch
Nearby Cluster Survey and the Canadian Cluster Comparison Project.

We identified 10 haloes at z = 0 with the highest mass. The mass is defined here like
in van der Burg et al. (2015) as M200c, the mass included within radius R200c at which
the average enclosed mass density of the halo is 200 times the cosmological critical
density ρc. The M200c masses of our 10 selected haloes range between 1.4× 1014M�
and 4.8× 1014M� with a median value of 1.6× 1014M�. Due to our limited box size,
these haloes are on the lower end of the sample observed in van der Burg et al. (2015),
who reported masses ranging from 0.8 × 1014M� and 1.6 × 1015M� with a median
value of 8.6× 1014M�.

We compute the projected number density profiles and projected mass density profiles
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Figure 20.2. Upper panel: the light grey solid line shows the satellite number density pro-
file averaged over the 10 largest haloes in our simulation including only satellite
galaxies with a detected parent clump with masses above 109M�. Satellites are then
grouped in two mass bins indicated in the legend. The colored symbols show
the average number density profile including also orphan satellite galaxies. The col-
ored solid lines show the corresponding best fit projected NFW profiles, while
the dashed lines show the best fit projected NFW profiles of the observed sample
in van der Burg et al. (2015). Note that for the latter, we have renormalized the
surface density to match the lower median mass of the simulated sample (see text
for details). The lower panel shows the stellar mass surface density averaged over
our simulated sample. Here again the light grey solid line shows the mass den-
sity profile only for satellite galaxies within a detected clump while the blue symbols
shows the same quantity also including orphan satellite galaxies. The blue solid line
corresponds to our best fit projected NFW profile while the dashed line shows
the best fit NFW profiles of the observed sample in van der Burg et al. (2015).
Here again this last profile has been renormalized to account for the difference in
median mass between the simulated and the observed cluster samples.

361



20. Application of the Merger Tree Algorithm: Creating a Mock Galaxy Catalogue

as follows: For each halo, we first project the galaxies (excluding the central galaxy)
along each coordinate axis obtaining three images. We then compute cylindrical pro-
files using radial shells equally space in log radius in units of r200c. We then average
the 30 profiles (three projections for 10 clusters) to obtain the final average radial sur-
face density profile. Each profile is then fitted to a projected NFW profile (Navarro
et al., 1996) using a standard least square fitting procedure. We obtain in particular
the concentration parameter that we can compare to the observed value.

The resulting profiles are shown in Figure 20.2, again including and excluding orphan
galaxies. Orphan galaxies play here also a crucial role, as the profiles without orphans
underestimate the true value by an order of magnitude. Following van der Burg
et al. (2015), we adapt the same galaxy stellar mass M∗ thresholds of 109M� < M∗ <
1010M� and M∗ > 1010M� for the surface number density profile, and a stellar mass
threshold of M∗ > 109M� for the surface mass density profile. It is worth stressing
that this lower mass threshold correspond exactly to the mass resolution limit of our
mock galaxy catalogue.

As already noted above, the median mass of the simulated and observed catalogues
widely differ. In order to facilitate a meaningful comparison, we assume that the total
stellar mass in satellites roughly scales with M200c in the halo mass range of interest
here. We then adopt the following simple scaling relation

Σ ∝
M200c

R2
200c

∝ M1/3
200c (20.5)

and rescale the observed average profile found by van der Burg et al. (2015) using this
scaling relation and the ratio of the two median masses. We plot in Figure 20.2 the
corresponding best fit projected NFW profiles, showing excellent agreement with our
simulated results.

Interestingly, the observed surface density profiles have a slightly smaller concentra-
tion than the simulated ones. Although we find for the number densities of satellite
galaxies above 1010M� a concentration c = 2.4, in strikingly good agreement with
c = 2.3 found by van der Burg et al. (2015) for the same mass range, our results differ
for the mass range 109M� < M∗ < 1010M�: we find c = 2.7 while van der Burg et al.
(2015) found c = 1.8. The same mismatch is found using the mass density profile. we
find c = 2.8, while van der Burg et al. (2015) found c = 2.0.

We believe that this mismatch in the concentration parameter is consistent with the
difference we have in the median sample mass. Indeed, the theory predicts a larger
concentration for smaller mass haloes, roughly in the amplitude observed here (Zhao
et al., 2009). We therefore could in principle improve the agreement between our
simulation results and the observations of van der Burg et al. (2015) by also rescaling
the radial direction according to the theoretical expectations. We believe this is beyond
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the scope of this paper to try and fit exactly the data.

In addition, we believe there is much more to the story. van der Burg et al. (2015)
found that larger mass satellite galaxies have a significantly larger concentration pa-
rameter than the low mass bin (c = 2.3 compared to c = 1.8). Moreover, they have
also found a strong excess of satellite galaxies compared to the best fit NFW profile
in the centre (r < 0.1R200c). These observations are consistent with the effect of dy-
namical friction bringing the more massive galaxies faster to the central regions of the
cluster. Dynamical friction is expected to be sufficiently efficient for the most massive
sub-haloes, with a mass larger than a few percent of that of the host halos (e.g. Binney
and Tremaine, 2008; Mo et al., 2010). In our case, this translates into sub-haloes more
massive than a few 1012M� and satellite galaxies more massive than a few 1010M�.
Our simulation clearly suffers from numerical overmerging in this mass range (van
den Bosch et al., 2018), as highlighted by the importance of including orphan galaxies
in our methodology. Moreover, our pure DMO parent simulation cannot follow pre-
cisely the many baryonic effects that are needed to predict accurately the individual
trajectory of these higher mass satellite galaxies.

With these caveats in mind, we conclude that using our merger tree code and a state-
of-the-art SHAM method, we can model reasonably well the cluster satellite galaxy
number density and mass density profiles.

363





21. Conclusion

We presented Acacia, a new algorithm to identify dark matter halo merger trees,
which is designed to work on-the-fly on systems with distributed memory architec-
tures, together with the adaptive mesh refinement code Ramses with its on-the-fly
clump finder Phew. Clumps of dark matter are tracked across snapshots through a
user-defined maximum number of most bound particles of the clump nmb. We found
that using nmb ' 200 tracer particles is a safe choice to obtain robust results for our
merger tree algorithm, while not being computationally unrealistically expensive. We
also recommend adopting a conservative mass threshold of 200 particles per clump to
get rid of a few rare spurious dead branches that would need to be pruned from the
halo catalogue anyway.

Additionally, we examined the influence of various definitions of substructure prop-
erties on the resulting merger trees. Whether we define substructures to contain their
respective substructures’ masses or not had negligible effect on the merger trees. How-
ever defining particles to be strictly gravitationally bound to their parent substructure
(by requiring that particles can’t leave the spatial extent of that substructure) leads to
better results, with much less extreme mass growths and extreme mass growth fluc-
tuations of dark matter clumps. We recommend to use this strictly bound definition
as the preferred definition for robust merger trees. The resulting merger trees are in
agreement with the bottom-up hierarchical structure formation picture for dark mat-
ter haloes. The merger trees of massive haloes at z = 0 have more branches than their
lower mass counterparts. Their formation history can often be traced to very high
redshifts.

Once a progenitor clump is merged into a descendant, Acacia keeps track of the
progenitor’s most strongly bound particle, called the “orphan particle”. It is possible
for a temporarily merged sub-halo to re-emerge from its host halo at a later snapshot
because it hasn’t actually dissolved or merged completely, but only because it wasn’t
detected by the clump finder as a separate density peak. Such a situation is illus-
trated in Figure 17.3. In these cases, orphan particles are used to establish a link be-
tween progenitor and descendant clumps across non-adjacent snapshots. By default,
Acacia will track orphans until the end of the simulation, and orphans are only re-
moved after they have indeed established a link between a progenitor and descendant
and thus have served their purpose. Nonetheless, the current implementation offers
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the option to remove orphan particles after a user defined number of snapshots has
passed. Keeping track of orphan particles indefinitely might lead to misidentifications
of progenitor-descendant pairs and therefore to wrong formation histories. Our analy-
sis shows however that matches between progenitor-descendant pairs over an interval
greater than 10 snapshots are quite rare, so we expect this type of misidentifications
to be a negligible issue.

Compared to the test results in Avila et al. (2014), our results are comparable to e.g.
the MergerTree, TreeMaker and VELOCIraptor tree builders with AHF, Subfind,
or Rockstar halo finders as presented in A14, demonstrating that Acacia performs
similarly to other state-of-the-art tools. However, the performance is inferior to the
one of the HBTtree algorithm, which together with the HBThalo halo finder follows
structure from one timestep to the next and makes use of this information when con-
structing both halo catalogues and trees. Furthermore we have encountered issues,
e.g. main branch lengths of massive haloes being cut short, due to failures in the
Phew halo finder that we used. In those cases, substructure changed their order in
the hierarchy, and the subsequent particle unbinding stripped particles from clumps
in lower levels in the hierarchy, preventing Acacia to establish any links between pro-
genitor and descendant clumps. The resolution of these issues with the clump finder
will be a high priority in future work, where we plan on modifying the way Phew

creates the hierarchies. For example, we could define the peak hierarchy not based on
the peak density, but rather on the peak mass (e.g. similarly to AdaptaHOP, Aubert
et al., 2004). Additionally, with the structure information from previous snapshots
available now through Acacia, further improvements can be made by taking this in-
formation into account when constructing the sub-halo hierarchies, in a similar spirit
as HBThalo does.

Orphan particles also serve a second purpose besides tracing disappearing clumps.
If we also want to produce a mock galaxy catalogue on-the-fly using a dark matter
only simulation, the orphan particles are also used to track orphan galaxies. Those
are galaxies that don’t have an associated dark matter clump any longer because of
numerical overmerging. If we interpret orphan particles as orphan galaxies, there
could be additional reasons to consider stopping tracking them. For example, the
effects of dynamical friction makes them fall towards the central galaxies. Once the
orphan galaxies have lost enough energy, they may find themselves in close proximity
to the central galaxies, even below the resolution limit. In these cases, it makes little
sense to keep track of these orphans as individual galaxies. They should rather be
regarded as merged into the central galaxy, and for that reason removed from the
list of tracked orphans. Given that the model we employ doesn’t provide us with
the galaxy radii, this approach requires some form of galaxy-galaxy merging cross-
sections to compute the probability of a collision between galaxies that will result in
a galaxy merger. A different approach that other models use is to estimate the time
for orphan galaxies to merge into the parent structure. This estimate could be e.g. the
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dynamical friction time (as is done in Moster et al. (2013)), or the fitting formula for the
merger timescale of galaxies in cold dark matter models by Jiang et al. (2008). These
physically motivated approaches to remove orphans will be the subject of future work,
where we also intend to make use of the tools and methods presented in Poulton et al.
(2018) in order to improve our resulting merger trees and mock galaxy catalogues.

Finally, as a proof of concept and using the known formation history of dark matter
clumps from the merger trees and a widely adopted stellar-mass-to-halo-mass relation
(Behroozi et al., 2013a), we generate a mock galaxy catalogue from a dark matter only
simulation. The influence of the merger trees on the quality of the galaxy catalogues
is twofold. First, while the stellar-mass-to-halo-mass relation can be directly applied
to central galaxies associated to main haloes, using the peak clump mass for sub-
haloes is a better approach for satellite galaxies. The reason is that tidal stripping of
galaxies inside a dark matter halo sets in much later than for their host sub-halo (Nagai
and Kravtsov, 2005). Second, without properly keeping track of all merging events,
no orphan galaxies can be traced, nor can their stellar mass be estimated through
the stellar-mass-to-halo-mass relation unless it’s known from which halo the orphan
galaxy originated from, and what properties this halo had in the past.

To highlight the impact of the merger trees, we compute observables from our mock
galaxy catalogue, both including and excluding orphan galaxies. Specifically, we com-
pute the stellar mass two-point correlation functions and radial profiles of projected
number densities and projected stellar mass densities in galaxy clusters. When orphan
galaxies are included in the analysis, we obtain correlation functions and radial pro-
files in good agreement with observations, validating the different steps in our overall
methodology.
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A. Approximate Linearized Primitive
Variable Riemann Solver for the Euler
Equations

Consider the one dimensional Euler equations in the primitive variable formulation:

∂

∂t
W+ A(W)

∂

∂x
W = 0 (A.1)

with the primitive state vector W and Jacobi matrix A(W)

W =

ρ

v
p

 A(W) =
∂F(W)

∂W
=

v ρ 0
0 v 1/ρ

0 ρc2
s v

 (A.2)

The corresponding Eigenvalues of A(W) are

λ1 = v− cs , λ2 = v , λ3 = v + cs (A.3)

A simple linearized solution of the Riemann problem for the Euler equations can be
obtained by assuming that the initial left and right states, WL and WR, as well as the
state of the star region for t > 0, W∗, are close to some constant state W, and that the
Jacobi matrix can hence be approximated as

A = A(W) = const. (A.4)

Using an expression for a “primitive flux” FW ≡ AW, for a constant A we can write
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the primitive variable form of the Euler equations as a conservation law:

∂

∂t
W+ A

∂

∂x
W = 0 (A.5)

=
∂

∂t
W+

∂

∂x
(

AW
)

(A.6)

=
∂

∂t
W+

∂

∂x
FW (A.7)

In this form (and furthermore approximating emanating waves as jump discontinu-
ities), we can make use of the Rankine-Hugeniot relations (eq. 3.37) to relate fluxes
FW,k and states Wk across each wave with associated characteristic speed λk:

FW,k+1 −FW,k = λk(Wk+1 −Wk) (A.8)

=AWk+1 − AWk = A(Wk+1 −Wk) (A.9)

Applying the Rankine-Hugeniot relations across wave 1, which separates the states
WL and W∗L through a discontinuity with characteristic velocity λ1 = v− cs gives us:

v(ρ∗ − ρL) + ρ(v∗ − vL) = (v− cs)(ρ∗L − ρL)

v(v∗ − vL) +
1
ρ
(p∗ − pL) = (v− cs)(v∗ − vL)

ρ c2
s (v∗ − vL) + v(p∗ − pL) = (v− cs)(p∗ − pL)

Using the relation c2
s = p/ρ, it’s easy to show that the third relation is exactly equal

to the second one, so we’ll leave it out in what follows. The first two relations can be
simplified to:

ρ(v∗ − vL) + cs(ρ∗L − ρL) = 0 (A.10)
1
ρ
(p∗ − pL) + cs(v∗ − vL) = 0 (A.11)

Similarly, from the application of the Rankine-Hugeniot relations across wave 3, which
has the characteristic velocity λ3 = v + cs we obtain:
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ρ(vR − v∗)− cs(ρR − ρ∗R) = 0 (A.12)
1
ρ
(pR − p∗)− cs(vR − v∗) = 0 (A.13)

Combining these four equations, we obtain relations for the primitive states of the star
region:

p∗ =
1
2
(pL + pR) +

1
2
(vL − vR)ρ cs (A.14)

v∗ =
1
2
(pL − pR) +

1
2
(vL + vR)

1
ρ cs

(A.15)

ρ∗L = ρL + (vL − v∗)
ρ

cs
(A.16)

ρ∗R = ρR + (v∗ − vR)
ρ

cs
(A.17)

which only depend on the constant values ρ and cs. A sensible choice is to take the
arithmetic mean:

ρ =
1
2
(ρL + ρR) (A.18)

cs =
1
2
(cs,L + cs,R) (A.19)

which finally gives us

p∗ =
1
2
(pL + pR) +

1
8
(vL − vR)(ρL + ρR)(cs,L + cs,R) (A.20)

v∗ =
1
2
(pL − pR) +

2(vL + vR)

(ρL + ρR)(cs,L + cs,R)
(A.21)

ρ∗L = ρL + (vL − v∗)
ρL + ρR

cs,L + cs,R
(A.22)

ρ∗R = ρR + (v∗ − vR)
ρL + ρR

cs,L + cs,R
(A.23)
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B. Roe’s Theorems On The Accuracy Of A
Method For Scalar Conservation Laws

In this Appendix, Roe’s theorems on the accuracy of a numerical method for the linear
advection equation are derived. The original reference for these theorems, Roe (1981),
is unfortunately unpublished, so a more practical reference would be Billet and Toro
(1997), who have derived the theorems for two and three dimensional problems as
well. Here, we only look at the one dimensional case.

Consider the linear advection equation

∂

∂t
u+ a

∂

∂x
u = 0 (B.1)

for a constant wave speed a. Consider a general scheme to solve the linear advection
equation

un+1
i = ∑

α

Aαun
i+α (B.2)

where un
i = u(i∆x, n∆t), and {Aα} is a finite set of constant nonzero coefficients. α

denotes the indices of the stencil of the method. For example in Godunov’s method
(eq. 4.17), the update formula for un+1

i depends on the states ui−1 and ui, and hence
for that example α ∈ {−1, 0}.

The first theorem is as follows: If un
i is a polynomial of degree p in i, scheme B.2 will

give the exact solution to B.1 if and only if

∑
α

Aααq = (−CCFL)
q (B.3)
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for all integers 0 ≤ q ≤ p, where CCFL = a∆t
∆x .

To prove this theorem, we take some initial un
i = u(i∆x, n∆t) to be a polynomial of

degree p:

un
i =

p

∑
q=0

βq(i∆x)q (B.4)

where βq are some constant coefficients.

Performing one time step of the scheme B.2 gives

un+1
i = ∑

α

Aαu
n
i+α = ∑

α

Aα

p

∑
q=0

βq((i + α)∆x)q (B.5)

whereas the exact solution is given by

un+1
i,exact = un

i (i∆x− a∆t, n∆t) =
p

∑
q=0

βq(i∆x− a∆t)q (B.6)

Therefore the scheme gives the exact solution if and only if

un+1
i = un+1

i,exact (B.7)

∑
α

Aαu
n
i+α = ∑

α

Aα

p

∑
q=0

βq((i + α)∆x)q =
p

∑
q=0

βq(i∆x− a∆t)q (B.8)

This equality must hold for each exponent q individually, so we can look at each
summand with index q individually:

∑
α

Aαβq((i + α)∆x)q = βq(i∆x− a∆t)q (B.9)

Dividing the equation by βq and ∆xq gives
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∑
α

Aα(i + α)q =

(
i− a∆t

∆x

)q

. (B.10)

Since this must hold for all cell indices i, we can without loss of generality select i = 0
and write

∑
α

Aααq =

(
− a∆t

∆x

)q

= (−CCFL)
q (B.11)

This relation must hold for each exponent 0 ≤ q ≤ p individually, and hence the first
theorem is proven.

It remains to demonstrate the second theorem, which states that a scheme of form B.2
that satisfies condition B.3 is p-th order accurate.

A scheme is called p-th order accurate if the leading term of the point-wise error is
proportional to ∆xp. The point-wise error Pn+1

i is defined as the difference between
the exact solution and the numerical solution divided by the time step:

Pn+1
i =

un+1
i,exact − un+1

i

∆t
(B.12)

Without loss of generality, we once again consider the case for cell index i = 0. The
point-wise error is Pn+1

0 is then given by

Pn+1
0 =

1
∆t

[
u(i = 0, (n + 1)∆t)− un+1

i=0

]
(B.13)

=
1

∆t

[
u(−a∆t, n∆t)−∑

α

Aαu
n
α

]
(B.14)

Now we Taylor-expand both the terms u(−a∆t, n∆t) and un
α around x = 0 to obtain

Pn+1
0 =

1
∆t

[
∞

∑
q=0

(−a∆t)q

q!
∂qun

∂xq −∑
α

Aα

(
∞

∑
q=0

(α∆x)q

q!
∂qun

∂xq

)]
(B.15)
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=
1

∆t

∞

∑
q=0

1
q!

[
(−a∆t)q − ∆xq ∑

α

Aααq

]
∂qun

∂xq (B.16)

=
1

∆t

∞

∑
q=0

∆xq

q!

[(−a∆t
∆x

)q

−∑
α

Aααq

]
∂qun

∂xq (B.17)

=
1

∆t

∞

∑
q=0

∆xq

q!

[
(−CCFL)

q −∑
α

Aααq

]
∂qun

∂xq (B.18)

Using the property B.3, it is obvious that the term in parentheses vanishes for all q ≤ p,
and hence the leading term of the error is given by q = p + 1:

1
∆t

∆xp+1

(p + 1)!

[
(−CCFL)

p+1 −∑
α

Aααp+1

]
∂p+1un

∂xp+1 (B.19)

=
a∆xp

CCFL(p + 1)!

[
(−CCFL)

p+1 −∑
α

Aααp+1

]
∂p+1un

∂xp+1 (B.20)

The leading term is proportional to ∆xp, and therefore a method that satisfies condi-
tion B.3 will be p-th order accurate.
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C. Full Expressions For Partitions of Unity
And Their Gradients

In this appendix, the full expressions required to compute the partitions of unity,
normalizations, and derivatives of the partitions of unity are given. In what follows,
we assume that the kernels W are defined as

Wi(x) = W(x− xi, h(x)) =
1

h(x)ν
w
( |x− xi|

h(x)

)
(C.1)

To compute the normalizations ω(xi) (eq. 7.3) for a specific particle position xi, we
need to sum over all neighboring particles j:

ω(xi) = ∑
j

W(xi − xj, h(xi)) (C.2)

with hi = h(xi).

For the Ivanova et al. (2013) expression of the effective surfaces Aij (eq. 8.64), we need
analytical gradients in Cartesian coordinates of ψi(xj).

From eq. 7.2 we have that

ψj(xi) =
W(xi − xj, h(xi))

ω(xi)

Let rij ≡ |xi − xj| and qij ≡ rij
hi

. Then the gradients are

∂

∂x
ψj(xi) =

∂

∂x
W(xi − xj, h(xi))

ω(xi)
=

∂

∂x
W(rij, hi)

ω(xi)
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=
∂W
∂x (rij, hi) ω(xi)−W(rij, hi)

∂ω
∂x (xi)

ω(xi)2

=
1

ω(xi)

∂W
∂x

(rij, hi)−
1

ω(xi)2 W(rij, hi)
∂

∂x ∑
k

W(rik, hi)

=
1

ω(xi)

∂W
∂x

(rij, hi)−
1

ω(xi)2 W(rij, hi)∑
k

∂W
∂x

(rik, hi) (C.3)

The gradient of the kernel W is given by

∂

∂x
Wj(xi) =

∂

∂x

(
1
hν

i
w(qij)

)
=

1
hν

i

∂w(qij)

∂qij

∂qij(rij)

∂rij

∂rij

∂x
(C.4)

We now use

∂qij(rij)

∂rij
=

∂

∂rij

rij

hi
=

1
hi

(C.5)

∂rij

∂x
=

∂

∂x

√
(xi − xj)2 =

1
2

1√
(xi − xj)2

· 2(xi − xj)

=
xi − xj

rij
(C.6)

To be perfectly clear, we should in fact write

rj(x) ≡ |x− xj|

which again leads to

∂rij

∂x
=

∂rj(xi)

∂x
=

∂rj(x)
∂x

∣∣∣∣
x=xi

=
∂

∂x

√
(x− xj)2

∣∣
x=xi

=
1
2

1√
(x− xj)2

· 2(x− xj)
∣∣
x=xi

=
x− xj

rj(x)
∣∣
x=xi

=
xi − xj

rij
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Inserting expressions C.5 and C.6 in C.4, we obtain

∂

∂x
Wj(xi) =

1
hν+1

i

∂w(qij)

∂qij

xi − xj

rij
(C.7)

Finally, inserting C.7 in C.3 we get

∂

∂x
ψj(xi) =

1
ω(xi)

1
hν+1

i

∂

∂r
w(rij, hi)

xi − xj

rij
−

1
ω(xi)2 W(rij, hi)∑

k

1
hν+1

i

∂

∂r
w(rik, hi)

xi − xk

rik
(C.8)

The definition of rij requires a bit more discussion. Since the kernels are required to
be spherically symmetric, we might as well have defined

r′ij = |xj − xi| (C.9)

which would leave the evaluation of the kernels invariant, but the gradients would
have the opposite direction:

∂r′ij
∂x

=
xj − xi

r′ij
= −xi − xj

rij
= −∂rij

∂x
(C.10)

To show why the first choice is the correct one, consider a one-dimensional case where
we choose two particles i and j such that xj > xi and qij = |xj − xi|/hi < H/hi, where
H is the compact support radius of the kernel of choice. Because we’re considering a
one-dimensional case with xj > xi, we can now perform a simple translation such that
particle i is at the origin, i.e. x′i = 0 and x′j = xj − xi = |xj − xi| = rij. In this scenario,
the gradient in Cartesian coordinates and in spherical coordinates must be the same:

∂

∂x′
W(|x′i − x′|, hi)

∣∣
x′=x′j

=
∂

∂rij
W(rij, hi)

⇒ 1
hν

i

∂w(q′ij)

∂q′ij

∂q′ij(r
′
ij)

∂r′ij

∂r′i(x′)
∂x′

∣∣
x′=x′j

=
1
hν

i

∂w(qij)

∂qij

∂qij(rij)

∂rij
(C.11)
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We have the trivial case where

r′ij = |x′i − x′j| = |xi − xj| = rij

q′ij = r′ij/hi = qij

⇒
∂w(q′ij)

∂q′ij
=

∂w(qij)

∂qij
,

∂q′ij(r
′
ij)

∂r′ij
=

∂qij(rij)

∂rij

giving us the condition from C.11:

∂r′i(x′)
∂x′

∣∣
x′=x′j

= 1 =
∂ri(x)

∂x
(C.12)

this is satisfied for

rj(x) = |x− xj|

but not for

rj(x) = |xj − x|
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D. Converting Photon Number Emission
Rates to Photon Energy Emission Rates

Some radiative transfer codes use photon number injection rates Ṅγ for their emission
rates rather than the energy injection rates Ėγ, or equivalently luminosities L. To con-
vert between these two quantities, we need to assume that the emission follows some
spectrum J(ν).

In the case of a single photon group, the conversion is quite simple: We first need to
compute the average photon energy Eγ:

Eγ =

∫
J(ν) dν∫

J(ν)/(hν) dν
(D.1)

then the emitted luminosity (energy per unit time) is

L = Eγ Ṅγ (D.2)

Note that in many cases, the given emission photon number rate is the number rate of
ionizing photons. This means that we need to start the integrals at the lowest ionizing
frequency νion, min in order to have the correct translation to the luminosity of the
ionizing energy:

Eγ =

∞∫
νion, min

J(ν) dν

∞∫
νion, min

J(ν)/(hν) dν

(D.3)

In the case of several photon frequency groups being used, the conversion requires a
little adaptation in order to preserve the correct number of photons emitted. For each
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photon group i, the average photon energy is given by

Ei =

νi, max∫
νi, min

J(ν) dν

νi, max∫
νi, min

J(ν)/(hν) dν

(D.4)

Secondly, we need to compute the fraction fi of ionizing photons in each bin, which is
given by

fi =

νi, max∫
νi, min

J(ν)/(hν) dν

∞∫
νmin

J(ν)/(hν) dν

(D.5)

Then the number of emitted photons in each bin is given by

Ṅi = fi Ṅγ (D.6)

And the luminosities are given by

Li = Ei Ṅi (D.7)

=

νi, max∫
νi, min

J(ν) dν

∞∫
νmin

J(ν)/(hν) dν

Ṅγ (D.8)
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E. A Time Step For A Particle With
Nonzero Radiation Energy Density And
Zero Radiation Flux

We could encounter cases where we have nonzero radiation energy, but zero radiation
flux, for example through diffusion, or when exception handling unphysical scenarios,
or by intentionally only injecting energy density.) In these cases, recall that (index i
below is for photon frequency group, not particle index!)

∂Fi

∂t
+ c2 ∇ ·Pi = −

HI,HeI,HeII

∑
j

njσijcFi (E.1)

Pi = DiEi (E.2)

Di =
1− χi

2
I+

3χi − 1
2

ni ⊗ ni (E.3)

ni =
Fi

|Fi|
(E.4)

χi =
3 + 4 f 2

i

5 + 2
√

4− 3 f 2
i

(E.5)

fi =
|Fi|
cEi

(E.6)

For Fi = 0, we get

fi = 0 (E.7)

χi =
3

5 + 2
√

4
=

1
3

(E.8)

Di =
1− 1

3
2

I =
1
3
I (E.9)

Pi = DiEi =
1
3

EiI (E.10)

which is the solution of the optically thick limit, where the radiation pressure tensor is

385



E. A Time Step For A Particle With Nonzero Radiation Energy Density And Zero Radiation Flux

isotropic. Now let’s look at what happens when a particle k has some nonzero energy
E0, but zero flux, and interacts with particle l, which has both zero energy density and
zero flux. The initial state is then:

Uk(t = 0) =

(
E0

0

)
Fk(t = 0) =

(
0

c2P

)
=

(
0

c2

3 E0I

)
(E.11)

Ul(t = 0) =

(
0
0

)
Fl(t = 0) =

(
0
0

)
(E.12)

To simplify matters, let’s assume both particles have equal volumes, Vk = Vl = V, and
let’s omit the gradient extrapolation to the interface position that makes the method
second order accurate. Let’s also assume that the particles are aligned parallel to a
coordinate axis, thus making the projection along the normal vector to their interaction
surface trivial.

Then the intercell flux given by the GLF Riemann solver (eq. 12.61) is

F1/2(UL,UR) =
FL +FR

2
− c

2
(UR −UL) (E.13)

=

(
0−0

2 − c
2 (0− E0)

c2/3 E0−0
2 − c

2 (0− 0)

)
=

(
c
2 E0
c2

6 E0

)
(E.14)

Let β ≡ ∆tAklc
2V . Using the update formula given in eq. 12.45, the states at t = ∆t will

be

Uk(t = ∆t) = Uk(t = 0)− ∆t
V

F1/2Akl (E.15)

=

(
E0 − ∆tAkl

V
c
2 E0

0− ∆tAkl
V

c2

6 E0

)
=

(
E0(1− β)

− β
3 cE0

)
(E.16)

Ul(t = ∆t) = Ul(t = 0)− ∆t
V
(−F1/2)Akl (E.17)

=

(
0 + ∆tAkl

V
c
2 E0

0 + ∆tAkl
V

c2

6 E0

)
=

(
βE0
β
3 cE0

)
(E.18)

where the minus sign for the inter-cell flux (−F1/2) in eq. E.17 stems from the orien-
tation of the effective surface Akl .
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The takeaway here is that after a single time step, both particles k and l will have
nonzero energy and nonzero photon flux F. For the photon fluxes of the particle l,
we see that |Fl | = 1

3 cEl with El = βE0, meaning that the photon flux corresponds
to the optically thick, diffusion limit. For particle k we have |Fk| = β

1−β cEk with
Ek = (1 − β)E0. Comparing the particle volume V and effective surface Akl to a
regular cell of edge length L, then V = L3 and Akl = L2. Simultaneously this gives
us a comparative CFL condition: L ≥ c∆t. This simple comparison limits the possible
values of β to 0 ≤ β ≤ 1

2 , given that all terms of β must be positive. The limits translate
to 0 ≤ |Fk| ≤ cEk for the photon flux, meaning that particle k can end up in any state
between no net flux, and the free streaming, optically thin limit.
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