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Résumé
Les récentes observations de l’Univers semblent révéler plusieurs problèmes dans nos mo-

dèles théoriques, en particulier liés à l’énergie sombre et la matière noire. Fort heureusement,

ce même Univers nous offre aussi un outil pour résoudre ces problèmes : l’effet de lentille

gravitationnelle fort. Ce phénomène, qui peut être décrit comme la déformation d’une source

lumineuse lointaine à cause de la masse d’une galaxie plus proche, permet de mesurer la

masse totale de cette dernière, qui nous resterait autrement inaccessible. Cependant, mesurer

cette masse requiert la modélisation précise et de la source et de la galaxie lentille, une tâche

difficile qui découle du fait que nos télescopes sont assez puissants pour révéler toute la

complexité des galaxies. L’objectif principal de cette thèse est de développer de nouvelles

techniques de modélisation allant plus loin que les simplifications actuelles, dans le but

d’améliorer la modélisation de la lumière et de la masse des galaxies les plus complexes.

La modélisation de lentilles gravitationnelles est un problème sous-contraint, dans le sens où

plusieurs solutions existent. Les nouvelles techniques que je présente ici sont basées sur deux

concepts centraux permettant de passer outre cette difficulté : la parcimonie et la transformée

en ondelettes. La parcimonie est une manière efficace de sélectionner la solution qui contient

le moins de paramètres dans un modèle donné, c’est-à-dire la plus simple qui puisse correcte-

ment expliquer les observations. La transformée en ondelettes sépare les différentes échelles

spatiales de la solution, et permet la reconstruction aussi bien de petits détails compacts

que de variations étendues dans la distribution de la lumière, qui sont des caractéristiques

observées dans les galaxies réelles. Comme la complexité et la taille des données augmentent

à un rythme accéléré, les techniques de modélisation doivent être rapides et applicables à

grande échelle. Pour répondre à ces besoins, j’utilise le concept d’optimisation différentiable

pour grandement réduire le temps de calcul. Le cadre de modélisation que je propose combine

de manière simplifiée plusieurs techniques, des plus simples ou plus complexes, en fonction

des exigences des observations.

Dans ce travail, je démontre que la parcimonie et les ondelettes permettent de surmonter

les limitations des méthodes actuelles pour modéliser toute la complexité des lentilles gravi-

tationnelles. Comparés aux autres méthodes qui présument des variations de lumière et de

masse continues, une approche multi-échelle améliore significativement la reconstruction

des galaxies lentillées. De plus, je prouve que cette même approche est tout aussi adaptée à la

caractérisation de la masse invisible des galaxies, notamment quand celle-ci dévie de simples
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Résumé

distributions elliptiques. Ces résultats ouvrent des perspectives intéressantes pour mesurer

les propriétés des galaxies, y compris leur contenu en matière noire.

De plus, ma recherche prend part au grand débat actuel qui questionne le rôle de l’énergie

sombre dans l’expansion de l’Univers. Basée sur l’effet de lentille gravitationnelle de qua-

sars lointains, la cosmographie par délai temporel est une méthode au rôle central dans ce

contexte, car elle permet de mesurer le taux d’expansion de l’Univers (la constante de Hubble)

de manière totalement indépendante des autres méthodes. Les résultats présentés ici sont

variés : recherches d’erreurs systématiques dans nos précédentes mesures, tests à l’aveugle de

nos techniques de modélisation et d’inférence, et analyses d’observations récentes de quasars

lentillés vus par le télescope spatial Hubble. Je décris également comment la collaboration

TDCOSMO, dont je fais partie, a développé un nouveau formalisme de mesure de la constante

de Hubble, en retirant une grande partie des hypothèses liées à la distribution de masse

des galaxies, les remplaçant par des mesures de la vitesse des étoiles dans ces galaxies. Ces

analyses sont cruciales pour améliorer la précision et diminuer les biais dans nos mesures, et

potentiellement résoudre les mystères actuels sur l’énergie sombre.

Mots clés : cosmologie – lentilles gravitationnelles – galaxies – parcimonie – ondelettes –

cosmographie par délai temporel – constante de Hubble.

iv



Abstract
For many years, observations of the Universe suggest a series problems with our theoretical

models, particularly its dark energy and dark matter components. Fortunately, the Universe

also provides us with a tool to solve these problems, called strong gravitational lensing. This

natural phenomenon, observed as multiple images of a distant background source, distorted

by the mass of a foreground galaxy, offers a unique opportunity to detect the otherwise in-

visible total mass of that galaxy. Yet, this detection is only possible if both background and

foreground objects are accurately modeled, a task of increasing difficulty because our tele-

scopes reveal more and more of the intrinsic complexity of galaxies. The primary goal of

this thesis is to demonstrate how novel and well-motivated techniques can go beyond the

current simplifying assumptions to improve the modeling of luminous and dark components

of galaxies.

Gravitational lens modeling is an under-constrained problem that has several possible solu-

tions. The new techniques I introduce here are based on two key concepts to overcome this

difficulty: sparsity and the wavelet transform. Sparsity selects the solution that contains the

fewest parameters, namely the least complex one that best fits the observation. The wavelet

transform separates the various spatial scales of the solution and enables the reconstruction of

the small-scale compact features up to the larger, smoother variations, which are all found in

real galaxies. Since the complexity and size of data sets are dramatically increasing, modeling

techniques must also be fast and scalable. I address these requirements using differentiable

programming to enable unprecedented gains in computation time. The proposed modeling

framework allows us to effortlessly combine simple and more complex techniques together, if

required by the observations.

In this work, I demonstrate that sparsity and wavelets can address the limitations of current

methods for modeling the full complexity of gravitational lenses. Compared to the many

methods based on smoothness assumptions, I show how multi-scale modeling techniques

significantly improve the reconstruction of lensed galaxies at high resolution. Moreover, I

demonstrate that those same techniques are well-suited to characterize the invisible mass

distributions of galaxies, notably when it deviates from the widely used smooth elliptical

profiles. These results offer exciting possibilities to measure better the properties of galaxies

via gravitational lensing, including their dark matter content, ultimately improving our under-

standing of galaxy evolution.
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Abstract

Additionally, I take part to the long-standing debate regarding the role of dark energy in the

expansion of the Universe using the method of time-delay cosmography. Based on the gravita-

tional lensing of distant quasars, this method plays a central role in this context because it can

measure the expansion rate of the Universe (the Hubble constant) independently of all other

methods. The results I present are various: searching for systematic errors in past measure-

ments, testing modeling techniques on a blind challenge, and modeling recent Hubble Space

Telescope observations of lensed quasars to measure their absolute distance. I also describe

the new approach introduced within the TDCOSMO collaboration, based on relaxing most

assumptions on the mass distribution of galaxies and replacing those with observations of

stellar kinematics. These analyses are essential to improve the accuracy and precision of the

measurements, and potentially confirm or rule out the current dark energy hypotheses.

Keywords: cosmology – gravitational lensing – galaxies – sparsity – wavelets – time-delay

cosmography – Hubble constant.
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Notations, units, and constants
In the text, I use bold font to guide the reader’s eyes towards some key concepts and definitions.

Moreover, I try as much as possible to be consistent in equations and formulae, by following

these few conventions:

• Scalars are written in lower case and italic font (e.g., θ), although some physical con-

stants are written in upper case.

• Vectors are written in lower case, italic, and bold font (e.g., θ).

• Matrices are written in upper case, and bold font (e.g., C).

• Operators are written in upper case, bold, and sans-serif font (e.g., B,Φ).

• Tensors are written in lower case with indices and/or exponents (e.g., gµν).

• Convolutions and element-wise products are written ∗ and ◦, respectively.

In astrophysics, we use somewhat unconventional units, like these ones:

• One arcminute is 1/60 of a degree, shortened 1 arcmin or 1′. The apparent size of

the moon in the sky is about 30 arcmin. Interestingly, it roughly corresponds to the

resolution of the human eye.

• One arcsecond is 1/60 of an arcminute, shortened 1 arcsec, or 1′′, or 1′′.0. Most of the

angular sizes mentioned in this dissertation will be given in arcseconds. A thousandth

of an arcsec is a milliarcsec, often shortened mas.

• One parsec, shortened 1 pc, corresponds to approximately 3.26 ly (light years), that

is 3.09×1016 m. I will use various orders of magnitudes: the kiloparsec kpc (∼ size of

galaxies), the megaparsec Mpc (∼ distances between galaxies), or even the gigaparsec

Gpc (∼ distance to very distant galaxies).

We also assume that some physical quantities are constant and fixed throughout the analyses:

• Speed of light in vacuum: c ≈ 2.998×108 ms−1.

• Gravitational constant: G ≈ 6.674×10−11 m3 kg−1 s−2.

• Nominal mass, luminosity and radius of the Sun: 1 M¯ = 1.988×1030 kg, 1 L¯ = 3.828×
1026 kgm2 s−3, 1 R¯ = 6.957×108 m, respectively.

Lastly, I use shortened notations for keeping the text relatively light: “e.g.” means “for example”,

and “i.e.” means “that is”. The full list of acronyms is available at the end of this document.
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1 Introduction

A path to the Cosmos.
A. Galan, Lacanau-Océan, 2021.
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Chapter 1. Introduction

1.1 A brief history of observational cosmology

From the flat central Earth to curved spacetime

It is fairly admitted that our planet, the Earth, is not a flat object, static in space. However, this

was a common belief during the 15th century B. C., when the first Mesopotamian astronomers

described the Earth as a disk surrounded by a cosmic ocean. This belief is now seen as the root

of the first cosmological theories that attempted to describe the motion of the Sun, the Moon,

and other celestial objects visible to the naked eye. Later, around the 5th century B. C., several

Greek philosophers, including Anaximander, proposed that the Earth and the distant Sun are

spheres. While it is believed that Anaximander pioneered the so-called scientific thinking to

describe visible celestial bodies and their origin (as opposed to mythological thinking), they

were still represented as orbiting around a fixed planet, Earth, positioned at the center of the

cosmos. This model was further explored in the second century B. C. by the Greek astronomer

Ptolemy, in his Almagest treaty, as illustrated in Fig. 1.1a. Nonetheless, Ptolemy’s vision was

more advanced than his predecessors’. He was able to reproduce the counter-intuitive motion

of planets based on the concept of epicycles: instead of simply moving around the Earth, each

planet would describe smaller circles in space, creating the complex motions observed in the

sky.

From the 16th century of our era, the geocentrism vision was seriously put into question

during the ideological battle that opposed the Catholic church (that supported geocentrism)

and alternative theories that showed increasing compatibility with observations. Perhaps one

of the most representative consequences of this difficult context was the theory of a Danish

astronomer, Tycho Brahe, who stated that all planets were orbiting the Sun, with the exception

of the Earth and the Moon. However, the more modern heliocentric theory of the universe,

published in 1543 by Nicolaus Copernicus and quietly supported by Galileo, was more and

more established as the accepted model. This fundamental paradigm shift is illustrated

in Fig. 1.1b. Later, during the 17th century, heliocentrism was at the basis of fundamental

works published by the German astronomer Johannes Kepler and British astronomer Sir Isaac

Newton, which interpreted the motion of planets as elliptical orbits around the Sun (Kepler’s

laws), and more generally the motion of any object subject to forces (Newtonian mechanics,

1687).

New theories beyond Newtonian mechanics—more generally called classical mechanics—

were required to understand the Universe as a whole, specifically how it evolves on large scales.

Motivated by the limitation of Newton’s theory at explaining the motion of objects close to

the speed of light, Albert Einstein proposed a generalization of the laws of mechanics in 1905,

known as special relativity. His developments paved the way for a description of space and

time as a more general object: spacetime. However, this theory was “special” in the sense

that its applicability was restricted to the special case of flat spacetime (there is no reason for

spacetime to be perfectly flat!). It is believed that a couple of years later, Einstein realized that

the principle of relativity—the fact that laws of motion have the same form independently of
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1.1. A brief history of observational cosmology

(a) Ptolemy’s vision of the Universe. (b) Copernicus’ heliocentrism.

Figure 1.1 – Two epochs, civilizations, and visions of the Universe. Almost 2000 years separate these two cosmologi-
cal models. (a) Illustration based on Ptolemy’s Almagest treaty, dated from the 2th century BC. We see a static Earth
in the middle, surrounded by Air and Fire, Planets, the Sun, and distant stars in the Firmament. (b) Reproduced
from Nicolaus Copernicus’ De revolutionibus orbium coelestium (On the Revolutions of the Heavenly Spheres)
published in 1543. The Earth is now orbiting the central Sun, like other planets on different orbits, and the Moon
revolves around our planet.

spacetime geometry—also applies to gravitational forces. This triggered the development of

the theory of general relativity that Einstein published in a series of developments between

1907 and 1915. We will now see why general relativity is the basis of the fundamental laws

describing the past, present, and future of the Universe.

General relativity at the basis of modern cosmology

The theory of general relativity implies that the evolution of any object or radiation traveling

in the Universe follows its local geometry. This geometry can be flat, curved, donut-shaped, or

any other crazy shape that one could imagine. In addition, it unifies the two familiar concepts

of space and time into a unique four-dimensional manifold called spacetime, shaped by the

distribution of the momentum and energy of matter and radiations present everywhere in the

Universe. Similarly, it unifies the concepts of mass and energy, which are, in reality, perpetually

transforming into each other. By observing the energy and spacetime interactions, we can try

to understand our Universe’s past, present, and future evolution. While classical mechanics

describe gravity as a force taking place in a fixed space and possibly varying in time, general

relativity describes the net influence of objects on spacetime as a whole. One can summarize

those two theories as follows:

3



Chapter 1. Introduction

Classical mechanics General relativity

Mass tells gravity how to exert a force Mass-energy tells spacetime how to curve

Force tells mass how to accelerate Curved spacetime tells mass-energy how to move

General relativity is formulated in a specific mathematical formalism based on tensors, which

looks rather horrendous at first sight, but ultimately allows for summarizing very complex

equations into pleasant compact formulas.

In this formalism, one of the most fundamental ingredients is the metric tensor, gµν, that

entirely encodes how a non-accelerating coordinate system transforms into an arbitrary coor-

dinate system. In other words, it defines the invariant interval of spacetime. The metric tensor

is a rather abstract object, but fundamental nonetheless since it captures all the geometric

and causal structure of spacetime. Knowing gµν allows us to define time, distance, volume,

curvature, angle, as well as the meaning of “past” and “future”.

The set of equations that allow to find the metric gµν from the distribution of mass-energy are

the Einstein’s field equations:

Gµν =−8πG

c4 Tµν+Λgµν . (1.1)

In the above equation, Gµν is the Einstein tensor that encodes the curvature of spacetime,

Tµν is the energy-momentum tensor that describes the density and the flux of energy and

momentum throughout spacetime, andΛ is a constant term. Solving these equations for the

metric gµν is not as simple as it seems, because both Gµν and Tµν depend on gµν in a complex

way.

Initially, Einstein’s equations did not contain the constant Λ, which a priori does not have

any physical meaning. Einstein thought that his original equations predicted the Universe to

be dynamic, that is, the size of the Universe could evolve with time. Many astronomers like

Einstein did not believe in a dynamic Universe, mainly due to a lack of observational evidence.

Therefore, in 1917, he published the final version of his equations (Eq. 1.1) and tuned Λ so

that the Universe would be static, without a beginning nor an end. As discussed in the next

section, Einstein’s assumptions were incorrect: Λ does not necessarily imply a static Universe,

and it is still the best ingredient to explain the expansion of the Universe today.

General relativity has many implications throughout different research fields, and it is very

tempting to tell the story of all of them. For conciseness, the next sections and chapters remain

limited to a subset of implications in relation to this thesis work. Fortunately, though, this

implies describing nothing less than the standard model of cosmology (Sect. 1.2) and the

fabulous effect of gravitational lensing (Chapter 2). We now dive into the modern description

of our Universe.
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Big Bang
0 years

Dark Ages
Formation of

clusters, galaxies, planets, ...

Dark energy
accelerated expansion

Present

First stars
400 million years

Recombination / CMB
380,000 years

Re-ionization epoch

Universe’s expansion 13.8 billion years

Figure 1.2 – Schematic time evolution of the Universe according to the standardΛCDM model of cosmology, from
its debuts after the Big Bang up to today. Adapted from the original image from NASA / LAMBDA Archive / WMAP
Science Team.

1.2 Modern cosmological description of the Universe

1.2.1 The Lambda cold dark matter cosmological model

The standard cosmological model, Lambda cold dark matter (ΛCDM), is based on a particular

case of the Einstein’s field equations (Eq. 1.1), established in 1922 by several astronomers:

the Friedmann-Lemaître-Robertson-Walker (FLRW) metric. The classic representation of the

Universe’s history according to this model is shown on Fig. 1.2.

The ΛCDM model relies on a set of fundamental assumptions about the Universe, known as

the cosmological principle:

• homogeneity: the properties of the Universe are the same everywhere, hence the same

laws of physics apply everywhere;

• isotropy: the observed properties of the Universe are the same whatever the direction of

observation.

At first sight, this is surprising. The world around us is evidently not homogeneous and

isotropic: on Earth, in the Solar System, or even within our galaxy. In fact, these properties

only hold on the (very) large scales, where the theory of general relativity must be used

instead of classical mechanics to accurately describe the physical phenomenons at play. These

cosmological scales, or cosmological distances, are typically larger than the size of galaxy

clusters, where many observations have revealed that the Universe is very close to being

homogeneous and isotropic.
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The Einstein equations with the FLRW metric become the Friedmann equations, which can

be written as a function of intuitive properties such as the pressure p and energy density ρ

(
ȧ

a

)2

= 8πG

3
ρ− kc2

a2 + Λ
3

ä

a
= −4πG

3

(
ρ+ 3p

c2

)
+ Λ

3
.

(1.2)

In the equations above, k is the curvature of the Universe. As the curvature has been measured

to be very close to zero—the Universe would be overall “flat”—we will assume k = 0 for the rest

of this dissertation. The scale factor a ≡ a(t ) describes how distances expand or contract over

time, and is defined such that a(t0) = 1 at present time t0. Since Eq. 1.2 involves derivatives of

a with respect to time (ȧ and ä), it gives the evolution of the scale factor given the total energy

density and pressure, and the constantΛ.

The constantΛ, although initially introduced for wrong reasons by Einstein (see Sect. 1.1), is

called the cosmological constant and is one of the fundamental building blocks of theΛCDM

model. The exact physical form ofΛ is still one of the biggest open questions in cosmology.

However, in the context of ΛCDM, it consists of dark energy that can be interpreted as a

pressure force that counteracts gravitational forces and causes the expansion of the Universe.

At the present time, dark energy would represent around 70% of the full mass-energy content

of the Universe.

To understand further the predictions ofΛCDM and how they are compared to observations,

one needs to consider a slightly different version of the Friedmann equations. The goal is to

separate the different types of matter and energy present in the Universe, reveal cosmological

parameters that we can measure, and express everything as a function of redshift instead of

time.

When observing an astronomical object located at a cosmological distance from Earth, one

usually measures its velocity along the direction of observation (its radial velocity), which

is non-zero because of the expansion of the Universe. This recessional velocity defines the

notion of cosmological redshift z: an object moving away from us appears “redder” than it is

in reality (redder meaning that its redshift is positive). Since a distant object also appears to

us as it was at an older epoch due to the finite speed of light, the cosmological redshift z and

the time t can be used interchangeably. The redshift at the present time t0 is z = 0, and z > 0

corresponds to older times t < t0. Within the FLRW metric, the scale factor a(t ) of an object

that emitted light rays at time t that we observe at present time with a redshift z, is given by

a(t ) ≡ a(z) = 1

1+ z
. (1.3)

Now is time to introduce the Hubble parameter, an important quantity that describes the
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1.2. Modern cosmological description of the Universe

variation rate of the scale factor as a function of the redshift:

H(z) ≡ ȧ(z)

a(z)
, H0 ≡ H(z = 0) , (1.4)

which also defines the Hubble-Lemaître constant1 H0, the rate at which the size of the Uni-

verse evolves at present time; in other words, its current expansion rate. For practical reasons,

H0 can also be expressed as the dimensionless value h ≡ H0
/

(100 km s−1Mpc−1).

We define other parameters of the model by separating the total energy density of the Universe

into four components:

ρ =
baryonic matter︷︸︸︷

ρb + ρc︸︷︷︸
cold dark matter

+
radiation︷︸︸︷

ρr + ρΛ︸︷︷︸
dark energy

, (1.5)

where baryonic matter refers to all forms of “luminous” matter, while non-luminous matter is

formed of cold dark matter (CDM), and radiation is composed of photons and neutrinos. The

critical density, ρcrit = 3H 2
/

(8πG), which depends on the redshift, has important implications

on the geometry and future evolution of the Universe. For instance, if the total energy density

ρ equals ρcrit, then the Universe is flat and in expansion. Additionally, it allows to introduce

the following (dimensionless) density parameters, defined at present time (z = 0):

Ωb,0 ≡
ρb

ρcrit

∣∣∣∣∣
z=0

, Ωc,0 ≡ ρc

ρcrit

∣∣∣∣∣
z=0

, Ωr,0 ≡ ρr

ρcrit

∣∣∣∣∣
z=0

, ΩΛ,0 ≡ ρΛ

ρcrit

∣∣∣∣∣
z=0

. (1.6)

Finally, after a few mathematical manipulations, one can rewrite the first Friedmann equation

as a dimensionless relation between the expansion rate and the various energy density terms,

as a function of redshift:

H(z)2 = H 2
0

[
Ωb,0(1+ z)3 +Ωc,0(1+ z)3 +Ωr,0(1+ z)4 +ΩΛ,0(1+ z)3(1+w)︸ ︷︷ ︸

E(z)

]
, (1.7)

where w is the equation of state parameter of dark energy, defined as w = pΛ
/
ρΛ (i.e., the

ratio of the pressure to the density of dark energy). In general, this equation of state can

depend on the redshift (i.e., w(z)), but withinΛCDM, dark energy is the cosmological constant

Λ and has equation of state w ≡ w0 =−1.

Equation 1.7 with w = −1 is the central equation of the ΛCDM model. It parametrizes the

evolution of the Universe as a function of measurable quantities, namely redshifts, densities,

and the Hubble constant. From a measurement of all the right-hand side quantities, it is

possible to go back in time (i.e., to larger redshifts z) and predict the state of the Universe as it

1This is the name giving back full credits, rightfully, to both Edwin Hubble and George Lemaître, for having
established the law of Universe’s expansion. Nevertheless, it is common practice to simply write the “Hubble
constant” as a shorthand.
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was then. Equivalently, by assuming a particular shape for the Hubble parameter H(z), it is

possible to explore different histories of the Universe, and compare those with the one we live

in today.

As we will see in Sect. 1.2.3, the ΛCDM model agrees extremely well with observations of

the cosmic microwave background (CMB), the earliest electromagnetic radiation that can be

observed. The CMB occurred at the epoch of recombination, when the first neutral atoms

were formed, and photons became free to travel throughout space. Recombination happened

at redshift zrec ≈ 1100, about 380000 years after the Big Bang. Based on measurements

of temperature and polarization fluctuations of the CMB obtained with the Planck space

telescope, the most precise values to date for the cosmological parameters entering Eq. 1.7 are

(Planck Collaboration et al., 2020a):

H0 = 67.4±0.5 kms−1 Mpc−1 ⇒ accelerated expansion at ∼ 70 kms−1 Mpc−1

ΩΛ,0 = 0.685±0.007 ⇒ ∼ 69% of dark energy

Ωc,0 = 0.264±0.002 ⇒ ∼ 26% of cold dark matter

Ωb,0 = 0.0493±0.0002 ⇒ ∼ 4.9% of baryonic matter

Ωr,0 ∼ 9 ·10−5 ⇒ ∼ 0.01% of radiation

As discussed in the next section, finding H (z) to apply or test theΛCDM model through Eq. 1.7

requires to measure absolute distances. This is in contrast to measurements of cosmological

redshifts, which can be seen as relative distances (distant objects are moving away from us).

As we now live in an expanding Universe, this is far from trivial, and the best thing we can do

is to rely on as many methods as possible.

1.2.2 Absolute distances in an evolving Universe

Unlike in a flat and static Universe, absolute distances between objects constantly vary in

time and space. The perpetually evolving spacetime and the finite speed of light strongly affect

our perception of distant objects. Among the different definitions of absolute distances, three

are particularly relevant to the distance measurements methods that we discuss in this work.

The most straightforward distance that we can define is the one assuming a constant expansion

rate (i.e., H0 at all times). It is called the Hubble distance DH, and will simply serve as a

reference to illustrate the other definitions of distance:

DH(z) = c

H0
z , (1.8)

which is only valid at “small” redshifts. For higher redshifts, the Hubble parameter H(z)

significantly deviates from the Hubble constant, as seen in Eq. 1.7. This linear relation is

illustrated on Fig. 1.3, and compared with distances defined below.

The relation between the distance D to an object, its angular size θ (on the sky, measured
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Figure 1.3 – Cosmological distances as a function of redshift. This illustrates the different behaviors of angular
and luminosity distances compared to the local (low-redshift) expansion history defined by the Hubble distance.
The maximal redshift shown on this figure is zrec ≈ 1100, which approximately corresponds to the epoch of
recombination and the redshift of the CMB. The gray area in the top panel matches the gray area in the bottom
one.

in radians), and its true physical size S is simply D = S
/

tan(θ) ≈ S
/
θ. The angular diameter

distance, DA, is defined such that this geometrical relation still holds even in an expanding

Universe. The formal definition of DA withinΛCDM, measured between us and redshift z1, or

between two arbitrary redshifts z2 and z3, is given by

DA(z1) ≡ D1 = DA(0, z1) (1.9)

with DA(z2, z3) ≡ D23 = 1

1+ z3

c

H0

∫ z3

z2

dz ′

E(z ′)
(1.10)

where E(z) has been defined in Eq. 1.7 and encapsulates all the redshift-dependent density

parameters. The angular diameter distance as a function of redshift is shown on Fig. 1.3. We

notice a very counter-intuitive feature: after redshift ∼ 1, the distance DA starts to decrease!

Imagine a ruler of, for example, 1 Mpc today. In the past, in a much smaller Universe, this

ruler would fill a much larger fraction of the space. This means that its angular size was larger,

9



Chapter 1. Introduction

thus its angular diameter distance is smaller2. Note that, in an expanding Universe, angular

diameter distances do not simply sum as they would in our locally static and flat spacetime

(i.e., D2 6= D1 +D12).

Similarly to the angular diameter distance, it is possible to consider another definition, this

time established to conserve the relation between the distance D to an object, its luminosity

L, and the measured flux F , namely D2 = L
/

(4πF ). Again, this relation does not hold in an

expanding Universe, so one needs to define a luminosity distance, DL, to use it withinΛCDM:

DL(z) = (1+ z)
c

H0

∫ z

0

dz ′

E(z ′)
. (1.11)

The luminosity distance is compared to the angular diameter distance on Fig. 1.3.

Comparing Eqs. 1.10 and 1.11 gives the so-called distance duality relation:

DL(z) = (1+ z)2DA(z) . (1.12)

The above relation is central to several methods that measure cosmological parameters as

a way to translate between DL and DA depending on the type of observations. The distance

duality relation depends on three very general assumptions (Etherington, 2007): (1) the

Universe is described by a metric theory (like in General Relativity), (2) the number of photons

is conserved until it reaches our detectors, and (3) their trajectory can be described using a

metric (i.e., with general relativity). This relation is very interesting because it is almost model-

independent and any observational evidence for its violation would point to a modification of

the cosmological model (one being that photons would decay into dark matter along their

path through space, e.g., Hogg et al., 2020).

1.2.3 Measuring absolute distances and the Hubble constant

The Hubble constant, H0, plays a central role in cosmology: it is one of the very few observable

quantity that characterizes the dynamics of the Universe. While H0 is not formally one

of the six independent parameters of the ΛCDM model, it can be directly deduced from

those. As described in the previous section, H0 appears in the definition of all absolute

distances. Therefore, absolute distance measurements to objects in the Hubble flow (i.e.,

whose recessional velocity is dominated by the expansion of the Universe) are often converted

to a measurement of the Hubble constant.

2The interested reader can find a good discussion about distances at https://www.astro.umd.edu/~miller/
teaching/astr422/lecture09.pdf.
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Figure 1.4 – Top: full-sky map of CMB temperature anisotropies obtained with Planck, after subtraction of the
Milky Way and other contaminants, showing tiny variations of the order of ∼ 10 µK. Bottom: corresponding
power-spectrum (red dots with error bars), superimposed to the fit assuming theΛCDM model (blue curve), which
shows impressive agreement with observations. Below `≈ 30, uncertainties are larger partly due to the limited
number of observed features at very large scales (i.e., low ` values). Figure adapted from Planck Collaboration et al.
(2020c,a).

H0 from the early Universe: distance to the CMB

Currently, the most precise value of H0 is inferred from the angular diameter distance to the

CMB, based on observations from the Planck mission3. These observations are all-sky maps

of temperature and polarization fluctuations, or anisotropies, at redshift zrec ≈ 1100. These

maps are a “snapshot” of the Universe at the recombination epoch (shown on Fig. 1.2). Initially

emitted at optical wavelengths, these photons are today observed in microwaves due to the

expansion of the Universe.

3The Planck mission was a space observatory that orbited around the Sun at the Lagrange point L2, from 2009
to 2013.
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The observed CMB maps are decomposed onto a basis of spherical harmonics, each char-

acterized by a multipole order ` that corresponds to the angular size of anisotropy features.

This process results in the angular power spectrum of the CMB as a function of `. The map of

temperature anisotropies and its associated multipolar power spectrum (referred to as T T , as

it is based only on the temperature map) are shown on Fig. 1.4. It is striking to see how well

the ΛCDM model fits the observations. This excellent agreement leads to tight constraints

on cosmological parameters, including those in Eq. 1.7. Since the method strongly relies on

ΛCDM, it is a model-dependent method.

The Hubble constant can then be inferred simply by evaluating the model at redshift z = 0

(i.e., at present time), which gives H0 = 67.4±0.5 km s−1Mpc−1 (Planck Collaboration et al.,

2020a), after combining temperature and polarization anisotropies (i.e., T T , T E and EE power

spectra).

H0 from the late Universe: cosmic distance ladder

Several objects in the Universe, like some supernovae or Cepheid stars, are called standard

candles because we know their absolute luminosity. These objects offer an interesting oppor-

tunity to measure their absolute distance, by comparing their absolute luminosity with the

one measured on Earth.

A supernova (SN) of type Ia is the violent explosion of a white dwarf (a small star) just after it

reaches the so-called Chandrasekhar mass limit. This well-defined limit implies that the same

energy is released by the explosion, so that the SN always reaches the same peak brightness.

The resulting peak luminosity-distance relation is what makes this type of SN a standard

candle. Cepheids, on the other hand, are pulsating stars that exhibit a tight relation between

their pulsation period and their luminosity. Therefore, Cepheids can be used as standard

candles thanks to their period-luminosity relation (Leavitt, 1908).

In practice, the luminosity relations of standard candles require a series of calibration steps,

each one providing the calibration necessary for the next one. Each is a “rung” of the so-called

cosmic distance ladder, and performed from small distances out to cosmological distances,

where H0 can ultimately be measured. The specific ladder established by the Supernovae and

H0 for the Equation of State of Dark Energy (SH0ES, e.g., Riess et al., 2022) project is shown on

Fig. 1.5. Below, we give slightly more details on the different rungs of the ladder:

1. Primary distance indicators: this step directly measures distances to nearby galaxies.

Within the Milky Way and up to ∼ 5 kpc, distances to stars are based on parallaxes

measured by Gaia space observatory (Gaia Collaboration et al., 2021, for the latest

release). For distances to nearby galaxies such as the Large Magellanic Cloud, detached

eclipsing binaries (DEB) are another geometrical indicator4 (e.g., Graczyk et al., 2020).

DEBs allow for measuring distances up to ∼ 1 Mpc (e.g., Kaluzny et al., 1998).

4In addition to their distance, one can also use DEBs to measure the mass, luminosity and radius of the stars.
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Figure 1.5 – The cosmic distance ladder used by the SH0ES team to measure H0. m −M on axes refers to the
distance modulus 5log

(
DL/(10 pc)

)−5, where m is the apparent magnitude, M the absolute distance, and DL is
the luminosity distance. Figure adapted from Riess et al. (2022).

Alternatively, water megamasers (maser = microwave amplification by stimulated emis-

sion of radiation) are central regions of certain galaxies that contain excited water

molecules emitting a peculiar signal at radio wavelengths. These emissions can be

observed from up to ∼ 130 Mpc (Pesce et al., 2020) and used to infer the distance to the

host galaxy. The most studied water maser host is the galaxy NGC 4258 at about 8 Mpc

(Reid et al., 2019). Water masers can also be found in the Hubble flow, so they can be

used to measure H0 directly.

2. Secondary distance indicators: the aforementioned distances to nearby galaxies are

used to calibrate secondary indicators hosted in those same galaxies. These stars are

numerous and bright enough to be observed in galaxies at ∼ 40 Mpc away. Cepheids are

used to calibrate SNe Ia if found within the same hosts (e.g., Scowcroft et al., 2016; Riess
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et al., 2018).

Instead of Cepheids, the tip of the red-giant branch (TRGB)—the position of the turning

point of the red-giant branch in a color-magnitude diagram of a galaxy—can be used to

reach distant galaxies containing SNe Ia. This position corresponds to a well-understood

physical process in stars (fusion of helium) that systematically occurs at the same

luminosity, so TRGB stars can be calibrated in galaxies and globular clusters at known

distances and used as standard candles (e.g., Freedman et al., 2020; Soltis et al., 2021).

3. Distance indicators in the Hubble flow: previous distance indicators serve to calibrate the

peak luminosity-distance relation of SNe Ia, which are finally used as standard candles.

SNe are detectable at large cosmological distances, up to ∼ 1 Gpc, within host galaxies in

the Hubble flow. A large number of SNe Ia is considered for this rung to tightly constrain

the expansion history H(z) (e.g., ∼ 300 in Riess et al., 2022). The latest SH0ES results is

based on a sample in which the most distant SN is at redshift of z = 0.15 (DL ≈ 0.7 Gpc),

even though most complete samples go up to z = 0.23 (Scolnic et al., 2018).

Compared to CMB method, methods based on the cosmic distance ladder usually do not rely

on theΛCDM model. For instance, these methods parametrize H (z) (Eq. 1.7) using the Hubble

constant and polynomial coefficients like the deceleration q0 ∝ ä
/

a or the jerk j0 ∝ ...
a

/
a

(Visser, 2004). These coefficients, along with H0, are well-constrained by the cosmic distance

ladder method thanks to the wide range of distances covered by SNe Ia hosts. The most precise

measurement of H0 using the cosmic distance ladder method has been obtained with the

SH0ES project, and is H0 = 73.04±1.04 kms−1 Mpc−1 Riess et al. (2022).

Baryon acoustic oscillations and inverse distance ladder

Today’s spatial distribution of galaxies reflects the matter density fluctuations from the very

early stages of the Universe. It is the case at all redshifts: regions of over- and under-densities

are the consequences of small-scale fluctuations in the primordial plasma soon after the Big

Bang. Large-scale surveys like the Sloan Digital Sky Survey (SDSS, SDSS Collaboration et al.,

2000) allow one to map the three-dimensional distribution of millions of galaxies and compute

their two-point correlation function in a given redshift interval. This correlation function

reflects the excess probability of finding a pair of galaxies separated by a given distance,

compared to a random distribution of galaxies.

The central element of the observed two-point correlation function is a small “bump” at a

separation of about 105h−1 Mpc separation, which is called thd baryonic acoustic oscillation

(BAO) peak. The peak position corresponds to the sound horizon scale rd, which is the

distance that sound waves would have traveled at the end of the baryon drag epoch, at redshift

zdrag (when baryons are not “dragged” anymore by the higher density of photons, slightly

after the recombination at zrec). The observation of BAO was first reported independently by

Eisenstein et al. (2005) and Cole et al. (2005), and many more precise measurements have
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been reported since then (e.g., Alam et al., 2017, with the Baryon Oscillation Spectroscopic

Survey (BOSS)).

The position of the BAO peak probes the ratio DA
/

rd. Similarly to standard candles that

measure luminosity distances, the BAO peak is usually called a standard ruler, due to its

relation with diameter distances. By mapping the peak position in various redshift bins, it is

possible to constrain the expansion history DA(z), modulo rd. To convert constraints on DA
/

rd

to constraints on H0, BAO measurements must be combined with several other cosmological

probes to calibrate rd. For instance, Abbott et al. (2018) measure H0 by calibrating BAO

measurements with Big Bang nucleosynthesis (BBN), clustering, and weak lensing data from

the Dark Energy Survey (DES). Another example is the work of Addison et al. (2018), where

the authors combined BAO with CMB Ly-α forest measurements to place constraints ∼ 1.7%

measurement of the Hubble constant.

Angular diameter distance measurements from BAO can also be used in conjunction with

the distance duality relation (Eq. 1.12) to calibrate the luminosity distance at lower redshifts

and calibrate SNe or Cepheids in the local Universe. This method is called an inverse cosmic

distance ladder, in contrast to the usual distance ladder method that uses high-redshift probes

to calibrate low-redshift distance indicators (e.g., Cuesta et al., 2015). The same principle can

be applied to other high-redshift probes, for instance using the CMB (e.g., Aubourg et al., 2015)

or time-delay lensed quasars (e.g., Taubenberger et al., 2019). Relatively recently, Philcox et al.

(2020) published a 1.6% measurement of H0 = 68.6±1.1 km s−1Mpc−1 using the BAO peak,

the full galaxy catalog from BOSS, and constraints from the Big Bang nucleosynthesis.

Time-delay cosmography

The gravitational lensing of distant variable sources to measure angular absolute distances,

a method called time-delay cosmography, offers an independent method to measure the

Hubble constant that does not require any calibration steps. We will cover this technique in

detail and discuss the most recent results in Chapter 5; hence, only the measurements are

indicated here.

The H0LiCOW collaboration reported H0 = 73.3+1.7
−1.8 km s−1Mpc−1 in Wong et al. (2019), using

six lensed quasars, assuming the density profile of their lens galaxy is described either by

a power-law, or by a dark matter halo and baryonic component. Using one additional lens

quasar, relaxing density profile assumptions and using more stellar kinematics measurements,

the TDCOSMO collaboration published in Birrer et al. (2020) new measurements of the Hubble

constant: H0 = 73.3+5.6
−6.1 km s−1Mpc−1 based only on the time-delay lensed quasars, and

H0 = 67.4+4.1
−3.2 km s−1Mpc−1 after adding constraints from 33 galaxy-galaxy strong lenses.
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Some other methods: gravitational waves and galaxies

We discussed methods using standard candles (e.g.,SNe Ia) and standard rulers (e.g., BAO).

There exist standard sirens, which are gravitational waves emitted by the distant merger of

two neutron stars. By analyzing the different phases of the merger, one can measure the

so-called chirp mass of the binary system, convert it to the absolute energy released by the

merger (General Relativity), and measure the luminosity distance to the system based on the

amount of energy detected on Earth. To measure the Hubble constant, the redshift to the sys-

tem is required and can be measured from the electromagnetic signal emitted by the merger

(which is not always detected). Only one event with electromagnetic counterpart has been de-

tected so far (GW170817), from which Abbott et al. (2017) measured H0 = 70+12
−8 km s−1Mpc−1.

Hotokezaka et al. (2019) further improved the precision to H0 = 70.3+5.3
−5.0 km s−1Mpc−1 by

measuring the orientation of the binary system. One can expect a better precision in the

near future by combining more detections thanks to improvements in the detectors’ sensitiv-

ity and the localization of electromagnetic counterparts (e.g. Hannuksela et al., 2020, using

gravitational lensing).

Another method is to use the well-studied Tully-Fisher relation (TF), a tight empirical relation-

ship between the maximal rotational velocity of spiral galaxies and their absolute luminosity,

to measure the luminosity distances to galaxies in the Hubble flow (Tully and Fisher, 1977).

After calibrating the method on galaxies with known distances using Cepheids and TRGB

stars, Kourkchi et al. (2020) measured H0 = 76.0±3.7 km s−1Mpc−1. A similar method using

the baryonic Tully-Fisher relation (bTF) instead, which connects the total baryonic mass of

galaxies to their rotational velocity, led to H0 = 75.1± 2.7 km s−1Mpc−1 (Schombert et al.,

2020).

One last example is the method of surface brightness fluctuations (SBF), based on the idea that

more distant galaxies will have less “flickering” in their observed brightness compared to closer

ones. The reason is that a lower number of individual stars are resolved by the detectors as the

distance to their host galaxy increases. Using this method, Blakeslee et al. (2021) measured so

H0 = 70±2.5 km s−1Mpc−1 with Cepheids and the TRGB as calibrators.

1.3 Challenging the cosmological model with observations

The ΛCDM cosmological model presented above agrees with an impressive amount of obser-

vations, from the limit of the observable Universe to the spatial distributions of galaxy in the

local Universe. However, better data sets, advances in simulations, and results from alternative

theories hint at some limitations ofΛCDM. Particularly relevant for the present thesis are the

problems related to the “dark sector”: dark energy, responsible for the accelerated expansion

of the Universe, and dark matter, which impacts the formation and evolution of galaxies.
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1.3.1 The Hubble tension: faulty measurements or model limitations?

Over the past few years, the precision of Hubble constant measurements has drastically im-

proved while revealing a growing disagreement between the late Universe and early Universe

probes. Combining measurements based on the CMB together, and those based on the more

local Universe such as SH0ES, time-delay cosmography, megamasers, etc. results in a statisti-

cal tension between the two categories of methods. This tension reaches the ∼ 5σ statistical

level5, so it is extremely unlikely to simply result from a statistical fluke (Verde et al., 2019).

This so-called “Hubble tension” is illustrated in Fig. 1.6, with a subset of recent measurements

from various probes. Obviously, this tension is puzzling, since the Hubble constant (assuming

theΛCDM model is correct) should be the same value regardless of the measurement method.

Discussions, analyses and solution proposals to the Hubble tension have flourished over the

past decades. One of the proposed solutions is that we would live in a locally under-dense

region of the Universe, meaning that distant galaxies would escape from us faster than the

cosmological expansion, only because they would be attracted by more dense regions (the

hypothesis of a “local bubble”, Zehavi et al., 1998). However, several studies tend to discard

such a possibility, because a local bubble effect would be either too small to explain the

tension, or very unlikely (e.g., Wu and Huterer, 2017; Kenworthy et al., 2019).

Consequently, we are left with two main possibilities: (1) some of the measurements are

affected by unknown systematic errors, (2) the ΛCDM cosmological model is incomplete

and unknown physics are missing. For resolving the Hubble tensions, the first option would

require that an entire category of probes, early or late Universe, would be systematically

shifted up or down, respectively. While some methods may be affected by fundamental

limitations individually (e.g., the X-ray-UV luminosity relation of quasars, Risaliti and Lusso,

2019; Petrosian et al., 2022), there is currently no unambiguous sign of a global systematic

bias affecting several methods at once. For instance, the SH0ES data have been reanalyzed

by independent teams (e.g., Javanmardi et al., 2021) that found results consistent with Riess

et al. (2021). The Planck data and measurements have been the subject of many tests (e.g.,

Planck Collaboration et al., 2020b); only a potential bias from one of the parameters (Alens)

could reduce the tension (discussed in Di Valentino et al., 2021). Recently, Blanchard et al.

(2022) proposed the idea to treat H0 as a nuisance parameter of ΛCDM, and showed that a

bias in one or several measurements of H0 can be statistically more consistent with the data

than new theoretical models.

Just a rapid look at the size the review compiled by Di Valentino et al. (2021) is sufficient to

realize the huge number of theoretical, statistical and observational solutions explored in the

literature to resolve the Hubble tension. Below we mention a subset of the solution proposals

that seek to modify the standard model of cosmology.

5Note that a more statistical combination with better treatment of the tails of posterior probability distributions
can lead to a reduced tension (Feeney et al., 2018), although still significant.
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Figure 1.6 – Example of recent measurements of the Hubble constant. In the upper part, early Universe probes
are Planck Collaboration et al. (2020a), the Dark Energy Survey (DES, Abbott et al., 2018) and BOSS (Philcox et al.,
2020). In the middle part, the late Universe probes are the distance ladder methods from SH0ES (Riess et al., 2021),
the TRGB stars + SNIa (CCHP, Freedman et al., 2020), Mira stars + SNIa (MIRAS, Huang et al., 2020), time-delay
cosmography (H0LiCOW+STRIDES Wong et al., 2019; Shajib et al., 2020), water megamasers (MCP, Pesce et al.,
2020), surface brightness fluctuations (SBF, Blakeslee et al., 2021) and the baryonic Tully-Fisher relation (bTF,
Schombert et al., 2020). In the bottom part, the “combining all” is the combination of all late Universe probes
above; it is only indicative as it neglects all covariances between the probes. The other three values combine
values from time-delay cosmography, water megamasers and one of distance calibrator among CCHP, MIRAS and
SHOES. Note that the tension is slightly reduced if using the value of Birrer et al. (2020) for time-delay cosmography
(TDCOSMO+SLACS). Figure adapted from Bonvin and Millon (2020).

Modifications to late Universe physics: One group of solutions proposed so far relates to

modifications of the ΛCDM model that affects today’s Universe and leave unchanged the

physics of the early Universe. These modifications retain the agreement with CMB observa-

tions and other late Universe probes, but change the expansion history at lower redshifts, such

that the tension between early and late Universe probes is milder. For example, parameter

extensions of ΛCDM modify the dark energy equation of state by adding one or two extra

degrees of freedom in the parametrization of w(z) from Eq. 1.7, that is, the dark energy term

Λ would not be a constant anymore. Taking w0 <−1 means that the dark energy density is

increasing over time, leading to a fastest acceleration today predicted by the standard ΛCDM

(Planck Collaboration et al., 2020a). Similarly, the w0waCDM model proposed by Chevallier

and Polarski (2001); Linder (2003) parametrizes w(z) with two parameters instead of one

({w0 =−1, wa = 0} corresponding toΛCDM). These models could resolve the Hubble tension
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due the degeneracies existing between, for instance, H0 and w0; however, these extra param-

eters are weakly constrained by CMB observations, so better data sets may be required to

strengthen the conclusions. More drastic changes to the properties of dark energy have also

been proposed as late Universe modifications (e.g., metastable dark energy that decays and

gets created over time, Shafieloo et al., 2018).

Late Universe modifications can reconcile the Planck and SH0ES measurements, but can

also lead to a tension between Planck and BAO measurements. The problem arises because

the sound horizon scale rd (introduced in the previous section) is left unchanged by these

modifications; only the expansion history, H(z), is modified. Since, for instance, BAO can

constrain the product H(z)rd (thus H0 rd), increasing or decreasing H0 also affects rd, which

is very well constrained by CMB observations6. Therefore, early Universe modifications have

the potential to resolve the Hubble tension without introducing new significant tensions.

Modifications to early Universe physics: For the reason mentioned above, changing the

physics in the earlier stages of the Universe implies modifying the sound horizon scale rd. One

possibility is to reconsider the Standard Model of particle physics, in particular the neutrino

sector of the model, either by modifying specific properties of some neutrino species, or by

adding new species. For instance, the former solution has been tested with self-interacting and

massive neutrinos, reducing the scale rd and increasing the value if H0 while still providing

relatively good to fit of the CMB data (Kreisch et al., 2020). The former, namely adding an extra

neutrino species, has been explored in the context of sterile neutrons, whose interactions

with other particles have indirect consequences on the sound horizon scale and the Hubble

constant (see, e.g., Abazajian et al., 2012, for a white paper on the topic). Aside particle physics,

primordial magnetic fields have also been invoked to alter density homogeneities in the pri-

mordial plasma, and indirectly reduce the sound horizon scale at recombination (Jedamzik

and Pogosian, 2020). As a last example, early dark energy models offer a promising way to

reconcile early and late H0 measurements by introducing a new energy source at even earlier

times (z & 3000, Poulin et al., 2019).

1.3.2 The small-scale crisis of cold dark matter

Cosmological N-body cosmological simulations based on the CDM paradigm (which contain

only dark matter and no baryons) predict that large-scale massive structures, from the smallest

dwarf galaxies to the largest galaxy clusters, are formed through the hierarchical collapse

of matter induced by gravitational instabilities (e.g., Toomre and Toomre, 1972; Dubinski,

1994). This prediction agrees extremely well with observations of large-scale structures over

gigaparsec scales (e.g., Springel et al., 2006). In addition, the CDM paradigm successfully

6More precisely, the CMB data put constraints on the sound horizon scale at recombination, not at the drag
epoch, but both are related through theΛCDM model.
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(a) The core-cusp problem. (b) The too big to fail problem.

Figure 1.7 – Results illustrating some of the current challenges faced by the CDM paradigm. (a) Effects of redshift
evolution of dwarf galaxies on the dark matter halo density profile. As time passes, many physical processes impact
(i.e., stellar gas outflows) can lead to a flattening of the originally cuspy dark matter halo. N-body simulations
assuming CDM only produce cuspy profiles, as all redshift. Interestingly, a cored profile can also be created by
changing the properties of dark matter particles (see text for more detail). Figure reproduced from Governato et al.
(2012). (b) Mismatch between observed circular velocity profiles of Milky Way satellite galaxies (black points), and
simulated dark matter subhalos following the CDM model (cyan lines). These subhalos were selected because they
would massively fail at producing stars in the corresponding population of observed galaxies. Figure reproduced
from Garrison-Kimmel et al. (2014).

explains the temperature anisotropies of the CMB, the flattening of spiral galaxies’ rotation

curves, and many other observations.

However, on galactic (. 1 Mpc) and subgalactic scales (. 10 kpc), many studies revealed

inconsistencies between the CDM predictions and the observations. The self-similarity of

dark matter halos observed in N-body simulations at all scales reported by many authors seem

to contradict the observed diversity in real galaxies morphology (i.e., elliptical galaxies do

not resembles dwarf galaxies). This apparent contradiction suggests that CDM-driven galaxy

formation and evolution is not the complete picture. In fact, more advanced simulations that

include stars, gas, and other physical processes reveal perpetual gravitational interactions

between the baryonic content of galaxies and their host dark matter halo (e.g., Zavala et al.,

2016; Santos-Santos et al., 2018).

Over the past decades, researchers have progressively established a list of recurrent “small-

scale crisis” problems of CDM. Arguably, the three most studied of these problems are:

• The core-cusp problem (Moore, 1994; de Blok, 2010). CDM-only simulations lead to dark

matter halos with a mass density ρ(r ) ∝ r x , where the slope is typically −1. x .−1.5

(e.g., Navarro et al., 1997). Such a profile is “cuspy”, in the sense that it asymptotically

increases towards the center the galaxy. However, many galaxy observations, including

those of dark matter-dominated dwarf galaxies, have shown a flattening of the mass
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density profile, namely, a “core” component that corresponds to a vanishing exponent x

(e.g., Amorisco and Evans, 2012). The presence of a core is also supported by indepen-

dent observations of rotation curves in low-surface brightness galaxies, where standard

CDM halos over-predict the velocity over the few inner kiloparsecs (Governato et al.,

2010).

• The too big to fail problem (Boylan-Kolchin et al., 2011; Papastergis et al., 2015). Gener-

ally, the more massive a dark matter halo, the more stars and gas are in its hosted galaxy.

However, observations of intermediate mass galaxies (∼ 1010 M¯)—such as the most

massive satellites orbiting Milky Way analogues—are populated by much fewer stars

than expected (e.g., Garrison-Kimmel et al., 2014). This can be formulated the other

way around: CDM predicts much higher mass densities in the center of massive dark

matter subhalos (hosting these satellites) than what stellar kinematics measurements

seem to indicate, like if these subhalos “failed” to produce the right amount of stars. The

problem relates to the internal structure of subhalos, and their ability to accrete cold

gas and form more stars.

• The missing satellite problem, also called the dwarf galaxy problem (Moore et al., 1999;

Klypin et al., 1999). This problem refers to the small number of low-mass satellite galax-

ies (. 108 M¯) in galaxy groups and clusters, in regions where CDM simulations predict

a large number of those. The discrepancy even reaches several orders of magnitude,

as is the case in the Local Group for which there are around 50 known dwarf galaxies

against around 1000 predicted by the model in a similarly sized galaxy group (Moore

et al., 1999). Properly comparing CDM simulations and observations is very challenging,

so improvements may be expected in this aspect.

More recently, additional potential limitations of CDM have been formulated. For example,

satellites of galaxies like the Milky Way or the Andromeda galaxy are surprisingly orbiting in a

thin plane perpendicular to the galactic disk. This is inconsistent with CDM halo accretions

which is isotropic about their dominant galaxy (satellite disk problem, e.g., Pawlowski et al.,

2014). For recent reviews of the challenges faced by CDM (andΛCDM in general), we refer the

reader to Del Popolo and Le Delliou (2017) and Perivolaropoulos and Skara (2022).

Changing the dark matter model: There are two main routes to solve the limitations of CDM

mentioned above. One is very direct: change the model itself. One of the most studied

alternative to CDM is warm dark matter (WDM), which predicts lower number dark matter

halos below ∼ 107 M¯. This would resolve the missing satellite problem, but would still

predict cuspy density profiles. The core-cusp problem may be resolved by yet another model,

called fuzzy cold dark matter, but generally tend to produce too smooth, less concentrated

halos (Niemeyer, 2020, for a review). Many dark models have been explored in the literature

(self-interacting, decaying, annihilating, etc., for a review see de Martino et al., 2020), but

so far, none has been successful at solving all the aforementioned problems while providing
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convincing predictions on larger scales. Note that, instead of changing dark matter, several

authors have tried to modify gravitation itself, for instance using Modified Newton Dynamics

(MOND, Milgrom, 1983); still, a dark massive component seems to be required for this model

to agree with observations (McGaugh, 2015).

Improving galaxy models and simulations with baryonic physics: Instead of modifying

CDM, the second route to solve the small-scale crisis is to improve our understanding of

the complex interactions between luminous and dark matter. Several complex and non-linear

processes are suspected to drive the co-evolution of baryons and dark matter over cosmic

times (e.g., Blumenthal et al., 1986; Zubovas and King, 2012). For instance, the high-energy

feedback from active galactic nuclei (AGN) and supernovae (SN) explosions can push huge

quantities of gas outwards, depleting the gravitational potential and leading to an expansion of

the dark matter halo (e.g., Dutton et al., 2016; Harrison et al., 2018). On the contrary, periods of

intense star formation can strengthen the gravitational potential, moving inward dark matter

particles and provoking to the halo’s contraction. Additional processes such as stellar winds,

magnetic fields, ram pressure, and tidal stripping caused by mergers can reshape galaxies’

mass content (e.g., Schaye et al., 2015; Marinacci and Vogelsberger, 2016). How all these differ-

ent processes affect each other throughout galaxy evolution stages is still an open question.

Moreover, their implementation in so-called hydrodynamical simulations is very challenging

and requires unprecedented large numbers of simulation particles, but promising progress is

currently ongoing (e.g., Tremmel et al., 2019; Davé et al., 2019; Vogelsberger et al., 2020, see

the latter for a review).

In addition to the impact of baryonic physics, accounting for the fact that large scale surveys

never detect all luminous satellites are avenues to resolve the problems mentioned above.

For example, Kim et al. (2018) corrected the number of observed galaxy satellites based on

the limited survey area and sensitivity of SDSS and conclude there is no more evidence for a

missing satellite problem.

Despite possible limitations of CDM, the situation could also be similar to that of the Hubble

tension seen in previous section: is the model really faulty, or are the measurements affected

by systematic effects biasing the conclusions? Aside proposing new models and improving

existing ones, work is also ongoing to test analysis methods themselves. For instance, Genina

et al. (2018) found that simplifying assumptions on the density profile’s sphericity and the

galaxy’s metallicity can bias the inferred slope of the inner dark matter density profile, possibly

detecting a core instead of a cusp for up to ∼ 20% of cuspy dwarf galaxies.

1.4 Outline and structure of this work

In this introductory chapter, we went from the first cosmological statements from ancient

civilizations to the current ΛCDM model of cosmology. While ΛCDM convincingly agrees

with many observations, it also faces several challenges. Indeed, numerous studies on dark
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energy and dark matter tend to ask the same question: is there unknown physics missing from

the model that could reconcile the theory with observations? The answer tends to be more and

more affirmative, but such a strong claim requires more robust evidence to be permanently

validated. At the same time, we should ask ourselves: can we improve our analysis methods to

eliminate potential sources of systematic errors? If present, such errors could artificially amplify

the model limitations described above and bias our conclusions.

This thesis seeks to make progress in answering these two questions. Thanks to the gravita-

tional lensing phenomenon, it does so, using a combination of well-established and novel

techniques based on sparsity and wavelet transforms.

The remaining of this document is organized as follows. Chapter 2 introduces gravitational

lensing and the modern formalism of the phenomenon. This astrophysical introduction is

completed by a more mathematical one in Chapter 3, focused on the concepts of sparsity

and wavelets. Then, Chapter 4 is all about lens modeling and presents the new techniques

developed throughout this thesis. Chapter 5 introduces time-delay cosmography and presents

a series of checks for systematic errors, as well as new lens modeling analyses for improving

the measurements of the Hubble constant. Lastly, Chapter 6 concludes this work.
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2 Gravitational lensing

The Molten Ring.
Hubble Space Telescope image © ESA/Hubble & NASA, S. Jha, 2020.
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Chapter 2. Gravitational lensing

2.1 A historical test of general relativity

Classical mechanics alone already predicted that mass could bend the path of light rays. Based

solely on Newton’s corpuscular theory, in which light is composed of many tiny massive

particles, one can show that light rays can be deviated by the presence of any nearby massive

object. The deviation would be caused by gravitational forces acting on each particle of light.

This vision of light was later abandoned, successively replaced by the wave theory of Huygens

(1690), the electromagnetic wave theory of Maxwell (1865), and, finally, the quantum wave-

particle theory established by Max Planck in the early 1900s. However, the fact remains that

light rays could be deviated by gravitational forces, although solid experimental evidence was,

at the time being, still missing.

In 1911, during the elaboration of the theory of general relativity, Einstein first obtained a

result identical to the direct calculations from Newton’s mechanics. He based his reasoning

on a consequence of Newton’s theory, the equivalence principle. This principle can be visu-

alized with the experiment shown in Fig. 2.1: imagine a lift moving upwards with constant

acceleration a and free of any external forces, and containing a laser oriented horizontally

(i.e., the laser is perpendicular to the direction of motion). A person outside of the lift will see

that the laser beam, due to the finite speed of light and the motion of the lift, does not hit

the opposite wall of the lift directly in front of the laser but slightly below, as if the light from

the laser was deviated downwards. Einstein argues that such a situation is strictly equivalent

to the situation in which the lift is standing still on the surface of a massive body (e.g., the

Earth), creating a gravitational field of intensity a. Thanks to this experiment, we may start to

understand how light can be deviated by a gravitational field.

In order to test the theory, one needs to compute the difference between the intrinsic position

constant acceleration

laser laser

massive body

Figure 2.1 – Thought experiment that illustrates the equivalence principle applied to gravity. The two situations
above are strictly equivalent: the laser is deviated downwards by the same amount if the lift is constantly accelerat-
ing, or in the presence of the gravitational attraction of a massive body. Without any acceleration nor gravitational
forces, the laser beam would follow the dashed line.
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(a) Deflection of distant stars by the Sun.
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(b) Measurements compared to theories.

Figure 2.2 – Measurements of the radial displacements of 7 stars caused by the gravitational lensing effect of
the Sun, during the solar eclipse of 1919 observed from the island of Príncipe (West Africa). (a) Measured radial
displacement of stars as a function of angular distance to the Sun’s center (figure adapted from Dyson et al., 1920).
(b): restoration of the original image of the eclipse (credits: ESO, Petr Horálek, Miloslav Druckmüller). The yellow
circles indicate the original position of the stars, and the red circles indicate the deflected positions (the deflection
angles have been increased by 300 for better visualization). This result signed the first success of Einstein’s theory
over classical mechanics, because it is clear that the measurements are in better agreement with the prediction
from general relativity.

of a luminous source and its observed position, after the deviation. This difference corresponds

to the total deflection angle α̂. It turns out that the deflection angle from general relativity

(α̂GR) is exactly twice the value based on classical mechanics (α̂C):

α̂GR = 4GM

c2ξ
= 2× α̂C , (2.1)

where ξ is called the impact parameter, which represents the offset between the light emitter

and the massive body causing the lensing effect, M being the mass of that body. We will come

back to the impact parameter in Sect. 2.3, for introducing the modern formalism of lensing

(Fig. 2.4).

Any experiment that can test and compare the predictions from classical mechanics and

general relativity must have two ingredients. First, it needs a sufficiently massive object to

generate a measurable deflection angle. Second, there should be one (or several) distant

sources with precisely known intrinsic positions before the gravitational lensing event.

At the beginning of the 20th century, such requirements were challenging to fulfill. It was

only in 1919 that two English astronomers, Arthur Eddington and Frank Dyson, organized an

experiment to test General Relativity, taking advantage of a total solar eclipse that temporarily

obscured the sky. They measured the position of stars close to the Sun (deflected positions)

and compared them to their previous positions observed months before during the night
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(intrinsic positions). The photography of the eclipse and background stars, restored with

modern image processing techniques, is shown on Fig. 2.2a. The displacements of the stars

have been exaggerated to visualize the deflections better.

The predicted deflection angle from Eq. 2.1, adapted to the mass M¯ and radius R¯ of the Sun,

and expressed as a function of the impact parameter ξ, was

α̂GR ≈ 1′′.75

(
M

M¯

)(
ξ

R¯

)−1

. (2.2)

The above formula means that the radial displacement of the position of star by the Sun will

be of the order of 1.75 arcseconds, which was measurable with the instruments available in

1919. By measuring α̂GR from the displacements of 7 stars that turned out to be closer to the

value of α̂GR, this experiment favored the theory of general relativity (Dyson et al., 1920), as is

shown on Fig. 2.2b. This experiment made Albert Einstein and his theory famous worldwide,

and was followed by many other experiments that ultimately positioned general relativity at

the basis of the modern understanding of the Universe.

2.2 First observations of strong gravitational lenses

The apparent displacement of distant stars by the mass of the Sun is, in itself, an impressive

phenomenon. After several successful tests of General Relativity, theorists started to predict

even more incredible phenomena, this time happening on much larger scales. Einstein himself,

in 1912, realized that multiple images of a distant star could be created by a sufficiently massive

star passing in front of it. This effect is now known as strong gravitational lensing, as opposed

to weak gravitational lensing which only slightly displaces and distorts the background object

(the difference will become clearer in Sect. 2.3.4). Einstein computed the probability of such

an event to happen and concluded that it is way too small ever to be observed from Earth.

In 1937, the Swiss astronomer Fritz Zwicky pushed the reasoning even further and concluded

that such effects could be observable. By replacing the foreground star by a much more

massive and distant object, such as a galaxy, then the probability of observing multiple images

of an even more distant galaxy dramatically increases (Zwicky, 1937). The reason is that

galaxies are much bigger and heavier than stars, so there is a higher chance that two of them

(one acting as the lens, the other as the source) are perfectly aligned and that the gravitational

effect is large enough to produce well-separated multiple images.

No less than 41 years after Zwicky’s idea, Walsh et al. (1979) discovered the first strong gravita-

tional lens, named Q0957+561. In this system, the lensed object was not only a galaxy but

a quasar, namely a quasi-stellar object (QSO). A quasar refers to the very central region of

certain galaxies that emits extremely bright and localized electromagnetic radiations, often

called an active galactic nucleus (AGN). Walsh et al. (1979) noticed that the spectra of the two

quasars were highly similar, so they conjectured that this “twin quasar” could, in reality, be
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3’’

(a) First discovered lensed quasar, Q0957+561.

2’’

(b) First discovered Einstein ring, MG1131+0456.

Figure 2.3 – Two of the first strong gravitational lenses ever observed. These color composite images are based on
HST observations in various filters. Credits: NASA, ESA, Marc Canale.

two images of the same quasar. Later, a lens galaxy was detected between the two images,

which confirmed that Q0957+561 was a strongly lensed quasar. The lens, a large elliptical

galaxy, is visible on the Hubble Space Telescope (HST) image shown Fig. 2.3a.

Lensed quasars are easier to detect because QSOs are among the brightest objects in the

Universe. This is why the first discovery of a clear, strong-lensing event between two galaxies

only came nine years after the discovery of Q0957+561. Using radio telescopes, Hewitt et al.

(1988) reported the first discovery of a so-called Einstein ring, composed of several images of

a single background galaxy. A color image of this strong lens system, named MG1131+0456,

is shown on Fig. 2.3b. The observation of an Einstein ring enables a much more precise

measurement of the mass distribution of the lens object, compared to only two distinct

images.

2.3 Gravitational lensing formalism

One needs solid theoretical foundations that describe the physics of the phenomenon to

measure the properties of the lens and source objects in a gravitational lens. This section

presents the modern formalism of gravitational lensing, which is essential to all remaining

parts of this dissertation.

The occurrence of a gravitational lensing event requires a peculiar alignment of objects along

the line of sight (LoS). We call foreground objects or deflectors the galaxies or other massive

objects acting as lenses. Similarly, we call background objects the luminous galaxies, quasars,

or stars that are thus lensed sources. As we will see in Sect. 2.3.4, there exist different regimes
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of gravitational lensing, depending on the nature of the lens and source objects, although

for clarity, the mathematical formalism presented here assumes a single lens and a single

source emitting electromagnetic waves (e.g., galaxies). However, all equations can be extended

to more complex cases: multiple lenses or sources at different redshifts, or even lensing

of gravitational waves. More in depth discussions on gravitational lensing can be found in

Schneider et al. (2006) or in the lecture notes by M. Meneghetti1.

2.3.1 Thin lens approximation

Gravitational lensing is a three-dimensional phenomenon that depends on the entire dis-

tribution of matter along the line of sight (LoS) from the observer to the source. However,

the distance between the observer, the lens, and the source is much larger than the spatial

volume occupied by the lens. Therefore, it is sufficient to consider the projection of the three-

dimensional mass density of the lens onto a single plane, called the lens plane. The redshift

of the lens plane is denoted zd (the subscript “d” referring to deflector). Similarly, instead of

the three-dimensional light distribution of the source, we only consider its projection on the

source plane, namely its surface brightness. The source plane is located at redshift zs. The

thin lens approximation and the different redshift planes are illustrated on Fig. 2.4.

The lens is characterized by the mass density ρ(ξ, z), where ξ defines a position in the lens

plane, and z defines the position along the LoS. The projection of ρ gives the surface mass

density Σ, formally defined as

Σ(ξ) =
∫
ρ(ξ, z) dz . (2.3)

These assumptions follow the so-called thin lens approximation. The typical thin lens repre-

sentation of a lens, with the different redshift planes and their angular diameter distances,

is shown on Fig. 2.4. In the next section, we explain how the surface mass density of Eq. 2.3

relates the image and source planes.

2.3.2 Lens equation, lens potential and convergence

Within the thin lens approximation, we define an optical axis passing through, and perpendic-

ular to, the lens and source planes. We then assume that all apparent positions are expressed

relative to this optical axis. Supposeβ≡ (βx ,θy )> is the angular position of the source, which is

small compared to the size of the system. In that case, the position of the source in the source

plane is βDs (where Ds is the angular diameter distance to the source, Eq. 1.9). Similarly, if we

observe a light ray from the source at angular position θ ≡ (θx ,θy )>, it has a position θDd ≡ ξ
on the lens plane. Still, it is observed as if it was emitted at position θDs in the source plane.

The angle by which the light ray has been deflected is α̂Dds (where Dds is the angular diameter

distance between the lens and the source, Eq. 1.10).

1Which can be found at https://www.ita.uni-heidelberg.de/~jmerten/misc/meneghetti_lensing.pdf.
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image plane

source plane

observer plane

Figure 2.4 – Schematic of a gravitational lens system, composed of a single lens and a single source, under the
thin lens approximation. The three different planes are indicated, with corresponding angular diameter distances
(remember Ds 6= Dd +Dds in an expanding Universe!). The lens equation (Eq. 2.6) gives the correspondence
between the angular position of a lensed image θ and its the angular position before deflection β. The reduced
deflection angleα depends on the lens potential at position θ (Eq. 2.7). The dashed line is the optical axis of the
system, perpendicular to each plane. The dotted line indicates the (unobserved) angular position of the source.

In the limit of small angles, we have the following relation:

θDs =βDs + α̂Dds . (2.4)

Figure 2.4 illustrates the various terms from above the equation. However, it is more suitable

to write this equation in terms of the reduced deflection angle2

α(θ) ≡ Dds

Ds
α̂(θ) (2.5)

to factor out the dependency on the distances and express the lensing effect solely in terms

of angular positions. Formally, the deflection angle is a two-dimensional vector field, with

Cartesian componentsα(θ) ≡ (
αx (θ),αy (θ)

)>; thus the terms deflection angle and deflection

field are used interchangeably.

With the definition of the reduced deflection angle, Eq. 2.4 becomes the most important

equation of gravitational lensing: the lens equation. This equation links the (observed)

2For conciseness, the term “deflection angle” always refers to the reduced deflection angleα, which is observable,
whereas the original deflection angle α̂ is not.
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angular position θ of a light ray and the (unobserved) angular position of the source β:

β= θ−α(θ) . (2.6)

The lens equation looks very simple. However, the fact thatα varies across the image plane

leads to the appearance of many peculiar features: magnification, distortion and multiplicity

of the image(s) of the source.

The projection of the three-dimensional potential onto the lens plane, simply called lens

potential, entirely defines the deflection field as

α(θ) =∇ψ(θ)

= (
ψx ,ψy

)> , (2.7)

where, for conciseness, partial derivatives are written as ψx ≡ ∂ψ/
∂θx .

The Poisson equation gives the correspondence between the lens potential and the projected

mass density, called the convergence κ, of the lens:

κ(θ) ≡ Σ(θ)

Σcrit
= 1

2
∇2ψ(θ)

= 1

2

(
ψxx +ψy y

)
(2.8)

with Σcrit = c2

4πG

Ds

DdDds
, (2.9)

where Σcrit is the critical surface density of lensing. The convergence is effectively the dimen-

sionless surface mass density, in contrast to the physical surface mass density Σ defined in

Eq. 2.3. The notations have been shortened as ψxx ≡ ∂2ψ
/
∂θ2

x . We see that, for converting κ

to the Σ, one needs to assume a specific cosmological model.

Equations 2.7 and 2.8 tell us that differentiating once and twice the lens potential with respect

to θ gives the deflection angle and the convergence, respectively. It is also possible to go the

other way around, by integrating the convergence to find ψ andα:

ψ(θ) = 1

π

∫
R2
κ(θ) ln

∣∣θ−θ′∣∣ d2θ′ (2.10)

α(θ) = 1

π

∫
R2
κ(θ)

θ−θ′∣∣θ−θ′∣∣ d2θ′ . (2.11)

Using the convergence or using the potential to obtain the deflection field depends on the

specific application, and the ability to accurately compute the derivatives and integrals de-
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fined above. This will be discussed in more detail in Sect. 4.2.4, in the context of modeling

techniques.

2.3.3 Lensing observables

Distortion and magnification effects

Gravitational lensing does not affect the color of the source; namely, it is achromatic. However,

it does affect the shape of the source, through distortion effects that range from a simple

scaling up to complex elongations, bending and symmetry inversions. In the most spectacular

situations, these distortions lead to immense gravitational arcs.

Lensing distortions modify the observed solid angle of the source while conserving its surface

brightness. This property results in a so-called magnification effect: the source appears to

us as if it was amplified in some parts and de-amplified in others. Stated differently, some

regions of the source get “focused”, and some others get “de-focused”.

First-order distortion and magnification effects are mathematically described by the so-called

magnification matrix:

M ≡
(
∂β

∂θ

)−1

=
(
δi j −ψi j (θ)

)−1

, (2.12)

that is the inverse of the Jacobian matrix of the transformation from source-plane to image-

plane coordinates (here i and j indicates vector components, i.e. x or y). One can explicitly

write the magnification matrix as (e.g., Schneider et al., 2006)

M =
(

1−κ−γ1 −γ2

−γ2 1−κ+γ1

)−1

, (2.13)

where we introduced the shear tensor whose components, similarly to the convergence κ

(Eq. 2.8), depend on second-order derivatives of the lens potential:
γ1 = 1

2

(
ψxx −ψy y

)
γ2 = ψx y =ψy x ,

(2.14)

and the shear strength γ is simply given by

γ(θ) =
√
γ1(θ)2 +γ2(θ)2 . (2.15)

The magnification of the source at position θ is given by the determinant of the magnification
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matrix, which gives

µ(θ) ≡ det M = 1(
1−κ(θ)

)2 −γ(θ)2
. (2.16)

The case µ< 0 is called de-magnification (the source light is locally de-amplified, de-focused),

while µ > 0 is called magnification (locally amplified, focused). The magnification ratio

µ1
/
µ2, also called flux ratio, between two positions θ1 and θ2 in the image plane is a lensing

observable. Flux ratios come in complement to image positions for measuring the mass

distribution of the lens.

Interestingly, the magnification can be formally infinite, where the denominator of Eq. 2.16 is

zero. Locations that correspond to infinite magnification define two curves in the image plane,

called critical curves. One is the tangential critical curve: any image of the source that forms

close to it is distorted tangentially to the lens. The other is the radial critical curve: this time,

an image appearing close to it is distorted radially to the lens. The mapping of tangential and

radial critical curves to the source plane define the tangential and radial caustics, respectively.

We will visualize this curves below, and we will see that the position of the source with respect

to the caustics determines the number of lensed images.

Multiplicity of lensed images and the Fermat potential

To visualize the number and positions of lensed images, let us consider a system with a single

lens galaxy having a smooth elliptical power-law mass distribution, and a single compact

source (e.g., a quasar). This mass distribution diverges at the center of the lens, so there is

no radial caustic nor radial critical line, which is simpler to visualize. Several versions of this

system are shown in the five first rows of Fig. 2.4. We see the typical “diamond” shape of the

tangential caustic, and the elliptical shape of the critical line.

Five images are created if the source is located within the tangential caustic. However, in

reality, the central image is extremely de-magnified and can be hidden by the lens galaxy, thus

it is not visible in observations. The four other images are magnified and often well visible, so

we usually say the source is “quadruply imaged” or, in short, the strong lens is a “quad”. The

first four rows of Fig. 2.5 show the most typical quad configurations, depending on the position

of the source within the tangential caustic: crosses, folds, long-axis cusps, and short-axis cusps.

HST observations of lensed quasars corresponding to these configurations are also shown in

Fig. 2.5.

When the lens-source offset is larger, the source can be located outside the tangential caustic.

The number of lensed images is then decreased by two: three lensed images are formed.

Here again, the central image is highly de-magnified, so we say the source is “doubly imaged”

and the system is a “double”. The penultimate row of Fig. 2.5 shows such a system and a

corresponding example observed with HST.
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source plane image plane real observation
cross

fold

long-axis cusp

short-axis cusp

double

naked cusp

unlensed source lensed images

WFI2033‒4723

RXJ1131‒1234

J2205‒3727

HE1104‒1805

HE0435‒1223

J0457‒7820

Figure 2.5 – Common image configurations of galaxy-scale strong lenses: crosses, folds, cusps and doubles. The
last one, the naked cusp, has been rarely observed in singe-lens systems. Left column: source plane position, with
caustics. Middle column: lensed image positions (shaded blue disks reflect the magnification), with critical lines.
Right column: examples of strongly lensed quasars observed with HST (or a groundbased telescope for the naked
cusp). Images credits: NASA, ESA, S. Suyu (MPA), M. W. Auger (U. of Cambridge), T. Treu (UCLA), Lemon et al.
(2022).
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Note that more complex configurations with more lensed images can be observed, for instance,

in the case of multiple lenses that create complex caustic patterns in the source plane. These

configurations typically arise in systems composed of multiple deflectors such as binary lenses

or galaxy clusters, but are relativity rare in single galaxy-scale strong lenses. Such an uncom-

mon configuration is called a “naked cusp”, a long-axis cusp with only three visible images.

The last row of Fig. 2.5 shows such a system, created with a cored lens mass distribution. We

also refer the reader to Oguri (2004) for probabilities to observe naked cusps, and Shin and

Evans (2008) for a thorough exploration of binary lens configurations. Another way to produce

exotic image configurations is to change the properties of the dark matter halo particles, as in

Chan et al. (2020), using a fuzzy dark matter model.

More formally, the appearance of multiple images is described by a principle similar to the

Fermat principle from optics: images appear at positions that minimize the light travel time.

The principle of least time can be formulated in the context of lensing with the so-called

Fermat potential, defined as

φ(θ,β) ≡ 1

2

(
θ−β)2 −ψ(θ) , (2.17)

The principle of least time is then defined by the condition ∇φ= 0. This condition gives back

the lens equation of Eq. 2.6. Therefore, lensed images only appear at positions that are either

minima or saddle points of the Fermat potential surface.

Let us visualize all the critical lines and caustics with a real observation of the Cosmic Horseshoe,

one of the most famous strong lenses observed with HST. The left panel of Fig. 2.6 shows a

color image of the observation. Mirroring the left panel, the right panel shows a simplified

simulation, without the lens light. The Cosmic Horseshoe is coincidentally composed of two

sources (at different redshifts), which have very different alignments with the lens. The primary

source (in blue) is located within the tangential diamond caustic, which leads to multiple

tangentially stretched images. These four images form the large ring, well-visible on the

observation. The secondary source (in purple) is located on the radial caustic, hence, it creates

one radially stretched image (below the lens), and one tangentially stretched image (at the

very top). The bottom radial image is very faint on the HST image, as the glare of the lens light

dims it, but the top image is more visible. In the simulation of Fig. 2.6, the critical lines of the

lens are also indicated, with dashed lines that have the same width as their corresponding

caustics.

Einstein ring and Einstein radius

If the source is unresolved, it is observed as a point source and its multiple images will also be

point sources. The most common unresolved sources are stars, SNe and QSOs. However, for

sources with extended surface brightness distributions, such as galaxies, the lensed images are

seen as distorted arcs surrounding the lens. If the lens-source alignment is good enough, these

images form an Einstein ring whose radius is the Einstein radius θE. Formally, the Einstein
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Figure 2.6 – Strong-lensing effects on source galaxies. Left panel: color composite image from the HST observation
of the Cosmic Horseshoe, a famous example of a galaxy-galaxy strong lens. The main lens galaxy, in orange in
the middle of the image, lenses two different sources at different redshifts. Right panel: simple simulation of
the Cosmic Horseshoe emphasized both lensed sources. The lens light is ignored for clarity, however the lens is
positioned as in the real observation. The blue source, modeled as a uniform disk, is placed within the diamond
caustic in source plane, close to the center of the lens, and produces the large ring. The purple source, located right
on the radial caustic, produces two images: one is radially stretched below the center of the lens (the radial image
is harder to discern on the real image). The model used in the simulation is inspired by the analysis of Schuldt et al.
(2019), and calculations are performed with LENSTRONOMY (Birrer and Amara, 2018; Birrer et al., 2021). HST image
credits: NASA, ESA.

radius encloses a mean convergence equal to one, that is

1

πθ2
E

M
(< θE

)
Σcrit

= 1 ⇐⇒
〈
κ
(< θE

)〉= 1 ⇐⇒ 1

πθ2
E

θE∫
0

2π∫
0

κ(r,φ)r dφdr = 1 , (2.18)

where M (< θE) is the mass enclosed within the Einstein radius. A sufficient condition for the

existence of an Einstein radius, that is the appearance of multiple images, is that κ≥ 1 (the

lens is said to be over-critical).

We will see the most commonly used models to describe the mass distribution of lens galaxies

in Chapter 4. The singular isothermal ellipsoid (SIE) has been one of the most studied models

due to its mathematical simplicity and remarkable agreement with real observations. The SIE

relates to the assumption that stars and other mass components of the lens act like particles of

an ideal gas in thermal equilibrium, confined in an axially symmetric gravitational potential.

The Einstein radius for an SIE has a simple formula, commonly expressed as a function of the

central velocity dispersion of stars within the lens galaxy σ?. It is proportional to

θ(SIE)
E ∝σ2

?

Dds

Ds
. (2.19)
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In Fig. 2.7 we show many simulated lensed sources to visualize the diversity of Einstein rings

for different combinations of lens and source redshifts (i.e., different Dds
/

Ds ratios). We see

that larger Einstein rings are obtained for most distant sources and relatively low redshifts (i.e.,

the bottom right region on the figure). The general trend is that the Einstein ring is larger if the

lens is located in between the source and the observer (this is the Dd
/

Ds = 0.5 line in Fig. 2.7).

Time delays

Relative to an unperturbed light ray, the extra time needed for a deflected light ray to reach the

observer is given by

τ(θ,β) = (1+ zd)
1

c

DdDs

Dds
φ(θ,β) , (2.20)

The above time can never be measured since we cannot observe the unperturbed light ray. It

is therefore much more interesting to consider the time delay between two images, A and B,

located at θA and θB:

∆tAB ≡ τ(θA,β)−τ(θB,β)

= 1

c
(1+ zd)

DdDs

Dds︸ ︷︷ ︸
D∆t

[ geometrical delay︷ ︸︸ ︷
1

2

(
θA −β

)2 − 1

2

(
θB −β)2

Shapiro delay︷ ︸︸ ︷
−ψ(θA)+ψ(θB)

]
︸ ︷︷ ︸

∆φAB

, (2.21)
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Figure 2.7 – Randomly simulated Einstein rings for different lens and source redshifts pairs. The lens mass
distribution is described by a SIE with central velocity dispersion σ? = 200 km/s (see Eq. 2.19). At a given position
(zs, zd) on the plot, the source object is identical in both panels, in order to compare the effect of the different
mass distribution. The dotted, dotted-dashed and dashed lines are lines of constant Einstein radii θE. The largest
Einstein rings on this figure have θE ≈ 1′′. 2. The line Dd

/
Ds = 0.5 corresponds to a lens placed in between the

source and the observer.
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where the “Shapiro” contribution to the time delay originates from time dilation effects (special

relativity) caused by the gravitational field of the lens (Shapiro, 1964). The shortened notation

∆φAB refers to the difference between the Fermat potential evaluated at images A and B,

called the Fermat potential difference. The so-called time-delay distance D∆t can thus be

inferred from a measurement of the time delay between two images, providing knowledge of

the Fermat potential at image positions. From the definition of angular diameter distances

(Eqs. 1.9 and 1.10), we see that D∆t strongly depends on the inverse of the Hubble constant and

weakly on other cosmological parametersΩb,0,Ωc,0,Ωr,0, andΩΛ,0 (e.g., Coe and Moustakas,

2009). This observation is at the basis of the time-delay cosmography method to measure H0,

which is described in detail in Chapter 5.

2.3.4 Lensing regimes

Strong lensing

The strong regime of lensing is defined by two observational features: image multiplicity (i.e.,

at least two images of the source are observable) and high-order distortions of the source

(i.e., beyond convergence and shear effects). To occur, strong lensing requires a near-perfect

alignment between the source, a massive-enough lens, and an adequate distance between

the different objects. As these requirements can be met in various situations, strong lensing is

further subdivided into the following categories:

• Galaxy-galaxy lensing are systems in which the lens is a galaxy that lenses other galaxies.

Depending on the lens-source alignment, extended arcs surrounding the lens galaxy are

visible, composed of either two or four multiple images. If the alignment is remarkable,

the four multiple images form an Einstein ring. The mass of the lens is usually between

1010 and 1013 M¯. This type of galaxy-galaxy strong lenses is the topic of Chapter 4.

• Galaxy-quasar lensing are similar to galaxy-galaxy lenses, but the source galaxy has an

QSO. Due to the compactness of the QSO, its multiple images are not resolved and are

observed as point sources, superimposed to the arcs from the host galaxy. The other

part of this thesis is focused on strongly lensed quasars to measure the Hubble constant,

which is the topic of Chapter 5. Similar to lensed quasars but harder to observe are

lensed SNe, in which case the multiple images of the exploding star are temporarily

visible, separated in time by their respective time delay.

• Cluster lensing arise when an entire galaxy cluster is acting as a lens as massive as

1015 M¯. The number of multiply-imaged sources typically is typically 10 to 80, ap-

pearing either as well-localized features or fused into immense gravitational arcs (e.g.,

Limousin et al., 2007; Meneghetti et al., 2017; Jauzac et al., 2021). One recently famous

example is the deep-field image of the galaxy cluster SMACS 0723 observed with the

James Webb Space Telescope (JWST) shown on Fig. 2.8. With better data quality and

techniques, the increased number of multiply-imaged sources directly translates to
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Figure 2.8 – JWST’s first deep field image of the galaxy cluster SMACS 0723, a famous case of cluster lensing. It
contains several thousands of galaxies, at various redshifts. The foreground elliptical galaxies, acting as lenses, are
visible in white or yellow around the center of the image. Some background galaxies are only slightly elongated
and magnified, like those shown on the left (weak lensing). Some other galaxies are heavily distorted and multiply
imaged, like the galaxy shown on the right which is observed three times (strong lensing). Credits: NASA, STScI.

an increase in the number data constraints and model parameters (e.g., Beauchesne

et al., 2021), such that the cluster mass distributions be described with more and more

complex mass clumps (for a review, see Kneib and Natarajan, 2011). On the outskirt

of the cluster, weak lensing features (see below) can be detected and used to constrain

further the mass distribution.

Weak lensing

When the lens-source offset is larger, the source is not multiply imaged but only slightly

distorted, which corresponds to the weak lensing regime. These distortions remain limited

to first-order lensing effects, namely isotropic scaling (convergence effects) and changes in

ellipticity (shear effects). A typical example of weak lensing effects arises on the outskirts

of a galaxy cluster, like the one in Fig. 2.8, where many galaxies are sheared tangentially to

the cluster. The shear is measured assuming that the orientation of the galaxies are purely

random when not affected by lensing, hence the averaged shape among all superimposed

galaxies should have zero ellipticity. Close to a galaxy cluster, this averaged shape will have

non-zero ellipticity because of weak lensing effects along a specific direction. Such ellipticity
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measurements are, to first order, a good approximation of the shear. Then, the shear is used

to estimate the convergence using Eqs. 2.14 and 2.8 (by solving an inverse problem, e.g.,

Lanusse et al., 2016, and Chapter 3). Finally, shear and convergence measurements at different

positions throughout the field of view (FoV) give the lens potential, thus the projected mass

distribution (e.g., Jullo et al., 2014; Jeffrey et al., 2021).

Weak lensing measurements are more difficult in practice. For instance, ellipticities mea-

sure the reduced shear, g = γ
/

(1−κ), instead of the shear, which slightly complicates the

aforementioned treatment. Moreover, measuring ellipticities is a very challenging task, due

to the so-called shape noise (e.g., Refregier et al., 2012) and the imperfect knowledge of the

point spread function. Another complicating factor is the irregular distribution of galaxies

throughout the FoV and the presence of masked areas in wide-field imaging data.

Microlensing

One speaks of microlensing when the separation between the lensed images is too small to

be resolved by current instruments. The detection of microlensing events is only indirect,

through (de-)magnification effects of the background source. The object acting as a microlens

is usually a compact object like a star, with a mass comprised between 0.1 and 10 M¯. If they

exist, primordial black holes (PBH) could also cause microlensing events in galaxies, which is

interesting since PBHs are plausible dark matter candidates (e.g., Young and Byrnes, 2015);

however, no definitive detection of such objects has been reported so far.

Microlensing is known to cause anomalies in the flux ratios of strongly lensed quasars, because

of the different stars from the lens passing in front of each lensed images. These anomalies

prevent us to use flux ratios to better constrain the mass distribution of the lens (Metcalf and

Madau, 2001). However, this limitation can be turned into an advantage to constrain the

statistical properties of dark matter particles (e.g., Gilman et al., 2021). Finally, microlensing

also offers a unique opportunity to zoom-in on the lensed quasar structure and study the

accretion disk of their supermassive black hole (SMBH), as recently reported by Paic et al.

(2022).

Other regimes

Other regimes are sometimes mentioned in the literature, but they are in reality specific cases

of the ones mentioned above. For instance, millilensing often refers to deflection angles of

the order of milliarcseconds, typically when the lens is a dwarf satellite or a low-mass dark

matter halo, in the mass range 106 −109 M¯. Recently, authors conjectured that nanolensing

by gas clouds could explain the variability of distant quasars (Tuntsov and Walker, 2022).
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2.3.5 Mass-sheet transform and mass-sheet degeneracy

As first pointed out by Falco et al. (1985), the lens equation (Eq. 2.6) implies that there exists a

hypothetical mass distribution with convergence κλ coupled with an isotropic rescaling of the

source βλ that leads exactly to the same observables (e.g., the lensed images) except the time

delays. This is the mass-sheet transform (MST), formally defined as{
κλ = λMSTκ+ (1−λMST)

βλ = λMSTβ .
(2.22)

where λMST is the MST parameter. The first equation rescales the convergence and adds an

infinitely thin and uniform “mass sheet” with mass density (1−λMST). The second equation

can be seen as a change of the distance to the source that exactly compensates for the lensing

effect of the mass sheet. The MST implies that all images of lenses based on κλ and βλ are

identical, regardless of the value of λMST. Therefore, all these models are degenerate, which

is the mass-sheet degeneracy (MSD). This degeneracy implies that, in theory, one cannot

use imaging data only to discriminate between models equivalent up to a MST, that λMST is

unconstrained.

The fact that time delays are unaffected by the MST have strong implications for cosmological

applications. The time delay being inversely proportional to the Hubble constant, the MSD

translates into a direct degeneracy between the unknown λMST and the value of H0. This

problem will be discussed in detail throughout Chapter 5.

Mass sheets (almost) exist in nature

Although the MST is a mathematical invariance of the lens equation, different physical phe-

nomena can approximate a mass sheet over certain spatial scales (e.g., Suyu et al., 2010; Blum

et al., 2020; Birrer et al., 2020). The parameter λMST can be decomposed in two components as

λMST = (1−κext)λint , (2.23)

where the first term (1−κext) is the “external” component, which represents the net effect

of all massive structures along the LoS of the observation (except the main lens) collapsed

into a uniform mass sheet of density κext. The second term λint is “internal” to the lens

and represents a change in the intrinsic shape of its density profile or, more specifically, the

radial slope of the profile. Physically, this can be seen as a displacement of mass between the

luminous and dark components of the mass distribution.

The effect of λint on a power-law mass density profile is illustrated in Fig. 2.9, for both the

three-dimensional mass density and the convergence. We see that values λint < 1 tend to

increase the mass at larger radii while making the slope shallower in the inner parts, whereas

values λint > 1 tend to move the “inflection point” in the other direction.
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Figure 2.9 – Effect the MST on the radial profile of the three-dimensional mass density (left panel) and the
convergence radial profile (right panel) of a simple power-law mass distribution. The MST parameter λint ≡λc is
approximated by adding a cored component to the mass distribution and varying the core size. Figure reproduced
from Birrer et al. (2020)

Breaking the mass-sheet degeneracy

Any observable giving access to intrinsic properties of the source or the lens potential can

be used to calibrate lensing measurements and “break” the MSD. For instance, combining

independent mass estimates of the lens object from spectroscopic measurements or weak

lensing effects can exclude a large range of mass-sheet solutions. In Chapter 5, we will see that

κext can be quantified by analyzing the distribution of masses along the LoS, while lens stellar

kinematics measurements can constrain λint.

Another possibility to break the MSD is to use strong lenses with several sources at different

distances, called “Jackpot lenses” (e.g., Collett and Smith, 2020). In a double-source plane

system, the MST conditions of Eq. 2.22 would need to be fulfilled for both source planes

simultaneously (i.e., with the same λMST). Since there is no physical reason for the appearance

of identical external and internal mass sheets relative to both sources, the MSD is largely

mitigated with Jackpot lenses. Each addition of a new source plane redshift would reduce even

further the impact of the MSD. So far, only a handful of galaxy-scale jackpot lenses are known,

but their number is expected to grow with future large-scale surveys that will discover many

thousands of new lenses.

2.4 Information content of strong lens images

2.4.1 Constraints from Einstein rings

The main property of the lens that is directly measurable from images of Einstein rings is the

enclosed projected mass within the region delimited by the multiple images of the source(s).

Consequently, the Einstein radius θE (Eq. 2.18) is a quantity extremely well determined, even

when only measuring the positions of the multiple strongly lensed images. The Einstein radius

is not impacted by MSD, since two mass distributions differing only by a uniform mass-sheet

lead to two different Einstein radii.
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Several authors have considered a second quantity directly constrained by lensing data and

left invariant under the MST. Written ξrad here, this quantity is a combination of lens potential

derivatives (Sonnenfeld, 2018; Kochanek, 2020):

ξrad = ψ′′′(θE)

1−ψ′′(θE)
≡ α′′(θE

)
1−κ(

θE
) , (2.24)

where derivatives are computed with respect to the angular position in the image plane. Based

on a Taylor expansion of the lens equation around θE, and assuming the lens is spherically

symmetric3, Sonnenfeld (2018); Kochanek (2020) have shown that only θE and ξrad can be

reliably constrained by imaging data.

In reality, real galaxies are not spherical and the information captured in high-resolution

data constrains more than only θE and ξrad. In particular, both radial and tangential (or

azimuthal) distortions of the lensed images, such as ellipticity and higher-order moments,

can be measured with current modeling techniques (see also Birrer, 2021). Moreover, imaging

data also provide direct constraints on the lens surface brightness which, in turn, can be used

to inform the lens mass distribution.

2.4.2 Galaxy properties and cosmological parameters

Strong-lensing imaging data contains a wealth of information, ranging from subgalactic to

galaxy cluster scales. It has two main advantages: (1) it is sensitive to any form of matter that

gravitationally interacts with luminous (baryonic) matter, and (2) it acts as a giant natural

telescope to study distant objects that would otherwise be too small or faint to be detected.

Cluster-scale strong lenses reveal the gravitational influence of galaxy cluster’s host dark matter

halos, which are the most massive objects in the Universe (∼ 1015 M¯). This gives a unique

opportunity to test the hierarchical growth of large-scale structures predicted by the CDM

model, and compare the observations against alternative dark matter models (e.g., Natarajan

et al., 2007; Grillo et al., 2015).

At the scale of individual isolated galaxies, strong lensing is used to probe the mass density

distribution of lens galaxies in redshifts z ∼ 0.2−1.5. In particular, the radial shape of the mass

density profile of a galaxy has imprints of its past evolution, for instance, if recent interactions

have impacted the internal structure of the galaxy. Combined with the observed lens-light

distribution, strong lensing is a way to measure the dark matter fraction of galaxies and their

mass-to-light (M/L) ratio, and better understand complex processes like AGN feedback and

gas inflows and outflows. Moreover, the analysis of large samples of lenses spanning wide

redshift ranges allows us to test galaxy formation and evolution models (Etherington et al.,

2022b), for which stellar kinematics can complement strong-lensing constraints (e.g., Treu

et al., 2006; Sonnenfeld et al., 2018; Shajib et al., 2021).

3Or cases with low ellipticity with axis ratio ≥ 0.95 (Sonnenfeld, 2018).
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Strong lensing also reveals the presence of substructures distributed along the LoS, including

the presence of subhalos in the lens neighborhood of the galaxy. These dark matter-dominated

halos (∼ 108 M¯) are not massive enough to form stars but are detectable via their imprints

onto lensed arcs. The detection or non-detection of such low-mass dark matter structures

puts strong constraints on the dark matter mass function, where predictions from CDM

and other models like WDM are diverging (e.g., Ritondale et al., 2019b, see also Sect. 1.3.2).

Using strong-lensing images from HST, Vegetti et al. (2012) detected a 108.28 M¯ dark satellite,

whereas Hezaveh et al. (2016) used radio observations to report the detection of a 108.96 M¯
substructure.

Aside from lens galaxies, strong lensing is a unique tool to study distant source galaxies. By

reconstructing the highly magnified sources, details of a few parsecs in the surface brightness

of the source can be resolved, revealing star-forming regions and other morphological features

that could not be observed even with space-based telescopes (e.g., Ritondale et al., 2019a; Rizzo

et al., 2021). The detailed analysis of high-redshift galaxies, including detailed spectroscopic

studies (e.g., James et al., 2018, with the Cosmic Horseshoe), helps improving the early stages

of galaxy formation models. Moreover, the strong magnification of distant galaxies hosting

quasars allows us to study correlations between the host galaxies and their central SMBH, at

higher redshifts than studies of non-lensed quasars (Ding et al., 2020).

Beyond astrophysical applications, the large distance separating the different redshift planes

in strong lens systems allows one to measure absolute distances. Time-delay cosmography,

which will be the topic of Chapter 5 (see also Sect. 1.3.1), uses time delays in strong lenses

to measure the Hubble constant (e.g., Suyu et al., 2017). In the presence of multiple lens

planes, or multiple source planes like Jackpot lenses, ratios of angular diameter distances,

cosmological parameters (e.g., Ωm,0) or the dark energy equation of state can be constrained

(Collett and Auger, 2014; Sharma and Linder, 2022).

2.5 Observational model of a strong lens

Strong-lensing effects are fully described by the lens equation (Eq. 2.6), which relates the

angular position of a luminous source to its observed position. This equation is very general

and holds for any source position and lens mass distribution. However, it is far from being

sufficient to describe real observations.

After lensing effects and before being recorded by the detector, light rays coming from both the

lensed source and the lens are further affected by various optical phenomena. If the telescope

is located on Earth, the light rays will be affected by Earth’s atmosphere, which effectively

“blurs” the observation. Then, the internal structure of the telescope itself further modifies the

natural path of light rays, inducing a second blurring. These effects are referred to as seeing

conditions and are described by the point spread function (PSF) of the observation.

Until now, all lensing and seeing effects have been treated continuously. However, the
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Figure 2.10 – Generic image model of a strong gravitational lens, which illustrates the different terms of Eq. 2.25.
From top left to bottom right: source light in source plane, lensed source light, lens light in image plane, superim-
posed of the lens and source light, convolution with the PSF, and binning to the detectors pixels. The diamond
caustic is indicated on the two first panels with a continuous line, while the corresponding critical line in image
plane is indicated with a dashed line. Additive noise is added to the resulting model to simulated the observation
at the bottom left. Images were generated with LENSTRONOMY (Birrer and Amara, 2018; Birrer et al., 2021).

detector—typically a charge-coupled device (CCD) camera—has a finite number of pixels

positioned on a well-defined grid. This is similar to many image processing problems, in

which all physical phenomena happen continuously but are discretized at the very last step

by the measurement. Consequently, we need to write the ensemble of phenomena in a way

that reflects the discrete nature of the real observations, which we call here the observational

model of a strong lens.

All components of this observational model are illustrated in Fig. 2.10, and can be expressed

as a series of linear operations (e.g., Warren and Dye, 2003; Suyu et al., 2006; Vegetti and

Koopmans, 2009) as follows

d =RB
[
Lψs +`]+n , (2.25)

where the left-hand side is the data d (i.e., the observation), and the right-hand side explicitly

separates the different components of the model. This model comprises three main ingredi-

ents: the lens potential ψ, the (unlensed) source light s, and the lens light `. More specifically,

s and ` are written as vectors containing surface brightness values in the source plane and the

image plane, respectively. As detailed below, this practical formulation allows us to express

lensing, seeing, and discretization effects as linear operations on the source and lens light.
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The lensing operator Lψ is based on the lens potential (Eq. 2.6) and encodes the lens equation

such that, when applied to the source model, it returns the lensed source. The blurring

operator B models seeing effects, effectively a convolution operation with the PSF related to

the observation. In the general case, the PSF can be an unknown component of the problem,

but its estimation is often accurate enough to be kept fixed in most analyses. The binning

operator R models the discretization by the pixels of the detector. In practice, the specific

implementation of all the above operators does not always involve matrices (e.g., B can be an

FFT-based convolution). Finally, the last term of Eq. 2.25 represents any source of additive

noise, including instrumental noise.

With this generic model in hand, we can now generate an image of a gravitational lens that

takes into account the seeing conditions and instrumental effects, and compares it to the

observed image. This model is the baseline of Chapter 2, which describes widely used model-

ing techniques and states the need for new techniques like the ones developed throughout

this thesis. Before that, Chapter 3 presents a set of mathematical tools that are well-suited

to solve problems in the form of Eq. 2.25, which are the building blocks of the new proposed

techniques.
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The Andromeda Galaxy and its companion.
A. Galan, Observatory of Geneva with TELESTO, 2021.
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3.1 Inverse problems

When measuring a signal that traveled through the Universe, we know that various phenom-

ena affected it before reaching our instruments. A natural question is then: what was the

underlying, unaffected, original signal? Yet, to answer this question we usually need to answer

another question: how to formally describe the phenomena that altered the measurements?

In many fields of research, particularly in astrophysics, these fundamental questions are

mathematically described as inverse problems: the goal is to retrieve the original signal and

to characterize the various phenomena that altered it along its way, from its emission to the

measurement. With gravitational-lensing observations, we want to retrieve the intrinsic prop-

erties of both the de-lensed source object and the lens object, before the seeing conditions

degraded them.

Generally, inverse problems can be cast in two categories, non-linear and linear, depending on

how the disturbing phenomena interact with the signal and the nature of the measurements.

In this chapter, we introduce the mathematical formalism of linear inverse problems, as well

as efficient techniques to solve them. The defining equation of a linear inverse problem is

d =Ax +n (3.1)

where d ∈RM is the data (a.k.a. the observation or measurement) and x ∈RN is the signal to

recover. The linear operator A, often represented as a matrix in RM×N , models the degradation

of x prior to the observation, and can be either known, partially known or entirely unknown

depending on the specific problem. The standard situation is that A is that the inverse

A−1 does not exist, or is unstable with respect to the noise. Any source of additive noise is

encapsulated in n ∈RM , whose statistical properties are given by the data covariance matrix

Cd . Note that the unknown signal x , although represented as a vector of coefficients, can

originally be anything. For instance, it can be a time-varying signal (1D), an image (2D), a

datacube (3D); all these can be cast as a one-dimensional vectors.

On the contrary, non-linear inverse problems cannot be written as Eq. 3.1 or, more specifically,

the right-hand does not correspond to the measurements. Instead, the measurements are

partial information about the underlying linear operator, and inverting the problem implies

solving a set of non-linear equations. For example, such a problem is encountered in seismol-

ogy, where one tries to characterize the propagation of elastic waves after an earthquake based

on seismograph measurements. While we do not explore the formalism of non-linear inverse

problems in this work, there may exist interesting parallels with the non-linear properties of

gravitational lensing.

3.1.1 Examples of linear inverse problems

The very generic form of Eq. 3.1 encompasses various real problems, which mostly differ on

the nature of the operator A. Some of the most recurrent ones are:
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• Denoising: A is the identity matrix, such that the goal is to remove the noise from the

data (denoising is always a by-product of the other problems below).

• Deconvolution: A is the convolution of the original signal by the instrument response

function, or PSF, such that the goal is to obtain a deconvolved version of x .

• Inpainting: A represents a mask that hides parts of x , such that the goal is to retrieve

the missing bits of the signal.

• Deblending, or source separation: A is a mixing matrix that models the overlap of

the various components contained in x , such that the goal is to separate back those

components in different channels.

• Combination of the above: A can also be more complex and composed (explicitly or

not) of a series of linear operators that all alter the signal in different ways. For instance,

the goal can be to deblend different components, while deconvolving each one and

removing the noise at the same time.

Inverting such linear problems is a challenging task, mainly for two reasons: (1) in most situa-

tions there is no unique solution, that is the problem is under-constrained (more unknowns

than data points), and (2) the presence of noise may lead to solutions that are not physically

allowed (i.e. A−1d would not be an acceptable solution).

The backbone of any linear inversion technique is thus to (1) introduce additional prior

knowledge to complement the constraints from the data, and (2) prevent unphysical solutions

to arise. This is a technique called regularization. Over the years, many of such techniques

have been proposed to solve linear inverse problems, with practical applications in various

fields such as biomedical imaging, economics and of course, astrophysics. During my thesis I

focused on regularization techniques relying on two widely-used concepts of signal processing:

sparsity and wavelets. The next sections introduce the theoretical foundations of these

concepts, one after the other for clarity, although they share many connections.

3.2 Sparse regularization

Sparsity is a mathematical concept that can be seen as a measure of how simple a signal is.

Here, a signal is simply a set of coefficients; for example, it can be an image and in this case,

the coefficients are the pixels. We generally say that a signal is sparse if it contains only a few

coefficients different from zero, otherwise it is dense. To visualize this property, let us quickly

jump to Sect. 3.2.2, where a dense signal is shown in Fig. 3.2a, while a much sparser one is

shown in Fig. 3.2b. More formally, if the signal has only k entries that are non-zero among all

its dimensions N À k, it is said to be k-sparse. One can then wonder why would sparsity be a

crucial concept? After all, a simple signal is likely to be simple to interpret as well.

The relevance of sparsity is that most of the observed signals are far from being simple.
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Therefore, the whole challenge is to find a suitable transformation that makes that signal

sparser, such that we can efficiently extract its information content. Mathematically, this

transformation is a change of basis that leads to a representation of the original signal with as

few non-zero coefficients as possible.

In the context of linear inverse problems, imposing the solution to be sparse is a powerful

assumption, as it allows to drastically reduce the degrees of freedom, and as such the set

of possible solutions. This idea is similar to Occam’s razor, also known as the principle of

parsimony, which states that the solution with the fewest degrees of freedom should be

preferred, among different solutions that fit equally well the observation. Imposing sparsity

for the purpose of solving linear inverse problems is referred to as sparse regularization.

Due to the numerous fields that developed the field of sparse regularization over the years,

there exist many ways to introduce this technique and related concepts.

3.2.1 Sparsity in direct space

Quantifying the sparsity of a signal is naturally defined by the `0 pseudo-norm1, as it counts

the number of non-zero coefficients, namely

‖x‖0 = #
(
i |xi 6= 0

)
. (3.2)

hence a k-sparse signal x has ‖x‖0 = k. However, many real signals are “almost” sparse as they

indeed contain a few very significant coefficients, but also many small coefficients that can

lead to a large `0 norm (i.e. due to noise, or other measurement errors). These signals are

called weakly sparse, or compressible: if one removes all those less significant coefficients

from the signal, it still leads to a very good approximation of the original one. For sparse

regularization, it means that the trimmed coefficients can lead to a suitable approximation

of the solution. Nevertheless, it now remains to define what makes a given coefficient to be

“non-significant”. As is presented below, this is tightly linked to the concepts of thresholding

and thresholding level.

The natural way to enforce the sparsity of a signal x is to apply a threshold on its coefficients,

namely to force some of its coefficients to be zero if it is below some predefined value. The

simplest type of thresholding is provided by the hard thresholding operator HTλ, defined as

(
HTλ(x)

)
i =

xi if |xi | ≥λ
0 otherwise

, ∀ i ∈ [
1, N

]
. (3.3)

where λ ∈R sets the threshold level, which in many applications is adapted for each coefficient

xi of the signal. The response of the hard thresholding operator is shown on Fig. 3.1.

1For conciseness, I will use the term norm (instead of pseudo-norm) to refer to the operation ‖ · ‖0, although
this is not formally a norm, contrary to `p norms with p ≥ 1.
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Figure 3.1 – Effect of the two main thresholding operations used for sparse regularization of linear inverse problems,
when applied to the pixel values of an image. The input image is normalized to have values between 0 and 1, and
the threshold level is set to λ= 0.4. Two important differences between the two thresholded images should be
noticed: hard thresholding creates sharp transitions between different regions of the image, while soft thresholding
affects the amplitude of the image (the output image looks dimmed).

Hard thresholding is an operation that evidently leads to a lower `0 norm of its argument.

In additional, for reasons that will become clear later in this section, it is also necessary to

introduce a similar operator, this time with respect to the `1-norm defined as

‖x‖1 =
N∑

i=0
|xi | . (3.4)

Similarly to the `0-norm, the `1-norm can also be used as measure of sparsity or, alternatively,

as a way to enforce sparsity. The soft thresholding operator STλ is the operator that lowers

the `1-norm of its argument, as

(
STλ(x)

)
i =


xi −λ if xi ≥λ
0 if |xi | <λ
xi +λ if xi <λ

, ∀ i ∈ [
1, N

]
. (3.5)
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The response function of the STλ operator is also shown on Fig. 3.1. Compared to the HTλ
operator, we see that it affects the amplitude of all coefficients, which will become relevant

later in this section.

3.2.2 Sparsity in transformed space

Applying a thresholding operator to promote the sparsity of the solution of an inverse problem

is relatively simple for compressible signals. However, the majority of those signals are in

fact not compressible in their original domain (i.e. in direct space). For this reason, it is

necessary to first transform the signal into a more convenient domain, in which it has a sparse

approximation.

Let us assume that we have in hand a transformation, often written asΦ>, that decomposes a

signal x on a basis in which it is sparse,α=Φ>x . The inverse transformationΦ ∈RN×P that

translates the sparse vectorα ∈RP back to the original space (or direct space) is given by

x =Φα=
P∑

i=0
φiαi . (3.6)

In signal processing terms, the P vectorsφi ∈RN are called the atoms, which together define

the transformationΦ, also called a dictionary. Such a dictionary can be non-redundant, if

the atoms form a basis of RN (i.e. P = N ), which leads to a unique decompositionα that has

the same size as x . The dictionary can instead be redundant, or over-complete, if the P ≥ N

atoms are not linearly independent. In this case the decomposition is not unique and can be

of dimension greater than the original signal x .

Non-redundant dictionaries are seemingly the preferred choice for sparse regularization as

they do not increase the total number of coefficients. However, redundant dictionaries usually

offer more flexibility in their design, as they need to satisfy less theoretical conditions. This

allows to create dictionaries that are particularly well-suited for specific applications.

One of most widely-used transform is the Discrete Fourier Transform (DFT), which falls in the

category of non-redundant transforms because the number of coefficients in Fourier space is

the same as in direct space. The DFT can be cast as a simple matrix-vector product,

x̂ =Fx , with (F)n,k = 1p
N

exp

[
i

2πkn

N

]
, (3.7)

but there also exists very efficient algorithms such as the Fast Fourier Transform (FFT) for

signals in large dimensions (with complexity O (N log N )) that do not require to build the

above matrix. A classical example, illustrated on Fig. 3.2, is that the DFT of a purely sinusoidal

signal of any length becomes extremely sparse in Fourier space, with only a single significant

coefficient.

It is important to realize that the choice of a dictionary is crucial, and highly depends on the
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Figure 3.2 – Illustrative example of sparsity in a transformed domain, and how it can be used for sparse regulariza-
tion. The original signal contains a very large number of non-zero coefficients, while its Fourier transform leads
only to clearly one significant coefficient (here in log-space). However, the presence of noise in the signal leads to
more coefficients in the transformed domain, some being comparable to the previous highest coefficient. A simple
threshold of these coefficients in transformed space (indicated by the dashed line) can be used to recover a good
approximation of the original signal. The markers size on the right panel reflect the significance of the coefficients.

specific application. For instance, in the context of image compression, we seek to find the

sparsest representation of an image such that it requires less disk space to be stored. As natural

images contain many local features that do not repeat consistently over the field of view (i.e.

they are non-stationary signals), the DFT is clearly not the optimal choice to obtain a sparse

representation. In this particular case, a much better algorithm is to first decompose the image

into small blocks (small enough so that the signal is locally stationary), which are individually

transformed by applying the Discrete Cosine Transform (DCT) which is well-suited to represent

textures. This is the algorithm at the core of the JPEG format used for image compression.

Transforms based on cosine, Fourier or similar basis very well retain the frequency, but not

the location of features. Dictionaries based on wavelets, described in Sect. 3.3, overcome

this limitation: in wavelet space, the transformed signal contains both spatial and frequency

information about the features contained in the original one. Depending on the properties

of that signal, a specific type of wavelet transform can be designed, leading to very sparse

representations. Wavelets are a central tool for this thesis work, including the starlet transform

which is particularly well-suited for analyzing astronomical data (see Sect. 3.3.4). Other widely-

used wavelet dictionaries include ridgelets (Candès and Donoho, 1999) and curvelets (Starck
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et al., 2002) or shearlets (Guo and Labate, 2007) for sparse representations of lines and edges2.

It is also possible to learn the atoms of the dictionary from the data itself, which is a technique

called dictionary learning (DL). As one may expect, the learned transformations usually

outperform the generic ones in specific applications (e.g., Beckouche et al., 2013). However, it

makes the task significantly more challenging as the problem is now to find both the operator

A and the signal x in Eq. 3.1. While the work presented here do not rely on DL (hence I do

not cover it in more detail), it is worth mentioning that it recently gained momentum due to

many obvious connections with deep learning, and could be considered as a possible source

of improvements for the techniques I developed. Additionally in the recent years, there have

been a several works pursuing the goal to merge the robustness of wavelet-based techniques

with the efficiency of neural networks. Of particular interest are trainlets (Sulam et al., 2016),

and more recently learnlets (Ramzi et al., 2021).

3.2.3 Synthesis and analysis formulations

Formally, solving linear problems of the form of Eq. 3.1 with sparse regularization can be

stated as a constrained optimization problem. Finding the sparsest set of coefficientsαwith

respect to a given dictionaryΦ can be written as the following augmented Lagrangian

argmin
α

1

2

∥∥d −AΦα
∥∥2

2 +λ
∥∥α∥∥

p , (3.8)

where the first term on the right-hand side is the data-fidelity term, the second term is the

regularization term, p = 0 for the `0-minimization (a.k.a. Matching Pursuit) and p = 1 for

the `1-minimization (a.k.a. Basis Pursuit, or Lasso). The Lagrange parameter λ, which is a

hyper-parameter of the problem, encapsulates the balance between the two terms and as

such, it sets the regularization strength. The full function being minimized is often referred

to as the objective function, or loss function. In the above equation, the unknown variables

are the coefficients in transformed space, which is the so-called synthesis formulation of the

problem.

In contrast, the same problem can be alternatively written following the analysis formulation,

this time optimizing the coefficients in direct space

argmin
x

1

2

∥∥d −Ax
∥∥2

2 +λ
∥∥Φ>x

∥∥
p , (3.9)

where in this case, the variables being optimized are the coefficients of x in its original domain.

The synthesis (Eq. 3.8) and analysis (Eq. 3.9) formulations might seem equivalent at first sight.

They indeed lead to the same solution if the atoms inΦ form an orthogonal basis, that is if

Φ> =Φ−1. Therefore, this is not the case for redundant dictionaries and it is important to

2A funny compilation of (almost) all existing “-let” dictionaries can be found at http://www.laurent-duval.
eu/siva-wits-where-is-the-starlet.html.
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3.2. Sparse regularization

understand the differences between the two approaches to choose the optimal way to solve

the problem at hand.

There is primarily a conceptual difference between synthesis and analysis frameworks: the

latter seeks for the sparsest vectorα in the basis ofΦ that correctly fits the data, whereas the

former seeks the best-fitting signal x that is sparse in the transformed domain. Historically,

the synthesis approach has first been the preferred choice for many applications, as it offers

simple and efficient algorithms (see proximal algorithms hereafter), together with attractive

theoretical guarantees, for being solved. Nevertheless, it suffers from two downsides compared

to the analysis formulation. First, the number of variables (i.e. the coefficients ofα) is often

much larger than in direct space which, depending on the algorithm used to minimize the loss

function, can lead to slower convergence or the risk to be trapped in local minima. Second,

the synthesis solution is by definition limited to the set of vectors spanned by the limited set

of atomsφi , which might not necessarily contain only acceptable solutions. On the contrary,

the solution of the analysis problem can be any vector of RN , but several atoms from the

dictionary are often necessary to represent it.

3.2.4 `1-minimization and reweighting

The essence of sparse regularization is to discard the many degenerate solutions that fits

well the observation, but that do not fulfill the sparsity criteria. As we saw, minimizing the

`0-norm (p = 0 in Eq. 3.8 or 3.9) seems to be the most natural choice. However, the resulting

minimization problem is in fact NP-hard (e.g., Natarajan, 1995), namely it is not tractable

and as such very challenging to solve numerically. For this reason, we resort to the convex

relaxation of the problem, which minimizes the `1-norm instead (p = 1, Donoho and Huo,

2001). Both terms in the loss function are now convex, such that efficient algorithms can be

designed to converge to the solution, corresponding to the (unique) global minimum.

The `1-minimization scheme has however one major drawback, which can be understood

by comparing the responses of the two thresholding operators introduced earlier (Fig. 3.1a).

The soft-thresholding operator, which minimizes the `1-norm, affects the amplitude of all

the coefficients. As a result, the amplitudes of the solution of `1-minimization problems

have a tendency to be biased low compared to the groundtruth. This is also visible on the

soft-thresholded image of Fig. 3.1a, which resembles to a dimmed version of the original one.

In practice, this issue is particularly pronounced in situations with low number of data points,

or based on observations with low signal-to-noise ratio (SNR), namely when the data does not

sufficiently penalize those low-amplitude solutions.

An efficient remedy has been proposed by Candes et al. (2007), using an iterative procedure

that progressively de-bias the amplitudes of the most significant coefficients. The principle

is that, based on a solution of the original problem, the regularization strength gets “locally”

updated such that the most significant coefficients (i.e. those that are more likely to be biased)

become less affected by the thresholding at the next iteration. After convergence, those
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coefficients should not be biased anymore, as in the case of the `0-minimization.

This strategy, termed `1-reweighting, is introduced in the original minimization problem

using a matrix of weights, W, in the regularization term:

argmin
α

1

2

∥∥d −AΦα
∥∥2

2 +λ
∥∥W◦α∥∥

1 , (3.10)

where ◦ represents the Hadamard product (i.e. the element-wise product), and the W is a

matrix of positive weights
{

wi
}

i=1,...,N on the diagonal. The above equation is the expressed

under the synthesis prior, but the analysis formulation is very similar (e.g., the last term is

simply ‖W◦Φ>x‖1). The original reweighting scheme proposed can be summarized as follows

(Candes et al., 2007):

1. Set the iteration count to n = 0, initialize the weights W(n) with w (n)
i = 1, ∀ i ∈ [1, N ];

2. Solve the minimization problem

α(n) = argmin
α

1

2

∥∥d −AΦα
∥∥2

2 +λ
∥∥W(n) ◦α∥∥

1 ,

3. Update the weights according to the following rule

w (n+1)
i =

(∣∣∣α(n)
i

∣∣∣+ε)−1
, (3.11)

where ε is a small positive number to prevent the weight to be infinite.

4. If not converged, increment n and go to step 1, otherwise terminate with solutionα(n).

The update rule of Eq. 3.11 can also be adapted depending on the application or empirical

evidence. The main requirement is that it should smoothly decrease the regularization strength

for coefficients that are well above the threshold, while leaving unaffected all other coefficients.

For instance, Lanusse (2015) advocates the use of the following rule instead:

w (n+1)
i =


( |α(n)

i |
Kσi

)−1

if |α(n)
i | ≥ Kσi

1 if |α(n)
i | < Kσi ,

(3.12)

which is based on the noise level estimated by the standard deviation σi for coefficient αi , and

K is a predefined significance level. Only above this level are the weights lowered, such that

the coefficients that were already identified as significant with respect to the noise at previous

iterations are less penalized by the sparsity constraint.

Yet another reweighting rule has been proposed in Joseph et al. (2019) in the context of source
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reconstruction from strong lensing observations (detailed in Sect. 4.3). This update rule is

w (n+1)
i = 1

1+exp
[

10
(
α(n)

i −λ
)] . (3.13)

Note that if ever the above reweighting scheme does not entirely remove the biased amplitudes

due to `1-minimization, (Lanusse et al., 2016) have proposed an extra refining step. This step

consists in replacing the original sparsity constraint (the `1-norm) by the following term

λ
∥∥W◦Φ>α

∥∥
1 −→ iΩ

(
Φ>α

)
, (3.14)

where iΩ( · ) is the indicator function over the set of active coefficientsΩ (see Sect. 3.3.2 for the

definition), which has elementsΩi = 1 ifΦ>αi >λ and 0 otherwise. This updated regulariza-

tion term, based on the previous solution, effectively leaves the significant coefficients entirely

unconstrained and sets all the others to zero. A last pass of the algorithm is then expected to

lead to unbiased amplitudes.

We have now established the proper formulation of the problem, the loss function to minimize,

and motivated the use of `1-minimization. I now present the formalism and algorithms

necessary to solve the problem.

3.2.5 Proximal algorithms

As noted in the previous section, the `1 relaxation for sparse regularization brings convexity to

the problem, which ensures the existence of at least one minimum of the loss function (strict

convexity implies a unique minimum). However, the `1-norm is not fully differentiable, which

in theory prevents the use of gradient descent techniques to converge to the solution.

Notions of proximal calculus

The concept of proximal operator introduced by Moreau (1962) is the central tool to address

the problem. It allows to overcome the need of explicitly differentiable regularization terms,

instead using an alternative function called the proximal operator (or proximity operator) to

apply the constraints on the solution.

More formally, let us consider the set of proper lower semi-continuous convex functions, that

contains most of the regularization terms that we use in the context of sparse regularization

(e.g., the `1-norm, indicator functions, etc.). The proximal operator of a proper lower semi-

continuous convex function f (x) is defined by

prox f (x) = argmin
y

1

2

∥∥y −x
∥∥2

2 + f (y) . (3.15)
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A selection of useful properties is given in Table 3.1.

Table 3.1 – Selection of useful properties to manipulate proximal operators. More properties are listed in Combettes
and Pesquet (2009).

Property f (x) prox f (x)

Translation f (x − z) z +prox f (x − z)

Scaling f (x
/

a) a prox f /a2 (x/a)

Reflection f (−x) −prox f (−x)

Conjugation f ∗(x) x −prox f (x)

Additive separability
∑n

i=0 fi (x)
(
prox f1

(x1), . . . ,prox fn
(xn)

)
This formal definition is, most of the time, not explicitly employed since many functions have

a closed-form proximal operator that can be trivially implemented. Some frequently used

functions and their proximal operators are given in Table. 3.2

Table 3.2 – Selection of useful proximal operators for the regularization of linear inverse problems. More close-
formed expressions are listed in Combettes and Pesquet (2009); Parikh and Boyd (2013); Bauschke et al. (2013).

f (x) prox f (x)

i·≥0(x) [x]+ ≡ max{0, x}

i|·|≥λ(x) x −STλ(x)

−λ log(x)
(p

x2 +4λ+x
)/

2

λ‖x‖2
2

/
2 x

/
(1+λ)

λ‖x‖2 x
[

1−λ/‖x‖2

]
+

λ‖x‖1 STλ(x)

λ‖x‖0 “ HTλ(x)” ?

?This proximal operator is not formally defined, as the `0 pseudo-norm is not a proper lower semi-

continuous convex function. However, switching from soft-thresholding to hard-thresholdid when solving

`1-minimization leads to a solution closer to an `0-sparse solution.

Examples of proximal algorithms

Most of the linear inverse problems solved with sparse regularization are particular cases of a

general class of problems of the form

argmin
x

F (x)+G(Tx)+H(x) , (3.16)

where F , G and H are proper lower semi-continuous convex functions of x ∈ Rn , and T
is a non-zero linear operator. In addition, F is continuously differentiable with Lipschitz
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gradient ∇F , and corresponding Lipschitz constant3 β.

We can specialize the above generic minimization problem such that it corresponds to the `1

synthesis problem of Eq. 3.10, for the variableα, with the following functions

F (α) = 1

2

∥∥d −AΦα
∥∥2

2 , G(α) =λ‖α‖1 , H(x) ≡ 0 .

In this case, the simplest yet widely-used algorithm to solve the problem is the Forward-

Backward Splitting (FBS) algorithm (Combettes and Wajs, 2005), given in Algorithm 1. The

forward step is simply a gradient descent step using the based on the data-fidelity term, in this

case given by ∇F (α) =−Φ>A> (d −AΦα).

The Lipschitz constant β, that is optional but allows to set an optimal step size for faster

convergence to the solution, is given by β = ‖ΦA‖2
s , where ‖ · ‖s is the spectral norm (or

operator norm), defined as

‖X‖s = sup
x 6=0

‖Xx‖2

‖x‖2
. (3.17)

The above norm measures the “size” of some operator X and is equal to its largest eigenvalue.

Depending on the operator, this norm can be expensive to compute. In this case, the Lipschitz

constant can be approached via an iterative procedure such as the power method, which

converges to the dominant eigenvalue in a few iterations.

Algorithm 1: Forward-Backward Splitting algorithm (FBS)

Require: Gradient step 0 <µ<β−1.
Initialize x (0).

1 for n = 0 to Nmax −1 do
2 x̃ (n+1) = x (n) −µ∇F

(
x (n)

)
// forward step (gradient descent)

3 x (n+1) = proxµG

(
x̃ (n+1)

)
// backward step (proximal operator)

As the FBS is particularly well adapted to the synthesis formulation of the `1 minimization, it

is sometimes simply refers to as Iterative Soft-Thresholding Algorithm (ISTA), as the proximal

operator of the `1 norm is the soft-thresholding operator. This algorithm has a widely-used

variant introduced by Beck and Teboulle (2009) known as Fast Iterative Soft-Thresholding

Algorithm (FISTA) which incorporates a Nesterov accelerating scheme (Nesterov, 2003) to

improve the convergence rate from O
(
1/n

)
to O

(
1/n2

)
, n being the iteration count. FISTA is

detailed in Algorithm 2.

As mentioned out in Sect. 3.2.3, the synthesis formulation has several drawbacks, and often

3Let F : Q →R be differentiable and convex. Then, F has a Lipschitz gradient if there exists β> 0 such that

‖∇F (x)−∇F (y)‖2 ≤β‖x − y‖2 , ∀x , y ∈Q ,

where β is called the Lipschitz constant of ∇F .
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Algorithm 2: Fast Iterative Soft-Thresholding Algorithm (FISTA)

Require: Gradient step 0 <µ<β−1.
Initialize x (0), t0 = 1.

1 for n = 0 to Nmax −1 do
2 z̃ (n) = x (n) −µ∇F

(
x (n)

)
3 z (n) = proxµG

(
z̃ (n)

)
4 tn+1 =

1+
√

1+4t 2
n

2
// Nesterov momentum

5 x (n+1) = z (n) +
(

tn −1

tn+1

)(
z (n) − z (n−1)

)

the analysis formulation is the preferred choice. There is however an important change in the

regularization term, which is now λ
∥∥Φ>x

∥∥
1. The problem is that this term does not have an

explicit proximal anymore, contrary to λ‖α‖1. This operator can always be approached by

solving the problem of Eq. 3.15, but this requires subiterations which often significantly slows

down convergence to the solution.

To address this limitation, Primal-Dual Splitting (PDS) algorithms were developed to solve

problems of the form of Eq. 3.16, when T is not the identity operator (Chambolle and Pock,

2011; Cong Vu, 2011; Condat, 2013). A common example of such a problem is sparse regular-

ization with analysis prior along with a positivity constraint:

F (x) = 1

2

∥∥d −Ax
∥∥2

2 , G(Tx) =λ∥∥Φ>x
∥∥

1 , H(x) = i·≥0(x) , (3.18)

namely the generic operator T is specialized to the transformationΦ> from the data space to

the synthesis coefficients.

Algorithm 3 describes the steps of the Condat-Vũ PDS algorithm to solve the above problem.

The dual step involves the proximal operator of the function G∗, which is the convex conjugate

of G defined as

G∗(y) = max
y ′

{〈y , y ′〉−G(y ′)
}

. (3.19)

While PDS algorithms are well-suited for solving analysis. However, simpler algorithms like

FBS can still be used for analysis problems, by iteratively approaching the true proximal oper-

ator defined in Eq. 3.15. In practice, a single iteration is often sufficient to approximate the

proximal operator, hence avoiding additional subiteration steps. The single-step approxima-

tion boils down to the following operation:

x (n+1) =ΦSTλ
(
Φ>x̃ (n+1)) , (3.20)

that is the analysis variables are first transformed, followed by a soft-thresholding of the
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Algorithm 3: Condat-Vũ Primal-Dual Splitting algorithm (PDS)

Require: Lipschitz constant β, τ> 0, σ> 0, with 1−τσ∥∥T
∥∥2

s > τβ
/

2.
Initialize x (0) (primal variable) and u(0) (dual variable).

1 for n = 0 to Nmax −1 do

2 x (n+1) = proxτH

(
x (n) −τ

(
∇F

(
x (n)

)+T>u(n)
))

// primal step

3 u(n+1) = proxG∗

(
u(n) +σT

(
2x (n+1) −x (n)

))
// dual step

coefficients, then transformed back to direct space. Although this empirical simplification

does not have all the theoretical convergence guarantees that the algorithms presented above

have, it can be useful to use depending on the application.

3.2.6 Setting the regularization strength

The last ingredient that was left aside so far is the hyper-parameter λ that scales the sparsity

constraint and acts as a regularization strength. In practice, finding the appropriate value of

the regularization strength is often challenging in many situations. This problematic is much

more general than linear inverse problems, since regularization techniques are also used in

many other situations. This includes the training of deep neural networks (regularization

terms in the cost function) and Bayesian optimization (regularization is a form of prior on the

model). Unfortunately, there is no universal recipe that systematically works for choosing the

value of λ regardless of the application.

Nevertheless, the situation is not totally desperate because in the specific context of `0 and

`1 minimization problems, there exists an empirical recipe that proved very efficient and

has a very intuitive interpretation. As we saw in the previous sections, the proximal operator

corresponding to the problem at hand corresponds to a (hard or soft) thresholding of the

coefficients in transformed space, with threshold level equal to λ. It is then natural to tune

the regularization strength in such a way that only “significant enough” coefficients remain in

the final solution. In a statistical sense, the significance of a coefficient is usually measured

with respect to the noise level, characterized by its standard deviation. Therefore, we seek an

estimation of the standard deviation of the noise for each single coefficient of the variable

being optimized; the regularization strength is then simply some multiplicative factor of this

standard deviation. This idea has been introduced by Paykari et al. (2014), and more detail

can be found in Starck et al. (2015).

The first step is thus to propagate the noise, from the observational domain (data space) to

the variables (transformed space). For clarity, let us consider the specific example of the `1

minimization in the synthesis framework (i.e., Eq. 3.8), although the method can be applied

similarly to the analysis case. The gradient of the data-fidelity term, with respect toα, required
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for the gradient descent step in all iterative algorithms presented in the previous sections, is

given by

∇
(

1

2

∥∥d −AΦα
∥∥2

2

)
=−A>Φ>(

d −AΦα
)

. (3.21)

In the above expression, the term d −AΦα represents model residuals, thus it has units of

the data and contains a realization of the data noise from the vector d . On the other hand,

the gradient must have units of the variables being optimized. Hence we can see that the

operation A>Φ> is what we need: it translates model residuals from data space to the space

of transformed coefficientsα.

In practice, there are different ways to use the above operation to compute noise levels in

the transformed space, but depend on the statistical properties of the noise. Here, we only

discuss the case of additive Gaussian noise, as it is the relevant situation for the imaging data

considered in this thesis. The most common situation is Those mainly depend on (1) the

availability of different realizations of the noise, and (2) the specific implementation of the

operators (e.g., either in functional forms or as matrices). One possibility is to draw Monte-

Carlo realization of the data noise, and apply the operators A>Φ> to obtain realizations

in transformed space, from which the standard deviation can be estimated (e.g., Lanusse

et al., 2016). Another possibility is to consider the covariance matrix of the data Cd , and

compute the corresponding covariance matrix in transformed space via A>Φ>CdΦA. When

the transformationΦ is not implemented as a proper matrix, diagonal elements can still be

computed (e.g., Joseph et al., 2019).

The obtained noise standard deviation for each synthesis coefficient is then used to scale the

regularization strength. This can be simply achieved through a weight matrix, similarly to

the one introduced in Eq. 3.10, that scales (element-wise) all the coefficients. By setting the

elements of the matrix to the estimated standard deviations, we are left we only one scalar, λ

to globally scale the regularization strength, namely the statistical significance of the solution.

Many studies advocate to set λ between 3 and 5, namely 3-σ to 5-σ significance, in order to

ensure a proper regularization.

3.3 Wavelets

In Sect. 3.2, the concept of sparse regularization was introduced, we motivates the search for a

suitable dictionary to transform the optimized variable in a new basis in which it is sparse.

In that section was given the example of the Fourier transform as one of the most popular

choice of dictionary. Here again, it is interesting to start from this transform, in particular its

limitations, in order to motivate the use of wavelets.

Most of natural images contain a potentially large variety of non-periodic signals: edges,

ridges, complex textures, etc. Astronomical images considered in this work usually may not

contain as much complexity, but are nevertheless non-periodic to a large extent. In this setting,
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one encounters two main limitations with the Fourier transform. First, only the frequency

of features is explicitly retained, their location (temporal or spatial) is abstracted out in the

phase and difficult to exploit afterwards. Second, discontinuities in the signal create spurious

oscillations due to the inability of the sinusoids basis functions to represent such signals (e.g.,

Gibbs phenomenon).

The Short-time Fourier Transform (STFT), or the Gabor transform is an adaptation of the

Fourier transform that addresses the first limitation: the transform is applied on small portions

of the original signal, such that the frequency decomposition is performed only within well-

defined locations (akin to the idea behind JPEG compression, briefly mentioned in Sect. 3.2.2).

The following next sections introduce wavelets, which are similar in spirit to the Gabor trans-

form. Their main interest is that most of natural images, including astronomical images, are

sparse in wavelet space. Moreover, we will see that there exist many different types of wavelets

to accommodate a wide range of situations. But “with great power comes great responsibility”:

it remains to the researcher the task to carefully select the right wavelet type to allow efficient

sparse regularization of the model.

There is a incredibly vast literature related to wavelets and their applications. The mathe-

matical formalism described in this section is based on the comprehensive books written by

Vetterli and Kovačevic (1995), Mallat (1999) and Starck et al. (2015).

3.3.1 Continuous wavelet transform

The wavelet transform has been one of the of most popular solution to address the aforemen-

tioned limitations of the Fourier transform. The debuts of wavelets, although not mentioned

as such at the time, can be associated to the work of Haar (1909), where he introduced the

following piecewise constant function:

ψ(x) =


1 if 0 ≤ x < 1/2

−1 if 1/2 ≤ x < 1

0 otherwise

(3.22)

from which a dictionary (in this specific case, an orthonormal basis) can be constructed with

the following atoms {
ψs,u(x) = 1p

s
ψ

( x −u

s

)}
, (3.23)

where s ∈R∗ and u ∈R are scaling an translation parameters, respectively.

The general idea described by Eq. 3.23 is at the core of wavelet theory: given some mother

function ψ that satisfies certain mathematical properties that are described below, one can

build a basis of self-similar daughter functions ψs,u using scaling and translations operations.
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This results in the Continous Wavelet Transform (CWT) transform, that decomposes a function

f (the observed signal) onto wavelet coefficients encoding different scales s and locations u as

CWT f (s,u) =
∫ +∞

−∞
f (x)ψ∗

s,u(x)dx ≡ 〈ψs,u(x), f (x)〉 , (3.24)

where ψ∗ is the complex conjugate of ψ. The original function f can be reconstructed from

the wavelet coefficients following

f (x) = 1

Cψ

∫ +∞

−∞

∫ +∞

−∞
CWT f (s,u)ψs,u(x)

duds

s2 . (3.25)

The mathematical formalism of the CWT was established by Grossmann and Morlet (1984)

for wavelet functions in L2(R), the space of square-integrable functions. Not any function can

be used as a wavelet: the mother wavelet function must satisfy the following admissibility

condition to ensure that the transform is invertible:

Cψ =
∫ +∞

−∞

∣∣ψ̂(k)
∣∣2

k
dk <+∞ , (3.26)

where ψ̂ is the Fourier transform of ψ, and k is the wavenumber (or frequency). A nearly

sufficient condition is that the wavelet functions have zero-average, decays sufficiently fast

from the origin, and satisfies ψ(0) = 0. In addition, the wavelet function is also required to be

normalized:

∥∥ψ(x)
∥∥2 =

∫ +∞

−∞

∣∣ψ(x)
∣∣dx = 1

2π

∫ +∞

−∞

∣∣ψ̂(k)
∣∣dk = 1 , (3.27)

and subsequently
∥∥ψs,u(x)

∥∥2 = 1 for all daughter wavelets.

The CWT can conveniently be written as a convolution product, which is practical for compu-

tation purposes, but also to interpret the wavelet transform as a filtering operation. Indeed, by

defining the function ψ̄s(u) = 1p
s
ψ∗

s,u(−u/s), we have

CWT f (s,u) = f ∗ ψ̄s(u) . (3.28)

The Fourier transform of the ˆ̄ψs(u) =p
sψ̂∗(sk) has the form of a band-pass filter, hence the

CWT behaves like a series of dilated band-pass filters.

Knowing exactly the full set of wavelet coefficients, the inverse CWT from Eq. 3.25 allows one to

reconstruct the original function. However, in many applications, we are in a situation where

wavelet coefficients CWT f (s,u) are only known at scales s < s0. Therefore, complementary

information is needed to extrapolate the signal back to scales s > s0. This takes the form of a

scaling function φ(x), whose Fourier modulus (and arbitrary phase) is based on aggregating
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Figure 3.3 – Example of CWT of a temporal signal composed of different modulated periodic components. The
lower left panel shows the scalogram of the signal, which contains all the wavelet coefficients at each frequency
and time. Three cuts through these scalogram are superposed to the signal in the upper panel, which illustrate the
three main frequencies captured by the CWT. The lower right panel shows the Mexican hat wavelet function used
for the decomposition.

wavelet functions at scales larger than 1 (Mallat, 1999):

∣∣φ̂(k)
∣∣2 =

∫ +∞

1

∣∣ψ̂(sk)
∣∣2 ds

s
. (3.29)

Similarly to the mother wavelet function, we can define a set of functions φs(u) = 1p
s
φ

(
u

/
s
)

and corresponding filters φ̄s(u) =φ∗
s (−u). The low-resolution approximation of the function f

is then L f (s,u) = f ∗ φ̄s(u), the scaling function acting as a low-pass filter. The reconstruction

formula from Eq. 3.30 then must be adapted to incorporate recovery of scales larger than s0

via the scaling function:

f (x) = 1

Cψ

∫ s0

0
CWT f (s, · )∗ψs(x)

ds

s2 + 1

Cψs0
L f (s0, · )∗φs0 (x) . (3.30)

The CWT of a synthetic temporal signal is shown on Fig. 3.3 using the Mexican hat wavelet

(second derivative of a Gaussian function). The result can be plotted as a matrix of wavelet

coefficients called a scalogram, which has the temporal dimension along the x axis and the

frequency, or scale, dimension along the y axis. In this particular example, the scalogram

reveals three main contributions different frequencies, which can be extracted as time series

that have the same length as the original signal, and directly compared against it.

In the equations above, the same wavelet function is used for analysis (i.e., decomposition)

and synthesis (i.e., reconstruction) operations. As discussed in Vetterli and Kovačevic (1995),

there exists a more general treatment that enables the use of two different wavelet functions,

ψ1(x) and ψ2(x), for each operation as long as they jointly satisfy some condition similar to

Eq. 3.26. This property provides more flexibility in the design of wavelet transforms which will

be exploited in the context of the discrete wavelet transform, described hereafter.
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Chapter 3. Sparsity and wavelets for solving linear inverse problems

3.3.2 Discrete wavelet transform and multiresolution analysis

The previous section introduced the CWT which decomposes a continuous function on a

basis of self-similar wavelet functions that encodes both scales and locations. As it is often (if

not always) the case, real observations are not defined continuously but rather sampled on a

grid with finite resolution. This is particularly relevant for typical astronomical observations

that are two-dimensional pixelated images captured on CCD sensors.

Many aspects of the Discrete Wavelet Transform (DWT) are based on the framework of mul-

tiresolution analysis developed by Mallat (1989) and Meyer and Salinger (1992), which have

extended the theoretical foundations of the CWT to applications with discrete signals. Here, I

limit the discussion to some practical concepts of multiresolution analysis by summarizing

the key points of the theory, which will become necessary to fully grasp the specific wavelet

transforms later described in Sect. 3.3.4.

In a multiresolution analysis, one aims at decomposing a function f onto a set of approxi-

mations f j , each obtained by filtering f with a smoothing kernel with characteristic scale 2 j .

Two key mathematical properties of the multiresolution framework are that (1) each f j is an

orthogonal projection of f on some subspace V j ⊂ L2(R), (2) the lost details between two sub-

sequent approximations belongs to an orthogonal subspace W j ⊂ L2(R). The relation between

the subspace W j of detail coefficients and the subspace V j of approximation coefficients

can formally be written as

V j−1 =V j ⊕W j . (3.31)

By recursively applying the above procedure for all j ∈Z, we have that the entire space of L2(R)

can be written as a direct sum of detail subspaces W j as

L2(R) =
+∞⊕

j=−∞
W j . (3.32)

The link with the wavelet theory previously introduced is that the basis of daughter wavelet

functions defined in Eq. 3.23, with specific scaling s = 2 j and translations u = 2 j n{
ψ j ,n(x) = 1p

2 j
ψ

(
x −2 j n

2 j

)}
, (3.33)

forms an orthonormal basis of the detail subspace W j . In the remaining of this chapter, the

index j will always refer to a given resolution, or wavelet scale j .

Similarly, one can build a basis for the approximation subspace V j with daughter scaling

functions as {
φ j ,n(x) = 1p

2 j
φ

(
x −n

2 j

)}
, (3.34)
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from which we can write the orthogonal projection of f onto V j as

f j =
∑

n∈Z
〈 f ,φ j ,n〉φ j ,n

≡= ∑
n∈Z

a j [n]φ j ,n . (3.35)

This allows to introduce a more practical notation for discrete signals: in the above equation,

the term a j [n] corresponds to the approximation coefficient at position (e.g., a pixel) n and

scale j .

The recursive relation introduced in Eq. 3.31 makes it possible to compute approximation

coefficients at a given resolution from the coefficients at the previous resolution. From the

relation between two basis functions φ j and φ j+1

φ j+1,p = ∑
n∈Z

h[n −2p]φ j ,n , (3.36)

it can be shown that the coefficients of two consecutive resolutions j and j +1 are related as

a j+1[p] = ∑
n∈Z

h[n −2p] a j [n] , (3.37)

where the filter h is fully defined by the scaling function φ as follows

h[n] =
〈

1p
2
φ

( x

2

)
,φ (x −n)

〉
. (3.38)

The above relation states that approximation coefficients can be obtained without explicitly

computing the projection operations of Eq. 3.35, which is at the basis of fast wavelet algorithms.

Following similar arguments, it is possible to obtain detail coefficients through recursive

filtering operations. Instead of projecting the function f onto V j , we write its projection onto

the detail subspace W j as

f = ∑
j ,n∈Z

〈 f ,ψ j ,n〉ψ j ,n

= ∑
j ,n∈Z

d j [n]ψ j ,n . (3.39)

Again, the goal is to use the recursive relation of Eq. 3.31 between subspaces in order to bypass

the computation of inner products in the above equation. This time, from the relation between

the basis (scaling) function φ j−1 and basis (wavelet) function ψ j

ψ j+1,p = ∑
n∈Z

g [n −2p]φ j ,n , (3.40)

we obtain a relation between approximation coefficients at scale j and the detail coefficients
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at the next scale j +1

d j+1[p] = ∑
n∈Z

g [n −2p]d j [n] . (3.41)

For the above two relations to hold, the filter g must be defined in relation to the filter h. This

relation is simply expressed in Fourier space as

ĝ (k) = exp(−i k) ĥ∗(k +π) , (3.42)

which can also be written in terms of the Fourier transforms of the wavelet and scaling

functions as

ψ̂(k) = 1p
2

ĝ

(
k

2

)
φ̂

(
k

2

)
(3.43)

= 1p
2

exp

(−i k

2

)
ĥ∗

(
k

2
+π

)
φ̂

(
k

2

)
. (3.44)

For a basis of orthogonal wavelets, it can be shown that the resulting filters (h, g ) form a pair

of perfect reconstruction filters; the original signal can then be perfectly recovered knowing

its wavelet and approximation coefficients (Mallat, 1999). This pair of filters is commonly

called a filter bank. The original formulation of the DWT is based on a fast algorithm solely

that performs cascading convolutions and decimation (i.e. downsampling) steps, in order to

obtain the full set of wavelet and approximation coefficients. The decimation step following

each convolution consists in reducing the size of the vector by a factor of 2, which effectively

leads to the extraction of coarser and coarser features at each step. In the case of a perfect re-

construction filter bank, there exists a mirrored version of the algorithm based on upsampling

operations followed by convolutions with the same filters, that recovers the original signal.

Perfect reconstruction can also be achieved when different wavelets are used for decom-

position (analysis) and reconstruction (synthesis). The associated filters, (h, g ) and (h̃, g̃ )

respectively, must then satisfy the two following properties (Vetterli, 1986)

de-aliasing condition: ĥ∗(k +π) ˆ̃h(k)+ ĝ∗(k +π) ˆ̃g (k) = 0 (3.45)

exact reconstruction condition: ĥ∗(k) ˆ̃h(k)+ ĝ∗(k) ˆ̃g (k) = 2 . (3.46)

Compared to the orthogonal case, bi-orthogonal wavelets allowed many authors to design new

filter banks that meet specific needs. The filter bank implementation of the DWT is extremely

efficient, with a complexity in O (N ) with N the length of the signal, faster than the FFT which

scales as O (N log N ).

At this point it is worth noting a few points about the different notations found in the literature.

As discussed above, the filter h (resp. h̃) is the analysis / decomposition (resp. synthesis /

reconstruction) low-pass filter, while g (resp. g̃ ) is the analysis (resp. synthesis) high-pass
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filter. The detail coefficients {d j } are often called the wavelet coefficients (written {w j }). Since

approximation coefficients {a j } can be deduced from {d j+1, a j+1}, only those at the coarse

scale (written c J ), where J is the number of scales, are necessary to reconstruct the signal {a0}.

This is the reason why the full decomposition of a signal can be compactly written as the set

{d1,d2, . . . ,d J , a J }, or using the alternative notation {w1, w2, . . . , w J ,c J }.

So far only 1D wavelet transforms were considered, but the DWT algorithm can easily be

extended to higher dimensional inputs. Briefly, the 2D DWT algorithm involves convolution

by products of low-pass and high-pass filters, in order to perform 2D convolutions. Approx-

imations coefficients are simply obtained using the hh filter (where hh[m,n] = h[m]h[n],

∀n,m ∈ Z). Likewise, detail coefficients are obtained using the three other possible filter prod-

ucts, namely hg , g h and g g that lead to vertical d (v)
j , horizontal d (h)

j and diagonal d (d)
j details,

respectively. Figure 3.4 shows an example of a two-dimensional DWT decomposition, along

with the commonly-used visualization of the resulting coefficients (Mallat representation).

Lastly, the set of wavelet coefficients allows one to define its multiresolution supportΩ, a con-

cept developed by Mallat (1989). The multiresolution support is more generally termed active

coefficients, in other words the set of significant wavelet coefficients across all decomposition

scales. More formally, elements ofΩ can be written as

(Ω)n, j =
{

1 if |d j [n] | is significant

0 if |d j [n] | is not significant
, (3.47)

where the significance of a given coefficient is usually based on an estimation of the noise level

(i.e. the uncertainty) at its position. Active coefficients are often used to relax the regularization

strength based a solution of a sparse minimization problem, as in Eq. 3.14. An example of

active coefficients is shown on Fig. 3.4 based on the 2D DWT with the Haar wavelet. It can be

clearly seen that details at scale j = 1 mostly contain stars and compact regions of the galaxy,

whereas for larger scales j > 1 the spiral arms and the core of the galaxy start to dominate.

3.3.3 Properties of wavelet functions for sparser representations

In addition to the conditions of Eq. 3.45 and 3.46, two properties related to the shape of the

mother wavelet function are often considered for designing efficient and, most importantly,

sparse representations of signals in wavelet space:

• the number of vanishing moments: of ψ: the maximal order of polynomials that can

be represented by the wavelet function alone. It needs to be as large as possible. This

ensures that even relatively complex signals, namely those that involve a large number

of polynomials in their Taylor expansion, can be represented with a very small number

of wavelet coefficients;

• the size of the support of ψ: the subset of the function domain that is non-zero. It needs

to be as small as possible. This avoids potential singularities in the signal (e.g., sharp

71



Chapter 3. Sparsity and wavelets for solving linear inverse problems

(a) Input image (b) Haar DWT with J = 3 scales

(c) Active coefficients
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Figure 3.4 – Example of a 2D DWT decomposition of a galaxy. (a) Input image. (b) Set of detail and approximation
coefficients obtained using with the 2D DWT and the Haar wavelet function (Eq. 3.22). (c) Corresponding active
coefficients (a.k.a. multiresolution support), where white pixels correspond to detail coefficients with magnitude
three times above the noise level at each scale. (d) Labeling of the different areas filled with coefficients, according
to the Mallat representation. Figure is inspired by Lanusse (2015).

edges) to propagate to a large number of wavelet coefficients, since a more compact

wavelet function will lead to coefficients only localized to a limited region in the vicinity

of the singularities.

One famous example are Daubechies orthogonal wavelets (Daubechies, 1992), as they are

defined such that the size of the function support is minimal (2p −1) for a given number

of vanishing moments (p). On the contrary, Battle-Lemarié wavelets (Battle, 1987; Lemarié,

1990) are very oscillatory and have formally infinite size support (as shown in Sect. 3.3.4,

Fig. 3.6), hence they lead to extremely dense representations of singularities and isolated sharp

features. This proves useful for suppressing singularities of a signal, by enforcing the sparsity

of Battle-Lemarié coefficients.
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3.3.4 Undecimated wavelet transform and starlet transform

One property of the original DWT is that the resulting signal decomposition is not shift-

invariant, meaning that a shifted version of the signal will not lead to a shifted version of the

wavelet coefficients. This is a major drawback for many applications, as the locality of features

often holds important information that needs to be preserved (e.g., for object detection).

This lack of translational invariance can be avoided by removing the downsampling and

upsampling operations (decimation steps) that are used in the fast DWT algorithm. This

leads to the Undecimated Wavelet Transform (UWT), which is sometimes named differently in

the literature, each time highlighting a specific property: shift-invariant wavelet transform,

stationary wavelet transform, redundant wavelet transform, etc.

The UWT is based on the “à trous” algorithm (Holschneider et al., 1989; Shensa, 1992) to avoid

the decimation steps: instead of reducing the size of the signal by a factor 2 at each step j , the

convolution filter itself is altered by introducing 2 j −1 zeros (hence the name “with holes”)

between each of its coefficients. For instance the filter h becomes at iterations j = 1 and j = 2:

h(1) = [
. . . , h[−2], 0, h[−1], 0, h[0], 0, h[1], 0, h[2], . . .

]
h(2) = [

. . . , h[−2], 0, 0, 0, h[−1], 0, 0, 0, h[0], 0, 0, 0, h[1], 0, 0, 0, h[2], . . .
]

Given a filter bank (h, g , h̃, g̃ ), the computation of detail and approximation coefficients from

scale j to the next one j +1 is given by
a j+1[n] = (

a j ∗ h̄( j )
)

[n] = ∑
l∈Z

h[l ] a j [l −2 j n]

d j+1[n] = (
a j ∗ ḡ ( j )

)
[n] = ∑

l∈Z
g [l ] a j [l −2 j n] ,

(3.48)

where h̄( j )[n] = h( j )[−n] is the reversed filter. Qualitatively, most significant detail coefficients

at scale j originate from features of scale roughly 2 j in the original signal.

The reconstruction operation, namely the passage from j +1 to j , is given by

a j [n] = h̃( j ) ∗a j+1[n]+ g̃ ( j ) ∗d j+1[n] , (3.49)

The original signal simply corresponds to the final set of coefficients a0[n].

It is important to realize that the UWT does no longer represent an orthogonal or bi-orthogonal

transform, since there is no decimation steps and as such, the total number of decomposition

coefficients is larger than the original signal. More precisely, for a signal of length N and J

decomposition scales, the number of coefficients needed to reconstruct the signal sums up to

(J +1)N . The redundancy of the transform is therefore J +1.

Another aspect of the UWT is that the filter bank does not need to satisfy the dealiasing

condition of Eq. 3.45 in order to guarantee perfect reconstruction. This significantly relaxes
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Chapter 3. Sparsity and wavelets for solving linear inverse problems

the constraints to design new filter banks, ultimately leading to even sparser representations

and better regularized solutions. In summary, the UWT trades non-redundancy against

translational invariance and more freedom in the design of filter banks.

The starlet transform

In astronomical data, it is often the case that the relevant signal is composed of localized

isotropic, or nearly isotropic features: stars, star forming regions, galaxies, galaxy clusters, pop-

ulation of dark matter halos, etc. This has motivated the design of a specific UWT filter bank

that is well-suited for the analysis of such astronomical data, dubbed the starlet transform.

The starlet transform is part of isotropic undecimated wavelet transforms which are based on

two criteria: (1) filters h and g must be symmetric; (2) in 2D or higher dimension, the wavelet

ψ and scaling φ functions must be isotropic. The starlet achieves this by using the B3-spline

for the scaling function (Starck et al., 2011):

φ(x) = B3(x) = 1

12

(|x −2|3 −4|x −1|3 +6|x|3 −4|x +1|3|x +2|3) , (3.50)

which leads to the following low-pass filter:

h =
[

1

16
,

1

4
,

3

8
,

1

4
,

1

16

]
, (3.51)

and the following relation between ψ and φ:

1

2
ψ

( x

2

)
=φ (x)− 1

2
φ

( x

2

)
, (3.52)

such that the remaining filters are given by

g = δ−h , h̃ = δ , g̃ = δ , (3.53)

where δ is a Dirac function (i.e. a convolution with δ is the identity operation). The wavelet

and scaling functions of the starlet transform are shown on the left panels of Fig. 3.5. It is clear

that the wavelet function has zero-mean while the scaling has not, and that both functions

have a very compact support.

In practice, the starlet transform is mostly used for the analysis of 2D images, hence a 2D filter

bank based on h2D is needed. The isotropy of the scaling function makes it trivial to design

those filters, which are separable in x and y directions such that the algorithm remains very

efficient in the 2D regime as well. Formally, the 2D filter is defined as the outer product of two

1D filters, which defines h2D[m,n] = h[m]h[n], ∀n,m ∈ Z. The separability property allows

to perform only 1D convolutions, each along a different axis of the signal, instead of more

expensive 2D convolutions.
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Figure 3.5 – Examples of galaxy decomposed using the 2D UWT with the starlet filter bank.

A practical consequence of using the starlet filter bank with the fast UWT algorithm is that the

reconstruction of the signal from wavelet and coarse scale coefficients (Eq. 3.49) simply boils

down to the direct summation of all those coefficients:

a0[n] = a J [n]+
J∑

j=1
d j [n] . (3.54)

An example of a starlet decomposition is shown on Fig. 3.5, with 4 wavelet scales and the

coarse resolution. Each of the wavelet scales j clearly contain details from the original image

that correspond to spatial scales ranging from ∼ 2 j=1 = 2 pixels to ∼ 2 j=4 = 16 pixels, and all

have zero mean. The coarse scale however is a smoothed version the image and have retained

its mean. By simply summing pixel-wise the wavelet coefficients and the coarse scale, the

original image is recovered.

The starlet transform, second generation

As noted by Starck et al. (2011), the starlet transform as defined above is very efficient to obtain

sparse representations of isotropic features. However, it does not take advantage of the fact

that those features are positive, which is often the case in astronomical images (e.g., surface

brightness values). This second generation starlet transform addresses the limitation.

The exact reconstruction criterion (Eq. 3.46) can lead to a slightly different solution from the

original starlet filter bank, although it is still based on the B3-spline for the scaling function

and satisfies the exact reconstruction property. This solution defines the second general starlet
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Figure 3.6 – Examples of galaxy decomposed using the 2D UWT, using the Battle-Lemarié filter bank (of order 3).

filter bank, given by

h(gen2) = h , g (gen2) = δ−h ∗h , h̃(gen2) = h , g̃ (gen2) = δ . (3.55)

where h is the same filter as for the first generation starlet (Eq. 3.51). It can be shown that this

second generation starlet transform is based on a positive ψ synthesis functions φ̃ and ψ̃ 4,

so that any positive (respectively, negative) coefficients in wavelet space will lead to positive

(respectively, negative) coefficients in direct space. An additional benefit is that it attenuates

ringing artifacts around positive features, compared to the original starlet transform. This pos-

itivity property is extremely appealing to impose a prior on the solution of an inverse problem.

Imposing a positivity constraint to the solution (similar to the problem described in Eq. 3.18)

can be simply implemented via an iterative thresholding of negative starlet coefficients (see

sect. 3.6 of Starck et al., 2011, for an example of sparse positive regularization).

The Battle-Lemarié wavelet transform and the UWT

As briefly mentioned in Sect. 3.3.3, the Battle-Lemarié wavelet can be used in sparse regu-

larization for removing spurious isolated features from the solution. The large support of

the function and its oscillatory shape leads to a highly non-sparse wavelet decomposition of

isolated and sharp features, which can thus be heavily penalized by enforcing the sparsity of

the coefficients.

The Battle-Lemarié wavelet is based on a spline multiresolution approximation (Battle, 1987;

4Therefore the synthesis “wavelet” function is not a proper wavelet function anymore, as it does not have zero
mean.
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Lemarié, 1990), and has the following scaling function in Fourier space:

φ̂(k) = exp

(
− iεk

2

)
1

km+1

1√
S2m+2(k)

, (3.56)

from which we can compute the low-pass filter h with Eq. 3.38 to get

ĥ(k) = exp

(
− iεk

2

)√
S2m+2(k)

22m+1S2m+2(2k)
. (3.57)

The corresponding wavelet function can be obtained from φ̂ and ĥ with Eq. 3.44, which gives

ψ̂(k) = exp

(
− i k

2

)
1

km+1

√
S2m+2 (k/2+π)

S2m+2(k)S2m+2(k/2)
, (3.58)

where Sn(k) =∑+∞
l=0

1
(k+2lπ)n , and ε= 0 if m is even or 1 if m is odd. Mallat (1999) gives closed-

form expressions for Sn and corresponding low-pass filters of order m = 1 (linear splines) and

order m = 3 (cubic splines).

A possible implementation of the fast UWT algorithm using the Battle-Lemarié scaling func-

tion is obtained by replacing the low-pass filter of the starlet (Eq. 3.51) by coefficients from

Eq. 3.57. The remaining filters are unchanged and given by Eq. 3.53. The efficient reconstruc-

tion formula of Eq. 3.54 still holds as well. Using this implementation, Fig. 3.5 shows the

decomposition of the same image in Fig. 3.6. Note how point-like features like stars lead to

non-sparse representations in the decomposition scales, in contrast to the starlet transform.
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ing

The Orion Nebula.
A. Galan, Observatory of Geneva with TELESTO, 2021.
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Chapter 4. Multi-scale approach to lens modeling

As we saw in Chapter 2, gravitational lensing is a rare phenomenon that encodes a wealth

of information about the Universe’s content, and is particularly useful for improving galaxy

evolution and cosmological models. Extracting this information from images of gravitational

lenses is called lens modeling. The typical quantities extracted from a lens model are robust

measurements of the enclosed projected mass of the lens, the surface brightness of the (de-

lensed) source, and other morphological properties of the different objects at play.

The present chapter focuses on modeling high-resolution images of galaxy-galaxy strong

lenses, typically obtained with HST, ground-based telescopes equipped with adaptive optics

(AO), or a future Extremely Large Telescope (ELT). In particular, the analysis of long-baseline

interferometry radio data is not covered, although the techniques presented here can be

adapted to handle such data sets (e.g., Powell et al., 2021).

4.1 An under-constrained problem

Modeling a gravitational lens and “invert” the lensing effect is challenging because there are

usually more unknowns than data constraints; in other words, it is an under-constrained

problem. The next few sections explain why this is the case and discuss some strategies to

overcome this difficulty.

4.1.1 Image-to-source mapping

The description of Eq. 2.25 allows us to appreciate lens modeling as an inverse problem.

Depending on the modeling assumptions, that will be discussed in Sect. 4.2.3, reconstructing

the unlensed source light distribution can be expressed as a linear inverse problem (as in

Eq. 3.1). Even when assuming perfect knowledge of the lens potential and the lens light,

this linear inverse problem is ill-posed, because the data pixels do not provide constrains

uniformly over the source plane.

This problem is illustrated in Fig. 4.1 by using the lens equation to map of all image pixels to

their original “de-lensed” position (this is called ray-tracing). We see that the uniform grid of

data points is mapped in a complex way to the source plane. First, some pixels are mapped to

the same locations, corresponding to the multiply imaged regions of the source. Second, many

areas in the source plane have no counterpart in the image plane, meaning that the source

light in these regions is entirely unconstrained by the data. Therefore, additional constraints

are needed to address the problem to favor a subset of physically-plausible solutions. The

sparse regularization techniques presented in Sect. 3.2 offer an elegant way to impose such

constraints, which is described in more detail in Sect. 4.3.
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Figure 4.1 – Mapping of image plane (data) pixels to the source plane. Left panel: coloring of the image plane
coordinates corresponding to each pixel of the simulated observation of Fig. 2.10. The central square indicates the
source plane for the next panels. Middle panel: mapping of image plane pixels to the source plane, according to
the lens equation (called ray-tracing, see Eq. 2.6). Note the non-trivial mapping, and the numerous regions with
no mapping that appear white. Right panel: 2D histogram of the middle panel, that counts the number of image
plane pixels that are mapped to a given bin in source plane. Regions with large densities of mapped pixels are
along the edge of diamond caustic, and within the caustic. We observe a large fraction of the source plane that is
left unconstrained by the data pixels, in particular outside the caustic. The isophotes correspond to the source
model of Fig. 2.10; we see that part of the source (outside the caustic) is roughly unconstrained by the data.

4.1.2 Lens light and source light blending

Additional constraints are also required when modeling both the source and lens light com-

ponents. In most observations of galaxy-scale gravitational lenses, the lensed features are

blended in the lens light, which makes it challenging to assign the observed flux to one of the

two components s or ` in Eq. 2.25. This is a source separation problem, a specific linear inverse

problem which is typically under-constrained due to the multiple degeneracies between the

different blended components.

In galaxy-galaxy lenses, the color information from multi-wavelength observations can be used

in complement to lensing, because source objects are often star-forming galaxies that appear

bluer than the lens galaxies. The sparse regularization techniques presented in Chapter 3 are

well-suited to solve the source separation problem, taking into account the color information.

The MUSCADET algorithm, introduced in Joseph et al. (2016), uses morphological and spectral

component analysis, based on wavelets and sparsity constraints, to deblend the superimposed

galaxies. This has been applied in the lens finding analysis of Rojas et al. (2021) to deblend

lensed arcs in ground-based observations of strong lenses.

4.1.3 Local constraints on the lens potential

In general, the lensed features do not span a large area of the observations and are typically

clustered about the Einstein radius. The lens equation allows one to place constraints on

the lens potential at the position of those lensed features. While those constraints are more

substantial if the source is multiply imaged, the lens potential is anyway unconstrained further

away from the lensed images. Additional assumptions on the structural properties of the lens
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galaxy, like its inner mass distribution, are required to extrapolate the lens potential to regions

that are poorly constrained by lensing alone. The presence of a central image, or additional

lensed features close to the center of the lens, can significantly improve the constraints on the

inner mass distribution (see Sec. 5.6 and e.g., Schuldt et al., 2019).

4.1.4 Model degeneracies

The effects described above are related to lensing physics and their impact can generally be

weakened with higher quality observations, including multi-wavelength information, better

resolution, and lower SNR. The MSD is a mathematical degeneracy that poses a significant

challenge to lens modeling analysis, as there exist different sets of parameters that can provide

equally good fits to the data. In Sect. 2.3.5, we discussed a possible physical interpretation

of this degeneracy to restrict it only to physically plausible solutions. An application of this

strategy will be detailed in Sect. 5.5 in the context of time-delay cosmography.

Generally, the specific choice of a mass profile, such as a radial power-law mass lens potential,

formally breaks the degeneracy (e.g., Schneider and Sluse, 2014). However, this does not mean

that no degeneracy remains. For instance, the power-law slope can be degenerate with the

source size, depending on the number of constraints available in the data. In the literature, this

is referred to as the profile-slope degeneracy (Witt et al., 2000; Wucknitz, 2002) or mass-slope

degeneracy (e.g., Liesenborgs and De Rijcke, 2012; Nightingale and Dye, 2015). Many works

have explored it based on simulated data sets (e.g., Suyu, 2012; Xu et al., 2016; Gomer and

Williams, 2020).

4.2 Galaxy-scale strong lens modeling techniques

Depending on the data quality and the complexity of the lensed system, lens modeling requires

a set of additional assumptions to complement the data. This section gives an overview of

the various assumptions commonly invoked in the literature and sets the ground for the new

techniques developed in this thesis.

4.2.1 Imaging likelihood

The central goal of lens modeling is to find a set of model parameters that best fits the obser-

vation. Therefore the we would like to define the imaging likelihood function that reflects the

goodness of fit. Based on the observational model introduced in Sect. 2.5 (Eq. 2.25), we write

the image model m with respect to the full set of model parameters η as

m(η) ≡ m(ψ, s,`) =BLψs +B` , (4.1)

where s and ` are vectors of source surface brightness values for the source and lens light,

respectively. Note in the remaining of this chapter, we ignore the binning operator R from
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Eq. 2.25; we simply assume that the model image has the same dimension as the imaging data.

The choice of imaging likelihood—that we called data-fidelity in Sect. 3.2—is tightly linked

to the statistical properties of the data noise n. Since it is usually accurate for CCD data with

sufficient count statistics, pixels are assumed to be uncorrelated and normally distributed (i.e.,

we use the Gaussian approximation for Poisson shot noise). Therefore, the noise is interpreted

as the uncertainty per pixel and is characterized by a diagonal covariance matrix Cd (a.k.a. the

data covariance matrix). Cd contains the square of the noise standard deviation σd on the

diagonal (σd ,i for pixel i ).

The noise is composed of instrumental readout noise and shot noise due to both the flux of

the observed object and the sky background:

σ2
d =σ2

r +σ2
sky︸ ︷︷ ︸

σ2
bkg

+ σ2
obj , (4.2)

where the total background noise σ2
bkg can generally be estimated from an empty region of the

observation. However, the shot noise due to the object itself σ2
obj is more difficult to estimate,

especially in the low-SNR regime that prevent reliable estimates from the noisy data (Horne,

1986). To mitigate these biases, it is preferable to estimate the shot noise from the modeled

flux of the object, rather than the data itself, which is possible knowing the exposure time

and the gain of the instrument. This introduces a dependence on the model parameters,

meaning that formally we have Cd ≡ Cd (η), σd ≡σd (η). To prevent cluttering the notations,

this dependency is often implicitly assumed in many works and in the formulae hereafter.

Under the assumption of normally distributed noise, the imaging likelihood is the generalized

χ2 of the data given the model:

L (d |η,m) = 1

2
χ2 = 1

2

[
d −m

(
η
)]>

C−1
d

[
d −m

(
η
)]

, (4.3)

which can alternatively be written as the `2-norm of the normalized residuals, or explicitly as

a sum over the Npix pixels of the image:

L (d |η,m) = 1

2

∥∥∥∥d −m(η)

σd

∥∥∥∥2

2
= 1

2

Npix∑
i=0

(
d −m

(
η
))2

σ2
d ,i (η)

. (4.4)

Note that in the recent lens modeling work of Gu et al. (2022), an additional normalization

term is added to the likelihood, which becomes

L (d |η,m) = 1

2

Npix∑
i=0

(
d −m

(
η
))2

σ2
d ,i (η)

+ ln
(
2πσ2

d ,i (η)
)

. (4.5)

The second term accounts for a possibly inaccurate estimation of the shot noise. As the noise
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model gets more accurate, the second term becomes almost constant and the likelihood tends

to Eq. 4.4.

For completeness, we note that some pixels can be excluded from the imaging likelihood. For

instance, this prevents contaminants such as cosmic rays, hot pixels or unmodeled objects in

the FoV to impact the model. In practice this is simply performed by generating a binary mask

and considering only unmasked pixels in Eq. 4.4.

Bayesian formulation

Formulating lens modeling in a Bayesian framework allows the quantitative comparison

between different model assumptions. In this formalism, the goal is to find the set of maximum

a posteriori (MAP) parameters ηMAP that maximizes the posterior probability distribution

P(η |d ,m) of the parameters η given the data d a specific choice of model m. The Bayes

theorem gives the relationship between this target distribution and the likelihood of the data

given the model:

P(η |d ,m) = P(d |η,m)P(η |m)

P(d |m)
, (4.6)

where the first term of the numerator is the likelihood given the model parameters, the second

term is the prior on these parameters, and the denominator is the the Bayesian evidence

(marginal likelihood).

The Bayesian evidence has no impact on ηMAP. However, evidence ratios are often used as an

objective way to compare different models that reflect the principle of parsimony (similar to

the concept of sparsity from Sect. 3.2). For example, out of two models that similarly fit the

data, the least complex one (usually with a lower number of parameters) will have the largest

evidence and should be preferred over the other.

Formulation as a minimization problem

Maximizing the posterior distribution to obtain the MAP parameters can also be viewed as a

minimization problem. Here we define the minimization problem through a the loss function

L(η) constructed such that

ηMAP = argmin
η

L(η) . (4.7)

For computational reasons, it simpler to minimize the sum of functions rather than maximiz-

ing the product of distributions. This can be achieved by taking the logarithm of Eq. 4.6. For

the likelihood we define

L (d |η,m) =− lnP(d |η,m) , (4.8)
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which links to the imaging likelihood defined in Eq. 4.3. Similarly, we define the prior on model

parameters as

P (η |m) =− lnP(η |m) . (4.9)

The choice of models and priors is tightly linked to specific modeling techniques and assump-

tions, which are presented in the next section. Finally, we define the loss as the sum of the

negative log-likelihood and negative log-prior terms:

L(η) =L (d |η,m)+P (η |m) . (4.10)

This formulation is practical for two reasons. First, there exists a large panel of efficient

algorithms to solve minimization problems and converge to the MAP solution, even in large

parameter space. Second, it gives more flexibility to design new priors, including those from

Chapter 3, and incorporate them in existing modeling methods.

4.2.2 Smoothly varying mass and light distributions

The probability of observing a strongly lensed source—the lensing cross-section—is larger

for massive lens galaxies, which can be roughly separated into elliptical (or early-type) and

spiral (late-type) galaxies. Furthermore, it has been estimated that elliptical galaxies represent

as much as 80% of the total lensing cross-section (Oguri and Marshall, 2010, and references

therein). Indeed, a significant fraction of high-resolution observations of strong lenses features

massive elliptical galaxies as the main deflector.

The mass and light distribution of elliptical galaxies is overall smooth and well described by

analytical profiles and very few parameters. Regarding Eq. 4.6, analytical profiles effectively

set strong priors on the model m (albeit this is implicit in the equation).

The paragraphs below give formal definitions of widely-used profiles. For circular profiles,

coordinates are either Cartesian coordinates θ ≡ (θx ,θy ) or polar coordinates (r,φ). For

elliptical profiles, the coordinates θ ≡ (θx ,θy ) are transformed to (θ1,θ2) with position angle φ

and ellipticity q , defined as the ratio of semi-minor to semi-major axes. The lens potential is

written ψ, and the convergence is κ.

Mass profiles

The simplest mass distribution is a point mass, which results in the following lens potential

ψPM(θx ,θy ) = θ2
E ln

√
θ2

x +θ2
y , (4.11)

85



Chapter 4. Multi-scale approach to lens modeling

where θE corresponds to the Einstein radius of lens, which has a closed-formed expression in

this particular case:

θ(PM)
E =

√
4GM

c2

Dds

DdDs
, (4.12)

where M is the total mass of the point mass.

While a point mass component can be well-suited for modeling the lensing effect of a compact

source like a quasar, this is insufficient to model the mass distribution at the scale of galaxies.

Several works have successfully modeled observations with axisymmetric profiles (in projec-

tion) and follow a power-law radial behavior. The most widely employed of such profiles is the

power-law elliptical mass distribution (PEMD) (e.g., Barkana, 1998), sometimes referred to as

the elliptical power-law (EPL) profile (Tessore and Metcalf, 2015), defined in convergence as

κPEMD(θ1,θ2) = 3−γ
2

 θE√
qθ2

1 +θ2
2/q


γ−1

, (4.13)

where γ is the radial power-law slope. The case γ = 2 corresponds to an isothermal slope,

which is often renamed as the SIE in the literature, or singular isothermal sphere (SIS) spherical

case (i.e. q = 1). For a SIS, the Einstein radius can be related to the central velocity dispersion

of stars in the lens galaxy, σp
?, as follows

θ(SIS)
E = 4π

(
σ

p
?

c

)2
Dds

Ds
. (4.14)

In the isothermal limit however, the lens potential of the SIE is fully analytical:

ψSIE(θ1,θ2) = θE
p

q θ1√
1−q2

arctan

 √
1−q2 θ1√

qθ2
1 +θ2

2/q


+ θE

p
q θ2√

1−q2
arctanh

 √
1−q2 θ2√

qθ2
1 +θ2

2/q

 , (4.15)

and for the SIS we have ψSIS(θx ,θy ) = θE

√
θ2

x +θ2
y .

Note that such power-law profiles are non-physical as they diverge in zero and have infinite

total mass when integrated towards infinity. However, these profiles directly parametrizes

quantities like the enclosed mass, the slope of the density profile or the stellar velocity disper-

sion, that all carry crucial information about galaxies’ structure. Moreover, for ground-based

images or in low-SNR regimes, the data is insufficient to constrain more complex models, such

that the low number of parameters of these profiles is often preferred as over their physicality.
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The central mass distribution of galaxies being a topic still heavily debated (e.g., due to

predictions from different dark matter models), power-law profiles with a cored component

have often been studied and compared to their singular counterparts. For instance the

PEMD can be slightly modified with an extra parameter representing the core size θc, which

corresponds to the softened power-law elliptical mass distribution (SPEMD). The isothermal

case is the non-singular isothermal ellipsoid (NIE) with convergence defined as

κNIE(θx ,θy ) = 1

2

b√
qθ2

x +θ2
y /q +θ2

c

, (4.16)

where b is the normalization that exactly corresponds to the Einstein radius when the core

size θc is zero. The utility of the NIE will become clear later on for defining the Chameleon

profile (see Eq. 4.22).

The aforementioned power-law models are used to model the lens’ total mass distribution.

On the opposite, composite models explicitly separate baryonic and dark matter components.

The dark matter halo of galaxies is usually described with a Navarro-Frenk-White (NFW)

profile, originally motivated by cosmological N-body simulations (Navarro et al., 1997). The

NFW profile is spherical and defined by its three-dimensional (spherical) mass density as

ρNFW(r ) = ρs

(r /rs)(1+ r /rs)3 , (4.17)

where rs is the scale radius of the profile, and ρs is a normalization factor. This profile behaves

as r−1 inside rs, and r−3 outside. Note that a single NFW profile is in general not over-critical,

namely it does not itself lead to multiple lensed images (i.e. it does not have an Einstein radius).

There exist several methods to define an elliptical version of the NFW profile. One of the most

widely used is the method proposed by Golse and Kneib (2002) which introduces ellipticity in

the potential to obtain closed-form formulas of deflection angles and convergence (despite

leading to unphysical “peanut”-shaped distributions for ellipticities q . 0.8).

The NFW can be alternatively defined with respect to the concentration parameter cvir = rvir/rs,

where rvir is the virial radius that encloses the virial mass Mvir of the halo (e.g., Kneib and

Natarajan, 2011). Those “virial” quantities are sometimes written with the subscript “∆”,

where the virial mass is defined as ∆ times the critical density ρcrit (see Sect. 1.2.1), that is

M∆ = ρcrit(z)4πr 3
∆/3 at redshift z (a very common value for ∆ is 200). Specifically for the NFW

profile, the concentration is related to the normalization parameter ρs via (Eke et al., 2001;

Diemer and Joyce, 2019)

ρs = ∆

3

ρcrit(z)c∆
ln(1+ c∆)− c∆

/
ln(1+ c∆)

. (4.18)

Contrarily to Eq. 4.17, the mass-concentration parametrization of the NFW profile depends

on the redshift and the cosmological model. Still, it enables to put priors on lens model

parameters based on observational constraints obtained independently of lensing. The mass-
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concentration relation can be converted as a prior on the scale radius rs, knowing the redshift

of the lens galaxy (e.g., Gavazzi et al., 2007).

Although not (yet?) widely used, generalizations of the total-mass power-law profiles and halo

profiles sometimes provide better fits to the observations. Examples of power-law profiles are

the broken power-law profile (Du et al., 2020) and the double power-law profile (Derkenne

et al., 2021). For modeling dark matter halos, the Einasto profile (Einasto, 1965) or the Dekel

profile (Dekel et al., 2017) and their generalizations (Fielder et al., 2020; Freundlich et al., 2020)

have been used.

In composite models, the baryonic mass component is constrained by the flux from the lens

galaxy, converted to convergence via a mass-to-light M/L ratioΥ. In many analyses, this ratio

is assumed to be uniform throughout the galaxy but can also have a radial dependency to

model M/L gradients such as Υ(r ) ∝ r−η (e.g., Sonnenfeld et al., 2018; Shajib et al., 2021).

The Chameleon profile, defined below (Eq. 4.22) is well-suited for this application as it often

provides relatively good models of the light distribution of elliptical galaxies while having

analytical expressions for lensing quantities (lens potential and deflection field).

In lens modeling analyses focusing on the characterization of localized massive substructures

such as satellite dark matter subhalos, the pseudo-Jaffe profile has been frequently employed

to overcome the limitations of SIS and NFW profile due to their diverging nature at large radii.

The pseudo-Jaffe profile is defined via the following three-dimensional radial density (e.g.,

Minor et al., 2017):

ρPJ(r ) = ρ0

r 2(r 2 + r 2
t )

, (4.19)

where ρ0 is an overall normalization and rt is the tidal radius, which sets the smooth truncation

of the isothermal radial profile at smaller radii. Other useful lensing quantities all have

analytical formulas (see Muñoz et al., 2001). The pseudo-Jaffe and the SIS profiles do not

significantly differ in terms of mass distribution, and as r → 0 they are equivalent up to a

uniform convergence term (Çağan Şengül et al., 2021). However, the truncation of the profile

leads to a finite total mass, simplifying the inference of dark matter subhalo masses.

The net influence of galaxies in the vicinity of the main deflector whose lensing effects remain

linear with respect to the position of the lensed source are not included as additional profiles

in the lens model. Instead, it is approximated as a uniform shear component (see Sect. 2.3.3),

called external shear. The lens potential induced by the external shear, defined in polar

coordinates, is

ψext(r,φ) = 1

2
γext r 2 cos

(
2
(
φ−φext

))
. (4.20)

where γext is the amplitude of the shear and φext its orientation. The external shear can

alternatively be parametrized by the two components γ1 and γ2 (see Eq. 2.14).
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Light profiles

Similarly to their mass distribution, the surface brightness of elliptical galaxies is well modeled

with analytical functions. The most widely used function is the Sérsic profile, defined as

ISérsic(θx ,θy ) = Ieff exp

−bn




√
qθ2

x +θ2
y /q

θeff


1/n

−1


 , (4.21)

where Ieff is the flux at half-light radius θeff, and n is the Sérsic index. The coefficient bn is

not a free parameter and is set such that θeff is the half-light radius of the profile. It is well

approximated by bn = 1.9992n −0.3271 (Capaccioli, 1989).

As mentioned above, composite lens models are based on separate profiles to describe the

dark matter and the stellar components of the mass distributions, the latter being the flux

from the lens galaxy scaled by a M/L ratio. However, the elliptical Sérsic profile does not

have closed-form expressions for lensing quantities such as the deflection field, hence is not

practical to use as a mass profile. For this reason, the Chameleon profile usually replaces the

Sérsic profile, as a percent-level approximation for radii between 0.5θeff and 3θeff (Dutton

et al., 2011). The Chameleon profile is defined as the difference between two NIE profiles

(Eq. 4.16) with different core radii θc and θt:

IChm(θx ,θy ) =Υ−1[κNIE(θx ,θy |θc)−κNIE(θx ,θy |θt)
]

= I0

2

 1√
qθ2

x +θ2
y
/

q +θ2
c

− 1√
qθ2

x +θ2
y
/

q +θ2
t

 , (4.22)

where Υ is the M/L ratio, I0 ≡ b/Υ is the flux amplitude, θc acts as the core radius of the

Chameleon profile and θt as its truncation radius (i.e. θt > θc). The two NIE components have

the same normalization b to ensure the total flux is finite. The lens potential and deflection

angles are similarly defined as the difference between the potentials and deflections of two

NIEs, respectively (Dutton et al., 2011).

In practice, the light distribution of overall smooth galaxies, including elliptical galaxies, re-

quires the superposition of 2 to 3 concentric Sérsic (or Chameleon) profiles. A typical situation

is to fit the bulge of the galaxy with a de Vaucouleurs profile (Sérsic index n = 4) and its disk

with an exponential profile (n = 1).

Note that even with relatively simple models based on the analytical profiles described above,

the exploration of the highly non-linear parameter space and convergence to the MAP solution

can be slow (several hours for typical HST observations, including sampling from the joint

posterior). To tackle this issue, several researchers have trained deep neural networks for

predicting parameters of lens models like a power-law mass distribution plus external shear,
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and obtained orders or magnitude gains in computation time (Hezaveh et al., 2017; Perreault

Levasseur et al., 2017; Schuldt et al., 2021, 2022).

4.2.3 Modeling more complex sources

The simple analytical light profiles defined so far are sufficient to model source galaxies with

smooth surface brightness distributions or if the data quality is insufficient to resolve the more

complex features in the background object. However, the estimated population of source

galaxies peaks in the redshift range zs ≈ 1.5− 3 (see, e.g., Marshall et al., 2005; Oguri and

Marshall, 2010; Collett, 2015). This range corresponds to a peak of star formation rate for a

significant fraction of massive ∼ 1011M¯ galaxies (e.g., Dekel et al., 2009; Tacconi et al., 2013).

These galaxies—which belong to the so-called “blue cloud” as opposed to quiescent galaxies

from the “red sequence”—typically have irregular morphologies composed of many clumpy

star-forming regions (e.g., Law et al., 2012). Consequently, more flexible source reconstruction

techniques are imperative to model the observed galaxy-galaxy strong lenses accurately.

Analytical basis function sets

An extension to simple analytical profiles are function basis sets to capture different spatial

scales1, while still allowing a fully analytical treatment. One such set of basis functions are

shapelets, initially motivated by the mathematical description of the quantum harmonic

oscillator (Bernstein and Jarvis, 2002; Refregier, 2003). Formally, shapelets are an infinite

series of Gauss-Hermite polynomials (hence called Gaussian shapelets), but in practice, only a

limited number nmax of polynomials are used to ensure tractability.

A shapelet basis is defined by three free non-linear parameters aside the fixed nmax: the two

coordinates of the basis center and a scalar βsh that represents a characteristic scale. The total

number of basis functions, each one being assigned to a unique (linear) amplitude parameter,

is given by

ntot = (nmax +1)(nmax +2)

2
. (4.23)

For a fixed nmax, the total number of linear and non-linear parameters, is therefore ntot +3.

The values of nmax and βsh set the minimal and maximal spatial scales that can be resolved

with the shapelet basis set, respectively given by

βsh,min = βshp
1+nmax

, βsh,max =βsh

√
1+nmax . (4.24)

An example of source modeling with shapelets is shown in Fig. 4.2 with a model of the lensed

quasar RX J1131−1234 observed with HST. We see that increasing nmax allows to better capture

the source morphology, especially small scale features. However, more wave-like concentric

1This is very similar in spirit to the wavelet basis functions (Sect. 3.3).
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Figure 4.2 – Example lens model where the lensed source is described with a shapelet basis set. The first three
columns show the best-fit models obtained with different shapelet maximum order nmax. The top right panel is
the HST observation of the lensed quasar RX J1131−1234. Figure adapted from Birrer et al. (2015).

artifacts, overall below the noise level, become visible.

While allowing for fast computation and practical implementation, Gaussian shapelets have

several limitations. They are cannot capture peaky features, such as very concentrated star-

forming regions or the very center of galaxies, due to the central flattening of Gauss-Hermite

functions (Bergé et al., 2019). As demonstrated in Melchior (2010), the shapelet decomposition

generally favors circular objects with close-to Gaussian profiles, and introduces artifacts if

these characteristics are not met. Additionally, the oscillatory nature of the basis functions

leads to negative values, inconsistent with galaxies’ surface brightness. The appearance of

negative features can be partially addressed by added a regularization term in the loss function

(Melchior, 2010).

Note that exponential shapelets, based on generalized Laguerre polynomials, have improved

the reconstruction of small-scale features and a better description of the extended wings of

galaxies compared to Gaussian shapelets (Bergé et al., 2019). The Sérsiclet basis functions have

also been proposed to overcome some limitations of shapelets, based on the interpretability

of Sérsic profiles (Ngan et al., 2009). However, to our knowledge, exponential shapelets and

Sérsiclets have not been explored in the context of lens modeling. Regularization techniques
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similar to the pixelated methods (presented in the next section) can also improve shapelet

source models, as shown in Tagore and Jackson (2016).

Compared to the methods presented hereafter, the main advantage of analytical models is

their lower number of parameters. The evaluation of analytical functions is fast, hence it is

often suitable for optimization and sampling along with all other model parameters. For Gaus-

sian shapelets, the total number of parameters scales as ntot ∝ n2
max, which quickly becomes

intractable to model sources with a large dynamical range. Treating the basis functions ampli-

tudes as linear parameters that are solved independently of other (non-linear) parameters of

the model addresses the issue, as long as the number of linear parameters does not exceed

the number of data pixels. Such an implementation of shapelets can be found in the lens

modeling software package LENSTRONOMY (Birrer and Amara, 2018; Birrer et al., 2021).

Pixelated models

The next step in increasing the model complexity is to discard analytical functions and rep-

resent the source surface brightness directly on a grid of pixels. Those are called pixelated

models, as opposed to analytical models. As the number of parameters—the individual source

pixels {sk }—can be significantly larger than for analytical models, pixelated models are more

likely to be under-constrained. Therefore, pixelated models must come with a choice of

regularization, which is critical to prevent unphysical solutions from arising and counteract

the risk of overfitting (i.e., fitting the data noise). In a Bayesian language, the regularization is

equivalent to a prior on the model.

As noted by Tagore and Jackson (2016), the choice of a grid of pixels and the extent of the source

plane are already forms of regularization; however, these choices are usually not sufficient to

properly regularize all source pixels. In the early days of lens modeling with high-resolution

data, Wallington et al. (1996) introduced the maximum entropy regularization method (MEM)

to reconstruct lensed sources. The goal of MEM is to maximize the total entropy of source

pixels, which in Eq. 4.9 corresponds to

P (s) =λ∑
k

sk ln sk , (4.25)

where λ is an hyper-parameter that controls the regularization strength. This regularization

accommodates incomplete data and ensures positivity of the solution, but it finds its minimum

when all pixels sk share the same value. This contradicts the goal of accurately reconstructing

sources that show a large dynamic range, which is often the case in practice. In addition, the

source reconstruction problem becomes non-linear with respect to the source pixels.

Linear regularization enables faster convergence to the solution, potentially by using single-
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4.2. Galaxy-scale strong lens modeling techniques

step linear inversions. For this reason the `2-norm regularization, which is simply

P (s) =λ∑
k

s2
k , (4.26)

has been used as a replacement of MEM, and is often referred to as the zeroth-order regular-

ization (e.g., Warren and Dye, 2003; Suyu et al., 2006). One drawback of the `2 norm is that it

can lead to negative regions in the reconstructed surface brightness. However, Warren and

Dye (2003) argue than negative pixels could hint at an inaccurate mass model.

First and second-order regularizations involve gradient and curvature (second-order spatial

derivatives) of the source surface brightness, respectively. The corresponding regularization

terms can be written as (Warren and Dye, 2003)

gradient: P (s) =λ∑
x,y

(sx,y − sx+1,y )2 + (sx,y − sx,y+1)2 ,

curvature: P (s) =λ∑
x,y

(
sx,y − 1

4
(sx−1,y + sx+1,y + sx,y−1 + sx,y+1)

)2 ,
(4.27)

where indices x and y refers to the two spatial directions. Slightly different versions of gradient

and curvature regularizations are used in other works (Vegetti and Koopmans, 2009; Suyu et al.,

2009). The smoothness of the solution increases with increasing regularization order (Suyu

et al., 2006). The consequence is that in many situations, a qualitative check of the solution

favors curvature regularization, as the source model looks less noisy and is easier to interpret.

An example of a pixelated source model is shown in Fig. 4.3, with a model of the HST observa-

tion of a strong lens from the BELLS GALaxy Lyα EmitterR sYstems sample (GALLERY, Shu

et al., 2016). A fully analytical source model composed of multiple Sérsic components (Eq. 4.21)

is also shown for comparison. It is immediately evident that the more flexible pixelated model

better captures the source galaxy’s complexity, which is composed of many small clumps. The

pixelated model also captures a fainter secondary component of the main source, contrary to

the analytical model (one should explicitly add a secondary Sérsic component to improve the

analytical fit).

It is often challenging to choose the best regularization as well as the hyper-parameters that

define the source pixel grids. In general, the success of a given strategy significantly depends

on the intrinsic morphology of the source, the lensing magnification and the data quality

(resolution and SNR). To objectively choose between different regularization choices, Suyu

et al. (2006) uses a Bayesian formulation compare the Bayesian evidence associated to each

model. Bayesian methods can also be used to optimally set hyper-parameters (Vegetti and

Koopmans, 2009; Vernardos and Koopmans, 2022).

To limit the number of hyper-parameters such as the number of source pixels, several authors

have defined adaptive strategy that automatically reflect the irregular mapping of data pixels

to the source plane (see Fig. 4.1). These grids are typically constructed based either on the local

magnification in image plane, or on the local light distribution of the lensed source (e.g Vegetti
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Figure 4.3 – Lens model of the BELLS GALLERY lens SDSS J0918+5104 with two different source reconstruction
techniques. The top row shows an analytical source model composed of several Sérsic profiles. The bottom row
shows a pixelated model obtained with the same lens mass model, using the technique presented in Nightingale
and Dye (2015). This illustrates the larger flexibility of the pixelated source model, which better captures small
scale features in the arc, as well as the faint secondary component of the source. Figure reproduced from Shu et al.
(2016).

and Koopmans, 2009; Nightingale and Dye, 2015; Etherington et al., 2022a). Two open-source

implementations of such methods can be found in PYAUTOLENS Nightingale et al. (2021) and

the Very Knotty Lenser (Vernardos and Koopmans, 2022, VKL,). The regularization techniques

introduced above can also be defined on these irregular grids.

For additional works exploring pixelated source regularizations, we refer the reader to (in no

specific order): Wayth and Webster (2006) for an exploration of source plane settings, Brewer

and Lewis (2005, 2006) for genetic algorithms and Bayesian formalism, and Tagore and Keeton

(2014) for a detailed comparison with analytical models.

Compared to analytical models, which do not require the choice of a specific source plane grid,

pixelated methods are subject to the so-called “discretization bias”. Many ways exist to define

the number and shape of each source pixel, there also exist specific pixel arrangements that

artificially favor one lens model over the other due to coincidental alignments between source

plane and image plane (data) pixels. This artificially boosts the imaging likelihood in certain

regions in the parameter space, and can lead to numerous local and narrow minima, as well

as underestimated parameter uncertainties (see fig. 3 of Etherington et al., 2022a). Obviously,

due to the specificity of each method, there is no unique way to mitigate the discretization

bias. Different strategies have been discussed for regular grids (Suyu et al., 2009, 2013; Galan

et al., 2021), and adaptive irregular grids (Nightingale and Dye, 2015; Nightingale et al., 2018;

Etherington et al., 2022a). The net effect of these strategies is to increase lens model parameter

uncertainties, effectively marginalizing over different pixelated source models.

Learned priors

Aside from analytical and pixelated methods, source models based on machine learning

techniques such as deep neural networks have also been explored. Such priors, learned over
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simulated training sets, can be viewed as yet a third category of regularization. The general

idea is that, given a suitable training data set, supposed to be close enough to real observations,

neural networks can extract complex morphological features from the light distribution of

many galaxies, and used as custom priors during lens modeling.

Along these lines, Morningstar et al. (2019) used a Recurrent Inference Machine (RIM) net-

work to reconstruct unlensed source galaxies and improved over traditional linear inversion

techniques when the mass model is accurately modeled. Recently, Adam et al. (2022) trained

two RIM networks on real images of galaxies and convergence maps from hydrodynamical

simulations to simultaneously model the source light and lens mass distributions.

A slightly different approach is reported in Chianese et al. (2020), where the authors introduced

a pixelated source model generated with a variational autoencoder (VAE) trained on HST

images of (unlensed) galaxies. In a similar framework, Karchev et al. (2022) modeled complex

lensed sources in a pixelated grid with Gaussian processes and variational inference. Another

example is the work of Mishra-Sharma and Yang (2022), where the authors used Continuous

Neural Fields to model the surface brightness distribution at any location in source plane.

4.2.4 Modeling more complex mass distributions

The smooth mass profiles described in Sect. 4.2.2 have shown remarkable success in lens

modeling applications. As the majority of lenses are large elliptical galaxies that also display

smooth light distributions, one can expect that their total mass, including their dark matter

component, follows a smooth distribution as well to first-order.

However, results from cosmological N-body simulations based on the CDM suggest that

although dark matter halos are well-described by smooth profiles like NFW, a large number of

dark matter subhalos still survived past mergers and contribute to the total mass of galaxies.

Currently, observations in the vicinity of the Milky Way do not support such a large number

of low-mass subhalos (missing satellites problem, Moore et al., 1999; Klypin et al., 1999). At

higher redshifts, gravitational lensing is one of the only probes of the total mass distributions

of galaxies hence it is crucial to develop modeling methods that go beyond simple smooth

mass profiles in order to test dark matter predictions.

In addition to the impact of dark matter halos—either in the vicinity of the main deflector

(substructures, or subhalos) or along the LoS (field halos)—the mass distribution of the lens

galaxy itself can be perturbed. Various astrophysical processes can impact the internal struc-

ture of galaxies, including tidal stripping, stellar winds, or AGN and SN feedback processes.

Those processes can lead, for instance, to the presence of disk or bar components (Hsueh

et al., 2016, 2018), azimuthal structures such as twists or multipoles (Keeton et al., 2000; Van

de Vyvere et al., 2022), or mass-to-light gradients (e.g., Oldham and Auger, 2018; Sonnenfeld

et al., 2018). These structures are detectable in current imaging data (e.g., Powell et al., 2022,

for a recent detection in radio data), and must be taken into account in the models to prevent
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biasing the results.

More freedom in the lens potential or in the convergence?

Increasing the lens model’s complexity can be achieved in two ways: either in the lens potential

or in the mass density (convergence). These two quantities are related through the Poisson

equation (Eq. 2.8); however, there is an important difference depending on how we use this

relation. On the one hand, the convergence can be derived from local properties of the lens

potential through differentation of ψ. On the other hand, the lens potential is the integral of

κ over all possible positions (Eq. 2.10) even far outside the FoV. Therefore, in this case, the

integral requires specific assumptions regarding to the mass distribution of masses outside

the FoV, with the risk to strongly bias the model in case these assumptions are inaccurate

(Koopmans, 2005; Van de Vyvere et al., 2020). Despite these advantages in favor of the lens

potential, it may be easier to apply physically-motivated priors to the convergence. For

instance, the convergence must be non-negative, or it can be informed by the shape of the

lens surface brightness assuming a M/L ratio.

Gravitational imaging technique

The gravitational imaging technique has been introduced by Koopmans (2005) to model

deviations to smooth mass profiles, with the goal of detecting and characterizing dark matter

substructures. Below I give a brief description of the key points of the technique, although

we refer the reader to the original paper for more details, as well as Vegetti and Koopmans

(2009) and Suyu et al. (2009) that further improved the method. The central assumption of

the technique is that the lens potential can be modeled with two components: a smooth

component ψ̃ (e.g., an analytical profile), over which is superimposed a pixelated component

δψ that captures local deviations to ψ̃. This assumption enables a perturbative approach

to the problem in order to obtain a linear relation between the potential corrections and

the resulting image model (remember that originally, the model of Eq. 4.1 is non-linear with

respect to the potential). This is a great advantage: in addition to give insights on the effect of

potential corrections, it allows to solve a linear problem similar to the source reconstruction

problem, and can be solved analytically.

Assuming these deviations are small compared to the full potential, a first-order Taylor expan-

sion of lens equation (Eq. 2.6) with respect to a small displacement of the source δβ leads to

the following linear relation (Blandford et al., 2001; Koopmans, 2005)

δd (θ) ≈−∇β s(β) ·∇θ δψ(θ) , (4.28)

where δd ≡ d −m̃(ψ, s) are residuals caused by an inaccurate model m̃, that can be corrected

by adding the perturbations δψ to the lens potential. Both gradient terms are computed with

respect to the coordinates indicated by the subscripts β and θ (defined in Eq. 2.6). Starting

96



4.2. Galaxy-scale strong lens modeling techniques

Figure 4.4 – Detection of a dark substructure in the strong lens JVAS B1938+666 using the gravitational imaging
technique, from Keck AO observations. Top row: lens-light-subtracted observation, model, normalized residuals.
Bottom row: pixelated source model, pixelated model of perturbations to the smooth potential, convergence
corresponding to the pixelated perturbations (via Eq. 2.8). We distinguish a very localized over-density in the
convergence field, interpreted as the presence of a dark satellite of the lens galaxy. Figure reproduced from Vegetti
et al. (2012).

from a model that insufficient fits the observation, it is possible to update this model with

potential corrections δψ such that it decreases model residuals. These corrections are added

to the full lens potential, and used to optimize again the smooth lens potential and the source

model, which is expected to further decrease model residuals.

The gravitational imaging technique has been used to detect dark substructures in high-

resolution imaging data Vegetti et al. (2010, 2012, 2014). The detection of a 1.9±0.1×108

M¯ subhalo in the galaxy-scale strong lens JVAS B1938+666 using this technique is shown

on Fig. 4.4. The joint reconstruction of the pixelated source and potential perturbations

can be formulated as a linear inverse problem (for the exact formulation, see Koopmans,

2005). This problem is ill-posed, hence both the source and potential corrections need to be

regularized. The form of regularization can be selected by maximizing the Bayesian evidence,

however the most frequent choice is curvature regularization of both the source and potential

perturbations components, similar to Eq. 4.27 (Vegetti and Koopmans, 2009; Suyu et al., 2009).

Recently, Vernardos and Koopmans (2022) explored regularization terms inspired by Gaussian

processes and showed strong limitations of the widely-used curvature regularization in some

situations.
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Fully pixelated mass modeling

Saha and Williams (1997) introduced a method to reconstruct the convergence on a pixelated

grid. Instead of modeling deviations to a smooth component, they propose to model the

full lens mass distribution of the lens. This approach has been implemented in the software

packages PIXELENS (Saha and Williams, 1997) and GLASS (Coles et al., 2014). The method

assumes that the mass distribution is fully defined on a coarse grid of convergence pixels,

optionally embedded in an external shear. Various constraints on convergence pixels are

applied to regularize the model. For instance, multiple images should come in pairs, azimuthal

and radial profiles must follow various symmetry rules, and large pixel-to-pixel variations are

penalized (Coles et al., 2014). Constraints on the magnification tensor and time delays can

also be imposed (Denzel et al., 2021).

Despite being called “free-form”, convergence pixels are subject to many constraints that

prevent the emergence of unphysical mass distributions. The final model and associated

uncertainties, termed the “model ensemble”, is the combination of different best-fit models

based on different combinations of priors. The uncertainties are often larger to those obtained

with analytical models, and possibly depend on the priors. According to Denzel et al. (2021),

the large uncertainties reflect systematic errors and degeneracies inherent to strong lensing.

4.3 Multi-scale pixelated source modeling

4.3.1 Towards a fully wavelet-based strong lensing inversion technique

As discussed above, modeling complex lensed sources are challenging and often requires

specific modeling assumptions. One limitation of the methods reviewed in Sect. 4.2.3 is

that they rely on priors that may be inconsistent with the morphological properties of typical

complex galaxies, such as a well-defined center (e.g., shapelets) or vanishing spatial derivatives

(e.g., curvature regularization).

Historically, model tractability, fast convergence to the MAP solution, and the possibility to

formulate the problem within a Bayesian framework have driven regularization choices. Still,

the resulting source models may be unphysical and sometimes difficult to interpret, as is the

case with pixelated models on irregular grids. Moreover, the resolution of the reconstructed

galaxies in source plane, even when convincingly fitting the data in image plane, is often

limited to a few pixels that have sufficiently high SNR, which can strongly limit further analyses

of the source galaxies.

We know more about the morphology of galaxies, even the most complex ones. Their light

distribution should be non-negative, can display undefined or multiple centroids, and is

composed of features at many different spatial scales. With the increasing capabilities of

modern and upcoming telescopes, including the JWST and ELTs, it is crucial to consider these

properties to extract all the information content from highly-resolution images of strong lenses.
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These future data sets will come with new challenges in terms of number of data points and

model parameters, for which new flexible and efficient modeling techniques are necessary.

In this thesis, we capitalize on the pioneering work of Joseph et al. (2019) and apply the

framework of sparsity and multi-resolution analysis presented in Chapter 3 to address the

challenges above. Indeed, the source reconstruction problem can be cast as a linear inverse

problem, and can be robustly solved using sparse regularization (Sect. 3.2). The morphology

of complex galaxies is efficiently decomposed using the starlet transform (Sect. 3.3), thus

providing a powerful way to reconstruct the various spatial scales of galaxies with high-fidelity.

The method results in higher resolution source models and significant improvements over

traditional techniques for both current (HST) and future (ELT) imaging data sets. Additionally,

the sparse optimization framework gives a very intuitive interpretation of regularization

strengths and an objective way to set their values, without necessarily relying on the Bayesian

formalism as in other methods.

The proposed method can be summarized with the following minimization problem, with

regularization P (s) over the source pixel values s:

argmin
s

1

2

[
d −BLψs

]>
C−1

d

[
d −BLψs

]
+λs

∥∥Ws ◦Φ>
st s

∥∥
1 + i≥0(s)︸ ︷︷ ︸

P (s)

, (4.29)

where λs is the regularization strength, ◦ is the element-wise product,Φ>
st is the starlet trans-

form operator. The `1-norm ‖ · ‖1 promotes the sparsity of its argument, and the indicator

function i≥0( ·) enforces source pixel values to be non-negative. The matrix Ws is a matrix

containing weights that adapts the regularization strength to each source pixel in each wavelet

scales.

The method is described in detail in Galan et al. (2021), and applied to both simulations and

real observations. The full publication is attached below. It has been implemented as the new

plugin SLITRONOMY to the lens modeling software package LENSTRONOMY (Birrer and Amara,

2018; Birrer et al., 2021), and is publicly available2.

2https://github.com/aymgal/slitronomy.
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ABSTRACT

Strong gravitational lensing provides a wealth of astrophysical information on the baryonic and dark matter content of galaxies. It
also serves as a valuable cosmological probe by allowing us to measure the Hubble constant independently of other methods. These
applications all require the difficult task of inverting the lens equation and simultaneously reconstructing the mass profile of the lens
along with the original light profile of the unlensed source. As there is no reason for either the lens or the source to be simple, we need
methods that both invert the lens equation with a large number of degrees of freedom and also enforce a well-controlled regularisation
that avoids the appearance of spurious structures. This can be beautifully accomplished by representing signals in wavelet space.
Building on the Sparse Lens Inversion Technique (SLIT), we present an improved sparsity-based method that describes lensed sources
using wavelets and optimises over the parameters given an analytical lens mass profile. We applied our technique on simulated HST
and E-ELT data, as well as on real HST images of lenses from the Sloan Lens ACS (SLACS) sample, assuming a lens model. We
show that wavelets allowed us to reconstruct lensed sources containing detailed substructures when using both present-day data and
very high-resolution images expected from future thirty-metre-class telescopes. In the latter case, wavelets moreover provide a much
more tractable solution in terms of quality and computation time compared to using a source model that combines smooth analytical
profiles and shapelets. Requiring very little human interaction, our flexible pixel-based technique fits into the ongoing effort to devise
automated modelling schemes. It can be incorporated in the standard workflow of sampling analytical lens model parameters while
modelling the source on a pixelated grid. The method, which we call SLITronomy, is freely available as a new plug-in to the modelling
software Lenstronomy.

Key words. Gravitation – Gravitational lensing: strong – Methods: data analysis – Techniques: image processing – Galaxies: high-
redshift – Galaxies: structure

1. Introduction

Gravitational lensing offers a window into the nature of many
fundamental properties of our Universe. The fortuitous align-
ment of a distant luminous object (i.e. source) and a massive
foreground structure (i.e. lens) along the line of sight can pro-
duce striking visual distortions that allow us to constrain both
astrophysical and cosmological parameters. By magnifying the
distant source, strong lensing can reveal detailed structures that
would otherwise be unresolvable. Cluster-scale lenses allow us
to study the large-scale distribution of mass and the hierarchi-
cal evolution of dark matter halos (Natarajan et al. 2007; Bhat-
tacharya et al. 2013; Han et al. 2015). Galaxy-scale lenses give
insights into smaller scales, such as a substructure within the
main deflector (e.g. Amara et al. 2006; Vegetti et al. 2010; Heza-
veh et al. 2016; Birrer et al. 2017; Ritondale et al. 2019; Gilman
et al. 2020), as well as population-level properties of galaxies
when large samples can be uniformly selected (Bolton et al.
2006; Brownstein et al. 2012; Gavazzi et al. 2012). Strongly
lensed quasars are particularly useful to constrain black hole
evolution over a wide range of redshifts (e.g. Ding et al. 2020a)
and to derive high-precision constraints on the Hubble constant
(Wong et al. 2019; Shajib et al. 2020a; Birrer et al. 2020, now
referred as the TDCOSMO collaboration).

All of the above applications require lens modelling tools.
If the underlying cosmology needed to compute distances to the
lens and source is not exactly known, models are subject to de-
generacies, to modelling assumptions (Xu et al. 2016; Sonnen-
feld 2018; Blum et al. 2020), and/or to the inherent geometry and
physics of the problem (Saha 2000; Schneider & Sluse 2013). As
a result, for any given rescaling of the lens mass, there exists a
corresponding rescaling of the lensed source that leads to identi-
cal lensing observables apart from the time delays. These degen-
eracies disappear if the underlying cosmology is known, but even
in this case, lens modelling tools must, in practice, address sev-
eral key points to work efficiently: (1) reliable reconstruction of
the lens mass and light, (2) reliable reconstruction (de-lensing)
of the source light, and (3) efficient deblending of the lens and
source light.

In this work, we focus on the second point, namely source
light reconstruction. Various techniques to model the light of the
background source have been developed over the years. There
are two main families of techniques, which we distinguish as
‘analytic’ and ‘pixel-based’ methods. While the former assumes
a set of analytic functions through which the source is repre-
sented, the latter uses pixels directly to describe surface galaxy
light distribution. We do not use the term ‘free-form techniques’
for pixel-based methods, as a pixelated surface brightness is al-
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ready a constraining assumption compared to the continuous
truth (e.g. Tagore & Jackson 2016).

There are many public software packages that implement an-
alytic methods for strong lens analysis. For example, lenstool
(Kneib et al. 2011) and glafic (Oguri 2010) provide specialised
tools for cluster-scale lenses. For galaxy-galaxy lenses, dedi-
cated software has been developed, such as gravlens (Keeton
2001), PixeLens (Williams & Saha 2004), AutoLens (Nightin-
gale et al. 2018), and Lenstronomy (Birrer & Amara 2018). Typ-
ical analytic functions include variations of power-law or cored
profiles for the lensing mass, while more elaborate ensembles
of basis functions like shapelets (Bernstein & Jarvis 2002; Re-
fregier 2003; Tagore & Keeton 2014; Birrer et al. 2015) can be
used to capture the wider dynamic range of features often ex-
hibited by high-redshift galaxies, especially when they are star-
forming. While analytical methods are fast, they have two main
disadvantages. First, complex light distributions like galaxies
with resolved small-scale features or mergers are poorly mod-
elled. Second, it requires lots of trial and error to infer the initial
parameters describing the source shape, hence making it hard to
automate these techniques.

Recent developments in deep learning have enabled neural
networks, which can be seen as a collection of nested analytic
functions of many (sometimes millions of) parameters, to be-
come a viable tool for strong lens modelling. The work of Heza-
veh et al. (2017) (and follow-up papers Perreault Levasseur et al.
2017; Morningstar et al. 2018, 2019), along with Pearson et al.
(2019), have shown promising initial results on simulated data.
Coupled with GPUs for training, neural networks can offer vast
speed improvements compared to other techniques, although
their applicability in practice hinges crucially on the quality of
the training data. A key to modern neural network optimisation
is automatic differentiation, which also facilitates the creation
of fully differentiable pipelines capable of efficiently exploring
the large parameter space of strong lens models (Chianese et al.
2020).

Within the family of pixel-based techniques, to which this
work belongs, Kochanek & Narayan (1992) described one of the
first methods, which is based on the clean algorithm widely used
for processing radio astronomy data (Högbom 1974). Later, War-
ren & Dye (2003) established the popular semi-linear inversion
(SLI) formalism, where the (under-constrained) source surface
brightness is optimised through regularised inversion. Its update
to include adaptive gridding (Dye & Warren 2005) solved sev-
eral issues inherent to the SLI method. Suyu et al. (2006) brought
further improvements to the method using the Bayesian formal-
ism to objectively find hyper-parameters that are required for the
lens inversion (GLEE modelling code, Suyu & Halkola 2010).
Various adaptive pixel grids have been tested to mitigate biases
that can arise when inferring lens model parameters while still
maintaining a tractable computation time. For instance, the algo-
rithm by Vegetti & Koopmans (2009) uses a Delaunay tessella-
tion, combined with an iterative scheme, to find deviations from
a smooth gravitational potential, and Nightingale & Dye (2015)
uses randomly initialised h-means clustering to define the adap-
tive grid. More recently, Rizzo et al. (2018) and Powell et al.
(2020) improved the technique of Vegetti & Koopmans (2009)
with the joint modelling of resolved kinematics and application
to interferometry data.

The above-mentioned methods all primarily differ from each
other in their constraints on the galaxy surface brightness dis-
tribution, independent of the imaging data. These constraints re-
strict the large parameter space common to pixel-based methods,
thus reducing degeneracies and improving convergence of the al-

gorithm. However, they often lack a clear physical interpretation
motivated by light distributions of real galaxies. Additionally,
they introduce new hyper-parameters, whose optimal values can
vary significantly depending on the data and are hence complex
to handle.

Drawing from standard concepts in the field of image pro-
cessing, Joseph et al. (2019) – hereafter J19 – introduced im-
proved assumptions on light distributions through a technique
based on sparsity and wavelets called the Sparse Linear Inver-
sion Technique (SLIT), which mitigates both issues mentioned
above. The present paper introduces an updated and expanded
open-source implementation of SLIT, which serves as a plug-
in to the modelling software Lenstronomy. All codes described
here are publicly available, and data along with python note-
books used to generate results and figures of this paper are avail-
able here �.

As a validation of the algorithm, we reconstruct high-
resolution source galaxies from of the Sloan Lens Advanced
Camera for Surveys (SLACS) sample of strong galaxy-galaxy
lenses (Bolton et al. 2006). This dataset has been extensively
studied for constraining population-level properties of massive
elliptical galaxies. However, little discussion has focused on the
quality of source reconstructions, as it is commonly assumed
that constraining deflector properties to the percent level can be
achieved without high-fidelity source reconstructions. Based on
the recent (re)modelling of a subset of the SLACS sample by
Shajib et al. (2020b), we compare for the first time source re-
constructions from analytical and pixel-based methods on this
challenging dataset, consistently in the same modelling environ-
ment.

We further apply our modelling method to simulated data
that is representative of the quality achievable by future thirty-
meter-class telescopes. We show that our method is particularly
well-suited to such extremely high resolution imaging data and
that modelling the source light profile analytically quickly leads
to an intractable problem in practice.

Our paper is organised as follows. We first review some ba-
sics of the strong gravitational lensing formalism and its linear
approximation in Section 2. In Section 3 we give an overview of
the method and theory behind the original SLIT method. We dis-
cuss key improvements in Section 4 and describe our new code
implementation, which we call SLITronomy. In Section 5, we
apply our technique to source reconstruction problems: first on
simulated data, and then on a subset of SLACS lenses. We con-
sistently compare the results in both cases with reconstructions
using shapelets. To demonstrate the feasibility of the approach,
we show sampled posteriors over lens model parameters. In Sec-
tion 6, we proceed similarly on E-ELT simulated data and show
how sparse reconstruction is suited to such high-resolution data.
Finally we summarise and conclude in Section 7.

2. Theoretical aspects of strong gravitational lens
inversion

2.1. Strong gravitational lensing

Gravitational lensing arises when a massive foreground object
lies on or near the line-of-sight connecting an observer and a
distant luminous source. The lensing effect is considered strong
when the lens galaxy (or cluster of galaxies) is so massive that
it produces high order deformations, possibly leading to several
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images, of the background source1. In this case, the source light
rays are deflected from their original paths, and the lens equation
(see below) displays several solutions.

In the following we write the redshift of the lensed source as
zs and the redshift of the lensing galaxy, also called the deflector,
as zd. We introduce the lensing potential ψ(θ), obtained by rescal-
ing and projecting the three-dimensional gravitational potential
on the lens plane, then evaluated at angular position θ on the
coordinate grid. Light rays from the source are deflected by the
deflection angle field α, which is directly related to the projected
potential through its first derivatives: α = ∇ψ. The lens equa-
tion gives the angular coordinates of deflected light rays from a
source at position β for every position θ:

β = θ − α(θ) . (1)

The second derivatives of the potential give the dimensionless
surface mass density, κ = ∇2ψ/2, of the deflector, also called the
convergence.

Importantly, we note that Eq. 1 is, for most choices of de-
flection field α, non-linear with respect to the two coordinate
variables of θ, even when the source position and gravitational
potential are known. As a consequence, no root-finder algorithm
is guaranteed to find a complete set of solutions if not initialised
close to a suitable location in parameter space.

2.2. Linear approximation

Equation 1 allows us to determine the true (i.e. unlensed) po-
sition of a source given its lensed image and a model of the
lensing mass. This inverse operation, however, requires solving
an equation that may not have a general closed-form solution.
Moreover, in the strong lensing regime, the equation is likely to
have multiple solutions corresponding to duplicate and magni-
fied images. For this reason, efficient modelling methods do not
typically solve the lens equation for θ, but rather evaluate analyt-
ical profiles on a grid transformed by Eq. 1 or instead describe
surface brightness directly on a grid in the source plane. The lat-
ter option is made possible with the linear framework developed
in Warren & Dye (2003).

The lensing phenomenon smoothly defined by Eq. 1 can be
formulated as a linear lensing operator F acting on an image s
of source intensity values. In this formulation, s is a flattened
vector of the underlying two-dimensional image. The action of
F on s results in a lensed version of s. We note that while the
mapping between the image and source planes is formulated as
an algebraic linear operation, the intrinsic non-linear nature of
lensing (i.e. image multiplicity) is retained. Additional observed
features, such as light from the deflector, instrumental blurring,
and other contaminants along the line of sight, can be straightfor-
wardly included in a linear fashion. We can thus write a model y
for strong lens imaging data as

y = H
(
F s + g + other components

)
+ noise , (2)

where g is the surface brightness of the lens galaxy (as a flattened
vector), and H accounts for seeing effects and/or blurring by the
instrumental point spread function (PSF). Other components of
the model can include, for instance, the multiple images of a
background quasar or satellite galaxies near the main deflector.
Several pixel-based methods to model strong lenses are based
on Eq. 2, such as the semi-linear inversion method (SLI, War-
ren & Dye 2003) and the works of Vegetti & Koopmans (2009)
1 Image multiplicity is sometimes viewed as a necessary condition for
the lensing effect to be considered strong.

and Tagore & Keeton (2014). Software implementations can be
found in GLEE (Suyu & Halkola 2010) and AutoLens (Nightin-
gale et al. 2018). The present work relies on an independent
implementation of the pixel-based formalism. Furthermore, our
primary focus is on the source reconstruction problem at fixed
lens model (i.e. fixed lensing operator F). The task of optimis-
ing F – ideally using a similarly flexible method – along with
light components requires several iterations, as the lens model
behaves non-linearly. We give in Sect. 5.3, however, an exam-
ple of computing the lens model using the standard approach of
sampling analytical parameters, solving the pixel-based source
reconstruction at each iteration.

We note that an additional hyper-parameter2 is implicitly as-
sumed in Eq. 2, due the pixelated nature of the linear approxi-
mation: the choice of source plane resolution, or alternatively the
ratio of data to source resolution. For clarity, we introduce rpix as

rpix ≡ source pixel size
image pixel size

. (3)

As noted in Suyu et al. (2006), the source pixel size can be
roughly related to the average lensing magnification. As it will
be introduced later in the section, a large rpix introduces more
degrees of freedom in the model, which may not be constrained
by the data alone. The choice of external constraints informed
by the properties of the source light distribution allow for larger
rpix values while keeping the modelling accurate. The technique
introduced in J19 and the further improvements we provide in
this work have been designed to allow for exactly this.

2.3. An underconstrained problem

Given an observation ỹ, our goal is to solve Eq. 2 by finding
the most suitable s and g – ignoring any other luminous com-
ponents – for a known H in the presence of noise. This amounts
to minimising the difference between the data and our model y,
commonly quantified by the function

L (ỹ, s, g) =
1
2
‖ỹ − y‖22 , (4)

where ‖ · ‖2 is the Euclidean norm. Being strictly convex and dif-
ferentiable, this norm is useful as a data fidelity term in optimi-
sation algorithms.

Although mathematically simple, the linear formulation as
described in Sect. 2.2 leads to a highly underconstrained prob-
lem. Data pixel coordinates mapped to the source plane accord-
ing to Eq. 1 do not coincide anymore with a cartesian coordi-
nate grid. The choice of how to discretise the source plane can
introduce errors on the reconstruction. A common technique to
reduce such errors, which we adopt, is to increase the resolu-
tion of the grid on which we reconstruct the source galaxy (i.e.
increase rpix). Combined with constraints that promote smooth-
ness (see Sect. 2.4), this allows for more accurate conservation
of surface brightness but also introduces more unconstrained de-
grees of freedom, as a subset of source pixels may not be mapped
to any data pixel.

To solve the underconstrained problem, it is therefore nec-
essary to somehow restrict the space of possible solutions. We
can do this by leveraging independent knowledge regarding the
unknowns that is complementary to the imaging data itself. Ex-
ternal knowledge of this sort serves to regularise the problem,

2 Depending on the method, other hyper-parameters can be introduced
(e.g. controlling the mapping when using adaptive gridding strategies).
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and we denote the restrictive action of regularisation on a model
component as P ( · ). The augmented minimisation problem can
then be written

arg min
s, g

[L (ỹ, s, g) + P (s) + P (g)
]
. (5)

Equation 5 can also be understood in a Bayesian context, with
L corresponding to the log-likelihood distribution and P corre-
sponding to log-prior probabilities based on, for example, phys-
ical arguments or a previous solution to the problem.

2.4. Regularisation strategies

Numerous strategies to regularise source galaxy reconstruction
have been explored in the literature. A fundamental regular-
isation shared by all pixel-based techniques arises implicitly,
as noted by Tagore & Jackson (2016), in choosing to express
surface brightness on a pixelated grid rather than continuously.
However, for complex sources, such as star-forming galaxies,
still further regularisation is required.

The maximum entropy regularisation method (MEM) was
used in Wallington et al. (1996) to recover astronomical sources
from noisy images. The goal of MEM is to maximise the total
Shannon-Jaynes entropy P (s) ∝ ∑

k sk ln sk of the source pix-
els s = {sk}. This constraint accommodates incomplete data and
ensures positivity of the solution, but it finds its minimum when
all pixels sk share the same value. This contradicts the goal of
accurately reconstructing sources that show a large dynamical
range, which is often the case in practice. In addition, the inver-
sion problem becomes non-linear. To retain linearity, the simi-
lar `2 norm regularisation, that is to say P (s) ∝ ∑

k s2
k , is often

used (e.g. Warren & Dye 2003; Suyu et al. 2006), although non-
negativity is no longer guaranteed.

Higher-order choices such as gradient and curvature regular-
isations are designed to penalise large first and second spatial
derivatives, respectively, of the reconstructed image (Suyu et al.
2006). The smoothness of the solution increases with increas-
ing regularisation order. Methods based on (irregular) adaptive
grids have used algorithm-specific forms for P (s) (e.g Vegetti &
Koopmans 2009; Nightingale & Dye 2015), and still other fami-
lies of regularisation have been applied in a Bayesian framework
(Brewer & Lewis 2006).

Machine learning techniques, such as neural networks, are
also effective regularisation methods. More specifically, given
a suitable dataset of galaxies that are close enough to real ob-
servations, supervised learning techniques are expected to ex-
tract complex structural information about the light distribution,
which subsequently regularises the model (see e.g. Morningstar
et al. 2019; Pearson et al. 2019; Chianese et al. 2020).

Each method has its advantages and disadvantages, and one
may be more suitable than another depending on the quality of
the data, the intrinsic morphology of the source and the science
case. As simple convex functions, MEM and `2 norm regulari-
sations have analytic derivatives that are useful in gradient de-
scent algorithms but may overfit the data. Higher-order expres-
sions reduce the risk of overfitting but may be time-consuming
to compute and fail to properly account for local variations in
the source. Moreover, regularisation from deep learning can be
severely limited by the realism of training datasets. We describe
our choice of regularisation in detail in Sect. 3.2.

3. The Sparse Linear Inversion Technique (SLIT)

This work aims to improve and expand the source inver-
sion framework introduced in J19, which pioneered the use of
wavelets and sparse regularisation in strong lens modelling. Here
we review and update the original problem and solution as im-
plemented by, putting the regularisation method more into con-
text.

3.1. Data model

The original Sparse Linear Inversion Technique (SLIT) algo-
rithm introduced the following linear problem to solve (J19):

y = H F s + gH + n, (6)

where y, H, F3, and s retain their meanings from Eq. 2, ignoring
other components. Here gH ≡ Hg is the galaxy lens light con-
volved with the instrumental PSF. Solving for gH instead of the
deconvolved g removes a potentially costly step in the modelling
process and is anyway not needed for many scientific applica-
tions. We take n to be white Gaussian noise, although it is possi-
ble to treat additive Poisson noise as well. For a fixed lens mass
model, that is, known F, the task is to jointly solve for the de-
convolved and denoised source surface brightness in the source
plane s and the convolved lens surface brightness in the image
plane gH. The algorithm can also optimise for s alone when the
lens light has been subtracted beforehand.

The original paper distinguished two versions of the algo-
rithm: SLIT when solving only for s and SLIT_MCA when solv-
ing for both s and gH. The latter is based on the framework of
morphological component analysis (MCA) developed for blind
source separation (Starck et al. 2005; Bobin et al. 2008; Joseph
et al. 2016). The technique seeks to disentangle superimposed
signals based on their morphological properties when repre-
sented in a certain basis. This is relevant in strong lensing, as
the deformed source galaxy light is often blended to some ex-
tent with the lens galaxy light. In SLIT_MCA, it is assumed that
s and gH can each be more sparsely represented in their respec-
tive planes by a particular wavelet transform, allowing the two
components to be separated.

In this paper, we do not explicitly distinguish between the
two algorithms. This is to emphasise that the new implementa-
tion is a single tool that adapts to the intended use. Where appro-
priate, we simply specify whether we solve for the source galaxy
alone, for both the source and lens galaxies, or for the source
galaxy and point sources (see Fig. 2 and Sect. 4.6 for details of
point source modelling).

3.2. Sparsity and starlet regularisation

As summarised in Sect. 2.4, recent pixel-based reconstruction
techniques make use of some variation of an adaptive grid for
the source plane. In our work, we choose not to use an adaptive
gridding scheme but instead a uniform source grid with resolu-
tion much higher than that of the data. This is for two main rea-
sons: (1) our regularisation method is intrinsically multi-scale as
we work in the wavelet space; (2) pixelated lensing operations
and wavelet transforms are faster when applied on a uniform
grid. We further allow the source plane grid to have the minimal

3 We have dropped ‘κ’ from the original notation Fκ in J19, since we
do not build the lensing operator from the convergence map κ, but rather
via deflection angles through ray-tracing.
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Fig. 1. Multiscale decomposition using the starlet transform. Left panel: original image, similar to source galaxies in Sect. 5 and 6. Middle panels:
scales of the starlet decomposition using 6 spatial scales, and normalised (max = 1) to enhance the contrast. In such a decomposition, a feature
of a given scale is ‘brighter’ in the corresponding image in the decomposition. Hence, keeping only highest pixels in each starlet scale filters out
any insignificant signal over a large spectrum of spatial extents. All scale images have the same dimensions as the input image. Right panel:
reconstructed image from all the decomposition scales, through co-addition of all decomposition scales. �

size it can have given the data size, lens model, and (optionally)
masking strategy.

Most regularisation strategies share the common difficulty of
deciding how to set the strength of regularisation. The strength
is controlled by a Lagrange parameter λ within P that balances
its importance relative to the data fidelity term L (cf. Eqs. 5 and
7). A further complication is that λ changes the effective num-
ber of degrees of freedom in a way that is difficult to quantify.
This issue has motivated numerous uses of Bayesian arguments
to objectively set λ (Suyu et al. 2006; Brewer & Lewis 2006;
Dye et al. 2008; Vegetti & Koopmans 2009). Except for simple
forms of regularisation, however, such as quadratic expressions,
computing the Bayesian evidence often incurs significant com-
putational overhead, as it requires integrals over a large parame-
ter space volume.

We rely instead on sparsity in the wavelet domain to mean-
ingfully set λ based on noise properties of the data. Sparse image
reconstruction is a well-studied framework that has been used in
a wide variety of astrophysical applications, such as the process-
ing of weak-lensing (e.g. Lanusse et al. 2016; Peel et al. 2017)
and radio interferometric data (e.g Pratley et al. 2018), blind
source separation of optical and radio sources (e.g. Joseph et al.
2016; Jiang et al. 2017), and recently in combination with deep
learning (e.g Sureau et al. 2019).

The success of wavelets in such applications stems from their
multi-resolution property via the wavelet transform. Similarly
to the way a signal is decomposed into its component frequen-
cies by a Fourier transform, a wavelet transform decomposes a
signal into both its frequency and spatial components. Figure 1
illustrates the multi-resolution decomposition of an image of a
galaxy. A wavelet transform is defined by its basic functional
wavelet form, which must obey certain mathematical properties.
The particular choice of wavelet depends on the problem at hand.
In this work we use the starlet transform (Starck et al. 2007),
which is isotropic and undecimated, and has been shown to be
suitable for treating astronomical images.

The starlet transform of an image returns J new images of
equal size, each corresponding to a convolution of the orig-
inal by a filtering kernel of a different scale. The jth kernel
j ∈ {1, ..., J − 1} amplifies features of the image on scales of
2 j pixels (see decomposition scales panels in Fig. 1) while pre-
serving spatial locations. The final image in the decomposition
corresponds to coarse-grained smoothing similar to a Gaussian
filtering (see coarse scale panel in Fig. 1). One sets the number
of scales in the transform by hand, the maximum value being
limited by the number of pixels npix on the side of the image:

Jmax = blog2 npixc. We note that the number of decomposition
scales might also be optimised further for a specific system. We
may explore this possibility in future work. Following standard
notation (and that of J19), we write the linear starlet transform
operator as4 Φ> and its inverse as Φ. The starlet transform of an
image x yields coefficients αx = Φ>x, and x is recovered with
x = Φαx.

We regularise the reconstruction of both lens and source
galaxies by applying a sparsity constraint on their starlet coef-
ficients. This is motivated by the observation that astronomical
images, including the light and mass distributions of galaxies,
can be expressed with high fidelity using only a small number of
coefficients in starlet space (e.g Lanusse et al. 2016; Joseph et al.
2016; Peel et al. 2017). This property therefore defines a suit-
able regularisation for the underconstrained problem described
by Eq. 5 in a model-independent way. The sparsity of a signal
is enforced by minimising its `0 or `1 norm, in our case in the
starlet domain. The former is generally preferred but difficult to
use in practice, because it is not convex. SLIT uses the `1 norm,
as it still promotes sparsity and being convex, guarantees con-
vergence. We can now write the final expression of our priors
as

P (x) = λ
∥∥∥Wx � Φ>x

∥∥∥
1 + ı≥0 (x) , (7)

where x stands for either s or gH. We have introduced weights Wx
that adjust the starlet coefficients via an element-wise product �.
This is necessary because the `1 norm (unlike the `0 norm) is
known to bias the amplitude of the reconstructed signal, but this
can be mitigated by an appropriate reweighting (Candes et al.
2007). We give more details in Appendix C on the implemen-
tation of the `1-reweighting step. To avoid unphysical solutions,
such as those containing negative pixels, we include as well the
positivity constraint ı≥0( · ), which goes to +∞ if any coefficient
of its argument is negative, set to zero otherwise, and is self-
consistently folded in during optimisation.

Solving the convex minimisation problem of Eq. 5 subject
to the constraints given by Eq. 7 is a difficult task because the
`0 and `1 norm are not differentiable everywhere. A large family

4 Formally one should write Φ>{s,gH} and Φ{s,gH}, where the subscript in
Φ>{s,gH} indicates if the operator is meant to be applied on the source or
lens galaxy, with the corresponding number of scales J{s,gH}. To avoid
cluttered expressions, we drop this subscript, and depending on which
component the operator is applied on (s or gH), the operator is the star-
let operator whose number of decomposition is scales Js or JgH , respec-
tively. That is, Φ>s ≡ Φ>s s and Φ>gH ≡ Φ>gH

gH.
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of methods to solve such minimisation problems rely on split-
ting the different constraints and applying them through more
tractable mathematical operators. These are called proximal op-
erators associated with each constraint and which can offer con-
vergence guarantees depending on the algorithm and number of
constraints. The proximal operator of the `1 norm is the soft-
thresholding operation. The proximal operator of the ı≥0( · ) cor-
responds to setting to zero all negative values. These operators
are often applied after the step corresponding to a gradient de-
scent update, which is the case in our algorithm.

As described above, the starlet transform gives a multi-
resolution decomposition of the source being modelled. It en-
codes the spatial locations of features across many scales si-
multaneously. This is another advantage compared to classical
regularisation strategies, like those introduced in Sect. 2.4. On
one hand, classical strategies are ‘global’ in that every image
pixel contributes equally to the regularisation (through summa-
tion over the pixels), whereas starlet regularisation retains spatial
locations. On the other hand, while MEM and the `2 norm are
single-pixel measures, and gradient and curvature correlate flux
over a few pixels, starlet regularisation incorporates correlations
over a much wider range of scales, resulting in a higher fidelity
reconstruction (see Fig. 1).

3.3. Regularisation strength

The value of the Lagrange parameter λ generically regulates the
importance of regularisation compared to accuracy in reproduc-
ing the observation. A higher λ favours a smoother reconstruc-
tion at the cost of a worse fit to the data, whereas a lower λ
gives more flexibility in matching the data at the pixel level
but increases overfitting. In the context of sparse regularisation
through the `0 or `1 norm, λ also has a clear interpretation: it ef-
fectively sets the statistical significance of the reconstruction in
units of the noise, provided that the noise covariance is known
and properly propagated to the starlet domain. We denote the
propagated noise as σΦ (see J19, for its computation), hence
λ ≡ λ′σΦ for a positive scalar λ′. For instance, λ′ = 3 leads to
a reconstruction at ‘3σ significance’. This understanding limits
the range of interest for λ′ values to typically ≥ 3. In the algo-
rithm, we start with a large λ′ – automatically estimated from σΦ

– and reduce it at each iteration until it reaches the target value.
It is then held fixed for a small number of remaining iterations
(typically 5).

We set λ′ = 3 throughout this paper, as we have found it
generally gives the smallest image plane residuals in our exper-
iments, with no sign of overfitting. We also allow for a larger
threshold applied specifically to the smallest starlet decomposi-
tion scale, to prevent spurious isolated pixels from entering the
solution. As detailed in Sect. 3.2, the first starlet scale contains
features with a spatial extent of (2 j) j=0 = 1 source pixel, which
are likely to be noise. As a consequence, we set λ′ = 5 for the
smallest starlet scale only. We note that alternative solutions may
exist, such as replacing the first starlet scale by a more suitable
wavelet transform chosen such that isolated pixels are more pe-
nalised by the sparsity constraint (e.g. Lanusse et al. 2016, using
a hybrid Battle-Lemarié+starlet transform).

A careful handling of the noise in the context of sparse
modelling thus gives a simple way to choose the regularisation
strength according to the desired reconstruction significance. A
systematic comparison of the Bayesian evidence (Suyu et al.
2006; Dye et al. 2008; Vegetti & Koopmans 2009) is not nec-
essary in our framework, which saves considerable computation
time when solving the full SLIT problem (Eq. 8). We refer to J19

for further details concerning the computation of noise levels and
their propagation through SLIT operations.

4. From SLIT to SLITronomy

The original SLIT algorithm presented in J19 is available as an
open-source python code5, packaged with example scripts for il-
lustrating its different features. There are two main difficulties
with the code that we have sought to improve in this work. The
first is that the computation time required for source reconstruc-
tions, and consequently joint source-lens reconstructions, is too
large for tractable applications to real data. The second is that it
is not practical to initialise the algorithm with results from the
literature (e.g. lens model parameters), due to differences in co-
ordinate systems and conventions. This is true for using the algo-
rithm as a standalone tool, as well as in a workflow where model
parameters first get optimised through analytical methods, then
further refined using the SLIT algorithm.

We address these issues by introducing SLITronomy6, our
revamped implementation of the SLIT algorithm that is signif-
icantly more efficient than its predecessor. It can be used as
a plug-in to the open-source gravitational lens modelling soft-
ware Lenstronomy7 (Birrer & Amara 2018). The framework
of Lenstronomy allows us to access a number of practical and
tested features that we exploit in our new development. The sup-
port of our code within Lenstronomy allows our sparse lens in-
version method to be easily used by people already familiar with
this software.

In the rest of this section, we describe a subset of key im-
provements and new features that we have brought to the origi-
nal SLIT package. We note that not all features described in the
following subsections are required for the results presented in
Sects. 5 and 6.

4.1. Analysis and synthesis formulations

One can rewrite the general minimisation problem of Eq. 5 with
the SLIT model from Eq. 6, and the regularisation strategy de-
fined by Eq. 7. At this stage, there are two ways to solve the prob-
lem, depending on which variables one chooses to optimise. The
‘synthesis’ formulation solves the problem in the transformed
domain, meaning that the actual variables are starlet coefficients
of the source αs and lens galaxies αg. The output source and lens
images, s and gH, are then obtained by applying a final inverse
starlet transform. In this case, one tries to find the sparsest solu-
tion as measured in starlet space. On the other hand, the ‘anal-
ysis’ formulation of the problem solves for s and gH in direct
space. In this case, one seeks a solution in the data space that
simultaneously has a sparse representation in starlet space8.

In the original SLIT implementation, the model of Eq. 6 is
optimised using the synthesis formulation. The main advantage
of the synthesis formulation relies in the fact that the proximal
operator of ‖αx‖1, where αx are starlet coefficients of an image
x, is exactly the soft-thresholding operator. This enables the use
of simple and efficient algorithm such as the forward-backward
algorithm (Combettes & Wajs 2005), without any approxima-
tion. In our implementation, we chose to solve the problem in

5 https://github.com/herjy/SLIT
6 https://github.com/aymgal/SLITronomy
7 https://github.com/sibirrer/lenstronomy
8 We note that the analysis and synthesis formulations are strictly
equivalent only if Φ>Φ is the identity. As the starlet functions form an
overcomplete basis, this condition is not met for the starlet transform.
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Fig. 2. Integration of SLITronomy into Lenstronomy. The global architecture of Lenstronomy is left unchanged. When the ’SLIT_STARLETS’
profile is used (for modelling source or lens surface brightness), the image likelihood is computed through the sparse solver of SLITronomy,
instead of the usual solver. Changes in Lenstronomy are indicated in red: a new light profile ’SLIT_STARLETS’ has been introduced; linear
amplitudes (originally defined for analytical profiles) are replaced by a sparse optimisation of individual coefficients in starlet space; source grid
coordinate offsets are added as non-linear parameters, jointly optimised with, for example, lens model parameters. The integration of point source
modelling is also illustrated. See Sect. 4 for details.

the analysis formulation. The problem of Eq. 5 is then written
explicitly as:

arg min
s, gH

1
2
‖ỹ − H F s − gH‖22 + ı≥0 (s) + ı≥0 (gH)

+ λ
∥∥∥Ws � Φ>s

∥∥∥
1 + λ

∥∥∥Wg � Φ>gH

∥∥∥
1 , (8)

where � stands for the element-wise product, and we recall λ ≡
λ′σΦ.

The difference with the synthesis formulation is that the vari-
ables are now s and gH, that is, galaxy images in direct space.
First, the number of effective free parameters (before regularisa-
tion is applied) is largely reduced when solving in direct space:
it is simply the number of pixels N2 as opposed to J × N2 for
J decomposition scales. In this regard, optimisation in the anal-
ysis formulation is simpler and more stable. Second, the pos-
itivity constraint is simple to apply in direct space, because it
does not require sub-iterations like in transformed space. Third,
some specific features, such as a those similar to a dirac func-
tion, are better represented in direct space, whereas they may
require many more coefficients in transformed space. One draw-
back of the analysis formulation is that the sparsity constraint
is not mathematically described by the exact soft-thresholding
operation, compared to the synthesis formulation. In practice,
however, the process of sequentially applying the starlet trans-
form, the soft-thresholding operation, and then the inverse star-
let transform does not prevent the algorithm from converging.
There exist algorithms capable of solving Eq. 8 without this ap-

proximation (e.g Cong Vu 2011), but their implementation is left
for a future version. As an additional improvement to the overall
computation time, we use an optimised implementation of the
starlet transform through the python package pySAP9 (Farrens
et al. 2019).

4.2. Lensing operator

In SLITronomy, the implementation of the lensing operator (F
in Eq. 6) has been improved for efficiency. When represented as
a matrix, this operator is known to be extremely sparse, typically
containing fewer than 1% of non-zero entries. In the original im-
plementation, only non-zero entries were saved in memory to
carry out lensing operations. In our new implementation, we use
a faster and more memory efficient technique to build the op-
erator based on its matrix representation and provided by the
scipy.sparse10 python package. In addition to storage optimi-
sation, the matrix representation allows us to carry out the F s op-
eration and its inverse as plain matrix-vector products, which is
considerably faster. We give quantitative measures of improved
computation times in Table 1 corresponding to a configuration
of 100 × 100 data pixels with twice the resolution in the source
plane on a recent personal computer. This setup is typical, for
example, of imaging data in the WCF3/F160W band of HST. To
give an idea of the total computation time needed to solve prob-

9 https://github.com/CEA-COSMIC/pysap
10 https://www.scipy.org
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Fig. 3. Illustration of a pixelated mapping between source and image planes, as implemented in SLITronomy. Top row, left to right: nearest-
neighbour interpolation of source surface brightness for two grid resolutions (same as image plane or doubled), bilinear interpolation of surface
brightness for the same resolutions, and parametric ‘groundtruth’ using Lenstronomy. Bottom row, left to right: source plane corresponding to
the top row panels, for different data pixel size to source pixel ratio rpix. Dark isolated pixels in source plane are not mapped to any image plane
pixel, hence not constrained by imaging data. Our reconstruction technique is able to fill these ‘missing pixels’, through sparse regularisation and
multiresolution property of wavelets. �

lem 8, we also compare solving for s and s + gH for the same
configuration.

These speed improvements become crucial as soon as one
wants to solve the more general problem of optimising the lens
model in addition to the source reconstruction for fixed lens
model (see Sect. 5.3). It is also highly beneficial for the more
difficult problem of deblending and modelling both the source
and lens galaxies. More detailed benchmarks are shown in Ap-
pendix F for various settings of the algorithm and data sizes.

4.3. Pixelated source surface brightness

The lens equation (Eq. 1) gives the mapping between image
plane coordinates and source plane coordinates, provided the de-
flection angles are known. When considering the surface bright-
ness of galaxies as an ensemble of pixels, the lens equation is
discretised, and one defines grids of pixels for the image plane
and source planes. These grids need not necessarily be rectan-
gular, but we only consider regular Cartesian grids in this work.
When ray-tracing image plane pixels to the source plane through
Eq. 1, the resulting coordinate is not necessarily centred on a
source plane pixel. A simple way to deal with this while keep-
ing a Cartesian coordinates for both planes is to interpolate over
neighbouring source pixels to compute the values of the ray-
traced image pixels. In our formalism, we consider this inter-
polation step as included in the lensing operator F.

In the original SLIT, a nearest-neighbour interpolation
scheme was chosen for its simplicity of implementation, relying
entirely on the regularisation (Eq. 8) to fill unconstrained pixels.
With Lenstronomy’s new implementation of the lensing operator
as described above, more complex interpolation schemes now do
not significantly increase the time required to build the matrix F.
We have thus implemented a bilinear interpolation over source
plane pixels similar to the one described in Treu & Koopmans
(2004). In order to demonstrate visually the advantage of bilin-
ear interpolation, we show in Fig. 3 the difference between the
two types of interpolation for two different source plane resolu-
tions. The bilinear interpolation leads to a much smoother light
distribution that is closer to the true profile computed from ana-
lytical ray-tracing.

Another interesting observation is worth noting in Fig. 3.
When the source plane resolution is significantly higher than the
data resolution (twice, in this example), one can see ‘holes’ in the
source light after applying the de-lensing operator. This is typi-
cal of the linear approach to strong lensing on regular grids: not
all source plane pixels get mapped to by an image plane pixel.
This further illustrates the need for regularisation to solve the lin-
ear problem of Eq. 5, since it is intrinsically underconstrained. A
regularisation based on wavelets is expected to be very efficient
at filling these holes in the source plane, because wavelets pro-
vide a multi-resolution representation of the light distribution.

4.4. Lens model optimisation

The fact that SLITronomy is embedded in the Lenstronomy
framework makes it convenient to use optimisation and sampling
tools for lens model optimisation, in addition to the pixel-based
reconstructions. For example, it is now simple to run a non-linear
optimisation or MCMC sampling over lens model parameters
with a call to the SLITronomy solver for each proposed sample.
As mentioned in Sect. 4.2, the runtime of a SLITronomy recon-
struction with a fixed mass model for a typical HST cutout image
is ∼1 s when solving only for the source, and ∼30 s when solv-
ing for the source and lens light together. While solving for the
source at each iteration of an MCMC process is still tractable
(see Sect. 5.3) solving for both components would be difficult
given current computation speeds. Consequently, we see several
possibilities to deal with this difficulty. First, by implementing
further speed improvements of the s + gH solver. Deep learning
techniques would likely accelerate the algorithm by replacing
steps considered as bottlenecks (see e.g. Meinhardt et al. 2017;
Sureau et al. 2019). Second, by using other non-linear solutions
to explore the lens model parameter space. An interesting direc-
tion to explore is free-likelihood techniques with extreme data
compression (see e.g. Alsing et al. 2019). And third, by pre-
optimising the lens model using faster modelling techniques (an-
alytical methods), so a smaller number of refinement steps are
needed using starlet regularisation.

An extensive study of lens model parameter optimisation is
dedicated to a future paper. We see the present work as one of
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Table 1. Speed up improvements of the new SLITronomy implementation, compared to the original SLIT code. These numbers are valid for a the
typical configuration of 100 × 100 data pixels, with rpix = 2 for source resolution, and Js = 6 starlet scales. It can be for instance the modelling of
a strong lens system imaged by HST in F160W band.

operation SLIT SLITronomy speedup

computation of the lensing operator, F 1.7 s 6 ms 300
lensing of an image, Fx 200 ms 450 µs 4’500
delensing of an image, F>y 400 ms 120 µs 3’500
solve for source light, s ∼ 16 min ∼ 1 s 1’000
solve for source and lens light, s + gH ∼ 2 h ∼ 30 s 240

the key steps needed to develop a full model for both the light
and mass components.

4.5. Offset to source grid alignment

A difficulty shared by any pixel-based source reconstruction
method is related to the definition of the source-plane coordi-
nate grid. In particular, the alignment between image plane co-
ordinates and source plane coordinates can be arbitrary and po-
tentially lead to biases in lens model parameters depending on
the choices made to address the problem. This is sometimes re-
ferred to as the ‘discretisation bias’, and several methods have
been suggested to mitigate its effect, such as randomising the
source plane initialisation (Nightingale & Dye 2015) or as an
additional error term in image plane11. Mitigation strategies typ-
ically depend on the algorithm-specific implementation and its
assumptions. Analytical methods are, in essence, not subject to
the discretisation bias.

Our method does not involve an adaptive gridding strategy
for source plane coordinates. Hence the remaining degrees of
freedom left for altering its alignment with image plane coordi-
nates are constant offsets along both main axes. We introduce
two additional non-linear parameters, δs,x and δs,y, that char-
acterise deviations from perfect alignment between the image-
plane and source-plane coordinate grids. These two parameters
are included in the set of non-linear parameters defined by other
model components. Best-fit values and posterior distributions
are therefore consistently estimated during optimisation or sam-
pling.

4.6. Point source modelling

In the context of lensed point sources, the multiple images of
background quasars are often seen as just the imprint of the PSF
superimposed on the light of their host galaxy. There are two
ways to model these features. One way is to increase the im-
age plane resolution to the point that it is possible to resolve
each quasar image, but this leads to extremely large numbers
of source-plane pixels and quickly becomes intractable. Another
simpler, faster and more effective method is to shift and scale –
that is (de)magnify – the pixelated PSF at the position of each
image. This is the solution implemented in Lenstronomy 12, and
other methods use the same procedure as well (Suyu & Halkola
2010; Auger et al. 2011). Our model of Eq. 6 can be straightfor-

11 We also performed source reconstructions with the ‘regridding error’
term of Suyu et al. (2009), but found it leads to prominent features in
the residuals due to overfitting.
12 Given an accurate model for the source surface brightness, the pixe-
lated PSF can further be refined iteratively.

wardly extended to support point-source modelling:

yps = H F s + gH +
∑

i

AiK + n , (9)

where AiK represents the interpolated and amplitude-scaled PSF
kernel at the location of the i-th image. An iterative approach
can be employed to solve for the three unknown components s,
gH and {Ki}, removing from the data two out of the three com-
ponents to estimate the third one in sub-iterations, until conver-
gence.

5. Current data with HST

In this section, we focus on imaging data corresponding to typi-
cal images obtained with the Hubble Space Telescope (HST). We
first simulate realistic HST data to perform a detailed compari-
son between our pixel-based reconstruction technique and state-
of-the-art analytical reconstructions. We also propose an auto-
mated process for refining the source model using both methods.
We then reconstruct the source galaxy in a subset of Sloan Lens
Advanced Camera for Surveys (SLACS) strong lens samples.

5.1. Source reconstruction on simulated data

5.1.1. Simulation setup

We use as sources the preprocessed high-resolution galaxies
that were employed to generate the simulations of Time De-
lay Lens Modelling Challenge (TDLMC, see Ding et al. 2018,
2020b). These sources consist of high-resolution cropped images
of nearby spiral galaxies from the Hubble Legacy Archive13, on
which isolated stars and objects in the field have been removed
and the background has been subtracted. Doing so ensures that
a negligible amount of noise is propagated to the image plane,
the presence of which can potentially lead to biases in the source
reconstruction and recovered lens model parameters. We create
two types of source: either a single galaxy or two close-by galax-
ies simulating a merging pair, that we place at redshift zs = 1.2.
Source galaxy images are shown in the right column of Fig. 4.

Once the source galaxy has been selected, we use Lenstron-
omy and a built-in light profile that performs spline interpola-
tion of the (high-resolution) source image. We then simulate
the lensing effect through ray-tracing on the interpolated image,
based on an analytical model for the lens galaxy mass. The main
deflector is described by a singular isothermal ellipsoid (SIE)
placed at redshift zd = 0.3 with a central velocity dispersion of
σv = 260 km/s and axis ratio qm = 0.8. In addition, it is em-
bedded in an external shear with moderate strength γext = 0.03,

13 https://hla.stsci.edu/hlaview.html
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Fig. 4. Simulated HST data. The lens light is assumed to be perfectly
subtracted. The resolution and noise covariance mimic those of real ob-
servations with the WCF3/F160W instrument. First row: simulation
using a single galaxy. Second row: more complex configuration with a
composite of three close-by galaxies in the source plane. Source objects
are projected on a finer grid, to match the resolution of our reconstruc-
tion technique. �

misaligned by π/4 rad upwards, counter-clockwise, with respect
to the lens galaxy, to simulate the influence of nearby perturbers.
After ray-tracing to compute extended lens arcs, we convolve
the image with the HST PSF kernel for the near-infrared F160W
band, simulated with the TinyTim software (Krist et al. 2011).
We choose the F160W band, because it usually gives a higher
signal-to-noise for the lensed arcs, as well as better contrast be-
tween source and lens galaxies (although we ignore the lens
light in this case). Typical measurement noise is then added in
the form of a background Gaussian component and a Poisson
component based on instrumental properties and exposure time,
combined per pixel i as

σ2
i = σ2

bkg + σ2
Poisson . (10)

We assume uncorrelated noise in the above equation, as this ap-
proximation is common to CCD data.In general, correlated noise
can be incorporated as well, as long as the correlations are known
or properly estimated (the propagation of noise to wavelet space
is left unchanged). Other instrumental settings (e.g. zero-point
magnitude, read noise, etc.) are based on real HST observations.
Final simulated images are shown in Fig. 4. We summarise in
Table A.1 the instrumental settings and in Table A.2 the values
of the lens model parameters used in our simulations.

5.1.2. Starlet source reconstruction

We demonstrate the source reconstruction capabilities of our
starlet regularisation on the simulated data described above. As
detailed in Sect. 3, the regularisation strength is defined by the
detection threshold we wish to obtain in the source plane, in units
of the noise. We set λ′ = 3 (i.e. 3σ significance for the source
reconstruction) for all our models. We find that this permissive
value leads to a good fit to the data for all applications in this
work. We show in Appendix E that the number of scales has
small impact on the source modelling at the level required for
this work, but has substantial impact on the computation time.

We fix the number of decomposition scales to Js = 6, giving
reasonable computation time. We set the ratio of data pixel size
to source pixel size to rpix = 3. As we focus on the source re-
construction, lens model parameters are held fixed to their input
values.

We show in the first row of Figs. 5 and 6 results of our
sparse reconstruction technique using starlets. We show the im-
age model along with image plane normalised residuals, and the
source model along with source plane residuals. The reduced
chi-square values, χ2

ν , are computed considering the number of
(un-masked) pixels i as the number of effective degrees of free-
dom ν:

χ2
ν =

1
ν

∑

i

(
fmodel, i − fdata, i

)2

σ2
i

, (11)

where σ2
i is noise variance of pixel i (Eq. 10).

In the source plane, we assess the quality of the reconstruc-
tion by computing the source distortion ratio (SDR, as defined in
J19):

SDR = 10 log10

( ‖strue‖2
‖s − strue‖2

)
(12)

where strue is the true light distribution of the source. With such
a definition, the higher the SDR, the better the reconstruction.

Both image plane and source metrics are shown in Figs. 5
and 6. The imaging data is modelled almost to the noise level, as
one can expect from the assumed knowledge of the lens model,
noise covariance and PSF. Despite small artefacts incorrectly
filtered out by the starlet regularisation (similar features were
noticed in J19), the global shape of the reconstructed source
galaxy is in good agreement with the truth. One can distinguish
smaller scale features such as the most prominent spiral arms,
even though the deconvoluton of the source (jointly performed
by the algorithm) is limited by the fairly large FWHM of the
F160W PSF.

It is worth pointing out that although we use parts of the
same software to generate and to model the data, the actual
algorithms used in each process are importantly different. The
lensed sources were simulated using analytical ray-tracing from
a spline-interpolated image with much higher resolution than
that of the final data. In contrast, the source modelling was per-
formed by a different approach, both when using starlets (via the
lensing operator and bilinear interpolation) and shapelets (via
analytical evaluation of basis functions). We therefore avoid the
logical inconsistency of attempting to model the simulated data
using the same algorithm that produced it. This also means that
we cannot expect a perfect reconstruction, even assuming the
true lens model.

5.1.3. Comparison with analytical shapelets

We next perform the same exercise with the analytical, yet flex-
ible, modelling method using shapelet basis functions (Bern-
stein & Jarvis 2002; Refregier 2003; Birrer et al. 2015). While
shapelets can potentially produce biases for shape measurements
(e.g. Melchior et al. 2010, in the context of weak lensing),
they have been successfully employed in strong lens modelling.
Shapelets are Gauss-Hermite polynomials that form a complete
and orthonormal basis set. To ensure a tractable optimisation of
shapelet coefficients, only a limited number nmax of polynomials
are considered to model the light distribution. A shapelet basis
set is thus defined by three free non-linear parameters aside the
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s

Fig. 5. Source modelling of the simulated data with a single source galaxy (Fig. 4). Top to bottom: sparse model with starlets (rpix = 3), analytical
model with shapelets (nmax = 18), analytical model with shapelets+Sérsic profile (nmax = 8). Left to right: image model, image normalised
residuals and reduced chi-square, source model, source residuals and SDR. The SDR is computed only in the region indicated by the grey box, to
avoid pixels with no flux to bias its value. All source reconstructions are shown at the supersampled resolution corresponding to the chosen rpix.
Dark grey areas in model panels correspond to non-positive pixel values (which can be negative with shapelets). �

fixed nmax: the two coordinates of the basis centre and the refer-
ence scale β. The total number of basis functions (linear ampli-
tudes) is ntot = (nmax + 1)(nmax + 2)/2. The polynomial order and
the reference scale set the minimal and maximal scales that can
be resolved βmin = β (1 + nmax)−1/2 and βmax = β (1 + nmax)1/2,
respectively.

There are two ways of modelling the source with shapelet
basis functions. They can on one hand be employed as a stan-
dalone light profile (e.g. Birrer et al. 2015; Tagore & Jackson
2016; Birrer et al. 2017). Alternatively, they can be considered
as small-scale corrections to an underlying large-scale light pro-
file, commonly taken to be an elliptical Sérsic profile whose cen-
troid coincides with the shapelets centroid (Birrer et al. 2019;
Shajib et al. 2019, 2020a). For completeness we compare our
reconstruction technique with both approaches, which we term
‘shapelets’ and ‘shapelets+Sérsic’, respectively. We set the max-
imal polynomial order nmax as the lowest value required to obtain
image plane residuals down to the noise, based on visual inspec-
tion.

We optimise the non-linear parameters of the shapelet ba-
sis (scale and basis centre) using the Particle Swarm Optimiser
(PSO, Kennedy & Eberhart 2001) implemented in Lenstronomy,
which is particularly suited for finding global minima in large
parameter spaces14.

14 We also used the Nelder-Mead simplex algorithm (from the scipy li-
brary), but found that it quickly fails at exploring the parameter space
once more complex light profiles such as shapelets+Sérsic or large

We show in Fig. 5 both the ‘shapelets’ and
‘shapelets+Sérsic’ reconstructions, for direct comparison
with the ‘starlets’ reconstruction. One notices that both analyt-
ical and pixel-based methods display artefacts in source plane,
although not at the same level. While starlets only introduce
low significance false detections due to noise propagation from
image plane, shapelets introduce prominent concentric rings
that attempt to compensate small scale features in the source
structure, such as the cuspy bright core of the spiral source.

We emphasise that starlets are able to represent the large dy-
namic range of source features on their own, while shapelets are
not. By adding a Sérsic profile – or any other smooth profile –
to the shapelet functions, one can split the modelling of small-
and large-scale features. Indeed, the Sérsic profile acts as a low-
pass filter, with shapelet functions capturing the remaining high
frequencies and requiring a lower maximal order compared to
shapelets alone. The global shape of the source is retained with
shapelets+Sérsic, even though the boundaries of the light dis-
tribution are sharper than with starlets (the truth seems to lie in
between). For small-scale features, starlets show more fidelity to
the true underlying surface brightness. Such features, when re-
vealed with shapelets, need to be interpreted with care, since they
may not be real, but rather artefacts from their limited flexibility.

While the starlet model provides slightly better normalised
residuals and a smoother, more realistic source, the resulting χ2

ν
is very close to the one obtained with the shapelets+Sérsic

shapelet basis are being optimised, given the constraints of HST im-
ages.
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Fig. 6. Source modelling of the simulated lensed galaxy group (bottom panel of Fig. 4). Top to bottom: sparse model with starlets (rpix = 3),
analytical model shapelets+Sérsic (nmax = 8), and starlets-refined shapelets+Sérsic model (nmax = {3, 3, 9}). Left to right: image model, image
normalised residuals and reduced chi-square, source model, source residuals and SDR. The SDR is computed only in the region indicated by the
grey box. All source reconstructions are shown at the supersampled resolution corresponding to the chosen rpix. Dark grey areas in model panels
correspond to non-positive pixel values (which can be negative with shapelets). We emphasise that the iterative refinement process, uses the model
in first row to automatically setup the low-complexity model in second row, and further refine it until the reconstruction shown in last row (see
Fig 7 and Appendix B). �

model. To reach this value with the analytical model, additional
constraints through the Sérsic profile are required, which are not
accounted for in the χ2

ν . We therefore believe our model performs
better, but this is not well captured by the small difference in χ2

ν .
In contrast to just the likelihood value, a metric based on the pos-
terior value — which has to be carefully designed so that it takes
into account intrinsic differences between the methods — should
be preferred, but this is beyond the scope of this work.

Similar observations can be made for the case of a
source composed of multiple complex components. For the
shapelets+Sérsic reconstruction, a single shapelet basis is not
sufficient to obtain residuals down to the noise, requiring an nmax
so large that it negatively affects the convergence efficiency of
the optimisation and introduces significant artefacts in source
plane (similar to the middle panel in Fig. 5). Only after care-
fully optimising multiple shapelets+Sérsic pairs at the location
of each individual sub-component in source plane can the resid-
uals be reduced to a satisfactory level. The initial location of
these analytical profiles is crucial to prevent strong degeneracies
from appearing during optimisation. If one is interested in mod-
elling only a few strong lens systems, the initialisation can be
set manually by the investigator, based on model residuals. For
batch modelling of large datasets, however, this is not a viable
solution.

To tackle this limitation, we design a workflow motivated by
the advantages of both analytical and pixel-based reconstruction
methods. While the former offers a considerable gain in speed –

mostly when solving for a large number of non-linear parameters
from lens and source models jointly – the latter does not require
any choice of light profiles, nor a good set of initial parame-
ter values for initialisation. Hence, analytical methods are better
suited to rapidly explore the initial, potentially large, parame-
ter space, and to provide a starting point for further refinement
steps. These refinement steps can then be exclusively pixel-based
or, as we propose here, use an intermediate solution between
pixel-based and analytical. The goal of such a hybrid approach
is to retain timing efficiency, while substantially reducing human
choices by including pixel-based flexibility.

The proposed workflow can be summarised in four steps, il-
lustrated in Fig. 7: based on a pre-optimised lens model obtained
through a faster, fully-analytical modelling step, (1) the sparse
starlet technique is used to obtain a high-resolution model of
the source; (2) the number and location of each sub-component
of the source are automatically detected on the starlet model;
(3) individual pairs of shapelets+Sérsic are assigned to sub-
components and their centres properly initialised with low poly-
nomial order (typically nmax = 2); (4) the polynomial order of
each shapelet basis is iteratively refined based on image plane
residuals that are specific to the individual sub-components. Fi-
nally, a full lens model optimisation can be performed, either
with the updated analytical or pixel-based source model, de-
pending on the specific goal and requirements (e.g. flexibility,
computation time). We refer to Appendix B for more details. We
note that although the initial lens model estimation needs to be
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Fig. 7. Workflow for using the starlet model as an automatic refinement of the analytical model. From a first estimation of the lens model, model
residuals are assessed through visual inspection and/or goodness-of-fit statistics. If the current source model is insufficient, the lens model is fixed
and the source is reconstructed using sparse optimisation with starlets. Potential sub-components of the source are located in source plane through
special filtering followed by local maxima detection. A pair of profiles shapelets+Sérsic is assigned to each sub-components, with low complexity
(shapelet order nmax = 2). An iterative process is engaged for refining individual shapelet orders based on residuals in pixels corresponding to their
sub-component (see Appendix B for details). Once refined orders are sufficient, a full model optimisation can be performed.

good enough to discard or detect multiple source components,
the pixel-based starlet reconstruction can be used to quickly as-
sess of the reliability of the lens model (in addition to model
residuals).

The result of this automated refinement is shown in the bot-
tom row of Fig. 6. The final source model consists of three
shapelets+Sérsic pairs with joint centroids and maximal poly-
nomial orders of {3, 3, 9}. The higher order of the third shapelet
basis is necessary to model the most prominent spiral arm. As
expected, residuals are drastically improved by this automated
procedure, reaching a similar level as the starlet reconstruction
in image plane. In source plane, the SDR is slightly better than
with the pixel-based approach, showing visually similar residu-
als when compared to the true source. The flexibility and sim-
plicity of sparse modelling is directly used to improve the large
set of analytical profiles, still driven by the imaging data itself.
Some works have already attempted to minimise investigator
time for batch modelling of strong lens systems (e.g. Nightin-
gale et al. 2018; Shajib et al. 2019, 2020b). One can imagine
the procedure developed here to be part of a larger automated
modelling pipeline in the future.

5.2. Source reconstruction of SLACS lenses

We now apply SLITronomy to real data, focusing on a subset
of lenses from the Sloan Lens Advanced Camera for Surveys
sample (SLACS, Bolton et al. 2006). This sample of 80 galaxy-
galaxy lenses has been well studied and used, in combination
with spectroscopy, to infer statistical properties of lens galax-
ies such as their dark matter and baryonic mass distributions,
their location in the fundamental plane, as well as their selection
functions (e.g. Gavazzi et al. 2007; Auger et al. 2010). However,
little focus has been given to the quality of the source recon-
structions. It has also been shown that some properties of source
galaxies can be recovered to sufficient precision without using
pixel-level modelling (e.g. for deriving AGN mass-luminosity
relation, Ding et al. 2020a). However, for certain applications
that require insights on small-scale features in source galaxies,

such as the study of star-forming regions (e.g. James et al. 2018)
or galaxy morphologies, more flexible methods are required to
reconstruct complex sources.

In our analysis, we assume that the lens mass model has been
optimised beforehand. We use the recent work of Shajib et al.
(2020b), which uniformly modelled 23 of the SLACS lenses to
put constraints on the mass profile and content of large elliptical
galaxies. These models were also used as an external dataset in
the hierarchical Bayesian analysis for time-delay cosmography
introduced by Birrer et al. (2020). Here we briefly summarise the
modelling choices and fitting procedure used to optimise the lens
model parameters (implemented in the dolphin package, a wrap-
per around Lenstronomy15), and refer the reader to Shajib et al.
(2020b) for more details. The mass profile of the lens is a power-
law ellipsoidal mass distribution (PEMD), embedded in an ex-
ternal shear. The lens light (although masked for some systems)
is modelled with a double elliptical Sérsic profile. The source
light is modelled with a shapelet function basis plus an ellipti-
cal Sérsic profile. For an individual SLACS system, the adopted
fitting recipe consists in a series of particle swarm optimisation
(PSO) runs, each time altering specific degrees of freedom in the
model: (1) the PEMD slope and external shear are fixed; (2) the
flux from lensed arcs is masked for fitting of lens light; (3) all
mass and light parameters for the deflector are fixed for fitting
the source light, with fixed shapelet scale; (4) the PEMD pa-
rameters are relaxed for jointly optimising the source and mass
profile parameters; (5) the shapelet scale is relaxed for further
refinement of the source; (6) steps 2–5 are repeated with cur-
rent best-fit values; (7) the PEMD slope and external shear are
relaxed for a final MCMC sampling of all parameters together.

The modelling of Shajib et al. (2020b) has been performed
with Lenstronomy, hence lens models are given in a format
usable by our SLITronomy implementation with minimal pre-
processing. Among the 23 lenses in the modelled sample, we
first select one ‘simple’ system, SDSS J1627−0053, that exhibits
no particularly complex features (it is an almost perfect Ein-
stein ring), and from which lens light can be removed prop-

15 https://github.com/ajshajib/dolphin
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Fig. 8. Source reconstruction of SLACS lenses, assuming analytical mass and lens light models from Shajib et al. (2020b). Left to right: imaging
data with lens-light subtracted, normalised residuals with shapelet model, shapelet source model, normalised residuals with starlet model, starlet
source model (rpix = 3). The maximal polynomial order nmax used for shapelet models are, from top to bottom: 6, 15, 12, 15. We refer to the text
for more details, specifically concerning the case of SDSS J0959−0410. Dark grey areas in model panels correspond to non-positive pixel values
(which can be negative with shapelets). All source reconstructions are shown at the supersampled resolution corresponding to the chosen rpix.
Colour maps for flux and residuals retain their meaning from Fig. 6. �

erly. Three additional systems, intentionally selected for their
higher complexity, are added to our subset of lenses, based on
inspection of residuals from the analytical model and source
reconstruction (shapelets+Sérsic). They are SDSS J1250+0523,
SDSS J1630−4520 and SDSS J0959−0410. We use HST data
obtained with the ACS instrument in the F555W band for all four
systems. We note that all of these systems have been considered
to have good quality models by Shajib et al. (2020b), although
the main goal of their work was to obtain reliable lens model pos-
terior distributions. We then take their best-fit lens model param-
eters16 and apply our starlet reconstruction technique directly on
the same imaging data cutouts, using the same PSF kernel as
Shajib et al. (2020b) for the joint deconvolution. We use rpix = 3
for source plane resolution.

Figure 8 shows source reconstructions of the four systems.
From left to right are the lens-subtracted imaging data, the resid-
uals and shapelets+Sérsic model of Shajib et al. (2020b), fol-
lowed by the residuals and model obtained with starlets. Re-
duced chi-square metrics are also indicated. Similarly to the sim-
ulated data of Sect. 5.1, we notice that shapelet reconstructions
for these systems display ring-like or wave-like features that do

16 Private communication.

not likely represent the true source surface brightness. Addition-
ally, the modelled light profile contains unphysical negative val-
ues, especially in the case of SDSS J1630−4520.

We observe a significant decrease in the residuals when using
the sparse source reconstruction, compared to the original resid-
uals obtained with the analytical model. While this may seem ex-
pected at first sight – as the former model is much more flexible
– it should not be overlooked. Since we perform the pixel-based
reconstruction at fixed mass in this case, it hints that lens model
parameters that would be favoured by the sparse reconstruction
are compatible with those obtained from analytical optimisa-
tion. If this were not the case, residuals would, on the contrary,
have been worse than previously obtained, because the sparse re-
construction would have favoured another location in parameter
space. Under the assumption that shapelet source reconstruction
does not lead to biased lens model parameters (which is sup-
ported by previous works Birrer et al. 2015; Tagore & Jackson
2016), this is a reassuring result.

Specifically in the case of SDSS J0959−0410, we observe
small-scale artefacts in the form of an array of low-amplitude
spots that are clearly non-physical. They are a consequence of
the pixel-based nature of our modelling technique, for which we
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Fig. 9. Posterior distributions for lens model (SIE + external shear) and
source grid offset parameters (see Sect. 4.5 for details), for the simulated
HST data shown in Fig. 4 (first row). We show individual posteriors for
different values of rpix (thin colored contours), and the marginalised pos-
teriors (thick grey contours) have been obtained by combination with
equal weights. Two-dimensional contours show 68% and 95% of the
distribution volume, and true values are indicated by dashed lines. �

identify three reasons. First, the source object – likely to be two
or more nearby galaxies – extends over a region much larger than
the caustics where the lens mapping tends to suffer more from
the pixelated approximation. Second, the analytical lens light
model is particularly inaccurate due to prominent overlapping
of the lens and lensed arcs, in addition to a likely dust absorption
lane (visible before lens light subtraction) that cannot be mod-
elled well with smooth profiles only. Third, the mask defined to
exclude pixels affected by the imperfect lens light subtraction
causes an artificial discontinuity between the lensed arcs and the
masked region, which is propagated to the source plane at the
location of the artefacts. These three effects lead to inaccuracies
in the noise estimation and cause source pixels at these locations
to not be properly regularised when applying the sparsity con-
straint. We investigate these points further in Appendix D.

Pixel-based methods tend to be subject to over-fitting, which
can artificially improve residuals. However, we argue this is not
the case here, as one can easily identify features in the residu-
als that still persist after the starlet reconstruction of the source.
Overall, no overfitting features clearly stand out from the resid-
ual maps. Our method’s careful handling of noise levels, namely
their propagation to starlet space and the subsequent application
of sparsity constraints, all help to avoid overfitting.

5.3. Optimisation of the analytical mass model

Although our primary focus is on the problem of source recon-
struction, estimating deflector mass parameters is also of inter-
est for many strong lensing applications. As an example of how

this can be done in our framework, we use MCMC to sample
the lens model parameter space of our simulated HST data in
the single source galaxy case (top row of Fig. 4). The resulting
posterior distributions for SIE and external shear parameters are
shown in Fig. 9. We have checked the MCMC chains for conver-
gence and verified that a sufficient number of samples has been
discarded (we kept the last 35’000 samples each chain). By com-
paring the maximum a posteriori values to the true input values,
we observe that the source pixel size (controlled through rpix)
acts as the main source of systematic errors. This is consistent
with what has been observed from other pixelated source recon-
struction methods (see e.g. Fig. 3 from Suyu et al. 2013).

In order to ensure robustness of the posterior and prevent un-
derestimating error bars, we also marginalise over the different
choices of rpix. As there is no natural choice for this parame-
ter, we apply equal weights to the individual distributions tp ob-
tain marginalise posteriors. The resulting posteriors are all sta-
tistically consistent with the true parameter values. This demon-
strates that our source regularisation method is suited to lens
model parameter estimation as long as we properly account for
the choice of source pixel size. We note that using a source pixel
size equal to that of the data (i.e. rpix = 1) induces large pixela-
tion effects and does not lead to an acceptable fit to the data (see
Fig. 3).

We have shown that a hybrid procedure of estimating the
source on a pixelated grid while describing the lens mass through
analytical functions does provide consistent results on simulated
data. This can be extrapolated to real data only if real lens galax-
ies are indeed described accurately by simple analytical func-
tions. However, if lens galaxies contain substantial complexity,
such as non-elliptical mass distributions and dark substructure
within the lens or along the line-of-sight, mass models must
incorporate more flexibility to account for potential deviations
from simple analytical distributions. Moreover, if the source
model has significantly more flexibility than the lens model, part
of mass complexity can be absorbed in the source reconstruc-
tion, leading to biased lens model parameters (Vernardos et al.
in prep.).

6. Data in the era of ELTs

Current observing facilities, such as HST and ground-based in-
struments with adaptive optics (e.g. VLT and Keck), allow us
to constrain many galaxy properties due to their high-resolution
imaging. Future thirty-meter-class telescopes will push image
quality even higher, and our modelling techniques must be ro-
bust enough to accommodate such improved data. In this sec-
tion, we simulate strong lensing images from a thirty-meter-class
telescope and, similar to Sect. 5, we compare our sparse source
reconstruction technique to an analytical strategy.

6.1. Simulated E-ELT data

Data such as those to be obtained with the future 39m Euro-
pean Extremely Large Telescope (E-ELT) are an obvious tar-
get for SLITronomy. The E-ELT will be equipped with, among
other instruments, the near-infrared Imaging Camera for Deep
Observations (MICADO, Davies et al. 2016). It is designed to
observe at the diffraction limit, either in Single Conjugate Adap-
tive Optics (SCAO) mode, or in Multi-conjugate Adaptive Op-
tics mode (MCAO) powered by the MAORY facility (Diolaiti

16 The MCMC is performed using Lenstronomy, which runs routines
from the python package emcee (https://github.com/dfm/emcee).
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Fig. 10. Simulated E-ELT data. The lens light is assumed to be per-
fectly subtracted. The seeing conditions and noise covariance are based
on simulated observations in the H-band of the MICADO/MOARY in-
strument. The source galaxy is the same as the one in the top right panel
of Fig. 4.

2010). This instrument is representative of the future generation
of ultra-sharp imagers mounted on 30m class telescopes.

In the following we use the same high-resolution source
galaxy as in Sect. 5.1.1 (top right panel of Fig. 4), and the same
lensing configuration (see Table A.2). We choose to render the
image in the H band of the MICADO imager, as it is the closest
to the WCF3/F160W band of HST. The pixel scale is 4 mas, or
twenty times smaller than the HST pixel size in the correspond-
ing filter. We use the Exposure Time Calculator for the E-ELT
imager to obtain typical settings for the MICADO/MAORY in-
strument in the H band. We found that a single exposure of 1’200
seconds corresponds to a typical setting for the type of object
we are interested in. After ray-tracing, the seeing is simulated
by convolving the image with the H-band MCAO PSF provided
by the MAORY consortium through the package SimCADO17

(Leschinski et al. 2016). Finally, a mix of Gaussian and Poisson
noise is added, consistently with the chosen setup. All simula-
tion settings are summarised in Table A.1. The lens and source
properties are identical to the HST simulation of Sect. 5.1, and
are summarised in Table A.2.

We show in Fig. 10 the simulated E-ELT strong lens system.
The final square cutout is 2′000 × 2′000 pixels, which is a chal-
lenging size for many of the modelling tools currently in use.
This is true not only in terms of computation time, but also in
terms of numerical pixel-level accuracy. One could reduce the
effective data size by extracting smaller cutouts from the origi-
nal image and modelling each of them individually along with a
joint mass model. However, modelling the entire system at once
is simpler, requires potentially less human interaction, and is ex-
pected to give much more constraining power as every pixel will
contribute to the model. It also avoids the edge effects inherent
to some lens inversion codes.

6.2. Source reconstruction with E-ELT data

We follow Sect. 5 and apply the SLITronomy algorithm to our
simulated E-ELT data. We set the pixel scale of the source to
half that of the data pixel, that is rpix = 2, which differs from
the HST case. With E-ELT data, we find that the resolution is al-
ready high enough that going to smaller scales only increases the
computation time considerably without improving the quality of

17 https://github.com/astronomyk/SimCADO

the source reconstruction. This is due to the smaller data pixel
size combined with the E-ELT PSF that is much better sampled
than the HST PSF. We also exclude a large fraction of pixels
that contain no flux from the lensed source by defining a circular
mask of 6.4 arcsec in diameter, centred on the deflector. This is
to avoid the large number of pixels that contain no flux from bi-
asing the reduced chi-squared metric by artificially driving it to
low values.

We show source reconstructions in Fig. 11. In the first row is
the starlet model. In the image plane the reconstruction is down
to the noise, although a few isolated pixels (not visible on the
plot) appear above 6σ level. The resolution and signal-to-noise
of the E-ELT data, coupled with the multi-resolution property of
our regularisation method, allows us to model the source galaxy
at high fidelity. We are able to recover most of the features at all
spatial scales simultaneously, which emphasises the advantage
of using a genuine multi-scale reconstruction technique. As a
result, small star-forming regions, larger-scale spiral arms and
bulges, and even larger-scale luminous halos are equally well
reconstructed.

Unlike with HST data, we expect an analytical model com-
posed of shapelet basis functions superimposed on a smooth Sér-
sic profile to show limitations in terms of source reconstruction,
because shapelets cannot capture a broad range of spatial scales
simultaneously. In the second row of Fig. 11 we show such
a reconstruction with a shapelets+Sérsic model obtained with
nmax = 20. Even with very high number of shapelet functions
(ntot = 231), the source cannot be modelled to the level allowed
by the imaging data, both in the image and source planes.

Because of the high number of pixels in the source models,
it can be difficult to visualise details. For this reason we show in
Fig. 12 a zoomed-in view of both reconstructions, along with
the ground truth. The two reconstructions differ considerably,
and we observe how the limited number of shapelet basis func-
tions affects the minimal and maximal scales that can be recov-
ered (which are fixed by the pair of parameters {nmax, β}). Star-
forming regions and smaller spiral arms cannot be modelled,
nor the larger-scale halo (despite the Sérsic profile included).
However, comparing the starlet reconstruction to the true source
shows the level of detail that can be recovered thanks to sparsity
and starlet constraints.

It is interesting to compare the computation time required
by both methods, in this particular setting. In order to limit the
number of calls to the loss function, we use the Nelder-Mead
simplex minimiser to optimise the analytical model (with max-
imum number of iterations fixed to 50). While PSO is more ef-
ficient and better at finding the global minimum, it runs longer
on average. By using the former, one therefore gets an approx-
imate lower bound on the computation time. The SLITronomy
algorithm takes about 7 minutes to perform the reconstruction
with rpix = 2, whereas the analytical reconstruction requires
about 2.8 hours to optimise all shapelet basis functions and Sér-
sic parameters. As the number of shapelet functions in the basis
scales as O(n2

max), further increasing the maximal polynomial or-
der drastically increases computation time.

We have noticed that going to a higher number of analytical
basis functions – in combination to such a large number of data
pixels – implies to allocate and invert a very large matrix, that
caused memory issues. This limitation can be partially addressed
by performing the source reconstruction from a down-scaled ver-

17 We note that in Lenstronomy, other non-linear (e.g. lens model) are
optimised jointly with shapelet parameters, so the computation time
does not scale linearly in such a case.
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Fig. 11. Source modelling of the simulated E-ELT data of Fig. 10. Top to bottom: sparse model with starlets (rpix = 2), analytical model with
shapelets (nmax = 20). Left to right: image model, image-normalised residuals and reduced chi-square, source model, source residuals and SDR.
The SDR is computed only in the region indicated by the grey box, to avoid pixels with no flux to bias its value. �

starlets model
(de-lensed, unconvolved)

shapelets+Sersic model
(de-lensed, unconvolved)

true source

Fig. 12. Zoom of the source reconstructions shown in Fig. 11, from the modelling of simulated E-ELT data. From left to right: source reconstruction
with starlets (rpix = 2), source reconstruction with shapelets+Sérsic profile (nmax = 20), true source. We note that images are 2′000 pixels on-a-
side. The colour scaling is the same across to the panels. All source reconstructions are shown at the supersampled resolution corresponding to the
chosen rpix. �

sion of the original data. This trade-off between data resolution
and number of basis functions in the model constitutes an alter-
native choice to the standard shapelets+Sérsic model discussed
above. We also note that for a large number of basis functions,
the computation time of the linear inversion step starts to dom-
inate over the optimisation of non-linear parameters, such that
in practice, suitable estimates of non-linear parameters are re-
quired.

While analytical methods have so far been efficient and ac-
curate enough for many strong-lensing applications, they also
have limitations. Where galaxies (lens or source) display small-
scale and complex features, as can already be seen in cur-
rent imaging data and will become the standard with upcoming
thirty-meter-class telescopes, these techniques lack the flexibil-
ity to provide accurate source reconstructions. Moreover, their
need for fine-tuning at the level of individual systems (in or-
der to, for example, accurately recover sub-components of the
lens) means increasingly more human time spent on modelling.
Our model-independent sparse reconstruction technique allevi-

ates these problems by being both highly flexible and efficient
enough to handle high-resolution and morphologically complex
data.

7. Conclusion

In this work we have introduced a novel implementation of the
Sparse Linear Inversion Technique (SLIT) of J19, improved in
many aspects. Our SLITronomy plugin is fully compatible with
the modelling software Lenstronomy (Birrer & Amara 2018)
and adds efficient pixel-based reconstruction capabilities relying
on sparsity and wavelets to be used jointly with analytical tech-
niques. We demonstrated the quality of source reconstruction on
various cases using mock HST data, real strong lenses from the
SLACS sample, and simulated E-ELT imaging data.

We can summarise this paper as follows. Firstly, we use
starlets, a specific type of wavelets, to represent the surface
brightness of galaxies. Starlets are well suited to model com-
plex sources without any need to choose an arbitrary number of
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analytical profiles to be stacked at arbitrary positions. No human
intervention is required with wavelets, which is a genuine multi-
scale decomposition of the data. Secondly, the multi-scale prop-
erty of the starlet transform allows us to use smaller source pixels
without a large decrease in the quality of the source reconstruc-
tion. Sparse regularisation enforces the trade-off between the re-
construction of high frequency signals in the source and noise
removal. Thirdly, for future high-resolution observations, like
those obtained with thirty-meter-class telescopes, pixel-based
methods may be the only viable option, as illustrated with sim-
ulated but realistic E-ELT data. Fourthly, pixel-based methods
may be limited by their higher computation time compared to
analytical methods, as long as the number of pixels used to rep-
resent the source remains modest, like with HST data. However,
with increasing numbers of pixels per resolution element, as is
the case with E-ELT data, the trend is in fact inverted, and pixel-
based methods such as SLITronomy become faster than analyti-
cal methods.

We see the present work as a first step towards building a full
wavelet-based strong lensing method where all the elements to
be modelled are described with wavelets. The current SLITron-
omy implementation allows us to optimise for the deflector mass
within the modelling software Lenstronomy, jointly reconstruct-
ing the source using starlets. However, this implementation is
currently limited by the use of analytical lens mass profiles, po-
tentially lacking of flexibility to capture complex mass distri-
butions such as large scale twists in the mass profile. Sparsity,
combined with wavelets, is a powerful tool to reconstruct mass
distributions in a model-independent way. It has been applied
successfully in the context of weak lensing. Our future work in
strong lensing will be focused on applying sparsity constraints
for the deflector mass and light, hence leading to similar levels
of flexibility in the modelling of both the source light and the lens
mass and light. In doing so, it will be crucial to link the lens mass
reconstruction to its kinematics, as the latter plays a vital role in
alleviating the degeneracies inherent to the lensing data alone.
Consequently, a full sparse modelling tool should also support
the description of 2D or even 3D stellar kinematics in any com-
plex potential well.
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Appendix A: Properties of simulated HST and
E-ELT data

In this section we summarise all fixed parameters that define the
simulations used for source reconstructions in Sects. 5 and 6.
They can be separated into two categories. Instrumental settings
that control the resolution, seeing and signal-to-noise of the data
are shown in Table A.1. Model parameters including redshifts,
mass distributions of the deflector and positions of the source
galaxy(-ies) are specified in Table A.2.

HST instrumental settings are inspired by typical near-
infrared imaging data required for time delay cosmography after
drizzling. E-ELT data settings are inspired by Meng et al. (2015,
although for the Thirty Meter Telescope) and Deep et al. (2011,
limiting magnitudes), and the E-ELT Exposure Time Calcula-
tor18.

Lens model parameters were picked to be fairly representa-
tive of an average strong lens system. The mass distribution is
described by the singular isothermal ellipsoid (SIE), sustained
in a moderate external shear field, and slightly misaligned with
the SIE orientation.

We use the SimulationAPImodule of Lenstronomy to gen-
erate realistic imaging data based on instrumental and model pa-
rameters above.

Table A.1. Instrumental and observational settings used for HST and
E-ELT simulated data. �

HST E-ELT

Instrument/filter WCF3/F160W MICADO/H-band
Pixel size [mas] 80 4
Single-exposure time [s] 500 1’200
Number of exposures 4 1
Zero-point [mag] 27 34
Sky brightness [mag/arcsec2] / 25
Read noise [e−] / 3
CCD gain [e−/ADU] 2.5 1
Background noise [e−] 0.05 /

PSF kernel (simulated) TinyTim SimCADO

Appendix B: Hybrid approach for automated
modelling

In Sect. 5.1.3 we compare source reconstructions obtained with
starlet and shapelet models on simulated HST data. For a com-
plex source, the flexibility of a pixel-based approach outper-
formed the default analytical profile. However, analytical mod-
elling has the advantage of being faster, and thus is better suited
to batch automated modelling. Furthermore, for lower resolu-
tion large datasets like future surveys will deliver, the quality of
analytical source reconstructions is often sufficient for reliable
population-level lens model optimisation.

For these reasons, we propose a workflow using both pixel-
based and analytical methods to refine in an automated manner
an initially poor source model. Figure 7 illustrates the decision
flow. Here we give a description of each step, assuming an ap-
proximation of the lens model has been previously obtained, for
example through optimisation with a simple source profile:

18 http://www.eso.org/observing/etc/bin/gen/form?INS.
NAME=ELT+INS.MODE=swimaging

Table A.2. Model choices and parameters used for both HST and E-
ELT mock data simulations. The coordinates are oriented such as north
is up and east is right. The orientation is zero when aligned with the hor-
izontal axis and increases anti-clockwise. Images of the source galaxies
were obtained from the HST archival database. “Source 1” is the main
source component in all simulations in this paper, whereas “Source 2”
and “Source 3” are only used as member of the simulated galaxy group
of Fig. 6. �

Deflector, zd = 0.3

Singular isothermal ellipsoid (SIE)
Velocity dispersion, σv 260 km/s
Ellipticity, qm 0.8
Orientation, φm 0
Position, (RA = x0, Dec = y0) [arcsec] (0, 0)

External shear
Strength, γext 0.03
Orientation, φext π/4

Source, zs = 1.2

Source 1: NGC3982
Position, (RA, Dec) [arcsec] (0.05, 0.05)
Magnitude 22

Source 2: ESO498G5
Position, (RA, Dec) [arcsec] (-0.8, -0.6)
Magnitude 22

Source 3: NGC3259
Position, (RA, Dec) [arcsec] (0.3, 0.8)
Magnitude 23

1. if current model residuals display features that are likely to
come from the limiting source profile (e.g. after visual in-
spection or chi-square) we perform a pixel-based source re-
construction using sparse modelling;

2. the reconstructed map of source surface brightness is
smoothed using a Laplacian-of-Gaussian filter, to enhance
individual source sub-components. A local maxima detec-
tion algorithm is applied on the fltered map to find the loca-
tion of each sub-component;

3. an analytical model is initialised as one joint
shapelets+Sérsic pair centred on each sub-component i.
Shapelet maximal orders are set to a low nmax, i = 2;

4. the source is re-optimised, and the quality of image plane
residuals at the location of each lensed sub-component are
used to iteratively refine the maximal order of each shapelet
basis independently;

5. once localised residuals are below a given threshold, a final
full optimisation (mass+source) can be performed.

The step refining individual shapelet polynomial orders requires
establishing a suitable update rule to allow a smooth increase in
model complexity without introducing too many degrees of free-
dom that may not be supported by the data. We found quite suc-
cessful the following update rule: given a reduced χ2

ν, i based on
residuals restricted to the location of the lensed sub-component
i, the shapelet order is updated according to

nnew
max, i =


nold

max, i + max
(
1, 10 ×

⌊
χ2
ν, i − 1.1

⌋)
if χ2

ν, i > 1.1 ,
nold

max, i if χ2
ν, i ≤ 1.1 .

(B.1)

Additionally, we set an overall maximal value of nmax = 14 to
prevent the procedure above from leading to an intractable num-
ber of basis functions.
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We see the procedure described in Fig. 7 as a potential com-
ponent of a larger pipeline for automatised modelling of strong
lens systems. Various pipelines are currently in development
based on recent works like the uniform modelling strategies pro-
posed in Shajib et al. (2019, 2020b), the automatic differentiable
pipeline of Chianese et al. (2020), and workflows developed by
the teams that took part in the Time Delay Lens Modelling Chal-
lenge (Ding et al. 2020b).

Appendix C: Threshold refinement for sparsity
constraint

As shown in Eq. 8 we enforce sparsity on reconstructed surface
brightness maps by minimising their `1 norm in starlet space.
Sparsity can also be enforced through the `0 norm instead, but
it is not convex like the `1 norm and tends to produce in prac-
tice more artefacts in the presence of noise. However, enforcing
minimal `1 norm in the presence of noise has a greater depen-
dence on the amplitude of each pixel, which can potentially bias
the reconstruction. We employ a similar solution as proposed by
Candes et al. (2007) by iteratively correcting for this bias through
additional ‘reweighting’ steps. Once the solution of the original
unweighted problem has been found (W0

x = 1), the minimisation
is performed a second time with threshold per pixel per starlet
scale updated according to the following rule, for a given itera-
tion n

Wn
x =



1 if n = 0 ,
1

1 + exp
[
10 × (

Φ>xn−1 − λ)] if n > 0 , (C.1)

where xn−1 stands either for the source or lens light at the pre-
vious iteration, and λ is the regularisation strength in units of
noise per pixel in starlet space, λ ≡ λ′σΦ, after proper propaga-
tion through appropriate operators of Eq. 6. In practice, a single
additional optimisation loop with the weights updated according
to the above equation already improve the source reconstruc-
tion significantly, as better residuals and lower chi-squared are
obtained. Analogous to J19, we found that the update rule of
Eq. C.1 is suitable for our lens modelling application. The spe-
cific form of the reweighting scheme is not unique, however it
has to decrease the effective threshold for specific starlet coeffi-
cients that are significant enough, from previous iterations, rela-
tive to the noise.

Appendix D: Artefacts in source model of
SDSS J0959−0410

In Sect. 8, we briefly discuss reasons for the artefacts visible in
the SDSS J0959−0410 source reconstruction with starlets. These
artefacts are in part due to the pixelated approximation inherent
to pixel-based modelling techniques, but mostly due to the com-
plexity of the system and the difficulty of correctly modelling
both the source and lens light distributions. To illustrate this, we
create a realistic mock of the system SDSS J0959−0410 by sim-
ulating lensed arcs based on our starlets source reconstruction,
after downsampling it to the data resolution for removing the
artefacts. We take the same PSF, exposure time, and background
noise levels as in the real data. By construction, this also ensures
no contamination by the lens light. We then perform a starlet re-
construction from the mock, with and without the central region
at the location of the lens. We show both reconstructions side
by side in Fig. D. We observe no artefacts in the reconstruc-
tion when not masking the central region, which confirms that

mock
SDSSJ0959+0410

starlet model
with mask

starlet model
without mask

10 2

10 1

flu
x

Fig. D.1. Origin of the artefacts seen in the starlet model of the SLACS
system SDSS J0959−0410. Left: mock imaging data, with mask region
covering the real lens light indicated in red. Middle: starlet reconstruc-
tion obtained with a mask on the central region (same as in Fig. 8),
where artefacts from inaccurate lens light modelling are clearly visible.
Right: starlet reconstruction without masking the central region, which
suppresses the artefacts. �

6

8

10

12

14

SD
R

rpix = 2 3 4

3 4 5 6 7 8
starlet scales, Js

0.90

0.95

1.00

1.05

1.10

2

Fig. E.1. Effect of the choice of starlet decomposition scales, Js, on the
modelling quality, assessed by the two metrics introduced in Sect. 5.1.2
The value Js = 6 chosen throughout this work is indicated by the grey
circle. �

these artefacts are primarily due to limitations of the analytical
lens light modelling, followed by an inaccurate masking of the
residual light.

Appendix E: Effect of the number of starlet scales

In the implementation of our source reconstruction algorithm,
which represents the surface brightness on a pixelated grid, we
are subject to the choice of the source pixel size. In this work we
introduce rpix as the ratio between image and source pixel sizes.
It is known that the choice of rpix can impact the accuracy of lens
model parameters (see Sect. 5.3). Here we assume a lens model
that has been estimated accurately enough, for instance, using
the scheme shown on Fig 7.

The additional parameter specifically introduced by the star-
let transform is the number of decomposition scales Js and Jg for
source and lens light, respectively. We show in Fig E.1 image
plane (χ2

ν) and source plane (SDR) metrics to assess the mod-
elling quality for different Js values. We take the source recon-
struction of the single-component simulated HST data (top row
of Fig. 4) as a test case. The number of decomposition scales
has a small impact on the quality of the reconstruction, and we
choose Js = 6 for reconstructions performed in this work. The
number of decomposition scales can also simply be set to its
maximal value, defined by the size of the region being regu-
larised. For instance, if the source plane is defined on a grid of
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npix pixels on a side, the maximum number of scales allowed by
the wavelet transform is Js,max = blog2 npixc.

The choice of number of decomposition scale also affects
the computation time considerably, as we show in Appendix F
below.

Appendix F: SLITronomy benchmarks

In the current implementation of SLITronomy, lens model pa-
rameters can be optimised through different engines supported
by Lenstronomy. This requires solving the sparse reconstruction
problem for a given set of lens model parameters, computing the
likelihood based on comparing the model with the imaging data,
finally proposing a new set of lens model parameters, and so
on. The total computation time required to find the best-fit lens
model obviously depends heavily on the amount time necessary
to solve Eq. 6, as it will be solved at each iteration. To have a
rough approximation of the computation time necessary to solve
the sparse source reconstruction (s in Eq. 6), we give in Fig. F.1
computation times for various settings of the algorithm and data
sizes.

When not explicitly mentioned in the panels, the baseline
choice is similar to our HST reconstructions in Sect. 5: the sim-
ulated image is 100 × 100 pixels, with an image to source reso-
lution rpix = 3 and starlet scales Js = 6.

In the top row we show timings for a subset of steps required
for our algorithm to start, hence they are computed only once
for a given lens model. They are shown in units of milliseconds.
The top left panel shows the computation of the noise per pixel,
propagated from image to source plane, including PSF effects
and transformed in starlet space. This allows for a proper set-
ting of the regularisation strength (see Sect. 3 for details). The
top central and right panels show the computation of the lensing
operator F for various numbers of image pixels and their corre-
sponding number of source pixels through the choice of rpix.

In the bottom row we consider the total time required to op-
timise the source light given a lens model. The first panel shows
the runtime as a function of the number of source pixels, which
can be automatically set to a minimal value when, for instance,
using a mask in the image plane (e.g. in Fig. 11). The masked re-
gion, once mapped back to source plane, defines a much smaller
angular region on which the pixelated source light is defined,
hence reducing the computation time considerably for both the
lensing operator and subsequent mapping operations. The two
following panels show the influence of the resolution factor rpix,
the number of image pixels, and the number of decomposition
scales Js on the computation time.
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Fig. F.1. Runtimes for various settings of the sparse source solver of SLITronomy. Top left: propagation of the noise to transformed starlet space,
for different source to image resolution rpix. Top centre: computation of the lensing operator F for different rpix. Top right: computation of F for
total number of data pixels. Bottom left: optimisation of the source light s for different choices of the minimum allowed total number of source
pixels. Bottom centre: optimisation of s for different rpix and number of source starlet scales Js. Bottom right: optimisation of s for varying total
number of data pixels. We refer to the text for more details. �
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SDSS J0919+2720
Main lensing 
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Figure 4.5 – Color composite of SDSS J0919+2720 from HST/WFC3 images in the F475W and F814W filters. Top left
panel: the system is composed of an elliptical galaxy at redshift zd = 0.209 as the main primary deflector, and bright
quasar, appearing bluer, as the secondary deflector (at the same redshift). The lensed source is a star-forming
galaxy at redshift zs = 0.558. The lensed features allow us to measure the mass of the quasar host galaxy. Top right
panel: data after subtraction of the lensed source model. Bottom left panel: lensed source model. Bottom right
panel: source model obtained with the pixelated method presented in Galan et al. (2021). The source pixel size is
0′′. 013, three times smaller than the data pixels. Figure reproduced from (Millon et al., submitted).

4.3.2 Source reconstruction in a quasar-lens system

Up to this point, we mainly considered galaxy-galaxy strong lenses; however, quasar-galaxy

strong lenses also exist, in which the lens is a QSO and its host galaxy. These systems are excit-

ing opportunities to gain insights into the co-evolution between SMBH and their host galaxy,

as expected from the observed MBH-M? relation. Unlike methods based on photometric and

spectroscopic measurements, gravitational lensing directly measures the quasar-host system’s

total mass.

Courbin et al. (2012) reported three of such QSO lenses and observed them with HST in

multiple filters. In particular, their sample includes the spectacular system SDSS J0919+2720,

shown on the top left panel of Fig. 4.5. The deflector is composed of three components,

measured to be at the same redshift (zd = 0.209): an elliptical galaxy, a quasar, and its host

galaxy. The quasar-host pair being off-centered, its mass can be disentangled from the other

galaxy’s mass due to their asymmetric effects on the lensed arcs.
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Chapter 4. Multi-scale approach to lens modeling

The wavelet-based source reconstruction technique presented in Galan et al. (2021) has

been applied to SDSS J0919+2720. We performed a series of models at fixed quasar host

mass and optimized for all other parameters. We then computed the Bayesian information

criterion (BIC) of each model (as a proxy for the Bayesian evidence) to objectively find the

model best supported by the imaging data. We find that the model with the lowest BIC value

perfectly agrees with the final mass measurement, demonstrating that the data allows us

to estimate the quasar host mass robustly. Moreover, these conclusions remain valid when

modeling the source with analytical profiles (shapelets), showing that the measurement is

robust to a change of source model.

The best-fit pixelated source model is shown on Fig. 4.5. Compared to the analytical model,

we noticed that it better fits the imaging data, specifically small scale features. However, as

we show that the mass measurement—effectively the Einstein radius of the quasar’s host—

does not depend on the details of the reconstructed source, we use the analytical model for

computational efficiency. The full lens modeling analysis and the mass inference, will be

presented in Millon et al. (submitted), and is the first measurement of a quasar host’s mass

using gravitational lensing.

4.4 Going beyond smooth lens potential models

4.4.1 Using wavelets to capture deviations from smooth lens potentials

In Galan et al. (2021), we presented a new pixelated source model based on the sparse lens

inversion technique and showed significant improvements over complex analytical models in

terms of model quality and computation time. As shown in Joseph et al. (2019), this method is

also suitable for modeling the surface brightness of lens galaxies that deviates from smooth

elliptical profiles.

In Galan et al. (2022), we extend the above strategy to the last main component of the model:

the lens potential. Specifically, our goal is to introduce a multi-scale model of the lens poten-

tial that can capture both the smooth underlying variations and additional, more complex

structures, if supported by the data. As discussed in Sect. 4.2.4, these structures can range

from dark matter halos along the LoS to higher-order moments internal to the lens galaxy.

Such diversity in the lens potential is predicted from simulations and has been observed in

nature but is not captured by the usually assumed elliptical profiles.

Unlike the source, reconstructing the lens potential on a grid of pixels is not a linear inverse

problem. In the limit of small perturbations to the smooth potential, the formalism developed

by Koopmans (2005) and summarized in Sect. 4.2.4 can be used to linearize the problem.

However, we go beyond this assumption and do not require the assumptions of small pertur-

bations. We address the complex treatment of non-linearity using differentiable programming.

We express the full optimization problem as the minimization of a single loss function that

incorporates all our regularization terms. This loss function is exactly differentiated using
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automatic differentation; in particular, the gradient of the loss function is computed at very

low computational cost, and can be evaluated at any given point of the large parameter space.

Derivatives of the loss allow us to use gradient descent algorithms to solve the full non-linear

problem.

The proposed method introduces a new pixelated componentψpix in the lens potential. When

solving only forψpix, the minimization problem with regularization P (ψpix) can be written as

argmin
ψpix

1

2

[
d −BLψs

]>
C−1

d

[
d −BLψs

]
+ λψ,st

∥∥Wψ,st ◦Φ>
stψpix

∥∥
1 +λψ,bl

∥∥Wψ,bl ◦Φ>
blψpix

∥∥
1︸ ︷︷ ︸

P (ψpix)

, (4.30)

where most of the terms are similar to Eq. 4.29. We use two wavelet dictionaries: the starlet

transform Φ>
st and Φ>

bl, with regularization strengths λψ,st, λψ,bl, and weights Wψ,st, Wψ,bl,

respectively.

We implement this technique in a new modeling software package called HERCULENS, pub-

licly available3, using the automatic differentiation library JAX (Bradbury et al., 2018). In its

first version, the package allows to model strong gravitational lenses with analytical profiles,

wavelet-based pixelated profiles, or arbitrary combinations of these. Ongoing works will

extend the capabilities of the code, in particular with novel deep learning methods to model

complex light and mass distributions.

For the full details of the technique and proof-of-concept on a simulated data set, we refer the

reader to Galan et al. (2022). For convenience, this manuscript is attached below.

3https://github.com/austinpeel/herculens.
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ABSTRACT

Modeling the mass distribution of galaxy-scale strong gravitational lenses is a task of increasing difficulty. The high-resolution and
depth of imaging data now available render simple analytical forms ineffective at capturing lens structures spanning a large range in
spatial scale, mass scale, and morphology. In this work, we address the problem with a novel multiscale method based on wavelets.
We tested our method on simulated Hubble Space Telescope (HST) imaging data of strong lenses containing the following different
types of mass substructures making them deviate from smooth models: (1) a localized small dark matter subhalo, (2) a Gaussian
random field (GRF) that mimics a nonlocalized population of subhalos along the line of sight, and (3) galaxy-scale multipoles that
break elliptical symmetry. We show that wavelets are able to recover all of these structures accurately. This is made technically
possible by using gradient-informed optimization based on automatic differentiation over thousands of parameters, which also allow
us to sample the posterior distributions of all model parameters simultaneously. By construction, our method merges the two main
modeling paradigms—analytical and pixelated—with machine-learning optimization techniques into a single modular framework. It
is also well-suited for the fast modeling of large samples of lenses. All methods presented here are publicly available in our new
Herculens package �.

Key words. Cosmology: dark matter – Galaxies: structure – Gravitation – Gravitational lensing: strong – Methods: data analysis

1. Introduction

The Lambda cold dark matter cosmological model encapsulates
our current understanding of the Universe, accurately explain-
ing a number of observations on large scales (> 10 Mpc), such
as the cosmic microwave background temperature and polar-
ization anisotropies (Planck Collaboration et al. 2020), baryon
acoustic oscillations (e.g., Raichoor et al. 2021), and the accel-
erated expansion of the Universe (e.g., Riess 2020). The dark
matter (DM) component of this model plays a major role in
the hierarchical collapse of matter due to gravitational instabil-
ity, which eventually produced the galaxies populated by stars
that we observe today (e.g., Toomre & Toomre 1972; Dubin-
ski 1994; Springel et al. 2006). Despite its successes on large
scales, the effect of DM on galactic and subgalactic scales (< 10
Mpc), where its interplay with baryons is mediated by nonlin-
ear and poorly understood mechanisms (e.g., Blumenthal et al.
1986; Zubovas & King 2012), poses a challenge in explaining
observations (e.g., Vogelsberger et al. 2020). For instance, pre-
dictions from the cold DM model lead to overly cuspy central
density profiles (the so-called cusp-core problem, Moore 1994;
de Blok 2010), too many low-mass (. 108 M�) dwarf galaxies
(the missing satellites problem, Moore et al. 1999; Klypin et al.
1999) and intermediate-mass (∼1010 M�) galaxies populated by
too few stars (the too-big-to-fail problem, Boylan-Kolchin et al.
2011; Papastergis et al. 2015).

One path to reconcile theory with observations is to exam-
ine alternative DM models that assume different properties of
the DM particle. For example, warm DM simulations (e.g., Li
? aymeric.galan@epfl.ch

et al. 2017) have been able to produce far fewer dwarf galaxy
satellites, which in line with observations. Another path is to
improve our ability to detect observational signatures of DM
through its gravitational influence on baryonic matter, such as
those observed in the local Universe within the Milky Way (e.g.,
with stellar streams, Erkal et al. 2016) and its neighborhood (e.g.,
within dwarf galaxy satellites, Nadler et al. 2021). At cosmolog-
ical distances, gravitational lensing is a direct and more efficient
probe of the mass in galaxies, and has the potential to measure
DM effects down to kpc in size and 107 M� in mass (e.g., Heza-
veh et al. 2016a; Chatterjee & Koopmans 2018; Gilman et al.
2019). This is a crucial range of mass where most DM models
tend to disagree in their predictions.

Galaxy-galaxy strong lensing occurs when two galaxies at
different redshifts align along the line of sight, with the fore-
ground galaxy (the lens) deflecting incoming light rays of the
background one (the source). From the observer’s perspective,
the source appears magnified, distorted, and split into multiple
images. By modeling the observed lensed features through the
well-established physics of the lens equation, one can constrain
the total mass distribution in galaxies and measure their DM con-
tent and formation history. However, lens modeling is an under-
constrained problem, mostly because both the lens mass and the
source light distributions are a priori unknown, and the lensed
source is often blended with the lens light. Assumptions are
therefore needed to reconstruct the lensing mass, the lens light,
and the source light distributions by inverting the lens equation.
These assumptions are often priors on the shape of mass and
light profiles, or on their higher order statistical properties. Cur-
rently used analytical profiles are sufficient to capture first-order
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properties of the lens mass distribution (e.g., power-law profiles),
but they lack the degrees of freedom to capture those small-scale
features that are critical for determining DM properties (e.g., He
et al. 2022).

Increasing the complextiy of a lens model is not trivial due
to degeneracies between the lens potential and the source light:
a complex structure in the observed lensed features could be at-
tributed to either local perturbations in the potential or to an in-
trinsically complex source light distribution (e.g., clumpy star-
forming galaxies or galaxy mergers). Koopmans (2005) used a
Taylor expansion to address this, deriving a perturbative cor-
rection for the lens equation that combines spatial derivatives
of both the source and the potential. This approach extends
the semilinear inversion technique of Warren & Dye (2003) by
adding a perturbing field to the smooth lens potential, which
does not assume any specific shape and can be solved for in the
same way as the source. The lens potential and the source light
were discretized and cast on two grids of pixels in the lens and
source planes respectively, on which the two fields were recon-
structed (see also Vegetti & Koopmans 2009; Suyu et al. 2009;
Vernardos & Koopmans 2022, for extensions of the technique).
For the source, various priors have been explored, including an-
alytical functions ranging from the Sérsic profile (Sérsic 1963)
to shapelet basis sets (Tagore & Keeton 2014; Birrer et al. 2015),
Gaussian processes (Karchev et al. 2022), or deep generative
models (Chianese et al. 2020). More complex sources can be
modeled using grids of pixels, combined with curvature-based
(Suyu et al. 2006; Nightingale & Dye 2015), Gaussian process
(Vernardos & Koopmans 2022), or wavelet-based (Joseph et al.
2019; Galan et al. 2021) regularizations. Recently, Vernardos &
Koopmans (2022) studied the effect of specific prior assumptions
on both the potential perturbations and the source light distribu-
tion, confirming their degeneracy and that the particular choice
of priors plays an important role in recovering the underlying
potential perturbations.

In a real-world application, we do not know a priori the dom-
inating type of perturbations, such that we need a method that
is both flexible yet robust in recovering their main properties.
These perturbations may be due to isolated subhalos, or subhalo
populations along the line of sight. Both cases allow us to probe
the low-mass end of the dark matter mass function, and possi-
bly the shape of DM halos, for which different DM model pre-
dictions disagree. The gravitational imaging technique has been
used for the detection of subhalos based on the reconstructed
potential perturbations. If the pixelated reconstruction contains
a well-localized mass over-density, it is replaced by an analyti-
cal profile such as a Navarro-Frenk-White (NFW) halo (Navarro
et al. 1996) whose parameters are further optimized (Vegetti &
Koopmans 2009). Using this method, Vegetti et al. (2012) re-
ported the detection of a 108.28 M� dark halo, and Vegetti et al.
(2014) used nondetections in eleven systems of the Sloan Lens
ACS Survey (SLACS) sample (Bolton et al. 2006) observed with
the Hubble Space Telescope (HST) to constrain the mean pro-
jected substructure mass fraction in the context of cold DM. Us-
ing a different method based on comparing model likelihoods
between a model that explicitly includes a subhalo at a given po-
sition with a model that does not, Hezaveh et al. (2016b) reported
the detection of a substructure of mass 108.96 M� from ALMA
observations. In general, constraints from individual subhalo de-
tections can mainly be improved with the analysis of larger sam-
ples of lenses (Vegetti et al. 2014), and depend on the shape
of the profile used to describe the subhalo mass distribution
(Despali et al. 2022).

These direct detection methods quickly become too com-
putationally expensive for detecting & 2 subhalos. Considering
populations of subhalos instead allows one to probe even lower
subhalo masses (. 107 M�) through their collective effects, since
low-mass subhalos are predicted to be more numerous (Heza-
veh et al. 2016a). A population of subhalos is described in a
statistical way, but its properties are directly related to those
of DM models, which can thus be constrained (e.g., the ther-
mal relic mass of the warm DM particle, Birrer et al. 2017).
One such statistical description of the perturbed lensing potential
has been introduced in Chatterjee & Koopmans (2018), using a
power-spectrum analysis of the (lensed) source surface bright-
ness fluctuations, reaching a sensitivity down to a few kpc in
the subhalo mass power-spectrum (see also Bayer et al. 2018).
Similarly, Cyr-Racine et al. (2019) decomposed model residuals
into Fourier modes and linked them to the substructure power-
spectrum. More recently, Vernardos & Koopmans (2022) used
the gravitational imaging technique to reconstruct the perturb-
ing field of a population of subhalos and recovered its power-
spectrum properties, especially the slope, remarkably well. Sev-
eral studies have also employed deep learning techniques to infer
the presence of subhalo populations (e.g., Brehmer et al. 2019;
Diaz Rivero & Dvorkin 2020; Varma et al. 2020; Coogan et al.
2020; Vernardos et al. 2020; Ostdiek et al. 2022; Adam et al.
2022). While it is still unclear if these methods are strongly lim-
ited by the simplifying assumptions on their training data (e.g.
the absence of lens light, fixed instrumental properties, etc.), they
are a promising path forward to speed up computations for appli-
cation to large samples of lenses, possibly in combination with
more classical approaches.

Independently of the presence of subhalos, deviations from
smoothness can occur within the lens galaxy mass distribution
itself, manifesting as additional radial or azimuthal structures.
For instance, deviations along the radial direction can be mass-
to-light radial gradients (Oldham & Auger 2018; Sonnenfeld
et al. 2018; Shajib et al. 2021), while angular structures can be
the consequence of ellipticity gradients and twists (Keeton et al.
2000; Van de Vyvere et al. 2022). These cannot be captured by
the typically employed elliptical power-law mass models. Free-
form techniques have been one way to address these limitations
by dismissing the smooth component of the potential and rely-
ing solely on a grid of mass pixels governed by a set of priors
(either physically or mathematically motivated) to prevent the
appearance of un-physical mass distributions (Saha & Williams
1997; Coles et al. 2014). However, retaining the smooth com-
ponent already provides a reliable first-order model, from which
to explore higher order deviations. Azimuthal structures can be
described by higher-order multipoles that have been identified in
stellar populations from both real observations and cosmological
simulations (Trotter et al. 2000; Claeskens et al. 2006). These
can be explained by AGN feedback that suppresses the forma-
tion of disks in massive galaxies, as they tend to evolve from
disky to elliptical or even boxy shapes (i.e., quadrupoles, Frigo
et al. 2019). Recently, Van de Vyvere et al. (2021) demonstrated
that quadrupole moments of low amplitude, based on results of
Hao et al. (2006), can be detected in current HST observations of
strong lenses, although their detectability depends on numerous
factors such as their alignment with the smooth potential or the
degrees of freedom in the source model. Using very long base-
line interferometric observations of a strong lens, Powell et al.
(2022) recently reported the detection of multipole structures
beyond ellipticity in the deflector mass distribution. While not
accounting for those multipoles in the model can bias the mea-
surement of the lens mass profile up to a few percent (Van de
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Vyvere et al. 2021; Powell et al. 2022), their detection most im-
portantly holds valuable information on the formation history of
galaxies, as signatures of their past evolution.

Our goal in this paper is to unify the modeling of generic
lens potential perturbations in a robust framework that includes,
but is not limited to, the three categories presented above: indi-
vidual or populations of subhalos and higher order moments in
the lens mass distribution. To achieve this, we extend our previ-
ous work in Galan et al. (2021) by including a reconstruction
of lens potential perturbations regularized with wavelets, and
demonstrate that our method can successfully reconstruct per-
turbed lens potentials of different origin. Our technique benefits
from the multiscale properties of the wavelet transform, along
with well-motivated sparsity constraints to reconstruct the var-
ious spatial scales over which perturbations to the smooth po-
tential can occur. We implement our method using a fully differ-
entiable algorithm based on automatic differentiation, first intro-
duced by Wengert (1964). This programming framework gives
direct access to all the derivatives of the highly nonlinear loss
function at a negligible computational cost, which enables the
use of robust gradient-informed algorithms to explore the pa-
rameter space and optimize the model parameters. As a result,
convergence to the maximum-a-posteriori (MAP) solution is fast
and first-order error estimates are obtained through Fisher ma-
trix analysis. An efficient exploration of the parameter space for
estimating posterior distributions is then performed via gradient-
informed Hamiltonian Monte-Carlo (HMC) sampling.

We present our methodology in Sect. 2. The simulated exam-
ples used to demonstrate the capabilities of our method are pre-
sented in Sect. 3. We perform the reconstruction of perturbations
to the lens potential by uniformly modeling these examples and
present our results in Sect. 4. We then evaluate the reconstruc-
tions of the perturbations in Sect. 5. We conclude this work and
discuss its future prospects in Sect. 7.

2. Methodology

In this section we introduce the gravitational lensing formalism
and describe in detail the various aspects of our method. Fig. 1
summarizes the main components of the method and can be re-
ferred to throughout this section. Some important mathematical
notations are also summarized Table 1.

2.1. Discrete formulation of lensing

From the observation of a strongly lensed source, or data d, we
aim to recover the lens potential ψ and the (unlensed) source
light s. Additionally, the lens light `, which is often partially
blended with the lensed features, must also be modeled, either
jointly with the lens potential and the source, or carefully sub-
tracted from the data beforehand.

The mapping between an observed angular position θ on the
sky and a correpsonding position on the source plane β before
lensing is given by the lens equation

β = θ − α(θ) , (1)

where the reduced deflection angle α is given by the first deriva-
tives of the lens potential

α(θ) = ∇ψ(θ) . (2)

It is possible to infer the (dimensionless) surface mass density of
the lens from the lens potential, called the convergence κ, which

Table 1. List of the main notations used in the paper.

Notation Definition

Observation

d Imaging data

Cd Data covariance matrix

Model components

m Image model

B Blurring operator

Lψ Lensing operator

ψ, s, ` Lens potential, source light, lens light

Model parametrization

η Vector containing all model parameters

ηψ, ηs, η` Parameters for analytical profiles ψ̃, s̃, ˜̀

ψpix Pixel values of the pixelated potential

λψ,bl, λψ,bl Regularization strengths for ψpix

Wψ,bl, Wψ,bl Regularization weights for ψpix

Optimization & Inference

L, ∇L Loss function and its gradient

ηMAP MAP solution

Cη Parameter covariance matrix

can be computed from the second derivatives of the lens poten-
tial, as

κ(θ) ≡ Σ(θ)
Σcrit

=
1
2
∇2ψ(θ) , (3)

where Σ is the surface mass density in physical units and Σcrit the
critical density that depends on the cosmology and the redshifts
of the lens and source galaxies. For quoting quantities in physical
units (e.g. masses), we assume a flat ΛCDM model with Hubble
constant H0 = 70 and matter density at present time Ωm,0 = 0.3.

The lens equation holds for any light ray from the source to
the observer, and as such describes the lensing effect in a contin-
uous way. However, the data is pixelated and includes additional
nuisance effects due to limiting seeing conditions and instrumen-
tal noise. We thus discretize the problem and write d as

d = B Lψ s + B ` + n , (4)

where s and ` are vectors holding the true (discretized) surface
brightness values of the unlensed source and the lens, respec-
tively. The lensing operator Lψ encodes a discrete version of
Eq. 1 that models the lensing effect by mapping source surface
brightness values onto the lens plane, based on the lens potential
ψ (which can also be discretized) through Eq. 2. The blurring op-
erator B models the seeing conditions by convolving the images
of the lens and the lensed source with the point spread func-
tion (PSF) of the instrument. Throughout this paper, we assume
that the PSF has been modeled beforehand (e.g. from stars in
the field) and that it remains constant in Eq. 4. The last term, n,
represents additive noise, and is usually a combination of instru-
mental read-out noise (Gaussian noise) and shot noise (Poisson
noise that depends on s and `). We note that while the model
depends linearly on s and `, the lensing operator Lψ depends
non-linearly on ψ through the lens equation (Eq. 1).
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Fig. 1. Flow chart of the fully differentiable method used in this work and implemented in Herculens, which merges analytical profiles with
pixelated components. We indicate the typical number of parameters N for the analytical potential ηψ and the pixelated potential ψpix. Partial
derivatives are computed and propagated for all parameters. These derivatives are then used to update parameter values in the direction indicated
by the gradient of the loss function L. We note that the blurring operator B (see Eq. 4) is also used to generate the model m but is not shown in the
diagram to avoid clutter. This work focuses on modeling the lensing potential ψ, and we refer to Joseph et al. (2019) and Galan et al. (2021) for
the modeling of surface brightness distributions.

2.2. Lens modeling and inversion of the lens equation

The model defined in Eq. 4 cannot easily be inverted to retrieve
the lens potential, the unlensed source light, and the lens light.
The problem is ill-posed and subject to degeneracies that can-
not be mitigated based only on the data: (1) some locations in
the source plane do not map to any data pixel (thus are uncon-
strained), (2) the lens potential is directly constrained only at
locations where there are lensed features, (3) the lens light is
often blended with these same lensed features. Therefore addi-
tional constraints, based on priors on ψ, s and `, are needed to
solve Eq. 4 and obtain physically motivated solutions. This is
particularly important in situations where the number of model
parameters is comparable to the number of pixels in the data,
which is a common situation when modeling complex sources
or perturbations in the lens potential.

Before specifying the choice of priors, we first simplify the
notation by defining the model m and the corresponding full set
of parameters η that describe ψ, s and ` as

m(η) ≡ m(ψ, s, `) = B Lψs + B ` . (5)

Inverting Eq. 4 comes down to obtaining the set of maximum a
posteriori (MAP) parameters ηMAP that maximizes the posterior
probability distribution P

(
η | d,m)

of the parameters given the

data. From Bayes theorem we have

P
(
η | d,m)

=
P

(
d | η,m)

P
(
η |m)

P (d |m)
, (6)

where the first term of the numerator is the data likelihood, the
second term is the prior, and the denominator is the Bayesian
evidence. The evidence does not change ηMAP, but is particu-
larly relevant for comparing different models (through evidence
ratios).

In practice, we obtain ηMAP by minimizing a loss function
L(η) defined as

L(η) = − log P
(
d | η,m) − log P

(
η |m)

≡ L (
d | η,m)

+ P (
η
)
, (7)

where the data-fidelity termL is the negative log-likelihood, and
the regularization term P is the negative log-prior. The MAP so-
lution can then be obtained as

ηMAP = arg min
η

L(η) . (8)

The choice of the data-fidelity term is tightly linked to the sta-
tistical properties of the data noise n, characterized by the co-
variance matrix of the data Cd. The noise is composed of instru-
mental readout noise and shot noise due to both the flux from
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the observed target and the sky brightness, which we assume
follow Gaussian distributions. The target shot noise is estimated
from the “modeled” flux m, as estimating it from the data itself
can introduce biases (Horne 1986); therefore we formally have
Cd ≡ Cd(η) that we implicitly assume throughout the follow-
ing equations to avoid clutter. Moreover, we assume uncorrelated
noise as is usually true for charge-coupled device images, hence
Cd is a diagonal matrix. A diagonal element of Cd for a given
data pixel p is given by

σ2
d,p = σ2

bkg +
mp

texp
, (9)

where σ2
bkg is the variance of the background noise (readout and

sky brightness), mp is the modeled flux m at pixel p (in electrons
per second) and texp is the exposure time. The last term of the
equation is the Gaussian approximation of the shot noise vari-
ance (Poisson noise) due to the lens and source flux.

Under the assumption of Gaussian noise, the data-fidelity
term is the χ2 of the data given the model

L (
d | η,m)

=
1
2
χ2

=
1
2

[
d − m

(
η
) ]>

C−1
d

[
d − m

(
η
) ]
. (10)

The priors and corresponding regularization terms depend on the
specific choices of parametrization of model components ψ, s
and `. In general, each of these model components can be de-
scribed by a set of analytical profiles, pixelated profiles, or a
combination of both.

2.3. Analytical and pixelated components

We model smooth mass and light distributions with a set of ana-
lytical profiles. In this case, regularization terms in Eq. 7 are not
explicitly defined, but rather directly encoded in the parametriza-
tion of the model m, which we write as

ψ ≡ ψ̃(ηψ), s ≡ s̃(ηs), ` ≡ ˜̀(η`) , (11)

where ηψ, ηs, and η` are the set of parameters for the analytical
profiles ψ̃, s̃ and ˜̀ which describe the lens potential, the source
and the lens light, respectively.

To describe more complex mass and light distributions that
cannot be captured by analytical functions, we rely on pixelated
components, where pixel values represent the lens potential, the
lens light, or source light (in source plane) at each pixel position.
We adopt the following notation for those components

ψ ≡ ψpix, s ≡ spix, ` ≡ `pix . (12)

Such pixelated components typically imply a much larger num-
ber of parameters (i.e., each single pixel value). The model in-
version is then highly under-constrained, and the choice of reg-
ularization plays a central role in the success of the method in
recovering the underlying lens potential and light distributions
(see e.g. Vernardos & Koopmans 2022).

2.4. Multiscale regularization of pixelated components

We employ a multiscale strategy based on wavelet transforms
and sparsity constraints to regularize the pixelated components
of the model. While in Galan et al. (2021) we focused on the
source model, in this work we consider a pixelated component

only in the lens potential. To clarify the relationship between the
two works, we first recall the principle of the technique in the
context of the source reconstruction, then we apply it to the case
of the lens potential.

Our regularization strategy is based on wavelet transforms,
which decompose an image into a set of wavelet coefficients or-
ganized by spatial scale. Each of these scales is a filtered version
of the signal (i.e., same number of pixels) that contains empha-
sized features at a given spatial scale, similar to a frequency de-
composition using the Fourier transform. In Galan et al. (2021),
we use the following regularization term (Eq. 7) for the pixelated
source component spix:

Ps
(
spix

)
= i≥0(spix) + λs

∥∥∥ Ws ◦Φ> spix
∥∥∥

1 . (13)

The first term in the above equation is a positivity constraint1
that enforces pixel values to be nonnegative. The second term
combines the `1-norm ‖ · ‖1 with the wavelet transform opera-
tor Φ>. The effect of the `1-norm is to impose a sparsity con-
straint on wavelet coefficients, which is effectively equivalent
to a soft-thresholding2 of the coefficients (Starck et al. 2015).
The threshold level depends directly on the hyper-parameter λs,
which is further adapted to each wavelet scale through the weight
matrix Ws to efficiently regularize features that span different
spatial scales in the source plane (the operation ◦ represents
the element-wise product). We note that a similar regularization
termP`

(
`pix

)
can also be written for reconstructing the lens light

(Joseph et al. 2019).
The success of this regularization strategy thus relies on our

ability to correctly estimate the regularization weights Ws. We
follow a data-driven approach that relies on the noise, in the goal
to control the statistical significance of the reconstructed source
light distribution via λs (Paykari et al. 2014). We achieve this by
estimating the standard deviation of the noise in the source plane
for each wavelet scale. The details of this procedure are given in
Joseph et al. (2019). The only remaining hyper-parameter is the
overall strength of the regularization λs, which is a scalar and
usually set between 3 and 5 to ensure high enough statistical
significance of the reconstructed source light distribution (e.g.
Starck et al. 2007).

In this work, we aim to regularize the pixelated potential
component ψpix. While in principle, this component can be used
to model either the full lens potential or only perturbations to the
underlying smooth potential, we focus on the latter case and use
ψpix to reconstruct various types of perturbations. The regulariza-
tion needs to be flexible enough to allow for a variety of different
features to be reconstructed, ranging at least from localized sub-
halos to populations of subhalos and multipolar moments. There-
fore, we expect that a multiscale regularization strategy similar
to spix can be applied on ψpix as well. However we do not impose
a positivity constraint on the values of ψpix, as negative potential
pixels correspond to a local decrease of the potential, relative the
smooth potential component.

The full regularization term for ψpix is

Pψ
(
ψpix

)
= λψ,st

∥∥∥ Wψ,st ◦Φ>st ψpix

∥∥∥
1

+ λψ,bl
∥∥∥ Wψ,bl ◦Φ>bl ψpix

∥∥∥
1
, (14)

where we use two different wavelet transforms: the starlet trans-
form (Φ>st) and the Battle-Lemarié wavelet transform of order 3

1 The indicator function i≥0( · ) is formally equal to 0 if its argument
contains only nonnegative values, and +∞ otherwise.
2 Soft-thresholding is the proximal operator of the `1-norm.
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Fig. 2. Example maps illustrating the computation of the regularization weights for Eq. 14, to properly scale the multiscale regularization of the
pixelated lens potential model ψpix. The top-left panel shows the noise standard deviation estimated from a preliminary smooth model of the
source, that is the square root of the diagonal elements of Cd, without the contribution from the lens light. The remaining panels show the noise
standard deviation propagated to each potential pixel for the first four wavelet scales of the starlet transform, that we used as the regularization
weights Wψ,st. We see that the standard deviation strongly decreases as a function of the wavelet scale. The resulting maps are similar for the
Battle-Lemarié wavelet transform. More details are given Sect. 2.4.

(Φ>bl). As in Eq. 13, the scalars λψ,st and λψ,bl are the regulariza-
tion strengths, and the elements of the matrices Wψ,st and Wψ,bl
are the regularization weights. The starlet transform is the trans-
form used for modeling the source light distribution in Galan
et al. (2021), and is well-suited for the reconstruction of multiple
locally isotropic features at different spatial scales. The Battle-
Lemarié transform is introduced to reduce the appearance of spu-
rious isolated potential pixels, inspired by a similar use for mass-
mapping studies from weak lensing observations (Lanusse et al.
2016).

Similarly to the regularization of the source, we aim to find
the regularization weights Wψ,st and Wψ,bl based on the noise in
the data. The situation is however more complicated than for the
pixelated source reconstruction discussed in Sect. 2.4, because
the relation between the lens potential and the lensed source light
distribution is highly nonlinear due to the lens equation. Never-
theless, in the limit of small perturbations δψ to the smooth po-
tential ψ, it is possible to linearize the lens equation and relate
changes in the lens potential to changes in the lensed light distri-
bution of the source. We use this first-order treatment for estimat-
ing the covariance—more specifically the standard deviation—
in the lens potential, and scaling the regularization strengths ac-
cordingly.

A first-order Taylor expansion of the lens equation around
β leads to the following equation (Blandford et al. 2001; Koop-
mans 2005)

δd(θ) ≈ −∇β s(β) · ∇θ δψ(θ) , (15)

where residuals δd ≡ d − m̃(ψ, s) are based on a preliminary
model m̃ that does not include any perturbations δψ in the lens
potential. Gradients are computed with respect to the coordinates
indicated by the subscripts β and θ (defined in Eq. 1). The above
equation provides a linear relation that connects individual pix-
els in potential space to individual pixels in data space, which
we can use to propagate noise levels for tuning the regularization
strengths. We give all the remaining details of the computation in
Appendix A. The resulting weight matrices Wψ,st and Wψ,bl con-
tain the standard deviation of the noise for each wavelet scale in
the lens potential. We show an example of weights with respect
to the starlet transform (i.e., Wψ,st) in Fig. 2.

As for the source, the remaining hyper-parameters are the
two regularization strengths λψ,st and λψ,bl, which directly con-
trol the statistical significance of the starlet and Battle-Lemarié
wavelet coefficients, respectively. These scalars are set in prac-
tice between 3 and 5, depending on how strongly certain features
need to be regularized.

2.5. Optimization with differentiable programming

So far we have only defined how the different model compo-
nents (ψ, s, `) can be parametrized and cast into an optimization
problem. However, combining components which are described
either with analytical profiles or on pixelated grids is a chal-
lenging task, as the standard methods to minimize the loss func-
tion can be fundamentally different in each case. With analytical
model components, the MAP solution ηMAP can be approached
via stochastic algorithms such as particle swarm optimization
(PSO, Kennedy & Eberhart 2001). With wavelet-regularized pix-
elated components (Eqs. 13 and 14), convergence to ηMAP usu-
ally requires the use of carefully chosen iterative algorithms rely-
ing on the formalism of proximal operators to apply constraints
such as sparsity and positivity to the solution (so-called proximal
splitting algorithms, see e.g. Starck et al. 2015).

In Galan et al. (2021), we used a hybrid scheme that first op-
timizes the smooth lens potential described analytically using a
PSO, followed by a source reconstruction step (at fixed lens po-
tential parameters) using an iterative proximal algorithm. How-
ever, this strategy does not scale well with model complexity.
Each additional pixelated model component would require simi-
lar hybrid schemes, which rapidly become inefficient at converg-
ing to the MAP solution. In addition, estimating the joint poste-
rior distribution of model parameters using traditional sampling
techniques (e.g. Markov chain Monte Carlo, MCMC) becomes
computationally too expensive. In this work, we overcome this
issue by implementing a fully differentiable loss function, mean-
ing that we can obtain its full gradient and higher order deriva-
tives analytically. This allows us to simultaneously optimize all
parameters, both analytical parameters and individual pixel val-
ues, using robust gradient descent algorithms which remain ef-
ficient even in a large parameter space. This naturally replaces
proximal algorithms that are usually necessary to solve for pixe-
lated components, and leads to a self-consistent combination of
both analytical and pixelated model components.

Gradient descent optimization guarantees convergence to a
minimum of the loss function, which is typically not the case for
stochastic optimization algorithms that do not use the gradient
(or higher order derivatives) of the loss function. However there
is still no definitive guarantee to converge to the global mini-
mum (i.e., ηMAP), which can depend on the parameter initial val-
ues. It is possible to address this limitation by using a multistart
gradient descent optimization, which runs the same minimiza-
tion multiple times for different parameter initializations (e.g.
Gu et al. 2022). We leave this optimization improvement to fu-
ture work.
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We use the automatic differentiation Python library JAX
(Bradbury et al. 2018) to construct a fully differentiable model
and loss function. Wavelet transforms are implemented using
convolutions, making them straightforwardly differentiable (as
in convolutional neural networks). We also take advantage of ef-
ficient compilation features of JAX to speed up computations
during evaluation of the loss function and its derivatives. All of
our modeling methods and algorithms are implemented in the
Python software package Herculens, which we make publicly
available3. The code structure and part of the modeling routines
of Herculens are based on the open-source modeling software
package Lenstronomy (Birrer & Amara 2018; Birrer et al. 2021).
All modeling and analysis scripts are also publicly available4.

2.6. Estimating the parameter covariance matrix

Estimating parameter uncertainties and covariances is crucial to
reliably interpret the model that corresponds to the MAP solu-
tion. Sampling techniques such as MCMC, which draw sam-
ples from the full posterior distribution function (Eq. 6), are of-
ten used for this purpose. However, for large parameter spaces,
such stochastic techniques become inefficient, especially when
parameters depend non-linearly on each other, as is the case in
lensing.

In this regime, Hamiltonian Monte Carlo sampling (HMC,
introduced by Duane et al. 1987; Neal 2011, for a review) is
particularly efficient as each new sample is drawn based on the
gradient of the loss function, resulting in high acceptance rates.
While individual HMC steps might be more expensive to com-
pute, the number of samples required for a reliable estimation of
the parameters’ posterior distributions is largely reduced com-
pared to stochastic techniques such as MCMC, which tend to
deliver noisier distributions. Moreover, we note that gradient-
informed nested sampling for calculating the Bayesian evidence
also exists (see e.g. Albert 2020a), which is an important tool for
model comparison (although not explored in this work).

In addition to HMC sampling, we also explore the possibil-
ity of using the Fisher information matrix (FIM) and its relation
to the second-order derivatives of the loss function to estimate
the parameters’ covariance matrix. This is usually referred to as
a Fisher analysis, which has been used in various studies includ-
ing the forecast of constraints on cosmological parameters (e.g.
Philcox et al. 2021), the mapping of large-scale structures (e.g.
Abramo 2012), the analysis of gravitational waves (e.g. Bel-
gacem et al. 2019), and the substructure power-spectrum from
lensing (Cyr-Racine et al. 2019).

Second-order partial derivatives of the loss function L define
the Hessian matrix, which reflects the local shape of the loss
function at any point of the parameter space. Each entry of the
Hessian matrix HL is defined as

HL(η) =

{
∂2L(η)
∂ηi ∂η j

}
, (16)

where the indices i and j indicate different model parameters
from the entire parameter set η. The “expected” Fisher informa-
tion matrix, denoted as I, is defined as

I(η) = E
[
HL(η)

]
, (17)

where E is the expectation operator over the distribution of all
the realizations of the data for a fixed set of parameters η (i.e.,
3 https://github.com/austinpeel/herculens
4 https://github.com/aymgal/wavelet-lensing-papers

P
(
d | η)). In practice, however, we cannot compute the expected

value I(η), because we only have access to a single observation
d, with a specific realization of the noise. Instead, we can com-
pute the “observed” FIM, I(η), evaluated at the MAP solution

I(ηMAP) = HL
(
ηMAP

)
. (18)

The FIM can then be used to approximate the covariance matrix
of the MAP solution through matrix inversion:

Cη ≈ I(ηMAP)−1 . (19)

This covariance directly gives a lower bound on the uncertainty
for each parameter5. We note that this (first-order) approxima-
tion of Cη becomes exact if the loss function locally behaves
quadratically or, equivalently, follows a Gaussian distribution.
We expect this to be the case for simple, smooth models de-
scribed with analytical profiles, as shown in Vernardos & Koop-
mans (2022). We find that while for fully analytical models we
can rely on the above first-order approximation of parameter co-
variance matrix, a sampling-based exploration of the highly non-
linear parameter space using HMC is warranted.

3. Experimental setup

We test our method on mock Hubble Space Telescope (HST)
observations that include realizations of the three perturbation
categories introduced in Sect. 1: a localized DM subhalo, a pop-
ulation of DM subhalos, and higher-order multipoles. We simu-
late these perturbing fields based on physical considerations and
results of previous works (detailed in the sections below), which
result in each case in very different levels of perturbations when
compared to the underlying smooth lens potential.

We focus on the strong lensing of a source with smooth
surface brightness, resembling an early-type galaxy lensed by
a foreground early-type galaxy (so-called EEL, Oldham et al.
2017). We simulate both the source and the lens light as single
elliptical Sérsic profiles, as early-type galaxies are often well-
fitted by these profiles (e.g. Shu et al. 2017). The smooth lens
potential is described by a singular isothermal ellipsoid (SIE)
for the main deflector, embedded in an external shear to simulate
the net influence of neighboring galaxies. All analytical profiles
used in this work are defined in Appendix B.

To create the mock data, we use an algorithm that is entirely
independent of our modeling code, in order to prevent the occur-
rence of artificially advantageous minima during optimization.
This also has the advantage to closely mimic a real-world situ-
ation, as the data never exactly corresponds to any model gen-
erated by the modeling code itself. We use the software pack-
age MOLET (Vernardos 2021) to simulate typical observations
of strongly lensed galaxies as observed with HST and the Wide
Field Camera 3 (WFC3) instrument, in the near infrared (F160W
filter). The pixel size is 0′′.08, and the field of view is 8′′ × 8′′.
In this work we do not explore effects due to incorrect PSF
modeling, hence for simplicity we use a gaussian PSF with 0′′.3
FWHM. This results in a simulated data set that is sufficiently re-
alistic to evaluate our method. The first column of Fig. 3 shows
the simulated image without perturbations to the smooth poten-
tial. The remaining three columns show the different perturba-
tion cases to which we apply our method. Full details of all in-
strumental settings and input model parameters are listed in Ap-
pendix C.
5 This is more formally called the Cramér-Rao bound, which states
that the variance of an unbiased parameter estimator is at least as high
as the inverse of the Fisher information (e.g. Cramér 1999).
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Fig. 3. Overview of the simulated HST observations. The left-most column shows the simulated data without perturbations to the smooth lens
potential. The dashed lines in the bottom-left panel are isopotential contours. The remaining columns show the mock data used in this work (top
row), the three different input potential perturbations (middle row), and the difference between the unperturbed and perturbed lenses (bottom row).
The range (min and max) of the perturbations varies according to the different nature of the perturbers. The solid lines enclose the region where
the S/N of the lensed source is higher than 5. The isopotential contours are almost indistinguishable between the unperturbed and perturbed cases,
therefore we omit them.

3.1. Localized subhalo (LS)

We simulate a single localized DM subhalo, with a spherical
isothermal profile (SIS) and Einstein radius θE,halo = 0′′.07 as
input perturbing potential (for reference, the Einstein radius of
the main deflector is 1′′.6). For simplicity, we assume that the
subhalo is in the same redshift plane as the main lens, although
it can be located at any redshift (through a simple scaling of
its mass). We assume typical lens and source redshifts of EEL
lenses zd = 0.3 and zs = 0.7 respectively (Oldham & Auger
2018), from which we get a mass of 109 M� within the SIS Ein-
stein radius, which is comparable to previous dark halo detec-
tions based on HST observations (Vegetti et al. 2010). The re-
sulting simulated observation is shown in the second column of
Fig. 3. The mean perturbation level, computed within the region
containing the lensed arcs, is 6.4% relative to the smooth poten-
tial.

3.2. Population of subhalos (PS)

We follow recent work and simulate the net effect of a population
of DM subhalos along the line-of-sight with a gaussian random
field (GRF) (Chatterjee & Koopmans 2018; Bayer et al. 2018;
Vernardos et al. 2020). GRF perturbations are random fluctua-
tions that have a Fourier power-spectrum following a power-law.
We parametrize this power-law relation as
PS

(
ψGRF

)
(k) = Cβ σ

2
GRF k−βGRF , (20)

where k is the wavenumber, βGRF is the power-law slope, and
Cβ is a normalizing factor that depends on βGRF and the size of

the field of view, which ensures that σ2
GRF is the variance of the

GRF (for the exact formula, see Chatterjee 2019). The power-
spectrum is then converted to a specific random realization of
direct-space perturbations using the inverse Fourier transform.
The value of βGRF determines the distribution of power at each
length scale: a large value leads to extended and smooth varia-
tions, whereas a small value creates a large number of localized
and grainy structures.

Typical ranges for σ2
GRF and βGRF have been explored in the

literature and are justified in Chatterjee (2019) and Vernardos
et al. (2020). In these works, the authors explored ranges σ2

GRF ∈
[10−5, 10−2] and βGRF ∈ [3, 8]. Additionally, Bayer et al. (2018)
excluded GRF variance larger than σ2

GRF = 10−2.5, based on
HST observations of the strong lens system SDSS J0252+0039.
Hence, we set σ2

GRF = 10−3 and βGRF = 4, such that it leads to a
GRF that is not unphysically large, and contains both small and
large-scale features. The specific GRF realization and the corre-
sponding simulated observation are shown in the third column
of Fig. 3. The corresponding relative mean perturbation level is
0.83%.

3.3. Higher-order multipoles (HM)

We introduce higher-order deviations to the smooth potential as
a multipole of order 4 (octupole). We use the same definition of
multipole as in Van de Vyvere et al. (2021)

ψmultipole(θ) =
r

1 − m2 am cos(mφ − mφm) , (21)
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where r and φ are polar coordinates transformed from θ. In our
case, we fix the multipole order to m = 4 (octupole), and the
orientation φ4 to be aligned with the main axis of the SIE com-
ponent of the smooth potential (in this case the full potential
becomes more disky). The octupole strength is set to a4 = 0.06,
which corresponds to the high end of the distribution found by
Hao et al. (2006), from isophote measurements over a large sam-
ple of elliptical and lenticular galaxies in SDSS data. The result-
ing simulated observation is shown in the last column of Fig. 3.
The corresponding relative mean perturbation level is 0.16%.

4. Modeling the full lens potential

4.1. Baseline model, parameter optimization and sampling

We model the simulated data set presented above, with the goal
of retrieving the full lens potential, including the perturbations.
The lens potential is modeled as ψ = ψ̃(ηψ) + ψpix. The smooth
component ψ̃ is parameterized as a SIE and external shear, and
the a priori unknown perturbations are captured in the pixelated
component ψpix, regularized with sparsity and wavelets as dis-
cussed in Sect. 2.4. The deflection angles at each position in the
image plane are computed based on bicubic interpolation of ψpix.
We use bicubic instead of bilinear interpolation in order to com-
pute the surface mass density (Eq. 3) corresponding to the pixe-
lated model, as it requires second-order spatial derivatives of the
potential (these derivatives are always zero with bilinear inter-
polation). We model the surface brightness of the source using
a Sérsic profile, that is s = s̃(ηs). This modeling choice means
that we assume an accurate knowledge of the underlying shape
of the source galaxy.

The lens light profile is modeled only once with a Sérsic pro-
file for one of the system, assuming the other model components
are known, then it is then fixed during the rest of the modeling.
Fixing the lens light is not identical to subtracting it from the
observation, as it still contributes to the noise model and reduces
the contrast of the lensed features. We assume the lens light cen-
troid is a good tracer of the mass centroid, which is a realistic
scenario for fairly isolated lens galaxies (see e.g. Shajib et al.
2019). Therefore, we join the center of the SIE profile to that
of the lens light profile. We note that it is however outside the
scope of this work to assess the impact of inaccurate lens light
modeling.

We model instrumental and seeing effects by assuming per-
fect knowledge of the PSF, background noise level (read-out
noise and shot noise from sky brightness), however we estimate
the shot noise from the modeled lens and source light distribu-
tions to estimate the diagonal of the data covariance matrix fol-
lowing Eq. 9.

When optimizing only analytical profile parameters (ηψ,
ηs)—which we do before including pixelated components in the
model—, we find that the quasi-Newton optimization method
BFGS6 (Nocedal & Wright 2006) is sufficient to reach conver-
gence to the MAP solution. However, the optimization of both
analytical and pixelated model components is more challenging,
as the dynamic range of analytical and pixel parameters can vary
significantly during optimization according to their impact on
the loss function and the different regularization terms. There-
fore, in this case, parameter updates are performed using the
adaptive gradient descent algorithm AdaBelief (Zhuang et al.
2020), which is extremely efficient for optimizing a large num-

6 https://docs.scipy.org/doc/scipy/tutorial/optimize.
html

ber parameters (typically as large as for convolutional neural net-
works). The initial learning rate is set in order to obtain a smooth
decrease of the loss function until convergence, coupled with an
exponential decay of the learning rate. We use the optimization
library Optax (Hessel et al. 2020) that implements the AdaBelief
algorithm.

For fully analytical models, we find that using the fast esti-
mation from the FIM leads to a parameter covariance matrix al-
most indistinguishable from the one obtained via sampling meth-
ods. Therefore we only rely on the FIM for these simple models.
However, for the more complex models that include a pixelated
component, we find that HMC sampling of the parameter space
is warranted to obtain reliable estimates of the posterior distri-
butions. We use the python package BlackJAX7 that provides
an implementation of HMC well-integrated with JAX, that we
run using the “No U-Turn Sampler” algorithm (NUTS, Hoffman
& Gelman 2011) to dynamically adapt the step size, and their
“Stan’s adaptation window” feature to improve sampling effi-
ciency.

Our fiducial model is defined with a ψpix pixel size set to
three times the data pixel size, leading to a resolution of 0′′.24.
The choice of pixel size is based on preliminary models compar-
ing the best-fit reconstructions and model residuals for different
ψpix resolutions. While the residuals do not vary significantly for
a pixel scale between 4 and 1.5, best-fit reconstructions obtained
with pixel scales larger than 3 display artifacts at the scale of
individual pixels. Although most of these artifacts can be effi-
ciently reduced using our multiscale regularization strategy by
increasing further the regularization strength for small wavelet
scales, we find that using a larger number of model parameters
for only marginal improvements in terms of residuals is not nec-
essary for this work. We refer to Appendix D for further discus-
sion on the choice of pixel scale for ψpix. The total number of
parameters for our fiducial model is thus 1101 (1089 for ψpix, 5
for ηψ and 7 for ηs), jointly optimized and constrained by 104

data pixels.
The regularization strengths for ψpix are set to λψ,st = 3 and

λψ,bl = 4, that is in the range of values discussed in Sect. 2.4. We
use a 1σ higher strength for the Battle-Lemarié regularization in
order to penalize more the appearance of spurious pixels in the
solution.

4.2. Modeling the perturbations only

We first reconstruct the perturbations in the idealized case where
all smooth components are perfectly known and fixed. This un-
realistic scenario allows us to assess the best level of perturba-
tions that can be recovered, given the quality of the data set. As
the source and the smooth potential are fixed, the regularization
weights Wψ,st and Wψ,bl can be precomputed and kept constant
throughout the gradient descent optimization.

The resulting models, corresponding to the MAP parameters
ηMAP, are shown in Fig. 4. We also note that the pixelated model
ψpix is expected to differ from the input by a uniform offset, as a
uniform value in the potential corresponds to zero deflection of
light rays (Eq. 2). This constant offset is thus never constrained
by the data alone (and depends on the initialization). Hence, for
better visualizing the reconstruction for lens LS (for which we
know that the input potential is positive), we shift the ψpix model
such that the minimum pixel value displayed on the figure is
zero. We do not add such an offset to our reconstructions for

7 https://github.com/blackjax-devs/blackjax
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Fig. 4. Best-fit pixelated potential reconstruction of our simulated data set, assuming all other model components are perfectly known. Each
column represents the different types of perturbations considered in this work. From top to bottom: simulated data, image model, normalized
residuals, input perturbations, ψpix model. The outlined annular region on the potential panels corresponds to the solid lines in the panels of Fig. 3,
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the input perturbations (there is no cropping or masking during modeling). Additionally, for lens LS only, the minimum value of the perturbations
is subtracted from the model, again to ease the comparison with the input SIS profile (this does not affect the lensing observables). An animated
visualization of the gradient descent optimization is available on this link.

lenses PS and HM shown in Fig. 4, as the underlying perturba-
tions have roughly zero-mean.

Overall the characteristic features of each type of perturba-
tions are well recovered. For lens LS, both the subhalo position
and the shape of the underlying SIS profile are captured by the
model. For lens PS, the clear over-density region on the bottom
right part of the arc is recovered, although the correspondence
with the input perturbations is less than for lens LS. For lens
HM, the reconstruction displays imprints of azimuthal period-
icity between over- and under-density regions, despite the low
level (0.2%) of perturbation. Lastly, we notice that the ampli-
tude of the modeled perturbations is systematically lower, by a
factor of ∼2, than the input perturbations. We note that a simi-
lar result can be seen in some of the pixelated reconstructions of
Vernardos & Koopmans (2022, see their fig. 8).

4.3. Modeling the full potential and the source

Our method is then applied to the more realistic situation in
which the full lens potential and the source light are unknown

as well. We do so by uniformly modeling the simulated data set
using a series of steps involving gradient descent optimization.
After each step, the model degrees of freedom are gradually in-
creased, in order to prevent the optimizer to be trapped in local
minima. These optimization steps are as follows.

Firstly, the pixelated component ψpix of the lens potential is
initialized to zero (in practice to 10−8, to prevent gradients to be
evaluated at zero, see also Appendix E) and kept fixed. The ini-
tial model is thus fully smooth, with corresponding parameters
ηψ and ηs. We use a multistart gradient descent (as advocated by
Gu et al. 2022) with 30 runs, for which we verified that it leads
to convergence to the global minimum.

Secondly, the pixelated potential component is released and
regularization strengths are deliberately set to large values, such
that only the most significant potential pixels enter the solution.
The regularization weights are computed based on the smooth
model from the previous steps, and fixed throughout the gradi-
ent descent. This prevents the pixelated component from fitting
all model residuals from the previous step, which can strongly
bias the recovered perturbations. We find that setting λψ,st = 10
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Fig. 5. Best-fit models on the simulated data set, after full modeling of the lens potential and the source. The first four rows are as in Fig. 4. The
last two rows show, in order: the standard deviation for each ψpix pixel obtained from HMC sampling of the posterior, and the S/N maps that
correspond to the absolute value of the modeled potential divided by the standard deviation.

and λψ,bl = 20 leads to an intermediate solution that contains the
main features of the perturbations, reducing slightly model resid-
uals but preventing the model from getting trapped in a spurious
minimum. All model parameters (ηψ, ηs and ψpix) are simulta-
neously optimized.

Thirdly, the regularization strengths are set to their fiducial
values (λψ,st = 3, λψ,bl = 4), and regularization weights are re-
computed based on the previous models. All model parameters
are simultaneously further optimized.

Lastly, we perform HMC sampling to estimate the error and
posterior distributions for all parameters. We find that, thanks
to the gradient information, only 400 samples (after a warm-up
phase of 100 samples) are necessary to obtain well-sampled pos-
teriors. For posterior distributions that are have multiple modes,
which is not the case in our models, the number samples should
be increased.

In Fig. 5 we summarize, for each lens, the models corre-
sponding to the best-fit parameters ηMAP. The panels are iden-
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tical to those of the ideal case (Fig. 4), although we added two
additional panels to help the interpretation of the results. The
first of these panels is the standard deviation for each ψpix pixel,
based on the HMC samples, which can be interpreted as an error
map for the best-fit model. These error maps are almost identi-
cal for each modeled system, but are necessary to compute the
second additional panel, which shows a measure of the signal-
to-noise (S/N) of the reconstruction. We define the S/N for ψpix
as the absolute value of the best-fit model divided pixel-wise by
the standard deviation. These maps reveal the regions where the
reconstruction is the most statistically significant.

For lens LS, the position of the subhalo is clearly and accu-
rately recovered. However, the overall shape of the underlying
smooth subhalo profile is not recovered equally well as in the
ideal case. We also observe some features on the other side of
the Einstein ring, although those are less significant than at the
subhalo position. The S/N map clearly shows that the feature at
the position of the subhalo has a higher likelihood compared to
other features present in the solution.

For lens PS, we see a relatively good agreement with the
input field, where both over- and under-dense regions are recov-
ered. However, again, the amplitude of the perturbation is well
below the input value, by a factor between 1.5 and 3. Contrary
to the reconstruction of the ideal case, the over-dense region
on the lower part of the ring is now the most prominent. This
feature is well aligned with a lower-intensity region of the arc,
which can partly explain why the model favors a correction to
the smooth potential at this location. The S/N map confirms the
significance of this feature. All the reconstructed features have a
S/N of approximately 3 and above. This system is arguably the
most complex to model, as the perturbations affect the lensed
features at many different locations with different strengths and
orientations, which is likely to translate to a larger set of possible
solutions.

For lens HM, the reconstruction reveals a clear azimuthal
periodicity, with no regions significantly different from the input
perturbations. Interestingly, the reconstruction is very similar to
the ideal case, despite the input level of perturbations (relative
to the smooth potential) being lower than in the other systems.
Similar to lens PS, we notice a region where the model over-
predicts a correction to the smooth potential. This region is bet-
ter revealed in the S/N map and corresponds to the same low-flux
region of the arc. This is not surprising as lower S/N in the data
leads to looser constraints on the model parameters. For this lens
we also notice that the model does not predict any perturbation
at the position of left-most image of the source. At this location,
which is closer to the lens center compared to other parts of the
arc, the input perturbation level is lower while the data noise is
higher (shot noise), which leads to almost no detection of pertur-
bations.

4.4. Effect of the regularization strength

The models presented in the previous section correspond to well-
motivated but fixed strengths for the regularization of the pixe-
lated potential component. We investigate the effect of the regu-
larization strength on the reconstructed perturbations by running
the same modeling procedure with different values of λψ,st and
λψ,bl. Compared to our fiducial models with {λψ,st = 3, λψ,bl = 4},
we define a low regularization case {λψ,st = 1, λψ,bl = 2} and a
high regularization case {λψ,st = 5, λψ,bl = 6}. The resulting ψpix
models and corresponding residuals are shown in Fig. 6.

Low-regularization models lead to a slight over-fitting as
seen from the reduced χ2 below unity. The reconstructed per-

turbations display higher frequency features, some being present
in the input perturbations as in lens PS, while some others are
artifacts as in lenses LS and HM. Increasing the regularization
strength filters out the high-frequencies, leading to smoother
variations in the ψpix maps. For highest regularization strengths,
more features are visible, which is translated in higher χ2 val-
ues. Moreover, the amplitude of the modeled perturbations de-
creases as the regularization strength increases, which is also ex-
pected since high-frequencies, which are suppressed, have the
highest amplitudes. Overall, the main features of the perturba-
tions are well-recovered for these three reasonable choices of
hyper-parameters λψ,st and λψ,bl. These results also confirm that
our fiducial setting is close to be optimal since it provides a good
compromise between over-fitting and correctly fitting the data.

4.5. Smooth potential parameters

In the previous section, we have seen that the main features of
the perturbations are overall well recovered, but the reconstruc-
tions are not perfect despite model residuals almost at the noise
level. Therefore, we expect that some of the inaccuracies in the
pixelated potential model are absorbed by the smooth analytical
component of the lens potential, or vice versa.

We check this hypothesis by comparing different models of
the smooth potential, with and without including potential per-
turbations. As discussed earlier in this section, parameter uncer-
tainties are either computed using the fast approximation of the
FIM (fully smooth models), or based on HMC sampling of the
parameter space (models including pixelated perturbations). The
MAP values and uncertainties of a subset of analytical param-
eters are shown in Fig. 7, and compared against the input val-
ues. We discuss here only lens potential parameters, but the con-
clusions are similar for the source parameters as well, that we
present in Appendix F.

We observe that fully smooth models display strong biases in
almost all parameters as expected. Interestingly, models includ-
ing a pixelated model in the potential, while having larger error
bars, still lead to statistically significant biases. One particularly
informative parameter is the inferred Einstein radius, as the value
of θE is slightly more accurate after including the potential per-
turbations, but a substantial bias still remains. We attribute those
biases to a manifestation of the degeneracies that exist between
the smooth component of the lens potential and the pixelated per-
turbations, where some adjustments of one component can com-
pensate for the other, still leading to comparable model residuals
(see Vegetti et al. 2014, who also observed reabsorption of resid-
uals in the macro potential model). Additionally, we see that the
regularization strengths of the pixelated potential marginally im-
pact the results. Parameter uncertainties are increased with lower
regularization strength, which is expected as the model has effec-
tively more degrees of freedom that are not fully constrained.

4.6. Analytically refined models

To assess if the biases discussed above can be mitigated, we
reduce the parameter space by replacing the pixelated compo-
nent with analytical profiles. In a real-world scenario, where the
underlying type of perturbations is unknown, this would corre-
spond to imposing stronger priors on the model, motivated by
the characteristic features observed in the pixelated model. This
strategy is similar to previous studies based on the gravitational
imaging technique (e.g. Vegetti & Koopmans 2009; Vegetti et al.
2012), where an analytical profile is optimized at the position of
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Fig. 7. MAP values and estimated uncertainties for the smooth potential parameters ηψ and a subset of the source parameters ηs. From left to right:
Einstein radius, complex ellipticities of the SIE, external shear components, source effective radius, and Sérsic index. The dashed lines indicate the
input values. The “smooth” models correspond to models without including pixelated perturbations; “pixelated” models correspond to our baseline
models shown in Fig. 5; “high-res” (lens PS) is similar to the fiducial model but with a smaller ψpix pixel size; “refined” corresponds to models
where the pixelated perturbations have been replaced with an analytical profile (see text for more details). For “pixelated” models we also show
model parameters obtained with different regularization strengths with empty square symbols, above (low strength) and below (high strength) the
fiducial model (see Fig. 6). For several parameters, error bars are smaller than the marker size.

a tentative detection of a subhalo, in order to better characterize
its properties (position, radial profile, mass).

Among the different systems modeled in this work, the most
characteristic features that can be noticed in the pixelated mod-
els are for the LS and HM cases, with either a very localized

decrease of the potential, or azimuthal periodicity centered on
the lens galaxy, respectively. Therefore, for these two lenses, we
start from the MAP solution obtained with our fiducial model
and include a SIS profile (lens LS) or an multipole component
(lens HM) instead of the pixelated component. We refer to these
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additional fully analytical models as “refined” in the remaining
of the text.

The smooth potential parameters inferred from these refined
models are compared to the smooth models in Fig. 7. We see that
the significant biases observed with models with too few or too
many degrees of freedom have been correctly mitigated. This re-
sult is not surprising as the refined model is now parametrized
identically to the simulated data. Nevertheless, this allows us to
confirm that even after optimizing a more complex and possibly
inaccurate model, it does not prevent us from accessing the op-
timal global solution after correctly identifying the underlying
type of perturbations. In Sect. 5 we use these refined models to
retrieve the properties of the underlying perturbations.

4.7. Higher resolution pixelated model

Contrary to the localized subhalo and multipolar structures, the
underlying perturbations for lens PS are described by a GRF,
which does not have a specific analytical profile as it is a random
realization. Instead, we use this system to test if using a higher
resolution grid for the pixelated component ψpix (i.e., more pa-
rameters) allows us to reduce the biases on smooth model param-
eters. The resulting model, named “high-res”, is compared to the
fully smooth and fiducial models in Fig. 7. While this model is
insufficient to recover unbiased smooth potential parameters, we
subsequently see in Sect. 5 that the recovered power-spectrum of
the perturbations is closer to the input one.

Nevertheless, we note that recovering the smooth potential
parameters in the presence of perturbations such as a subhalo
population modeled via a GRF is achievable by imposing in-
formed priors on the pixelated potential model. This has been
shown in the recent work of Vernardos & Koopmans (2022),
which extended the gravitational imaging technique using a
covariance-based regularization of the pixelated potential model.
The covariance matrix governing the regularization term can be
specifically adapted to GRF-like perturbations, leading to an ef-
fective regularization of the solution if the assumption matches
the underlying perturbations. We plan to implement the strat-
egy presented in Vernardos & Koopmans (2022) in the Hercu-
lens package, and leave for future works its comparison with the
method presented here.

5. Constraints on the underlying perturbations

In the previous section we discussed in a qualitative manner the
reconstructed perturbations. Here we seek to quantify the prop-
erties that can be recovered from these models, and discuss the
robustness of those measurements as well as their applicability
to real data sets. All the inferred quantities discussed in the next
subsections are summarized in Table 2, and based on the fiducial
models shown in Fig. 5.

5.1. Subhalo mass and position

We consider the two models of lens LS to quantify the properties
of the underlying DM subhalo: our fiducial model including a
pixelated component in the lens potential, and the refined model
assuming the detected subhalo mass distribution follows a SIS
profile.

For the pixelated model we assign the position of the de-
tected subhalo to the minimum of the pixelated potential ψpix.
We show the location of the pixel in the top left panel of Fig. 8.
For related uncertainties, we compute the minimum of each

HMC sample of ψpix, but we note that the minimum remains
in the same potential pixel, leading to error bars smaller than its
size. We thus turn to a more conservative estimate of the uncer-
tainty and simply set it to half the pixel size (i.e., 0′′.12). For the
refined model, we take the optimized position of the SIS as the
position of the subhalo, with uncertainties estimated from the
FIM. The resulting positions and error bars are listed in the top
row of Table 2.

The mass of the subhalo is more difficult to estimate from
our pixelated model. Nevertheless, achieving this would be pow-
erful, as it does not require the choice of a specific shape for
the subhalo mass distribution. We start by computing the sur-
face mass density (i.e., the convergence) corresponding to each
potential pixel using Eq. 3. This results in the pixelated conver-
gence model κpix shown in the top right panel of Fig. 8. Next,
we need to define a region in which to integrate κpix pixels be-
fore converting the surface mass density to proper solar mass
units using Σcrit. As discussed in Sect. 3.1, input parameters of
the subhalo correspond to a subhalo mass of about 109 within
the Einstein radius of 0′′.07. As this scale is much smaller than a
pixel of our ψpix model, we cannot rely on summing the conver-
gence pixels.

We address this issue by considering a larger region within
which the subhalo mass can be inferred for both the analytical
and pixelated models. We select a high-significance region of
the reconstruction that contains all pixels with S/N(ψpix) > 3 (see
bottom left panel of Fig. 5). This region contains 15 convergence
pixels, that we sum and convert to proper units to estimate the
subhalo mass. We repeat the same procedure for each sample
of the joint posterior distribution (∼ 1300 samples) and find the
distribution shown in the bottom panel of Fig. 8. To compare the
inferred value with that of the input subhalo, we disctretize the
input SIS profile by evaluating it on the same grid of pixels, and
compute the mass as for the pixelated model. We note that the
resulting “input” mass is lower than the one computed analyti-
cally within Einstein radius, because of the discretization of the
SIS profile that diverges in the center.

We find that the inferred mean value of the subhalo is lower
than the measured mass on the input perturbations. In addi-
tion, we find that the amplitude of the disagreement is signifi-
cantly affected by the choice of the region in which we integrate
the convergence. For instance, considering only κpix pixels with
S/N(ψpix) > 5 instead of 3 (6 pixels instead of 15) leads in fact
to a very nice agreement with the input value. This assumption
corresponds to the dashed-line histograms in Fig. 8. The main
reason of the better agreement is that this smaller region essen-
tially excludes the few pixels with negative convergence, seen
in brown color in Fig. 8 (negative convergence pixels do have a
physical meaning, as they indicate a local decrease of the lens
mass relative to the smooth component). On one hand, this leads
to a higher mass inferred from the model; on the other hand, the
input value used as a reference is smaller, because it is computed
within a smaller region. These two effects combined lead to an
overall better agreement between the model and the input. We
note that a similar behavior is observed when the ψpix regular-
ization strength is too low (see Sect. 4.4). However, in this case,
the pixelated convergence map is very noisy due to over-fitting
the imaging data and the region inside which the subhalo mass
is measured cannot be reliably defined.

Measuring the mass directly from the pixelated model is
therefore challenging and possibly depends on additional as-
sumptions. Currently, a more robust approach is to infer the sub-
halo mass from our refined model, which is based on an analyt-
ical profile for the subhalo. After applying the same procedure,
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Table 2. Recovered properties of potential perturbations, from the MAP ψpix models shown on Fig. 5. The quoted values for the subhalo mass is
given in solar units and computed within the region with S/N(ψpix) > 3 (see Fig. 8 and text for more details). The input GRF parameters are given
with uncertainties as they were fitted on the power-spectrum of the input perturbing field.

Lens Parameters Input values Model Measured values

LS

(
θx,sub, θy,sub

) (
1.90,−0.40

) pixelated
(
1.94 ± 0.12,−0.49 ± 0.12

)

refined
(
1.899 ± 0.008,−0.408 ± 0.005

)

log10 Msub 8.91
pixelated 8.71 ± 0.05

refined 8.90 ± 0.01

PS
(

log10 σ
2
GRF, βGRF

) ( − 3.11 ± 0.15, 3.23 ± 0.05
)

pixelated, ideal
( − 3.35 ± 0.20, 3.40 ± 0.15

)

pixelated, fiducial
( − 3.89 ± 0.25, 4.15 ± 0.19

)

pixelated, high-res
( − 3.49 ± 0.15, 3.26 ± 0.09

)

HM

(
am, φm

) (
0.06, 82.50

) pixelated
(
0.024 ± 0.002, 83.78 ± 0.88

)

refined
(
0.061 ± 0.002, 83.15 ± 0.39

)

m 4 refined 4.01 ± 0.02
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Fig. 8. Characterization of the position and mass of the localized subhalo based on our model of lens LS. Top left: ψpix model, from which we
assign the detected subhalo position to the minimum of the clear negative feature, in good agreement with the input subhalo position. Top right:
pixelated convergence model κpix obtained from the ψpix model. We indicate the fiducial pixelated region within which we compute the subhalo
mass, defined as the pixels with S/N(ψpix) > 3 (see also the bottom panel of Fig. 5). A smaller region corresponding to S/N(ψpix) > 5 is also
shown, in dashed lines. Bottom: posterior distributions of the subhalo mass, as estimated from the pixelated model, and from the refined model
that replaces ψpix with a SIS profile for the subhalo. The two pairs of posterior distributions corresponding to each pixelated region are shown in
continuous (S/N(ψpix) > 3) or dashed lines (S/N(ψpix) > 5). For each pixelated region, the black dotted line indicates the mass computed from the
input convergence profile of the subhalo.

we obtain the resulting posterior distribution shown in purple in
Fig. 8, which is in perfect agreement with the input. Again, this

is not surprising, as the SIS profile reflects well the underlying
shape of the subhalo. Nevertheless, these results showcase the re-
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quirement of stronger priors on the shape of the subhalo in order
to infer unbiased properties. Additionally, for proper inference
on real data, several works have demonstrated the need to care-
fully compare different choices of subhalo profiles (e.g. Çağan
Şengül et al. 2021; Despali et al. 2022).

5.2. Statistics of the subhalo population

We analyze our pixelated reconstruction for lens PS following
a Fourier power-spectrum analysis, motivated by the assump-
tion of GRF perturbations (Eq. 20). We show in Fig. 9 the az-
imuthally averaged power-spectra from the three different pixe-
lated models explored in this work: the “ideal” (Fig. 4), the “fidu-
cial” (Fig. 5), and the “high-res” models (i.e., finer ψpix pixels,
twice the data pixels). We compute the power-spectra inside the
region of Fig. 5, in order to consider only features in the region
of interest. We then compare the obtained power-spectra with
those from the input perturbations by fitting linear relations in
log-space and list the resulting best-fit values for σ2

GRF and βGRF
in Table. 2. We note that the first bin is excluded from the lin-
ear fit because it corresponds to a wavenumber that translates to
the roughly the size of the region used for computing the power-
spectra, hence it is no informative. The quoted uncertainties are
estimated from the least-square fit.

As expected, the model in the ideal case (i.e., with fixed
smooth potential and source light) agrees very well with the in-
put power-spectra, which translates in a good agreement for GRF
parameters as well. Regarding our fiducial model, the amplitude
is overall lower than the input, consistent with we what we dis-
cussed in Sect. 4. At intermediate wavenumbers, the recovered
power-spectrum is close to the input one, however it is strongly
attenuated at large wavenumbers. This leads to an overall steeper
slope, and translates to a ∼ 5σ difference in βGRF with respect
to the input. This attenuation of small spatial scales is fully
mitigated by modeling the perturbation on a higher-resolution
grid, that allows us to better model small scale features. Indeed,
the power-spectrum of the high-res model exhibits an excellent
agreement with the input for all wavenumbers k > 4 · 10−1

1”

ψpix model

input

octupole fit

−0.010

−0.005

0.000

0.005

0.010

ψ

Fig. 10. Measurement of the multipole orientation from the ψpix model
of lens HM. An analytical octupole profile (plus a constant offset) is
fitted directly on the reconstructed perturbations, and compared to the
input one. Each pair of lines shows two of the main octupole axes, to
ease the visualization. The gray dotted lines are corresponds to ±3σ fits,
where σ is estimated from the FIM.

arcsec−1. The inferred slope βGRF is within 1σ with respect to
the input value (see Table 2).

Overall, our pixelated method correctly retrieves the loca-
tions of the main perturbations that mimic a subhalo popula-
tion, and allows us to obtain a first-order estimate of its statis-
tics. Our results suggest that using a higher-resolution grid for
the pixelated component allows to better recover the full power-
spectrum. However, the precise characterization of the power-
spectrum of the perturbations under the assumption of GRF is
a challenging task that requires additional priors in the model
(e.g., Bayer et al. 2018; Vernardos & Koopmans 2022).

5.3. Properties of multipolar structures

Based on our models of lens HM, we can recover the underlying
octupole using two different methods: fitting an octupole directly
on the ψpix model, or using the refined model that includes ex-
plicitly an octupole profile in addition to the other components
of the lens potential.

We perform the octupole fitting (i.e., we fix m = 4) on
the ψpix model via gradient descent with three free parameters,
namely the amplitude, orientation and an additional constant off-
set (remember that this offset in the potential is not constrained
by the data). After converging to the MAP solution, parameter
uncertainties are estimated from the FIM. The recovered oc-
tupole orientation, reported in Table 2, agrees extremely well
with the input. However, the recovered amplitude is lower, as
expected from the pixelated reconstructions and discussed in
Sect. 4.

With the refined model it is possible to measure the con-
straints on the multipole order m, in addition to the orientation
and amplitude. The MAP values of the multipole component ob-
tained with this refined model are reported in Table 2, which all
agree very well with the input. The parameter m is expected be
more challenging to optimize, as it has nonlinear effects on the
profile shape. We tested the robustness of the optimization to dif-
ferent initial values m, and found that initializing m to a value of
3 or higher leads to the correct MAP value, but setting it closer
to 2 drives the model toward a quadrupole (m = 2), which is
degenerate with the shear and ellipticity of the smooth potential.
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6. Computation time

Herculens uses JAX to exactly differentiate the loss function and
significantly decrease runtime (Sect. 2.5). The entire analysis of
this work, including parameters optimization and sampling, was
performed on a personal computer. We give average timings of
the main modeling steps for a personal computer8:

– Optimizing the smooth analytical models (12 parameters),
takes one minute for a multistart gradient descent with 30
starts (i.e., ∼ 2 seconds for a single gradient descent).

– Computing the regularization weights (Eq. 14) takes about
20 seconds. This step can be accelerated at least by a factor
of two, by precomputing some of the operators involved in
Eq. 15; we leave this for future improvements.

– Optimizing the idealized models of Fig. 4 in which only the
pixelated potential component is optimized (1089 parame-
ters) takes 30 seconds. This is for 103 iterations, which is
sufficient to reach convergence.

– Compared to these idealized models, the run time is virtually
identical for optimizing the full models of Fig. 5, due to the
marginal increase in the number parameters (1101 parame-
ters).

– Computing the FIM and its inverse typically takes 20 sec-
onds.

– Performing HMC sampling for a total of 500 samples takes
about 1.1 hours for a single chain.

These numbers can be extended to the modeling of a typical
HST observation of a strong lens. For instance, modeling the
lens SDSS J1630 + 4520 (from the SLACS sample, Bolton et al.
2006), with a smooth lens potential and a pixelated source regu-
larized with wavelets (as in Galan et al. 2021) showed that con-
vergence to the MAP takes about 1.5 minutes for a single gra-
dient descent (still on a personal computer). This includes pre-
optimization steps with a smooth model for source whose com-
plexity is progressively improved with a pixelated source. Fit-
ting the lens light with analytical profiles would only lead to a
marginal increase of the total run time (∼ 10 seconds). Next,
modeling deviations to the smooth lens potential assuming the
initial model fits reasonably well the data would require about
30 seconds for a single gradient descent, similar to the models
presented in this work. Finally, sampling the full parameter space
using HMC would take from one to two hours for ∼ O(103) sam-
ples, which we expect to be sufficient to ensure well-sampled
posterior distributions.

While the timings quoted above demonstrate that our code
can be conveniently run on a single CPU, they do not reveal the
full potential of the method. Herculens is fully based on JAX
so it supports large scale parallelization and GPU capabilities,
which can lead to dramatic improvements in terms of compu-
tation time (see e.g., Gu et al. 2022). This will be exploited in
future analyses of real data sets.

7. Summary and conclusion

In this work we develop and apply a novel lens modeling method
that is able to recover perturbations to a mostly smooth lens
potential with minimal assumptions about their nature. This is
made possible by modeling the perturbations on a grid of pixels
regularized using a well-established multiscale technique based

8 We note that most of the timings quoted here also include an over-
head time of about 2 to 4 seconds, due to JAX “just-in-time” compila-
tion feature.

on sparsity and wavelets. This grid of pixels is superimposed on
other analytical profiles for the joint modeling of the full poten-
tial and the source light. We show that merging the two main
state-of-the-art modeling paradigms (analytical and pixelated) is
possible within the framework of differentiable programming.
This enables us to seamlessly optimize lens models with over
one thousand individual parameters and obtain their uncertain-
ties, either via Fisher information analysis or gradient-informed
HMC sampling.

We summarize the key results of this work as follows:

– We extend our previous work in Joseph et al. (2019) and
Galan et al. (2021), by introducing a pixelated mass com-
ponent in addition to the smooth lens potential, and recover
three different types of perturbations: a localized DM sub-
halo, a population of such subhalos, and high-order moments
in the lens potential.

– Sparse regularization is usually performed via iterative al-
gorithms to converge to the solution, which makes it chal-
lenging to incorporate within standard lens modeling codes.
In this work we demonstrate that the solution can also be
obtained via gradient descent, capitalizing on the access to
derivatives of the loss function with automatic differentia-
tion.

– Differentiable programming enables the simultaneous opti-
mization of analytical and pixelated components. One bene-
fit is that the perturbative approach of Koopmans (2005) for
pixelated perturbations to the lens potential is no longer war-
ranted, although we can still use it to estimate regularization
weights. This is because the full inverse problem can now
be solved from the explicit superposition of smooth analyti-
cal and pixelated components, jointly optimized via gradient
descent.

– For each type of perturbation explored in this work, the main
features are correctly recovered by the pixelated potential
component. In particular, the signature of a localized sub-
halo and octupolar structures are accurately captured. The
subhalo population, simulated here as a GRF, clearly repre-
sents a more challenging situation, although the main over-
and under-density regions can still be recovered.

– We test for a model-independent recovery of the DM sub-
halo mass, directly from the reconstructed pixelated potential
model. We find that the resulting measurement of the mass
is sensitive to the region where the surface density is inte-
grated, leading to either an under-estimation of the mass, or
a value in agreement with the true subhalo mass. Neverthe-
less, switching to an analytical profile for the subhalo, as is
standard practice, allows to robustly infer its mass.

– The statistical properties of the subhalo population can be re-
covered via the power spectrum of the pixelated model. The
underlying GRF parameters, which effectively act as param-
eters of the subhalo mass function, are recovered with our
higher resolution model. Nevertheless, in a real-world sce-
nario, we advocate for a comparison of different model vari-
ants, typically with different grid resolutions, and a cross-
checking with other methods relying on more informative
priors (e.g., as in Vernardos & Koopmans 2022) to improve
the robustness of the inference.

– High-order moments in the lens potential (here as an oc-
tupole) are remarkably well recovered, despite being small
in amplitude compared to lower-order moments such as
quadrupoles (e.g., external shear). While the amplitude is bi-
ased low in the pixelated reconstruction, the octupole ori-
entation is accurately measured, either from the pixelated
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model, or using a refined model including a multipole com-
ponent in the lens potential explicitly.

Our method is readily applicable to real HST observations of
EELs, such as the systems presented in Oldham & Auger (2018),
as the source surface brightness is smooth. This assumption of
smoothness, although well motivated by real observations, is
arguably the strongest assumption of this work. Indeed, there
are many situations in which the source galaxy is more com-
plex, featuring for instance spiral arms and localized clumpy star
forming regions. This requires the joint modeling of deviations
from smoothness both in the source and the lens potential, which
is challenging due to degeneracies between those two compo-
nents, as some of the lensing features may be equally well ex-
plained by underlying features in the source or in the potential.

Nevertheless, the modeling methods presented in this work
and implemented in Herculens enable the joint modeling of
more complex sources on a grid of pixels in the source plane,
which we will apply in future analyses. Moreover, the flexible
framework provided by differentiable programming allows one
to implement a large fraction (if not all) of the modeling meth-
ods explored in the literature so far. The careful comparison be-
tween their different assumptions is absolutely critical to miti-
gate degeneracies and robustly infer key physical quantities, in-
cluding constraints on the subhalo mass function and the mass
of DM particles. Recently, there have been a few works along
these lines, including the reanalysis of a subhalo detection based
on different assumptions such as the shape of the subhalo mass
profile and its redshift (Çağan Şengül et al. 2021), or the thor-
ough comparison of different modeling codes on the same data
set (Shajib et al. 2022).

In this work we limit ourselves to three categories of pertur-
bations in the lens potential, however there exist others. Another
departure from the simple elliptical profiles is the presence of
a disk component in the lens galaxy. In particular, such a disk
structure can have observational effects that are similar to flux ra-
tio anomalies in multiply imaged lensed quasars. These anoma-
lies are usually considered as a tracer for DM subhalos, hence
unique probes of the subhalo mass function. In a series of pa-
pers based on cosmological simulations and real observations,
Hsueh et al. (2018, and references therein) showed that not tak-
ing into account these baryonic effects on the lens potential can
bias the inferred constraints on DM properties. The detection and
modeling of a disk component in the lens potential is therefore
a situation where our pixelated reconstruction method could be
successful.

Herculens is built on top of differentiable programming li-
braries that readily enable massive parallelization and GPU ac-
celeration. This important aspect has been extensively discussed
in Gu et al. (2022), where authors demonstrated the efficiency of
gradient-informed methods for modeling large samples of strong
lenses. Their results remain relevant and are applicable in the
context of our work as well. This is a promising path towards
the modeling of the tens of thousands strong lenses that will be
discovered in the era of Vera Rubin and Euclid survey telescopes
(Collett 2015). Moreover, highly flexible yet computationally ef-
ficient models will be essential to handle the even higher resolu-
tion data sets soon delivered by the James Webb Space Telescope
and future extremely large telescopes.
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Appendix A: Multiscale regularization weights

In this section we give details about the estimation of the weights
in Eq. 14 used to scale the regularization strength of the pixelated
potential ψpix. Let us assume that we have in hand a model fitted
to the data without ψpix, such that we can assume that a suffi-
ciently good model of the source s and the smooth lens potential
are known.

The minimization problem corresponding to the full lens po-
tential, parametrized as ψ = ψ̃(ηψ) + ψpix can be written as

arg min
ηψ ,ψpix

1
2

[
d − BLψs

]>
C−1

d

[
d − BLψs

]

+ λψ
∥∥∥ Wψ ◦Φ> ψpix

∥∥∥
1
, (A.1)

where Lψ depends on the smooth potential parameters ηψ and the
pixelated component ψpix. The regularization term is identical to
Eq. 14.

In contrast to the source reconstruction problem, namely
where the variable of interest is s, the model we optimize here
does not depend linearly on ηψ and ψpix. Consequently, the gra-
dient of the data-fidelity term in Eq. A.1 does not have a simple
closed-form expression, which prevents us from propagating the
noise from the data to the lens potential as easily as to the source
plane.

We address this issue by considering the perturbative ap-
proach of Koopmans (2005) as a means to relate the data space
to the potential space. We argue that we can use the weights ob-
tained with this model for the minimization problem above.

Based on a Taylor expansion of the lens equation with re-
spect to small deviations δψ to an underlying smooth potential
ψ̃(ηψ), Koopmans (2005) established the following linear rela-
tion

δd = −B Ds(s) Dδψ︸          ︷︷          ︸
D

δψ , (A.2)

which corresponds to Eq. 15 rewritten with linear operators. The
term δd ≡ d − m̃ represents residuals between the data and a
model m̃ = BLψ̃s without perturbations to the smooth potential
(i.e., δψ = 0). The operator Ds contains spatial derivatives of
the source light model with respect to source plane coordinates
mapped from the data grid via Lψ̃. The operator Dδψ combines bi-
linear interpolation and finite difference coefficients to compute
the spatial derivatives of δψ on the data grid. We refer the reader
to Koopmans (2005) for more details about the exact structure
of these operators, that we implement as matrices.

From the linear relation of Eq. A.2, we can formulate yet a
new minimization problem for δψ as

arg min
δψ

1
2

[
δd − Dδψ

]>
C−1
δd

[
δd − Dδψ

]

+ λδψ
∥∥∥ Wδψ ◦Φ> δψ

∥∥∥
1 , (A.3)

where Cδd is the covariance matrix associated to δd. From the
definition of model residuals, we have

Cδd ≡ cov
(
δd, δd

)

= cov
(
d − m̃, d − m̃

)

= Cd + Cm̃ − 2 cov
(
d, m̃

)

≈ Cd . (A.4)

The cross-covariance matrix cov
(
d, m̃

)
is zero, since the data and

model m̃ are uncorrelated (nature does not correlate with our

model). Additionally, the covariance term Cm̃ is much smaller
than Cd in the case of smooth analytical profiles for the potential
and source (we checked this numerically). This is because the
fully smooth model m̃ is strongly limited by the shape of the
analytical profiles described by a small number of degrees of
freedom, constrained by a much larger number of data pixels.
Although not explicitly specified for conciseness, the elements
of Cd depend on the model m̃ to estimate the shot noise (Poisson
noise) from the lensed features.

We now need to establish which operators are necessary to
propagate the noise from δd space to wavelet coefficients of δψ,
in order to compute the coefficients of the matrix Wδψ. We do
so by considering a gradient descent update based on the data-
fidelity term of Eq. A.3 (e.g., Lanusse et al. 2016), which reads

δψ(n+1) = δψ(n) +

negative data-fidelity gradient︷                     ︸︸                     ︷
D>C−1

δd

(
δd − Dδψ(n)

)
. (A.5)

The above gradient translates model residuals (the term in paren-
thesis) into the coefficients of δψ. Therefore, we see that the
propagation of a given noise realization δdN to the potential
pixels is D>C−1

δdδdN . We simply apply the wavelet transform
operator to obtain wavelet coefficients instead, which leads to
Φ>D>C−1

δdδdN . Using Monte-Carlo simulations of δdN , we can
compute the standard deviation σ(n,m, j)

δψ for each potential pixel
(n,m) in each wavelet scale j, and populate the matrix Wδψ ac-
cordingly.

As a final step, we return to the original problem described
by Eq. A.1. In this problem, the pixelated potential parameters
are ψpix, instead of δψ. First, let us assume that both ψpix and
δψ are defined on the same grid of potential pixels. Second, ψpix
is used in combination with a smooth lens potential component
ψ̃(ηψ), such that it captures deviations to the smooth potential
in a similar way as δψ. Third, from Eq. A.4, we see that the
noise in the data (characterized by Cd) is a good approximation
of the noise in the model residuals δd (characterized by Cδd).
Therefore, the standard deviation of the noise in potential space,
at the location of potential pixels and in each wavelet scale, can
be approximated by the values σ(i, j,k)

δψ computed above, namely
Wψ ≈Wδψ.

In summary, we have used the linear expression of Eq. A.2
as a way to set the weights of our regularization term (Eq. A.1)
based on the noise levels from the data. In this work, we use
two different wavelet transforms, namely the starlet and Battle-
Lemarié wavelet transforms. Thus we compute the correspond-
ing weights following the above procedure to obtain Wψ,st and
Wψ,bl respectively (only the wavelet operator Φ> is different).
We show in Fig. 2 the corresponding weights for each scale of
the starlet transform.

Appendix B: Analytical profiles

The smooth models used throughout this work are based on ana-
lytical profiles, which we define in detail here. Elliptical profiles
are described with coordinates (θ1, θ2), obtained by rotating the
original coordinates θ ≡ (θx, θy) along the major axis of the el-
lipse with position angle φ.

To describe the smooth component of the lens potential, we
use the singular isothermal ellipsoid (SIE) profile. This profile is
originally defined in surface mass density (convergence) but also
has analytical formulae for the potential and deflection angles.
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The SIE potential is given by (e.g., Keeton 2001)

ψSIE(θ1, θ2) =
θE
√
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2
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, (B.1)

where θE is the Einstein radius, qm is the axis ratio of the el-
liptical profile, and the corresponding position angle is φm. In
practice, we do not optimize the axis ratio and position angle,
but rather ellipticity components {e1,ψ, e2,ψ} to prevent sampling
issues with the periodicity of φm (particularly for small values of
qm). These components are defined as


e1,ψ =

1−qm
1+qm

cos (2φm)
e2,ψ =

1−qm
1+qm

sin (2φm) .
(B.2)

The singular isothermal sphere (SIS) is a particular case of an
SIE with no ellipticity (qm = 1).

The influence of other galaxies in the vicinity of the main
deflector—whose lensing effects remain linear with respect to
the lensed source—is modeled as a uniform external shear. It has
amplitude γext and orientation φext. The corresponding lensing
potential in polar coordinates (r, φ) is

ψext(r, φ) =
1
2
γext r2 cos (2φ − 2φext) . (B.3)

The corresponding shear ellipticity parameters that we used for
optimization are defined as

{
γ1,ext = γext cos (2φext)
γ2,ext = γext sin (2φext) .

(B.4)

The elliptical Sérsic profile, suitable for modeling smooth
galaxy light distributions, is defined as (Sérsic 1963)

ISersic (θ1, θ2) = Ieff exp


−bn



√
θ2

1 + θ2
2/q

2
l

θeff



1/ns

+ bn


, (B.5)

where Ieff is the amplitude of the profile at the effective radius
θeff , and ns is the Sérsic index which defines the slope of the
profile. The axis ratio is ql, and the corresponding position angle
is φl. Ellipticities are defined as for the potential (see Eq. B.4).
The term bn is not a free parameter and is computed such that
θeff is always equal to the half-light radius of the profile.

Appendix C: Simulated HST observations

In Table C.1 we summarize all instrumental settings and spe-
cific model assumptions that were used to generate HST obser-
vations of EELs systems. We used the simulation software pack-
age MOLET (Vernardos 2021) to perform high-resolution ray-
tracing and to add instrumental effects (instrumental noise and
PSF convolutions).

Table C.1. Instrument settings and model assumptions used for gener-
ating HST/WFC3/F160W mock observations of EELs. The coordinates
are oriented such as north is up and east is right. The orientation angle
is east-of-north.

Observation
Pixel size [arcsec] 0.08
Exposure time [s] 4 × 2400 = 9600
Zero-point [mag] 25.9463
Sky brightness [mag/arcsec2] 22
Read noise [e−] 4
PSF (gaussian FWHM) [arcsec] 0.3
Noise readout + shot noise

Deflector, zd = 0.3
Singular isothermal ellipsoid (SIE)

Einstein radius, θE [arcsec] 1.6
Ellipticity, qm 0.73
Orientation, φm 82.5
Position, (x, y) [arcsec] (0, 0)

External shear
Strength, γext 0.032
Orientation, φext 144.2

Sérsic (light)
Ellipticity, ql 0.73 (= qm)
Orientation, φl 82.5 (= φm)
Half-light radius, θeff 2
Sérsic index, nSersic 2
Position, (x, y) [arcsec] (0, 0)
Magnitude 19

Perturbations to the potential
LS: Localized subhalo (SIS)

Einstein radius, θE,halo [arcsec] 0.07
Position, (x, y) [arcsec] (1.9,−0.4)

PS: Population of subhalos (GRF)
Variance, σ2

GRF 10−3

Slope, βGRF 4
HM: High-order moments (octupole)

Strength, a4 0.06
Orientation, φ4 82.5 = φm

Source, zs = 0.7
Sérsic

Ellipticity, ql 0.82
Orientation, φl 170.8
Half-light radius, θeff [arcsec] 0.8
Sérsic index, nSersic 2
Position (x, y) [arcsec] (0.4, 0.15)
Magnitude 21

Appendix D: Choice of pixel size for ψpix

The pixelated model ψpix used to capture deviations from the
smooth lens potential requires a choice of pixel size. In Hercu-
lens, this can be set to any multiplicative factor (not necessarily
an integer) of the data pixel size. In this work we use a pixel scale
factor of 3 as our fiducial model, meaning the grid on which the
ψpix component is defined has a pixel size of 3 × 0′′.08 = 0′′.24.
This resolution is sufficient to accurately model the simulated
data set as well as to characterize the reconstructed features in
the lens potential.
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The multiscale aspect of the regularization strategy detailed
in Sect. 2.4 enables the independent treatment of different spa-
tial scales in the lens potential. This avoids the need to choose a
specific pixel size, as long as it is small compared to the lensed
features (otherwise it would lead to a poor fit to the data). Let
us take the example of a pixel size much smaller than that of
the data; if there are features below a given spatial scale that
are not supported by the data (typically below the smallest de-
tectable deflection angle), the multiscale wavelet decomposition
combined with sparsity constraints will suppress all wavelet co-
efficients below this scale. Therefore, these features should not
be visible in the reconstruction. This means that in comparing
two models that fit the data equally well, we should select the
one with the smaller pixel size. In practice, however, and from
the perspective of parameter optimization, a smaller pixel size
translates into a larger number of parameters, for which the regu-
larization becomes even more crucial to balance the lack of con-
straints provided by the data alone. Moreover, the principle of
Occam’s razor, at the basis of Bayesian approaches, advocates
for fewer parameters if it does not bring significant improve-
ments to the fit.

We investigate the impact of the pixelated model resolution
further by modeling lens LS (see Fig. 3) using four different pixel
sizes for ψpix: 4, 3, 2 and 1.5 times the data pixel size (leading
to 625, 1089, 2500 and 4489 parameters, respectively). For this
simple exercise, we fix all other parameters to their input values.
The resulting model residuals, best-fit ψpix solution, and the full
starlet decomposition of the solution are shown in Fig. D. For
each of the starlet scales j, we quote the characteristic scales β̃ j

(in arcsec) captured by that scale, which is 2 j times the pixel size.
Among the different versions of the model, the reduced χ2 values
are very similar, the smallest value being achieved by the highest
resolution model9. An interesting aspect is visible on the finest
starlet scales: for a pixel scale factor below 3, spurious isolated
features appear in the solution, which is a consequence of poor
regularization at small spatial scales. It is possible to address this
issue by locally increasing the regularization strengths (or, alter-
natively, by modifying the regularization weights). Nevertheless,
we find that the results of this work do not strongly depend on
pixel size, and we leave such improvements for future versions
of the method. Along these lines, we will investigate fully dif-
ferentiable methods to optimize regularization strengths in the
future.

Appendix E: Differentiation of the `1-norm terms

The `1-norm used to regularize spix and ψpix is not differentiable
when its argument is strictly zero. However, Lee et al. (2020)
validates the use of the many nondifferentiable functions used in
machine learning (e.g., activation functions such as ReLU), by
observing that they are part of a special class of functions that
allow their partial derivatives to be computed. Such functions
are said to have piecewise analyticity under analytic partition.

The absolute value function at the basis of the `1-norm be-
longs to this class of functions. Moreover, in practice, the func-
tion is never evaluated exactly at zero: the source or lens poten-
tial pixel values are never all exactly zero due to, for example,
9 Seemingly small differences in χ2 can still translate to potentially
large differences in terms of Bayesian evidence. However, it is outside
the scope of this work to use nested sampling to compute the Bayesian
evidence, as it is too computationally expensive on a personal com-
puter. Nevertheless, we note that nested sampling also benefits from
a gradient-informed exploration of the parameter space (see e.g., Albert
2020b).

the presence of noise in the data. In addition, we never initialize
pixel values to exactly zero on order to avoid undefined gradients
at the start of the optimization.

Appendix F: Posterior distributions for analytical
profile parameters

In Sect. 4.5, we discussed the MAP parameters of the smooth
lens potential. Here we complete this discussion by showing in
Fig. F.1 the full (smooth) parameter space, including the source
parameters (Sérsic profile). For fully smooth models (upper tri-
angle of the figure), the covariance matrix is estimated via the
FIM (Sect. 2.6). For the perturbed models, HMC sampling was
performed to obtain the full posterior distribution. For readabil-
ity, we only plot ellipses corresponding to a multivariate normal
distribution based on the parameter covariance matrices.

Overall, we observe two main features from these posterior
distributions. First, fully smooth models of lenses LS and PS dis-
play strong biases on almost all parameters. This is expected as
the model is insufficient to capture the complexity of the lens po-
tential. Second, for many of the parameters, biases are reduced
by including the pixelated potential in the model, although the
reduction is mainly due to the larger error bars. As discussed in
Sect. 4.5, these full models do not recover all smooth properties
of the lens mass and source light distributions within uncertain-
ties, despite the model fitting the data down to the noise and
recovering the correct features in the pixelated potential compo-
nent.

We interpret these biases as due to absorption of model resid-
uals into the pixelated component ψpix, beyond the simple devia-
tions to the smooth potential. This hypothesis is supported by our
refined models, in which we replace the pixelated component by
an analytical prescription, that show no remaining bias in smooth
model parameters (see e.g., Fig. 7). We expect that changing to
a regularization strategy that is motivated by the specific type of
perturbations is expected to mitigate these biases. For instance,
based on the assumption of GRF perturbations as considered in
this work, we expect the pixelated reconstruction method pre-
sented in Vernardos & Koopmans (2022) to be less impacted by
a slightly inaccurate absorption of model residuals. In a future
work, we plan to explore in more detail the effect of different
regularization methods on model parameters.
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Fig. F.1. Posterior distributions for some analytical model parameters (smooth potential and smooth source), based on parameter covariance
matrices computed either from the FIM or via HMC sampling (see Sect. 2.6). The three colors correspond to the three mocks of Fig. 3: localized
subhalo (LS), popluation of subhalos (PS) and high-order moments (HM). Dot-dashed distributions in the upper right triangle correspond to fully
smooth models, while distributions in the lower left triangle correspond to models including a pixelated component to account for perturbations of
the smooth potential. Parameters are, from left to right: Einstein radius of the lens θE, ellipticity of the smooth lens potential {e1,ψ, e2,ψ}, external
shear components {γ1,ext, γ2,ext}, central intensity of the source ISersic, half-light radius reff , Sérsic index of the source nSersic, ellipticity of the source
{e1,s, e2,s}, position of the source {xs, ys}. Overall, parameter biases are reduced after including a pixelated component in the potential to model
deviations from smoothness; however, some still remain, in particular for lens LS, for which turning to an analytical model informed by the
pixelated model is warranted.
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Figure 4.6 – Normalized residuals from best-fit models on the data set of Galan et al. (2022), assuming a fully
smooth lens potential (SIE and external shear). Top row: source modeled with a Sérsic profile. Bottom row:
pixelated source modeled regularized with wavelets and sparsity constraints as in Galan et al. (2021). Note that all
reconstructed sources looks qualitatively plausible.

4.4.2 Structures in the lens mass captured in the source light

In Galan et al. (2022) we focus on modeling the source galaxy, which is assumed to have a

smooth light distribution, with a smooth model (Sérsic profile). Any model residuals remaining

after a fully smooth fit to the data was interpreted as missing complexity in the lens potential,

and correctly captured by our pixelated potential component. However, in situations in which

the source is clearly not an early-type galaxy like the one considered in our work (i.e. is

more structured), the model complexity should be increased in the source, rather than in

the potential. The reason is that a larger fraction of the observed strongly lensed systems are

a combination of a complex source and a smooth lens, rather than the opposite, as already

discussed in Sect. 4.2.2.

Yet, even in the presence of a smooth source, it is interesting to consider adding more degrees

of freedom in the source model, and assess how much of the residuals caused by perturbations

in the lens mass are incorrectly absorbed in the source light. We do so by modeling the data

set of Galan et al. (2022) with a smooth potential (SIE and external shear), but with a pixelated

source model. The source plane grid is defined on a square grid of pixels of size 4′′×4′′, and has

a resolution 3 times higher than the data, which is sufficient for such HST-like observations

(Galan et al., 2021).

The resulting model residuals are shown on Fig. 4.6, and directly compared to the fully smooth

models. We notice a significant absorption of residuals in the source model, quantified by the

significant decrease of the reduced χ2
ν. For lens HM, the model now fits the data almost down

to the noise (χ2
ν = 1.04). In addition, some patterns in the residuals differ from the model with
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a smooth source. This is particularly the case for lens LS, where a feature became arguably

more visible about 2 arcsec North to the subhalo position.

A certain amount of residuals absorption is always to be expected, as a manifestation of the

partial degeneracy that exists between structures in the source light and structures in the

lens potential. Note that this is not a perfect degeneracy unlike the MST because correlated

residuals in the image plane are more likely to be due to the missing structures in the source

light, while uncorrelated residuals are more likely to be local perturbations to the lens po-

tential. This distinction is however challenging to assess in practice, and strongly depends

on the nature of the perturbations. This is well illustrated by lens HM, in which multipolar

perturbations lead to correlated residuals in the image plane (see last column of Fig. 4.6).

This degeneracy has been discussed but only partially addressed in the literature (see e.g.,

Vegetti et al., 2014; Van de Vyvere et al., 2021; Vernardos and Koopmans, 2022). It poses a real

challenge to any strategy trying to retrieve perturbations to the smooth lens potential, as an

excess of complexity in the source can compensate for missing complexity in the lens potential,

which could in the worst case lead to biased inferences on dark matter halos abundances. The

framework developed in this thesis is well suited to probe this degeneracy, as it allows us to

control spatial scales in the lens and source planes through the use of wavelet transforms. This

is clearly an aspect worth exploring in the future.

4.4.3 A few thoughts regarding the mass-sheet degeneracy

Although it is outside the scope of the method presented in Galan et al. (2022), it is interesting to

briefly discuss our modeling method in the context of the MSD (Sect. 2.3.5). This is particularly

relevant for time-delay cosmography (see Chapter 5), as there is a direct relation between the

measured value of the Hubble constant and the MST parameter of Eq. 2.22.

In most modeling analyses, the lens potential is described by a set of elliptical profiles with

limited radial and azimuthal degrees of freedom, such that the mass model does not allow

for MST solutions. Those profiles, including for instance power-law profiles (e.g., SIE), are

said to artificially break the MSD (e.g., Kochanek, 2020). We can therefore ask the question:

does our model, composed of a pixelated component superimposed to a smooth profile, also

break the MSD? The answer is likely to be yes, and is surprisingly the consequence of the

regularization strategy that we use. To understand this, let us consider an MST-transformed

lens potential ψ(θ) which, based on Eq. 2.8, is given by ψMST(θ) =λMSTψ(θ)+ (1−λMST)θ2/2

(see also equation 21 of Sonnenfeld, 2018). While the constraints from imaging data alone are

not sufficient to select between the lens potential models with different λMST values (this is

the MSD), the sparse regularization artificially selects a unique solution. Indeed, the sparsity

constraint implies that the model with the least number of non-zero pixels is always preferred.

One consequence is that between one pixelated potential model that contains a non-zero

mass-sheet and one that does not, the latter will have a higher posterior probability.
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Artificially breaking the MSD can lead to strong biases in the inferred properties of the main

lens while perfectly fitting the observed data. However, if the MST is broken in a quantifiable

way, as is the case with power-law profiles, the impact of the MSD can still be taking into

account “in post-processing” in the error budget. Concretely, by using additional external

constraints on the shape of the mass profile of galaxies, for instance obtained from lens stellar

kinematics measurements, it is nevertheless possible to constrain the MST parameter. This is

the approach we introduced in Birrer et al. (2020), discussed in Sect. 5.5.

While these considerations are still conjectures, it may be possible to use the pixelated method

presented in Galan et al. (2022) while consistently take into account the MSD in the error

budget. One aspect that would need to be explored further is the role of the source model, as

the MST both impacts the mass distribution and the source size (see Eq. 2.22).

4.4.4 Fast sensitivity mapping for a localized substructure

In addition to the direct reconstruction of lens potential perturbations, we propose a com-

plementary technique to detect the locations with missing lensing mass in a given model,

over the field of view of the observation. We first assume that we have in hand a model m0,

with MAP parameters ηMAP,0, that does not provide a perfect fit to the data. We then assess

how a slight increase in model complexity affects the quality of the fit, by probing how the

posterior of the model is affected. While the method detailed below can be applied to any

model component (e.g., in the lens or in the source), we focus on the specific case of a localized

massive perturbation to the lens potential.

We define a new model, m0+sub, which adds a single localized subhalo component to m0.

We assume the subhalo profile to be analytically described by its angular position θsub and

a parameter M ′
sub that scales with the subhalo mass (it can simply be the mass, but not

necessarily). The new set of parameters is thus η0+sub ≡ {
ηMAP,0,θsub, M ′

sub

}
. There are many

possible choices for the subhalo profile. This can be a point mass or a SIS (both parametrized

by a position and Einstein radius, see Eqs. 4.11 and 4.13), or even a spherical Navarro-Frenk-

White (NFW) profile with fixed mass-concentration relation to reduce its parametrization to

position and mass only.

After defining the corresponding loss function L(η0+sub) (Eq. 4.10), we consider the following

partial derivative as a tracer of the impact of the subhalo on model residuals:

∂M L(θsub) ≡ ∂L(η0+sub)

∂M ′
sub

∣∣∣∣∣
M ′

sub=0

, (4.31)

where the partial derivative is evaluated at M ′
sub = 0, which corresponds to a zero-mass subhalo

(i.e. model m0). This partial derivative of the loss function can be interpreted from a gradient

descent perspective: its sign gives the direction towards which M ′
sub needs to be updated in

order to further minimize the loss function. If ∂M L is negative, increasing M ′
sub would decrease
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Figure 4.7 – Sensitivity maps computing from Eq. 4.31 for the three simulated lenses of Galan et al. (2022): localized
subhalo (LS), population of subhalos (PS), high-order multipoles (HM). Each single pixel value shows the gradient
of the loss function assuming a fully smooth model (SIE + external shear) plus a point mass positioned in that
pixel. White circles indicate all local minima of throughout the maps, and their size reflect the magnitude of the
gradient. The gray contours indicate the region with source surface brightness of SNR > 5 in order to visualize the
region with lensing constraints (although the sensitivity is computed for the entire FoV). A well-localized region is
detected for lens LS, corresponding to the true subhalo position, while several regions with lower magnitude are
detected for lens PS. The same map for lens HM does not contain well-localized structures in the lens potential, as
expected from multipolar deviations.

L, that is increasing the subhalo mass would increase the posterior of the parameters given

the data. On the other hand, if ∂M L is positive, then M ′
sub should be decreased (although this

case is not relevant since the value of M ′
sub already corresponds to zero mass).

By evaluating ∂M L at all positions θsub on the lens plane (e.g., over the data grid), one obtains

a “sensitivity map” that gives the direction in which to update the subhalo mass for each

position. Areas with the largest negative values can be interpreted as a massive substructure

in the lens that is missing from model m0. If the true perturbation is a well-localized subhalo,

the resulting sensitivity map is expected to show clear signatures of it, while it would show less

prominent features in case of smoother variations in the lens potential.

The sensitivity maps for the three simulated lenses of Galan et al. (2022), assuming a point mass

perturbation (Eq. 4.11), are shown on Fig. 4.7. For lens LS, we see a well-defined region with

significant negative gradients (∂M L < 0) at the position of the subhalo, correctly identifying the

massive structure missing by the smooth model. This detection can be used in an automatic

pipeline to improve the lens model with an additional component in the lens potential. For

lens PS, the senstivity map is more complex, as expected from perturbations that mimic a

random distribution of subhalos along the LoS (see figure 3 of Galan et al., 2022). Compared to

lens LS, the magnitude of the global minimum of the map is lower, and the number of minima

is larger. This translates from multiple locations where additional structures are being missed

by the purely smooth potential. An automated modeling strategy would start by adding

complexity at the location of the global minimum, reoptimize all model parameters, and

iteratively repeat the procedure as long as residuals are decreasing. However, several minima

detected at various locations on the arcs can be challenging to interpret, potentially be caused

by structures in the source or in the lens. In this case, direct reconstruction methods (e.g., via
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a pixelated model) are expected to better capture the complexity of the lens potential. Finally,

the sensitivity map of lens HM does not contain clear localized features, and the gradient is

much smaller overall. This is because the amplitude of the underlying octupole perturbation is

low (< 1% of the full potential on average) and those perturbations are extended and smooth,

which is not well-reproduced by very localized perturbation like a point mass. Therefore, the

resulting sensitivity to a point mass is low everywhere in the FoV.

Some caveats with this approach are worth noting. First, the quantity ∂M L largely depends,

by definition, on the initial model m0: if most of the residuals from m0 are not dominated

by missing complexity in the lens potential, the sensitivity to a localized subhalo is not well-

defined and could lead to misleading results. This is, however, not the case in this work as we

are interested in realistically small perturbations to the lens potential. Second, the amplitude

of ∂M L does not translate to a measure of the subhalo mass, as other model parameters η0

would need to be optimized as well to obtain a reliable inference of the subhalo mass at a

given θsub. This is because not reoptimizing all model parameters (and not only subhalo

parameters) can lead to biases on the subhalo mass (this is also discussed in Despali et al.,

2022). Nevertheless we argue that this sensitivity mapping method, when rightfully interpreted,

allows us to efficiently visualize where corrections the smooth lens potential are supported by

the data, in order to inform the next steps of the modeling analysis.

4.5 A standard for lens modeling

As discussed in Sect. 4.2, there are numerous published lens modeling methods, some being

available as open-source software packages, some being limited to specific groups. Redun-

dancy, diversity and the possibility to reanalyze data sets are all essential tools to improve

lens models, hunt for systematic errors, and ultimately provide better constraints on galaxy

evolution and cosmological models. However, this requires to reliably and quantitatively com-

pare different analyses obtained with different codes and performed by different individuals.

Currently, there is no practical way to achieve that.

To answer this problem, we introduce a new standard for lens modeling called COOLEST, for

COde-independent Organized LEns STandard. COOLEST’s primary aim is to provide the com-

munity with a standardized way to describe, store and share lens modeling results, regardless

of the modeling code and techniques used to produce them. The central element of COOLEST

is a unique template file following the widely-used JavaScript Object Notation (JSON) format.

The hierarchy of the template is summarized in Fig. 4.8.

A COOLEST file is easy to read and update, by hand or programmatically. Data and PSF pixels, or

pixelated models that require lots of coefficients and coordinate values to be stored, are simply

linked to the COOLEST file, and shared at the same time if needed. Additionally, COOLEST has

been developed such that it can easily fits in a database of gravitational lenses, allowing to link

lensing data sets with the corresponding lens models, when available.
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4.6. Summary

Serializer (converts to JSON format)

COOLEST object

Lensing Entities

Coordinates origin

Set of Galaxy or External shear objects

Redshift → lensed or not lensedName

Mass / light model = list of profiles

Mass / light profile, contains a list of parameters

Parameter: linear, non-linear

Name Description

Definition range: min, max allowed values

LaTeX name

Point Estimate: value, or array of values (pixelated models)

Prior: none, gaussian, log-normal, uniform

Unique ID

Posterior Statistics: mean, median, 16% & 84% quantiles

Cosmology

Observation
- Image
- Field of view
- Exposure time
- Zero-point mag
- Sky brightness

Instrument
- Name
- Band
- Pixel size
- Readout

Mode: ‘MOCK’, ‘MAP’, etc.

+ fixed conventions (e.g. units, angles, ellipticities, etc.)

Noise
- Type
- Settings / noise map / etc.

PSF
- Type
- Settings / pixels (with pixel size)

Figure 4.8 – Hierarchical structure of a COOLEST template file, illustrated here with nested blocks.

A proper COOLEST file must fulfills a series of conventions defined by the standard. For instance,

position angles must be defined East-of-North, positions of mass and light profiles provided

with respect to a well-defined absolute origin, model parameters should be consistent with

specific formulations, etc. All these conventions are detailed in a centralized document that

also defines analytical profiles.

COOLEST is publicly available online4, along with example JSON template files. The template

file system and conventions are in place, and a series of plotting and analysis tools are currently

being developed. Once its first milestone is reached, COOLEST will be the subject of a dedicated

publication. Additional contributors of COOLEST are Dr. Giorgos Vernardos (EPFL), Lyne Van

de Vyvere (STAR Institute), and Dr. Matt Gomer (STAR Institute).

4.6 Summary

This chapter focused on the modeling of high-resolution images of galaxy-scale strong lenses,

starting with a review of the modeling techniques usually employed to overcome challenges

inherent to lens modeling. Then, two novel modeling studies were presented, accompanied

by their respective papers.

The first study, Galan et al. (2021), presented the SLITRONOMY technique, implemented as

a plugin to LENSTRONOMY (Birrer and Amara, 2018; Birrer et al., 2021), enabling pixelated

source reconstruction in an otherwise purely analytical modeling tool. In SLITRONOMY, the

4https://github.com/aymgal/COOLEST
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source light distribution is reconstructed on a high-resolution pixelated grid, regularized with

sparsity constraints applied to the starlet coefficients. The resulting multi-scale reconstruction

surpassed the ones obtained with complex analytical models in both current real HST. We

also explored the challenging requirements of future ELT observations, showing that more

flexible methods like ours are necessary to accurately model the data.

In a second work, Galan et al. (2022), we aimed at applying the same advanced multi-scale

techniques to the problem of lens potential reconstruction. This time, we implemented

our modeling techniques—including the ones from Galan et al. (2021)—using differentiable

programming and packaged them in the modeling code HERCULENS. Tested on a set of

simulated HST observations of elliptical galaxies lensed by elliptical galaxies, we were able

to recover and characterize a wide range of perturbed lens potentials: a dark matter subhalo,

a population of subhalos, and high-order moments in the lens potential. In addition, we

completed this study by introducing a fast sensitivity mapping method to search for localized

substructures, and discussed about lensing degeneracies.

Lastly, we introduced COOLEST, a standard for enabling science with the diversity of existing

modeling methods. Based on a single template file, the goal of this standard is to simplify the

sharing, storing, comparison and analysis of lens modeling results, regardless of the specifics

of the modeling codes used to produce them.
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The Trifid Nebula.
A. Galan, La Silla Observatory with the Leonhard-Euler telescope, 2021.
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Chapter 5. Measuring the Hubble constant with time-delay cosmography

5.1 Overview of the technique

The time delay between multiple images of a lensed source is arguably one of the most

striking observables of gravitational, as introduced in Sect. 2.3.3. We see from Eq. 2.21 that the

time delay between two images A and B is proportional to the time-delay distance D∆t and

the Fermat potential difference ∆φAB. Those two terms are in turn proportional to various

cosmological and lensing quantities:

∆tAB = 1

c
D∆t ∆φAB ⇒ ∆tAB ∝



{
DdDs

Dds
∝ H−1

0 , zd, zs

}
(cosmology)

{
β, ψ(θA), ψ(θB)

}
(lensing)

. (5.1)

The exciting property in the above relation is the dependence on (the inverse of) the Hubble

constant: the time delays between strongly lensed images can be used to measure cosmologi-

cal distances, in particular the expansion rate of the Universe. This idea, known as time-delay

cosmography, was first proposed by Refsdal (1964). Since then, it became a reality and is now

one of the most direct and competitive methods to measure the Hubble constant. Measuring

H0 is not an easy task, though: as can be seen from Eq. 5.1, one needs to measure the time

delay (∆t), redshifts (zd, zs), source position (β) and lens potential ψ.

In the next sections, the different ingredients necessary for time-delay cosmography with

strongly lensed quasars are described. The measurement of H0 with this technique and related

analyses are led by the international collaboration TDCOSMO, which regroups researchers

from the COSmological MOnitoring of GRAvItational Lenses (COSMOGRAIL, Eigenbrod et al.,

2005), Strong lensing at High Angular Resolution Program (SHARP, Lagattuta et al., 2012) and

STRong-lensing Insights into Dark Energy Survey (STRIDES, Treu et al., 2018) collaborations.

The TDCOSMO collaboration1 (Millon et al., 2020) effectively takes over the previous H0

Lenses in COSMOGRAIL’s Wellspring (H0LiCOW, Suyu et al., 2017) collaboration2.

To keep this section relatively concise, the topic of lens finding is not covered, although it

is evidently fundamental to the method. For more details about lens finding strategies in

different surveys, we refer to the works of Lemon et al. (2017); Agnello et al. (2018); Rusu et al.

(2019); Chan et al. (2020); Lemon et al. (2022), and references therein.

Time delays

Measuring time delays is not as easy as it sounds: how to measure the arrival time difference

between multiple images of a lensed source constantly emitting photons? The key is to

1http://www.tdcosmo.org/
2https://shsuyu.github.io/H0LiCOW/site/
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consider variable lensed sources whose intrinsic luminosity varies over time. If these variations

are short enough (i.e., compared to the human lifetime), they can be monitored over several

years to obtain light curves for each lensed images. The time delays are then measured by

shifting the light curves corresponding to each image so that they overlap.

Sjur Refsdal imagined at first that SNe could be good candidates as variable sources, but

the short timescale of the explosions (typically a few days) make them extremely difficult to

monitor. Still rare but simpler to monitor are AGNs, as they vary on timescales that range

from a few days up to decades. Currently, the leading effort in the measurement of time

delays is the COSMOGRAIL program. COSMOGRAIL started to monitor lensed quasars more

than 15 years ago, and published about ∼ 20 time delay measurements so far. The most

recent COSMOGRAIL techniques and results are thoroughly described in Martin Millon’s

thesis (Millon, 2021).

Fermat potential differences

The lens mass distribution, the source position and surface brightness can all be inferred from

precision modeling of high-resolution (possibly multi-wavelength) imaging data. Suitable data

sets are typically obtained with HST or ground-based telescopes equipped with AO capabilities

(e.g., Keck telescopes in Hawaii).

For time-delay cosmography, the key lens modeling product is the posterior distribution of

Fermat potential differences between the lensed AGN images. For doubles, there is only one

Fermat potential difference (∆φAB). For quads there are three independent differences, all

computed with respect to a given reference image (e.g.,∆φAB,∆φAC and∆φAC). Cosmography-

grade lens modeling involves many of the techniques reviewed in Sect 4.2, with the addition

of point source features to model the AGN. Two modeling software packages have been used

to obtain precise lens models: GLEE (Suyu and Halkola, 2010; Suyu, 2012) and LENSTRONOMY

(Birrer and Amara, 2018; Birrer et al., 2021). The latter is used for modeling two new lensed

quasars, as discussed later in Sect. 5.6.

Lens and source redshifts

Redshifts of both the deflector and the lensed AGN host are primordial for converting the

distance measurements into the Hubble constant. As these redshifts should be as precise as

possible, spectroscopic redshifts are required, ideally measured from high-resolution spectro-

scopic data. Suitable spectra are usually obtained with adaptive-optics telescopes equipped

with either multi-slit spectrographs or multi-object integral field unit (IFU) spectrographs,

such as MUSE on the Very Large Telescope (VLT) or GMOS on Gemini North & South tele-

scopes (e.g., Sluse et al., 2017; Lin et al., 2017), or simply via long-slit spectroscopy for brighter

systems (e.g., Agnello et al., 2018).

The source redshift zs, measured from the multiple, very bright, quasar images is most of the
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time obtained relatively easily. On the contrary, the lens redshift zd can be more challenging

to measure, due to the superimposed glare of quasar images, blending with other galaxies, or

dust absorption along the line of sight.

Lens environment and line-of-sight effects

Beyond the main influence of the lens galaxy, light rays from the quasar and its host galaxy are

also affected by all other galaxies distributed along the LoS, which are located either physically

close to the lens or at different redshifts. Even if these galaxies are less massive, or further

away from the optical axis, their collective effect can significantly affect lensing observables,

including the time delays. Therefore, the model must include contributions from the close

environment of the lens galaxy and overall LoS effects to ensure a reliable estimate of the

Hubble constant.

Explicit perturbers

The most massive galaxies, usually called perturbers, are detectable on wide-field multi-band

imaging surveys such as in the Dark Energy Survey (DES) or Subaru Hyper Suprime Cam

(HSC), followed by spectra extraction with multi-slit spectrographs or IFUs. We use this data

to compute the so-called flexion shift∆3x for each detected perturber within a ∼ 100′′ circular

region around the lens. The flexion shift is primarily based on the Einstein radius of the lens

(θE), an estimation of the Einstein radius of the perturber (θE,p) and its angular separation

with the lens (θ) as

∆3x = f

(
DdpDs

DpDds

)
×

(
θEθE,p

)2

θ3 , (5.2)

where the function f (d) is equal to (1−d)2 if the perturber is behind the lens, or 1 if the

perturber is in the foreground. Dp and Ddp are angular diameter distances to the perturber

and between the lens and the perturber, respectively. The flexion shift diagnostic proposed by

McCully et al. (2017) states that any perturber with ∆3x > 10−4 ′′ should be included explicitly

in the lens model (i.e. in the lens potential ψ), as it is massive enough and/or close enough

to the lens optical axis to affect the lens potential beyond first-order effects like shear and

convergence.

External convergence

Other LoS galaxies are only statistically taken into account, assuming their net influence is well

approximated by their integrated convergence up to the redshift of interest. This integrated

convergence acts as a uniform surface density κ, which directly impacts the various angular
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diameter distances in play (Birrer et al., 2020):

Dd = Duncorr
d

(1−κd)
, Ds =

Duncorr
s

(1−κs)
, Dds =

Duncorr
ds

(1−κds)
, (5.3)

where the measured (uncorrected) distances (with superscript “uncorr”) are still affected

by LoS effects are taken into account. The terms κd, κs and κds represent the integrated

convergence up to the redshift of the lens zd, the source zs, or from the lens to the source

plane, respectively.

Combining Eq. 5.3 with the definition of the time-delay distance (Eq. 2.21), we obtain

D∆t = (1−κds)

(1−κd)(1−κs)
Duncorr
∆t . (5.4)

The term κs has been explicitly taken into account in the analyses, and interpreted as the

external component of the MST (as introduced in Sect. 2.3.5). It is commonly called the

external convergence κext, and used to correct the measured time-delay distance and the

Hubble constant as

D∆t =
Duncorr
∆t

(1−κext)
(5.5)

⇒ H0 = (1−κext) H uncorr
0 . (5.6)

Note that recent works by Fleury et al. (2021) and Teodori et al. (2022) have shown that not

accounting for the other convergence terms (κds and κs) could introduce biases in H0. As the

precision of the measurement increases, these terms should be taken into account in future

analyses.

The external convergence has been measured from wide-field imaging data using the number

count technique, based on the identification of all galaxies located within an aperture of a

several arcminutes about the main lens. The observed number counts are then compared

to those computed from many random LoS in cosmological simulations, and converted

into a probability distribution for κext (Greene et al., 2013; Rusu et al., 2017). Alternatively,

the external convergence can be measured from weak lensing effects on many background

galaxies caused by the gravitational field of foreground structures along the LoS (Tihhonova

et al., 2018, 2020). This alternative method leads to κext distributions that are consistent with

the number counts techniques, in a fully independent way. However, weak lensing requires

higher resolution imaging data to detect the subtle weak lensing effects, which are more

challenging to obtain than wide-field surveys data.

The median value of the κext for a given system can be positive or negative depending on

whether the LoS is over or underdense with respect to the average density in the Universe

(Greene et al., 2013). Due to selection effects, lensed quasars are on average located in

overdense environments, as this increases the lensing cross sections. Therefore, if the external
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convergence is not taken into account (i.e. κext = 0) over a population of lenses, the inferred

value of the Hubble constant is biased high (Rusu et al., 2017).

Lens stellar kinematics

All ingredients described so far—time delays, Fermat potential differences, redshifts, and

external convergence—are sufficient to infer a value of H0 (Eq. 5.1). However, combining

constraints from strong lensing with measurements of lens stellar kinematics is expected

to give both a more precise and a more accurate H0 measurement. Indeed, the motion

of stars within the lens galaxy probes the three-dimensional gravitational potential of the

lens, which complements lensing features that probes its projected lens potential. Thus

kinematics provide better constraints on the Fermat potential, and help breaking the MSD as

an alternative measurement of the lens’ mass.

Given the stellar density distribution ρ?(r ) of the galaxy, the dynamics of stars subject to a

gravitational potentialΦ(r ) follows the Jeans equation. Solving the Jeans equation to model

stellar kinematics is achieved via a set of assumptions regarding the geometry of the stellar

orbits. In this dissertation, we consider spherical Jeans modeling, which assumes spherical

symmetry, no rotation and velocity dispersions only characterized by their radial σr and

tangential σt components3. The spherical Jeans equation relates these velocity dispersions to

ρ?(r ) andΦ(r ) as (e.g., Binney and Tremaine, 2008)

∂
(
ρ?σr(r )

)
∂r

+ 2βani(r )ρ?(r )σ2
r (r )

r
=−ρ?(r )

∂Φ(r )

∂r
, (5.7)

where the anisotropy of stellar orbits βani is defined by

βani(r ) ≡ 1− σ2
t (r )

σ2
r (r )

. (5.8)

Particular limiting cases of the anisotropy parameter are orbits with fully tangential (βani →
−∞), fully isotropic (βani = 0) and fully radial dispersions (βani = 1).

As tangential and radial velocity dispersions are not observables, one needs to choose a

parametrization for βani. A widely-used parametrization is the Osipkov-Merritt model, which

expresses βani as (Osipkov, 1979; Merritt, 1985)

βani(r ) = r 2

r 2 + r 2
ani

, (5.9)

where rani is called the anisotropy radius, which marks the smooth transition between fully

isotropic orbits in the inner part of the galaxy (βani = 0) to fully radial velocity dispersions

3Jeans spherical modeling in the cosmographic analyses of all TDCOSMO time-delay lensed quasars so far. A
first-order extension to this model is Jeans axisymmetric modeling (e.g., Cappellari, 2008); most complex models
are based on Schwarzschild methods (Schwarzschild, 1979).
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(βani = 1) in the outskirts.

The solution of the spherical Jeans equation is given by (e.g., van der Marel, 1994)

σr(r ) = G

ρ?(r )

∞∫
r

M(s)ρ?(s)

s2 Jβ(r, s)ds , (5.10)

where M(r ) is the mass enclosed within radius r , since the gravitational potential in Eq. 5.7 is

Φ(r ) ≡−GM(r )
r . The factor in the integral is

Jβ(r, s) = exp

 s∫
r

2βani(r ′)
dr ′

r ′

 . (5.11)

The modeled LoS luminosity-weighted velocity dispersion σ?, projected onto the plane of the

galaxy, is (Binney and Mamon, 1982)

σ2
? = 2

Σ?(R)

∞∫
R

(
1−βani(r )

R2

r 2

)
ρ?(r )σ2

r (r )p
r 2 −R2

r dr , (5.12)

where R is the projected radius and Σ? is the projected stellar density, given by

Σ?(R) = 2

∞∫
R

ρ?(r )p
r 2 −R2

r dr . (5.13)

The projected stellar density can be informed with the observed surface brightness I (R) of

the lens galaxy, assuming a constant M/L ratio Υ, namely Σ?(R) = I (R)Υ. Note however

that Eq. 5.12 requires the three-dimensional stellar density, so a de-projection of the surface

brightness is required.

From high-resolution spectroscopic observation of the lens galaxy, it is possible to measure

the LoS central velocity dispersion σp
? within a given aperture. Observation conditions must

be taken into account when comparing the modeled and measured values of the velocity

dispersion. The luminosity-weighted LoS velocity dispersion within the same aperture A and

PSF as the observation is (e.g., Suyu et al., 2010)

(
σ

p
?

)2 =
∫

A

[
Σ?(R)σ2

?∗PSF
]

dA∫
A [Σ?(R)∗PSF]dA

, (5.14)

where the
(
σ

p
?

)2
and Σ?(R) are taken from Eq. 5.12 and 5.13, respectively.

The velocity dispersion can generally be decomposed in a cosmology-independent, which

depends on the lens galaxy properties (mass and light distributions, stellar orbits), and a
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cosmology-dependent part which can be written as (Birrer et al., 2016)

(
σ

p
?

)2 = Ds

Dds
c2 J (ηψ,η`,ηkin) , (5.15)

where J is a function that depends only on model parameters describing the mass (ηψ) and

light (η`) of the lens, and those of the kinematic model (ηkin). This function is independent

from the cosmology. The ratio Ds/Dds measured from kinematics can be further corrected

from external convergence as Ds/Dds = (1−κext)−1(Ds/Dds)uncorr (see Sect. 5.1).

The distance ratio from Eq. 5.15 can be constrained without time delays and lensing infor-

mation. However, we can use the definition of D∆t (see Eq. 2.21) to combine lensing and

kinematics as

Dd = 1

(1+ zd)

c∆tAB

∆φAB(ηψ)

c2 J (ηψ,η`,ηkin)(
σ

p
?

)2 . (5.16)

Therefore the combination of lensing and kinematics data provide constraints on Dd (∝ H−1
0 )

in addition to D∆t . In this case H0 can be inferred from the joint {D∆t ,Dd} plane.

Stellar kinematics can help mitigate the MSD, by providing constraints on central regions of

the lens galaxy, in regions where lensing constraints are weaker. However, the central velocity

dispersion is subject to a model degeneracy between the anisotropy of stellar orbits and

the lens mass, known as the mass-anisotropy degeneracy (e.g., Barnabè et al., 2011; Czoske

et al., 2012; Shajib et al., 2018; Yıldırım et al., 2020). While lensing can help breaking this

degeneracy, it can be further mitigated by replacing single-aperture with two-dimensional

resolved kinematics measurements (e.g., from IFU spectrographs). Such measurements give

the stellar velocity dispersion at various positions about the lens center, providing more

constraints on the shape of the lens potential.

5.2 The current sample of time-delay lensed quasars

In a series of works released between 2017 and 2020, the H0LiCOW collaboration (Suyu

et al., 2017) capitalized on the pioneering modeling works of Suyu et al. (2009) and decade-

long monitoring expertise of COSMOGRAIL (Eigenbrod et al., 2005) to measure the Hubble

constant from a sample of 6 time-delay lensed quasars. For each individual system, the

various ingredients described in Sect. 5.1 have combined to provide time-delay distance (D∆t )

and angular distance (Dd) posterior distributions. For all the systems, either HST data, AO

(Keck Telescope) data, or both were used to constrain the lens model. The final statistical

combination of these posteriors and inference of H0 is detailed in the milestone paper by

Wong et al. (2020) and led to H0 = 73.3+1.7
−1.8 km s−1Mpc−1, a 2.4% measurement of the Hubble

constant assuming a flatΛCDM cosmological model.

This analysis also includes a set of combinations with other cosmological probes, such as those
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1" 1"1"

1"

B1608+656 RXJ1131‒1234 HE0435‒1223 SDSS1206+4332

WFI2033‒4723 PG1115+080 DESJ0408‒5354 WGDJ2038‒4008

Figure 5.1 – The current TDCOSMO sample of 7 lenses with time delays and distance measurements, and
WGD J2038−4008 which has been fully analyzed but its time delay has not been determined yet. Figure adapted
from Wong et al. (2019); Shajib et al. (2020, 2022).

from CMB measurements and supernovae in order to explore the constraints within alternative

cosmological models. This includes non-zero curvatureΛCDM, models with a modification of

the dark energy equation of state (e.g wCDM), or variable neutrino properties (e.g., mνCDM).

Combining different probes allows us to improve constraints on other cosmological quantities

and test the statistical consistency of different probes.

Since then, the sample has been extended to 7 systems after the addition of the lensed quasar

DES J0408−5354 analyzed in Shajib et al. (2020), that we combined with other systems in

the first publication of the new umbrella TDCOSMO in Millon et al. (2020). This system is

particularly rare, as it features two additional lensed galaxies at different redshifts in addition

to the lensed quasars and its host. While being significantly more complex than other systems,

the imaging data also provides more constraints on the Fermat potential due to the multiple

well-resolved lensed features. Additionally, the presence of sources at different redshifts is

thought to limit the impact of the MSD, as explained in Sect. 2.3.5. The constraining power

is well reflected in the precision of H0 inferred from DES J0408−5354 alone, H0 = 74.2+2.7
−3.0

km s−1Mpc−1 (3.9% precision), compared to those from the other 6 individual systems (∼ 4.4%

on average over the sample).

The HST or AO images of the sample of 7 lenses is shown on Fig. 5.1 (plus the system

WGD J2038−4008, which has been analyzed but does not have measured time delays yet). In

complement, the list below gives small descriptions of the particularities, and lens modeling

and distance measurements for each system:

• B1608+656: Fold configuration, two interacting lens galaxies, featuring strong dust

extinction. The lens model and distance measurements, including a pixelated recon-
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struction of potential perturbations (see Sect. 4.2.4), are reported in Suyu et al. (2009,

2010).

• RX J1131−1234: Short-axis cusp configuration, lowest lens and source redshifts of the

sample, very extended and structured lensed features, lens satellite explicitly included

in the lens model. Lens models and distance measurements are reported in Suyu et al.

(2013); Chen et al. (2019).

• HE0435−1223: Cross configuration, one to five extra galaxies explicitly included in the

model (depending on the analysis). Lens models reported in Wong et al. (2017); Chen

et al. (2019).

• SDSS1206+4332: Double configuration, highly sheared, three extra galaxies explicitly

included in the model. Lens model and distance measurements reported in Birrer et al.

(2019).

• WFI2033−4723: Fold configuration, three extra galaxies explicitly included in the model.

Lens model and distance measurements reported in Rusu et al. (2020).

• PG1115+080: Fold configuration, two extra galaxies explicitly included in the model.

Lens model and distance measurements reported in Chen et al. (2019).

• DES J0408−5354: Fold configuration, three extended lensed extended sources, largest

source redshift of the sample, dust extinction of one of the quasar images due to satellite

galaxy, five extra galaxies explicitly included in the model. Lens model and distance

measurements reported in Shajib et al. (2020).

The identification of groups and companion galaxies, including the computation of flexion

shifts, is reported in Sluse et al. (2019); Buckley-Geer et al. (2020). The time delays mea-

surements are reported in Bonvin et al. (2017, 2018, 2019); Birrer et al. (2019). Finally, the

characterization of the lens environment and external convergence estimates are reported in

Rusu et al. (2017); Tihhonova et al. (2018, 2020).

Error budget for the current sample

As time-delay cosmography relies on the combination of various measurements, it is inter-

esting to dissect the error budget of the method, in order to rank the different sources of

uncertainties. In practice, it is easier to estimate the error budgets on Dd and D∆t (both

proportional to H−1
0 ), which are given in Table. 5.1. Note that these numbers are only averages

over the current sample, and do not reflect the scatter between each lens.

As noted in Wong et al. (2020), each system has different characteristics, which lead to very

different error budget at the level of individual lenses. Nevertheless, averaging over the sample

still gives an global picture of the error budget and dominating uncertainties. The two largest

sources of uncertainties overall come from the kinematics and the lens model, which is why
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Table 5.1 – Error budget for constraints on the time-delay distances D∆t and angular diameter distance to the
deflector Dd, computed as the average over individual lenses of the TDCOSMO sample. Numbers were taken from
Wong et al. (2020); Shajib et al. (2020); Millon et al. (2020). Lens model uncertainties are difficult to disentangle
from the remaining sources of uncertainties, thus they are grouped together such that for each lens, the quadratic
sum corresponds to the total uncertainty on the distance.

D∆t Total Time delays External convergence Lens model + others

6.3% 2.6% 3.9% 5.7%

Dd Total Kinematics − −
19.7% 14.1% − −

many ongoing efforts are focused on (1) exploring the assumptions specific to lens modeling;

(2) improvement the modeling and measurements of stellar kinematics with better data sets.

Strategies to control systematic uncertainties

As discussed in Sect. 1.3.1, time-delay cosmography plays a key role in the context of the

Hubble tension. It is thus critical to carefully limit systematic errors that may affect the

measurements, to robustly interpret and ultimately help resolve the tension. Below are two

strategies that the TDCOSMO collaboration has developed to limit and detect biases in the

measurement of H0. Other recent strategies will be discussed in more detail in next sections.

Blind analysis

A crucial aspect of the TDCOSMO methodology is that individual systems are analyzed blindly

with respect to the Hubble constant (only the first one, B1608+656, was not). In other words,

the value of H0 remains hidden to the researchers performing the lens modeling and cos-

mography analyses. It is only revealed at the very last stage when all available constraints

are combined. The paper is almost entirely written at the unblinding stage, the inference is

published without further modification, and only the final discussion part is added to the text.

We believe this is an efficient strategy to avoid conscious or unconscious confirmation biases,

for instance, ones that would artificially stop the analysis once the “expected” H0 value has

been obtained.

In practice, all Fermat potential differences (∆φAB, ∆φBC, ...) and absolute distances (D∆t ,

Dd) inferred from the model are blinded, simply by subtracting then dividing the posterior

distributions by their mean value. We usually proceed to the same blinding procedure with

the slope of the mass density profile of the deflector (e.g., γ in Eq. 4.13), since it has a linear

relation with H0 at first order (H0(γ) ∝ (γ−1)×H0(γ= 2), see e.g., Treu, 2010). Other model

parameters and measurements from ancillary data sets (e.g., the time delays) are not blinded

because they relate to H0 in a sufficiently complex way.
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Comparison of data sets and software packages

Aside from the blind analysis, comparing the results from analyses performed by different

individuals with different modeling codes is particularly enlightening to detect sources of

systematic errors. Already several works have explored these aspects, and it will become part

of the standard methodology in upcoming studies.

The first of such systematic checks has been the re-modeling of two lenses RX J1131−1234 and

HE0435−1223 (in addition to the new one PG1115+080) based on new high-resolution imaging

data obtained with AO-optics of the Keck Telescope (Chen et al., 2016, 2019). While posing

more challenges regarding the modeling of the (time-varying) PSF, these works demonstrated

that ground-based telescopes are a viable alternative to space-based data for time-delay

cosmography and that, most importantly, those constraints remain statistically consistent with

the ones from previous analyses. Additionally, combining HST and AO imaging constraints

provide a more precise measurement of the Hubble constant, which is expected as more pixels

are used to constrain the lens mass model.

More recently, two of the main lens modeling software packages—GLEE and LENSTRONOMY—

used by the TDCOSMO collaboration have been compared for the detailed modeling of a

new lensed quasar (with no time delay yet) WGD J2038−4008 (Shajib et al., 2022). This work

isolated a potential source of systematic bias related to the model of the PSF. The PSF impacts

the modeling of extended surface brightness features, but primarily the photometry and

astrometry of individual quasar images, because they are modeled as point sources4. This

work demonstrated that different PSF models could lead to ∼ 4σ discrepancy in the mass

density slope, which can translate to a similar bias in the Hubble constant. After modeling

the data using the same PSF model, the predictions obtained with the two modeling software

packages are reconciled within 1%, in line with the target precision with a sample of 40 lenses

(e.g., Birrer and Treu, 2021).

5.3 Exploration of systematics on the current sample

The current sample of 7 lenses presented in Sect. 5.2 does not show evidence for unaccounted

random errors because predictions of the Hubble constant from individual systems are in

good statistical agreement. Nonetheless, there may still be unaccounted systematic errors

that similarly affect all systems which would not be detectable at the sample level.

In the first TDCOSMO analysis, we look for systematic errors by simulating measurement

biases and propagating those throughout the inference pipeline. As each system provides

statistically consistent H0 predictions, the sample is unlikely to be affected by uncorrelated

systematics. We therefore look for various effects that could uniformly affect the sample,

4Quasar images are modeled by “painting” the model of the PSF onto other model components (source and
lens light), and optimizing for their position and amplitude. Those positions are constrained by requiring that they
all match to a single position in source plane (within some uncertainty).
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moving H0 to lower or higher values in systematically. This section summarizes our main

findings, published in Millon et al. (2020).

5.3.1 Lens stellar kinematics

Combining lensing data and lens stellar kinematics mitigates model degeneracies (e.g., Treu

and Koopmans, 2002; Koopmans, 2004) and provides constraints on both Dd and D∆t (Sect. 5.1).

Obviously, this is valid only if unbiased kinematics measurements are obtained in the first

place. In order to assess the impact of a systematic bias on H0 due to stellar kinematics, we

repeat the full inference by shifting all measured velocity dispersion values σp
? by ±5% and

±10%. We then quantify the sensitivity of H0 to a change of σp
? with respect to the measured

values H0 and σp
? with the following ratio

ξ≡ δH0
/

H0

δσ
p
?

/
σ

p
?

, (5.17)

The resulting values for ξ are shown on Fig. 5.2. We find an average value of 〈ξ〉 = 0.07±0.02.

This result indicates that, over the current sample lensed quasars, a +10% systematical bias ve-

locity dispersion measurements only propagates to a +0.7% bias of the Hubble constant. Note

how each system behaves slightly differently with respect to a change of velocity dispersion;

these differences reflect the relative constraints on D∆t and Dd (see Eq. 5.15), which depend

on the constraining power of lensing and kinematics data, and redshift configurations.

5.3.2 Line-of-sight effects

Correcting line-of-sight effects via the external convergence is crucial to ensure an unbiased

inference of H0, as explained in Sect. 5.1. We tested if the κext correction does not leave

evidence for unaccounted biases. In Fig. 5.3, we show the inferred value of H0 as a function

of κext, before and after applying the correction of Eq. 5.6. Before the correction, it is evident

that the measurements are sensitive to the lens environment and LoS effects. In contrast, after

the trend disappears, a linear fit to the H0-κext relation is statistically consistent with zero.

Therefore, we conclude that there is no evidence of residual systematic bias involving external

convergence effects. In other words, the external component of the MST is correctly mitigated

by measuring LoS effects independently to lensing, regardless of the lenses being in under of

overdense environments.

As already noted in Sect. 5.1, the external convergence has been estimated using weighted

number counts for each systems of the sample. In addition, for two systems, a totally indepen-

dent technique based on weak lensing has provided consistent κext posterior distributions,

both for underdense (HE0435−1223) and overdense (B1608+656) environments. Therefore we

believe it is also unlikely that a systematic bias regarding LoS, this time affecting all systems in

the same way, still remains.
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Figure 5.2 – Sensitivity of the inferred Hubble constant H0 as a function of fractional change in the measured
lens velocity dispersion σv ≡σp

? (Eq. 5.17). Each color corresponds to one of the seven strong lens systems of the
current TDCOSMO sample. The dotted lines display the best linear fit to the data. The joint inference performed
on the 7 lenses is shown in black. The error bars correspond to the 16th and 84th percentiles of the posterior
distributions. Figure reproduced from Millon et al. (2020).

5.3.3 Mass density profile assumptions

We showed that potential sources biases due to an external component of the MST, which

can be attributed to the external convergence (Eq. 2.23), are correctly taken into account in

the inference of H0. However, one should assess the impact of the internal component of the

MST, or more generally, biases related to the lens mass density distribution.

Over the past few years, various authors have expressed worries that current mass model

assumptions used for time-delay cosmography can lead to significantly biased inferences

of the Hubble constant. More specifically, the shape of the mass density of lens galaxies is

described by very few smooth elliptical profiles (see Sect. 4.2.2), which artificially breaks the

(internal) MSD as they are not flexible enough to account for this degeneracy. In particular,

Sonnenfeld (2018) and Kochanek (2021) have demonstrated that the commonly-used power-

law mass density profile does not have enough degrees of freedom to represent realistic galaxy

mass profiles and provide reliable inference of H0. If the true galaxy mass profile deviates

from a power-law as it would in the presence of an internal MST—which may be realistic, as

low values of λint simply creates a small inflection point in the radial density profile—then

the model will still perfectly fit the imaging data, but the inferred H0 will be biased (similar

to Eq. 5.6, H0 →λ−1
intH0). Related works from Xu et al. (2016) and Gomer and Williams (2020)

tried to quantify the bias for different lensing configuration and true mass profiles, including

or not constraints from lens stellar kinematics.
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Figure 5.3 – Measured Hubble constant, before (upper panel) and after (lower panel) correction for the mass along
the LoS as a function of the estimated external convergence (see Eq. 5.6). The dashed black lines show the best
linear fit, and the shaded gray envelopes correspond to the 1σ uncertainties. The dotted blue lines represent the
relation expected from the theory between Huncorr

0 , Hcorr
0 and κext. Figure reproduced from Millon et al. (2020).

In Millon et al. (2020), we address the problem empirically: we first explore the constraints

obtained from the current sample of seven lenses and then simulate a data set similar to the

real one to test for systematic biases on H0 due to the lens model assumptions. This approach

is in contrast to Birrer et al. (2020) (see Sect. 5.5), where we focus on a more general approach

to jointly infer the shape of the mass density profiles along with the Hubble constant.

Six of the seven lensed quasars were modeled with two independent families of mass models

for the main deflector: a power-law model for the total mass distribution, and a composite
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model that explicitly separates the luminous and dark components5. Note that the composite

model has more degrees of freedom than a power-law model, both in the azimuthal and radial

directions; however, it is also constrained by the observed light distribution of the lens and

observational constraints on the dark matter halo mass-concentration (e.g., Gavazzi et al.,

2007). For each model family, modellers performed extensive systematic tests by varying

specific model assumptions and hyper-parameters, typically the complexity of the source

model, the number of perturbers included in the lens model or their redshifts if uncertain

(e.g., Wong et al., 2017; Shajib et al., 2020). Within a given model family, these model variations

are combined based on their Bayesian evidence, often approximated by the BIC (see also

Sect. 5.6.1), to obtain posterior distributions for D∆t and Dd for power-law and composite

models. These distributions are combined with equal weights to get the final H0 posterior

distribution for that system. Here, we combine these H0 predictions over the lens sample

for each model family separately and obtain the distributions shown in Fig. 5.4. We see that

although H0 values from individual lenses can vary between model families (within ∼ 5%), at

the sample level they are in excellent agreement.

5We refer to Sect. 4.2.2 for a detailed description of these profiles.
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Figure 5.4 – Marginalized H0 posteriors for power-law (top panel) and composite models (bottom panel). The
cosmological inferences are for a flatΛCDM cosmology with uniform priors. The posterior probability distributions
for each individual system are shown with shaded color curves and the combined constraint from the six systems
corresponds to the solid black curve. The legend indicates the median, 16th and 84th percentiles of the H0
distributions.

The agreement between power-law and composite models, both at the level of individual

systems or over the full sample, can be understood by looking at the measured shape of the

mass density profile of the lens galaxies. In particular, the so-called profile-slope degeneracy,

briefly mentioned in Sect. 2.3.5, indicates the existence of a relationship between H0 and the

radial slope of the mass profile. Based on observational constraints from lensing and stellar

kinematics, many authors found that the mass density profile of massive elliptical galaxies is

very close to an isothermal power-law profile (γ= 2 in Eq. 4.13) (Treu and Koopmans, 2004;

Koopmans et al., 2009; Auger et al., 2010; Lagattuta et al., 2010; Cappellari, 2016, e.g.,). This
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peculiar relationship between the underlying stellar component and dark matter halo of

galaxies—which independently do not have an isothermal slope at the Einstein radius6—

has been formulated as the bulge-halo conspiracy (e.g., Dutton and Treu, 2014). Within the

TDCOSMO sample, we thus observe a similar trend: the composite models agree well with their

power-law counterparts because the combination of baryonic and dark matter components

tends to mimic a power-law closely. Therefore, we expect that both model families lead to

similar constraints on the Hubble constant.

We further investigate if a mismatch between power-law and composite models would be

detectable during lens modeling with a simulated data set of lensed quasars. The input mass

density profiles were either pure power-laws (#1, #2), cored power-laws (#3, #4), or composites

(#5, #6). For the composite lens #6, we purposefully chose a combination of luminous and

dark components that follow the bulge-halo conspiracy (i.e., has a power-law radial behavior).

We then fitted each lens with the different model families and reported on the inferred values

of χ2 from model residuals, BIC differences, and predicted stellar kinematics and H0 (see table

2 of Millon et al., 2020). The resulting model residuals are presented on Table 5.2.

These tests show that the presence of a core (∼ 3 kpc for zd = 0.5) in the true lens mass distribu-

tion would be unambiguously detectable from residuals of the power-law model. Interestingly,

when modeling the cored lenses with a cored power-law model, lensing constraints can ac-

curately recover the core size and the input H0 value. The most interesting cases are mocks

#5 and #6, which are different realizations of composite lenses. Fitting these two lenses with

a power-law model, we obtain residuals that translate to a significant different in BIC and

kinematics that are inconsistent with the truth. When adding one additional degree of free-

dom with a core, residuals improve but never reach the level of composite models. For lens

#5, the inferred H0 value is always biased if not fitted with a composite model. For lens #6,

which is more in line with real observations of galaxies, we always obtain unbiased measure-

ments. These results are consistent with those from the TDCOSMO sample and are suggest no

systematic biases at the sample level regarding the choice of mass models.

5.3.4 Angular scales and lens redshifts

We also searched for correlations between the measured H0 values and specific properties

of each system. We first considered two typical projected quantities, the Einstein radius θE

(enclosed mass) and the effective radius θeff (enclosed light) of the lens galaxies. Their ratio

θE
/
θeff can be used as a proxy for the relative spatial distribution of luminous and dark matter

components. We found no statistically significant correlation between this ratio and the

measurement of the Hubble constant. This ratio significantly varies across the sample of seven

lenses, from ∼ 0.5 to ∼ 3.5. If there were systematically incorrect assumptions regarding the

choices of lens model, we would expect a trend with H0; however, this is not the case.

6Dutton and Treu (2014) mentioned that a fully baryonic model would have a slope steeper than isothermal
(γ∼ 2.3), whereas if dark matter dominates the slope would be sub-isthoermal (γ∼ 1.5).
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Truth ↓ | Model → Power law Cored power law Composite

Power law (#1)

1"

χ2 = 1.02

1"

χ2 = 1.02

Power law (#2)

1"

χ2 = 0.98

1"

χ2 = 0.98

Cored power law (#3)

1"

χ2 = 1.46

1"

χ2 = 0.98

Cored power law (#4)

1"

χ2 = 1.86

1"

χ2 = 0.98

Composite (#5)

1"

χ2 = 1.00

1"

χ2 = 0.97

1"

χ2 = 0.96

Composite (#6)

1"

χ2 = 1.36

1"

χ2 = 1.04

1"

χ2 = 0.97

Table 5.2 – Resulting normalized residuals after modeling the simulated data set of lensed quasars, for different
input and modeled mass distributions. Each maps corresponds to ( fmodel − fdata)

/
σ, where fdata is the observed

flux, fmodel is the modeled flux and σ is the noise standard deviation. The color map ranges from −6 (blue) to
+6 (red). The given χ2 value in each panel is the mean reduced χ2 of the imaging likelihood (it does not include
the time-delay information). These tests show that our strategy to use power-law and composite models is able
to detect incorrect modeling assumptions: when the models lead to similar residuals and consistent kinematics
predictions (not shown here), then we obtain an unbiased measurement of the Hubble constant (lens #6). If the
input mass density significantly deviates from our modeling assumptions, such as the presence of a core or strong
inflection points in the radial density profile, we observe clear imprints in the residuals, which hints at missing
degrees of freedom (lens #5). Table reproduced from Millon et al. (2020).

Similarly, we consider the ratio between one of these characteristic radii and the spectroscopic

aperture (projected on the sky) used for measuring stellar kinematics of the lens galaxy. The

ratios θE
/
θapert and θeff

/
θapert encode the relative. Here again, we found no evidence of a

trend with respect to H0. This result indicates that, within the current uncertainties, there is

no sign of a systematic errors due to incorrectly modeling the kinematics data.

The last trend we explored is the relation between H0 and the lens redshift zd, as it was already
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noticed in Wong et al. (2020) with the previous sample of six lenses. The trend, which is slightly

reduced after the addition of the seventh system, is still visible even after κext correction and

has a ∼ 1.7σ significance. While interesting in itself, the low statistical significance of the trend

demands a larger sample to draw robust conclusions.

5.3.5 Microlensing effects

The most studied source of systematic errors that may affect the measurement of time delays

is microlensing effects due to stars in the lens galaxy crossing the path of quasar light rays. We

do not explore these specific effects in Millon et al. (2020), but they are discussed in Millon

(2021, and references therein). As the conclusions are still relevant in the context of systematic

checks within the TDCOSMO sample, they are briefly summarized below.

Microlensing can affect the observed quasar light curves both in amplitude (magnification)

and in time (called microlensing time delay, Tie and Kochanek, 2018). Results on simulated

data sets from the Time Delay Challenge (TDC, Liao et al., 2015) suggest that even in the pres-

ence of microlensing magnification, state-of-the-art curve shifting algorithms such has PYCS

(Tewes et al., 2013; Millon et al., 2020, used by TDCOSMO) provide precise measurements at

percent-level. Regarding microlensing time delay, the situation is more subtle. For time-delay

cosmography, microlensing time delay is mainly an additional source of random uncertainties

on the time delay measurements and subsequently on H0 (e.g., explicitly tested in the analyses

of Chen et al., 2019; Shajib et al., 2020). More generally, the potential bias introduced by

microlensing time delay is ∼ 0.5% days (absolute error), which would translate to ∼ 1% bias

on H0 for time delays longer than 50 days (Millon, 2021). This is the case for the majority of

lenses in the current sample (e.g., Bonvin et al., 2018); hence time delay measurements for

these systems are not significantly affected.

Yet the next extension of the sample will contain more quads hence with shorter time delays

on average (due to their symmetrical configurations). However, in those systems, the multiple

images generally appear on high stellar density regions of the lens galaxy, which effectively

decrease the probability of significant microlensing events (e.g., the source crossing a caustic).

While additional tests are necessary to quantify the effect of microlensing time delay precisely,

the corresponding biases affecting individual systems are likely to be zero at the sample level.

5.4 Testing lens modeling and H0 inference methods on a blind chal-

lenge

The Time-Delay Lens Modeling Challenge (TDLMC) has been launched to test the current

state-of-the-art H0 inference techniques and potentially pin down sources of systematic

that could affect time-delay cosmography. After the Time-Delay Challenge (TDC, Dobler

et al., 2015), focused on time delay measurements, the TDLMC primarily focuses on the lens

modeling step. The goal is to blindly infer the Hubble constant from a sample of time-delay
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lensed quasars, composed of simulated HST-like imaging data, measured time delays, stellar

kinematics and external convergence. The challenge was launched on 2018, January 8 and

the latter deadline for submissions was on 2019, September 8. With Dr. Martin Millon, we

participated to the full challenge as the “EPFL Team”. The original challenge description and

all submitted results from the participating teams are described in Ding et al. (2021), which is

attached to this dissertation. This section describes the main aspects of the the challenge and

the inference pipeline we developed, and discusses some aspects of our submissions.

The TDLMC is composed of four rungs of increasing complexity:

• Rung 0 – The purpose of this rung is to test inference pipelines, having in hand all input

values (including H0). It contains one double and one quad lens quasar. The lens mass

distribution is a PEMD (Eq. 4.13) embedded in an external shear (Eq. 4.20). The light

distributions of both the lens and source galaxies are single elliptical Sérsic profiles

(Eq. 4.21). The exact PSF is provided to the participants.

• Rung 1 – This rung is composed of 16 quads (4 crosses, 4 folds, 4 cusps, and 4 doubles).

It is akin to Rung 0 in terms of simulation complexity, except for the source galaxies:

instead of single Sérsic profiles, input sources are high-resolution HST images of spiral

galaxies (see fig. 1 of Ding et al., 2021).

• Rung 2 – This rung differs to Rung 1 regarding the provided PSF, which is an altered

version of the true PSF used in the simulations. The primary purpose of this rung is

to test the impact of inaccurate knowledge of the PSF on H0, and PSF reconstruction

algorithms.

• Rung 3 – This last rung is similar to Rung 2, although mass and light distributions of lens

galaxies are extracted from cosmological simulations, instead of simulated with smooth

analytical profiles. Two cosmological simulations were used: the large scale simulation

Illustris (Vogelsberger et al., 2014) and a zoom-in simulation, both processed according

to Xu et al. (2016) and Frigo et al. (2019).

For all rungs, the following additional simulated data products are given to the participants:

• the measured time delays, simulated with no biases and a precision ranging from 1% to

0.25 days;

• the measured central velocity dispersion of the lens, with 5% precision, computed within

a fixed aperture of known size (the specific anisotropy model was unknown);

• the external convergence κext, as a Gaussian distribution centered on zero with standard

deviation 0.025;

A submission for a given round was composed of the inferred H0 value with error bars, for

every single lens and the whole sample. The number of submissions per rung was not limited,
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so we submitted different statistical combinations. Then, after each rung’s deadline, the input

value of H0 was revealed, allowing participants to investigate for possible biases and address

in the subsequent rungs. The metrics to assess and rank the different submissions quantified

the efficiency (i.e., fraction of submitted lenses), the goodness of fit, the precision and the

accuracy. For the detailed analysis of all submissions and comparison between participating

teams, we refer to the section 3 of Ding et al. (2021). More details on some key aspects we

learned and studied during and after the TDLMC are given below.

5.4.1 Pipeline for modeling samples of strong lenses and inferring H0

One the most time consuming part of time-delay cosmography is arguably the detailed mod-

eling of high-resolution imaging data, in order to measure to the Fermat potential. Many

studies have shown that about a year of investigator time, sometimes more, is necessary to

ensure to (1) converge to a model that correctly fits the data, (2) test all sources of systematic

errors by marginalizing on many variations of the baseline models (e.g., Chen et al., 2019; Rusu

et al., 2020, and others) and (3) carefully combine the different ingredients to infer the Hubble

constant. Even for a less complex data set like in the TDLMC, one needs several attempts

to explore various models and options, find suitable initial guesses for parameters before

finally running Markov chain Monte Carlo (MCMC) chains to explore the parameter posterior

distribution. This also requires enormous amounts of computing power, typically several

thousands of CPU hours; for the complex modeling of DES J0408−5354, this required no less

than 106 CPU hours (Shajib et al., 2020).

For all these reasons, modeling the 50 lenses of the TDLMC rung makes a real challenge.

Therefore we developed a pipeline that largely reduces the investigator time per system.

Called TDLMCPIPELINE7 and fully written in Python, its core functionality is the handling

of samples of lenses, for which model assumptions, settings and initial parameter values are

all specified globally, at the sample level. Lens modeling and kinematics computations are

performed with LENSTRONOMY (Birrer and Amara, 2018; Birrer et al., 2021). We expanded some

features of LENSTRONOMY with more options to add priors on model parameters, increase

model complexity and analyze the various steps of both the modeling and the inference

process. TDLMCPIPELINE also comes with handy features to visualize the results, monitor the

different steps of the inference, choosing which systems require higher model complexity and

which ones to exclude from the final inference of the Hubble constant.

We used TDLMCPIPELINE to perform the full cosmographic analysis of each simulated lenses.

The different steps are summarized in section 3.2 of Ding et al. (2021), and complementary

details are given in Martin Millon’s thesis (Millon, 2021). The next sections summarize the

main lessons we learnt throughout the challenge.

7https://gitlab.com/AymericG/tdlmcpipeline
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5.4.2 Lessons from each rung

Lessons from Rung 1: astrometric requirements

For Rung 1, we submitted an inference based on 11 lenses over the 16 lenses, which is f = 69%

efficiency. The corresponding average precision is P = 6.17%, an accuracy of A = 7.51%, and

goodness of fit of χ2 = 2.57. While the precision is close to the target one estimated by the

organizers (6%), the accuracy was significantly high due to a significant bias on the inferred

value of H0.

After unblinding, we found that the primary source of bias was due to an inaccurate measuring

quasar image positions (i.e., the astrometry), and measure the Fermat potential at these

positions. Despite the PSF being perfectly known (although only at the data resolution), it

turned out that even an error of a pixel fraction can cause a systematic bias on the Fermat

potential values. As discussed below, this issue is related to high-quality of the TDLMC

simulated data set, and is not a dominating source of systematics with the current HST and

AO data sets (although it will be with future better data sets).

Based on our submission to Rung 1, these findings were formalized in Birrer and Treu (2019),

which quantifies the requirements based on theoretical considerations. By propagating the

error on the Fermat potential ∆φAB to an error on the Hubble constant H0, the following

relation can be obtained (Birrer and Treu, 2019)

σH0

H0
. D∆t

c

θAB

∆tAB
σθ , (5.18)

where θAB ≡ θB −θA is the angular separation between images A and B, σH0 and σθ are the

uncertainties with respect to H0 and the image position measurements, respectively8. From

Eq. 5.1, we haveσH0

/
H0 =σ∆tAB

/
∆tAB. Therefore, Eq. 5.18 can be formulated as a requirement

on the astrometric precision σθ, that ensures the H0 uncertainty is subdominant compared to

the time delay uncertainty. The resulting astronomic requirement is

σθ .σ∆tAB

c

D∆t

1

θAB
. (5.19)

Since time delays and image separations are closely link to the lensing configuration (∆tAB ∝
θ2

AB), the above means that larger separation lenses should in general lead to more stringent

requirements on σθ.

The current TDCOSMO sample is mainly composed of systems whose largest image sepa-

ration of ∼ 3′′ and most precise time delays have ∼ 5% precision, such that the astrometric

requirements is of the order of 20 mas. With current modeling techniques and data quality,

a precision of 10 mas is required such that inaccurate astrometry has subdominant effects

on the inferred value of the Hubble constant. On the contrary, the TDLMC sample contains

8Note that computing D∆t implies assuming a specific cosmology (i.e. a value for H0), however this choice does
not impacted the conclusions of this study.
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overall smaller separation lenses, but with a much higher precision on the time delays (down

to ∼ 1%). The astrometric requirements on the modeling are now of the order of a few mas,

which is beyond the capabilities of current modeling codes.

We addressed this issue by introducing a set of additional “nuisance” parameters in our model

for all the subsequent rungs of the challenge. These parameters are included in the model

as offsets δx and δy to the position of each lensed quasar images, which are optimized and

sampled jointly with all other parameters. The amplitude of these offsets is of the order of a

fraction of a pixel. This strategy effectively allows us to marginalize over systematic astrometric

errors, inducing only a slight random error but most importantly reducing the bias on H0. We

tested this strategy of the Rung 1 sample and obtained an H0 posterior distribution in good

agreement with the input value, demonstrating that the initial bias was successfully mitigated.

Lessons from Rung 2: unbiased measurements are achievable

In this rung, we applied the same strategy as in Rung 1, including the nuisance parame-

ters described above. We also incorporated several PSF refinement steps (implemented in

LENSTRONOMY) between parameters optimization steps, to improve the PSF model. Based

on preliminary models of all Rung 2 lenses, we noticed that the PSF corrections were almost

identical across all the lenses. Therefore, we selected the best PSF models, and stacked them

to obtain a unique improve PSF model, used for all subsequent lens models. Similarly, we

noticed that the anisotropy radius rani (see Eq. 5.9) led to most better kinematics predictions

when approximately equal to the effective radius of the lens. We thus assumed rani = θeff for

the subsequent models as well as for our models of Rung 3. Both hypothesis (the PSF and the

anisotropy) were confirmed after Rung 2 unblinding (Ding et al., 2021).

Our best submission for Rung 2 is shown in Fig. 5.5. From a selection of 11 best-modeled

lenses based on the goodness of fit to imaging and kinematics data, we decided to submit four

H0 values, corresponding to different individual combinations of posterior distributions of

Dd and D∆t distances. All of our submissions achieved the target accuracy and precision, as

can be see in figure of Ding et al. (2021). The best submission achieved an average precision

of P = 2.64%, an accuracy of A = −1.96%, and goodness of fit of χ2 = 1.51. Our D∆t -only

inferences are more precise, but their accuracy is improved by including Dd in the inference

(i.e., by combining lensing and kinematics constraints), as expected.

Lessons from Rung 3: cosmological simulations and mass model assumptions

In Rung 3, we applied the same strategy as in Rung 2, and modeled the lens galaxies with

analytical profiles. We attempted to model all lenses with a power-law models as in previous

rungs and composite models with more degrees of freedom. For composite models, we

assumed light-traces-mass with a constant M/L ratio to model the baryonic component (i.e.,

as for modeling TDCOSMO lenses). During the analysis of Rung 3 lenses, we noticed that it
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Figure 5.5 – Our submission for Rung 2 of the TDLMC, visualized via the analysis module of TDLMCPIPELINE.
Top left panel: individual H0 posterior distributions for each selected lens (in color) and combined H0 posterior
distribution (black) based only on the time-delay distance D∆t . The black value is the inferred H0 from the joint
posterior, the blue is from the marginalizing over all individual posteriors (indicated by the shaded blue area), and
the gray value is the truth for Rung 2. Top right panel: inference of H0 based on both D∆t and Dd (i.e. including
constraints from lens kinematics). Bottom left panel: measured (grad dots and error bars), modeled (colored
dots) and true values (colored circles) for the central velocity dispersion. Bottom right panel: reduced χ2 for lens
modeling, with the unique identifier of each lens (∗ indicates doubles). Figure adapted from Millon (2021).

was significantly more difficult to simultaneously obtain consistent kinematics predictions

along with good fits to good imaging models. Additionally, power-law and composite were in

strong disagreement, which is not observed with real systems. The residuals from some of our

best power-law models are shown on the first three columns of Fig. 5.6.

We submitted different values of H0, based on different combinations of lensing and kinemat-

ics constraints, similar to Rung 2. From our power-law models and joint lensing+kinematics

constraints, we inferred H0 = 60.3± 0.6 km s−1Mpc−1. Other submitted values were com-

parable, or with slightly lower median H0 ≈ 58 km s−1Mpc−1 (for more details, see Millon,

2021).

After unblinding, we were given the true mass density profiles of all lens galaxies that were

extracted from cosmological simulations. The azimuthally averaged profiles are shown in blue

lines on the three last columns of Fig. 5.6. We noticed that all simulated galaxies exhibit a

strong central core, as a flattening of the density profile below ∼ 0′′.1, corresponding roughly

to a physical ∼ 0.5 kpc at the redshifts of the lens. Such a large core can be observed in the

dark matter halo at the scale of galaxy clusters (e.g., Newman et al., 2013; Oldham and Auger,
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2016). While the presence of SMBH (Thomas et al., 2016) could deplete the baryonic mass in

the innermost parts of some galaxies, most observations of isolated elliptical galaxies are in

favor a cuspy total mass distributions, even with possibly shallower dark matter halos (e.g.,

Sonnenfeld et al., 2012; Grillo, 2012; Schuldt et al., 2019). The non-detection of a central image

in many galaxy-scale strong lenses, even in radio wavelengths where the light from the lens

galaxy is subdominant, is also a sign a steep central density profiles (e.g., Quinn et al., 2016;

Muller et al., 2020; Stacey et al., 2021). The analysis of Rung 3 lenses after unblinding revealed

that the core in the simulated galaxies was artificial and related to the limited resolution

of hydrodynamical simulations. In the very center of simulated galaxies, the number of

simulation particles is not sufficiently high and leads to an artificial flattening of the mass

density profile.

The extraction of galaxies from hydrodynamical simulations, which involves truncating the

mass distributions of galaxies, also introduced systematic effects in the mock data. Based

on the post-challenge analysis of Rung 3, Van de Vyvere et al. (2020) found that truncating

the mass distribution at small radii introduces an artificial shear in the lens potential, with

a direct impact on the time delays. In addition, the missing mass on the outskirts mimic a

negative mass sheet, which leaves unchanged the lensed features except the time delays. If

not explicitly modeled, these artificial effects from truncation can bias the inference of H0 up

to several percent. For the specific data set of Rung 3, Van de Vyvere et al. (2020) estimated

a sub-percent level bias due to the artificial shear. However, it is unclear if the combination

of these two effects (shear and negative mass sheet) could still impact the targeted goal 1%

precision in H0.

Finally, the galaxies extracted from cosmological simulations were isolated in a post-processing

step by removing subhalos and other massive substructures from their surroundings. How-

ever, the lens kinematics were not corrected for the different effective lens potential, hence

becoming inconsistent with the imaging data. This effect is probably smaller than the two

above, as substructures represent about 1% of the total lensing mass. For all these reasons,

results from Rung 3 were inconclusive. Moreover, no team achieved the targeted precision

and accuracy metrics. Lens models of Rung 3 lenses are nonetheless a useful baseline to

test the extra flexibility needed to fit data sets that are inconsistent with our standard model

assumptions.

In Millon et al. (2020), we have shown that the agreement between model families offers a

way to mitigate these biases, at least partially. Nevertheless, one remaining question is: are

composite models equivalent to power-law models transformed via the MST? In other words,

can we correct the power-law models by an internal MST parameter (λint) constrained by

kinematics, in order to retrieve an unbiased value of H0? An MST-transformed power-law

profile is not a power-law anymore, but displays specific inflection points that could mimic

the combination of a luminous + dark halo model, as shown in Fig. 2.9. In real galaxies, an

inflection point in the radial mass profile can occur at the transition between the stellar-

dominated inner region and dark matter-dominated outskirts (e.g., Millon et al., 2020; Shajib
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et al., 2021; Etherington et al., 2022b). Some lenses from Rung 3, shown on Fig. 5.6, can exhibit

similar features. However, both power-law and composite models lead to significant imprints

in the residuals, suggesting that those mass models are insufficient for Rung 3 lenses, and that

we are not in a MST-dominated regime. From the Rung 3 data, we cannot reliably conclude

on the correspondence between the true mass profile and a simple parametrization + MST.

In conclusion, the relationship between power-law and composite models—and to which

extent they allow one to break the MSD—needs to be better characterized. The next section

presents one step towards extending our assumptions about galaxy density profiles.
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Figure 5.6 – Subset of our models of TDLMC/Rung 3 lenses (for the data see fig. 4 of Ding et al., 2021). The first
three columns are, from left to right: image model based on a power-law mass distribution, normalized residuals
and source model. The three remaining columns show azimuthally averaged radial mass density (κ) profiles, for
three different mass model families: power-law, cored power-law and composite. The (analytical) logarithmic
slope γ of power-law and cored power-law models is mentioned when appropriate. The colors are as follows:
true profile, model profile, Einstein radius (from power-law models), image positions, spectroscopic aperture for
kinematics measurements. Both axis are given in logarithmic scale, x-axis is in arcseconds, and the data pixel size
is 0′′. 08.
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ABSTRACT
In recent years, breakthroughs in methods and data have enabled gravitational time delays to
emerge as a very powerful tool to measure the Hubble constant 𝐻0. However, published state-
of-the-art analyses require of order 1 year of expert investigator time and up to a million hours
of computing time per system. Furthermore, as precision improves, it is crucial to identify
and mitigate systematic uncertainties. With this time delay lens modelling challenge we aim
to assess the level of precision and accuracy of the modelling techniques that are currently
fast enough to handle of order 50 lenses, via the blind analysis of simulated datasets. The
results in Rung 1 and Rung 2 show that methods that use only the point source positions tend
to have lower precision (10 − 20%) while remaining accurate. In Rung 2, the methods that
exploit the full information of the imaging and kinematic datasets can recover 𝐻0 within the
target accuracy (|𝐴| < 2%) and precision (< 6% per system), even in the presence of a poorly
known point spread function and complex source morphology. A post-unblinding analysis
of Rung 3 showed the numerical precision of the ray-traced cosmological simulations to be
insufficient to test lens modelling methodology at the percent level, making the results difficult
to interpret. A new challenge with improved simulations is needed to make further progress in
the investigation of systematic uncertainties. For completeness, we present the Rung 3 results
in an appendix and use them to discuss various approaches to mitigating against similar subtle
data generation effects in future blind challenges.
Key words: cosmology: observations — gravitational lensing: strong — methods: data
analysis
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1 INTRODUCTION

The flat Λ cold dark matter (ΛCDM) cosmological model has been
remarkably successful in explaining the geometry and dynamics
of our Universe. It has been able to predict/match the results of
a wide range of experiments covering a wide range of physical
scales (Planck Collaboration et al. 2014, 2016; Riess et al. 2016;
Betoule et al. 2014; Eisenstein et al. 2005; Alam et al. 2017), and
the expansion of our Universe (Riess et al. 1998; Perlmutter et al.
1999).

One of the key parameters of the model is the Hubble constant
(𝐻0) that determines the age and physical scale of the Universe.
Measuring 𝐻0 at high precision and accuracy has been one of
the main goals of observational cosmology for almost a century
(Freedman et al. 2001). In recent years, as the precision of the
measurements has improved to a few percent level, a strong tension
has emerged between early and late universe probes. As far as
early-universe probes are concerned, analysis of Planck data yields
𝐻0 = 67.4 ± 0.5 km s−1 Mpc−1 (Planck Collaboration et al. 2020),
assuming a ΛCDM model. In the local universe, the Equation of
State of dark energy (SH0ES) team using the traditional “distance
ladder” method based on Cepheid calibration of type Ia supernovae
by finds 𝐻0 = 74.03 ± 1.42 km s−1 Mpc−1 (Riess et al. 2019),
and 𝐻0 = 72.4 ± 2.0 km s−1 Mpc−1 based on the tip of the
red giant brand (Yuan et al. 2019). The Carnegie-Chicago Hubble
Program calibrated the tip of the red giant branch and applied to
type Ia supernovae, finding a midway Hubble tension as𝐻0= 69.8±
0.8 (±1.1% stat) ± 1.7 (±2.4% sys) (Freedman et al. 2019). The
tension between late and early universe probes ranges between 4-6𝜎
(see summary by Verde et al. 2019). If this ∼ 8% difference is real
and not due to unknown systematics in multiple measurements, it
demonstrates that ΛCDM is not a good description of the universe,
and additional ingredients such as new particles or early dark energy
might be needed (e.g., Knox & Millea 2020; Arendse et al. 2020).
Given the potential implications of this tension, it is crucial to have
several independent methods to measure 𝐻0 each with sufficient
precision to resolve the tension (e.g., 1.6% to resolve the 8% 𝐻0
tension at 5−𝜎).

Time-delay cosmography by strong gravitational lensing pro-
vides a one-step measurement of 𝐻0 together with other cosmologi-
cal parameters (Refsdal 1966; Treu &Marshall 2016). The strongly
lensed source produces multiple images, corresponding to multi-
ple paths followed by the photons through the universe. According
to Fermat’s principle, the lensed images arrive at the observer at
different times, corresponding to the extrema of the arrival time
surface. The time delays between the images depend on the abso-
lute value of cosmological distances, chiefly through the so-called
“time-delay distance",𝐷Δ𝑡 , and can thus be used to infer𝐻0 like any
other distance indicator (Schechter et al. 1997; Treu & Koopmans
2002a; Suyu et al. 2010a). Importantly, time delay cosmography is
independent of all other probes of 𝐻0.

At the time of writing, the 𝐻0 Lenses in COSMOGRAIL’s
Wellspring (H0LiCOW) and SHARP collaborations have finished
the analysis of six strong lensed quasars and obtain a joint infer-
ence for Hubble constant as 𝐻0 = 73.3+1.7−1.8 km s

−1 Mpc−1 (Wong
et al. 2020). In addition, as part of the STRIDES collabora-
tion, Shajib et al. (2020b) analyzed one particularly information-
rich strong lens system DES J0408-5354 alone and constrained
the 𝐻0 at 3.9% level, in excellent agreement with the Wong
et al. (2020) result. (In the rest of the paper, we refer to
H0LiCOW/SHARP/COSMOGRAIL/STRIDES collectively as TD-
COSMO (Millon et al. 2020)). Measurements of 𝐻0 using time

delay lenses also have been investigated by other collabora-
tions (Paraficz & Hjorth 2010; Ghosh et al. 2020).

Based on the current results, it is predicted that a 1% precision
in the 𝐻0 can be achieved via the time-delay cosmography alone
using a sample of 40 lensed systems (Shajib et al. 2018). However,
two issues need to be addressed before a 1% measurement of 𝐻0
can be achieved with time delay cosmography. First, the analysis
and computational costs need to be reduced in order to make the
larger samples tractable. Second, all sources of potential systematic
uncertainties must be investigated in order to identify and mitigate
any outstanding one.

The first issue is well illustrated by the current state-of-the-art.
At present, the analysis of each system requires approximately one
year of effort full time by an expert investigator. Furthermore, the
analysis by Shajib et al. (2020b) required approximately 1 million
hours of CPU time. Analyzing 40 lenses would thus be prohibitive
with current techniques, especially in terms of investigator time.
Efforts are underway to automate thesemodelling efforts so that they
can be scaled to a large number of lenses reducing the investigator
time per lens (Shajib et al. 2019), but much work remains to be done
to get to high precision, low cost modelling (Schmidt et al. 2020, in
prep).

Regarding the second issue, a number of efforts are under way
to identify systematic uncertainties (e.g. Millon et al. 2020). All
parts of the analysis need to be checked with high-quality data and
independent analysis, as well as with simulated datasets.

One effective strategy to test for unknown systematic errors
is to use blind analysis. In the implementation followed by the
TDCOSMO collaboration, the inferred values of 𝐷Δ𝑡 and 𝐻0 are
kept blind until all coauthors agree to freeze the analysis during a
collaboration telecon. The inference is then unblinded and published
without modification. One of the goals of the blind analysis is to
avoid conscious and unconscious confirmation bias.

Another powerful strategy is to study systematic errors using
realistic simulations, possibly analyzed blindly. Blind analysis of
simulated datasets was the strategy of the “Time Delay Challenge”
(TDC). In the TDC, a so-called “Evil” team first simulated a large
number of realistic ‘mock’ time delay light curves, including an-
ticipated physical and experimental effects. Then, the “Evil” team
published the mock data and invited the community to extract time
delay signals blindly using their own method. Liao et al. (2015)
showed that time delays can be measured from realistic datasets
with precision within 3% and accuracy within 1%.

The success of TDC encouraged the community to take on the
next step by verifying the precision and accuracy of lens models
with a time delay lens modelling challenge (TDLMC), initiated on
2018 January 8th by posting a paper on arXiv (TDLMC1, Ding
et al. 2018). The challenge “Evil” team simulated 48 systems of
mock strongly lensed quasars data and provided access to the data
through a weblink to the participating teams (“Good” teams) to
model, blindly1:

• https://tdlmc.github.io
The “Evil” team produced realistic simulated time-delay lens data
including i) HST-like lensed AGN images, ii) lens time delays,
iii) line-of-sight velocity dispersions, and iv) external convergence.
After the “Good” team submitted their inferred𝐻0, the performance

1 For an early implementation of a blind challenge see paper by Williams
& Saha (2000).
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of the adopted method could be estimated by comparing them with
the true values in the simulation.

The number of simulated lensed quasars was chosen to have
sufficient statistics to assess the performance at the percent level
(7% expected per system, gives approximately a ∼ 1% precision
on the mean). We stress that this is already a huge sample for
current modelling methods, and thus the challenge is exclusively
testing “fast methods”. The computational cost of lens modelling
is a major hurdle that will need to be overcome in the future; thus
TDLMC uses large simulated samples aiming at testing the speed
and performance of these “fast methods”.

We also note that TDLMC is limited to the study of the lens
model accuracy. Other sources of uncertainty are not considered.
Therefore ancillary data, including time delay, line-of-sight velocity
dispersion, and information of external convergence are provided
unbiased and with true uncertainties.

This paper provides the details of the challenge design that
were hidden in the challenge opening paper (Ding et al. 2018, here-
after: TDLMC1) and presents an overview of the submission results.
We encourage the individual “Good” teams to submit more detailed
papers on their methods and results. The paper is structured as fol-
lows. In Section 2, we describe the details of the challenge, including
hitherto hidden adopted when simulating the sample. Sections 3 in-
cludes the response from the participating teams to this challenge
and a brief summary of the method(s) adopted. The analysis of the
submissions for Rung 1 and Rung 2 is presented in Section 4. For
Rung 3, we discovered post-unblinding that the numerical preci-
sion of the ray-traced simulations was insufficient to test lens model
methodology at the percent level, making the results from this rung
difficult to interpret. Therefore we dedicate a full Section 5 to the
subtleties of Rung 3 that will need to be addressed in a future chal-
lenge that wishes to adopt numerical simulations of galaxies as a
starting point. The results of Rung 3 are given in Appendix A for
completeness, even though the results should be interpreted with
caution. We draw some of the implications of the results and dis-
cuss our findings in Section 6. Section 7 presents a brief summary
of the paper.

2 DETAILS OF THE TDLMC CHALLENGE DESIGN

There are three challenge ladders in TDLMC, called Rung 1, Rung 2
and Rung 3. In addition, an entry-level Rung 0 is also designed for
training propose. To ensure that the “Good” teams do not infer any
information for the previous rung, we reset the 𝐻0 at each rung.
We adopt two independent codes, namely Lenstronomy2 (Birrer
& Amara 2018) and Pylens3 (Auger et al. 2011), to simulate HST-
like lensed AGN images (equally split). This strategy helps us to
mitigate the “home advantage”, if any, in the sense thatwhen “Good”
team happens to adopt the same code as the one used to generate the
simulated images. The use of two independent codes also allows us
to estimate numerical uncertainties related to the implementation
of the algorithms, if present.

2 https://github.com/sibirrer/lenstronomy
3 https://github.com/tcollett/pylens

2.1 Challenge structure

The TDLMC begins with Rung 0, consisting of two lens systems
– one double and one quad. This training rung aims to ensure
that “Good” team members understand the format of the data, and
avoids any trivial coding errors or mistakes which potentially affect
the results of the entire challenge.

Considering that the lens modelling process is usually time
consuming, we generated in total of 48 lensing systems, spread over
three blind rungs (i.e., Rung 1,2,3. There are 16 systems in each
rung). The sample size is small enough to ensure it is tractable by
the “Good” teams and large enough to explore different conditions
with sufficient statistics and uncover potential biases at the percent
level. We increase the level of complexity from Rung 1 to Rung 3.

We reveal the details of the simulations for each blind rung in
the rest of this section, including the ones which were only known
to the “Evil” team before unblinding.

2.2 Details of each Rung

For training purpose, Rung 0 was designed to be as simple as possi-
ble. Therefore, simple parametrized forms were adopted to describe
the surface brightness of the deflector and the source galaxy (i.e.,
Sérsic), and the mass profile (elliptical power-law) of the deflector.
The true point spread function (PSF) is given, and external con-
vergence was not considered. The Rung 0 data is released with all
the input parameters so that the “Good” teams can validate their
analysis.

In Rung 1, the increase in complexity with respect to Rung 0
is that the surface brightness of the AGN host galaxy is realistically
complex, rather than described by a simply parameterized model
like Sérsic. For the purpose of making realistic source galaxies, we
started from high-resolution images of nearby galaxies obtained by
HST. The digital images are downloaded from the Hubble Legacy
Archive4. In order to get a clean galaxy image, we first removed
isolated stars and background foreground objects in the field. All the
processed galaxy images are shown in Figure 1. Then, we obtained
the global properties of these galaxies, by using Galfit to fit them
as the Sérsic profiles so as to obtain their effective radius (𝑅eff)
in arcsec and total flux. This information is then used to rescale
the galaxy size and magnitude in the source plane, as described in
Section 2.3.3. A random external convergence value is also added
in Rung 1 (see Section 2.4).

Rung 2 increases the complexity of Rung 1 by providing the
“Good” teamswith only a guess of the PSF, instead of the actual PSF
used to generate the simulations. This added complexity is meant to
represent a typical situation where the observer uses a nearby star or
model as an initial guess to the actual PSF and then improves on it
using the quasar images themselves. In order to implement this step
in a realistic manner, the “Evil” team took one actual star observed
by HSTWFC3/F160W and constructed a high-resolution image by
interpolation. This PSF image is used to carry out the simulation
process described in Section 2.5. However, the PSF information
based on a different star was given to the “Good” teams.

Rung 3 was the most ambitious as we aimed to increase the
complexity of the deflector mass distribution, in addition to retain
the complexities of Rung 2. Assessing the effects of the complexity
of the deflector mass distribution is crucial to evaluate the perfor-
mance of modelling methods. For example, the mass sheet degen-

4 https://hla.stsci.edu/hlaview.html
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ESO498G5 M51 NGC1084 NGC1309 NGC1376 NGC2397

NGC278 NGC3021 NGC3259 NGC3370 NGC3949 NGC3982

NGC4319 NGC4639 NGC4911 NGC5584 NGC5806 NGC6217

NGC6503 NGC6782 NGC7252 NGC7742 PGC55493 UGC12158

Figure 1. HST images of the realistic galaxies that were used in the TDLMC simulations as lensed AGN host galaxies.

eracy (MSD, Falco et al. 1985) can be broken by adopting a power-
law model to a non-power-law lens mass distribution (Schneider
& Sluse 2013, 2014). The assumption of any specific mass profile
can potentially result in the systematic bias to the measured Hubble
constant, themagnitude of which depends on the difference between
the model and the true unknown profile. This effect has been illus-
trated with cosmological hydrodynamic simulations (Xu et al. 2016;
Tagore et al. 2018), suggesting a potential bias could be introduced
due to the MSD. In an attempt to model this, the deflector galaxies
in Rung 3 are based on cosmological numerical simulations. How-
ever, this is also the most conceptually difficult step because we do
not have access to the “true” mass distribution in real galaxies. For
Rung 3, the “Evil” team examined two options to produce a realistic
deflector mass. The first option, following Gilman et al. (2017), is
to use the surface brightness distribution of real galaxies, convert it
into stellar mass, and add some dark matter components with some
prescription. There are challenges to this approach; for example it
is not clear how to obtain self-consistent stellar kinematics. Thus,
we discarded this option and decided to (following e.g. Xu et al.
2016) take the results of hydrodynamical simulations as our “re-
alistic” mass distribution (specifically Illustris (Vogelsberger et al.
2013, 2014) and the ‘zoom’ simulations in Frigo et al. (2019) were
adopted). This method has clear advantages but also limitations. For
example, the results are only as good in terms of interpreting the real
universe as the simulations are accurate, and it is well known that to
simulate massive elliptical galaxies accurately is a challenge (e.g.,
Naab & Ostriker 2017). Furthermore, the resolution of the state-

of-the-art simulations is finite, and the effects of finite resolution
are important at the scale of strong lensing (Mukherjee et al. 2019;
Enzi et al. 2020). We did not anticipate additional numerical issues
which were discovered post-unblinding and will be discussed later
in the paper.

After setting up the deflector redshift in Section 2.3.1, the
Rung 3 deflector providers produced deflector maps at the corre-
sponding redshift. These maps are at very high resolution, which
is superior to HST by a factor of 16 (i.e., 0.′′13/16 = 0.′′008125
per pixel). The following information was provided by simulators
to generate Rung 3 lensed images including:

• mass distribution: The lensing maps include potential map ( 𝑓 ),
the deflection angles maps (including 𝑓 ′𝑥 and 𝑓 ′𝑦 , i.e., first-order
derivation of 𝑓 ) and the hessianmap ( 𝑓 ′′𝑥𝑥 , 𝑓 ′′𝑦𝑦 and 𝑓 ′′𝑥𝑦 , i.e., second-
order derivation of 𝑓 ).
• surface brightness: The “observed” R-band surface brightness is
used to illustrate the light of the deflector in the simulation in Sec-
tion 2.5. This map is also used to calculate the light-weighted line-
of-sight stellar velocity dispersion in Section 2.6.2.
• kinematics: The kinematic maps include the line-of-sight averaged
velocity map (𝑉ave), which accounts for the deflector rotation (Fig-
ure 2, left panel), and the averaged velocity-dispersion map (𝜎ave,
see Figure 2, right panel).
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Figure 2. Example of 2D kinematic map for Rung 3. (left): LOS mean velocity (𝑣ave) map. (right): velocity dispersion (𝜎ave) map. The image resolution is 16
times higher than HST/WFC3, i.e., 0.′′13/16 = 0.′′008125.

2.3 Specific ingredients of the simulations

In TDLMC, the “Evil” team intends to provide the mock data as
realistic as possible. An overview of models/configuration that used
to simulate the mock data have been introduced in the challenge
designing paper TDLMC1. However, for obvious reasons, some
details had to be kept blind and are presented here for the first time.

2.3.1 Redshift of deflector and source

The redshifts of the mock lenses are assumed to be distributed as
for typical lenses. In Rung 1 and Rung 2, the “Evil” team randomly
generated their values from a normal distribution with 𝑧𝑑 ∈ N(0.5±
0.2), 𝑧𝑠 ∈ N(2.0 ± 0.4). In Rung 3, the lensing maps5 are directly
provided by the hydrodynamical simulation, fixing the redshift of
the source at 𝑧𝑠 = 1.5 and adopting the same deflector redshift same
as provided by the simulation (𝑧𝑑 ∼ 0.5).

2.3.2 Detailed setups of the lensing mass

The lensing maps are assumed to be composed of a main deflector,
plus external shear and convergence. We describe the mass distri-
bution of the deflector in this section. The deflector mass models
are meant to describe typical elliptical galaxies.

In Rung 1 and Rung 2, the main deflector is assumed to fol-
low a typical elliptical power-law mass distribution (see also the
Section 2.3.1 in TDLMC1), with parameter distributions as listed
in Table 1. In the simulations, we first draw the SIS (i.e., single
isothermal sphere) velocity dispersion from the distribution in Ta-
ble 1. Then, the corresponding Einstein radius can be calculated as
𝑅𝐸 = 4𝜋𝑣2

𝑑
𝐷𝑑𝑠

𝐷𝑠
, where 𝐷𝑑𝑠 , 𝐷𝑠 are the angular diameter distance

between the source and the deflector and from the source to us.
InRung 3, the deflectormass information is provided by the two

simulating teams (X.D., M.F., and S.V.) as described in Section 2.2.
They also provide the velocity map of the deflector, which is used
to calculate the aperture velocity dispersion in Section 2.6.2, and its
surface brightness (see next section).

5 Lensing maps include the potential map, the deflection map and the con-
vergence map, i.e., 𝑓 , 𝑓 ′

𝑥 , 𝑓 ′
𝑦 , 𝑓 ′′

𝑥𝑥 , 𝑓 ′′
𝑦𝑦 and 𝑓 ′′

𝑥𝑦 .

2.3.3 Surface brightness calculation

The surface brightness in an image is comprised of light both from
the deflector and the lensed source. The main deflector surface
brightness in Rung 1 and Rung 2 is described with the widely
used Sérsic profile (as described in Section 2.2.1 in TDLMC1)
with parameters distributed as shown in Table 1. In Rung 3, the
(relative) R-band luminosity of stellar particles as deflector light
were computed based on their age andmetallicity, using the Bruzual
& Charlot (2003) model. We only assume the distribution of the
deflector’s magnitude given in Table 1 to normalize its total flux for
the purpose of achieving a realistic signal to noise ratio.

To define the realistic surface brightness distribution of the
AGN host galaxy, we adopt a true high-resolution image taken from
HST archive for all the blind rungs,. We first rescale the image by
projecting it on the source plane, so that it has an apparent Sérsic
effective radius drawn from Table 1. The magnitude of the source
host galaxy is then rescaled from the observed according to the
redshift of the source.

In order to obtain images similar to those used for cosmo-
graphic measurements, we assume that the active nuclei have a
comparable flux to that of their host galaxy, see Table 1.

We vary the position of the source AGN so as to generate the
lensing image in a range of configurations (including cusp, fold,
cross and double).

2.4 External shear and convergence

All the mass along the line-of-sight (LOS) contributes to the deflec-
tion of photons. In current state-of-the art analyses, this problem is
made tractable by modelling the main deflector and the most mas-
sive nearby perturbers explicitly, while describing the remaining
effects to first order as external shear and convergence (^ext).

For simplicity, in this challenge we do not include massive
perturbers, so there are just two components, the main deflector
(described above) and the LOS external shear and convergence.

In Rung 1 and Rung 2, we add an external shear to the lensing
potential with typical strength and random orientation, as shown in
Table 1. External shear is not added in Rung 3 in order to keep the
lensing potential self-consistent with the mass. More important is
the effect of the external convergence (^ext), since it affects the rela-
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Table 1. Parameter distributions.

Simulation ingredient model and parameter values

A): redshift

deflector redshift 𝑧𝑑 ∼ N(0.5 ± 0.2)
source redshift 𝑧𝑠 ∼ N(2.0 ± 0.4)

B): deflector (image plane)

lensing galaxy mass elliptical power-law

SIS velocity dispersion 𝑣𝑑 ∼ N(250 ± 25) km/s
Einstein radiusa 𝑅Ein = 4𝜋𝑣2𝑑

𝐷𝑑𝑠
𝐷𝑠

mass slope 𝑠 ∼ N(2.0 ± 0.1)
ellipticity 𝑞 ∼ U(0.7 − 1.0)
elliptical axis angleb 𝜙𝑚 ∼ U(0 − 𝜋)
lensing galaxy SB Sérsic profile

total magnitudec 𝑚𝑎𝑔 ∼ U(17.0 − 19.0) magnitude
effective radius 𝑅eff = 𝑅Ein ∗ U(0.5 − 1.0)
Sérsic index 𝑛 ∼ U(2.0 − 4.0)
ellipticity 𝑞 ∼ U(0.7 − 1.0)
elliptical axis angled 𝜙 = 𝜙𝑚U(0.9 − 1.1)

C): AGN (source plane)

host galaxy SB realistic galaxy

total magnitude 𝑚𝑎𝑔 ∼ U(22.5 − 20.0) magnitude
effective radiuse 𝑅eff ∼ U(0.′′37, 0.′′45) , 1.0 < 𝑧𝑠 < 1.5

𝑅eff ∼ U(0.′′34, 0.′′42) , 1.5 < 𝑧𝑠 < 2.0
𝑅eff ∼ U(0.′′31, 0.′′35) , 2.0 < 𝑧𝑠 < 2.5
𝑅eff ∼ U(0.′′23, 0.′′33) , 2.5 < 𝑧𝑠 < 3.0

active nuclear light scaled point source

source plane total flux 𝑓AGN = 𝑓host ∗ U(0.8 − 1.25)

external shear

amplitudes 𝛾 ∼ U(0 − 0.05)
shear axis angle 𝜙 ∼ U(0 − 𝜋)
external convergency

external kappaf ^ext ∼ N(0 ± 0.025)

Note: − Table lists the assumptions that were used to distribute the param-
eters for the TDLMC simulation. In Rung 3, non-parameterized deflectors
(i.e., lensing galaxy mass and surface brightness) are adopted. Thus, the B
part in the table is not adoptable for this rung. The distribution of “N” means
normal distribution and the “U” means uniform distribution. Among all the
parameters shown in the table, only the redshifts (with zero observation
error) and unbiased estimated of external convergence ^ext = 0±0.025were
provided to the “Good” teams.
a: Using our definition, the Einstein Radius would be in the range [1.′′00,

1.′′20].
b: The position angles start from the x-axis anti-clockwise.
c: The flux in cps and the magnitude value are related by the equation:

mag = −2.5∗log 10(flux) +zp, where zp is the filter zeropoint in AB system.
For filter WFC3/F160W, zp = 25.9463.
d: The effective radius and elliptical axis angle of the lensing light are

assumed to be correlated with lensing mass at a certain level.
e: The effective radius of the realistic galaxy is obtained by fitting Sérsic

profiles using Galfit.
f: ^ext is randomly generated to calculate the time delay data. The parent

distribution was provided to the “Good” teams, but not the actual value, to
mimic real analyses, see the descriptions at Eq. (4) for more details.

tive Fermat potential and time delay. Asmentioned in TDLMC1, we
consider the effect of ^ext by drawing from a Gaussian distribution
N(0 ± 0.025) for all the three Rungs.

2.5 Generating HST-like data

Having defined the ingredients of the simulations, we adopt two
independent codes to build the pipeline that produces the mockHST
imaging data. We aim to simulate the image quality of typical state-
of-the-art datasets, i.e., WFC3/F160W with individual exposures
of 1200 s, and typical background. We use astrodrizzle to co-add
eight single dithered exposures to obtain the final image with pixel
sampling improved from 0.′′13 to 0.′′08.

The simulations are similar to those described by Ding et al.
(2017a), which we refer to for more details. A brief description
is given here for convenience. The simulation starts from high-
resolution images with pixel scale 4 times smaller than the HST
resolution (i.e., 0.′′13/4). We start from actualHST images, as illus-
trated in Figure 2 of TDLMC1. To numerically define the surface
brightness of these actual images, Pylens uses interpolation, and
with Lenstronomy we chose to use shapelet decomposition (Re-
fregier 2003b; Birrer et al. 2015). We then rescale the image to the
desired size. Then, the distortion by lensing is based on the deflec-
tion angles. We convolve the image plane surface brightness with
the PSF and add scaled PSF in the position as the point sources
to mimic instrumental resolution. In Rung 1 the PSF is generated
with TinyTim (Krist et al. 2011), while in Rung 2 and Rung 3 PSFs
are extracted from the real HST images, and we use interpolation to
obtain the PSF image at higher resolution. The pipeline is illustrated
in Figure 3. Note that at this step, the images are still sampled at the
0.′′13/4 resolution.

In the next step,we rebin the pixels by 4×4 to degrade the image
at HST resolution, i.e., 0.′′13. We select eight different patterns to
rebin the image, so as to mimic the dither process. In the next step,
we add the noise to the data, see Figure 1 and Figure 2 in Ding et al.
(2017a) for details. Finally, we use the drizzling process to co-add
eight dithered images to obtain the final drizzled image at 0.′′08
sampling. We present the 48 simulated images of the three rungs in
Figure 4.

In the TDLMC, the eight dithered HST images and the final
drizzled images are all provided to the “Good” teams including the
science images, noise level maps, and a sampled PSF image.

2.6 Simulated ancillary data

In addition to the HST imaging data, the “Evil” team provides
time delay and aperture stellar velocity dispersion, computed as
described in this section.

2.6.1 Time delay

The true time delay between the lensed AGN images are calcu-
lated using the following equations once the values of the simulated
parameters are given by:

Δ𝑡𝑖 𝑗 =
𝐷Δ𝑡

𝑐

[
𝜙(\𝑖) − 𝜙(\ 𝑗 )

]
, (1)

where \ 𝑗 and \ 𝑗 are the coordinates of the images 𝑖 and 𝑗 in the
image plane. 𝜙(\𝑖) is the Fermat potential at image 𝑖 and 𝐷Δ𝑡 is
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host in source plane host in image plane convolved adding point source

host in source plane host in image plane convolved adding point source

Figure 3. Illustration of the generation of a mock lensed AGN image, using Lenstronomy (top) and Pylens (bottom). The image is sampled based on
HST-WFC3/F160W at 4 times higher resolution (i.e., 0.′′13/4). Note that the difference of numerical implementation between the two codes yield little
systematic residuals, which is well below the noise level (see Figure ??).

so-called time-delay distance, defined as:

𝜙(\𝑖) = (\𝑖−𝛽)2
2 − 𝜓(\𝑖), (2)

𝐷Δ𝑡 ≡ (1 + 𝑧𝑑) 𝐷d𝐷s𝐷ds
, (3)

where 𝐷d, 𝐷s and 𝐷ds are respectively the angular distances from
the observer to the deflector, from the observer to the source, and
from the deflector to the source.

We consider the effects of the ^ext to the observed time delay
by:

Δ𝑡obs = (1 − ^ext)Δ𝑡true. (4)

Note that the true value of ^ext is assumed to be zero. It is the
measured value of ^ext that is scattered as N(0 ± 0.025). The effect
of adding such ^ext is equivalent to adding a perturbation on the
observed time delays as Eq. (4). In principle, the external conver-
gence effect should also shift the Einstein radius, which we did not
consider in TDLMC for simplicity. That is, the ^ext is only taken as
a pure scatter effect on the time delay, hence 𝐻0.

Assuming zero bias on the time delay, we add random error
as the largest between 1% and 0.25 days were adopted. We are
deliberately keeping the uncertainties on the time delay as small
as in the very best cases, in order not to obfuscate lens modelling
errors.

2.6.2 Aperture stellar velocity dispersion

The aperture stellar velocity dispersion is helpful to break the mass
sheet degeneracy (Falco et al. 1985; Treu & Koopmans 2002c).
The integrated line-of-sight velocity dispersion is computed as the
second moment of the velocity distribution weighted by surface
brightness in a square aperture by 1.′′0×1.′′0, similar to the standard
aperture used for real systems. Seeing conditions are also chosen
to mimic the best current ground-based systems, idealized as a

Gaussian kernel with a full width at half maximum (FWHM) as
0.′′6.

In Rung 1 and Rung 2 the deflector mass distribution is simply
parameterized. Following current practice (e.g., Shajib et al. 2018),
we assume that the mass distribution is related to the velocity dis-
persion profile through the spherical Jeans equation:

1
𝑙 (𝑟)

d(𝑙𝜎2r )
d𝑟

+ 2𝛽ani (𝑟)
𝜎2r
𝑟

= −𝐺𝑀 (≤ 𝑟)
𝑟2

, (5)

where 𝑙 (𝑟) is the luminosity density of the deflector galaxy, 𝜎r is
the radial velocity dispersion and 𝛽ani (𝑟) is the anisotropy profile
and described as:

𝛽ani (𝑟) = 1 −
𝜎2t
𝜎2r

, (6)

where 𝜎t is the tangential velocity dispersion. The observed line-of-
sight velocity dispersion is surface-brightness-weighted, and thus
can be calculated by solving the equation asMamon&Łokas (2005)

𝐼 (𝑅)𝜎2los (𝑅) = 2𝐺
∫ ∞

𝑅
k
( 𝑟
𝑅
,
𝑟ani
𝑅

)
𝑙 (𝑟)𝑀 (𝑟) d𝑟

𝑟
, (7)

where 𝐼 (𝑅) is the deflector surface brightness.
We adopt the Osipkov-Merritt parametrization of anisotropy

𝛽ani (𝑟) = 1/(1+𝑟2ani/𝑟2) (Osipkov 1979; Merritt 1985c,a), with the
function k(𝑢, 𝑢ani) given by:

k(𝑢, 𝑢ani) =
𝑢2ani + 1/2
(𝑢2ani + 1)3/2

(
𝑢2 + 𝑢2ani

𝑢

)
tan−1

√︄
𝑢2 − 1
𝑢2ani + 1

− 1/2
𝑢2ani + 1

√︃
1 − 1/𝑢2.

(8)

The anisotropy radius 𝑟ani is usually considered to be a free
parameter with size comparable to the effective radius. In the sim-
ulation, we assume 𝑟ani = 𝑅eff to calculate the velocity dispersion.
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(a) Rung 1 imaging data
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(b) Rung 2 imaging data
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(c) Rung 3 imaging data
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Figure 4. Mock data provided for Rung 1, Rung 2 and Rung 3. The configurations from left to right are cross, cusp, fold and double. The images belonging to
the same rung are shown with the same stretch to facilitate visual comparisons.

In Rung 3, the velocity dispersion is provided by the hydrody-
namical simulations via high resolution maps (16 times higher than
HST), see Section 2.2. The aperture stellar velocity dispersion is thus

a combination of the two kinematic maps by:𝑉aper =
√︃
𝑉2ave + 𝜎2ave,

where the𝑉ave and 𝜎ave is the line of sight (LOS) mean velocity and
the velocity dispersion as shown in Figure 2. The “Evil” team cal-
culate the 2D surface-brightness-weighted line-of-sight dispersion
and convolve it using a FWMH 0.′′6Gaussian kernel. Finally, the av-
eraged velocity dispersion in the aperture was computed. Note that
in principle the surface brightness weighting should be considered
before convolving and aperture selection. However, the velocitymap
and the surface brightness map are both convolved using the same
Gaussian kernel, making the sequence of this processing irrelevant.
For illustration, the velocity dispersion as a function of aperture size
is shown in Figure 5.

A random Gaussian noise with 5% standard deviation is added
to the model velocity dispersion to represent high quality measure-
ment errors.

2.7 Metrics and expected performance

The “Good” teams submitted their modelled 𝐻0 of each lens sys-
tem in the three rungs, and the “Evil” team defined four standard
metrics to estimate the performance of the submissions, including
efficiency ( 𝑓 ), goodness (𝜒2), precision (𝑃) and accuracy (𝐴). They
are defined as follows:

𝑓 =
𝑁

𝑁total
, (9)

𝜒2 =
1
𝑁

∑︁
𝑖

(
�̃�0 𝑖 − 𝐻0

𝛿𝑖

)2
, (10)

𝑃 =
1
𝑁

∑︁
𝑖

𝛿𝑖

𝐻0
, (11)

𝐴 =
1
𝑁

∑︁
𝑖

�̃�0 𝑖 − 𝐻0
𝐻0

, (12)
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Figure 5. Surface-brightness-weighted line-of-sight stellar velocity disper-
sion as a function of aperture radius, based on a lens system in Rung 3. The
stellar velocity dispersion is composed of the LOS mean velocity (i.e., 𝑣ave)
and LOS velocity dispersion (i.e., 𝜎ave), added in quadrature. The Einstein
radius and the effective aperture size are also shown as blue and red lines,
respectively.

where 𝑁 is the number of successfully modelled systems in each
submission and 𝑁total = 16. 𝛿𝑖 is the uncertainty (1 − 𝜎 level) of
𝐻0 by each systems in the submission. We identified the following
targets for the metrics, based on current state of the analyses:

0.4 < 𝜒2 < 2, (13)
𝑃 < 6%, (14)
|𝐴| < 2%. (15)

The 𝜒2 metric target is aimed to ensure that the estimated
errors are a reasonable measure of the deviation from the truth. The
𝑃metric target is chosen to represent the precision of the best current
measurements. The 𝐴 metric target is set to investigate whether the
fast methods can contain biases below the current reported precision
by state-of-the-art analysis of samples of a few lenses. We don’t set
a metric target for 𝑓 , as deciding which systems can be analyzed
with sufficient confidence depends on the methodology employed
and thus we expect it to vary widely across submissions.

3 RESPONSE TO THE CHALLENGE

The TDLMC challenge mock data were released on 2018 January
8th. The deadlines of the blind submission for the three rungs were:
2018 September 8th for Rung 1; 2019 April 8th for Rung 2; 2019
September 8th for Rung 3. Each rung was unblinded a few days after
the submission deadline, to give teams a chance to learn in real time
during the challenge. The “Evil” teamwas especiallymindful to help
the “Good” teams detect bugs and glitches that could invalidate the
subsequent blind rungs, and prevent the teams from learning about
their ability to tackle increased complexity.

Prior to the Rung 3 deadline, the “Evil” team received in total
15, 17, and 24 submissions for Rung 1, Rung 2, and Rung 3, respec-
tively, from five different participating teams (“Good” teams). We
describe the method adopted by each team in the rest of this section.

3.1 Student-T team

H. Tak

This team proposes the following posterior density of 𝐻0 de-
signed to combine information from multiple lens systems in a
simple but statistically principled way:

𝜋(𝐻0 | 𝐷) ∝ 𝐿 (𝐻0)ℎ(𝐻0). (16)

The notation 𝐷 denotes a set of the time delay estimates, Fermat
potential difference estimates, and their standard errors for all unique
pairs of lenses in 16 systems. Also, 𝐿 (𝐻0) represents the likelihood
function and ℎ(𝐻0) indicates a Uniform(20, 120) prior density. This
proper uniform prior guarantees posterior propriety of the resulting
posterior (Tak et al. 2018). The team derives the likelihood function
from a Gaussian assumption on the Fermat potential difference
estimate (Marshall et al., 2020, in preparation):

𝜙est
𝑖 𝑗𝑘

| Δ𝑖 𝑗𝑘 , 𝐻0 ∼ 𝑁

(
𝜙𝑖 𝑗𝑘 =

𝑐Δ𝑖 𝑗𝑘

𝐷Δ (𝐻0)
, 𝜎2 (𝜙est

𝑖 𝑗𝑘
)
)
, (17)

where 𝜙est
𝑖 𝑗𝑘
denotes the Fermat potential difference estimate of the

𝑖-th and 𝑗-th lensed images in the 𝑘-th lens system and 𝜎(𝜙est
𝑖 𝑗𝑘

)
indicates its standard error (1𝜎 uncertainty). The notation Δ𝑖 𝑗𝑘 is
the time delay between the 𝑖-th and 𝑗-th lensed images in the 𝑘-th
system (Δ𝑖 𝑗𝑘 = −Δ 𝑗𝑖𝑘 ). The time delay distance 𝐷Δ (𝐻0) is treated
as a function of only 𝐻0 because all other information is completely
given in the TDLMC.

On top of this Gaussian assumption on 𝜙est
𝑖 𝑗𝑘
, the team adopts

another Gaussian distribution for the time delay Δ𝑖 𝑗𝑘 with its mean
equal to Δest

𝑖 𝑗𝑘
and standard error 𝜎(Δest

𝑖 𝑗𝑘
), i.e.,

Δ𝑖 𝑗𝑘 ∼ 𝑁

(
Δest
𝑖 𝑗𝑘

, 𝜎2 (Δest
𝑖 𝑗𝑘

)
)
. (18)

The team also assumes that Δ𝑖 𝑗𝑘 and 𝐻0 are independent a priori in
a sense that Δ𝑖 𝑗𝑘 is typically inferred from light curves of multiply-
lensed images without any information about 𝐻0 (Tak et al. 2017).

The Gaussian assumptions in Eq. (17) and (18) make it sim-
ple to integrate out Δ𝑖 𝑗𝑘 analytically from their joint distribution,
leading to the Gaussian distribution of 𝜙est

𝑖 𝑗𝑘
given only 𝐻0:

𝜙est
𝑖 𝑗𝑘

| 𝐻0 ∼ 𝑁
©«

𝑐Δest
𝑖 𝑗𝑘

𝐷Δ (𝐻0)
,
𝑐2𝜎2 (Δest

𝑖 𝑗𝑘
)

𝐷2
Δ
(𝐻0)

+ 𝜎2 (𝜙est
𝑖 𝑗𝑘

)ª®¬
. (19)

The team also assume the conditional independence among
Fermat potential difference estimates within and across lensed sys-
tems given the Hubble constant 𝐻0. Then, the likelihood function
of 𝐻0 is the product of Gaussian densities whose distributions are
specified in Eq. (19), for every unique pair of gravitationally lensed
images 𝑖 and 𝑗 across 16 lensed systems.

Since the posterior density function of 𝐻0 in Eq. (16) is a
function of only 𝐻0, it is easy to draw an i.i.d. sample from this
posterior via a grid sampling (Chapter 5, Gelman et al. 2013).

On top of the posterior 𝜋(𝐻0 | 𝐷), the team models ^ext
using the relationship, 𝐻ext0 = (1 − ^ext)𝐻0, where 𝐻ext0 is the
Hubble constant with ^ext considered and 𝐻0 is the one without ^ext
considered (Rusu et al. 2017b). The team puts a 𝑁 (0, 0.0252) prior
on ^ext for simplicity, which is assumed to be independent of the
data. Finally, the posterior distribution of 𝐻ext0 is derived as:

𝜋(𝐻ext0 | 𝐷) =
∫

𝜋(𝐻ext0 | 𝐷, ^ext)𝑔(^ext)𝑑^ext , (20)

where 𝑔 denotes the 𝑁 (0, 0.0252) density of ^ext. The posterior
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distribution of 𝐻ext0 in Eq. (20) is sampled via a Monte Carlo inte-
gration; (i) draw a random sample of ^ext from 𝑁 (0, 0.0252); (ii)
sample 𝐻0 from Eq. (16); (iii) and lastly set 𝐻ext0 = (1 − ^ext)𝐻0.
A Jacobian term is not needed for a deterministic transformation
within a Bayesian sampling framework (Tak et al. 2020). The pro-
posed framework does not account for the lens velocity dispersion
for each lens system.

The key to the proposed approach is to obtain 𝐷 to be used as a
condition of the posterior distribution in Eq. (20) because given 𝐷,
it is simple to draw a random sample of 𝐻0. The team notes again
that 𝐷 is composed of time delay estimates, Δest

𝑖 𝑗𝑘
’s, their standard

errors, 𝜎(Δest
𝑖 𝑗𝑘

)’s, Fermat potential difference estimates, 𝜙est
𝑖 𝑗𝑘
’s,

and their standard errors, 𝜎(𝜙est
𝑖 𝑗𝑘

)’s. The first two components are
fully known in the TDLMC, and thus the remaining ingredients for
sampling 𝐻ext0 from Eq. (20) are 𝜙

est
𝑖 𝑗𝑘
’s and 𝜎(𝜙est

𝑖 𝑗𝑘
)’s.

For this purpose, the team uses Lenstronomy (version 0.4.3,
Birrer & Amara 2018). In Rung 1, the team uses the elliptical
Sérsic profile for the source light model and adopts one, two, or
three elliptical Sérsic profiles for the lens light model. In Rungs 2–
3, the team utilizes a superposition of a smooth power-law elliptical
mass density profile (SPEMD) with external shear for the lens mass
model. An elliptical Sérsic profilewith shapelets (Birrer et al. 2015)
is adopted for the source light model, and an elliptical Sérsic profile
is used for the lens light model. The team fixed 𝑛max = 10 as the
order of the shapelets basis for the baseline model. Also, the team
makes use of the PSF iteration to correct the PSF model (Shajib
et al. 2019). In addition, the team manually boosts the noise level
by adopting one of seven different PSF error inflation rates (1%,
5%, 10%, 15%, 20%, 25%, 30%) to deal with additional errors in
the given PSF. This means that for each unique pairs of lenses, the
team fits the model by Lenstronomy seven times each with one of
the seven PSF error inflation rates.

For each of the seven fits, Lenstronomy produces a posterior
sample of 𝜙𝑖 𝑗𝑘 that is possibly non-Gaussian. Thus, to obtain 𝜙est𝑖 𝑗𝑘
and 𝜎(𝜙est

𝑖 𝑗𝑘
), the team summarizes the posterior distribution in

two ways; posterior mean and standard deviation (Summary 1);
posterior median and quantile-based standard error (Summary 2).
This is because the posterior mean and standard deviation can be
misleading if the posterior distribution of 𝜙𝑖 𝑗𝑘 is not Gaussian.

Consequently, for each pair of lensed images the team obtains
the seven pairs of (𝜙est(𝑙)

𝑖 𝑗𝑘
, 𝜎(𝜙est(𝑙)

𝑖 𝑗𝑘
)) for 𝑙 = 1, . . . , 7, according

to each type of summary. Since 𝐷 requires having only one rep-
resentative pair of (𝜙est

𝑖 𝑗𝑘
, 𝜎(𝜙est

𝑖 𝑗𝑘
)) for each pair of lensed images,

the team takes an average of these seven pairs in three ways. The
first one is a Fisher-type weighted average of 𝜙est(𝑙)

𝑖 𝑗𝑘
’s weighted

by 1/𝜎2 (𝜙est(𝑙)
𝑖 𝑗𝑘

)’s (Average 1). This averaging method puts more
weights on the pairs with smaller standard errors. The second aver-
aging method simply takes an arithmetic mean over seven estimates
and over seven variances (Average 2). This way puts equal weights
on all seven pairs regardless of their different standard errors. Fi-
nally, the third one uses the same arithmetic mean as Average 2 but
sets 𝜎(𝜙est

𝑖 𝑗𝑘
) to a sample variance of the seven estimates, 𝜙est(𝑙)

𝑖 𝑗𝑘
’s

(Average 3). This one does not use the information about standard
errors at all. The team briefly describes the details of each submis-
sion in Table 2.

Due to the space limitations, the detailed information of the
lens modelling settings will be presented in a separate paper (Tak
et al., in prep).

Table 2. The details of the submissions of Student-T team. Summaries 1, 2,
Averages 1, 2, 3 are defined in Section 3.1.

Rung Algorithm Details

1

1 Summary 1 and Average 1
2 Summary 1 and Average 2
3 Summary 1 and Average 3
4 The same as Algorithm 1 except that three pairs

are intentionally removed for consistency
5 The same as Algorithm 2 except the three pairs
6 The same as Algorithm 3 except the three pairs

2

1 Summary 1 and Average 1
2 Summary 1 and Average 2
3 Summary 2 and Average 1
4 Summary 2 and Average 2
5 An independent replication of Algorithm 1

3

1 Summary 1 and Average 1
2 Summary 1 and Average 2
3 Summary 2 and Average 1
4 Summary 2 and Average 2
5 The same as Algorithm 1 with three times more

repetitions (i.e., 21 pairs instead of 7 pairs)
6 The same as Algorithm 2 with 21 pairs
7 The same as Algorithm 3 with 21 pairs
8 The same as Algorithm 4 with 21 pairs
9 The same as Algorithm 5 but without considering

^ext i.e., sampling from (16) instead of (20)
10 The same as Algorithm 6 but sampling from (16)
11 The same as Algorithm 7 but sampling from (16)
12 The same as Algorithm 8 but sampling from (16)

3.2 EPFL team

M. Millon, A. Galan, F. Courbin, V. Bonvin

3.2.1 modelling technique

The EPFL team followed a streamlined version of current modelling
practices applied to time delay cosmography. The main difference
with respect to the analysis described by (Birrer et al. 2019; Shajib
et al. 2020b) is that the challenge is known to be free of significant
perturbers besides the main deflector and the line of sight. Taking
advantage of this information and to reduce computation costs, a
smaller number of model choices was considered in the challenge
as compared to real systems. In addition, in order to reduce human
investigator time, the modelling was standardized as opposed to
tailored to the specific of each individual lens. For this purpose, a
partly automated modelling pipeline was developed by the team.
A more detailed description of the pipeline may be the subject
of a future paper. The standardization is a necessary step towards
modelling large numbers of systems, but it may result in failures if
the one-size-fits all approach is not (yet) sufficiently accurate.

For the modelling part, the team used the publicly available
software Lenstronomy (Birrer & Amara 2018). This software is
well validated and has been previously used for the modelling and
cosmography analysis of real time delay strong lens systems (Birrer
et al. 2016, 2019; Shajib et al. 2020b). The entire challenge data
set was used as constraints for our models, including the provided
drizzled image, noise maps, and PSF ; the measured time delays
at lensed AGN positions Δ𝑡measu ; the measured LOS velocity dis-
persion of stars in the lens galaxy 𝜎los,measu ; the estimate of the
external convergence ^ext.
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The models are described by linear (surface brightness ampli-
tudes) and non-linear parameters, depending on the type of profiles
(see Birrer et al. 2015, for details). The team chose to add the time
delay distance 𝐷Δ𝑡 as a free non-linear parameter.

For a single system, the generic workflow starting from lens
modelling up to 𝐻0 inference can be divided in the three following
steps.

1) Parameters optimization and sampling First linear and
non-linear parameters are optimized by alternating Particle Swarm
Optimizer (PSO) runs and increments of the complexity of lens
models. Parameters are sampled from uniform priors, ensuring that
all lenses can be modelled from the same initial set of priors. The
time delay distance 𝐷Δ𝑡 , considered as a free non-linear parameter
of the model, is constrained by the measured time delays Δ𝑡𝑖 𝑗 ,measu
by enforcing the modelled time delays to be compatible with the
measured ones. Modelled time delays Δ𝑡𝑖 𝑗 ,model are computed as
follows:

Δ𝑡𝑖 𝑗 ,model = (1 + 𝑧d)
𝐷Δ𝑡

𝑐
ΔΦ𝑖 𝑗 ,model , (21)

where 𝑧d is the lens redshift, Φmodel is the model Fermat poten-
tial, 𝑐 is the speed of light, and “𝑖 𝑗” defines the difference of the
indicated quantity evaluated at the positions of two lensed AGN
𝑖 and 𝑗 . This procedure gives best fit estimates of the linear and
non-linear parameters, that are then used as a starting point of a
MCMC sampling. Both PSO andMCMC routines are implemented
in Lenstronomy, based on the CosmoHammer package (Akeret
et al. 2013) and emcee (Foreman-Mackey et al. 2012).

2) Kinematics and angular diameter distances For each
MCMC sample, the team derived in a post-processing step the LOS
velocity dispersion 𝜎los,model from model parameters. The team
used the Osipkov-Merritt model to solve the spherical Jeans equa-
tion, again following current practices e.g., Suyu et al. (2010a);
Shajib et al. (2018), with routines implemented in Lenstronomy.
The team computed angular diameter distances from both kinemat-
ics and time delays. The sampled time delay distance gives directly
the distance ratio 𝐷d𝐷s/𝐷ds. The modelled LOS velocity disper-
sion, along with the model parameters 𝝃model, are used to compute
the distance ratio 𝐷s/𝐷ds from the following relation (Birrer et al.
2016):

𝜎2los,model =
𝐷s
𝐷ds

𝑐2 𝐽 (𝝃model, 𝑟ani) , (22)

where 𝐽 captures all dependencies on model parameters and kine-
matics anisotropy, moving any dependencies on cosmological pa-
rameters in the distance ratio. The external convergence was also
sampled as ^ext v N(0, 0.025), to simulate a correction to the
time delay distance by any mass external to the main deflector,
through: 𝐷Δ𝑡 , eff = 𝐷Δ𝑡/(1 − ^ext). From the two distance ratios
described above, is is straightforward to extract the angular distance
to the deflector, namely 𝐷d.

3) Cosmography inference for an individual system Fol-
lowing Birrer et al. (2019), the inference of the Hubble constant
is performed in the 2D plane defined by angular distances 𝐷Δ𝑡 , eff
and 𝐷d. This plane encodes the joint constraints from imaging data,
time delays, external convergence and lens kinematics. In order to
approximate the full covariance between the two 𝐷Δ𝑡 , eff and 𝐷d
posteriors, both distributions are used to evaluate the likelihood
when inferring 𝐻0. Since Ωm is fixed in this challenge, the only
cosmological parameter being sampled is the Hubble constant.

4) Joint cosmology inference for an entire rung The team
computed the final inferred 𝐻0 value and associated uncertainty
estimates for an entire rung in two steps. First, an outlier rejection

scheme was performed, according to the following criteria, that
were found to be good markers of poor models:

• Each individual 𝐻0 median value must be inside the prior bounds
defined by the TDLMC, i.e., inside [50, 90] km s−1Mpc−1;
• The sampled time delay distance 𝐷Δ𝑡 (free parameter constrained
by the lens model and time delays) and the modelled time delay
distance 𝐷Δ𝑡 ,model (obtained through Eq. (21) inversion) must be
consistent with each other at the . 1𝜎 level;
• The modelled lens velocity dispersion 𝜎2LOS,model must be con-
sistent at . 2𝜎 level with the measured value;
• Each individual 𝐻0 posterior must be consistent with each other
at the . 2𝜎 level.

When all the above criteria were fulfilled, the team kept the model
for the joint inference over the rung, for a given model family. This
leads to a set of 𝐷Δ𝑡 and 𝐷d pairs of posteriors. The team then
performed two joint inferences using:

• Only time-delay information. 𝐻0 is sampled according to the en-
semble of 𝐷Δ𝑡 posteriors only.
• Both time-delay and kinematics information. This follows the ap-
proach described in Birrer et al. (2019), 𝐻0 is sampled in the 2D
plane over the set of 𝐷Δ𝑡 and 𝐷d posteriors. This last option is
the standard procedure used for joint inference of real lenses (e.g,
Wong et al. 2020)

Note that even in the first case of inference 𝐻0 from 𝐷Δ𝑡 only,
knowledge about kinematics still plays a (smaller) role, because of
model selection steps are performed before the inference.

The joint 𝐻0 posteriors described above are computed under
the assumption that the systems do not share systematic errors. If
this assumption breaks, then one shouldmarginalize from individual
distributions, instead of the joint inference. For this reason, the team
also submitted 𝐻0 posteriors that are marginalized over the selected
models. Additional details specific to each rung are given in the
following subsections.

3.2.2 Rung 1

In Rung 1, lens mass and light profiles are simply-parametrized.
Hence the team used power-law elliptical mass distribution
(SPEMD) (Barkana 1998) with external shear profiles to describe
the projected mass distribution, and a single Sérsic profile for the
lens surface brightness. For the source, the team used a Sérsic pro-
file superimposed to a set of shapelets (Refregier 2003a; Birrer
et al. 2015). The team chose 𝑛max = 8 as the maximum order of
the shapelets basis for their the baseline model. When significant
residuals were observed at Einstein ring location, 𝑛max were slightly
increased, typically up to 𝑛max = 14. The source galaxy centroid
(Sérsic+shapelets) was fixed to the position of the quasar, itself
modelled as a single point source constrained by enforcing lensed
images to trace back to the same position in source plane.

The “Evil” team kept secret any details related to kinemat-
ics modelling assumptions, including the anisotropy model they
used for computing velocity dispersion. As stated above, the EPFL
team used Osipkov-Merritt modelling for computing velocity dis-
persions (Osipkov 1979; Merritt 1985b). This model assumes a
parametrized anisotropy parameter 𝛽ani = 𝑟2/(𝑟2+𝑟2ani), where 𝑟ani
is the anisotropy radius, which defines the radius at which stellar
orbits go from being radial (near the center) to isotropic (equally ra-
dial and tangential). Standard practices are to sample the anisotropy
space through a uniform prior on the anisotropy radius, see e.g.,
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Suyu et al. (2012); Shajib et al. (2018). In Rung 1, the team used
a uniform prior 𝑟ani v U(0.5, 5) 𝑟eff , where 𝑟eff is the half-light
radius of the lens.

The unblinding of Rung 1 revealed that the team’s submitted
inference was strongly affected by one (or several) systematic er-
ror(s), as quantified by an accuracy of 𝐴 = 7.512%. The main origin
of this bias was found to be a consequence of the high precision
of measured time delays, which surpasses those of real time de-
lay lenses so far, combined with small angular separation between
lensed images. Indeed image separations are on average ∼ 1′′, and
time delays are of the order of dozens of days with precision 0.25
days. Typical lensed systems modelled by the TDCOSMO collabo-
ration have on average image separations of∼ 2.5′′with time delays
precision up to a couple of days. A particularly high precision is
therefore required when modelling the position of each lensed im-
ages in the setting of the challenge, which is not the case for all
real systems analyzed so far. A lack of precision can propagate to
a significant bias on the Hubble constant. The bias they observed
in their initial Rung 1 submission allowed them to highlight such
a requirement, which have been the topic of a dedicated paper by
Birrer & Treu (2019). The authors introduced simple formulae that,
given an expected precision on the Hubble constant, can be at first
order used to estimate the astrometric requirements that must be
fulfilled, from image separations and time delays precision. They
refer the reader to that paper for consequences of such requirements
and quantitative examples. As discussed in Section 4.2, the prob-
lem was solved by the EFPL team by introducing in Lenstronomy
a nuisance parameter to describe the unknown difference between
true and measured image positions and marginalizing over it.

For Rung 1, the team submitted a single sample of models, and
related joint Hubble value, following the description above.

3.2.3 Rung 2

In Rung 2, only a guess of the PSF was provided, in order to
test PSF reconstruction algorithms. The team used the iterative
PSF reconstruction originally implemented in Lenstronomy. For
a set of baseline models, the team incorporated this routine during
parameter optimization, effectively alternating between PSO and
PSF reconstructions. Having noticed that the PSF was degraded the
same way for each of the 16 lenses of Rung 2, the team computed
a median stacked PSF kernel from their best reconstructed kernels.
This reconstructed PSF was then used for all of their subsequent
Rung 2 modelling attempts.

Based on Rung 1 knowledge, the team took into consideration
the astrometric requirements described in previous subsection, in
order to mitigate a potential bias on the inferred Hubble constant.
The team allowed extra degrees of freedom to model any unknown
uncertainty on the position of AGN images (a.k.a. point sources),
by introducing in the parameter space, two new “offset” parame-
ters, 𝛿𝑥 and 𝛿𝑦 , for each of the 2 or 4 images independently. These
offsets actually represent the error between the (modelled) posi-
tion of point sources on the image, and the (predicted) positions at
which the Fermat potential is evaluated for time delays computation.
These additional parameters are sampled as non-linear parameters,
and constrained by time delays and imaging data. The team reg-
ularly checked that those offsets were correctly constrained, with
amplitudes expected to be below the image pixel scale.

After careful analysis of post-unblinding or Rung 1, the team
realized that most consistent results were obtained when 𝑟ani ≈
𝑟eff . Consequently, in Rung 2, the team fixed the anisotropy radius

𝑟ani to be equal to the lens half-light radius for all the remaining
submissions.

The remaining volume of the parameter space (mass and light
profiles of the lens galaxy, light profiles of source galaxy, and quasar
model) was identical to those of the previous rung.

The team submitted 4 model samples and corresponding joint
value for Rung 2:

• DdDdt: the inferred 𝐻0 was obtained through joint inference in the
2D plane

{
𝐷Δ𝑡 , eff , 𝐷d

}
;

• margDdDdt: same as DdDdt, except that the inferred final value
was obtained by marginalization over individual 𝐻0 posteriors, as
opposed to a joint inference ;
• Ddtonly: same as DdDdt, except that𝐻0 values were inferred only
from the time delay distance 𝐷Δ𝑡 , eff ;
• margDdtonly: same as Ddtonly, except that the inferred final
value was obtained by marginalization over individual 𝐻0 posteri-
ors.

3.2.4 Rung 3

ForRung 3, the teamused the exact samePSF reconstructionmethod
as for Rung 2. For lens models, they followed the practices of the
TDCOSMO collaboration, in the sense that they chose two families
of models: power-law and composite. The former consists of ellip-
tical power-law mass distribution with external shear, whereas the
latter distinguishes the baryonic mass and dark matter, in addition
to the external shear. For the baryonic matter they used a double
Chameleon profile (see Suyu et al. 2014, for definition) to fit the lens
surface brightness, and convert it to surface mass density through
a constant mass-to-light ratio, introduced as a free parameter. They
modelled the dark matter component as a single elliptical NFW
profile.

In order to improve their efficiency in modelling Rung 3 with
two model of families, which require significant amount of work,
they also used double Chamelon profiles to describe the lens light
in their power-law models. This allowed them to extract best fit lens
light parameters from their power-law models, and properly ini-
tialise the corresponding composite models, for a given lens. Note
that it is different than the usual TDCOSMO procedure, where the
surface brightness of the lens galaxy is fitted with double Sérsic
for power-law mass models. They checked that no systematic er-
rors were introduced when using double Sérsic instead of double
Chameleon profiles, which is expected as the latter is designed to
be a good approximation of the former.

The rest of the procedure was similar to their submissions for
Rung 2 and 3, in terms of selection criterions and joint inference. The
selection was performed independently for the two model families
described above, meaning that their composite and power-law sub-
missions did not necessarily consist in the samemodelled lenses, nor
the same number of lenses. For each model family, they submitted
two submission pairs, with𝐻0 inferred from: 1) joint

{
𝐷Δ𝑡 , eff , 𝐷d

}
inference, 2) 𝐷Δ𝑡 , eff only. Additionally, they submitted a third pair
of submissions with a subset of lenses whose models were coin-
cidentally accepted with both model families, which enabled them
to combine their inferences from power-law and composite models.
More precisely, for a given lens, they marginalised over the two
model families, prior to the final joint inference 𝐻0 among the dif-
ferent lenses. To summarize, one ended up with 6 submissions for
this rung.
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3.3 Freeform team

P. Denzel, J. Coles, P. Saha, L. L.R. Williams

The lenses were reconstructed with the codes GLASS by Coles
et al. (2014) and its precursor PixeLens by Saha &Williams (2004)
which are based on the free-form modelling technique. In contrast
to other methods, free-form lens reconstructions are not restricted
to a parametrized family of models, but rather build a lens as su-
perpositions of a large number of mass components, e.g., mass tiles
or pixels, with minimal assumptions about the form of the full lens.
The price to pay for the flexibility is that the free parameters out-
number the constraints and thus regularization needs to be imposed
to avoid overfitting the data.

While GLASS and Pixelens are completely separate codes,
implemented in different languages, and using differentMonteCarlo
sampling engines, they both share the same approach to free-form
lenses. Represented as a discrete grid of pixels, the lens potential
takes the following form:

𝜓(\) =
∑︁

^𝑛∇−2𝑄𝑛 (\), (23)

where ^𝑛 is the density of the 𝑛-th mass tile and 𝑄𝑛 (\) is the shape
integral over the 𝑛-th pixel. Each tile is a square and its contribu-
tion ^𝑛𝑄𝑛 (\) to the potential at \ can be worked out analytically
(AbdelSalam et al. 1998). In both GLASS and PixeLens the tiles
cover a circular area centered on the lensing galaxy. The radius of
this area 𝑟𝑝 , in pixels, determines the resolution of a model. For
instance, 𝑟𝑝 = 8 places one tile at the center and eight tiles extend-
ing left and right (17 pixels side to side) with a total of 225 pixels
covering the entire circular area. The tile size in arcseconds can be
set explicitly or estimated such that there are several rings of pixels
outside the outermost image. Mass distributions that are assumed
to be radially symmetric (doubles and some quads) are constrained
to have diametrically opposite pixels of equal value, which reduces
the number of pixels by half. GLASS also allows for the central
pixel to be further subdivided into 3 × 3 or 5 × 5 sub-pixels, to
capture a steeply rising cusp. In this paper we denote the use of
the subdivision with the parameter 𝑠𝑝 = 3 or 𝑠𝑝 = 5, respectively.
A central pixel with no subdivision is equivalent to 𝑠𝑝 = 1. Both
codes ensure a small region of “pixel rings” outside the outermost
image.

Quasar image positions, time delays, and redshifts are the only
data input for the models. Image parities are also given but are
determined solely from experience and by generating test models
to verify image parity assignment. As is well-known, images are
located at extrema of ∇𝜓 and the sign of ∇∇𝜓 determines the
parity.

This input is used to create a system of equations which are
linear in the source position 𝛽 and mass tiles ^𝑛. The intrinsic
and well-known problem of lensing arises from the fact that there
are infinitely many solutions to these linear equations. Free-form
techniques usually sample from that solution space according to
a few reasonable priors. Most notably they require non-negative
mass tiles, limited to twice the average of all neighboring tiles,
and the local density gradient to point typically 45◦ from the cen-
ter; additionally, the azimuthally-averaged mass profiles must not
increase, which still allows for twisting isodensity contours and sig-
nificantly varying ellipticities with radius. These priors ensure some
minimum level of physical correctness where the density of the rea-
sonably smooth lensing mass is increasing towards the center. From
the information provided by the “Evil” team for each rung, further
physical parameters and priors could be included:

• Redshifts set the distance scales (assuming a standard cosmology
of Ω𝑚 = 0.27 and ΩΛ = 0.73).

• The models allowed for external shear.
• Time delays were constrained, for GLASS with uncertainties of

±0.25 days, for PixeLens without.
• The range of 𝐻0 was limited to 50 − 90 km s−1 Mpc−1.
The velocity dispersion information was not used to constrain the
models, but can be derived from the models following Leier (2009).

A free-form lens model consists of an ensemble of models;
∼1000 typically provide a good cover of the solution space. A
single model may contain more than one lensing system, in which
case they are coupled by the requirement that 𝐻0 must be the same
for all systems.

An ensemble usually includes many different convergence
maps some of which are unphysical at times. Generally this is not a
problem, as the ensemble average6 washes out these outliers. Never-
theless, the ensemble can be filtered according to different criteria in
order to optimize the ensemble average. In Rung 2 for instance, we
applied such a post-processing filter based on a simplified version
of the source mapping algorithm described in Denzel et al. (2020b).
Instead of only using quasar image positions, the entire photomet-
ric information was used to select the most probable models in the
following manner. A 𝜒2 value was computed for each lens model of
the ensembles by fitting a synthetic image using the drizzled image
data (including science images, noise level maps and a sampled PSF
image, while masking out the lensing galaxies in the center). For
each ensemble, 300 models with the best values were retained to
estimate 𝐻0. This ensured that only the models which best fit the
entire image data were used to infer 𝐻0. Despite slight improve-
ments on 𝐻0 the filter was abandoned again for Rung 3, because, at
the time, the methods were computationally too intensive.

Each ensemble 𝐻0 distribution was Gaussian fitted as was
demanded by the submission format of the challenge. However, it
is important to note that the distributions are far from Gaussian as
discussed in Denzel et al. (2020a).

For each rung, model ensembles were generated for all 16
single lenses and for groups of multiple lenses (four sets of four
lenses) using GLASS and Pixelens. These submissions have the
suffixes Single and Multi respectively.

In Rung 1, all GLASSmodels use 𝑝𝑟 = 8 but single lenses have
𝑠𝑝 = 5, and multi-lenses use 𝑠𝑝 = 1. In Rung 2, GLASS single lens
models have a higher resolution using 𝑟𝑝 = 10 and 𝑠𝑝 = 5, while
multi-lenses use 𝑟𝑝 = 8 and 𝑠𝑝 = 1. For Rung 3, the resolution
of GLASS models was increased as high as was computationally
feasible to 𝑟𝑝 = 12 for the submission glassSingleHiRes. The
submission glassSingleLowRes used the standard 𝑟𝑝 = 8. Both
submissions further resolved the central pixel with 𝑠𝑝 = 3.

Additionally, in Rung 1 glassCherrypick is a multi-lens
analysis using a subset of four lenses forwhich the individuallymod-
elled arrival-time surfaces and mass maps subjectively appeared to
be unproblematic (e.g., no additional images and a clean arrival
time surface). In Rung 2, glassSynthFiltered used the afore-
mentioned source mapping algorithm to select models from the
glassMulti ensemble which best reproduced the lensed images.

3.4 Rathnakumar team

S. R. Kumar, H. Chand

6 Due to the linear nature of the lens equation, a superposition of solutions
also is a solution.
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The main motivation of the team was to understand to what accu-
racy and precision 𝐻0 can be constrained through simple analytical
modelling, constrained by point image positions and flux ratios. To
this end, the team modelled the TDLMC Rung 0, Rung 1 and Rung
2 systems usingGlafic software (Oguri 2010). In general, the mass
distribution of the lensing galaxy was modelled as singular isother-
mal ellipsoid along with a shear component (SIE + 𝛾). In Rung 1,
some double lens systems were found to overfit (𝜒2 << 1). Thus,
the team replaced SIE by singular isothermal sphere (SIS) along
with a shear component (SIS + 𝛾). All the Rung 2 systems were
modelled as SIE + 𝛾, except for one system for which this model
was found to result in catastrophic failure. The exceptional case
was modelled as singular isothermal ellipsoid without any shear
component (SIE only).

The astrometry of the lensed quasar images and the center of
the lensing galaxy were measured from the provided HST drizzled
image for each system using ‘imexam’ task in IRAF. The astromet-
ric coordinates were assigned an uncertainty of 0.′′02. The fluxes
of the lensed quasar images were also measured through aperture
photometry using the same IRAF task from HST drizzled image.
From these fluxes, the absolute flux ratio was computed for each
lensed quasar image with respect to the brightest image. These flux
ratios were each assigned a sufficiently large uncertainty of 0.2
(e.g., for quads, three flux ratio values were considered), in order
to accommodate for factors such as intrinsic quasar variability, mi-
crolensing induced variability, etc. Parity constraints were inferred
for the lensed quasar images based on the arrival time order and
the configuration, in case of quadruple lenses. The team used the
velocity dispersion and relative time delay values provided along
with their uncertainties as constraints during the modelling. The
fitting process was done using standard procedure by implemented
in Glafic. The background cosmology was fixed to Ω𝑚 = 0.27,
ΩΛ = 0.73, and 𝑤 = -1. Source and lens redshifts were fixed for
each system according to the provided values. The measured 𝐻0 for
each system was taken to be that which corresponded to the best
fitting model. The 1-𝜎 uncertainty of 𝐻0 was inferred by fixing it
at different values around the measured value and marginalizing all
the model parameters to minimize 𝜒2 and noting the range where
Δ𝜒2 < 1, with respect to the value for the best fitting model. The
error bars in positive and negative directions were averaged. To in-
clude the line of sight effects for Rung 1 and Rung 2 systems, 2.5%
was added in quadrature to the 𝐻0 uncertainty. The team submitted
only the results for those systems where 𝐻0 was constrained to bet-
ter than 20 km s−1 Mpc−1. The remaining systems were flagged as
failure. The team also submitted results filtered according to cutoff
values of 15 km s−1 Mpc−1and 10 km s−1 Mpc−1to see what effect
these selections have on the TDLMC performance metrics. In order
to combine all the 𝐻0 estimates from the individual systems into
one global value for a rung, the team did a simple weighted average.

3.5 H0rton team

J. W. Park, Y.-Y. Lin

The H0rton team automated the lens modelling using a Bayesian
neural network (BNN), a method pioneered by Hezaveh et al.
(2017). The BNN-inferred lens model posterior was then propa-
gated into 𝐻0 inference. Readers are referred to the accompanying
method paper (Park et al. 2020) for more details. The implementa-
tion of theH0rton pipeline is available in the formof the open-source
Python package H0rton.7

Given the drizzled image of each lens system, the BNN pre-
dicted the posterior PDF over a power-law elliptical mass model
(PEMD) parameters, the source position, and the half-light radius
of the Sérsic lens light (for computing the velocity dispersion like-
lihood). The posterior PDF was parameterized as a mixture of two
Gaussians with full covariance matrices, informed by the results of
Wagner-Carena et al. (2020) that the parameter recovery improved
with this form of the posterior in comparison to the single uncorre-
lated Gaussian originally adopted by Hezaveh et al. (2017).

The training set for the BNN consisted of 200,000 images. The
assumed lens mass and lens light profiles were identical to those
used to generate the TDLMC data of Rung 1 & 2, i.e., PEMD and
elliptical Sérsic, respectively. The AGN host light, however, was
assumed to follow an elliptical Sérsic profile in order to keep the
parameterization simple. The predictive model parameters in the
training set were assumed to be independently distributed, aside
from selecting the magnification to be greater than 2 in order to
ensure significant lensing signal. The approximate range of each
parameter was inferred from the Rung 1 dataset and confirmed by
visual inspection on the Rung 3 images. For the PSF convolution,
the simulation rotated among the 16 drizzled PSF maps provided
in Rung 1. The PSF information was fed to the BNN only via the
convolved image and the network was expected to process the de-
convolution internally. Non-drizzled images or PSF maps were not
used. The training set was generated using the team’s open-source
Python package Baobab,8 which wraps around the Lenstronomy
package (Birrer & Amara 2018).

The combined cosmographic likelihood was the product of the
likelihoods of the time delays and the line-of-sight velocity disper-
sion with the nuisance parameters, i.e, the external convergence,
kinematic anisotropy, and the BNN-inferred model parameters,
marginalized out. The velocity dispersion was modelled assuming a
spherical power-law mass profile and a Hernquist lens light to solve
the spherical Jeans equation, as done by Suyu et al. (2010b). The
kinematic computations were performed with Lenstronomy. Sam-
ples from the cosmographic likelihood were obtained via MCMC
sampling with Emcee (Foreman-Mackey et al. 2012). Note that,
in contrast to the traditional forward modelling approach, the pix-
elwise image likelihood was never directly modelled. Instead, the
BNN-inferred posterior entered the MCMC integration as a prior
over the lens model parameters at the 𝐻0 inference stage.

It was discovered during the analysis procedure that, when the
BNN-predicted source position and lensmodel were directly used to
solve the lens equation, the predicted number of images often did not
agree with the data. These cases were traced to sources very close
to the caustic, for which the precision requirements on the source
position tended to be very high (see e.g. Birrer & Treu 2019). The
BNN-inferred posterior was placing significant weight on models

7 https://github.com/jiwoncpark/h0rton
8 https://github.com/jiwoncpark/baobab
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Table 3. Summary table of input data.

Team point sources extended source kinematics

Student-T Yes Yes No
EPFL Yes Yes Yes
Freeform Yes No No
Rathnakumar Yes No Yes
H0rton Yes Yes Yes

Note: − Table summarizes the input data as used by the “Good” team. In
addition, all teams use time delays and redshifts, and simulated HST images
to constrain the deflector.

Table 4. Summary of computation and investigator time.

Team CPU time (hours) investigators time (hours)

Student-T 15, 400 48
EPFL 500, 000 1, 700
Freeform 5, 000 −
Rathnakumar − −
H0rton − −

Note: − Estimated CPU and investigator time spent for TDLMC by the
teams who provided them.

that did not produce the correct number of images. To alleviate
this discrepancy, the image positions were manually estimated from
the images and fed in as additional data into the MCMC sampling
pipeline. A Gaussian likelihood of the image positions, when ap-
pended to the MCMC sampling objective, iteratively brought the
BNN-inferred lens model closer to one that yielded the observed
image positions.

The H0rton team joined the challenge late and only made a
blind submission to Rung 3. The open-box datasets of Rungs 1
and 2 that were available at the time, however, informed the team’s
approach.

4 ANALYSIS OF RUNG 1 AND RUNG 2 SUBMISSIONS

To summarize the input data used by each “Good” team, we present
the information in Table 3. A summary of the computation and
investigator time invested in the challenge is given in Table 4. A
brief analysis of the results of the submissions is presented in this
section.

4.1 Basic statistics

In this section, we give an overview of the performance of the blind
submissions to Rung 1 and Rung 2. As described in Section 2.7, four
metrics are used to perform a synthetic evaluation of the submis-
sions, even though we encourage teams to carry out more detailed
studies. The metrics of each submission for Rung 1 and 2 are shown
in Table 5. Note that the “Good” teams were allowed to adopt mul-
tiple methods based on different algorithms and submit multiple
results for each rung. The metrics plots by each submission are
shown in Figures 6 and 7.

“Good” teams including Student-T, EPFL and Rathnakumar

also estimated and submitted the overall 𝐻0, which is their best
estimation using the combination of the lens systems analyzed in
each rung. The Freeform team also submitted the overall 𝐻0 values
after unblinding, although it is based on a straightforward average
of blind inferences. Following Eq. (11) and (12), we calculate the
metrics of precision and accuracy using the values of these overall
𝐻0 and show them in Figure 8. Note that overall 𝐻0 is a joint
inference from the combination of the multiple lens systems; thus,
the precision metric value should be, in principle, decreased by the
square root of the volume of the analyzed lensed systems (i.e.,

√
𝑁),

compared to Figures 6 and 7. The combination of multiple systems
could also in principle allow teams to flag and reject outliers, thus
reducing the impact of overly complicated systems, i.e., those for
which the modelling tool or data quality is insufficient.

Furthermore, we investigated whether there is “wisdom in the
crowd” by considering metrics combined across 𝐻0 submissions
for Rung 1 and Rung 2. We considered the following strategies:

• Direct average: of all the submission of 𝐻0 without weighting;
• Bagging: For each lens in one rung, we compute the mean 𝐻0
across all the submissions and estimate the uncertainty via bootstrap
resampling. The result is taken as the 𝐻0 inference for each lens
system. Then, we combine 𝐻0 inference across all the lens systems
in the rung to compute the metrics;
• Rejection 𝜎-median: We combine the entire 𝐻0 submissions in
one rung to do the bootstrap resampling. We remove the outliers
before inferring the averaged metrics using the following criteria.
In each bootstrap seed, we calculate the median 𝐻0 (𝐻0 ,median) and
reject the outliers by |𝐻0,median − �̃�0 𝑖 |/𝛿𝑖 > 3;
• Rejection 𝜎-mean: Similar to rejection 𝜎-median, we remove the
outliers in each bootstrap seeding using the𝐻0 weightedmean value
(𝐻0 ,mean) by |𝐻0,mean − �̃�0 𝑖 |/𝛿𝑖 > 3;
• Rejection widths-median: Similar to previous rejection methods,
we use the widths of the 𝐻0 distribution in each bootstrap drawing
(i.e.,𝑊𝐻0 , which is the half width of 16%−84% confidence interval
in 𝐻0 distribution) and remove the outliers in the bootstrapped
sample by |𝐻0,mean − �̃�0 𝑖 |/𝑊𝐻0 > 3.

The combined metrics are shown in Table 5 and Figures 6 and 7.
These values can be considered as the combined performance of
the entire “Good” teams in each rung. As expected, we find that
the points of these averaged metrics are in the center of the cloud
of the submission by the “Good” teams. It is also encouraging that
the ensemble averages show no evidence of bias, even though they
are a little off the precision target. We note that these combined
metrics are inferred after the unblinding in our TDLMC, but they
are based on blind submissions. In future blind challenges, this
kind of combined metrics could be built in from the start. We note
that the averaged metrics are only introduced to help to “guide the
eye” to evaluate if there is “wisdom in the crowd”. This is not a
common practice in current research on this topic. Furthermore, the
combined metrics are not representative and overweighting certain
methods since different teams had different number of submissions.

A few trends emerge from these plots, discarding Student-T
submission to Rung 2, and EPFL submission to Rung 1 for reasons
discussed in the next subsections. First, most methods seem to have
a realistic assessment of their uncertainties, landing on or close to
the 𝜒2 target. Second, the methods constrained only by point source
position and fluxes tend to produce significantly larger uncertainties
than the target precision. Only themethod using the full extent of the
surface brightness of the host galaxy and the ancillary data hits the
precision target. This trend can be confirmed by Table 6, in which
the combined metrics of precision and accuracy are calculated in
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Rung 2 based on the algorithms using different levels of information.
This finding is encouraging even though not surprising: using more
data yields more precise results. Also encouraging is that even in the
more challenging Rung 2 all the methods - including Student-T post
blind - hit the accuracy target. Unexpectedly, the accuracy in Rung 1
seemed to have been less than in Rung 2. The improved accuracy in
Rung 2 is likely due to the fact that the “Good” teams learned from
Rung 1’s results to improve their algorithms and identify bugs in
the codes.

To understand if the performance of the lens modelling is dif-
ferent between different lens configurations (i.e., cross, cusp, fold
and double) and simulating codes (i.e.,Lenstronomy and Pylens),
we categorize the entire submissions and compare their metrics di-
rectly by plotting them together in Figure 9. Interestingly, there is
no significant evidence of difference between the different config-
urations (e.g., doubles and quads), which is an echo of the recent
study by Birrer et al. (2019) that the precision of the cosmographic
measurement with the doubly imaged AGNs could be comparable
to those of quadruply imaged ones. Of course, this result should
not be overinterpreted as the additional information content of the
quads may just be not apparent in the configuration and regimes
studied here, but relevant in other situations where for example the
mass distribution is more complicated or the data quality is not as
good, or the uncertainties are smaller. One potential explanation for
the similarity is that the quads considered here are fairly more sym-
metric than the quads of the TDCOSMO collaborations, likely as a
result of the selection function that favors systems with large ellip-
ticity and shear since they have the highest cross-section for quads
v.s. doubles. Symmetric quads have typically shorter time delays
and less radial leverage when compared to more asymmetric ones,
and thus provide weaker constraints on the Hubble constant. For all
these reasons, the similarity between quads and doubles found in
this challenge does not imply that they are equally efficient in reality.
Also, themetrics are indistinguishable if we consider theLenstron-
omy and Pylens samples separately. This is true even if we restrict
the comparison to the submissions by Student-T and EPFL teams,
who used Lenstronomy. The lack of significant “home advantage”
is consistent with the fact that the difference of the simulated images
between Lenstronomy and Pylens is below the noise level (see
Figure ??).

Due to the limitations of Rung 3, as discussed in Section 5, we
present the Rung 3 results in Appendix A.

4.2 Lessons form Rung 1 and Rung 2

The first important lesson is that the independent teams have come
up with several independent techniques, including novel ones. As
described above, the underlying assumptions of the techniques vary
greatly, and so does the amount of information used by each tech-
nique and the flexibility of the models. As often the case in astro-
physics, finding the right balance between too little and too much
flexibility in the models is difficult yet vital to obtain accuracy and
precision. Too little flexibility may lead to bias or underestimated
error bars. Too much flexibility may lead to unphysical solutions
or unnecessary inflation of the error bars. The level of flexibility
directly ties to another major obstacle to precision, lensing degen-
eracies. One way in which degeneracies can be quantified is by
pulling multiple solutions from different families of models, and
analyzing the variance within that ensemble (see e.g., Gomer &
Williams 2020; Saha 2000).

The second important lesson is that most methods seem to pro-
duce reasonable estimates of their uncertainties. In Rung 1 virtually

Table 5.Metrics of blind submission for Rung 1 and Rung 2.

Team algorithm 𝑓 log(𝜒2) 𝑃 (%) 𝐴(%)

metrics of Rung 1

Student-T algorithm1 0.688 0.771 4.834 1.049
Student-T algorithm2 0.688 0.615 5.374 1.752
Student-T algorithm3 0.688 0.493 8.237 2.492
Student-T algorithm4 0.688 0.541 6.533 0.293
Student-T algorithm5 0.688 0.324 7.019 1.005
Student-T algorithm6 0.688 0.094 10.036 1.825
EPFL submission 0.688 0.411 6.169 7.512
Freeform glassCherrypick 0.250 1.193 5.785 -22.847
Freeform glassMulti 1.000 0.406 9.002 -4.570
Freeform glassSingle 1.000 0.264 13.812 -8.516
Freeform pixelensMulti 1.000 0.349 9.299 -7.220
Freeform pixelensSingle 1.000 0.790 13.123 -5.632
Rathnakumar cutoff10 0.125 0.024 8.429 4.112
Rathnakumar cutoff15 0.250 -0.164 12.137 6.337
Rathnakumar cutoff20 0.375 -0.339 15.419 3.932

Rung 1 combined metrics

Direct average 0.654 0.522 9.140 -1.745
Bagging -0.199 9.646 -1.644
Rejection 𝜎-median 0.219 9.639 -1.081
Rejection 𝜎-mean 0.205 9.649 -0.920
Rejection widths-median 0.522 9.147 -1.779

metrics of Rung 2

Student-T algorithm1 0.812 -0.161 18.215 -4.811
Student-T algorithm2 0.875 -0.672 27.764 5.161
Student-T algorithm3 0.812 0.845 8.531 -6.096
Student-T algorithm4 0.750 0.414 12.267 -3.663
Student-T algorithm5 0.750 -0.247 18.225 -8.014
EPFL DdDdt 0.688 -0.127 3.260 -1.740
EPFL Ddtonly 0.688 0.180 2.635 -1.957
EPFL margDdDdt 0.688 -0.127 3.260 -1.740
EPFL margDdtonly 0.688 0.180 2.635 -1.957
Freeform glassMulti 1.000 2.762 10.603 -3.496
Freeform glassSingle 1.000 1.834 13.010 -3.580
Freeform glassSynthFiltered 1.000 1.847 13.017 -0.683
Freeform pixelensMulti 1.000 0.053 16.335 17.095
Freeform pixelensSingle 1.000 -0.293 21.480 3.187
Rathnakumar cutoff10 0.125 -0.249 12.304 -2.090
Rathnakumar cutoff15 0.312 -0.293 17.166 4.797
Rathnakumar cutoff20 0.375 -0.311 18.382 1.461

Rung 2 combined metrics

Direct average 0.785 1.765 13.154 -0.309
Bagging -0.343 10.768 0.372
Rejection 𝜎-median -0.040 14.041 1.481
Rejection 𝜎-mean 0.660 17.170 0.870
Rejection widths-median 1.769 13.187 -0.279

Rung 2 post-blind submissions, see Sec 4.3

Student-T algorithm1 0.938 -0.421 15.492 -5.969
Student-T algorithm2 1.000 -0.873 26.844 6.396
Student-T algorithm3 1.000 0.317 6.591 0.056
Student-T algorithm4 1.000 -0.162 11.805 4.330

Note: − Table summaries the metrics of the blind submission for Rung 1
and Rung 2, together with the post-blind submissions by Student-T team
(see Section 4.3).

all methods produced acceptable 𝜒2 metric distributions, while in
Rung 2 the submissions that returned an answer for every system
(i.e., high efficiency) sometimes paid the price in the sense that they
underestimated their uncertainties.

The third important lesson is that more information translates
to higher precision. Therefore, if onewishes to extract high precision
from time delaymeasurements, it is crucial to use all the information
available, not just the positions of the point sources (or their flux).
However, an important caveat is that information content by itself
does not necessarily guarantee accuracy if the modelling technique
is not sufficiently flexible, as discussed above. Rung 1 and Rung 2
provide a useful test, but much remains to be done to explore the
right degree of flexibility.
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Figure 6. Results for TDLMC Rung 1, showing the 4 metrics for all the submissions using different algorithms, together with the combined metrics shown as
yellow points. The 𝑓 , 𝜒2, 𝑃 and 𝐴 are defined in Section 2.7. The gray regions in each plot bracket the expected performance of the metrics. Note that we did
not set a target performance for the efficiency ( 𝑓 ) metric; the gray regions in the left three panels is drawn only for the other metrics. The last four combined
metrics have either reconstructed its sample or rejected the outliers, thus the efficiency metrics are also not considered.

After unblinding Rung 1, the EPFL team discovered that small
systematic uncertainties in the position of the multiply imaged
quasars at the level of a fraction of a pixel could introduce a no-
ticeable bias in the inference given the precision of the time delays.
Thus, in Rung 2, the EPFL team introduced nuisance parameters
to describe this uncertainty and marginalized over it. The effect is
evident by comparing their blind results in Rung 1 and Rung 2.
This is an example of the importance of modelling technique flex-
ibility to ensure accuracy, and the fourth key lesson from Rung 1
and Rung 2 is that astrometric precision needs to be commensurate
with the time delay precision. As discussed by Birrer & Treu (2019)
the requirements can be at the level of milli-arcseconds if the time
delay is known to percent precision. For HST-like images, the re-
quirements correspond to a small fraction of a pixel, a challenging
requirement for point sources superimposed on an extended and un-
known source. It is thus important to consider explicitly this source
of uncertainty and marginalize it, transforming a potential source
of bias into a decrease in precision.

4.3 Notes about Student-T’s submissions for Rungs 2 and 3

After unblinding, it was discovered that in Rung 2 (and Rung 3) the
Student-T team used the non-drizzled PSF, drizzled lens image, and
drizzled noise map, owing to clerical errors. The team’s unblinded
(post) analyses show that this mismatch was the main source of bi-
ases in the blinded analysis. In Figure 10, we find that the Rung 2’s
result after using the correct file is much improved. The correspond-
ing metrics of the post analysis are also given in Table 5. We stress
that these post-submissions only corrects the input file; the mod-
elling algorithms remain unchanged. These post-submissions are
not used while calculating the combined (i.e., averaged) metrics.

5 LIMITATIONS OF RUNG 3, INCLUDING
POST-UNBLINDING DISCOVERIES

Rung 3 was inconclusive because of the limitations of the proce-
dure used to construct the lenses for this rung. We discuss here
some of the limitations of the hydrodynamical simulations used
to construct Rung 3. The “Evil” team was aware of some of them
while constructing the challenge, while others only became apparent
post-unblinding. We introduce them in the following subsection.
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Figure 7. Same as Figure 6, but for Rung 2’s results. To demonstrate the improvement of the Student-T team’s result after using the correct file (see Section 4.3),
figure also shows post-blind submissions labeled by the hollow markers. We note that the combined metrics, i.e., yellow points, does not include the results by
post-blind algorithms.

Table 6. Summary of the precision and accuracy by combining algorithms
based on different level of information used to constrain the models in
Rung 2.

Combined fitting algorithm Precision (%) Accuracy (%)

Everything 2.9 −1.8 ± 0.4

Extended Source:
blind submissions only 11.4 −2.7 ± 1.0
blind + post-blind 12.8 −1.2 ± 0.8
only post-blind for Student-T 10.1 0.02 ± 0.69

Point Sources 15.2 2.5 ± 1.4

Note: − “Everything” calculates the metrics combining the algorithms that
adopted point sources, extended source, and kinematics. “Extended Source”
combines the results of the algorithms that utilized the lensed arc information
in the lens modelling. “Point Sources” combines the ones which use only
point sources but not lensed arcs. For cases with post-blind submissions
explained in the text we report all the permutations of blind and post-blind
combinations.

5.1 Limitations known before unblinding

The main known limitations of the simulations pre-unblinding are
twofold.

First, the resolution of the simulations we used is insufficient to
describe the inner regions of early-type galaxies. This is illustrated
in Figure 11, where we show a typical mass profile, decomposed in
dark and total mass. The total mass profile has a core of approxi-
mately 0.′′1, about half a kpc at the redshift of our sources. We also
note that the adopted numerical simulations have softening lengths
of 200−700 pc, which have partially contributed to the core sizes
in these simulated galaxies. Despite that some cored massive ellip-
tical galaxies have been found (Thomas et al. 2016) and could be
produced in highly accurate dynamical simulations (Rantala et al.
2018), they are unlikely to be present in real lens galaxies with mass
like Rung 3 ones. A recent detailed analysis of the mass density
profiles of massive lens galaxies (Shajib et al. 2020a) in terms of
stars and dark matter halos shows that the dark matter halo is well
described by a “cuspy” unperturbed Navarro et al. (1997) halo and
that the population of the lens galaxies’ total mass density profile is
close to a power-law profile (within ∼5 per cent near the Einstein
radius). Whereas simulations have made a lot of progress in repro-
ducing massive elliptical galaxies, Shajib et al. (2020a) show that
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Figure 9. Figure illustrates the metrics of Rung 1 and Rung 2 according
to different categories of lens systems using the entire submissions. Note
that in Rung 2, the goodness (i.e., 𝜒2) is overwhelmingly dominated by the
four double systems in the Freeform glassMulti’s submission. Because these
four double systems are simulated by Lenstronomy and Pylens evenly, the
corresponding log10 (𝜒2) in Rung 2 is significantly larger than the other
ones. The larger goodness by Freeform team is an artifact due to the prior
that 𝐻0 is between 50 and 90 km s−1 Mpc−1. The values which lie close to
50 have low error estimates (cut off at 50), which results in very high 𝜒2

value.

they still fall short in simultaneously reproducing the mass density
profile and the dark matter fraction of real galaxies at the level of
detail needed for this test.

The main evidence against cores is from the search for cen-
tral images of gravitational lenses themselves. The central slope of

the mass density profile controls the magnification of the central
image. The fact that the central image is almost always absent in
galaxy scale lenses (not in clusters-scale lenses), is a strong argu-
ment against cores. For example, radio observations (e.g., Rusin &
Ma 2001; Keeton 2003; Winn et al. 2004; Boyce et al. 2006; Zhang
et al. 2007; Quinn et al. 2016) usually present a non-detection of
the ‘central’ lensed image, which gives an upper limit of the core
(<5∼100 pc). Likewise, in the TDCOSMO project, which models
the high-resolution lensedAGN images based onHST observations,
the fifth image has not been detected, although as we show below
at optical/infrared wavelengths contamination by the deflector light
limits the sensitivity.

A simple “gedanken experiment” shows that the cores present
in the Rung 3 simulations are unphysical, and therefore justifies our
caution interpreting them. As shown in Figure 12, Rung 3 predicts
a central image while Rung2 does not. Unfortunately, in the optical
and near infrared such central image is difficult to disentangle from
the light of the deflector.

In contrast, if we could perform the observations of the Rung 3
systems in the radio, assuming the multiply-imaged point source
is radio loud, the test would be conclusive. The mean value of
the magnification of the central source `c for Rung 3’s simula-
tions is ∼ 0.032, which is significantly larger than the upper limit
level reported by Keeton (2003, i.e., `c < 0.001). Furthermore,
we calculated the ratio between the `c and the magnification of
the standard lensed point sources (`bright) and found that the mean
value of `bright/`c is ∼ 192, which is inconsistent with the values
reported in the literature (Boyce et al. 2006; Zhang et al. 2007;
Quinn et al. 2016, i.e., >2500, >1000, >10000, respectively). These
results indicate that the core feature in Rung 3’s simulations is not
realistic.

The second argument to use Rung 3 with caution is that since
simulations do not match perfectly the mass profile of real massive
elliptical galaxies, as shown by Figure 11, generalizing the results
of such a test is always going to be complicated. For example, if the
modelers were to assume the mass density profile to be cuspy in the
inner regions and thus do not match the cores in the simulations,
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Figure 10. Post-blind improvement of the Student-T team’s results using the correct PSF file for Rung 2 submissions, without changing any code or algorithm.
This correction removes any bias in the inference and improves slightly the precision.

1 10 20 30 50 100 200 450
Pixels

1.0

0.5

0.0

0.5

1.0

1.5

Co
nv

er
ge

nc
e m

ap
 (i

n 
lo

g1
0 

sc
ale

)

Total mass
Dark matter
Typtical NFW

0.032 0.1 0.2 0.4 0.6 1.0 2.0 3.66
arcsec

Einstein Radius
aperture size
AGN image position

Figure 11. Mass profile of a typical deflector in Rung 3, illustrating the
unphysical core in the central regions and the departure of the dark matter
halo from a standard (Navarro et al. 1997) form.

would this be a problem in analyzing real galaxies, which should
be cuspy? The recent study by Enzi et al. (2020) shows that without
kinematic information, departures from a single power-law (in this
case, in the form of a core) can lead to a bias on the inference of 𝐻0
of up to 25%. A similar concern about the realism of simulations
is illustrated by Xu et al. (2017), who analyzed Illustris simulations
and showed that the simulations do not match exactly the detailed
properties of real galaxies in terms of central dark matter fraction
and slope of the mass density profile (see also Wang et al. (2020);
Shajib et al. (2020a).

These limitations were known to the “Evil” team while de-
signing the challenge. The “Evil” team considered these limitations
a “necessary evil”, to be kept in mind in the interpretation of the
results. Indeed, when simulating the mock images, the “Evil” team
was aware that the Rung 3’s lensed arcs demonstrated the fifth image
feature, compared to Rung2’s simulation, see Figure 12. However,
this feature is not detectable in the simulated images due the contam-
ination from the deflector light (the fifth image flux ratio is < 0.1%,
compared to the deflector light).

In the end, the benefit of knowing the three-dimensional “truth”
for a complex system was considered to outweigh the downside of
the system not being fully realistic.

Future challenges may want to pursue some form of
empirically-driven models (perhaps based on observations of local
massive elliptical galaxies) until the fidelity of simulations improves
significantly.

5.2 Limitations discovered post-unblinding

Additional limitations were discovered post-unblinding thanks to
collaborative efforts by the “Evil” and “Good” teams. However,
these limitations do not necessarily invalidate the mock data or
introduce a major bias to “Good” team’s inference of 𝐻0.

5.2.1 Substructure and dynamics

In Rung 3, 12/16 simulations dynamically bound substructures (i.e.,
satellite halos) were identified and removed before producing the
lensing quantities. This procedure renders the kinematics inconsis-
tent with the lensing quantities, because the motion of the stars and
gas was precomputed based on the full mass distribution including
substructure. Substructure accounts for approximately 1% of the
total mass at the relevant scales, so this is not a large effect, but can
potentially introduce a bias at the percent level when combining
lensing and kinematic tracers.

5.2.2 Halo truncation

For computational reasons, only the particles within the virial radius
(𝑅200) or twice the virial radius were considered when projecting
the mass distribution to calculate lensing quantities. This introduces
twomain outcomes. First, not taking into account mass beyond 𝑅200
may introduce a negative mass-sheet transform, biasing 𝐻0 below
the percent level. Second, the spherical truncation at 𝑅200 does
not follow the isodensity contours of the mass profile, introducing
an artificial shear (Van de Vyvere et al. 2020). At this radius, the
artificial shear created by the truncation is small and may bias 𝐻0
by less than 1 percent. Both truncation effects (i.e., artificial shear
introduction and negative mass-sheet bias) have low amplitude for
truncation at the virial radius. They then may introduce a small bias
on the 𝐻0 inference but should not be the major cause of bias in
Rung 3 results.
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(a) Mock lensed arcs for Rung 2

Host in souce plane Host in image plane Host light convolved Rebin image Add noise

(b) Mock lensed arcs for Rung 3

Host in souce plane Host in image plane Host light convolved Rebin image Add noise

Figure 12. Mock images of the lensed arcs in the simulations of Rung 2 and Rung 3. Due to the unphysical core of Rung 3 deflector’s mass profile, the lensed
arcs appear the feature of ‘central’ lensed image (bottom-second plane). However, after entire simulation process this feature is not distinct anymore and would
be overwhelmed by deflector light.

6 DISCUSSION AND IMPLICATIONS FOR FUTURE
WORK

First of all, a positive outcome of the challenge is that several teams
were able to analyze a sample of 48 lenses, the sample size needed
to reach sub-percent precision (Shajib et al. 2018). Analyzing this
large sample within the time constraints of the challenge required
good teams to apply fast methods as opposed to the more time and
resource consuming approaches of state-of-the-art analysis of real
data. These fast methods are necessary to make progress, and it
is essential to test them as we did in the challenge. We note that
even with the fast methods participation to the challenge was labor
intensive, and the “Evil” team extended the original deadlines set
in TDLMC1 by a few months in order to allow more “Good” teams
to participate.

Rung 1 and Rung 2 demonstrate that current fast lens mod-
elling technology is able to obtain precise and accurate estimates
of 𝐻0 starting from a best guess of the point spread function, when
using the information content of HST-like images. The expected
complexity of the lensed host galaxy of the quasar is not an obstacle
to the inference, provided that sufficiently flexible models are used
to describe the source. The common practice of reconstructing the
PSF starting from an empirical or theoretical best guess and the
use of flexible source description is validated by the two rungs and
should become the standard in future work.

Astrometry of the point sources from HST-like images can be
a source of bias at the few percent level for extremely precise time
delays. Mitigation strategies include adding nuisance parameters
to describe the astrometric noise arising from poor sampling, or
using higher resolution images, e.g., from adaptive optics or radio
interferometers.

The conclusions about modelling the gravitational potential

of the deflector are not so clear cut. Encouragingly, the teams
performed well when the deflector was described by a simply
parametrized analytic forms as in Rung 1 and Rung 2, with no
evidence of inaccuracy. As discussed above, and as expected, the
fast methods using more information performed better in terms of
precision than the ones which used only AGN positions and flux
ratios. Rung 3 was helpful in unveiling subtle effects that need to be
considered if one wishes to use simulations to test gravitational lens
modelling techniques for cosmological inference to high precision.
Unfortunately, the same limitations – and the known limitations in
resolution and realism at the beginning of the challenge – make it
difficult to draw conclusions based on it. More work is needed on
this front, and it will require either much higher resolution simula-
tions than the ones adopted here or more advanced computational
techniques to calculate the lensing quantities. Alternatively, a future
challenge could find a way to generate high precision and realistic
models, perhaps inspired by empirical data on local massive ellip-
tical galaxies.

7 SUMMARY AND CONCLUSIONS

In this paper, we described the main results of the time delay lens
modelling challenge. We first revealed some of the details of the
construction of the simulated datasets that were kept blind during
the challenge. Second, we gave a brief description of the meth-
ods followed by the “Good” teams to do the inference. Third, we
described a number of limitations of Rung 3, including some numer-
ical effects discovered post-unblinding that preclude inferences at
the percent level required for this challenge. These limitations make
Rung 3 difficult to interpret but are reported here with the aim to
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inform future challenges. Finally, we presented an overview of the
performance of the methods against 4 metrics (precision, accuracy,
efficiency, goodness of fit).

The main conclusions, based on Rungs 1 and 2, can be sum-
marized as follows:

• Each team came with fundamentally different methods to study
a large sample of systems. In particular, methods constrained only
by point-like images and using either analytic or free-form models,
a novel Bayesian technique assuming a locally Gaussian Fermat
potential, and modelling similar to current cosmographic analyses.
A Bayesian Neural Network approach has also been applied on
unblinded data. Several teams developed fast methods that allowed
them to analyze 48 lenses within the duration of this challenge
(∼ 1 − 2 years). This is a much larger number of systems per
investigator time than the current state-of-the-art models, that so-far
requires of order ∼ 1 year per system (not considering the process
of collecting ancillary data and analyzing the lens environment).
• The fast methods applied to this challenge estimate their uncer-
tainty appropriately, yielding error bars that are statistically compa-
rable with the departure from the truth.
• The fast methods that exploit the full information content of the
data achieve higher precision than the ones that only utilize lensed
quasars positions and fluxes to constrain the models.
• The fast methods based on full image reconstruction can meet the
target precision (6% per system) and accuracy (2%) when analyzing
mock images based on complex sources and starting with a guess
of the point spread function.
• Astrometric requirements on the position of the point sources can
be stringent and difficult to meet for high precision time delay mea-
surements, given the Hubble Space Telescope point spread function
and pixel size. Biases arising from the poor sampling of the PSF
can be avoided by modelling the astrometric noise explicitly.

As far as Rung 3 is concerned, one generic problemwas known
before the challenge, i.e., if simulations do not reproduce real galax-
ies at the percent level precision in gravitational potential, it is diffi-
cult to generalize the outcome of the challenge. A good example of
this issue is the finite resolution of cosmological hydrodynamical
resolution, which introduces features like cores that are unlikely
to be present in real systems. A spherical redistribution of cusp to
core would not itself affect lensing observables, but it would change
kinematic and other properties. If modelers assume that galaxies
are cuspy, and do not detect the core in the simulations, what does
it mean for real galaxies? The following additional and more subtle
effects were identified post-unblinding.

• The kinematics of the particles in the simulations must be consis-
tent to sub-percent level with the gravitational potential generated
by the lensing data products given to the “Good” teams. Remov-
ing substructures or other parts of the simulation when generating
the lensing data may cause internal tension in the data so that the
lensing and dynamical probes cannot be combined without bias.
• The standard practice of truncating simulated halos at the virial
radius may lead to inconsistencies between the actual Fermat poten-
tial and the one computed from truncated maps. Lensing quantities
such as the Fermat potential are non local, and the kernel mapping
convergence into potential is logarithmic. Therefore, in order to
avoid biases in Fermat potential at the few percent level, one has
to include all particles well beyond the virial radius and carefully
consider the shape of the truncation.

In recent years, a number of works have investigated the sys-
tematic uncertainties in time-delay cosmography (e.g., Schneider &

Sluse 2013; Birrer et al. 2016; Sonnenfeld 2018; Kochanek 2020;
Millon et al. 2020). However, it is difficult to make a quantitative
comparison between our results and those in the literature because
the uncertainties depend strongly on the assumptions and methods
used.

To conclude, this work shows that blind challenges on simu-
lated data are a powerful tool to study and characterize a method,
alongside blind and independent analysis of real datasets (Millon
et al. 2020). The results obtained from this first time delay lens
modelling challenge are encouraging, in the sense that accurate and
precise 𝐻0 can be derived blindly even in the presence of complex
sources and unknown PSF. However, our results also demonstrate
that much work remains to be done before we can have conclusive
end-to-end tests based on simulations. First, state-of-the-art mod-
elling methods exploiting the full information content of the data
need to speed up so that even larger simulated datasets can be an-
alyzed within a practical time frame to explore a variety of more
complicated configurations. For example, the EPFL team that used
all the information employed 500,000 CPU hours and 1,700 hours
of investigator time, almost a full year equivalent. This is signifi-
cantly less time than currently employed per lens by H0LiCOW or
STRIDES. However, the challenge was single plane and by design
simpler in terms of satellites and perturbers along the line of sight
than real lenses. So, in order to analyze samples of order 100-1000
lenses with increased complexity, further speed-ups are necessary.

Second, improvements in numerical simulations of massive
elliptical galaxies and the calculation of their lensing properties are
needed before they can be used to perform lensmodelling challenges
to percent level precision.
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APPENDIX A: DETAILS OF RUNG 3

A1 Illustris simulations

The first group of simulated galaxies is selected from the Illustris
simulation (Vogelsberger et al. 2013, 2014) with six galaxies at
𝑧 = 0.4 and six galaxies at 𝑧 = 0.6. All have total dark matter halo
masses between 1 − 2 (1013𝑀�), and velocity dispersion ranging
from 250 km/s to 320 km/s. In this challenge, we do not intend to test
biases in the most severe cases where the true profiles significantly
deviate away from the power-law models. For this reason, our selec-
tion was based on the fact that the selected galaxies shall distribute
fairly closely around the best-fit general mass-velocity dispersion
relation. As a result, the majority of the selected galaxies are not
classified as the extreme cases of deviations from power-law mass
distributions; the most severe case would result in an underestimate
of Hubble constant by 15% (see Xu et al. 2016).

The convergence and potential maps (as well as potential’s first
and second derivatives) were calculated using netted-mesh based
methods through FFT with an isolated boundary condition. All
matter distribution of the selected galaxy halo is truncated at R200
with a spherical aperture (Xu et al. 2009). The results have been
cross-checked with the public software GLAMER, which is a ray-
tracing code for the simulation of gravitational lenses Metcalf &
Petkova (2014); Petkova et al. (2014). In addition, we also calcu-
lated the same maps using a mesh-based FFT algorithm, adopting
Smoothed-particle hydrodynamics (SPH) kernel to smooth the sim-
ulated particles to themesh. The two sets of results showed expected
consistency within the numerical uncertainties.

The velocity maps were calculated on desired meshes; here no
smoothing was used. The pixel values of mean velocity and velocity
dispersions were weighted by rest-frame SDSS-r band luminosities
of stellar particles projected to the pixel.

A2 Zoom simulations

The second set of simulations is a sample of ‘zoom’ cosmological
simulations, which have been previously used in Frigo et al. (2019).
A ‘zoom’ simulation is a higher resolution re-run of a small part
of the cosmological box of a large-scale simulation (like Illustris),
called the ‘parent’ simulation. In the set we employed, the parent
simulation is a 100Mpcwide cosmological box simulated with dark
matter only (Oser et al. 2010), and each zoom simulation covers the
volume of a dark matter halo (at 𝑧 = 0). The simulations were run
with a modified version of GADGET2 (Springel 2005), called SPH-
GAL (Hu et al. 2014), which avoids some of the shortcomings of
SPH codes. Unlike the parent, the zoom simulations also include
gas, stars and black hole particles. They include models for star for-
mation (based on gas density and temperature), metal enrichment,
gas cooling, stellar winds, supernova feedback (Type Ia and Type II),
and AGN feedback (using the Choi et al. (2012) model). The spatial
resolution (softening length) of the simulation is 200 pc, while the
mass resolution (initial mass of gas particles) is 7×105 𝑀� . This is
a higher resolution than Illustris, but not high enough to avoid the
issues presented in Section 5. The simulations run from 𝑧 = 43 to
𝑧 = 0. The sample of simulated galaxies varies in mass, size, dy-
namical and stellar-population properties. For the TDLMC project,
we used snapshots at different redshifts (0.3 < 𝑧 < 0.5) of the four
most massive AGN galaxies, which have arcsec-size Einstein radii.
More details on the simulation code and on this sample can be found
in Frigo et al. (2019).

The maps of convergence, lensing potential and its deriva-
tives were calculated with the post-processing ray tracing code
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Table A1.Metrics of blind submission for Rung 3.

Team algorithm 𝑓 log(𝜒2) 𝑃 (%) 𝐴(%)

metrics of Rung 3

Student-T algorithm1 0.750 0.117 15.616 -3.803
Student-T algorithm2 0.812 -0.583 26.226 6.221
Student-T algorithm3 0.938 0.459 8.472 1.677
Student-T algorithm4 1.000 0.213 12.869 2.512
Student-T algorithm5 0.875 0.402 11.998 -11.998
Student-T algorithm6 0.938 -0.932 26.515 3.986
Student-T algorithm7 1.000 0.718 4.885 -5.415
Student-T algorithm8 1.000 0.027 12.587 -2.786
Student-T algorithm9 0.875 0.532 8.247 -7.373
Student-T algorithm10 0.938 -0.848 15.369 4.401
Student-T algorithm11 1.000 1.132 3.923 -5.065
Student-T algorithm12 1.000 0.115 9.728 -1.195
EPFL Combined 0.438 0.893 4.276 -9.963
EPFL CombinedDdtOnly 0.438 0.879 4.584 -9.944
EPFL Composite 0.500 1.515 2.612 -11.302
EPFL CompositeDdtOnly 0.500 1.500 2.559 -11.403
EPFL Powerlaw 0.812 0.938 2.941 -7.016
EPFL PowerlawDdtonly 0.812 0.955 3.001 -6.973
Freeform glassMulti 1.000 2.464 5.106 -16.041
Freeform glassSingleHiRes 1.000 1.954 5.809 -17.267
Freeform glassSingleLowRes 1.000 1.401 9.632 -11.441
Freeform pixelensMulti 1.000 -0.695 18.866 7.626
Freeform pixelensSingle 1.000 -0.226 21.637 0.542
H0rton Bayesian neural network 0.312 0.637 9.056 3.356

Note: − Table summaries the metrics of the blind submission for Rung 3.

Hilbert (Hilbert et al. 2007, 2009). The whole high resolution
region of each simulation, roughly reaching out to twice the virial
radius of the galaxy, was fed into the code and used to calculate
the lensing maps. The 3D orientation of the galaxy was chosen
randomly before the analysis. The kinematic maps were calculated
on the same grid as the lensing maps, weighting the line-of-sight
velocity of each particle with its R band luminosity.

A3 Rung 3 results

For completeness, we report here the full results of Rung 3. We
caution the reader that the interpretation of these results is diffi-
cult, because of the limitations and numerical issues described in
Section 5.

Themetric of each submission for Rung 3 are listed in Table A1
and plotted in Figures A1 and A2.

This paper has been typeset from a TEX/LATEX file prepared by the author.
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Figure A1. Metrics of Rung 3 blind submissions. Note that Rung 3 was affected by issues described in Section 5 and thus great caution should be taken in
interpreting these results.
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Figure A2. Panel (left) and (right) is the same as Figure 8 and 9, separately, but for Rung 3.
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5.5. Toward a joint inference of H0 and density galaxy profiles

5.5 Toward a joint inference of H0 and density galaxy profiles

The analysis presented in Millon et al. (2020) allowed us to discard various sources of system-

atic errors that could have affected the current TDCOSMO sample. In particular, we found no

correlation between the measured value of H0 from individual lenses and our assumptions

regarding the internal structure of the lens (e.g., from kinematics measurements) and the

effects of LoS massive structures (external convergence measurements). We also found that

the current approach that marginalizes over two physically and observationally motivated

model families—power-law and composite models—has enough flexibility to cover a large

range of H0 values, if supported by the data. The excellent agreement between H0 values

inferred separately by power-law and composite models is another argument in favor of the

∼ 2% uncertainty in H0 obtained with the current methodology.

The relatively low impact of kinematics assumptions on the inferred value of H0 implies that

systematic errors in this domain are subdominant in the error budget. However, it also means

that lensing constraints on the inner regions of the lens mass profile are weak. Therefore, the

addition of kinematic constraints to break the MSD may not be fully exploited in the current

inference scheme. Another way to break the MSD is to assume a specific shape for the mass

profile of lens galaxies. Assuming a power-law model breaks the degeneracy because a the

MST of a power-law is not a power-law anymore. This property has been extensively discussed

in the literature, where authors warned about possible biases in the inferred value of H0 due

to over-constrained mass profiles (Sonnenfeld, 2018; Kochanek, 2020, 2021). Currently, the

constraints from central velocity dispersion measurements, subject to the mass-anisotropy

degeneracy, combined with the relatively large uncertainties (∼ 10%) are insufficient to reveal

deviations from these mass profile assumptions.

In Birrer et al. (2020) we follow a different approach from (Millon et al., 2020) and aim to

address the remaining sources of uncertainties associated to the lensing and kinematics

degeneracies, including the MSD. We use a hierarchical Bayesian inference to constrain a

subset of parameters (e.g., the internal MST parameter λint) that cannot be (or only weakly)

constrained on the level of an individual lens but that can benefit from assumptions regarding

the properties of the population of lenses.

5.5.1 Physically-plausible range for the internal MST

In this work we treat the MST as the combination of physical effects due to the presence of

massive structure in the LoS (i.e., external to the lens) or affecting the mass profile of the lens

galaxy itself (e.g., internal to the lens). As already briefly discussed in Sect. 2.3.5, one can

formally express the MST parameter from Eq. 2.22 as

λMST = (1−κext)λint , (5.20)
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where κext is the external convergence integrated from the observer to the source redshift (i.e.

it is formally κs in Eq. 5.3), and λint represents the the internal component of the MST. This

λint parameter is, by construction, maximally degenerate with H0, since the MST rescales the

Hubble constant as H0 →λintH0 (similar to Eq. 5.6 with the external convergence).

While the effect of the external MST is relatively well-understood from a physical point of

view (although some recent works advocate for a better description of it, e.g., Fleury et al.,

2021), the internal MST a priori does not have an obvious physical origin. Blum et al. (2020)

proposed that a cored component in the mass distribution of galaxies can mimic the effect

of a pure MST if the core extends sufficiently outwards. We note that such cores have never

been observed in nature (see also Sect. 5.4.2), but several authors proposed alternative dark

matter models that could produce them such as wavelike dark matter (Schive et al., 2014) or

ultralight axions (Blum and Teodori, 2021).

In Birrer et al. (2020) we follow the proposal of Blum et al. (2020) and parametrize the internal

MST as a cored component with convergence κc as

κλc (θ) =λcκmodel(θ)+ (1−λc)κc(θ) (5.21)

where κmodel is the original convergence model fitted to the imaging data, and λc describes

the scaling between the cored component and the original mass model. In this work we

assume the latter is a power-law model, although the formalism can also be applied to a

composite model as well. The power-law is practical as a simpler analytical treatment of

MST-transformed quantities.

We assume that the cored component offers a good approximation of an internal MST: λint ≈
λc. There are many possible choices to parametrize the cored component, and we assume the

following three-dimensional density profile

ρ(r ) = 2

π
Σcrit

R2
c(

R2 + r 2
)3/2

, (5.22)

where Rc is the core radius. The above mass density results in the following convergence

κc(θ) = θ2
c

θ2
c +θ2 , (5.23)

where θc is the (angular) core size. In the limit of an infinite core radius, θc →∞, the conver-

gence is a pure mass-sheet that cannot be constrained by imaging data due to the MSD. On

the opposite, if the core radii is small enough (typically smaller than the Einstein radius θE)

the degeneracy is not perfect anymore and the data provides constraints on both the core size

and the approximate MST parameter λc. A simple modeling exercise on simulated data shows

that for θc = 3θE, the uncertainty on λc is already 10%, and θc > 5θE the degeneracy is almost

perfect (Birrer et al., 2020).
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Figure 5.7 – Constraints on the approximate internal MST parameter λc. The gray regions are excluded from
imaging data alone, as for low core radii the cored component does not lead to a perfect MSD. The orange region
excludes values based on the total mass of the dark matter halo, while the blue exclusion region corresponds to
model with negative mass density. The white region is therefore plausible values for the internal MST that cannot
be constrained by lensing information alone. Figure reproduced from Birrer et al. (2020).

While a vast range of core radii leading to an approximate MST exists, those are not all phys-

ically plausible. Based on the interpretation that the cored component is part of the dark

matter halo of the galaxies (because the lens surface brightness is observable), it is possible

to exclude certain values for λc. Figure 5.7 shows such exclusion regions for a dark matter

halo modeled with an NFW profile superposed to the cored component. These exclusions

regions are based on the conditions that (1) the cored component does not exceed the total

mass of the NFW halo within a given volume; (2) the density profile never drops below zero.

This considerably restricts the possible values of λc but leaves a significant range that lensing

alone cannot constrain. In the following, we describe the inference strategy that allows to

constrain λint from a population of lenses with lensing and kinematics data.

5.5.2 Hierarchical Bayesian inference

For an individual lens, imaging data alone do not allow to constrain κext and λint due to the

MSD. Similarly, kinematics data alone—in particular single-aperture velocity dispersions—do

not allow to constrain the anisotropy of stellar orbits (βani from Eq. 5.8) within the lens galaxy,

because of the mass-anisotropy degeneracy.

In Birrer et al. (2020), we use a hierarchical Bayesian inference technique to address these

limitations. The core assumption is that lens galaxies selected for the cosmographic inference

are drawn from the same parent population. In other words, we assume that the lenses are self-

similar and share the same properties regarding their mass distribution and stellar kinematics.

This assumption allows us to promote a subset of parameters that are not constrained at the

level of individual lenses to the population level, and apply specific priors their probability

distribution.
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Chapter 5. Measuring the Hubble constant with time-delay cosmography

We construct three nested levels of inference:

1. cosmological parametersπ, including H0, which are encapsulated in the set of angular

diameter distances {Dd,Ds,Dds} that are involved in strong lensing;

2. population parameters ηpop that describe a distribution function for values η′pop,i acting

as priors on individual lens parameters;

3. individual lens parameters η{i }, constrained by their corresponding data sets. Those

typically include lens mass and light model parameters measured from high-resolution

imaging data.

For the complete formulation a Bayesian language, we refer the reader to Birrer et al. (2020).

At the population level, we consider the following parameters: mass-sheet transformed mass

profiles via the internal MST λint, and stellar orbits anisotropy via the anisotropy radius rani

(Eq. 5.9). The impact of these parameters on each individual lens can potentially depend

on other (projected) properties of the lens galaxies. For instance, the physical location at

which the power-law slope of the mass profile is measured depends on the lens enclosed mass

and its redshift configuration (zd and zs) because it is measured at the Einstein radius. To

prevent introducing biases by applying population parameters as a global correction, these

dependencies need to be taken into account via specific scaling relations. For the internal

MST, we allow for a radial trend that depends on the effective radius θeff and Einstein radius

θE as

λint(θeff,θE) =λint,0 +αλ
(
θeff

θE
−1

)
, (5.24)

where λint,0 is the internal MST for θeff = θE, and αλ is the slope of the scaling relation. To

account for lens-by-lens differences, a Gaussian distribution scatter with standard deviation

σ(λint) is also added at the population level in the inference.

In a similar way, the anisotropy radius is expressed as a function of the effective radius

rani(θeff) = aaniθeff . (5.25)

The population parameters associated to aani defines a Gaussian distribution with sample

mean 〈aani〉 and standard deviation σ(aani).

The full set of population parameters is η′pop,i =
{
λint,0,σ(λint),αλ,〈aani〉,σ(aani)

}
. In this work,

the external convergence κext is sampled at the level of individual lenses based on previous

measurements, and merged with λint into a global MST parameter λMST following Eq. 5.20. All

relevant observables are transformed by this global MST parameter.

At the level individual lenses, we imaging constraints obtained with power-law models (PEMD

+ external shear). Power-law models artificially break the MSD on a lens-by-lens basis, which
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allows us to reshape the mass profile via the internal MST constrained by kinematics data.

Overall, we consider the following parameters for each individual lens: effective radius θeff, Ein-

stein radius θE, power-law slope γpl, and external convergence κext, and time-delay distance

Dpl
∆t (based on the power-law model and uncorrected from κext).

Proof-of-concept on the TDLMC Rung 3

As a validation of the method and choice of population parameters, we apply the full hierar-

chical inference on the Rung 3 simulated data set of the TDLMC. Since lens galaxies of this

rung were extracted from hydrodynmical cosmological simulations, the mass profiles feature

several inflection points in the radial direction that are not capture by power-law nor compos-

ite models. Transforming these models via an MST do not always reproduce such inflection

points. Additionally, our inaccurate density profiles left an imprint in model residuals (Fig. 5.6),

so more flexible models might have been constrained, at least partially, by imaging data. This

suggests that the MST alone does not fully explain the resulting H0 bias. Nonetheless, we can

assume that a large fraction of this bias can be reduced by reshaping lens density profiles via

an internal MST and larger uncertainties on the anisotropy of stellar orbits.

Under these assumptions, we expect that the hierarchical inference approach would lead

to an unbiased measurement of H0. We test the approach we use parameter constraints

obtained with our power-law models of Rung 3. Our submitted value of H0 was H0 = 60.3±0.6

km s−1Mpc−1, in disagreement with the input value H0 = 65.4 km s−1Mpc−1.

The results of the hierarchical inference applied to Rung 3 are shown in Fig. 5.8. The inferred

value of H0 is now H0 = 68.4±3.5 km s−1Mpc−1 assuming a uniform prior on aani, or H0 =
66.9±4.2 km s−1Mpc−1, assuming a uniform prior on log(aani) (less informative prior, Birrer

et al., 2017). Since the input value was H0 = 65.413 km s−1Mpc−1, the hierarchical framework

allows us to infer an unbiased value of H0. The uncertainties are increased by a factor of ∼ 6

compared to our original submission, which is a consequence of the poor constraints on λint

and the anisotropy parameter aani.

The internal MST parameter is centered on λint,0 ≈ 1.1. A positive λint means that, on average,

the underlying lens model predicts less mass in the inner regions of the lens than in the input

simulations. The slope αλ of the radial trend of λint is centered on zero, meaning there is no

scaling of the λint with θeff/θE as expected from a homogeneous sample as in the TDLMC.

Lastly, kinematics constraints do not allow to provide constraints on λint to better than 8%,

due to large uncertainties on the anisotropy parameter aani. If aani is perfectly known, the

precision on λint decreases to 2.8%.

5.5.3 Inference of H0 from TDCOSMO lenses only

We apply the same inference strategy to the current sample of TDCOSMO lenses described

in Sect. 5.2. Again, we consider only power-law models for constraints on individual lens
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without internal MST

Figure 5.8 – Application of the hierarchical inference on the mock data from the TDLMC Rung 3 based on our
submitted power-law models. The input H0 value is indicated with the black line. Orange and purple contours
are joint posterior distributions with different priors on aani. For comparison, the value of H0 with error bars
(H0 = 60.3± 0.6 km s−1Mpc−1), submitted for the challenge and without internal MST correction and other
population priors, is indicated in red. Figure adapted from Birrer et al. (2020).

parameters, including the time-delay distance posteriors uncorrected for external shear. The

same population parameters as for the TDLMC validation are used. For the anisotropy param-

eter, we assume a uniform prior on log(aani). For cosmological parameters, we assume flat

ΛCDM with uniform prior onΩm,0 ∈ [0.05,0.5] for consistency with previous results presented

in Wong et al. (2020) and Millon et al. (2020). We also perform the inference with a Ωm,0 prior

based on the Pantheon sample, N (0.298,0.022) (Scolnic et al., 2018). The resulting posterior

distributions are shown on Fig. 5.9.

With the uniform prior on Ωm,0, we (blindly) infer H0 = 75.5+7.0
−6.9 km s−1Mpc−1, a ∼ 9% pre-

cision measurement. This measurement can be compared to the ∼ 2% precision from

H0LiCOW+STRIDES with power-law models only, H0 = 74.2+1.6
−1.6 km s−1Mpc−1 Millon et al.

(2020, albeit B1608+656 was not used for that inference). The loss of precision directly reflects
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Figure 5.9 – Hierarchical inference on the current TDCOSMO sample of time-delay lensed quasars. Orange and
purple posteriors are obtained with a uniform prior onΩm,0, or a prior based on the Pantheon data set, respectively.
Figure reproduced from Birrer et al. (2020).

the large uncertainties on the internal MST parameter and the poor constraints on the stellar

anisotropy. The hierarchical inference explicitly incorporates the covariance between lenses

regarding the mass-profile and anisotropy assumptions; this is in clear contrast with previous

inferences in which posterior distributions were combined assuming that no correlations

remained between individual lenses.

Interestingly, the mean value of the Hubble constant from the TDCOSMO sample is still

well in line with previously inferred values, which is mainly a consequence of the internal

MST being consistent with zero. Either the data does not support strong deviations from the

originally assumed power-law models, or kinematics constraints are insufficient to detect

such deviations. In addition, the scatter in the internal MST is consistent with zero, suggesting

that the TDCOSMO sample is homogeneous in terms of mass density profiles. The radial trend

slope αλ is slightly negative but well consistent with zero, indicating no clear relationship with
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the lenses’ angular scales.

Assumptions regarding the mass distribution are now fully relaxed in the direction that is

maximally degenerate with H0, and are mainly constrained by kinematics data. Consequently,

in such an inference framework, it is crucial to include additional information on mass profiles

via kinematics data, possibly beyond the limited sample of time-delay lenses, in order to

inform population parameters and ultimately improve the precision on H0. In the next section

we add constraints from a selection of galaxy-galaxy strong lenses with resolved kinematics

data into the cosmographic inference.

5.5.4 Inference of H0 from TDCOSMO and SLACS lenses

To jointly constrain the lens mass profiles and stellar anisotropy properties, we select a sample

of lenses without time delays but precise kinematic measurements. In particular, we consider

two data sets based on a selection of systems from the well-studied Sloan Lens ACS (SLACS)

survey (Bolton et al., 2006):

• SLACSSDSS: 33 lenses with aperture velocity dispersion from SDSS fiber spectroscopy

(Bolton et al., 2008; Shu et al., 2015). Out these 33 lenses, 14 have variable power-law

(PEMD) models from Shajib et al. (2021), and the remaining have fixed power-law (SIE)

models from Auger et al. (2010).

• SLACSIFU: 9 lenses (included in SLACSSDSS) with resolved velocity dispersions from the

Visible Multi-Object Spectrograph (VIMOS) instrument on the Very Large Telescope

(Czoske et al., 2012). Contrary to aperture central velocity dispersions, resolved kine-

matics place constraints on the stellar anisotropy.

The final inference of this work is composed of 4 measurements, depending on the data sets

being combined:

• TDCOSMO-only inference (i.e., identical to Sect. 5.5.3);

• TDCOSMO+SLACSIFU, for additional anisotropy constraints;

• TDCOSMO+SLACSSDSS, for additional mass-profile constraints;

• TDCOSMO+SLACSSDSS+IFU for both anisotropy and mass-profile constrains.

The inference was performed blindly with respect to H0 and λint for all data set combinations.

The results after unblinding are shown on Fig. 5.10. We also refer to the figure 12 of Birrer et al.

(2020) for the joint posteriors of internal MST and anisotropy parameters.

The inference from TDCOSMO+SLACSIFU data marginally affect the H0 value, leading to a

H0 = 73.3±5.8 km s−1Mpc−1 measurement. The internal MST remains consistent with zero,
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Figure 5.10 – Most recent time-delay cosmography blind inference of H0 from various works, assuming flatΛCDM
cosmology. At the top, we show the final H0LiCOW measurement reported in Wong et al. (2020) (flat prior on
Ωm,0). Below are two TDCOSMO measurements reported in Millon et al. (2020) by separately performing the
inference with power-law and composite mass models (flat prior on Ωm,0). The four remaining values are the new
measurements from Birrer et al. (2020) (prior on Ωm,0 from the Pantheon data set). These values are obtained
by relaxing assumptions on the mass profile and including external constraints on a the mass profiles and stellar
anisotropy parameters from non time-delay lenses selected in the SLACS sample. Figure reproduced from Birrer
et al. (2020).

however the radial trend parameter αλ becomes slightly negative. The stellar anisotropy is

more constrained, as expected, and a sligthly lower value for 〈aani〉 is preferred, compared the

TDCOSMO-only inference. This shows that the mass-anisotropy is mitigated, at least partially.

The inference from TDCOSMO+SLACSSDSS gives H0 = 67.4+4.3
−4.7 km s−1Mpc−1. The internal

MST parameter is the most impacted parameter after addition of the SLACSSDSS lenses, with

a median value of λint,0 ≈ 0.9. This value means that the lens mass in the inner regions has

been transferred to larger radii, as illustrated in Fig. 5.11. The slope αλ and anisotropy remain

similar to their inferred values from TDCOSMO+SLACSIFU.
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Figure 5.11 – Illustration of the radial mass distribution from the joint TDCOSMO+SLACSSDSS+IFU inference. The
left panel shows the three-dimensional density profile, and the right panel shows the corresponding convergence
profile. The orange envelopes shows the original power-law profiles fitted to the imaging data. The blue envelope
corresponds to the inferred range of profiles transformed via the internal MST λint,0 = 0.9±0.045. A value below 1
effectively displaces mass from the inner part to the outer part of the lens (beyond θE, indicated in dashed lines).
Physically, this is qualitatively similar as a lower M/L ratio and higher dark matter fraction in the inner part of lens
galaxies. Figure reproduced from Birrer et al. (2020).

Finally, the inference from TDCOSMO+SLACSSDSS+IFU gives H0 = 67.4+4.1
−3.2 km s−1Mpc−1. As

expected, all population parameters are better constrained compared to previous combina-

tions. Their median values remain similar: λint,0 ≈ 0.9, αλ ≈ 0.08 and 〈aani〉 ≈ 1. Overall adding

constraints on mass profiles from the SLACS decreases the value of the Hubble constant by

∼ 7 km s−1Mpc−1. The precision on H0 decreases from 7.8% with TDCOSMO-only data set to

5.4% with the TDCOSMO+SLACSSDSS+IFU. This new measurement is close to the Planck value

and other early-Universe probes of the Hubble constant (Planck Collaboration et al., 2020a).

Nevertheless, it remains statistically consistent with the TDCOSMO-only measurement and

other late-Universe probes such as the SH0ES distance ladder method.

5.5.5 Interpretation of the new measurements

When only considering the median value of the TDCOSMO+SLACSSDSS+IFU measurement,

one could argue that the mismatch between H0 values obtained with time-delay cosmography

and with Planck based on the CMB are now reconciled. As error bars are considerably larger

than those of Planck, one cannot draw such conclusions. However, it is interesting to discuss

about the possible reasons that led to a lower value of the Hubble constant, particularly in

terms of galaxy properties. Such a discussion is especially important as we need to carefully

select the next data sets that will be included in the inference and which ones need to have

better data than currently available in the archives.

The most critical assumption of the hierarchical inference method presented in Birrer et al.

(2020) relates to the homogeneity of the TDCOSMO+SLACS lens sample. In other words,

we assume that lens galaxies in time-delay lensed quasars from TDCOSMO and non-time-

delay lenses from SLACS share the same parent population. If this is not true, then the
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inference results can be biased. Even if scatter parameters are introduced to capture some

of the lens-by-lens differences, the overall parametrization still relies on self-similarity to

combine and propagate constraints to cosmological parameters. Two reasons might explain

why TDCOSMO and SLACS lenses are different: (1) physical properties of the lens galaxies, (2)

selection functions effects, and (3) systematic measurement errors.

Galaxy properties

The average lens redshift of the SLACS lenses used in this work is zd ∼ 0.2; the corresponding

redshift for the current TDCOSMO sample is zd ∼ 0.5. Therefore, lens galaxies from the two

samples are likely to be, on average, at different evolution stages. This difference may have

consequences regarding their physical and observed properties, including the dark matter

fraction, M/L ratio, effective radius, and Einstein radius (e.g., Sonnenfeld et al., 2015). All these

properties impact the shape of the mass profile and affect our ability to constrain the mass

distribution from lensing data with rigid models such as power-law and composite models.

The re-analysis of SLACS lenses by Shajib et al. (2021) have shown that composite models

deviate from power-law models by ∼ 5% on average; this is not observed for TDCOSMO lenses

(see Sect. 5.3). One possible explanation is the different choices of priors on the dark matter

halo shape: as lensing data only weakly constrains the mass distribution further out than θE,

external priors on the mass-concentration relation (Sect. 4.2.2) are needed (Gavazzi et al.,

2007; Sonnenfeld et al., 2018). For instance, a prior change on the halo mass M200 of only ∼ 0.3

dex can resolve the agreement between power-law and composite models (Shajib et al., 2021).

Another explanation is that SLACS lens galaxies have sufficiently evolved from their TDCOSMO-

like progenitors such that their internal structure is significantly different. One interesting

proxy for the internal structure of galaxies is the dark matter fraction fDM (typically within

the effective radius), which tends to increase from higher to lower redshifts (Tortora et al.,

2014). Higher fDM tends to form more concentrated radial profiles, which deviate from a

pure power-law but could also deviate from MST-transformed power-law. At the redshifts

of TDCOSMO lenses, it is possible that fDM is such that composite models agree well with a

power-law models. On the other hand, a higher fDM combined with a lower M/L ratio can be

(at least qualitatively) reproduced with an internal MST λint < 1, consistent with the results of

the hierarchical inference of Birrer et al. (2020). Recently, Etherington et al. (2022b) combined

measurements on the SLACS and BELLS GALLERY (Shu et al., 2016) samples, finding corre-

lations between the measured power-law slope of the radial profiles and various properties

including the central stellar mass density, although with relatively low ∼ 1σ significance9.

Therefore, new analyses and data sets will be used to characterize better the potential differ-

ences between the two lens samples, and possibly improve the current parametrization. Are

radially-transformed power-law sufficient to capture the mass profile of galaxies? Or do we

9(Shu et al., 2016) also discuss the hypothesis that lensing+dynamics constrain galaxies’ mean density profile
between the θE and θeff, whereas lensing only constrain the local slope at θE. The lensing-dynamics method
would average out any deviations from a pure power-law, hence artificially creating a “bulge-halo conspiracy”.
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need a slightly more advanced parametrization, perhaps in terms of more physical quantities

(e.g., fDM) and taking into account azimuthal asymmetry?

The anisotropy properties of stellar orbits within lens galaxies is subject to similar arguments.

The hierarchical inference based on different combinations of TDCOSMO and SLACS data

sets has shown that the lower values for the anisotropy parameter aani are preferred when

adding SLACS lenses. The statistical significance of the shift is still low, but it might also hint

at different distributions of radial and tangential velocity dispersions. Such differences may

be related to the roundness of lens galaxies, which impacts the number of lensed images and

as such, also impacts the properties of the lens sample (see selection effects below). Moreover,

massive elliptical galaxies can exhibit different kinematics properties in terms of their first-

order velocity moments. For instance, one can distinguish between so-called slow and fast

rotators, which have different morphological and anisotropic properties (e.g., Cappellari, 2016).

The planned improvements regarding spectroscopic data sets for the TDCOSMO and SLACS

samples will provide new insights on these properties and how they impact measurements of

second-order velocity moments.

Selection function effects

TDCOSMO and SLACS were originally selected in very different ways, and for very different

scientific goals. The so-called selection function problem is extremely challenging to address

as it often emerges as a combination of observational, instrumental, and human constraints.

SLACS lenses were selected based on the detection of specific emission lines in SDSS spectra

of early-type galaxies, hence they are lens-selected. On the contrary, TDCOSMO lenses are

evidently used because their source is a quasar, so they are source-selected. Therefore, the

different selection functions must be better characterized and incorporated into the inference

framework (e.g., Sonnenfeld, 2022)

Systematics in the measurements

Although probably subdominant compared to (1) and (2), another difference between the two

samples can arise during the measurement of key quantities. As an example, let us consider

the measurement of the effective radius θeff. The lower redshift of SLACS lenses modifies the

average ratio θeff
/
θE. As illustrated in Fig. 2.7, two lenses with lens and source redshifts {zd, zs}

typical of SLACS {0.2,0.5} and TDCOSMO {0.6,1.8} may lead to similar Einstein radii θE; how-

ever, the lens galaxies would have different angular sizes. For instance, a visual comparison

between the modeling analyses of lensed quasars in Shajib et al. (2019) and SLACS lenses in

Shajib et al. (2021) seems to indicate that lens galaxies in the latter sample display greater

overlaps with the lensed features. Modeling the deflector light distribution to measure θeff

might lead to different values depending on the degree of this overlap. Such effects can be a

potential source of systematic errors that affect differently the two samples.
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It is key to understand better the homogeneity of the TDCOSMO+SLACS sample to prevent

inaccurate population-level assumptions from biasing the hierarchical inference. Of course,

the same arguments are also relevant for future combinations between the TDCOSMO sample

and other non-time-delay lenses. In the next section, we discuss some aspects that need to

be further improved or studied, in order to improve the accuracy and precision of future H0

measurements.

5.5.6 Next steps for time-delay cosmography

The hierarchical framework we present in Birrer et al. (2020) can only be fully exploited if

modeling assumptions are validated, but also with improved data quality and sample size. We

give below some details on the future goals of time-delay cosmography

Improved data and models for stellar kinematics

As most of the imprecision on H0 is due to a lack of kinematic constraints, obtaining high-

SNR spatially resolved velocity dispersion measurements is of utmost priority. Current IFU

spectrographs such as MUSE/VLT or KWCI/Keck, and AO instruments such as OSIRIS/Keck

may already provide suitable spectra for galaxy-galaxy lenses from the SLACS survey (Bolton

et al., 2008) or the Strong Lensing Legacy Survey (SL2S) (Gavazzi et al., 2012). However,

truly significant improvements at the level of individual systems will be obtained with the

NIRSpec instrument on board JWST, which will double the resolution of MUSE with 0′′.1×0′′.1

pixels and most importantly will be unaffected by the Earth atmosphere. NIRSpec/JWST will

provide velocity dispersion maps in ∼ 80 bins (Yıldırım et al., 2021), compared to the 3 to 10

bins currently achievable with ground-based instruments (e.g., Birrer and Treu, 2021), hence

allowing to constrain stellar anisotropy parameters better. In the 2030s, the arrival of 30-meter

class telescopes such as the European-ELT and the Thirty Meter Telescope (TMT) will further

increase the constraining power of kinematics. Based on realistic mock IFU observations

from JWST, Yıldırım et al. (2021) estimate a precision on λint of 4% per individual lens with

more flexible mass profile assumptions than currently used and no population priors, which

propagates to a precision of ≤ 4% on H0. With more conservative assumptions regarding

the quality of JWST data, Birrer and Treu (2021) estimate a 3.5% precision from 7 time-delay

lenses with spatially resolved kinematics, which can be further increased to 2.5% by adding

50 non-time-delay lenses also with IFU data. In the era of ELTs, 40 time-delay lenses and

200 non-time-delay would lead to a 1.2% measurement with the same strategy, similar to the

precision obtained with the distance ladder method (e.g., Riess et al., 2021).

Until recently, lens modeling for time-delay cosmography was arguably the most criticized

step regarding the occurrence of systematic errors (e.g., due to the MSD). As the hierarchical

inference shifts a significant fraction of the constraining power from imaging to kinematics

data, the assumptions used to model the stellar velocity dispersion field need to be carefully

validated. The current model is based the assumptions of spherical gravitational potential and
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anisotropy with vanishing first-order velocity moments; however, we know that lens galaxies

are at the very least axisymmetric. While current velocity dispersion measurements may not be

precise enough to support more complex models, better data sets with higher SNR will require

more extending our current models of stellar dynamics (e.g., Jeans axisymmetric modeling,

Cappellari, 2008). The anisotropy model may also need to be upgraded, namely, going beyond

the Osipkov-Merritt parametrization (Eq. 5.9).

Larger sample of lenses

For both inference approaches—lensed-quasar-only with mass profile assumptions or hi-

erarchical inference with population priors—a clear way forward is to increase the number

of lenses in the sample(s). On the one hand, adding new time-delay lensed quasars is time-

consuming regarding lens modeling and kinematics measurements but ensures self-similarity

with the rest of the sample. On the other hand, adding more non-time-delay lenses may be

more efficient as they are more numerous, provided we characterize selection function effects.

The analysis of galaxy-galaxy strong lenses is simplified by the absence of bright quasar images,

which are challenging to model from high-resolution imaging data (Chen et al., 2016; Shajib

et al., 2022) and are often blended with the deflector surface brightness in spectroscopic data.

However, if the PSF model is good enough, quasar images can still be modeled with high

astrometric accuracy, providing better constraints on the lens model. To speed up the lens

modeling efforts and accelerate the sample growth, several works have developed pipelines

to automate the modeling of many systems at once, for both strongly lensed galaxies (Shajib

et al., 2021; Etherington et al., 2022a) and lensed quasars (Shajib et al., 2019; Schmidt et al.,

2022, Ertl et al. 2022, submitted).

In general, as discussed in the previous section, it is paramount to control the selection

function of non-time-delay lenses as much as possible, and match it to the lensed quasars in

future large observational campaigns. Suppose a TDCOSMO-complementary sample can be

built. In that case, two important goals will be within reach: (1) validate (or invalidate) the

assumptions on the internal structure of lens galaxies used in Wong et al. (2020) and Millon

et al. (2020), and (2) increase both the accuracy and the precision on the Hubble constant.

Cosmography with strongly lensed supernovae

Going back to the original idea of Refsdal (1964), lensed SNe are a promising path to explore

to measure H0 precisely, in complement to lensed quasars. Since type Ia SNe are standard

candles (see Sect. 1.2.3), observing a lensed SNe Ia provides, in theory, two independent

distance measurements. Such a double-measurement breaks the MSD and significantly

improves the precision on H0. One additional advantage of lensed SNe over quasars is that

they disappear, leaving the lensed features unaffected by the bright SN images, facilitating the

lens modeling and measurements of Fermat potential differences.
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Only two confirmed lensed SNe are known to date: one has very short delays < 1 days

(iPTF16geu, e.g., Dhawan et al., 2020), the other is a type Ia that has reappeared with a ∼ 1

year delay (called SN Refsdal, Kelly et al., 2016). Fortunately, the number of lensed SNe is

expected to explode ;) in the upcoming years, thanks to wide-field high-cadence imaging

surveys, including the Zwicky Transient Facility (ZTF) and the future Rubin-LSST, with hun-

dreds of systems expected to be discovered over ten years (see e.g., Oguri and Marshall, 2010;

Goldstein et al., 2019).

With a sample of 20 lensed SNe Ia discovered in the LSST era, Suyu et al. (2020) forecast a

1.3% precision measurement of H0, including known systematics and assuming flatΛCDM.

Particular challenges include the precision of the lens model (in particular the PSF model),

the treatment of dust extinction from the lens galaxy, and the short reaction time required to

monitor the different phases of the explosion. Moreover, it is unclear how microlensing effects

can impact the standard candle nature of lensed SNe Ia. This field of research is becoming very

active but is still relatively young compared to time-delay lensed quasars. Therefore, increases

the sample of time-delay lensed quasars is paramount, which will be later complemented by

time-delay lensed SN Ia.

5.6 Lens modeling of time-delay lensed quasars for cosmography

We have discussed so far the various strategies we are conducting to mitigate systematic errors

that can bias the inferred value of the Hubble constant. These studies are vital since time-delay

cosmography plays a key role in the context of the Hubble tension, as it is independent of both

CMB-based (early Universe) and SN-based (late Universe) measurements. As ds it is crucial

to increase the precision of the H0 measurement as well, which requires adding more lensed

quasars with measured time delays to the current sample.

This section reports on the lens modeling method and preliminary and results using multi-

band HST observations of two lensed quasars: J1537−3010 and 2M1310−1714. The former is

a fairly standard quad lens with well-visible a quasar host, although the configuration hints at

a high external shear (Fig. 5.12). The latter is a rare case two similarly large elliptical galaxies

lensing a quasar and its host, and forming an almost complete Einstein ring (Fig. 5.16). Note

that the two systems have been independently modeled by Schmidt et al. (2022), although

their work is focused on an automated modeling scheme. The final analysis of J1537−3010

and 2M1310−1714, including their time-delay distance measurements, will be the subject of

future TDCOSMO publications.

225



Chapter 5. Measuring the Hubble constant with time-delay cosmography

G3

G2

G4

Figure 5.12 – Color composite image of the quadruply lensed quasar J1537−3010 built from HST/WFC3 data (red:
F160W, green: F814W, blue: F475X). The FoV is 35 arcsec in each direction. Perturber galaxies indicated as G2, G3,
G4 are included in the lens model.

5.6.1 A sheared quadruply lensed quasar

Discovery of the system

The lensed quasar J1537−3010 has been discovered independently by Lemon et al. (2019) and

Delchambre et al. (2019). Both teams used the Gaia data release 2 (DR2) to search for lenses,

although with different methods. Lemon et al. (2019) used a combination of multiple datasets

(Gaia detections, Gaia astrometry, PanSTARRS, unWISE) to build a catalog of lens candidates.

Delchambre et al. (2019) used supervised machine-learning techniques to look for lenses in

DR2. Both teams spectroscopically confirmed the lensed quasar nature of J1537−3010. This

system is expected to have substantial external shear, as seen from the elongated configuration

of its four quasar images, seemingly inconsistent with the ellipticity and orientation of the

deflector alone. More recently, it has been re-discovered by Stern et al. (2020), nicknamed the
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Figure 5.13 – Position of J1537−3010 within the current TDCOSMO sample, in terms of deflector redshift zd, source
redshift zd, and ratio of the Einstein radius θE to the effective radius θeff of the deflector.

“Wolf’s Paw”.

A color composite image based on HST imaging data from Cycle 26 (PI: T. Treu) is shown on

Figure 5.12. The Wide Field Camera 3 (WFC3) imaging data were acquired in the three filters

F160W (IR), F814W and F475X (UVIS).

Available data sets

The source redshift, zs = 1.72, has been estimated based on a spectrum taken with the William

Herschel Telescope (Lemon et al., 2019). The deflector redshift has not been published yet but

has been measured within the collaboration (T. Anguita, private communication). Preliminary

measurements from past data sets show that time delays with a ∼ 5% precision are within

reach, comparable to other systems of the TDCOSMO sample. At the time of writing, the last

monitoring season for time delays is ongoing. Similarly, the analysis of the environment and

LoS galaxies for measuring the external convergence is ongoing (Kelly et al. 2022, in prep.).

We give some mass and light angular scales of J1537−3010 and compare those with the current

sample in Fig. 5.13, based on the models presented hereafter. This system falls in the mid-range

of the sample in terms of lens and source redshifts, Einstein radius and half-light radius.

Astrometric requirements

High-precision time-delay cosmography is subject to specific requirements regarding the

astrometry of the quasar images positions (Sect. 5.4, and Birrer and Treu, 2019). We thus

estimate these requirements specifically for J1537−3010. We find that a precision of 9 mas

is required in the source position to match the most precise time delay precision (set to 5%).

Given the magnification and the multiplicity of the images, this is matched by an astrometric

precision of about 26 mas per image in the image plane, under a fixed lens model. We are

able to perform a reliable astrometry below 10 mas and thus we expect any non-accounted

astrometric uncertainty on the level of 10 mas or below to be subdominant in error budget

and/or systematic impact. We note that this conclusion does not depend on the choice of

fiducial cosmology.
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Bayesian formalism

We follow the Bayesian approach of Shajib et al. (2020) to propagate constraints from the lens

model to posterior distributions of relevant cosmological quantities. We seek to measure the

Hubble constant based on posterior distributions of cosmological distances Dd and D∆t . We

group all this cosmological information in

D ≡ {Dd, D∆t } , given a cosmological model C . (5.26)

Constraints are obtained from a set of independent observables, that we define as

O ≡ {Oimg, Okin, O∆t , Oenv} , (5.27)

where Oimg is the multi-band imaging data from HST, Okin are lens kinematics measurements,

O∆t are the measured time-delays, and Oenv are constraints related to the lens environment

and the LoS. The independence between these datasets allow us to compute separately the

likelihood terms relative to each one, and take the product as the full likelihood P (O |D). We

then need to establish the choice of models, and marginalize over those.

We establish two levels of modeling choices. The first is mainly defined by the choice of lens

model M for the main deflector. The model families explored in this analysis are power-law

and composite models, as for previous systems of the TDCOSMO sample. Each lens model

is entirely defined by the set of mass parameters ηψ and light parameters η`. The second

inference level encompasses more specific choices, denoted by S, that we marginalize over

within a given model family M . This includes the fixed hyper-parameters of the quasar

host model, included in ηs, and the addition of external perturbers in the lens model ηpert.

Constraints from kinematics data are introduced via the model parameters ηkin, given the

parameters {ηψ, η`}. Finally, LoS effects are included through the external convergence κext.

After marginalization over the specific modeling choices S within a model family M , we can

express the full likelihood as (Shajib et al., 2020):

P (D |O, M) =
∫
P

(
D, ηψ, η`, ηkin, κext |Oimg, Okin, O∆t , Oenv, M

)
×dκext dηkin dηψdη` . (5.28)

The constraints on cosmological distances D can finally be extracted after marginalizing over

model families:

P (D |O) =
∑
M
P (D |O, M) P (M) . (5.29)

We choose equal weights P (M) = 1 for each model family. All the cosmological information,

including H0, is contained in the distance posterior P (D |O), conditioned on the observed

datasets. For keeping this section relatively concise, we refer the reader to section 2.5 of Shajib
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et al. (2020) for the formal definition of all likelihood terms entering Eq. 5.28. The strategy to

marginalize modeling choices within a model family will be described in Sect. 5.6.1.

Lens mass models

Following previous works, we use two families of models to describe the mass of the main

deflector: power-law and composite models. The power-law model is defined by a single

PEMD profile (Eq. 4.13) for the total mass of the lens. This mass model is defined by eight free

parameters. In the composite model, the luminous mass is described by two superimposed

Chameleon profiles (Eq. 4.22) with common center. All parameters of the Chameleon profiles

except the overall amplitude are set to the corresponding profiles describing the deflector

light. The dark matter halo is described by a single elliptical NFW profile (Eq. 4.17). We

follow previous cosmographic analysis and impose a prior on the scale radius based on

the observational mass-concentration constraints of Gavazzi et al. (2007). At the redshift of

the main deflector, this prior corresponds to rs = 12′′.46±1′′.71. We also impose a Gaussian

prior with standard deviation 0′′.01 on the centroid of the NFW halo, as it otherwise deviates

significantly from the centroid of the light distribution.

Lens light model

For power-law models, we model the lens light using a combination of elliptical Sérsic profiles

(Eq. 4.21). We avoid degeneracies between the two Sérsic profiles by fixing the Sérsic indices to

1 (exponential) and 4 (de Vaucouleurs), respectively. For composite models, we use Chameleon

profiles instead (Eq. 4.22). We find that two Sérsic (Chameleon) profiles are sufficient to fit the

deflector’s light in all bands.

Source light model

We use an elliptical Sérsic and a shapelet basis set with joint centroids to model the quasar

host galaxy. We setup this model in each band, although we join a subset of parameters across

the bands, similar to Shajib et al. (2020). Specifically, the Sérsic index, ellipticity parameters

and shapelet scale are shared between the UVIS bands. Based on preliminary models, we

choose three variations of the source model corresponding to different shapelet orders nmax:

{
nF 160W

max , nF 814W
max , nF 475X

max

}=


{8, 6, 7} ,

{9, 6, 8} ,

{10, 7, 9} .

(5.30)

As the position of the quasar in source plane is mostly constrained by the multiple point source

images, we follow Birrer et al. (2019); Shajib et al. (2020) and fix the centroid of the shapelet

basis to the optimized position of the quasar in source plane. While this approach is likely
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to be justified for an isolated and symmetric host galaxy, we notice that the slight apparent

asymmetry of the extended source light could hint toward an off-centered AGN with respect

to its host. For this reason, we ran additional models with free shapelet basis centroid. We find

that the time delay distance posterior distributions, after combination according to the BIC

criterion (see Sect. 5.6.1 for details), are affected by less than a percent. Hence, we conclude

that joining the quasar position in source plane with the center of the host surface brightness

does not significantly bias our model.

Explicit modeling of nearby galaxies

After a visual inspection of the HST images, we notice three galaxies in the field of J1537−3010

as potential perturbers. We follow the standard methodology explained in Sect. 5.1 and

compute the flexion shift of each galaxy using Eq. 5.2. To do so, we require the redshift and an

estimation of the Einstein radius of each galaxy.

Redshifts are obtained with VLT/MUSE observations (A. Agnello, private communication). We

find that these galaxies are in the same redshift plane as the main deflector. For the mass of

each galaxy, we first estimate their stellar mass from the photometry of the objects, obtained

by fitting analytical Sérsic profiles to the HST, in each band. We then use PYGALAXEV10, a

wrapper of GALAXEV (Bruzual and Charlot, 2003), to perform spectral energy distribution (SED)

fitting from the multi-band photometric measurements. We assume a Chabrier initial mass

function, and choose the BaSeL stellar spectra library following an exponentially decaying

stellar formation history and free metallicity (Lejeune et al., 1998). For the magnitudes, we

use aperture photometry from SEXTRACTOR11 (Bertin, E. and Arnouts, S., 1996) on the three

HST bands (we use the FLUX_BEST value from SEXTRACTOR, converted to magnitude). We

then use scaling relations to convert the stellar mass into an estimate of the central velocity

dispersion. More specifically, we follow Buckley-Geer et al. (2020) and use two relations: one

from Auger et al. (2010) based on 73 elliptical galaxies from the SLACS survey, the other from

Zahid et al. (2016) based on 105 elliptical galaxies from SDSS with comparable redshifts.

The three galaxies have flexion shifts above 10−4 ′′ based on the scaling relation from Auger

et al. (2010), while only the two closest are above the cut the relation from Zahid et al. (2016).

We therefore decide to include the three galaxies explicitly in the lens model.

The mass distribution of each perturber is modeled with a single SIS profile (Eq. 4.13), which

is sufficient to capture higher-order effects on the Fermat potential at the position of quasar

images. We note that Shajib et al. (2020) also tested NFW profiles, but their Bayesian evidence

significantly down-weighted these models compared to the simpler SIS models (see table 4

of Shajib et al., 2020). Therefore we only consider SIS profiles in this analysis. We fix the

position of each SIS profile to the astrometric position measured in the HST data, based on

their SEXTRACTOR detection in the F475X band. We impose a Gaussian prior on the Einstein

10https://github.com/astrosonnen/pygalaxev
11https://sextractor.readthedocs.io
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radius based on the estimated velocity dispersion.

We run models including one, two, or all three perturbers. In the remaining sections, we

only show the results for including the closest (G2), as it has the largest impact on the Fermat

potentials.

Modeling the point spread function

We start we the PSF estimated from stacking a few stars in the field in each band. In the process,

an error map—defined as the standard deviation of the noise per pixel—is obtained based

on the variance between pixels of the different stars used to build the PSF kernel. This error

map is then included in the error budget per pixel in the imaging likelihood, which effectively

downweights pixels that have high signal-to-noise due to highly magnified quasar images.

The PSF kernel is further refined throughout the optimization sequence, by subtracting all

components but the quasar images and iteratively solving for pixel-level corrections to the PSF

kernel. This is a procedure similar to Chen et al. (2016); Birrer et al. (2019); Shajib et al. (2020).

We use the algorithm implemented in LENSTRONOMY for this task. We set the regularization to

a 90 degrees rotational symmetry, and add 30% of the new kernel estimate at each sub-iteration

of the PSF correction.

Parameters optimization and sampling

The total number of non-linear parameters to optimize and compute the posterior probability

distribution is 42 for our simplest model (power-law mass model, no external perturber galax-

ies, and lowest shapelet orders). In order to ease the optimization in such a large parameter

space, we establish a sequence of steps and cycles to converge close to the MAP solution,

before sampling from the joint posterior distribution.

For power-law models, the slope of the PEMD profile is initially fixed to γ = 2 (isothermal

profile). A first particle swarm optimizer (PSO) is performed, with a single Sérsic profile for

the quasar host surface brightness (i.e. without shapelets). Note that after each PSO, the

coordinate systems of the three bands are iteratively aligned, taking the F475X image as a

reference as it is expected to have the best astrometry. Based on the resulting best-fit values,

the reference scale βsh of each shapelet basis is initialized with the value of the half-light radius

of the Sérsic profile in each band. The half-light radius is a good initial guess for the shapelets

as it represents an average scale of the surface brightness. We run a second PSO with this more

complex source light model.

We noticed that the addition of shapelets often results in the Sérsic profile to significantly

deviate from its previous shape (typically shrinking, or flattening, in an unphysical manner).

Since the global shape of the source galaxy is expected to be qualitatively described by a

Sérsic profile, adding shapelets should only capture small-scale features in the source, without
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heavily impacting the underlying Sérsic profile. We address this issue by introducing Gaussian

priors on the parameters of the Sérsic profile. We set their mean values to the values optimized

during the first PSO, with standard deviations set to 10% of the mean values. This is a conser-

vative value, chosen such as it allows Sérsic parameters to vary without biasing the fit, but is

still necessary to maintain consistent large scale source features throughout the rest of the

optimization. This strategy has been validated during the TDLMC (Ding et al., 2021), to model

realistic sources from Rungs 2 and 3 (see Sect. 5.4). For power-law models, after the second

PSO with shapelets, we release the slope of the PEMD profile for the rest of the sequence.

After convergence, we run an MCMC to estimate the joint posterior probability distribution

for each non-linear parameter of the model. The full sequence of optimization and sampling

steps is performed within LENSTRONOMY (Birrer and Amara, 2018; Birrer et al., 2021) through

our code TDLMCPIPELINE (see Sect. 5.4).

Weighted marginalization over model variations

To account for systematic errors due to specific model choices, we define a series of model

variations within each mass model family. In addition to vary the complexity of the source

(Eq. 5.30), we vary the outer radius of the main masked regions between 4′′.1 (fiducial choice)

and 4′′.3. For the power-law models, we also run the same models replacing the Sérsic profiles

by Chameleon profiles (in F160W band), which are the profiles used in the composite models.

Each model variation is re-optimized two times to estimate the intrinsic scatter in likelihood

values between two identical models.

We objectively combine each model variations using their BIC values, as a proxy for the

Bayesian evidence. The BIC is computed from the set of maximum-likelihood parameters and

corresponding negative log-likelihood value L̂ (Eq. 4.8) as

BIC = k ln Ndata +2L̂ , (5.31)

where k is the number of parameters (linear and non-linear) and Ndata is the number of data

points (i.e. number of pixels within masked regions). The absolute (uncorrected) weight

Wn,abs attributed to a model n with a BICn , with respect to the minimal value BICmin among

the models considered, can be written as

Wn,abs = f (BICn) = exp

(
−BICn −BICmin

2

)
. (5.32)

All BIC values are computed within the same circular mask (4′′.1 radius) to ensure BIC values

are comparable, even if models have been optimized with different masks.

We should not use those directly the weights above because of the sparse distribution of

BIC values over the entire space of model variations. If sparse sampling is not corrected for,

only very few models will contribute to the final posterior distribution, potentially leading
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to underestimated uncertainties. We follow previous works by Wong et al. (2017); Birrer et al.

(2019); Rusu et al. (2020); Shajib et al. (2020) to estimate the intrinsic scatter among BIC values

within a model family. Part of this scatter is due to BIC differences from identical models,

which we call σnumerical
BIC . The other part of the scatter is estimated from differences between

models that only differ in one setting (e.g., nmax, mask radius, perturbers, etc.). We then

combine in quadrature these two contributions to obtain the total BIC scatter:

σ2
BIC =

(
σnumerical

BIC

)2 +
(
σmodel

BIC

)2
. (5.33)

The function of Eq. 5.32 is then convolved with a Gaussian kernel with standard deviation

σBIC to obtain the absolute (corrected) weight W ∗
n,abs, followed by a normalization so that the

maximal relative weight is unity

W ∗
n,abs = h(BICn , σBIC)∗Wn,abs , (5.34)

W ∗
n,rel =

W ∗
n,abs

max
{

W ∗
n,abs

} . (5.35)

The corrected relative weights W ∗
n,rel are used to combine posterior distributions within each

model family (power-law and composite models).

Preliminary modeling results

The best-fit models to the HST data assuming a power-law lens mass distribution are shown

on Fig. 5.14. The model provides a very good description of the imaging data in all bands. The

composite model fits equally well the data with almost identical residuals, although there are

not shown here for conciseness.

We observe that the source light distribution is consistent across the bands and is slightly

offset to the position of the quasar, shown as cross in the right column of Fig. 5.14. The

color composite image of the source reveals that the offset component is bluer than the part

centered on the AGN. Ongoing analyses of resolved spectroscopic data may allow us to better

investigate the properties of the source galaxy (D. Sluse, private communication).

The BIC-weighted joint posterior distributions for both power-law and composite models

are shown on Fig. 5.15. A subset of key quantities are shown: strength of the external shear,

the Einstein radius of the deflector, the radial slope of the mass profile, Fermat potential

differences and time-delay distances (based on preliminary time delay measurements). The

three last quantities are blinded to avoid experimenter bias, following the procedure described

in Sect. 5.2.

Both power-law and composite models are in perfect agreement regarding the time-delay

distance, with slightly larger uncertainties for the latter (similar to previous analyses). All

systems analyzed so far exhibited such an agreement, except for WGD J2038−4008 (not used
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Figure 5.14 – Best-fit power-law model of J1537−3010. Note that the composite model is visually identical. Top
row, left to right: color composite of the multiband data from HST, the model and the de-lensed extended source;
magnification map from the lens model (positions and names of the four quasar images are indicated). Next rows:
single band imaging data, model and masked region, normalized residuals, and source model. The black cross
indicates the position of the quasar within its host galaxy. The while lines in source plane indicate the caustics
(only shown for F160W).

for H0 due to no time delays available) although for this system the disagreement can be

explained by several factors (Shajib et al., 2022, external convergence, flattened core). We

have shown in Millon et al. (2020) that consistency between the two model families, when

both models fit the data equally well, is in favor of a correct mitigation of the MSD. This is

because the physically-motivated composite model is unlikely to be exactly equivalent to an

MST-transformed power-law model. Therefore, there is no evidence for a potential bias due

the MSD for this system, prior to the inclusion of kinematics constraints.

This lensed quasar being sheared in the direction perpendicular to its position (towards the

position of the perturber G2), it is particularly important to investigate possible degeneracies

between the shear strength and other model parameters. When including no perturber in

the lens model (only external shear), we notice a substantial degeneracy between the shear
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Figure 5.15 – Posterior probability distributions for power-law and composite models of J1537−3010, after marginal-
ization within each model family using the BIC. The parameters, from left to right, are: Einstein radius of the closest
perturber (G2), external shear strength and orientation, Einstein radius of the main deflector, logarithmic radial
power-law slope of the mass profile (blinded), Fermat potential differences (blinded), and time-delay distance
(blinded).

and the Fermat potential differences, and a poor agreement between the two model families.

This degeneracy is strongly attenuated by explicitly including G2 in the lens model, although a

clear covariance between the mass of the perturber (θE,G2) and other parameters still remains.

The explicit modeling of perturbers is therefore crucial to relax constraints on the external

shear and obtain consistent posterior distributions between the two model families.

Aside the measurement of Fermat potential differences and time-delay distance, the lens

model allows us to estimated some key properties related the matter content of the lens

galaxy. A subset of useful are reported in Table 5.3. The quantity θE/θeff probes the ratio
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Table 5.3 – Preliminary measurements of lens properties from the lensed quasar J1537−3010. The quoted uncertain-
ties do not reflect the real constraints but represent typical uncertainties associated to each quantity. The effective
radius θeff is measured in the F160W band. The stellar mass is estimated from the SED template fitting based on
HST photometry in the three bands. The dark matter fraction within half the effective radius fDM(< reff/2) and the
M/L ratioΥ (F160W filter) are based on the composite model.

θE (arcsec) θeff (arcsec) θE/θeff log10 M? (M¯) fDM(< reff/2) Υ (hM¯/L¯)

1.41±0.01 1.0±0.2 1.44±0.3 11.3±0.2 0.2±0.1 1.5±0.4

between the enclosed total mass to the enclosed luminous mass, and is relevant in the context

of the hierarchical inference of Birrer et al. (2020). The stellar mass measured from stellar

population fitting is consistent with observations of large elliptical galaxies (e.g., Sonnenfeld

et al., 2015; Oldham and Auger, 2018). The dark matter fraction in the inner parts of the lens

(< θeff/2) is relatively low but consistent with values obtained in the recent re-analysis of

SLACS lenses (Shajib et al., 2021). Finally, the (constant) stellar M/L ratio is averaged within a

square aperture of size 5′′ centered on lens, in the F160W filter. The resulting mean value is

lower than typical values found in previous lensed quasars (e.g., Shajib et al., 2022). However,

a proper comparison requires the two values to be computed in the same wavelength range,

which is not the case since our value is computed in the F160W band, whereas previous works

quote V band values. The ratio we find is lower because the galaxy is more luminous in the

near-infrared than in the optical.

5.6.2 A twin-lens quadruply imaged quasar

The analysis of 2M1310−1714 is similar to the one of J1537−3010 regarding the imaging data

preprocessing, PSF model, and lens modeling assumptions. Therefore, the discussion only

focuses on the specific properties of 2M1310−1714 and preliminary lens modeling results.

Description of the system

This system has been coincidentally discovered by Lucey et al. (2018), after visual inspection

of the Pan-STARRS1 dataset (PS1, Chambers et al., 2016) of Two Micron All-Sky Survey objects

(2MASS, Skrutskie et al., 2006). The initial goal of the authors was to remove problematic

objects that could be confound with multi-component galaxies for the Taipan Galaxy Survey

catalog. They use astrometric offsets between 2MASS and PS1 surveys to generate a catalog,

which led to the visual identification of 2M1310−1714. This system is a rare configuration as

its main deflector is composed of two large luminous red galaxies, that are only separated by

less than 1 arcsec. The resulting Einstein ring has a radius of about 3 arcsec, which makes it

one of the largest separation among galaxy-scale strongly lensed quasars.

A composite color image based on HST imaging data from Cycle 26 (PI: T. Treu) is shown on

Fig .5.16. The central fifth image of the quasar, appearing because of the flattening of the total

mass distribution between the two lens galaxies, is clearly visible. It is unlikely that this feature
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Figure 5.16 – Color composite HST/WFC3 image of the quadruply imaged quasar 2M1310−1714, lensed by two
massive elliptical galaxies that are close in projection (red: F160W, green: F814W, blue: F475X). The FoV is 20
arcsec in both direction. The fifth central image of the background quasar is visible in blue, between the two lens
galaxies.

corresponds to another object in the foreground, as its color, de-magnification and location

are consistent with those of a fifth lensed image.

We also note that the environment of 2M1310−1714 is sparsely populated within a radius

of about 20 arcsec. This is in clear contrast with the field of J1537−3010 (Fig. 5.12), and is

consistent with the rounder Einstein ring (i.e., one expects low external shear).

Preliminary modeling results

We model 2M1310−1714 with power-law and composite models. However, the composite

model can be defined in two ways: each galaxy can be hosted in separate dark matter halos, or

possibly being in a single, bigger halo under the assumption that the two galaxies are merging.

We check for possible signs of interaction between the two galaxies in their light distributions.

If a merger is ongoing, one expects distorted isophotes and or other clear signs of deviations
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Figure 5.17 – Isophote contours of the deflector galaxies of 2M1310−1714, after subtraction of the central image
based on the best-fit power-law model. We see that isophotes do not significantly deviates from ellipticity,
indicating that the two galaxies are not interacting.

from ellipticity. The isophotes in three HST bands, after substraction of the central image, are

shown in Fig. 5.17. We do not observe isophotes consistent with two superimposed elliptical

light distributions, suggesting no sign of clear interactions between the two galaxies. These

galaxies might be located at different redshifts; however, based on the galaxies similarities in

color and morphology, the redshift difference is likely to be very small, irrelevant for lensing.

On that aspect, resolved spectroscopic data from MUSE may allow us to measure the redshift

difference between each galaxy.

Since the non-interaction between the two lenses needs further evidence, we still consider a

model with a single dark matter halo. Overall, we consider the three following model families:

• separate power-law model: each deflector is, individually, described by a radial power-

law mass distribution (PEMD profiles);

• single halo composite model: each galaxy light distribution is assumed to trace their

luminous mass distribution (assuming Chameleon profiles, see Sect. 4.2), but a single

NFW profile is used, roughly centered between the two galaxies;

• double halo composite model: both the luminous and dark components of each galax-

ies are modeled separately, namely with two separate NFW profiles.

All aforementioned models include external shear to model first-order lensing effects not

accounting for by other lens model components.

Out of the three model families, the power-law model provides the best description of the

observation. In particular, only the power-law model accurately reproduces the position of

the central image. Both composite models either incorrectly predict the position of the central

image (offset of the order of a pixel), or predict two additional de-magnified images at the

position of each lens galaxies. These extra image predictions are due to the flattening of the
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Figure 5.18 – Best-fit power-law model of 2M1310−1714. Note that the composite model is virtually identical at the
scale of the plot, although it does not as accurately predict the position of the fifth image. Top row, left to right:
color composite of the multiband data from HST, the model and the de-lensed extended source; magnification
map from the lens model (positions and names of the four quasar images are indicated). Next rows: single band
imaging data, model and masked region, normalized residuals, and source model. The black cross indicates the
position of the quasar within its host galaxy. The while lines in source plane indicate the caustics (only shown for
F160W).

baryonic and dark matter components of the mass model. In the following, we only discuss

power-law models and leave composite models for future work.

The best-fit power-law model is shown in Fig. 5.18. Overall the main features of the system

are well-recovered by the model, in particular the position of quasar images which do not

reveal strong residuals. This shows that the PSF is reasonably well modeled, since either no

residuals are visible (F814W and F475X bands), or observed residuals could be associated with

structures in the quasar host galaxy instead (F160W band).

In the F160W residuals, which has the highest SNR, we see that the source model (Sér-

sic+shapelets) captures the global features of the source, but is unable to capture more lo-

calized features. In particular, we see that the two bright regions in the southern part of the
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Einstein ring are not captured by shapelet functions, leading to blue residuals due to missing

flux in the model (at & 6σ significance). Moreover, increasing the number of functions in the

shapelet basis (i.e., increasing nmax), is unable to improve the model. To verify if these features

are due to missing complexity in the source model, we ray-traced the observed positions of

these bright spots to the source plane, assuming our best-fit power-law lens model. Both

positions map to the same position in the source plane, suggesting that a bright compact

structure in the quasar host, off-centered with respect to the quasar, is not captured by the

model. Adding a single circular Gaussian profile to the source model at the position of the

spot, and re-optimizing model parameters, seems to improve model residuals. In the future,

we will also reconstruct the source using the pixelated model presented in Galan et al. (2021,

2022), and assess the impact of inaccurate modeling of the quasar host on model parameters

relevant for cosmography.

Constraints from the central image

The presence of a central image is expected to provide more constraints on the lens model,

especially in the inner part of the deflector. We quantify these extra constraints using a on

simulated observation of 2M1310−1714 in the F814W filter, as it provides the best combination

of SNR for the central image and the Einstein ring. For simplicity, the source is an elliptical

Sérsic profile, and the lens model the best-fit power-law model presented above. Seeing

conditions and noise properties are similar to the real observation. We ignore contamination

from the light of the two lens galaxies, in order isolate the effect of the central image on the

lens model parameters. The simulation is performed with LENSTRONOMY (Birrer and Amara,

2018; Birrer et al., 2021).

Given the simulated data, we sample from the joint posterior distribution with an MCMC, with

and without a mask on the central image. The resulting marginal distributions for the Einstein

radii and mass density slopes of each lens galaxy are shown on Fig. 5.19. We notice that all

these parameters are constrained to better precision when the central image is included in

the imaging likelihood12. Under the aforementioned simplifying assumptions, the precision

is improved by ∼ 6. Obviously, this precision gain is an upper-limit: with real observations,

it is expected to be smaller because (1) multi-band information provides better precision on

the baseline model (not included the central image), and (2) contamination by the lens light

reduces the contrast of the central image. Nevertheless, this simple experiment shows that

the central image provides extra constraints on key quantities of the mass model, which is

beneficial for improving the precision on the Fermat potential.

12The marginal posterior for external shear is dominated by sampling inaccuracies due the very low shear.
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Figure 5.19 – Posterior distribution of key model parameters with and without constraints from the central image,
based on mock images of 2M1310−1714. From left to right, the parameters are the Einstein radii and powerlaw
slopes of each deflector, and the external shear strength. The precision on each parameter is substantially improved
when requiring the model to reproduce the central image.

5.7 Summary

The time-delay cosmography method, based on the strongly lensed time-varying quasars, is

an independent, relatively direct, and precise method to measure the Hubble constant. After

a presentation of the different ingredients of the method, we presented the current sample

of lensed quasars that provided several measurements of H0. In Millon et al. (2020), as the

first TDCOSMO publication, we looked for systematic errors in the H0LiCOW measurement

from this sample Wong et al. (2019), and did not find evidence for any. We found an excellent

agreement between the two main classes of assumptions regarding the mass distribution of

lens galaxies (power-law and composite), suggesting no bias in the lens modeling step. In

particular, we find H0 = 74.2±1.6 km s−1Mpc−1 for power-law models, from 6 lenses.
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Next, the results to the TDLMC were summarized and discussed (Ding et al., 2021). The

lessons from this blind modeling challenge were various: astrometric requirements, achievable

accurate measurements in case of accurate mass model assumptions, but globally biased if

these assumptions are inaccurate.

Our TDLMC models were then used as a test-bench for the new Bayesian hierarchical inference

framework we proposed in Birrer et al. (2020). This new inference strategy asks the following

question: while we do not find evidence for strong biases in our previous measurements, what

if we relax our assumptions on the mass distribution of lens galaxies, in a way that is maximally

degenerate with H0? In practice, this means that a large fraction of the constraining power of

imaging data is transferred to stellar kinematics data instead. With these new assumptions and

the data in hand, we find we find H0 = 74.5+5.6
−6.1 km s−1Mpc−1 using lensed quasar only, and

H0 = 67.4+4.1
−3.2 km s−1Mpc−1 by combining all available data sets, including a set of 33 non-time

delay lenses. The increasing uncertainties reflects the lack of constraining kinematics data

currently available, but could also hide inconsistencies between the two lens samples.

Finally, the preliminary lens modeling results of two lensed quasars has been presented. One

of them, 2M1310−1714, is particularly interesting as it features two almost identical lens

galaxies and a well-visible central fifth image of the lensed quasar, offering extra constraints

on the lens potential, which is one of the required ingredients for a precise determination of

the Hubble constant.
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6 Conclusion

This work focused on the modeling of strong lens imaging data, and explored novel techniques

to go beyond the standard assumptions regarding the luminous and dark content of galaxies.

These techniques can either be used to complement traditional models, like in Galan et al.

(2022) for modeling deviations to smooth elliptical mass distributions or standalone, like in

Galan et al. (2021) for the high-resolution reconstructed of lensed galaxies.

While in the past, lens models with a large number of degrees of freedom were prohibited—

firstly because the data did not require those, secondly because of the computational burden

they implied—the situation is drastically different today. Many works demonstrated that deep

neural networks, which are by far the most complex models one can conceive (with many

tens of thousands of neurons), can be run within a few minutes to obtain parameter values

with uncertainties (e.g., Schuldt et al., 2022, and references therein). However, this strategy

comes with a cost: designing training sets is a subtle exercise and our ability to understand

what neural networks learn is difficult, albeit essential for a successful application to actual

observations.

Nevertheless, the fast development of deep learning techniques provides us with a promising

tool: differentiable programming. This framework offers, in my opinion, the right compromise

between fast but trained models, and standard but too simplistic models. In Galan et al. (2022),

I showed how differentiable programming can be used to increase modeling complexity in

a controlled fashion with multi-scale techniques. Applying such techniques to current and

future observations will allow us to learn more about the degrees of freedom needed to be

considered for accurate measurements of galaxy properties.

The question of lens model complexity has many implications, and many efforts are ongoing

to answer it. The bulge-halo conspiracy, this curious combination of the baryonic and the

dark matter components in massive elliptical galaxies, has been a solid argument in favor of

relatively simple mass distributions (e.g., Dutton and Treu, 2014). With improved modeling

techniques, recent analyses hint at possible deviations from pure radial power-law density

profiles (e.g., Shajib et al., 2021; Etherington et al., 2022b). While this problem is tightly linked
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to our understanding of the various physical processes at play within elliptical galaxies, it

could also directly impact cosmological applications in the context of the Hubble tension.

Our new time-delay cosmography framework now jointly infers the Hubble constant and

the mass density profile of lensing galaxies. While the density profile is mostly constrained

by resolved stellar kinematics data, the inference still depends on which properties of the

mass distribution we are able to robustly infer from strong lensing data. Should we add more

freedom in the radial or the azimuthal direction in our lens models? The question is still

unanswered, but current imaging data seems sufficient for being sensitive to both of these

structures (e.g., Millon et al., 2020; Powell et al., 2022). The role of the source model, known

to be intricate to the lens model but often left aside, is worth exploring simultaneously (e.g.,

Vernardos and Koopmans, 2022).

Strong gravitational lensing has always been fascinating, from its first theoretical predictions

to the countless scientific results it has provided. Today, I feel that we live in a golden era

in which instrumentation and telescopes are powerful enough to reveal how complex the

lensing objects and the lensed objects are, not only their visible morphology but their hidden

gravitational field as well. The Hubble Space Telescope (HST) has already observed hundreds

of strong lenses for studying the formation and evolution of galaxies, the properties of dark

matter and measuring the expansion rate of the Universe. Interestingly, we are not done yet

with HST observations, and I am particularly excited by the recent discoveries of many new

highly resolved strong lenses in archival data reported by Garvin et al. (2022). Moreover, in

the upcoming months, the James Webb Space Telescope (JWST) will open new perspectives

through its high-resolution window at redder wavelengths and will undoubtedly lead to many

advances.
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A Additional content

A.1 Inpainting the lens light in SLACS lenses

The overlap between the lensed source and the lens surface brightness is one of the challenges

to overcome to obtain an accurate lens model. It is common practice to model the lens light

with one or several smooth profiles, such as elliptical Sérsic profiles. However, these simple

profiles can lead to poor fit if the light distribution deviates from smoothness or asymmetry,

or if the lens lens is more complex than a large elliptical galaxy. Moreover, the lens light

model often leaves strong residuals near the lens center where the SNR is higher, which may

bias the model at larger radii, including at the position of the lensed arcs where the model is

critical. Based on simple tests on simulated data, we noticed that an inaccurate modeling of

the lens light at the position of the arcs can bias lens model parameters up to several percents,

depending on the configuration and data quality.

We propose a novel model-independent method to model the lens light at the position of

the lensed features and improve its subtraction from the data for further modeling of the

source. Based on a pixelated model of the source from a preliminary lens model (obtained

with HERCULENS, Galan et al., 2022), we create a binary mask for the arcs by thresholding

the source model and map it to the image plane. Then, we use inpainting regularized with

wavelets and sparsity constraints based on the unmasked light distribution to predict the lens

light within the mask, without using any analytical profiles. The inpainting algorithm is based

on PYSAP1 (Farrens et al., 2020). Finally, we subtract the inpainted model from the observation

to obtain the lensed features only. The lens-subtracted “data” can be used to refine the lens

model, including the de-lensed source surface brightness. The resulted inpainted model and

lensed arcs are shown in Fig. A.1, for three lenses from the SLACS sample (Bolton et al., 2006).

Note that, despite not being shown here, the inpainting also provides a pixelated model of the

lens light over the entire FoV (not only within the masked regions). This method is still under

development, but it has the potential to improve the modeling of the lens light distribution.

1https://github.com/CEA-COSMIC/pysap
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Figure A.1 – Lens light subtraction using wavelet inpainting, applied to three HST observations of SLACS lenses.
First column: ACS/F555W imaging data with mask boundaries indicated in dashed lines and system’s name on
the top left corner. Second column: inpainted model of the lens light within the mask. Third column: full light
distribution, as a composite of the data and the inpainted model. Last column: lensed arcs after subtracted of the
lens light model.

The next step is a careful quantification of the accuracy gain on the final lens model, compared

to more traditional approaches.

A.2 Why many model parameters are non-linear

This is a short pedagogical discussion about lens modeling. Originally part of Chapter 4, I figured it did

not fit well in the last version of the dissertation. Maybe some readers will find it interesting, so here it is!

When modeling a gravitational lens, the set of model parameters can be split in two groups:

linear and non-linear parameters. On the one hand, the model is linear with respect to the

source and lens light: any change in surface brightness values propagates linearly to the

image model2. On the other hand, this model is non-linear with respect to the lens potential,

alternatively to the mass distribution of the lens (e.g., Eq. 2.8 or Eq. 2.10), due to the non-

linearity of the lens equation.

To visualize this, let us consider a slight displacement of the source plane and examine its im-

pact on the resulting image, as shown on Fig. A.2. If the source is far from a high-magnification

2However, the source and lens surface brightness values may depend non-linearly on other parameters (e.g.
when described via analytical function).
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Figure A.2 – Effect of a non-linear model parameter—here the source position—on the model image. Left panels:
zoom in the source plane, with initial position and arrows showing a small displacement of the source galaxy.
Middle panels: model image for the initial source position. Right panels: model image after source displacement.
The first rows a specific displacement of the source within the diamond caustic of the lens. The second rows show
the same displacement, this time chosen such that it crosses a caustic. Despite the same source displacements,
the resulting lensed features are very different: symmetry inversion along the horizontal axis (top row), or disap-
pearance of two images. Similar effects can be obtained by varying other-non linear parameters of the lens model.
In contrast, a change in the source amplitude has only linear effects on the image. Images were generated with
LENSTRONOMY (Birrer and Amara, 2018; Birrer et al., 2021).

region, smoothly moving it in the source plane will not large changes in brightness but can

significantly affect the image configuration. Furthermore, if the same displacement of the

source is close to a high-magnification region (typically close to a caustic), the lensed image

drastically changes. These different impacts of ψ, s, and ` on the model are important factors

to consider when designing lens modeling algorithms.
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B Additional publication

B.1 Source finding for next generation radio surveys

The Square Kilometer Array (SKA) will provide an unprecedented sky coverage of in the radio

wavelengths. One of the core goal of the project is to probe the formation of the very first

galaxies, whose weak emissions are only visible via an immense collecting area. The science

questions that SKA will help answering range from galaxy evolution, dark matter, cosmic

magnetism, extraterrestrial life, and tests of general relativity and cosmological models in

general.

In particular, the SKA will probe emissions from the so-called 21cm line, which results from

the spin-flip transition of elections in neutral hydrogen atoms (HI). These emissions are one of

the only windows on the Dark Ages of the Universe that started after recombination and ended

at the re-ionization epoch (Fig. 1.2). The 21cm line is now observed in the radio wavelengths

due to the cosmological redshift. The Dark Ages period is assigned to the first generation of

stars, dwarf galaxies, large-scale structures and possibly the first quasars that eventually led to

their surroundings re-ionization.

SKA will provide the largest quantity of astronomical data ever produced. To prepare the

community to handle such a large data set, the SKA Observatory has organized a series

of Science Data Challenges (SDC) to test and develop new analysis methods. The second

challenge of the series (SDC2) involves finding and characterizing HI sources in simulated

SKA observations in the mid-frequency range (SKA-mid).

The EPFL team, led by E. Tolley, participated in the SKA-SDC2 and developed a full source de-

tection and characterization pipeline. Called LiSA for LIghtweight Source finding Algorithms1,

it is publicly available and fully written in Python. The pipeline is composed of efficient algo-

rithms to process and analyze large 3D spatial and spectral data cubes. Team members A. Peel

and myself developed the denoising part of the pipeline. We applied the techniques presented

in Chapter 3 of this thesis to implement an efficient 3D denoising algorithm. More specifically,

1https://github.com/epfl-radio-astro/LiSA
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our denoising strategy is based on sparsity constraints and the 2D-1D wavelet transform

(Starck et al., 2009) to self-consistently take into account the spectral+spatial nature of the

data, and significantly improve noise removal compared to traditional 2D algorithms. We

show that the true positive rate of source detection is improved by up to 20% by the denoising

algorithm, while maintaining the same false positive rate.

The full LiSA pipeline is described in Tolley et al. (2022, accepted), which is also attached

below for convenience. In particular, we refer to figure 5 of our paper for an illustration of

the 2D-1D wavelet transform and figure 9 for the resulting improvement regarding the source

detection rate.
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Abstract

Future deep HI surveys will be essential for understanding the nature of galaxies and the content of the Uni-
verse. However, the large volume of these data will require distributed and automated processing techniques.
We introduce LiSA, a set of python modules for the denoising, detection and characterization of HI sources
in 3D spectral data. LiSA was developed and tested on the Square Kilometer Array Science Data Challenge
2 dataset, and contains modules and pipelines for easy domain decomposition and parallel execution. LiSA
contains algorithms for 2D-1D wavelet denoising using the starlet transform and flexible source finding us-
ing null-hypothesis testing. These algorithms are lightweight and portable, needing only a few user-defined
parameters reflecting the resolution of the data. LiSA also includes two convolutional neural networks de-
veloped to analyse data cubes which separate HI sources from artifacts and predict the HI source properties.
All of these components are designed to be as modular as possible, allowing users to mix and match different
components to create their ideal pipeline. We demonstrate the performance of the different components of
LiSA on the SDC2 dataset, which is able to find 95% of HI sources with SNR > 3 and accurately predict their
properties.

Keywords: methods: data analysis, techniques: image processing

1. Introduction

Neutral hydrogen (HI) is the most abundant el-
ement in our Universe, and observations of its 21-
cm (1420.4 MHz) radiation (Van de Hulst, 1945) are
essential to understand galactic structure, the distri-
bution of dark matter in galaxies, and galactic envi-
ronmental interactions (Muller and Oort (1951), Ru-
bin et al. (1980)). The sensitivity of current instru-
ments has limited HI survey depths to up to z ∼ 0.5
(van der Hulst and de Blok, 2013). However, the
Looking At the Distant Universe with the MeerKAT
Array (LADUMA) survey will be able to detect HI
emission out to z ∼ 1.4 (Holwerda et al., 2011), and
surveys by the Square Kilometer Array Observatory

(SKAO)1 will be able to push HI surveys even fur-
ther (Scaife, 2020). As a groundbreaking observa-
tional facility, the SKAO introduces new astrophysi-
cal, computational, and data analysis challenges. In
particular, the unprecedented amount of imaging data
anticipated from SKA extragalactic HI surveys will
require fully automated detection and characterisa-
tion of galaxies with minimal manual intervention.

HI survey data is three dimensional: the HI sig-
nal emitted by matter is mapped as a function of its
position on the sky Doppler-shifted HI 21 cm emis-
sion. While a variety of different tools and tech-
niques exist for radio source detection in 2D imaging
data (AEGEAN, Hancock et al. (2012); ProFound,

1https://astronomers.skatelescope.org/
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Robotham et al. (2018); pyBDSF (Mohan and Raf-
ferty, 2015) and 1D spectroscopy (GANDALF; Sarzi
et al., 2017), source finding in 3D is more compli-
cated and comparatively limited. One popular tool is
the SoFiA application (Serra et al., 2015), which pro-
vides a selection of algorithms for data filtering and
source finding in 3D data. However, SoFiA requires
the user definition of over 100 parameters, making it
difficult to converge on the correct setting for optimal
performance. In the SKA Science Data Challenge
2, over five teams used SoFiA to analyse the same
dataset but achieved drastically different results due
to different parameter choices.

Here we present the LIghtweight Source finding
Algorithms LiSA2, a python HI source finding library
for next generation radio surveys. As a python li-
brary, LiSA is highly portable and easy to install com-
pared to C++ applications. LiSA can analyse in-
put data cubes of any size with pipelines that au-
tomatically decompose data into different domains
for parallel distributed analysis. For source finding,
the library contains python modules for wavelet de-
noising of 3D spatial and spectral data, and robust
automatic source finding using null-hypothesis test-
ing. The source-finding algorithms all have options
to automatically choose parameters, minimizing the
need for manual fine tuning. Finally, LiSA also con-
tains neural network architectures for classification
and characterization of 3D spectral data.

LiSA was developed for and tested on the second
SKAO Science Data Challenge3 (SDC2). In this pa-
per we document the different algorithms contained
in LiSA, describe the pipeline developed for the chal-
lenge, and show the performance on the SDC2 dataset.
The runtime and memory consumption of the differ-
ent modules are shown in Figure 1 for one example
domain.

2. Data

The SKAO organizes periodic science data chal-
lenges to prepare the radioastronomy community for
the scale of SKA data and drive the development of
new analysis techniques. SDC2 involved finding and

2https://github.com/epfl-radio-astro/LiSA
3https://sdc2.astronomers.skatelescope.org/
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Figure 1: Average runtime and memory consumption of the
different LiSA modules evaluated on a single ∼ 40 MB
domain. The denoising module is the most time- and

memory-intensive stage of the pipeline.

characterizing HI sources in a simulated spectral data
cube representing a 2000 hour SKA MID spectral
line observation up to z = 0.5. The scale of the data
is comparable to other HI surveys by SKA precursors
such as the DINGO and WALLABY surveys (Duffy
et al. (2012)), but with finer spatial resolution reflect-
ing the improved angular resolution of SKA-1 Mid.

The spectral data cube covers a 20 square de-
grees area and bandwidth of 950–1150 MHz band-
width (redshift range 0.235–0.495), with dimensions
5851 × 5851 × 6668 voxels in (RA, Dec, frequency).
The data have a spatial resolution of 7 arcsec, result-
ing in a spatial sampling of 2.8 arcsec, and a fre-
quency sampling of 30 kHz. as a consequence, the
vast majority of HI sources are nearly unresolved in
the spatial dimension but highly resolved in the fre-
quency space. In addition to noise and PSF effects,
the data contain artifacts from imperfect continuum
subtraction and simulated Radio Frequency Interfer-
ence (RFI) flagging.

This full dataset was complemented by a smaller
development dataset of 1286 × 1286 × 6668 voxels
and accompanying truth catalog for training and val-
idation purposes. In addition to HI source position,
the truth catalog also contained information about the
line flux integral, HI size, line width, inclination an-
gle, and position angle of HI source. Distributions
for these different variables are shown in Figure 2.
Most of the sources in the dataset have a very low
SNR, as shown in Figure 3.
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Figure 2: Properties of HI sources in the development dataset.
There are comparatively fewer sources with high line flux
integral, HI size, line width, or small inclination angle.
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Figure 3: SNR as a function of integrated line flux for sources
in the development dataset.

3. Domain Decomposition

At almost 1 TB in size, SDC2 dataset is too large
to be read into system memory and must be pro-
cessed in pieces. The LiSA pipeline developed for
the challenge (shown in Figure 4) subdivides the in-
put cube into different domains, processes each do-
main separately, and then concatenates all domains
to create the final catalog.

The domain decomposition subdivides the input

data along the spatial coordinates and overlaps do-
mains with a configurable border size. The border
region is not used for the source finding steps to mini-
mize the double counting of sources at domain edges.
However, the border region is used for the source fil-
tering and source characterization steps, so that all
of the voxels associated with a source can be used
to predict its properties. For running over the SDC2
dataset we used a border size of 15 voxels, chosen
to be twice as large as any of the HI sources in the
truth catalog. To achieve a short turnaround time,
we chose to decompose the data cube into 3025 do-
mains, resulting in a domain size of 97 × 97 × 6668
voxels.

These domains are provided to other modules in
LiSA via the DomainReader interface, through which
the algorithms can query or otherwise manipulate the
domain data.

4. Wavelet Denoising

4.1. 2D-1D wavelet denoising
We describe a given three-dimensional data cube,

or domain, with the following model

Y = X + N, (1)

where X is the noiseless data cube, and N is a data
cube that contains only noise. Our goal is to recover
X from the (noisy) observation Y , a task known as
denoising.

Numerous methods for denoising have been de-
veloped4, including techniques based on total varia-
tion (Rudin et al., 1992), low-rank minimization (e.g.
Ji et al., 2010), and deep learning (e.g. Zhang et al.,
2017). One of the most studied and now widely em-
ployed methods for denoising a signal is based on
wavelets. Wavelet denoising is known to success-
fully remove noise while preserving features of the
true signal regardless of their spatial scales (e.g. Choi
and Baraniuk, 1998; Combettes and Pesquet, 2004).
The method relies on the wavelet transform com-
bined with sparsity constraints as prior knowledge.
Similar to a Fourier transform, a wavelet transform

4See Fan et al. (2019) for a recent review of denoising meth-
ods.
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Figure 4: Schematic overview of the LiSA pipeline developed for SDC2. Components of LiSA are shown in white, and input,
output, and intermediate data products are shown in blue. This pipeline 1) splits an input data cube into different domains, 2)
denoises the data, 3) uses the denoised data to find source candidates, 4) then uses the source candidate positions to extract

subcubes of the original data around each source, 5) filters the sources with a classification CNN, and finally 6) predicts the source
properties with a regression CNN.

offers a decomposition of a signal with respect to
a suitable basis. However, while the Fourier trans-
form only retains frequency information of the origi-
nal signal, a wavelet transform gives coefficients that
encode both the frequency and the spatial location of
features. Such a multi-scale decomposition, if care-
fully designed, can lead to a compressed represen-
tation of the original signal5. A transformed sig-
nal that only contains a small number of non-zero
coefficients—which is our assumption here—is said
to be sparse in wavelet space. Noise, however, is by
definition far from being sparse. When a given signal

5Similar to the Fourier decomposition of a periodic signal.

is degraded by noise, many additional non-zero coef-
ficients propagate to the various wavelet scales, lead-
ing to a less sparse version of the underlying signal.
It is therefore very natural to use sparsity and multi-
scale properties of wavelets for denoising, by enforc-
ing the model to be as sparse as possible in wavelet
space in order to remove the noise contribution from
the observation and to retrieve the underlying signal.

Here we use the full 3D information to ensure re-
liable denoising and to improve the subsequent source
detection over the entire domain. Compared to de-
noising each 2D spatial slice independently, treat-
ing the full data cube at once allows us to leverage
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correlations between spatial and spectral dimensions,
which carry important information about the over-
all shape of the sources. An additional benefit is
that the spectral dimension is also denoised in the
process. Therefore, we aim for a denoising strat-
egy that capture the full 3D information while tak-
ing into account the very different nature of each di-
mension, which are in our case 2D spatial and 1D
spectral dimensions. The 2D-1D wavelet transform
introduced by Starck et al. (2009) is thus the optimal
choice here, as it has proven effective at denoising
spatio-temporal data (Jiang et al., 2015) as well as
spatio-spectral data (Flöer and Winkel, 2012). We
show in Figure 5 a schematic representation of the
2D-1D transform that illustrates the multi-scale de-
composition.

Given that sources exhibit very different spatial
morphologies from their spectral ones, different wavelet
functions are used to decompose the spatial and spec-
tral dimensions. For the 2D spatial dimension, we
use the Isotropic Undecimated Wavelet Transform,
also known as the starlet transform (Starck and Murtagh,
2006; Starck et al., 2011). The starlet transform has
been designed to provide sparse representations of
astronomical objects that are known to be isotropic
or at least composed of many isotropic features that
span various spatial scales (e.g. dark matter distribu-
tions in galaxy clusters, complex galaxy light distri-
butions, Peel et al., 2017; Galan et al., 2021). In the
case of unresolved sources, we also expect a sparse
representation in starlet space, as the corresponding
signal is sparse even in direct space, and is in general
close to being isotropic (though to what extent de-
pends on the shape of the PSF). For the 1D spectral
dimension, we use the decimated Cohen-Daubechies-
Fauveau (CDF) 9/7 wavelet transform (Cohen et al.,
1992), which is particularly suited for denoising ap-
plications (Vonesch et al., 2005), including in com-
plement to the starlet transform in 2D-1D schemes
(Jiang et al., 2015).

4.2. The inverse problem
The problem defined by Eq. 1 is an inverse prob-

lem, where we seek to retrieve X from a noisy obser-
vation Y . In general, it can be formulated as mini-
mization problem, where the optimal solution X cor-
responds to the minimum of a loss function. In the

case of wavelet denoising, the loss function to be
minimized is (e.g. Starck et al., 2011)

L(X) =
1
2
||Y − X||22 + λ||Φ⊤X||1 + ı≥0(X), (2)

where the first term on the right-hand side enforces
data fidelity, while the remaining two terms serve
to regularize the solution by encoding prior knowl-
edge of the solution and avoiding over-fitting. The
first regularization term is the sparsity constraint in
wavelet space that facilitates the denoising. We also
enforce a positivity constraint with the second regu-
larization term. Φ⊤ is the full 2D-1D wavelet trans-
form operator described above, |X|1 is the ℓ1-norm
that promotes the sparsity of wavelet coefficients, and
λ is the regularization strength. The positivity con-
straint is the indicator function ı≥0(X) that returns
zero if its argument has no negative coefficients and
is infinitely large otherwise.

Neither regularization term in Eq. 2 is fully dif-
ferentiable with respect to X, preventing us from us-
ing simple gradient descent strategies to minimize
L(X) directly. Instead, we rely on the formalism of
proximal operators (Moreau, 1962; Combettes and
Pesquet, 2011), which allows us to combine gradi-
ents of the differentiable data-fidelity term with sep-
arate corrective operators that apply the regulariza-
tions at each step of the minimization. The proxi-
mal operator for ı≥0 is simply a projection onto the
positive axis, Proj≥0(X), along each dimension. In
contrast, the proximal operator of λ||Φ⊤X||1 does not
have an explicit form, and more complex strategies
(e.g. forward-backward algorithms, Combettes and
Wajs, 2005) are often used in order to retain specific
mathematical properties. In our case, we circumvent
this issue by considering the proximal operator of
λ|X|1 instead, which is simply the soft-thresholding
operator, STλ(X) (Combettes and Pesquet, 2011). This
operator shrinks the amplitude of the coefficients by
an amount λ and sets to zero all coefficients that have
an absolute value smaller than λ. We then apply
the operator STλ to the wavelet coefficients of X,
and apply the reconstruction operator Φ to recover
the (thresholded) domain in direct space. Although
there exist algorithms that do not rely on this approx-
imation (e.g. Cong Vu, 2011), they require possibly
costly sub-iterations to converge to the true proximal
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Figure 5: Visualization of the 2D-1D wavelet transform used as a regularization our denoising algorithm. The full transform leads
to a multi-scale decomposition in both spatial and spectral dimensions, which is then used in conjunction with a sparsity constraint

to allow the efficient separation of true features from noise.

operator. We found that our non-iterative solution
does not significantly alter the results while remain-
ing computationally efficient.

4.3. Strength of denoising
The parameter λ in Eq. 2 effectively controls the

strength of the regularization (the thresholding level)
and must be well chosen to ensure reliable denoising:
a value too high leads to strong denoising with the
risk of removing true sources from the data, whereas
a value too low leads to incomplete removal of the
noise. To objectively set the value of λ, we use the
statistical properties of the data noise that we esti-
mate in wavelet space (e.g. Starck et al., 2011).

Due to the sparse sampling of the visibility space
and the process used to convert the observed visibil-
ities to direct space (CLEAN algorithm), the data is
expected to be spatially correlated in both spatial and
frequency dimensions. We estimate the noise stan-
dard deviation in the first 2D scale of the wavelet de-
composition, which isolates spatial scales over which
the noise dominates the signal. As the noise is vary-
ing along the frequency axis, we perform the mea-
surement for each 1D wavelet scale j (i.e. along

the frequency axis) independently. We use the me-
dian absolute deviation6 (MAD), which is more ro-
bust to outliers compared to the usual standard devi-
ation, and convert it to obtain the Gaussian standard
deviation of the noise for the first 2D scale i = 1,
σ

(1, j)
Φ
= 1.48 × MAD(1, j)

Φ
. Under the assumption of

normally distributed noise, σ(1, j)
Φ

can be analytically
rescaled for each of the remaining 2D wavelet scales
i > 1 to obtain the full estimation of the noise stan-
dard deviation σ(i, j)

Φ
within each 2D and 1D wavelet

scale (i, j).
The thresholding level λ is then computed inde-

pendently for each 2D-1D wavelet scale as λ(i, j) =

kσ(i, j)
Φ

, where k is a scalar that controls the statistical
significance of the denoised sources, usually set be-
tween 3 and 5 to ensure high-enough detection levels
(Starck et al., 2011). In this work, we set k = 5, lead-
ing to denoised domains containing sources detected
at the “5-σ” significance level.

We note that the noise estimation algorithm pre-
sented above only takes into account correlated noise
along the frequency axis. We implemented in LiSA

6The MAD of a signal x is MAD(x) = median( | x −
median(x) | ).
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a modified version that takes into account spatially
correlated noise, by estimating the noise in each 2D
wavelet scale using an iterative scheme. However,
we noticed slightly worse results in terms of false
source detection rate, hence we do not discuss those
results in the present paper.

4.4. Algorithm
The steps of our 2D-1D wavelet denoising are

summarized in Algorithm 1, that we use to approach
the minimum of the loss function in Eq. 2.

We note that an iterative version of the above
algorithm exists, which can, for example, progres-
sively decrease the regularization strength or apply a
re-weighting ℓ1 scheme to reinforce the sparsity con-
straint (Candès et al., 2007). However, we rely on
the single-step algorithm as it offers a good compro-
mise between a computation time and significant im-
provements regarding the source detectability. We
quantify these improvements later in Sect. 5.2.

This algorithm is similar to that of Flöer and Winkel
(2012), where the authors also implemented a 2D-1D
wavelet denoising algorithm and applied it to spec-
troscopic imaging surveys. There are a few differ-
ences with our method, however: (1) they used the
starlet transform along the spectral dimension as well
as in the spatial domain, (2) they only considered
smallest scale of the full wavelet decomposition for
detecting compact sources, and (3) they applied the
positivity constraint in wavelet space as opposed to
direct space. Although it would be interesting to test
the effect of their assumptions on our problem, im-
plementing and thoroughly testing different versions
of the denoising algorithm is outside the scope of this
paper.

4.5. Denoised domains
We show in Figure 6 the result of our denoising

method on sources with significantly different line
flux integral value (100 and 60 Jy Hz). The denoising
procedure significantly improves the signal-to-noise
ratio by a factor of 5 for HI sources. However, the
denoising causes some amount smoothing of small-
scale features, which is expected. Therefore, we do
not rely on the denoised data for source characteri-
zation steps. The wavelet denoised data is therefore

used as an input only to the source-finding step, but
not for the source classification or characterization.

5. Likelihood-based Source Finding

The goal of the source-finding module is to re-
liably identify which regions of the data cube cor-
respond to an HI source. Traditional 3D HI source
finding algorithms search for local maxima in the
dataset which have been smoothed by 3D kernels
(Serra et al., 2012). However, these strategies are
sensitive to frequency-dependent variations in the noise
level.

We developed a null hypothesis testing (NHT) al-
gorithm to find sources in data cubes. This algorithm
works by which building a model for the noise in
each frequency slice and comparing the model to ob-
served data.

5.1. Defining the Null Hypothesis
The SDC2 dataset contains Gaussian instrumen-

tal noise, RFI noise, and noise approximating the
dirty image created by the instrument PSF. We found
that the noise in each channel of the development
dataset was well-modeled by the Gaussian probabil-
ity density function PGauss(x, µ, σ), where x is the flux
measurement. An example fit for the 995 MHz fre-
quency slice is shown in Figure 7a. While the 2D-
1D wavelet denoising removes the vast majority of
noise in the dataset, some residual fluctuations still
remain. The distribution of these fluctuations takes
the form of a skewed Gaussian distribution, and is
well-modeled by the approximate Landau distribu-
tion:

PLandau(x, s, f ) =
1

f
√

2π
exp

{
− (x − s)/ f + e−(x−s)/ f

2

}

(3)
where x is the flux measurement, s is a shift parame-
ter, and f is a scaling parameter. The result of this fit
is shown in Figure 7b. These two distributions form
the basis of the NHT method.

Due to frequency-dependent effects such as RFI
and variation in the primary beam size, the noise pa-
rameters are calculated separately for each frequency
channel index k, yielding a distinct noise model for
each frequency channel with best-fit set of parame-
ters αk, where αk = (µk, σk) in the original data and
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Algorithm 1: 2D-1D wavelet denoising algorithm used in LiSA.

Data: 3D domain extracted from the full data cube (Y in Eq. 1)
Result: Denoised domain

Function Denoiser2D1D(Y):
Initialize X ;
Compute threshold λ based on estimated noise levels σ(i, j)

Φ
(see Sect. 4.3) ;

Gradient update (data-fidelity term in Eq. 2): X ← X + (Y − X) ;
Sparsity constraint in wavelet space (second in term in Eq. 2): X ← Φ [

STλ(Φ⊤X)
]

;
Positivity constraint (last in term in Eq. 2): X ← Proj≥0(X);
return Denoised domain X;

Source with line flux integral = 185 Jy Hz Source with line flux integral = 57 Jy Hz

Figure 6: Wavelet denoising applied to two sources, a bright source with an integrated line flux of 185 Jy Hz (left), and a dimmer
source with an integrated line flux 57 Jy Hz (right). Projections of the original data are shown in the top row, and projections of the

denoised data are shown in the bottom row.
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(a) Distribution of noise in one frequency slice of the original (noisy) data cube
fitted with Gaussian model.
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(b) Distribution of noise in one frequency slice of the 2D+1D denoised data cube
(k = 3) fitted with Landau model.

Figure 7: Example of fitting of the noise values in one frequency slice at 995 MHz using two different models for the noisy and
2D+1D denoised data cube. In blue, the histogram of all the voxel value in one frequency slice, i.e. the space plane associated to

one frequency. In orange, the fit of these histograms using the two models.
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αk = (sk, fk) in the denoised data. In a single fre-
quency channel, the likelihood of the null hypothesis
H0 given an observation xk is:

L(H0|xk) = P(xk|αk) (4)

However, each individual HI source spans more that
a single frequency slice. We use a joint likelihood to
construct the null hypothesis for a range of frequency
channels:

L(H0|x) =
N∏

k=0

p(xk|αk) (5)

We choose N so that the joint likelihood is evalu-
ated over 200 voxels in the SDC2 pipeline, which is
much larger than any HI source in the development
dataset. This joint likelihood measures the consis-
tency of the observed data xk with the expected noise
model described by parameters αk in each channel.
If one or more channels have flux values larger than
expected from noise, L will be small. Because L
evaluates the flux relative to expected parameters, it
is robust to any channel-dependent effects; a channel
with RFI will only have a small L if the observed
flux is much higher than the noise caused by RFI. L
is used to accept or reject the null hypothesis. The
source finding strategy proceeds as follows:

1. The frequency channels are combined to im-
prove SNR. We rebin the frequency axis by a
factor of 10, which corresponds to the average
line width of sources in the development data.
This change results in frequency channels with
sampling 300 kHz or 86 km s−1 at 1050 MHz.

2. Noise model parameters αk are evaluated in
each frequency bin k.

3. At each point in (RA, Dec), the sliding joint
likelihood is calculated along the entire fre-
quency domain (950 MHz to 1150 MHz).

The smaller the joint likelihood L, the more likely it
is that the data xk are associated with an HI source in-
stead of noise. Figures 8a and 8b shown the compar-
ison between the flux at a random angular position
(i.e. pure noise), the flux for an HI source, and the
corresponding likelihoods. A likelihood threshold T

must be chosen such that data xk with L < T are HI
sources. Thus the final step of source finding is:

4. If one of the joint likelihoods is smaller than
some threshold T , the null hypothesis will be
rejected and the position will be considered as
a source candidate.

The choice of this threshold drastically impacts
the performance of the source finding procedure. LiSA
contains a function to evaluate this T automatically
using the development dataset. It evaluates all of the
likelihoods L on random sections of the data cube,
which are highly likely to be noise, plots the distri-
bution of likelihoods, and chooses a threshold which
should eliminate 99.7% of false sources. However,
users may also supply their own choice for T depend-
ing on their desired performance.

5.2. True and False Positive Rates
For the full SDC2 pipeline, T is chosen by eval-

uating the Receiver Operating Characteristic (ROC)
of the source finder on the development dataset. We
evaluated the performance of the source finding pro-
cedure on both the original and denoised data. All
NHT parameters are kept the same except for the
function choice.

Figure 9 shows the NHT performance for both
the datasets for a variety of threshold choices and
different HI source brightnesses. The performance
is strongly improved by denoising the dataset. The
true positive rate for the sources in the brightness
ranges above 60 Jy Hz were both improved to a per-
fect classification. For dimmer sources with inte-
grated line flux from 20 Jy Hz to 60 Jy Hz, the re-
sults also increased, the true positive rate improved
from less than 10 % to about 40 % while keeping the
same 10 % false positive rate. Finally for the sources
with brightness under 20 Jy Hz, no improvement is
observed. In the end, the denoising process shows
an overall improvement of 10 % to 20 % for the true
positive rate at equivalent false positive rate. The fi-
nal pipeline used a threshold of T = 12 on the de-
noised dataset as, based on the ROC curves, it corre-
sponds to the elbow of the curves .i.e. high true pos-
itive rate for low false positive rate. Different thresh-
old were tested. Decreasing it improves the purity of
the catalogue, at the cost of less sources found. On
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(b) Source with integrated line flux above 100 Jy Hz

Figure 8: Flux and its associated log-likelihood for some frequency range for (a) a random position in space (noise) and (b) a
source of integrated line flux above 100 Jy Hz. In the top plot, one has the flux for binnings of 300 kHz and 30 kHz, and the mean

and standard deviation of the pdf. At the bottom, the joint likelihood over 1200 kHz is shown.

the other hand, increasing it will reduce the purity
while increasing the number of sources in the cata-
logue. The choice of T = 12 for the threshold is
reasonable compromise.

5.3. Comparison to SoFiA
We also compare the performance of the null-

hypothesis source finder to the Source Finding Ap-
plication SoFiA (Serra et al. (2015)), which was used
by several other teams in the SDC2 challenge. We
ran the SDC2 SoFiA team’s pipeline7, but without
the additional cleaning step to remove false positives
to have a direct comparison of the source finding al-
gorithms.

Figure 10 shows the comparison of completeness
for different brightness ranges. The null hypothesis
finding has better completeness at higher brightness,
but the performance decreases with respect to SoFiA
at lower brightness. Regarding the total complete-
ness, the NHT is at 9.14 % and SoFiA is at 13.93 %,
due to much more sources at lower brightness as shown
in Figure 2.

6. Source Filtering & Characterization

6.1. Convolutional Neural Networks
Deep neural networks are well known for their

capability as universal function approximators, and

7https://github.com/SoFiA-Admin/SKA-SDC2-SoFiA

have often been used to accelerate or automate data
analysis. Convolutional neural networks (CNN, Le-
cun et al. (1998)) have been increasingly used in the
field of astronomy over the past decade for the clas-
sification of 2D data, to recognize galaxy morpholo-
gies (Khalifa et al., 2017), identify galaxy-scale strong
gravitational lenses (Savary et al., 2021), or find ra-
dio sources in the sky (Wu et al., 2019). LiSA con-
tains two CNNs that operate on 3D input data and
were trained on the SDC2 development dataset:

1. A classification network used to filter true and
false HI sources identified by the NHT step

2. A regression network used to predict the HI
source properties

The SDC2 development dataset and associated
truth catalog were used to generate training and vali-
dation data for both networks. However, as the truth
catalog only contains approximately 10,000 sources,
extensive data augmentation (Shorten and Khoshgof-
taar (2019)) and regularization were needed to pre-
vent overfitting during network training. We exten-
sively use Dropout (Srivastava et al. (2014)) to regu-
larize the learning of the network.

6.2. Source Filtering
Source candidates are generated by applying the

NHT procedure to the entire data domain, assign-
ing a likelihood score to every voxel. Voxels below
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Figure 9: ROC curve for the denoised and original data. The frequency axis in both data cubes is rebinned by a factor of 10. For
different ranges of the HI source integrated line flux (LFI), the true positive and false positive rate of the null hypothesis test is

evaluated for a range of thresholds T uniformly distributed between 5 to 20. LFI values are in units of Jansky Hertz.
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Figure 10: Comparison of the completeness for SoFiA on the
original data and the null hypothesis test on the denoised data

cube. The NHT results are computed for a threshold of 12.

the user-defined threshold are discarded. Of the re-
maining voxels V , neighbors are merged using an
iterative island-finding algorithm: 1) every above-
threshold voxel is assigned to an island, 2) if any
two islands have voxels that are closer than 10 pix-
els, merge the islands, and 3) repeat until none of
the islands change. Each island returns the location
of the most-significant voxel as the source candidate
position.

However, the dataset also contains several data
artifacts arising from imperfect continuum subtrac-
tion which also pass the null hypothesis test, shown

in Figure 11. To separate these artifacts from true HI
sources we developed a classifier CNN.
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Figure 11: Cutouts in (Ra, Dec, Freq) around a true HI source
(top row) and false HI source (bottom row). The cubes are

projected along the z (Frequency) axis (left column) and along
the x (RA) axis (right column).

To generate labelled training data, we ran the de-
noising and source finding steps of the pipeline on
the development dataset. We then cross-matched the
resulting source candidates with the development
dataset truth catalog to create a sample of 1249 true
HI sources and and 3589 false HI sources. Subcubes
with dimensions (30,30,200) in (RA, Dec, Freq) cen-
tered around each true and false source were extracted
from the development dataset to generate training and
validation data. Training data was augmented by ro-
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tations of 90◦, 180◦, or 270◦ in the (RA, Dec) plane,
reflections in the (RA, Dec) plane, small random trans-
lations of 0 to 5 voxels along each axis, and scaling
the flux by a coefficient randomly sampled between
0.9 and 1.3. No augmentations were applied to vali-
dation data.

The network architecture is shown in Figure 12.
This network was trained with a batch size of 64 us-
ing the RMSProp optimizer with binary crossentropy
loss. The accuracy of the network is limited by the
training data size. With only O(1000) training sam-
ples in each category, training can only run for 10
epochs before overfitting occurs. We would expect
better accuracy when using a larger training dataset.

The final trained network is able to separate the
true and false HI sources with high accuracy, shown
in Figure 13. In the full pipeline, subcubes around
each source candidate are passed to the network and
assigned a score. All source candidates with a score
below 0.85 are discarded, which keeps 94% of true
sources and discards 89% of false sources. The re-
maining sources form the basis of the source catalog
and are passed to the source characterization step of
the pipeline.

6.3. Source Characterization
Once the final source candidate locations have

been selected, several parameters of the HI sources
such as line flux integral and HI size are calculated.
We defined a neural network that takes in a subcube
around a source candidate location with dimensions
(30,30,200) in (RA,Dec,Freq) and outputs the five
parameters shown in Figure 2. To normalize these
data distributions we rescaled each of the HI source
parameters to lie between 0 and 1. The neural net-
work is trained to predict these transformed param-
eters. Furthermore, position angle is a cyclical vari-
able and data look similar for θ ∼ 0 and θ ∼ 360.
Instead of setting up the network to predict θ, we in-
stead train the network to predict sin θ and cos θ.

The exponential distribution of many of the vari-
ables makes this source characterization an imbal-
anced regression problem. There are comparatively
few HI sources that are bright, large, or with small
inclination angle. To counteract this effect we im-
plemented a custom data generator that begins by
sorting all instances of the training data into differ-

ent equally-spaced 20 Jy Hz ranges based on their
true flux F: 0 < F < 20 Jy Hz, 20 < F < 40 Jy Hz,
up to F > 200 Jy Hz. To generate the batch of data
for training, the generator randomly chooses sources
from each of these bins with equal probability. Be-
cause line flux integral is highly correlated with HI
size and line width, increasing the probability to see
brighter sources also increases the probability to see
larger sources. However, as there are fewer than 20
sources in the highest generator bin, the network is
susceptible to overfitting.

To prevent overfitting, the training data are sub-
jected to extensive data augmentation including ran-
dom rotations between 90◦ and 270◦ in the (RA, Dec)
plane, reflections in the (RA, Dec) plane, small ran-
dom translations of 0− 5 voxels along each axis, and
scaling the flux by a coefficient randomly sampled
between 0.9 and 1.3. Because all training data are
rotated by a random angle between 90◦ and 270◦,
we use unaugmented and unrotated data as our val-
idation sample. In addition to data augmentation,
the network also includes multiple dropout layers.
Dropout randomly removes network connections dur-
ing training, disrupting which features can be seen by
deeper layers of the network.

The data associated with bright galaxies has a
better signal to noise, allowing the network can learn
features more easily from these galaxies. Addition-
ally, the previous source-finding steps of the pipeline
are more likely to discover bright galaxies, so it is es-
pecially import for the network to predict their prop-
erties correctly. To increase penalties for incorrect
characterization of bright galaxies, and therefore im-
prove the performance of this characterization, we
implemented a custom loss function which rescales
the mean square error loss proportionally to the flux
of the true source:

L(y, ŷ) =
1 + ŷ0

N

N∑

i=0

(yi − ŷi)2

where y is the vector of N true source properties, ŷ is
the vector of N predicted source properties, and ŷ0 is
the predicted line flux integral.

The network is designed to analyse features in 3D
spectral data. However, the scales of features in spa-
tial and spectral dimensions differ greatly. As such,
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Figure 12: Architecture of the classifier convolutional neural network. All nodes use rectified linear activation functions except for
the final output layer which uses a sigmoid activation function.
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Figure 13: The classifier score (Right) assigned to fake
validation data (red) and true validation data (blue).

we decided to implement two different parallel con-
volutional blocks which use different-sized filters to
analyse features of the data cube at different scales.
These features are then concatenated into one vec-
tor, which is then processed by fully connected lay-
ers to calculate the source parameters. This multi-
branched structure enhances the granularity and ro-
bustness of the network, and was inspired by the in-
ception model introduced in Szegedy et al. (2016)
and used for galaxy morphology classification in
Maslej-Krešňáková et al. (2021). The regression net-
work architecture is shown in figure 15

The regression network was trained for 300 epochs
with a batch size of 32 using the Adam optimizer
with a learning rate of 10−4. Network predictions for
the the five variables are shown in Figure 16. We ob-
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Figure 14: Correlation matrix for the different HI source
properties in the development dataset. Several of the

parameters have covariance, especially line flux integral and
HI size. However position angle exhibits no correlation with

any other variable.

serve good accuracy for line flux integral, HI size, in-
clination angle, and line width. As the network strug-
gles to make meaningful predictions for the position
angle variable for all but the very brightest sources.
This is due to the correlation between the different
parameters as shown in Figure 14. All of the pa-
rameters exhibit some covariance except for position
angle. This means that while observables like the
brightness and extent of the galaxy can inform the
network’s prediction for line width, the network has
fewer constraints on the position angle prediction.

In the final pipeline, subcubes from the original
data are extracted at each of the source candidate lo-
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Figure 15: Architecture of the regression convolutional neural network. All nodes use rectified linear activation functions except
for the final output layer which uses linear activation functions.
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Figure 16: Performance of the regression CNN. The network can reliably predict the HI source properties to within 10% for the
brighter sources in the catalog with integrated line flux > 50, which corresponds to SNR ≳ 3. The network cannot reliably predict
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cations. These subcubes are passed to the network,
which returns values for the five source parameters.
These five parameters and the location information
for each source form the HI source catalog entry. The
HI source locations and features for each domain are
then concatenated to create the full catalog.

7. Summary

We have shown the performance of the different
LiSA modules on the SDC2 dataset. The source find-
ing modules are designed to be flexible and general-
izable with as few user-defined inputs as possible:

• The domain decomposition step only takes
in the number of domains and the border size
as input arguments. The number of domains
must be chosen based on the system memory
requirements, and the border size should be se-
lected depending on the maximum size of ex-
pected objects in the dataset.

• The wavelet denoising only needs the regu-
larization strength λ, which can be defined in
terms of signal-to-noise such as 3σ detections,
5σ detections, etc.

• The null-hypothesis testing automatically eval-
uates the noise parameters of the dataset. The
user must simply choose a function to repre-
sent the noise, a likelihood threshold value, and
two parameters to represent the channel res-
olution. The code can choose the threshold
value using properties of the noise, or the user
can supply a value manually.

The CNN source filtering and source characteri-
zation steps are not as portable. The networks were
trained on the specifics of the SDC2 data, and cannot
be used out-of-the box on different datasets. How-
ever, the trained networks are also publicly available
as part of LiSA, and with transfer learning (Weiss
et al., 2016) they can be adapted for other 3D datasets
with a small amount of training data. This procedure
was applied sucessfully for the 2D galaxy morphol-
ogy classification network claran (Wu et al., 2018),
which was trained on on the FIRST and WISE im-
ages from the Radio Galaxy Zoo Data Release 1 cat-

alogue8 and adapted for the SKA Science Data Chal-
lenge 1 dataset9 (Bonaldi et al., 2020).

The library also contains two pipelines for run-
ning on the SDC2 development and full datasets, which
demonstrate the domain decomposition and parallel
processing, and all of the algorithms described in this
paper. The performance of the pipeline on these data
are excellent as shown in Figure 17, and can consis-
tently identify sources with integrated line flux > 50
Jy Hz.

The modularity and minimal tunable parameters
of this software will allow users to optimize their
source-finding and characterization strategy on their
datasets of interest.
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