
Acceptée sur proposition du jury

pour l’obtention du grade de Docteur ès Sciences

par

Time-delay Cosmography with Strongly Lensed 
Quasars

Martin Raoul Robert MILLON

Thèse n° 9209

2021

Présentée le 15 octobre 2021

Prof. F. Mila, président du jury
Prof. F. Courbin, directeur de thèse
Prof. S. Suyu, rapporteuse
Prof. L. Verde, rapporteuse
Prof. P. Ricci, rapporteur

Faculté des sciences de base
Laboratoire d’astrophysique
Programme doctoral en physique 





“L’évolution du monde peut être comparée à un feu d’artifice qui vient de se terminer ; quelques
mèches rouges, cendres et fumées. Debout sur une escarbille mieux refroidie, nous voyons

s’éteindre doucement les soleils et cherchons à reconstituer l’éclat disparu de la formation des
mondes.”

“The evolution of the universe can be likened to a display of fireworks that has just ended: some few red wisps, ashes,

and smoke. Standing on a well-chilled cinder, we see the fading of the suns and try to recall the vanished brilliance of

the origin of the worlds.”

– Georges Lemaître





Remerciements
Cette thèse a débuté dans le désert d’Atacama au Chili pour acquérir chaque nuit, ces centaines
d’images qui seront, je l’espère, un jour utile à la prochaine génération de doctorants au LASTRO.
Elle se termine quatre ans et une pandémie plus tard, en route pour l’observatoire de la Palma
depuis lequel j’écris ses lignes. Entre les deux, il y a eu quelques détours et si la science a
peut-être (un peu) progressée, ce n’est certainement pas en empruntant le chemin le plus court.
Je tenais donc à remercier les personnes qui m’ont soutenu durant ces quatre années de doctorat
et désormais dix ans d’études. Sans rentrer dans une liste digne d’une remise d’Oscar, je voulais
en premier lieux, remercier mon directeur de thèse, Frédéric Courbin pour ses précieux conseils.
Peu de doctorants dans mon entourage ont eu la chance d’avoir un superviseur disponible et
attentif ; je n’en suis que plus reconnaissant.

Dans l’ordre protocolaire, viendra ensuite, mes collègues et amis, Aymeric, Éric, James, Cameron,
Giorgios, Olga, Rémy, Elodie, Valentin et tant d’autres. Je vous remercie pour toutes ces discus-
sions durant lesquels j’ai beaucoup appris, qui ont parfois abouti à de belles idées sur le plan
scientifique, mais bien plus souvent à de très bons moments passés ensemble. Un grand merci à
toi aussi Vivien, pour m’avoir guidé pendant ces premières années au LASTRO. J’espère que
tu trouveras dans cette thèse une digne succession de ton travail. Je n’oublie pas également les
membres des collaborations H0LiCOW et TDCOSMO, et en particulier, Sherry et Dominique,
pour vos précieux conseils et encouragements.

Et puis, il me faut aussi remercier mes parents et ma famille, pour m’avoir soutenu en toutes
circonstances, mais aussi pour m’avoir encouragé à poursuivre dans cette voie dès les premiers
frémissements d’un intérêt pour l’astrophysique. Sans doute que les magazines "Sciences et
Vie" et "Ciel & Espace" disposés innocemment par mon père un peu partout dans la maison y
furent pour quelque chose. Les origines de cet intérêt pour la cosmologie et la physique sont
d’ailleurs peut être à trouver du côté de ma grand-mère, Régine, mais aurait, selon ma mère,
"sauter une génération". Merci à toi aussi, Marion, pour ta patience et ton soutient durant ces
années passées à mes côtés. Je suis admiratif de la détermination dont tu fais preuve lorsqu’il
s’agit de m’accompagner dans diverses aventures et dans les projets qui me tiennent le plus à cœur.

Enfin, l’histoire de cette thèse ne pourrait s’écrire sans mentionner cette colocation du Languedoc
et ses quatre habitants, Émile, Benjamin, Arthur et Gaëtan. Ce fût quatre superbes années et, de
la cuisine au potager, j’ai également beaucoup appris grâce à vous. Je dois pour finir remercier

i



Acknowledgements

mes amis, Jehan, Delphine, Jacques, Gaëlle, Alexis, Jérémy, Nadège et tous les autres, toujours
partant pour m’accompagner le week-end à explorer ces magnifiques montagnes du Jura ou du
Valais. Vous m’avez appris que lorsque les forces de l’Univers semblent s’acharner pour vous
empêcher de mesurer son expansion, il valait mieux aller grimper - toujours en bonne compagnie
- sur ces quelques cailloux, afin de régénérer la motivation nécessaire à s’asseoir à nouveau devant
son clavier.

Merci à vous tous !

Martin

ii



Abstract
The ΛCDM model has emerged as the concordance model of cosmology for its ability to explain
a variety of observations, ranging from the anisotropies of the Cosmic Microwave Background
(CMB) to the accelerated expansion of the Universe. However, with the ever-increasing precision
of the measurements, tensions have recently emerged between the latest CMB observations and
other cosmological probes. The most prominent one concerns the expansion rate of the Universe,
that is the Hubble constant, H0, with a statistically significant discrepancy between local and
early measurements. If not arising from unaccounted systematic errors, this discrepancy is an
exciting opportunity to explore missing physics beyond the standard ΛCDM model.

In this context, time-delay cosmography has emerged as a competitive and single-step method to
measure locally the Hubble constant, providing an alternative to the cosmic distance ladder. The
two techniques do not share any known source of errors, allowing us to obtain truly independent
estimates. This technique is based on the strong lensing phenomenon, occurring when the light
coming from a background source is split into multiple images by a massive foreground galaxy.
In asymmetric configurations, the travel time is then slightly different for each of the lensed
images, leading to measurable time delays in the signals received from the background object.
The Hubble constant can then be directly inferred from these time delays, provided that an
accurate reconstruction of the mass distribution of the lens galaxy is available.

The first part of my PhD work focuses on the precise determination of the time delays in strongly
lensed quasars, an essential ingredient of the method. The COSMOGRAIL collaboration has
been monitoring lensed quasars for two decades to record enough quasar variations that can be
unambiguously matched in all light curves. I compiled these data obtained from the Leonhard
Euler 1.2m Swiss telescope in La Silla, Chile, and measured the time delays in 18 systems, more
than doubling the current sample of lensed quasars with known delays. This work required the
development and the automation of curve-shifting algorithms presented in a dedicated chapter.
As the sample of known lensed quasars is growing rapidly, I also present a novel monitoring
strategy to obtain the time delays efficiently, in only one or two monitoring seasons.

Thanks to this long-term monitoring effort, the TDCOSMO collaboration published the most
precise determination of the Hubble constant obtained with time-delay cosmography from a
sample of seven lensed quasars. We found H0 = 73.7+1.4

−1.5 km s−1Mpc−1, at 2% precision. This
result confirmed the existing tension, now reaching 5σ significance when combined with the
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Abstract

distance ladder results. "As extraordinary claims require extraordinary evidence", the second part
of my work focused on the verification of the assumptions made to obtain this result. In the last
chapter of this thesis, I present my work on the search for unaccounted systematic errors in every
step of the analysis. In the continuation of this task, I also show the results of our participation
to a blind data challenge designed to test lens modelling codes and the assumptions used to
reconstruct the mass distribution of the galaxies. I conclude this thesis by presenting the new
approach proposed by the TDCOSMO collaboration to relax all assumptions about the density
profile of massive elliptical galaxies and adopt a parametrisation entirely constrained by stellar
kinematics.

Keywords: Cosmology; Time-delay cosmography; Hubble constant; Strong gravitational lensing;
Cosmological parameters
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Résumé
Le modèle cosmologique ΛCDM a rencontré un succès grandissant au cours des dernières années
grâce à sa capacité à rendre compte d’une grande diversité d’observations, allant des structures
du fond diffus cosmologique à l’accélération de l’expansion de l’Univers. Cependant, avec
l’amélioration de la précision des mesures, des différences sont apparues entre les dernières
observations du fond diffus cosmologique et d’autres méthodes locales de mesure des paramètres
cosmologiques. La plus importante de ces incohérences porte sur la constante de Hubble, H0,
quantifiant la vitesse d’expansion de l’Univers. Si cet écart ne provient pas d’une erreur de mesure
systématique, ce résultat ouvre une brèche dans le model ΛCDM et représente une extraordinaire
opportunité d’accéder à une description plus complète de notre Univers.

La méthode des délais temporels s’est imposée comme une alternative compétitive à la méthode
des échelles de distance pour mesurer la constante de Hubble. Ces deux méthodes sont parfaite-
ment indépendantes et complémentaires, n’ayant aucune source d’erreur connue en commun. La
méthode des délais temporels repose sur le phénomène de lentille gravitationnelle forte. Lorsque
la lumière provenant d’une source d’arrière-plan passe à proximité d’une galaxie suffisamment
massive, les rayons lumineux sont alors séparés par l’effet de lentille gravitationnelle, produisant
plusieurs images mirages du même objet. Si la lentille et la source ne sont pas parfaitement
alignées, un chemin optique peut alors être légèrement plus long que les autres, induisant un
retard temporel du signal reçu. La constante de Hubble peut être déduite de ce retard temporel, à
condition que la distribution de masse de la galaxie lentille puisse être modélisée.

Mon travail de thèse se concentre donc sur la mesure des délais temporels de quasars lentillés,
lesquels constituent un élément indispensable à la mesure de la constante de Hubble. La collabo-
ration COSMOGRAIL a organisé l’observation et le suivi de ces quasars lentillés pendant près
de deux décennies, afin d’obtenir des courbes de lumière contenant suffisamment de variations
du quasar pour obtenir une mesure précise du délai. J’ai donc rassemblé ces données obtenues au
cours des 18 dernières années depuis le télescope suisse Leonhard Euler, situé à l’observatoire
de La Silla au Chili, afin mesurer les délais temporels de 18 quasars lentillés. Ce travail a ainsi
doublé le nombre de quasars lentillés dont les délais sont connus. Pour cela, j’ai dû développer
et automatiser les algorithmes de mesure des délais. Ceux-ci sont présentés dans un chapitre de
cette thèse.

La collaboration TDCOSMO, dont je fais partie, a, à partir des délais COSMOGRAIL, publié la
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Résumé

mesure la plus précise de la constante de Hubble jamais obtenue avec cette méthode, en analysant
en détail un échantillon de sept lentilles. Nous avons obtenue H0 = 73.7+1.4

−1.5 km s−1Mpc−1,
à une précision de 2%. Ce résultat confirme la tension existante entre les mesures locales et
celle du fond diffus cosmologique. En combinant cette mesure avec la méthode des échelles de
distance, cette tension dépasse désormais 5σ. Pour valider ce résultat surprenant, la seconde
partie de mon travail de thèse s’est donc concentré sur la vérification des hypothèses utilisées
la recherche d’erreurs systématiques pouvant impacter chaque étape de l’analyse. Afin de tester
les algorithmes de modélisation et les hypothèses utilisées pour reconstruire la distribution de
masse des galaxies lentilles, nous avons également participé à un concours de modélisation de
lentille dont je détaille ici les principales conclusions. Pour conclure, la dernière partie de cette
thèse est consacré à la nouvelle méthode proposée par la collaboration TDCOSMO, permettant
de supprimer bon nombre d’hypothèses concernant la distribution de masse dans les galaxies
massives elliptiques, alors remplacées par des données sur la dispersion de vitesse des étoiles.

Mot-clés : Cosmologie ; Cosmographie à retard temporel ; Constante de Hubble ; Lentille gravita-
tionnelle ; Parametres cosmologiques
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1 Introduction

“Our world is now understood to be a world where something really happens; the whole story of
the world need not have been written down in the first quantum like a song on the disc of a

phonograph. The whole matter of the world must have been present at the beginning, but the
story it has to tell may be written step by step.”

– Georges Lemaître

1.1 Models of the Universe across history

1.1.1 Early representations of the Universe

In the second century of our era, the Greek astronomer Claudius Ptolemy formalised in his treaty,
the Almagest, a much more ancient idea, i.e. the geocentric model, which provides a fairly good
description of the motion of the stars, the Moon, the Sun and the five planets known at that time.
In this representation of the Universe, the stars lie on a celestial sphere rotating around the Earth.
To account for the complex motion of the planets on the celestial sphere, the concept of epicycles
was introduced. The planets move along small circles, i.e. the epicycles, whose center is moving
along larger circles called deferents. In this way, the apparent retrograde motion of the planets on
the celestial sphere can be accounted for. Figure 1.1 shows the motion of the planets, as described
by the geocentric model. The concept of epicycle is an interesting example in the history of
sciences, which illustrates how adding an extra degree of freedom in a wrong representation
could preserve the agreement between the theory and observations.

The geocentric model was not abandoned before the XVIth century and the work of Copernicus
and then Kepler, who proposed a model where all the planets, including the Earth, are orbiting
around the Sun, providing a natural explanation to this apparent retrograde motion of the planets.
In 1687, this description found theoretical basements with Newton’s theory of gravity, which
accounts remarkably well for the observed elliptic orbits. This model became widely accepted
during more than two centuries, and it was only in the XIXth century that the observations reached
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Chapter 1. Introduction

Figure 1.1 – Representation of the complex motions of Mercury, Venus and the Sun in a geocentric
system, based on diagrams by Giovanni Cassini (1625-1712).

sufficient precision to open a breach in this theory. At that time, it was found that the orbit of
Uranus, and then those of Neptune and Mercury, were deviating from the prediction of Newton’s
theory of gravity.

In the first case, the problem was solved in 1846 by Urbain Le Verrier, who hypothesised the
presence of an eighth planet outside the orbit of Uranus and computed its location in the sky.
Neptune was discovered by Johann Gottfried Galle on the night after receiving Le Verrier’s letter
and within 1 degree of its predicted location! Newton’s theory of gravity was indeed correct but
the model was simply missing one planet.

Soon after, it was observed that the motion of both Uranus and Neptune were still slightly
deviating from their Newtonian predictions, and it was speculated that there exists a ninth planet
outside the orbit of Neptune. In fact, Pluto was too small to produce any observable gravitational
effects on Neptune, nor Uranus. The solution came only with the data from Voyager 2’s 1989
flyby, which demonstrated that the mass of Neptune was previously overestimated by 0.5%,
and the deviation from the Newtonian theory was simply resulting from this measurement error
(Standish, 1993).

2



1.1. Models of the Universe across history

The case of the anomalous motion of Mercury, and more precisely, the anomalous precession of
its perihelion, is a very interesting case in the history of science of an observation disagreeing
with the prediction made by the theory commonly accepted at that time. Solving this problem
required the formulation of a new theory of gravitation, namely Einstein’s theory of General
Relativity (GR), which predicted that Newton’s theory will be innaccurate in the presence of very
intense gravitational field (Einstein, 1915a). In this last case, the discrepant observations were
indeed pointing toward a more complete theory; Newton’s theory was only a special case of GR
in the limit of weak gravitational fields.

Nowadays, cosmologists have built a model of the Universe, which has encountered so many
successes in explaining almost all the observations of our time, that it is often referred to as a
concordance cosmology. However, in the 2010s, modern technological advances have made
our measurements of the cosmological parameters so precise that slight discrepancies between
the theory’s prediction and observations have suddenly arisen. This brings us to the question
motivating the next ∼ 300 pages of this manuscript; do we need to modify our understanding of
the Universe to account for these discrepant data? Is there a more fundamental theory of gravity
beyond Einstein’s theory of General Relativity? Do we only have a slightly incorrect model that
could be fixed by adding some extra degrees of freedom or do we need a more fundamental
change of the theory? Or is this simply the astronomers who made a mistake in their observations
or analyses ?

In other words, are we now facing a Neptune, Uranus, or Mercury-like problem?

Figure 1.2 – From left to right, images of Mercury, Uranus and Neptune taken by the MESSEN-
GER and Voyager 2 space probes. Image credit: NASA/JPL.

1.1.2 General Relativity and modern representations of the Universe

Our current understanding of the dynamic of the Universe is based on Einstein’s theory of General
Relativity (Einstein, 1915b). Einstein had the idea that an observer experiencing locally the
gravitational attraction of some massive object would feel nothing different from an observer
in an accelerated frame. This is known as the equivalence principle. This observation allowed
Einstein to extend his theory of Special Relativity to account for gravity. It led to a representation
of the gravitation where the space-time is bent by massive objects. The equations relating the

3



Chapter 1. Introduction

curvature of space-time to the surrounding matter (or in technical term the stress-energy tensor,
Tµν) are the famous Einstein’s field equations:

Gµν + Λgµν =
8πG
c4 Tµν, (1.1)

where Gµν is the Einstein tensor, G is the gravitational constant and c is the speed of light. The Λ
term, a.k.a. the cosmological constant, was only introduced here to fit Einstein’s belief that the
Universe was static. As gravity is the only attractive force in this theory, a Universe only made
of matter will inevitably be in contraction so Einstein added the cosmological constant in the
equation to artificially produce a repulsive force and maintain the Universe at equilibrium.

A dynamical solution to Einstein’s field equations was later proposed by Friedmann (1922) for the
Friedmann–Lemaître–Robertson–Walker (FLRW) metric. In Friedmann’s approach, the mater is
described as a fluid of mass density ρ and pressure p:

ȧ2 + kc2

a2 =
8πGρ + Λc2

3
ä
a

= −4πG
3

(
ρ +

3p
c2

)
+
Λc2

3
,

(1.2)

which are known as the Friedmann equations. Here, k describes the curvature of the Universe
and Λ is the cosmological constant. It is immediately seen that this solution allows for a dynamic
Universe, and the relative size of the Universe is now parametrised by the scale factor, a(t).

The first hints pointing toward a dynamic Universe were gathered by Arthur Eddington when
looking at the measurements of the recessional velocities of "extragalactic nebulae" (galaxies
were not yet known at that time) made by Vesto Slipher in 1922. Eddington noted that “the great
preponderance of positive (receding) velocities is very striking” (Eddington, 1923). The correct
interpretation of these receding velocities as a signature of an expanding Universe was first made
by Georges Lemaîtres, who discovered the linear relation between the recessional velocities and
their distances (Lemaître, 1927). This discovery was later confirmed by Hubble (1929) and this
linear relation is today known as the Hubble-Lemaître law:

v = H0 · d, (1.3)

where v is the recessional velocity of the galaxy, and d its distance. The ratio H(t) = ȧ
a in Eq.

1.2 is known as the Hubble parameter and quantifies the expansion rate of the Universe at any
given time. The expansion rate of the Universe today, H(t0) ≡ H0, is known today as the Hubble
constant and intervenes as the linear coefficient in Eq. 1.3.

Interestingly, Georges Lemaître also proposed the idea that, if the Universe is expanding, it should
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1.1. Models of the Universe across history

have been hotter and much denser in the past (Lemaître, 1931). This idea paved the way to the Big
Bang theory, later developed by George Gamow in the mid-1950s. At that time the cosmological
constant Λ was no longer needed to explain the observation. Astronomers were debating if the
Universe would collapse in a "Big Crunch" or continue expanding forever, depending on whether
the total matter density is above or below a critical density. However, in the absence of a repulsive
force, its expansion should in any case decelerate.

In the 1950s, several experiments were designed to determine which of these two scenarios will
occur by measuring the deceleration parameter, q0 (e.g., Robertson, 1955; Hoyle and Sandage,
1956; Sandage, 1958). These experiments ended up with contradictory results and it was only
at the end of the 1990s that this question was finally solved by the joint effort of the Supernova
Cosmology Project and the High-Z Supernova Search teams (Riess et al., 1998; Perlmutter et al.,
1999). The two teams followed an approach very similar to the pioneering work of Hubble and
Lemaître; they studied the distance-redshift relation of Supernovae of type Ia (hereafter SNIa).
Both teams came independently to the conclusion that the value of the deceleration parameter q0

was negative, which indicates an acceleration of the expansion! This discovery resurrected the
idea of a cosmological constant as a possible origin of the repulsive force driving the acceleration
of the expansion of the Universe, even though the idea of a non-zero Λ was already evoked by
Efstathiou et al. (1990) to explain the distribution of the galaxies in the Universe. This discovery
eventually led to the attribution of the 2011 Nobel Prize in Physics to Brian Schmidt, Saul
Perlmutter, and Adam Riess.

1.1.3 The present paradigm: the ΛCDM model

Following the discovery of the acceleration of the expansion of the Universe, the ΛCDM model,
standing for Λ (the cosmological constant) Cold Dark Matter, was rapidly adopted in the 2000s
because of its ability to explain a diversity of observational data with only six free parameters. It
accounts for the structures seen in the Cosmic Microwave Background (CMB), the large-scale
distribution of the galaxies, the abundances of the light element formed during the Big Bang
Nucleosynthesis, and finally, the acceleration of the expansion of the Universe, explained by a
non-zero cosmological constant.

In particular, a major success of the ΛCDM model is the prediction of the slight variations of
temperature and polarisation in the CMB, depending on the observed direction. The power
spectrum of these variations is extremely well fitted with only six parameters. The space missions
COBE, WMAP, and more recently, Planck have used these features in the CMB to measure these
six cosmological parameters to exquisite precision (Mather et al., 1994; Hinshaw et al., 2013;
Planck Collaboration et al., 2020). Figure 1.3 shows the temperature map as measured by Planck
and the fit to the temperature power spectrum, assuming ΛCDM cosmology.

As can be seen on the bottom panel of Fig 1.3, a characteristic feature of the CMB temperature
power spectrum is the presence of 7 oscillations, the first one having the largest amplitude,
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Figure 1.3 – Top: Anisotropies in the CMB temperature as observed by Planck in galactic
coordinates. Red (blue) regions are slightly hotter (cooler) than the mean CMB temperatures.
Image credits: ESA and the Planck Collaboration. Bottom: Temperature-Temperature power
spectrum from the Planck 2018 results. The blue line corresponds to the best fit to the data,
assuming ΛCDM cosmology. Figure reproduced from Planck Collaboration et al. (2020)

corresponding to a characteristic scale of ∼147 Mpc. These features are known as Baryon
Acoustic Oscillation (BAO), caused by sound waves propagating in the primordial plasma being
"frozen" at the time of recombination. The measurement of the amplitude and position of those
peaks provides stringent constraints on the composition of the Universe. As recently measured
by Planck Collaboration et al. (2020), the energy content is distributed as follow:

• 4.82 ± 0.05 % of ordinary, or baryonic matter

• 25.8 ± 0.4 % of dark matter
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1.1. Models of the Universe across history

• 69 ± 1 % of dark energy

• ∼ 0.01% of radiation.

In the standard ΛCDM model, dark energy corresponds to a cosmological constant, with negative
pressure and equation of state p = −ρc2, where p denotes the pressure and ρ the mass density.
Given the measurements of the Universe’s energy content, the ΛCDM model offers the possibility
to compute the expansion rate of the Universe at any time of its history using the first Friedman
equation (Eq. 1.2). Assuming a flat geometry, the first Friedmann equation can be written as
function of redshift z:

H(z) = H0
√

(Ωc + Ωb)(1 + z)3 + Ωrad(1 + z)4 + ΩΛ, (1.4)

where we defined the density of the various species today, relatively to the critical energy density:

Ωx ≡ ρx(t = t0)
ρcrit

, ρcrit =
3H2

0

8πG
. (1.5)

In Eq. 1.4, we have denoted Ωc, Ωb, Ωrad, and ΩΛ as the dark matter, baryonic matter, radiation
and dark energy energy densities.

These last two equations are of tremendous importance for the rest of this work. It describes the
expansion history of the Universe as a function of its energy content. It means that, if can measure
H0 today, it is possible to retrieve the expansion rate of the Universe in the Early Universe at
redshift z > 1000. And conversely, if the distance and the redshift to the last scattering surface
are known, we can extrapolate over the ∼13 billion years of cosmic history and predict what
should be the expansion rate of the Universe today.

The measurement of the distance to the last scattering surface is in fact possible thanks to the
BAO, whose typical physical size r?s , can serve as a standard ruler. r?s depends on the speed
of sound in the primordial plasma cs, which can be computed from baryon to photon density
ratio in the early Universe, and of H(z), which also depends on the density ratios. Thus, r?s
essentially depends on Ωc, Ωb and Ωrad. It gives an estimate of the physical size of the BAO that
can be compared to the angular size observed in the CMB data θs to obtain the angular diameter
distance to the last scattering surface. Then, the generalisation of the Hubble-Lemaître law in
ΛCDM cosmology (Eq.1.8) allows us to compute the Hubble constant.

The value of H0 obtained from the distance to the CMB can then be compared to the value of H0

measured locally, at the other end of the cosmic history. The comparison of these two values
provides an end-to-end test of the ΛCDM model. If all the other cosmological parameters are
measured correctly, and if the ΛCDM model is containing all the necessary physics, the two
values should match perfectly.
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1.2 Measuring distances in the Universe

The Hubble-Lemaître law (Eq. 1.3) is a relation between the redshift of the galaxy and their
distances. It is however valid only locally. At higher redshift, the relation is more complicated
and the history of the expansion of the Universe must be taken into account. In particular, the
distinction between the Hubble distance, the comoving distance, the luminosity distance and
angular diameter distance must be made. These four distances coincide at low redshift but differ
significantly at higher redshift. The simplest one, i.e. the Hubble distance assumes a constant
expansion rate. There is therefore a linear relation between the redshift and the distance:

dH(z) =
cz
H0

(1.6)

Taking into account that the expansion rate of the Universe is time-varying, we can define the
comoving distance, which is constant over time between two points moving in the Hubble flow.
In a flat Universe, the comoving distance is:

dC(z) =
c

H0

∫ z

0

dz′

E(z′)
, (1.7)

with the dimensionless Hubble parameter E(z) = H(z)/H0 including all cosmological dependen-
cies of the Friedmann equation (Eq. 1.4). The angular diameter distance is defined as:

dA(z) =
dC(z)
1 + z

. (1.8)

This definition of distances conserves the trigonometric properties that we experience locally. In
particular, if an object of physical size, x has an apparent angular size, θ the angular diameter
distance is simply:

dA =
x

tan θ
. (1.9)

It is then possible to compare the apparent angular size of an astronomical object with its known
physical size to determine its distance through simple trigonometric calculations. These objects
are thus called standard ruler. Alternatively, standard candels are astronomical objects whose
absolute luminosity is known or at least can be scaled by some other measurable quantities. By
comparing their measured apparent luminosity to their absolute luminosity, it is possible to infer
the luminosity distance defined as:

dL(z) = (1 + z)dC(z). (1.10)

Figure 1.4 shows these four definitions of distances as a function of redshift. The behaviour of
the angular diameter distance leads to an interesting paradox - the angular diameter distance
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Figure 1.4 – Angular diameter distance (solid red), comoving distance (solid green), Hubble
distance (dashed black) and luminosity distance (solid blue) as a function of redshift, in flat-
ΛCDM cosmology with H0 = 70 km s−1Mpc−1, Ωm = 0.3 and ΩΛ = 0.7.

increases with redshift up to redshift ∼1.5 and then decreases. This means that at some distance
in the Universe the galaxies start to appear bigger and bigger as they are located further and
further away. This is due to the finite speed of light and the expansion of the Universe. During
the time taken by the photon to reach us, the Universe has expanded and these distant galaxies
were much nearer in the past, thus spanning a larger angle on the sky.

1.2.1 The Hubble constant

The Hubble constant has probably been the most sought-after and debated quantity in astrophysics
for more than a century. The reason for this interest is easily understood: it is one of the only
quantities directly observable to quantify the dynamics of the Universe, thus allowing us to verify
key predictions of cosmological models. H0 is not, strictly speaking, one of the parameters of
the ΛCDM model. However, it can be easily deduced from these six parameters to offer an
end-to-end test of the ΛCDM. It can also shed light on the nature of dark energy by lifting the
degeneracies between the cosmological parameters. Knowing the value of the Hubble constant to
a few per cent would largely improve any dark energy experiment. It would be much easier to
detect a deviation of the Dark Energy equation of state from its cosmological constant value, i.e.
w = −1, if the Hubble constant is precisely known (Weinberg et al., 2013).

Historically, astronomers have, however, faced a long list of difficulties to estimate this quantity.
The first estimate was derived by Lemaître (1927), who found H0 ≈ 625 km s−1Mpc−1based on
Slipher (1917) measurements of galaxies radial velocities. Hubble (1929); Hubble and Humason
(1931) revised this value to ∼ 500 km s−1Mpc−1with better observations, but this also turns
out to be largely overestimated. Such a large value of the Hubble constant faced a cosmic age
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problem because it implied that the Universe is only 2 Gyr old, contradicted by the radioactive
dating of rocks, already showing at that time that the Earth was at least 3 Gyr.

A partial solution came only in the 1950s when a variety of different biases were gradually
discovered. First, the dimming of the galactic Cepheids due to dust absorption was corrected
more and more accurately (e.g., Mineur, 1944). Second, the discovery of Pop II star led to a
recalibration of the Period-Luminosity relation (Baade, 1956). Walter Baade realised that Hubble
confused two types of variable stars, i.e. Pop I Cepheids and Pop II W Virginis stars and revised
the value of the Hubble constant downward by a factor 2. A few years later, Humason et al.
(1956) found an even lower value of 180km s−1Mpc−1, later reduced to H0 ≈ 75 km s−1Mpc−1 by
Sandage (1958), who identified a confusion problem at large distances: some of the brightest
"stars" observed by Hubble were, in fact, entire H II regions and their central illuminating stars.
They thus appeared much brighter than a single star.

At that time, a consensus was established between 50 and 100km s−1Mpc−1, although the exact
value remained debated between the groups finding a low value around 50km s−1Mpc−1(e.g.,
Sandage and Tammann, 1976) and some other studies favoured a higher value around 100km s−1Mpc−1(e.g.,
de Vaucouleurs and Bollinger, 1979).

Figure 1.5 – Published measurements of the Hubble constant from 1927 to 2010 (source: John
Huchra’s website).

In the 1990s, this problem was identified as crucial for cosmology and one of the main science
cases for the newly launched Hubble Space Telescope. The instrumentation’s progress allowed
to recalibrate the Cepheids Period-Luminosity relation, which was used to anchor four different
secondary distance indicators. The Hubble Key Project yield H0 = 72±8 km s−1Mpc−1(Freedman
et al., 2001), in remarkably good agreement with the one-year WMAP results (H0 = 72 ± 5
km s−1Mpc−1, Spergel et al., 2003). The problem seemed definitely solved, but a discrepancy
between local and CMB determination appeared in the 2010s, due to the increase in precision of
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1.2. Measuring distances in the Universe

both measurements. This issue is discussed later in Section 1.2.3.

As can be seen on Figure 1.5, the value of H0 has been severely corrected during the XXth century.
It has a long history of vigorous debates and controversies. It is also interesting to observe that
the published values tend to converge each time toward the new "commonly accepted" value. We
should keep in mind this unconscious effect that pushes the investigators to stop their analysis
only when they have found the "desired" answer.

1.2.2 Methods to measure the Hubble constant

The Cosmic Distance Ladder

The historical route to measure distances makes use of standard candels, and in particular Type-Ia
supernovae, which releases the same amount of energy and reach the same peak luminosity at
each explosion (Kowal, 1968). SNIa are classified as secondary distance indicators as their
absolute peak magnitude first needs to be calibrated at small distances with some other techniques,
called primary distance indicators. For this reason, astronomers speak about the distance ladder,
as geometric distance measurements are used to calibrate primary distance indicators in the
vicinity of the Milky Way. They are themselves used for the calibration of some other standard
candles that can be seen at extragalactic distances. The overlap between geometric, primary
and secondary distance indicators allows us to gradually climb the "ladder" until galaxies in the
Hubble flow are reached.

Geometric distance indicators: Parallaxes measurements are probably the most commonly
used geometric distance indicator and provide robust estimates of the distance to the stars in the
Milky Way. The high precision of the Early Data Release 3 (EDR3) of the Gaia mission (Gaia
Collaboration et al., 2016, 2021) have opened the possibility to extend the parallax measurements
to the closest globular clusters, such as ω Centauri (Soltis et al., 2021). This technique remains
however limited to about 5 kpc.

Detached eclipsing binaries (DEB) provide an alternative geometric anchor to the nearest neigh-
bouring galaxies, namely the Small Magellanic Cloud (SMC), the Large Magellanic Cloud
(LMC), the Andromeda galaxy or M33 (Graczyk et al., 2018, 2020; Vilardell et al., 2010; Bo-
nanos et al., 2006). The technique is based on the observation of eclipses in orbiting binary stars,
assuming Keplerian motion. The method can still be used even if the binary pairs cannot be
resolved but this requires prior knowledge of the radius of the stars. In this case, DEB can be
used up to about 1000 kpc.

Water masers in Keplerian motion around a Supermassive Black-Hole (SMBH) are the third
possibility to obtain geometrical distance estimates (Humphreys et al., 2013; Reid et al., 2019).
By measuring the radial velocity of these water masers, it is possible to compute the physical
size of their orbit from simple Keplerian dynamics, which is then used as a standard ruler. This
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method has been used so far to determine the distance to 6 galaxies at a distance up to ∼ 130
Mpc (Pesce et al., 2020).

Primary distance indicators: Pulsating stars, such as Cepheids, present the interesting property
to have a tight correlation between their period and absolute luminosity (Leavitt, 1908). By
measuring their pulsation period and calibrating their Period-Luminosity relation in the Milky
Way with geometric distance indicators, these variable stars can be used as standard candles.
This technique can reach distances up to ∼ 40 Mpc, provided that high precision photometry
can be acquired with the Hubble Space Telescope. Cepheids are still too faint to be resolved in
distant galaxies directly in the Hubble flow. They are mainly used to calibrate the SNIa absolute
magnitude in galaxies where both Cepheids and SNIa have been observed.

A different technique to anchor the SNIa distance consists in observing the Tip of Red Giant
Branch (TRGB) in SNIa host galaxy. In the Hertzsprung–Russell (HR) diagram, the red giant
branch has a sharp turning point corresponding to the helium flash, occurring always at the same
absolute luminosity. This provides a standard candle that can be calibrated on local galaxies or
globular cluster (Freedman et al., 2020; Soltis et al., 2021).

Secondary distance indicators: The final step of the ladder is usually occupied by the SNIa,
which are sufficiently common to be observed locally and sufficiently bright to be seen at
cosmological distance. SNIa can be detected up to redshift ∼1.5, which is well beyond the point
where the expansion of the Universe dominates the peculiar motion of the galaxies. Intensive
searches have be carried out in the past decades to obtain a sample of several thousands of SNIa
light curves (Betoule et al., 2014; Scolnic et al., 2018).

Alternative to SNIa for the final step of the distance ladder consists in using Surface Brightness
Fluctuation (SBF) technique (Tonry and Schneider, 1988; Jensen et al., 1998). This method takes
advantage of the simple observation that the surface brightness of nearby galaxies will appear
more "granulous" than further away galaxy since fewer and fewer stars are being resolved. Thus,
the amplitude of the SBF provide a distance indicator that can be calibrated on the Cepheids or
TRGB distance.

H0 measurements from the Cosmic Distance Ladder: Combining these distance indicators,
the SHOES team found H0 = 73.0 ± 1.4 km s−1Mpc−1, based on the recalibration of 75 Milky
Way Cepheids with the Gaia EDR3 parallaxes and the Cepheids distance to 19 SNIa host galaxies
(Riess et al., 2021). Huang et al. (2020) found similar results, H0 = 74.4± 4.0 km s−1Mpc−1using
the Miras variable stars instead of the Cepheids. Using the TRGB and SNIa distance, Soltis et al.
(2021) found H0 = 72.1 ± 2.0 km s−1Mpc−1, with a new zero point calibration of the TRGB
distance using Gaia EDR3 parallaxes measurements to ω Centauri. This measurement is slight
tension with the result found by the CCHP team (H0 = 69.6 ± 1.9 km s−1Mpc−1, Freedman
et al., 2020), using the SNIa and the TRGB distance, calibrated on the LMC DEB distance from
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Figure 1.6 – The cosmic distance ladder, highlighting how geometrical indicators in the Milky
Way, the LMC, M31 and NGC4258 are used to calibrate the Cepheids distance (bottom left
panel). The Cepheid distance is then used to anchor the distance to SNIa host galaxies (middle
panel) and then extrapolated to high-redshift SNIa (top right panel). Figure reproduced from
Riess et al. (2016)
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Graczyk et al. (2020).

Alternatively, Pesce et al. (2020) have used six water masers directly in the Hubble flow to
determine H0 = 73.9 ± 3.0 km s−1Mpc−1. However, their errors remain dominated by the
uncertainties on the peculiar motion of these galaxies. A more classical approach consists in
using the water maser distance to NGC 4258 to calibrate the Cepheids distance. Using this
technique, Reid et al. (2019) found H0 = 72.0 ± 1.9 km s−1Mpc−1.

By replacing the SNIa distance by SBF galaxies directly in the Hubble flow, Blakeslee et al.
(2021) derived H0 = 73.3 ± 2.5 km s−1Mpc−1with a calibration of the SBF distance on both the
TRGB and Cepheid distance. The SBF distance was also used as an anchor for the SNIa distance
by Khetan et al. (2021), who found a slightly lower value of H0 = 70.50 ± 5.0 km s−1Mpc−1.
One can finally cite the work by de Jaeger et al. (2020), who replaced the SNIa distance by
standardisable Type II supernovae and found H0 = 75.8+5.2

−4.9 km s−1Mpc−1.

Replacing one step of the distance ladder with some alternative techniques is a good opportunity
to test the presence of systematic errors in each of the individual distance indicators. Overall,
most of the distance ladder determination of H0 seems to prefer relatively high value of H0

around ∼ 72 − 73 km s−1Mpc−1(see e.g. Verde et al., 2019; Di Valentino, 2021, for a review).

CMB observation:

As we have seen earlier, the observation of the CMB is one of the pillars of the ΛCDM model. It
provides an indirect measurement of the Hubble constant through the angular diameter distance
to the last scattering surface, which is then converted into constraints on the Hubble constant
in a cosmology dependent way. Assuming flat-ΛCDM, the Wilkinson Microwave Anisotropy
Probe (WMAP) found H0 = 70.0 ± 2.2 (Hinshaw et al., 2013). The most recent measurements
from Planck are now reaching precision below 1%, H0 = 67.27 ± 0.60 km s−1Mpc−1(Planck
Collaboration et al., 2020) from the temperature and polarization power-spectra (TT,TE and
EE). The addition of the CMB lensing measurements further reduces the uncertainties to H0 =

67.36 ± 0.54 km s−1Mpc−1. This value is in excellent agreement with the one found by other
ground-based experiments, such as the Atacama Cosmology Telescope (ACT), which derived
H0 = 67.9 ± 1.5 km s−1Mpc−1(Aiola et al., 2020). Only the South Pole Telescope (SPT) found a
higher value of the Hubble constant, 71.3± 2.1 km s−1Mpc−1(Henning et al., 2018) but it reduces
to 68.52 ± 0.90 km s−1Mpc−1when the BAO data are added (Addison et al., 2018).

Overall, these different determinations of H0, using different data set and different analysis
techniques, all seems to prefer a lower value of H0, around 68 km s−1Mpc−1.
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Baryon Acoustic Oscillation:

Similarly to the CMB temperature anisotropies, the spatial distribution of the galaxies is not
entirely random since the stars and galaxies forms and aggregates in the denser region of the
Universe. The repartition of these over-dense regions follow the colder regions visible in the
CMB map. Hence, the signature of the BAO can still be seen today in the repartition of the
galaxies. The typical scale of the BAO corresponds to the sound horizon at the end of the baryon
drag epoch rdrag

s , which is, however, slightly larger than the sound horizon at recombination r?s ,
because the photons decouple from the baryons just before recombination.

Several galaxy surveys such as the Sloan Digital Sky Survey (SDSS, SDSS Collaboration et al.,
2000) or the Dark Energy Survey (DES, Dark Energy Survey Collaboration et al., 2016) have
measured the redshift for several million galaxies, producing a 3D map of the Universe. By
measuring the mean distance between the galaxies located at different redshift, it is possible to
trace the size of the BAOs across the history of the Universe. It is, therefore, a very powerful tool
to fill the gap between local and high-redshift measurements of H0.

However, the BAOs do not measure H0 directly but rather the product rdrag
s H0. BAOs can still

be used without information from the CMB, but it then requires some external information to
calibrate rdrag

s . For example, Abbott et al. (2018) have to use the data from DES and a prior on
Ωm from Big Bang Nucleosynthesis, which translate to a prior on rdrag

s within ΛCDM. They
confirmed a low value of the Hubble constant, H0 = 67.4+1.1

−1.2 km s−1Mpc−1, independently from
any CMB data. A slightly different approach was taken by Philcox et al. (2020), who used the
Full-Shape power spectrum of the Baryon Oscillation Spectroscopic Survey (BOSS, Dawson
et al., 2013), also with a prior on rdrag

s from Big Bang Nucleosynthesis, and found similar results;
H0 = 68.6 ± 1.1 km s−1Mpc−1.

Time-Delay Lensing:

Time-delay cosmography with strongly lensed quasars has emerged as an independent and direct
technique (in a sense that it does not rely on multiple steps calibration) to measure the Hubble
constant. The method is described in details in the rest of this manuscript (see Section 1.4 for
an introduction), so we will just recall here some important results for comparison with the
other probes. The most recent measurements of H0 are from Wong et al. (2020) who derived
H0 = 73.3+1.7

−1.8 km s−1Mpc−1from six strongly lensed quasars and from Shajib et al. (2020) who
found H0 = 74.2+2.7

−3.0 km s−1Mpc−1from single system. Birrer et al. (2020) re-analysed the
constraints provided by these seven lenses with minimal assumption on the mass profile of the
lensing galaxies and found H0 = 74.5+5.6

−6.1 km s−1Mpc−1. The addition of 33 SLACS lenses with
no-time delays led to tighter constraints and a lower value of the Hubble constant (H0 = 67.4+4.1

−3.2
km s−1Mpc−1).
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And others:

One of the most promising technique to measure H0 is probably the use of the gravitational waves
to detect binary neutron star mergers. The analysis of the in-spiralling signal received by the
gravitational wave detectors allows us to infer the so-called chirp mass, i.e. a combination of the
mass of the two progenitors. Provided the chirp mass, General Relativity can predict the total
amount of energy released in the form of gravitational waves during the merging, which can
be compared to the amplitude of the GW signal received in the detector to infer the luminosity
distance to the system. The techniques can only be used with neutron star-neutron star merger and
not with black holes mergers, which do not produce any electromagnetic counterparts to allow the
measurement of the redshift. By analogy with standard candles, this technique is called standard
sirens. Only one event with an electromagnetic magnetic counterpart have been discovered so far,
leading to large uncertainties, H0 = 70+12

−8 km s−1Mpc−1, mainly due to the degeneracy between
the inclination angle of the system and H0 (Abbott et al., 2017). These uncertainties can however
be reduced to H0 = 70.3+5.3

−5.0 km s−1Mpc−1 by including constraints on the orientation of the
system from radio observation (Hotokezaka et al., 2019). The precision of this measurement is
still expected to improve rapidly with the increased sensitivity of the gravitational wave detectors,
which will allow finding many more binary neutron mergers.

Alternatively, the Tully-Fisher relation can be used to standardise the luminosity of spiral galaxies
in the Hubble flow (Tully and Fisher, 1977). This relation establishes a linear correspondence
between the asymptotic rotational velocity of spiral galaxies (or, equivalently, the HI line width)
and their absolute luminosity. Kourkchi et al. (2020) calibrated the method on 94 galaxies where
Cepheids or TRGB distances are available and obtained H0 = 76.0 ± 3.7 km s−1Mpc−1with a
sample of more than 10 000 spiral galaxies. Schombert et al. (2020) obtained H0 = 75.1 ± 2.7
km s−1Mpc−1with slightly different relation, namely the baryonic Tully-Fisher relation.

Finally, one can mention the H0 determination made by using the Sunyaev-Zeldovich effect in
galaxy clusters (e.g., Bonamente et al., 2006) or γ-ray attenuation(e.g., Domínguez et al., 2019).
Although promising, these two methods are not yet sufficiently precise to distinguish between a
"high" or a "low" value of the Hubble constant.

1.2.3 The Hubble tension and hints for new physics beyond the ΛCDM model

The recent improvement of the precision of the Hubble constant, H0 has revealed a significant
tension between the Cosmic Microwave Background (CMB) and local distance ladder measure-
ments, approaching 5-σ significance level (Verde et al., 2019). Interestingly, a distinction can
be made between the probes sensitive to the physics of the "Early Universe", such as the CMB
and the BAO, which extrapolate the value of the Hubble constant until today from the size of the
sound horizon and the "Late Universe" experiments which directly measure the Hubble constant
at the present day and tends to find a higher value of H0. Figure 1.7 shows some of the most
recent measurements of the Hubble constant, highlighting this discrepancy.
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Figure 1.7 – Recent measurements of the Hubble constant. “Early" probes are from Planck
(Planck Collaboration et al., 2020), the Dark Energy Survey (DES, Abbott et al., 2018) and
BOSS (full-shape analysis) (Philcox et al., 2020). The “Late" probes come from the distance
ladder methods using Cepheids and Type Ia supernovae (SHOES, Riess et al., 2021), the Tip
of the Red Giant Branch and Type Ia supernovae (CCHP, Freedman et al., 2020), MIRAS and
Type Ia supernovae (Huang et al., 2020), strongly lensed quasars (H0LiCOW+STRIDES, Wong
et al., 2020; Shajib et al., 2020), water megamasers (MCP, Pesce et al., 2020), surface brightness
fluctuations (SBF, Blakeslee et al., 2021) and the baryonic Tully-Fisher relation (bTF, Schombert
et al., 2020). The "combining all" estimate is for indicative purpose only as the covariances
between the probes are neglected. The other three combined estimates are using strongly lensed
quasars, water megamasers and only one of the intermediate distance calibrator among the TRGB
(CCHP), MIRAS and Cepheids (SHOES). Figure adapted from Bonvin and Millon (2020).
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Depending on the selected probes, the tension between "early" and "late" determination of H0

ranges from 4 to 6σ. The possibility that this tension arises from a statistical fluke can therefore
be safely discarded. The hypothesis that we live in an under-dense region of the Universe has
been evoked to explain why the "local" probes find a higher expansion rate (see e.g., Zehavi
et al., 1998). In this scenario, all galaxies would be attracted away from us by the denser regions
surrounding a void of radius ∼ 150 Mpc, containing the Milky Way. The expansion rate of
the Universe, as measured by an observer inside the void, would then appears faster than its
large-scale average. This scenario has, however been discarded by Wu and Huterer (2017), who
demonstrated that this effect could only explain a negligible fraction of the observed tension.
This finding has been confirmed by several other studies, which all conclude that the hypothesis
of a local void to explain the Hubble tension is very unlikely (e.g., Kenworthy et al., 2019)

If not coming from a "Hubble bubble", we are then left with two possibilities to explain the origin
of this tension: either an unknown systematic error is affecting one or both types of experiment,
either the ΛCDM model is incomplete, and this presents an exciting opportunity to understand
potentially missing physics. In the next section, we focus on this second possibility, and we
review a few appealing modifications of the ΛCDM model that have the potential to resolve the
Hubble tension.

Late resolution of the Hubble tension

One way to change the value of H0 today while leaving the physics of the early Universe
unchanged is to introduce extra degrees of freedom in the equation of state of dark energy, which
is fixed to w = −1 in ΛCDM. These modifications are allowed by the CMB observations as they
have only little constraining power of the dark energy parameters. The CMB is sensitive to the
physics happening before recombination, i.e. well before that dark energy dominates the total
energy content of the Universe. Among these late solutions to the Hubble constant, one can cite
several families of cosmological models that can reduce the Hubble tension.

One-parameter extension to the ΛCDM: The wCDM model, which adds the dark energy equa-
tion of state parameter, w as a seventh free parameter, is probably the simplest possible solution
with one single extra degree of freedom. In this case, the dark energy is not a cosmological
constant anymore. By taking w < −1, the acceleration of the expansion of the Universe is
increased compared to the standard ΛCDM, hence reducing the Hubble tension between the
CMB and local distance indicator. Another one-parameter extension to the ΛCDM consists of
relaxing the Universe’s flatness by allowing for Ωk to vary. Ωk > 0 would produce an open
Universe with a faster expansion, but this in contradiction with Planck observations, which favour
a slightly negative value of Ωk (Planck Collaboration et al., 2020; Di Valentino et al., 2020).

Two-parameters extension to the ΛCDM: A popular choice to allow for time-varying dark
energy equation of state is to adopt the w0waCDM model, a.k.a. Chevallier-Polarski-Linder
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(CPL) parametrisation (Chevallier and Polarski, 2001; Linder, 2003):

w(z) = w0 + wa
z

1 + z
. (1.11)

This reduces to the standard ΛCDM model in the case w0 = −1 and wa = 0. The w0waCDM is
however weakly constrained by the Planck data alone (H0 > 63 km s−1Mpc−1at 95% confidence
level) so this model reduces the tension with the distance ladder measurements only because of
increased uncertainties (Yang et al., 2021).

Alternative dark energy models: Alternative models have also been proposed to modify the
late expansion history, such as interactive dark energy or metastable dark energy. The former
introduces a coupling between dark energy and dark matter, which provides a mechanism to
modify the abundances of the two species in the late Universe. Similarly, metastable dark energy
models allow for dark energy to decay or increase during cosmic history. The idea behind this
class of models is to vary dark energy’s quantity or equation of state with time to change the
expansion rate of the Universe. An exhaustive list of these alternative models, along with their
advantages and disadvantages, can be found in Di Valentino et al. (2021).

In summary, any modification in the dark energy sector after recombination to further accelerate
the expansion of the Universe will reconcile the Planck and the distance ladder measurements.
However, most of these solutions present the disadvantage of leaving the sound horizon at
recombination rdrag

s unchanged while modifying H(z). Since the BAO and high-z SNe data
constrains the product H0rdrag

s , an increase of the Hubble constant will reduce rdrag
s by the same

amount. rdrag
s is also well constrained by the CMB observation with standard assumptions of

the physics of the primordial plasma. Consequently, a late modification of the expansion history
of the Universe will place the BAO and Planck determination of rdrag

s in tension, making it
impossible to fit the CMB, BAO and the distance ladder data at the same time (see e.g., Knox
and Millea, 2020; Arendse et al., 2020; Di Valentino et al., 2021, and references therein, for a
discussion of this issue). For this reason, "early" modification, i.e. before recombination, would
be preferred since these classes of models can change both H0 and rdrag

s in the right direction.

Early resolution of the Hubble tension

"Early" solution to the Hubble tension could potentially reduce rdrag
s and increase the value of

H0 inferred from the Planck data by modifying the physics before recombination. A multitude
of models have been proposed in an attempt to increase H(z) before the last scattering, and we
summarise here only three types of solution among the most promising attempts (see e.g. Di
Valentino et al., 2021, for a complete review).

Increasing the number of relativistic species: A well-motivated extension to the ΛCDM model
consists in considering extra relativistic species in the early Universe, e.g. a fourth species of
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Figure 1.8 – 68% and 95% confidence region in H0 − rdrag
s plane from SHOES (orange), BOSS

BAO + Pantheon Supernovae (green), and Planck (blue). The colour scale indicates the value of
the matter density ωm = Ωmh2. We observe that restricting the Planck data to the small scales
( > 800) or the large scales (l < 800) nor changing ωm would produce a shift in a direction that
can reconcile all three data sets. Figure reproduced from Knox and Millea (2020).
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neutrino. This would change the total effective number of neutrinos Ne f f from 3.046, which
is the value expected with three species of neutrino in the Standard Model of particle physics.
Increasing Ne f f to ∼ 4.2 would produce the reduction of rdrag

s by 7% that is necessary to bring
the CMB, BAO and distance ladder data in agreement (Knox and Millea, 2020). However, the
Planck CMB data leaves only little room for changing the number of relativistic species. When
Ne f f is left as a free parameter, Planck Collaboration et al. (2020) found Ne f f = 2.92 ± 0.19
assuming ΛCDM, in good agreement with the theoretical prediction of the Standard Model. The
possibility of a light relic to explain the Hubble tension is still not completely ruled out as more
complex interactions between this extra relativistic species and dark matter could significantly
loosen the constraints of Planck. For example, Kreisch et al. (2020) found that CMB data could
tolerate Ne f f > 4.0 under specific conditions.

Primordial magnetic fields: Jedamzik and Pogosian (2020) proposed that primordial magnetic
fields of moderate strength could be sufficient to produce additional baryon inhomogeneities in
the primordial plasma. These additional inhomogeneities would provoke earlier recombination
and thus reduce the sound horizon. This effect would increase the value of H0 inferred from the
CMB data and reduces the Hubble tension to 1.4 σ. The CMB power spectrum set some stringent
limit on the maximal strength of the primordial magnetic fields. However, it does not exclude
the presence of ∼ 0.1 nano-Gauss magnetic fields, acting at the ∼kpc scale, which are required
to produce enough baryon inhomogeneities to significantly change the time of recombination
(Jedamzik and Saveliev, 2019).

Early Dark Energy: Early dark energy has been proposed as a potential solution to the Hubble
tension (Karwal and Kamionkowski, 2016; Mörtsell and Dhawan, 2018; Poulin et al., 2019). Early
dark energy introduces another component to accelerate the expansion before recombination,
which would behave like a cosmological constant above some critical redshift zc and then decays
rapidly. This scenario is appealing as this would preserve the fit to the CMB data (or even slightly
improve it) while reducing the tension between CMB and SHOES determination of H0 to less
than 2σ (Agrawal et al., 2019).
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1.3 Gravitational Lensing

Most of my work presented in this manuscript is based on the interesting property, called
gravitational lensing, that light has to be deflected when it travels in the vicinity of a massive
object. As I show later in Section 1.4, this phenomenon, among many other exciting applications,
can give us access to the Hubble constant. I propose to recall here the basic principles of the
lensing theory, that will later be used in this work.

1.3.1 Early predictions and first observations

The idea that the gravitational force can deflect the light in a similar way than any other massive
particle can be traced to John Mitchell in 1784, in a letter to Henry Cavendish. A few years later
in 1804, Johan von Soldner concluded that a light ray travelling in the gravitational field of a
star of mass M would experience a deflection of angle α̂N = 2GM/(c2ξ), where G is the Newton
constant, c is the speed of light and ξ is the impact parameter of the light ray. These results were
based on Newton’s corpuscular theory of light, which assumes that light behaves similarly to
massive test particles travelling at a finite velocity in a gravitational field. In 1911, 4 years before
the definitive formulation of the theory of General Relativity, Albert Einstein computed the same
value as Soldner and Mitchell based on the equivalence principle alone.

However, in 1915, Einstein revised his previous estimate of the light’s deflection angle, which
was too small by a factor 2. Using his new theory of General Relativity, he computed the correct
value:

α̂ = 4GM/(c2ξ) = 1.′′75
(

M
M�

) (
ξ

R�

)−1

. (1.12)

The deflection angle was measured for the first time during the solar eclipse of May 29, 1919,
when it was possible to observe stars close to the Sun (Dyson et al., 1920). The apparent positions
of the stars during the eclipse were indeed displaced by the amount predicted by Einstein. This
provided the first experimental confirmation of Einstein’s theory of General Relativity.

It is interesting to notice that, in the case of close alignment between the background source
and the foreground "lens", the background object will be distorted to form annulus around the
lens, called an "Einstein ring". If the alignment is close but not perfect, two images of the same
background source will be observed, corresponding to each of the two optical paths around the
lens. This effect is called strong gravitational lensing. In 1936, Einstein computed the probability
to observe this phenomenon for two stars passing in front of each other and concluded that
the amplitude would be way too small to be observed (Einstein, 1936). Zwicky (1937) had a
more optimistic view on this problem. Fritz Zwicky considered the gravitational lensing by
"extragalactic nebulae" (which was not yet known to be galaxies at these times) and concluded
that the chances to observe the strong lensing effect are in fact much higher since their mass
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could produce multiple images separated by up to ∼ 10′′.

This prediction was later confirmed by the discovery of the first gravitationally lensed quasar by
Walsh et al. (1979). The authors reported two quasars separated by 5.7′′at the same redshift with
similar spectral features. It was soon after confirmed to be a gravitational lens by the discovery
of a galaxy lying between the two multiple images. Figure 1.9 shows the discovery spectra of
Q 0957+561 and the HST images confirming the lensing nature of the system.

Figure 1.9 – Left: Original spectra of the two images of the gravitationally lensed quasars
Q 0957+561 reproduced from Walsh et al. (1979). The two spectra present the same features
at the same redshift, providing evidence that it is two images of the same system. Right: HST
image of the gravitationally lensed quasars Q 0957+561, unveiling the lensing galaxy in between
the two quasar images. Credits: ESA/Hubble & NASA.

1.3.2 Lensing formalism

The modern mathematical formulation of the lensing theory can be found in, e.g., Schneider
(1985). Without going through all the mathematical developments, we summarise here the
relevant results. Figure 1.10 shows a schematic view of a gravitationally lensed system, with all
the relevant angles and distances. We define the 2D vector θ as the observed angle position of
the lensed object, β the (unobservable) projected angle between the lens and the source, α the
deflection angle introduced by the gravitational field of the lens.

These quantities are related by the lens equation:

β = θ − α(θ), (1.13)

which reflects the fact that a light ray emitted in the source plane at angle β from the optical
axis will be observed at an angle θ in the lens plane after encountering a deflection α. In this
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Figure 1.10 – Schematic view of a lensed quasar. Adapted from Aymeric Galan’s Master thesis.

formalism, it also useful to define the 2D vector ξ as the position where the light ray is reaching
the lens plane. |ξ| is also called the impact parameter and relates to the deflection angle through
equation 1.12.

A common practice to simplify the problem is to follow the geometrically thin lens approximation
by assuming that all the mass is concentrated in a single lens plane. This assumption holds well
because the distances between the observer and the lens Dd, between the observer and the source
Ds and between the lens and the source Dds are typically much larger than the physical size of
the lensing galaxy. Following this thin lens approximation, one can compute the 2D projected
mass density Σ(ξ) by integrating the 3D density profile along the line of sight:

Σ(ξ) =

∫
ρ(ξ, ξ3)dξ3 (1.14)

It is also convenient to scale the projected mass density by the critical surface density, Σcr to
obtain the dimensionless projected surface density κ(θ), also called convergence:

κ(θ) =
Σ(θ)
Σcr

, (1.15)

where the critical surface mass density, corresponding to the minimal surface density required to
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produce multiple images, is defined as:

Σcr =
c2Ds

4πGDdsDd
. (1.16)

By using Eq. 1.15, we can show that, in the thin lens approximation, the deflection angle is:

α(θ) =
1
π

∫
(θ − θ′)κ(θ′)
|θ − θ′|2 dθ′. (1.17)

The lensing potential ψ(θ), defined as:

ψ(θ) =
1
π

∫
κ(θ′) ln |θ − θ′|dθ′, (1.18)

provides a convenient way of computing the convergence and deflection angle as the gradient
and half of the Laplacian of the lensing potential:

α(θ) = ∇ψ(θ), (1.19)

κ(θ) =
1
2
∇2ψ(θ). (1.20)

In ray optics, Fermat’s principle states that the path taken by a light ray between two points
will always minimise its travel time. By analogy with this concept, one can define the Fermat
potential φ (Schneider, 1985; Blandford and Narayan, 1986):

φ(θ,β) ≡ (θ − β)2

2
− ψ(θ), (1.21)

which possesses two interesting properties. First, taking ∇φ(θ,β) = 0 is equivalent to the
lens equation (Eq. 1.13). Second, the Fermat potential can be interpreted, up to an affine
transformation, as the travel time between the source and the observer. Optical paths that
minimise the travel time of the photons are therefore located at the minima and saddle point of
the arrival time surface (i.e. where ∇φ(θ,β) = 0). By analogy with Fermat’s principle, one can
predict where the multiple images will form by computing the arrival time surface and finding its
stationary points.

Magnification, convergence and shear: The terms of magnification, convergence and shear
will be widely employed in the rest of this work, so we believe that it is convenient to remind
the reader their definitions here. We will first consider the Jacobian matrix of the operator
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transforming the unlensed coordinates β into the lensed coordinates θ:

Ai j =
∂β j

∂θi
= δi j − ∂2ψ

∂θiθ j
, (1.22)

where we used the lens equation (Eq. 1.13) in the second equality (δi j being the Kronecker delta).
The Jacobian matrix A can be rewritten as:

Ai j =


1 − κ − γ1 γ2

γ2 1 − κ + γ1

 , (1.23)

where κ is the convergence as defined in Eq.1.20 and where the shear γ is:

γ =

√
γ2

1 + γ2
2, γ1 =

1
2

(ψ11 − ψ22), γ2 = ψ12, ψi j =
∂ψ

∂θi∂θ j
. (1.24)

The convergence can be interpreted as a measure of the apparent amplification of the object’s
size, whereas the shear is related to the images’ skewness. Lensing has the interesting property to
conserve the surface brightness, which means that if the source appears bigger on the sky due to
the lensing convergence, it will also be brighter. This phenomenon is called magnification and
can be written as the inverse of the determinant of the Jacobian matrix:

µ =
1

det(Ai j)
=

1
(1 − κ)2 − γ2 . (1.25)

The location in the lens plane where det(Ai j) cancels corresponds to an infinite magnification.
These regions are called critical lines, and their mappings in the source plane are named caustics.
Since the source has a finite size, it cannot exactly be located entirely on a caustic, so infinite
magnifications are never reached in practice. However, objects located behind massive galaxy
clusters can appear 1000 times brighter than they are in reality.

The Mass Sheet Degeneracy: An inherent complication to strong lensing is the so-called Mass-
Sheet Transformation (MST, e.g., Falco et al., 1985), which rescales the source size and the
convergence to leave the image position and their magnification unchanged. This transformation
can be expressed as:

κ(θ)→ κλ(θ) = (1 − λ) × κ(θ) + λ,

β→ β′ = λβ,
(1.26)

where λ parametrises the amplitude of the transformation. We can interpret this transformation as
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equivalent to adding an infinite "sheet" of mass of constant surface density λ in the lens plane
while rescaling the mass profile by 1− λ and the source size by λ. Infinite "sheets" of mass are off

course, not found in nature, but we immediately see here that the lens mass profile modelled from
the multiple images position and magnification is not unique. The MST can take more subtle
forms and leave no or only little imprints in the lensing observable as we will later describe in
Section 1.4 and Chapter 5. In fact, the Mass-Sheet Degeneracy (MSD) is a particular case of a
broader class of degeneracies or pseudo-degeneracies (i.e. degeneracies that are not exact but
cannot be distinguished at the precision level of the data) which modify the mass profile and the
source size or position (see e.g., Gorenstein et al., 1988; Saha, 2000; Liesenborgs and De Rijcke,
2012; Schneider and Sluse, 2014; Wagner, 2018).

1.3.3 Strong, Weak and Micro: different regimes of gravitational lensing.

Strong lensing: We speak about strong lensing when the lens is massive enough to split the light
into well-separated multiple images. In the case of extended background sources, strong lensing
produces gravitational arcs or even an Einstein ring if the source is well-aligned with the lens and
the observer.

Figure 1.11 – HST image of the quadruply imaged lensed quasar 2M 1310−1714. The arrow
indicates the position of a fifth central image in between the two lens galaxies. Figure adapted
from Galan et al. (in prep).
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Several configurations of strong lenses are possible, depending on the position of the source
relative to the caustic. First, the source can be doubly imaged (we then speak about doubles) or
quadruply imaged (hereafter, quads). In theory, strong gravitational lensing should produce an
odd number of multiple images, but the central image predicted by the lensing theory is largely
demagnified and usually not observed. In some rare cases, e.g. the quadruply imaged quasars 2M
1310−1714, the central image is yet visible (see Figure 1.11). Here, the detection of the central
image is easier since it appears in between the two lens galaxies and is not hidden in the glare of
the a bright foreground object.

Among quads, we can make the distinction between three types of image configuration, namely
the cusp, the fold and the cross configuration. The cusp configuration is slightly different if the
source approaches the caustic from its short or long axis. Figure 1.12 shows the different quad
configuration, depending on the position of the source relative to the caustic.

Weak lensing: Weak lensing arises when the lensing potential is too weak to produce multiple
images, but the background objects’ shapes are still slightly distorted by the gravitational lensing.
It typically occurs when the source is not well aligned with the lens and the observer. This
signal can be extracted by measuring the ellipticity and the orientation of the galaxies, which, on
average, appear more elongated in the direction perpendicular to the lens. Since galaxies are also
intrinsically elliptical, this analysis can only be performed statistically over hundreds of weakly
lensed galaxies. It is then possible to detect a slight deviation from their random orientations and
shapes.

Microlensing: Microlensing is not different from strong lensing, but the image separation
is so small, typically of the order of a micro-arsecond, that it cannot be resolved with any
instrumentation. We can only detect that a source is indeed microlensed through the magnification
(or demagnification) that microlensing introduces. By contrast with strong lenses produced by
galaxies or galaxy clusters, microlensing arises from much lighter compact objects, with a mass
of the order of ∼ 0.1 − 10M�.

1.3.4 What can strong lensing tell us about the Universe ?

In its different regime, gravitational lensing can be used to study objects over a mass scale
covering more than 16 orders of magnitude, from largest galaxy clusters with a total mass above
∼ 1015M� to sub-solar mass microlenses. Gravitational lensing also has the advantage to be
sensitive to all the kind of matter interacting gravitationally; it can detect both dark and luminous
matter.

In the strong regime, lenses formed by galaxy clusters provides a unique insight into the distri-
bution of mass in the biggest gravitationally bound structures of the Universe. It is possible to
infer the mass function of the dark-matter halo within these galaxy clusters and test the structure
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Figure 1.12 – From left to right, the panels show the source position and the caustics in the source
plane, the image position and the critical lines in the lens plane, and a real lens system observed
by the HST. Each line shows a different strong lensing configuration. From top to bottom, an
example of a cross (HE 0435−1223), a long-axis cusp (RX J1131−1231), a short-axis cusp
(J 0659+1629), a fold (GRAL 1131−4419) and a double (HE 1104−1805) are shown. Figure
adapted from Courbin et al. (2002). Image credits: ESA/Hubble, NASA.
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formation models within the Cold Dark Matter paradigm (Natarajan et al., 2007; Grillo et al.,
2015). Strong lenses are also found around isolated galaxies, informing us about the mass
distribution on smaller scales. For example, the detection of substructures of mass ∼ 108M�
around massive elliptical galaxies provides a stringent test for the Cold Dark Matter model, as
the number of subhalos varies by several orders of magnitude in alternative Warm Dark matter
models (Vegetti et al., 2010, 2012). In this case, gravitational lensing allows us to detect dark
substructures that are too faint to be observed directly. Another application to strong lensing
consists in studying a uniformly selected sample of lenses, e.g. the Sloan Lens ACS Survey
sample (SLACS, Bolton et al., 2006), to infer the population properties, such as the mass profile
slope and its evolution with redshift (Bolton et al., 2008b) or the mass-to-light ratio (M/L) in the
lens galaxy (Shajib et al., 2021).

Moreover, strong lenses can be used as a powerful natural telescope, which allows us to study
very distant and faint object that would be otherwise inaccessible with the current facilities. A
noticeable example of this technique can be found in Ding et al. (2021b), who used strongly
lensed quasar to extend the Black-hole mass/host mass relation to very distant quasars. Thanks to
the lensing magnification, they were able to study the co-evolution between the Black-holes and
their host galaxyies up to redshift z ∼ 2. Cava et al. (2018) also made use of the stretching of
the source induced by the lensing to resolve stellar clumps in high-redshift galaxies that would
otherwise be inaccessible, even with space-based instrumentation.

Finally, strong lensing is a powerful cosmological probe. Apart from time-delay cosmography,
which is covered extensively in the following chapters, strong lenses can constrain the cosmologi-
cal parameters with double source lenses. In some rare cases, the same galaxy can lens several
background sources located at different redshift. These systems can be used to measure Ωm and
set constraints on the dark energy’s equation of state parameter (Collett and Auger, 2014).
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1.4 Time-Delay Cosmography

The original idea that strong lensing can be used to measure distances and, thus, the expansion
rate of the Universe is attributed to Refsdal (1964). Refsdal noticed that the optical path taken
by light travelling in the different multiple images could be slightly shorter or slightly longer,
depending on the lensing configuration. If it can be measured, the time delay between different
multiple images can inform the distance to the lens and to the source, and is thus intrinsically tied
to the Hubble constant.

1.4.1 Background

Time-delay cosmography provides direct access to the so-called "time-delay distance", which
combines angular diameter distance from the observer to the deflector Dd, to the source Ds

and between the deflector and the source Dds. Assuming a single-plane lens at redshift zd, the
time-delay distance D∆t is (Refsdal, 1964; Schneider et al., 1992; Suyu et al., 2010):

D∆t ≡ (1 + zd)
DdDs

Dds
. (1.27)

By the using the definition of the angular diameter distance (Eq. 1.8), one can demonstrate
that this quantity is proportional to the Hubble constant with some weak dependencies on other
cosmological parameters.

D∆t ∝ 1
H0

. (1.28)

D∆t can also be written as a function of the time delay between two multiple images A and B, by
eval:

∆tAB =
D∆t

c

[
(θA − β)2

2
− (θB − β)2

2
− ψ(θA) + ψ(θB)

]
, (1.29)

where c is the speed of light, ψ is the lensing potential as defined in Eq. 1.18. The total time
delay between A and B can be interpreted as the sum of a geometrical time delay, introduced by
the deflection of light, which makes the optical path longer than a straight line, and the Shapiro
delay, which is due to the light travelling in the gravitational potential. According to Einstein’s
General Relativity, the space-time distortion in the vicinity of a massive object will increase the
travel time of the light as seen by an outside observer.

By using the definition of the Fermat potential (Eq. 1.21), we can rewrite Eq. 1.29 as a function
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of the difference of Fermat potentials at the positions of the multiple images ∆φAB:

∆tAB =
D∆t

c
[
φ(θA) − φ(θB)

] ≡ D∆t

c
∆φAB. (1.30)

At this point, we have related a quantity containing all the cosmological dependencies, namely
D∆t, to two observables:

• ∆tAB, the time delay between image A and B, which can be measured by monitoring the
lens for several years

• ∆φAB, which can be infer from a lens model fitted on high-resolution images.

The inference of D∆t is complicated by the MST (1.26), which rescales the time-delay distance
according to:

DMST
∆t = λDtrue

∆t . (1.31)

A rescaling of the mass of the lens and of the size of the source would change the inferred D∆t,
without changing the lensing observables except the time delays. Consequently, for some given
time delays, the inferred Hubble constant is rescaled as:

HMST
0 = λ−1Htrue

0 . (1.32)

The profile-slope degeneracy or "internal" MSD: By contrast with external infinite "sheet of
mass" dexcribed in Section 1.3.2, the MSD can take a more subtle form, called the "internal"
MSD or the profile-slope degeneracy (Witt et al., 2000; Wucknitz, 2002; Suyu, 2012, and others).
It arises when a change of slope in the mass profile of the lens galaxy within the Einstein radius
produces an approximate Mass-Sheet Transformation. We can thus separate into two terms the
different aspects of the MSD:

λ = (1 − κext) × λint. (1.33)

The first term, (1−κext) corresponds to the external contribution to the MSD, and κext is called the
external convergence. It corresponds to the net effect of the mass of all the galaxy intervening
along the line of sight. κext can be estimated independently from the lens modelling by counting
the galaxies in an aperture around the lens. The galaxies are then weighted by physically relevant
quantities such as their distance to the lens, their redshifts or their stellar masses and compared
to similar lines of sight in numerical simulations (e.g. Rusu et al., 2017). An alternative and
independent technique to estimate κext consists in extracting the weak lensing signal from the
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distortion of the background galaxies (Tihhonova et al., 2018, 2020). The external MSD can
therefore be broken by introducing an independent estimate of κext. The second term, λint is
internal to the lens and is more difficult to constrain. The time-delay distance transforms with the
internal MSD parameter λint similarly to Eq. 1.31:

DMST
∆t = λintDtrue

∆t . (1.34)

Assuming a particular parametric form of the mass profile, e.g., a profile with a constant slope
breaks this degeneracy and imposes a particular value of H0 for given time delays. The choice of
the mass model is therefore critical for an accurate inference of the Hubble constant, and this
has been the subject of debates in the past decade (see e.g. Saha and Williams, 2006; Schneider
and Sluse, 2013; Xu et al., 2016; Sonnenfeld, 2018; Kochanek, 2020; Blum et al., 2020; Millon
et al., 2020c). Another way to avoid making too strong assumptions on the galaxy’s mass profiles
consists of using the stellar velocity dispersion of the lens. Stellar velocity dispersions, especially
spatially resolved velocity dispersions, can break this degeneracy by providing another estimate
of the central mass of the lens, which is sensitive to a change of slope within the Einstein radius.

The mitigation of the "internal" MST is therefore a crucial aspect for an accurate determination
of the Hubble constant. It is the topic of a dedicated chapter of this thesis (Chapter 5).

1.4.2 Supernovae as a variable sources for Time-Delay Cosmography

A key ingredient for time-delay cosmography is measuring the time delays themselves, which
requires finding variables and multiply imaged sources. Supernovae (SNe) were first proposed
by Refsdal (1964) as potential variable sources because of their rapid change of luminosity
during their expanding phase and their bright nature, which makes them visible at cosmological
distances. Type Ia supernovae also have the advantage to be standard candles, so they provide
a second distance measurement, i.e. the luminosity distance to the source, in addition to the
time-delay distance. This second distance estimate would improve the achievable precision on
H0 by breaking the lensing degeneracies.

Lensed SNe are, however, extremely rare, and only two systems have been discovered so far.
The first one, SNe Refsdal, is a core-collapse Type II supernovae, which was found in one of the
Hubble Frontier Field galaxy cluster, namely MACS J1149+2223 (Kelly et al., 2015). The four
multiple images created by one of the cluster’s galaxy are clearly seen on the HST images taken
in November 2014 (see Figure 1.13). SNe Refsdal exploded in a galaxy that is itself imaged
three times by the cluster. The reappearance of the supernova in the other lensed images was
then predicted by the lensing models, providing a full-scale test to verify their accuracy. In
December 2015, the SNIa Refsdal was observed again by HST (Kelly et al., 2016) about a year
after its first appearance, close to the position predicted by the lens models. The time-delays were
measured by Rodney et al. (2016) and the lens cluster was modelled (Grillo et al., 2018) but the
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complete time-delay cosmography analysis and constraints on H0 are still in preparation. The
fact that SN Refsdal is lensed by a cluster is both an advantage and a disadvantage; on one hand,
clusters modelling is much more complex and hundreds of degrees of freedom are necessary
to represent the mass distribution. On the other hand, the models are constrained by dozens
of multiply imaged background sources located at different redshifts, which break most of the
lensing degeneracies. In any case, the lens modelling of galaxy clusters are probably affected by
different systematic errors than isolated galaxies, so this upcoming result will be an excellent test
to verify the assumptions made on galaxy-scale lenses.

Figure 1.13 – HST image of the galaxy cluster MACS J1149+2223. Panel a) shows the location
(labelled SX) of the reappearance of the fifth image of the SN Refsdal in December 2015. Panel
b) shows the four multiple images labelled S1 to S4 of the SN Refsdal, observed in November
2014. The four images are strongly lensed by a cluster member galaxy. Figure reproduced from
Grillo et al. (2018). Original image credit: NASA, ESA/Hubble.

The second case of a lensed supernova was found by Goobar et al. (2017) in the intermediate
Palomar Transient Factory (iPTF), this time imaged by a single isolated galaxy. It was detected
as anomalous SNIa at redshift z = 0.409, much brighter than expected since the depth of the iPTF
survey should, in theory, not allow the detection of such a high redshift SNIa. The follow-up
Adaptative Optics and HST observation demonstrated that it was a lensed SNIa, whose luminosity
was magnified by a factor ∼50. However, no time delays were measured for this system. Due
to the relatively low redshift of the lens and the very symmetric "cross" configuration, the time
delays would have anyway been counted in hours rather than in days, leaving no hope to obtain a
decent relative precision on the time delays, and thus on the Hubble constant (More et al., 2017).
It is, in fact, a well-known selection bias in low depth transient survey such as iPTF - these
surveys will detect only the highly magnified SNe, which turns out to be lenses with the most
symmetric configurations and thus the shortest time delays.

This problem will eventually be solved by the Legacy Survey of Space and Time (LSST), which
will cover over 20 000 square degrees in the southern hemisphere down to a magnitude r ∼ 24.5
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at each epoch. LSST is expected to find between 500 and 900 lensed SNIa throughout the ten
years of the survey (Goldstein and Nugent, 2017; Goldstein et al., 2019),. However, the number of
well-measured time delays might be much lower and will highly depend on the chosen observing
cadence and the possibility to obtain follow-up observation (Huber et al., 2019). LSST will
still be a potent tool for time-delay cosmography with strongly lensed SNIa, providing both the
discovery and time-delay measurement machine at the same time.

1.4.3 Quasars as a variable sources for Time-Delay Cosmography

Lensed quasars were quickly noticed to be a possible alternative to lensed supernovae for time-
delay cosmography. They are also variable objects, making the time-delay measurements possible,
but they are much more common than lensed supernovae. There are approximately 300 known
lensed quasars at the time of writing compared to the 2 lensed SNe discovered so far. Quasars
also have the advantage to reach their peak activity around redshift zs ∼ 2, which makes them
excellent bright sources to be lensed by massive early-type galaxies located around redshift
zd ∼ 0.5. This configuration can produce widely separated multiple images, which simplify the
monitoring.

It is believed that the change of luminosity of quasars is related to the accretion activity on the
central black-hole. The infalling gas approaching the event horizon is heated by friction and thus
releases its gravitational energy in the form of thermal emission. Therefore, the luminosity of the
quasar changes with the amount of gas being accreted, which makes quasars variable at optical
wavelengths on time scales ranging from weeks to several years. By contrast with lensed SNe
which fades a few months after their explosion, lensed quasars can be monitored as long as it is
necessary to measure their time delays.

However, not all lensed quasars are suitable for time-delay cosmography. One would prefer
quads compared to doubles because the extra images provide more lensing constraints and offer
the possibility to measure six time delays, although only three are truly independent. On the
other hand, quads are often more compact systems with low image separation, which complicates
the monitoring. They are often also more symmetric, which means that, on average, time delays
are shorter than for doubles. Overall, the number of quads suitable for time-delay cosmography
is still of the order of ∼ 20. With only seven strongly lensed quasars studied in details (Wong
et al., 2020; Shajib et al., 2020), the sample remains relatively small, and the statistical errors can
still be improved by increasing the number of lenses. The number of lensed quasars suitable for
time-delay cosmography is expected to increase significantly with the discovery of hundreds of
new lenses in the current and upcoming large sky surveys (see e.g., Oguri and Marshall (2010)
for prediction in LSST, or Agnello et al. (2015); Agnello (2018); Lemon et al. (2019, 2018);
Krone-Martins et al. (2018) for recent discoveries in the DES and Gaia survey).

Lensed quasars also have several drawbacks compared to lensed SNe. First, they are often much
brighter than their host galaxies. If the extended host of the quasar produces an Einstein ring, the
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presence of bright quasar images appearing in the Einstein ring will significantly complicate the
lens reconstruction (Ding et al., 2021a). Despite not being necessary, the presence of an Einstein
ring is a very desirable feature of a lens as it provides much more constraints on the lens model
than the point source positions alone. On the other hand, lensed SNIa will rapidly fade, leaving a
clean Einstein ring for the lens reconstruction. Secondly, lensed quasars are not standard candles,
so the lensing degeneracies cannot be broken by a second estimate of the distance to the source.
They, therefore, require detailed modelling of the stellar kinematics to overcome the MSD. In
this context, spatially resolved velocity dispersions would be ideal, but again, the high contrast
between the bright quasar image and the faint lens galaxy makes their measurement particularly
difficult to achieve, even with the best ground-based Integral Fields Units (IFU) and Adaptative
Optics.

1.4.4 And others variable sources ?

Other transients, such as Fast Radio Burst (FRB), Gamma-Ray Burst (GRB) or even gravitational
waves, were proposed to serve as variable sources for time-delay cosmography. Although
never observed gravitationally lensed so far, these all present the advantage to be detectable at
cosmological distances and to vary extremely rapidly, on a time-scale of a few milliseconds,
which open the possibility to measure time delays at a precision several orders of magnitude
better than with optical quasar light curves. In the case of repeated events, it would even be
possible to compute the time derivative of the time-delays, eliminating all uncertainties related to
the lens mass modelling and thus providing direct access to the cosmological parameters (see
Wucknitz et al., 2021, for details). Time-delay cosmography with FRBs, GRBs or gravitational
waves is only speculative at the moment but might become a reality in the future.
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1.5 Outlines

After this general introduction about cosmology, distance measurements and strong lensing, I
present in the next chapters my work on time-delay cosmography with strongly lensed quasars,
conducted within the COSMOGRAIL and H0LiCOW collaborations, now regrouped in the
TDCOSMO collaboration. The main focus of this work was the analysis of the light curves
produced by the COSMOGRAIL collaboration in the past two decades and, of course, the
measurements of the time delays from this enormous amount of data. Chapter 2 summarises my
work on this topic. Three publications are attached to Chapter 2, i.e. Millon et al. (2020b,a,d),
presenting respectively i) the time-delay measurements of 18 lensed quasars based on decade
long light curves from the COSMOGRAIL program, ii) the six time-delays obtained from the
new high-cadence monitoring strategy carried out at the ESO/MPG 2.2m telescope, and iii) the
new version of the Python curve-shifting package PyCS3.

In Chapter 3, I present my work on lens modelling. I first introduce the main principles and
assumptions made when attempting to model the mass distribution of gravitational lenses. The
rest of this chapter is dedicated to our participation to the Time-Delay Lens Modelling Challenge
(TDLMC, Ding et al., 2021c). Modelling these 50 simulated lenses was a team effort, carried
out with my colleagues Aymeric Galan, Vivien Bonvin and Frederic Courbin. The official results
of this challenge can be found in Ding et al. (2021c). However, I present here the details of our
modelling and my personal interpretation of the lessons learnt from this blind data challenge.

Chapter 4 presents the work I have done on the Bayesian Inference of the cosmological parameters
from the H0LiCOW distance measurements, also testing different extensions to the ΛCDM model.
The techniques and their implementation presented here were developed in close collaboration
with Vivien Bonvin, my predecessor at the LASTRO. Our implementation was used by Wong
et al. (2020), which presents the latest cosmological constraints obtained in 2020 by H0LiCOW
collaboration. This paper is attached at the end of this chapter.

Finally, in Chapter 5, I present my work on the search for unaccounted systematic errors in the
H0LiCOW analysis. These results are presented in details in Millon et al. (2020c), attached in
this chapter. I have also judged that it would be useful to summarise here the different sources of
systematic and random uncertainties entering the final error budget. This chapter includes my
contribution to Birrer et al. (2020), which presents the new hierarchical Bayesian inference of the
TDCOSMO collaboration. In particular, I focus on the tests carried out on simulated data, i.e. on
our submission to the TDLMC, to validate this new analysis framework.
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2 Time-Delay Measurements

“If your experiment needs statistics, you ought to have done a better experiment.”

– Ernest Rutherford

2.1 First time-delay measurement and its controversy

The monitoring of the first gravitationally lensed quasars Q 0957+561 started soon after its
discovery with a variety of photometric technologies available at that time. In an attempt to
determine the time delays, Keel (1982) monitored Q 0957+561 with photometric plates between
1980 and 1981, Vanderriest et al. (1982) made use of the Camera éléctronique, a precursor of
the modern photo-multipliers, and finally Schild and Weekes (1984) obtained the first data with
a CCD camera, which yielded a first rough estimate of the time delays, around 376 ± 37 days,
measured by light-curves cross-correlation (Schild and Cholfin, 1986).

Vanderriest et al. (1989) gathered these heterogeneous data set, and thanks to their careful
calibration of the different instruments, they managed to build a single light curve covering
the period 1979-1987. By cross-correlating the A and B light curves, they measured a time
delay of 415± 20 days, but this measurement relied only on the identification of a single peak.
Interestingly, the authors reported the possible presence of microlensing in the light curves
based on two arguments. First, the ratio of curves shifted by the time delay was varying, which
was interpreted as a change of the microlensing magnification in one of the multiple images.
Second, the magnification ratio also changed with wavelengths, possibly indicating that different
quasar emission regions are magnified differently. These two signatures of microlensing are
nowadays widely used to infer properties of the quasar, such as the size of the accretion disk and
its temperature profile (see Section 2.6 for details).

Doubts about the robustness of this first determination of the time delay rapidly arose with
the new radio monitoring data obtained by Lehar et al. (1992). On this data set, Lehar et al.
(1992) found a time delay of 511 ± 40 days, more than two standard deviations away from the
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Figure 2.1 – Comparison between the optical light curves (left) of the lensed quasar Q 0957+561
obtained by Vanderriest et al. (1989) and the radio light curves (right) obtained by Lehar et al.
(1992) at the Very Large Array (VLA). The letters on the radio light curves indicates the VLA
configuration used for the observation. The seasonal gaps in the optical light curves are due
to the target being too close from the Sun during half of the year. Not such gaps exists in the
radio light curves because the quasar can be observed even during day time. Figure adapted from
Vanderriest et al. (1989) and Lehar et al. (1992).

estimate of Vanderriest et al. (1989). The authors concluded that the error bars were previously
underestimated because of the season gaps not being correctly interpolated and most of the
light curves’ variations being undersampled. Press et al. (1992a,b) later confirmed this result
and also found a "long" time-delay of 540 ± 12 days (95% confidence level) by re-analysing
both on the optical and radio data set. Press et al. (1992a,b) used a new technique based on
optimal reconstruction to interpolate between the unevenly sampled data points and explained
the inconsistent results found by the previous studies by seasonal widowing effects. This result
was contradicted by Pelt et al. (1994) who re-analysed the same data with a different technique
and demonstrated that the results of Press et al. (1992a,b) were not robust, favouring the shorter
delay found initially by Vanderriest et al. (1989). At that time, the situation was well-summarised
by Kundić et al. (1997): "the“short delay” and the “long delay” have been obtained both by
applying the same statistical techniques to different data sets and by applying different statistical
techniques to the same data".

A first element solving this controversy was brought by Schild and Thomson (1997), who
monitored Q 0957+561 for three years at a cadence close to daily. These new data favoured
the "short delay" solution found by Vanderriest et al. (1989) almost a decade earlier. This
result was soon after confirmed to be 417 ± 3 days by (Kundić et al., 1997) with the use of
a bigger telescope and well-sampled light curves. Schild and Thomson (1997) identified the
microlensing variability to be at the origin of the previous incorrect results. They stated that "this
microlensing drift, combined with the overall asymmetry of the quasar brightness record, biases
the calculation of time delay away from the correct value, and is strongly in violation of the
(Press et al., 1992a,b) assumption that the A and B brightness records are simple time translates
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of each other". Microlensing was then identified as a major source of nuisance when measuring
time-delays, as it introduces all sorts of extrinsic variations atop the quasar intrinsic variations. It
affects mainly the low frequencies, but as we will see later in Section 2.6.1 and Section 2.6.2,
microlensing can also modify the signal at high-frequency because of a variety of reverberation
and differential magnification effects.

The discovery of new lensed quasars and the advances in photometric instrumentations in the late
1990s and early 2000s have eventually accelerated the development of the field. Building on the
experience acquired from this first controversy, radio and optical monitoring campaign finally
yielded accurate time-delay measurements (Schechter et al., 1997; Biggs et al., 1999; Burud et al.,
2000, 2002; Fassnacht et al., 2002; Hjorth et al., 2002; Kochanek et al., 2006). A small sample of
lensed quasars with known time delays was then available and could lead to the first attempts to
precisely measure H0 with time-delay cosmography (e.g. Kochanek, 2003; Paraficz and Hjorth,
2010).

Measuring time delays is apparently an easy problem, as it simply consists of finding the best
time-shift to superpose two curves, but it is much more complicated than it seems. This historical
example of Q 0957+561 teach us several lessons that should be kept in mind before attempting
to measure time delays:

• Accurate photometry: In the optical, quasars are variable on a timescale of weeks to years,
but longer variations also have a larger amplitude. This means that either long light curves
or high photometric accuracy are required to measure the delay reliably. In one monitoring
season, variations of the order of 0.2 mag are often observed, which requires a photometric
accuracy of a few milli-magnitudes to identify precisely the inflexion points.

• Monitoring cadence: A good sampling of the light curves is also necessary. To obtain the
time delays in only a few monitoring seasons, one should target the fast variations of small
amplitude. The monitoring cadence then needs to be commensurate with the timescale of
the targeted variations and the photometric accuracy.

• Widowing effects and correlated noise: Widowing effects should be carefully accounted
for when using cross-correlation techniques to measure time delays. In particular, season
gaps are unavoidable in optical light curves since most lensed quasars are not visible all
year long. This introduces some periodic signal that should be carefully removed before
attempting to measure the time delays. Great care should also be taken in the presence of
correlated noise in the light curves, which might be due to any kind of instrumental effects.
If no evident variations can be matched unambiguously in both light curves, one can easily
get fooled by spurious peaks in the cross-correlation functions.

• Microlensing: Microlensing introduces some extrinsic variations on top of the quasar vari-
ations. For this reason, light curves rarely match perfectly. As the example of Q 0957+561
shows, microlensing can severely bias the time-delay measurement if not appropriately
modelled.
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The solution to all these difficulties is yet straightforward: one should observe with telescopes
as big as possible, as often as possible and for several years in a row. This comes obviously
at a price of substantial observing costs and difficulties to accommodate lens monitoring with
other observation programs. In this context, the COSmological MOnitoring of GRAvItationnal
Lenses (COSMOGRAIL, Eigenbrod et al., 2005) program was started in 2003 in an attempt to
systematically measure the time-delays of all known lensed quasars thanks to a guaranteed and
regular access to a grid of small 1-m class telescopes. This long term effort finally paid off a
decade later.

2.2 COSMOGRAIL: 18 years of lens monitoring

2.2.1 Program presentation

COSMOGRAIL is a collaboration led by the Laboratory of Astrophysics of EPFL (LASTRO),
which aims at coordinating the monitoring of strongly lensed quasars. It was created in 2003
with the primary science goal to provide precise time delays measurement for the determination
of the Hubble constant. At its origin, the program was using 5 telescopes around the world: the
Leonhard Euler 1.2m Swiss Telescope (hereafter Euler) in La Silla Chile, the 2m Himalayan
Chandra Telescope (HCT) in Hanle, India, the 1.2m Mecator Telescope, the 2m Liverpool
Robotic Telescope in La Palma, Canary Islands, and the AZ-22 1.5m telescope in Maidanak,
Uzbekistan. In 2019, COSMOGRAIL joined its effort with the H0LiCOW, SHARP and STRIDES
collaboration to form the new TDCOSMO organization. COSMOGRAIL continues today its
monitoring activities under this new name.

The observations at Euler were uninterrupted since 2003. In total, 62 objects were monitored,
yielding 25 published time delays. All these results were made possible by the 136 observers
who took data at the Euler station in La Silla over the 18 years of the program. I would like to
thank them all.

2.2.2 Monitoring strategy

In the early 2000s, only a dozen lensed quasars were known, which made it possible to monitor
all of them in both hemispheres. The original COSMOGRAIL strategy was to follow as many
lensed quasars as possible at bi-weekly cadence until the time delays can be precisely measured.
This strategy yields precise measurements for the brightest and most variable objects in about
five years (Vuissoz et al., 2007, 2008; Courbin et al., 2011; Tewes et al., 2013b; Eulaers et al.,
2013; Rathna Kumar et al., 2013) but required more than a decade of monitoring to obtain the
time delays for most of the less variable targets (Bonvin et al., 2018, 2019; Millon et al., 2020b).

The discovery of hundreds of new lensed quasars and the improvement of time-delay cosmography
analyses have recently raised more interest in the topic. However, the current measurement is
limited by the small number of lenses (7) thoroughly analysed despite the large number of such
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systems being discovered (more than 300 in 2021). As time-delay cosmography is now entering
a new regime with a much larger sample of lensed quasars, the time delays must be measured
rapidly to turn these newly discovered systems into cosmological constraints.

Courbin et al. (2018) demonstrated that it is possible to obtain accurate time-delay measurements
in only one monitoring season thanks to the small amplitude variations of the quasars that happen
on a timescale of weeks or months. These variations are faster than the microlensing variability,
which varies on a typical timescale of several months or years. If detected at a sufficient signal-to-
noise ratio (SNR), these features reduce the need for long light curves as it allows us to disentangle
the intrinsic and microlensing variability more easily. However, this change of strategy requires
almost a daily cadence to obtain a sufficient sampling of these small features in the light curves.
Their amplitude is of the order of 10 mmag, which requires bigger 2-m class telescopes to obtain
a sufficient SNR in 30 minutes of exposure at magnitude ∼ 20. In 2016, COSMOGRAIL started
a program of high-cadence monitoring of the most promising objects at the ESO/MPG 2.2m
telescope. In January 2021, a total of 16 targets were monitored in this regime during one or two
seasons. Out of these 16 targets, nine time-delays are already published (Courbin et al., 2018;
Bonvin et al., 2018, 2019; Millon et al., 2020a), five are in preparation, and two systems did
not show sufficient variations to measure the time delays. This program showed an excellent
success rate in determining the time delays, and it was extended to 2 new monitoring facilities:
the VLT Survey Telescope (VST) in April 2019 and the Nordic Optical (NOT) in April 2021.
Simultaneously, the observing cadence was increased at the Euler telescope from one observation
every four days to one observation every two days while dividing the total number of monitored
systems by two. Although a bit too small to obtain a sufficient SNR to record the fast variations
of the quasar, this telescope is still used to follow bright systems, which are expected to have a
time delay longer than a year. These long time-delay systems are nevertheless very interesting
for time-delay cosmology as the relative precision achieved on the time-delay measurement can
be of the order of a few per cent only.

Interestingly, new high-frequency extrinsic features are visible in these high-precision light curves
that were below the noise level in previous observations at lower SNR. As their origin remains
unclear, they can probably be attributed to the reverberation effect in the accretion disk of the
quasars. This topic is discussed in Section 2.6.2. Although very interesting for the AGN physics,
Millon et al. (2020a) showed that this does not impact the measurement of the time delays. The
multi-band light curves of future time-domain survey such as the Legacy Survey of Space and
Time (LSST) will be necessary to study this phenomenon further and characterise the structure of
the accretion disks in detail.

2.2.3 COSMOGRAIL facilities

The COSMOGRAIL program is still pursuing its monitoring effort in 2021 for the TDCOSMO
organisation with five telescopes:
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1. The Leonhard Euler 1.2m Swiss Telescope (Euler), located at La Silla Observatory, Chile,
is currently observing nine lensed quasars every two days, representing 20% of the time
dedicated to lens monitoring. This telescope provided uninterrupted observation for
COSMOGRAIL between 2003 and April 2020, when the telescope was closed due to the
covid-19 pandemic. It is now operated remotely from Geneva since November 2020.

2. ESO/MPG 2.2m telescope, also located at La Silla observatory, Chile. This telescope has
been observing two to three lensed quasars with the WFI camera every nights since 2016,
except a seven-month interruption between April 2020 and November 2020.

3. The VLT Survey Telescope (VST), a 2.65 meter telescope located at the Paranal Observa-
tory, Chile. The VST followed two lensed quasars at a daily cadence with the OMEGACAM
camera in 2019. The program was then extended to a dozen other systems but largely
perturbed by the closings of the Paranal observatory in 2020-2021. This telescope’s large
field of view allows us to use the data for other science goals, such as searching for lensed
SNIa in the one-square degree field of view around the lensed quasars or the detection of
other non-lensed quasars through their optical variability.

4. The Nordic Optical Telescope (NOT), a 2.56 meter telescope located at the Roque de los
Muchachos Observatory, La Palma, Canary Islands. This telescope started the monitoring
in April 2021 of two of the most promising lensed quasars in the northern hemisphere,
namely J 1721+8842 and J 1817+2729, at a daily cadence with the Stancam camera.

5. The 2 meter Faulkes Telescope North operated by the Las Cumbres Observatory (LCO)
and located at the Haleakalā Observatory, Hawaii. Preliminary light curves were obtained
for J 0659+1629 in 2020 with the Spectral Camera. We also started in April 2021 the
monitoring of J 1433+6007 with the new multi-band imager MuSCAT3, which takes
images in four photometric bands simultaneously.

TDCOSMO also collaborates with the Maidanak Observatory in Uzbekistan, which has access to
the AZ-22 1.5m telescope for lens monitoring. This complement the limited monitoring facilities
available in the northern hemisphere. Some of the light curves obtained with this telescope in the
past few years are presented in Appendix A.

2.2.4 Selecting targets

More than 300 lensed quasars have now been found, and it is impossible to monitor them all with
the current COSMOGRAIL facilities. In this context, the question of what makes an excellent
lensed quasar for time-delay cosmography has become increasingly important. Therefore, we
have identified the following criteria to select our targets:

• Number of images: quadruply imaged systems are preferred versus doubly imaged systems.
This is because they provide more constraints to the lens model.
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• Image separation: to obtain good quality light curves, it is necessary to deblend the multiple
images from the light of the lens galaxy, which becomes increasingly difficult as the lens
system is getting more compact. For this reason, we prefer lens systems with large image
separation. Therefore, we give priority to systems with more than 1′′ image separation on
a 2-m class telescope and more than 1′′.5 on a 1-m class telescope.

• Brightness of the source: the select targets with at least two multiple images brighter than
∼ 21mag in R band on a 2-m class telescope (∼ 20mag on 1-m class telescope).

• Ancillary data: we monitor in priority the lensed quasars for which high-resolution HST
images have already been acquired. We also prioritise the targets which have known source
and lens redshifts as well as measured velocity dispersions.

• Time delay: by rough modelling of the image positions, is it possible to estimate the time
delays. We prefer to monitor systems with at least one delay of more than ten days since it
is challenging to achieve a relative precision of less than 10% if the time delay is shorter.

• Long monitoring season: we select targets that are visible for at least six months. From La
Silla or Paranal, this means that we cannot monitor systems at declination above +15° for
more than six months at an airmass below 1.5.

In practice, we also choose target according to their right ascension. We select rising targets when
a monitoring slot in one of our monitoring facilities becomes available. This ensures that we can
monitor the object during its entire visibility period.

2.3 Data reduction: producing light curves

2.3.1 Pre-reduction

Most of our data are taken in the R band because this spectral range corresponds to a good
trade-off between the amplitude of the quasar variability, since quasars are more variable in the
bluer band (see e.g., MacLeod et al., 2010, 2012) and the sky brightness, which reduces the SNR
in the bluer optical band when the moon is present in the sky. We typically take 4 or 5 dithered
exposures of 300 or 360 seconds per epoch to avoid the calibration stars’ saturation and remove
camera defects such as bad pixels and cosmic rays.

Our reduction follows the standard reduction procedure described in Tewes et al. (2013b). The
science frames are first corrected from the bias and from the flat calibration frame to account
for the pixel-to-pixel response of the instrument. The sky level is then removed with the
Sextractor software (Bertin and Arnouts, 1996). We also correct the fringing, which affects
the WFI instrument on the ESO/MPG 2.2m telescope in the R band.
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Special reduction for the VST: The OMEGACAM camera mounted on the VST is composed
of 36 CCDs detector placed in the focal plane for a total field of view of 1°× 1°. Each image has
a total of 256 million pixels. To reduce the enormous volume of data produced by this instrument,
we use a different reduction procedure than for the other instruments based on the THELI pipeline
(Erben et al., 2005; Schirmer, 2013). In addition to the standard bias and flat frames correction,
THELI also correct for the cross-talk between CCD chips and perform absolute photometric
calibration from standard fields. It can also combine the four dithered exposure each night to
produce a stacked mosaic image without gaps between the CCD detectors.

The large field of view of the VST allows us to pursue other science goals than only time-delay
measurements. We aim to detect transients and variable quasars in the field of view around the
main target. To achieve this, we developed a difference imaging pipeline based on the mosaic
images produced by THELI at each epoch. This pipeline compares the image taken each night to a
reference image created from the best-seeing exposures taken during the first month of monitoring.
It accounts for the night-to-night change in the PSF to detect any anomalous variations of the
objects’ luminosity. The images are automatically reduced and inspected daily to rapidly detect
the reappearance of a second image of a lensed supernova if one of these very precious systems
is detected in the monitored fields.

2.3.2 Extracting the photometry of blended sources

With a typical image separation of around 1′′, the multiple images of a lensed quasar are hardly
resolved from ground-based observation. For example, the median seeing at the ESO/MPG 2.2m
telescope is around 1′′and around 1′′.2 at the Euler telescope, which is insufficient to resolve
the closest image pairs. However, it is possible to construct a PSF model from standard stars
present in the field of view. A crucial steps of our COSMOULINE1 reduction pipeline is then
to deconvolve the images using the modelled PSF in order to extract accurate photometry at
the position of the point sources. This procedure is based on the MCS deconvolution algorithm
(Magain et al., 1998; Cantale et al., 2016) and is also explained in details in Millon et al. (2020b).

In brief, MCS decompose the light in one point source channel and one "pixel” channel containing
all extended sources such as the lens galaxy, the extended gravitational arcs or nearby companion
galaxies. The "pixel” channel and the position of the point sources are optimised over all available
exposures, whereas the intensities of the point source are adjusted on individual frames, according
to its own PSF. We then extract the intensities of point sources to measure the flux of each multiple
images in each exposure. Finally, we take the median and standard deviation of all exposure taken
on the same night to obtain the photometry of the night along with its photometric uncertainties.
In Figure 2.2, an example of this decomposition between point sources and extended sources
is shown for the binary lensed quasars J 1721+8842 seen from the NOT 2.56m telescope in La
Palma.

1https://github.com/COSMOGRAIL/COSMOULINE
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HST

Figure 2.2 – Example of the deconvolution procedure with the MCS algorithm on an image of the
binary lensed quasars J 1721+8842 taken from the NOT 2.56m telescope in La Palma, Canary
Islands. From left to right, the top row panels show the original raw image, the deconvolved
image, the "pixel” channel containing all extended sources, and the high-resolution HST image
of the same lensed quasar. The panels on the bottom row show the PSF modelled from reference
stars, the residuals, the smoothed residuals, and the labels of the multiple images.

The last step before obtaining the light curves consists of applying the same deconvolution
treatment to extract the photometry of the reference stars. We want to apply the same procedure
to the reference stars as the one applied to the quasar images to account for all possible systematic
errors that the deconvolution process could introduce. We then select 5-10 of the most stable
stars to compute the night-to-night photometric calibration coefficient compared to the reference
image taken in excellent seeing condition. We finally apply this coefficient to all the science
images to correct instrumental and atmospheric effects that vary from night to night.

2.4 Measuring time delays

2.4.1 PyCS3: a python package for time-delay measurement

The first version of PyCS was initially presented in Tewes et al. (2013a) and successfully applied
to real observations of RX J1131−1231 in Tewes et al. (2013b). It follows a purely data-driven
approach to measure the time delays without any physical assumptions on the quasar variability
nor the microlensing variability. Instead, the quasar variability is directly derived from the
observations with a free-knot spline or a Gaussian process regression. However, PyCS relies on
several estimator parameters (or hyper-parameters) to control the number of degrees of freedom
used to model the quasar and microlensing variability. These parameters need to be carefully
adjusted to obtain precise and accurate estimates of the time delays. As too many degrees of
freedom will degrade measurements precision, too few will inevitably lead to biased results. In
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Section 2.4.3, I propose a new technique to solve this issue and automatically determine the
number of degree of freedoms that is required by the data.

Robust estimations of the errors are also primordial since the uncertainties on the time delays
directly propagate to the Hubble constant. Bayesian inference of the time delays would be
very appealing to marginalise over the estimator parameters, but it is hampered by the large
number of nuisance parameters necessary to model the microlensing variability. In addition,
these parameters are degenerate with the quasar intrinsic variability. To solve this problem,
PyCS proposes a frequentist approach based on the construction of simulated curves that have
the same constraining power as the actual observations. The curve-shifting algorithms are
then run on the simulated curves to estimate the uncertainties empirically. The details of this
procedure are described in Section 2.4.2. The new version of the package (PyCS3, Millon et al.,
2020d) provides a modified framework for the uncertainties estimation. It significantly reduces
the number of human decisions to be made when measuring the time delays by providing an
algorithm to marginalise or automatically reject modelling choices. Further details on this new
framework can be found in Millon et al. (2020b) and are also summarised in Section 2.4.3.

Finally, PyCS has been tested blindly on the data of the Time-Delay Challenge (TDC, Dobler
et al., 2015) with overall excellent performance (Liao et al., 2015; Bonvin et al., 2016). This
simulated data set was created to reproduce the COSMOGRAIL light curves’ properties in terms
of cadence, photometric noise, duration of the monitoring campaign, season gaps, and quasar
variability. In section 2.4.4, we apply our new automated approach to the TDC data set to assess
PyCS3 performances.

We briefly introduce here the two estimators of the PyCS3 package. Further details can be found
in Millon et al. (2020b) and Tewes et al. (2013a).

Free-knot spline estimator

The free-knot spline estimator relies on the construction of models of the intrinsic variations,
common to all light curves, and of the extrinsic variations that differ from one light curve to the
other. The intrinsic variations correspond to the quasar variations, which is seen identically in all
multiple images, whereas the extrinsic variability is typically attributed to microlensing induced
by the star in the lensing galaxy. The intrinsic variability is modelled with a single free-knot
spline fitted to all light curves up to a magnitude and time shifts. The extrinsic variations are
modelled with additional splines attached to each of the individual light curves. All knot positions,
spline coefficients, time delays and magnitude shifts are fitted simultaneously with the "bounded
optimal knots" (BOK) algorithm (Molinari et al., 2004).

The flexibility of the fit is controlled by two estimator parameters:

• the mean spacing between knots of the intrinsic spline, η
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• the mean spacing between knots of the extrinsic spline, ηml.

As microlensing is expected to produce slow variations over several years, ηml is typically chosen
to be much larger than the η. On the top panel of Figure 2.3, we show the fit of the intrinsic
(black line) and extrinsic (blue and orange lines) splines to the light curves of the lensed quasar
Q J0158−4325. In this example, we chose η = 45 and ηml = 300.

Regression difference estimator

The second PyCS3 estimator, namely the regression difference, models each light curves inde-
pendently with Gaussian processes. The regressions are subtracted pair-wise to obtain residual
curves. The time-delays are then adjusted to minimise the remaining variability in the residual
curves. The Gaussian processes regression has recently changed in PyCS3, with a new imple-
mentation based on the scikit-learn2 package. PyCS3 now offer the possibility to choose
between Matérn, Rational Quadratic and Radial-basis (RBF, also known as squared-exponential)
covariance function. These covariance function are defined as:

k(xi, x j)RBF = exp
−

d(xi, x j)2

2l2

 , (2.1)

k(xi, x j)RatQuad =

1 +
d(xi, x j)2

2αl2


−α
, (2.2)

k(xi, x j)Matern =
1

Γ(ν)2ν−1


√

2ν
l

d(xi, x j)


ν

Kν


√

2ν
l

d(xi, x j)

, (2.3)

where l is the characteristic length scale, d(·, ·) is the Euclidean distance, α is the scale mixture
parameter, Kν(·) is a modified Bessel function and Γ(·) is the Gamma function. In the case of
the Matérn kernel function, the exponent parameter ν controls the smoothness of the resulting
function. In the new implementation, the length scale and amplitude of the kernel are now
automatically fitted to the data and do not need to be adjusted manually anymore. As a result,
only three estimator parameters needs to be defined by the user:

• ν, the smoothness degree of the Matérn covariance function. Default values of ν = 1.5
and ν = 2.5 generally provides a good fit while having the best performance because the
covariance function is analytically differentiable in those cases

• the scaling factor of the photometric errors, errscale

• the point density of the resulting regression, pd, in days.

2https://scikit-learn.org/stable/
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Changing these parameters generally has a minimal impact on the measured time delays. In
addition, while the previous implementation was largely dependent on the characteristic length
scale l, this parameter is now automatically adjusted to the data, making PyCS3 more robust to
the user’s choices.

The third panel of Figure 2.3 shows an example of the fit of the light curves of lensed quasar
Q J0158−4325 with Gaussian processes, along with the associated error envelopes. The time
delay between the curves is adjusted to minimise the variations in the difference curve shown on
the bottom panel.

2.4.2 Error estimation

PyCS3 relies on the generation of simulated light curves to empirically estimate the uncertainties.
The mock observations are similar to the data in term of photometric noise, duration of the
monitoring campaign and cadence. They also share the same splines to model intrinsic and
extrinsic variations. They only differ from the real observations by the realisation of the random
and correlated photometric noise and true time delays. While the origin of the random noise can
be attributed to photon noise, the presence of correlated noise in the light curves is more difficult
to explain. We still observe some fast variations in the residual curves after removing the intrinsic
quasar variations and a smooth microlensing model. These residual fast variations are visible in
the high-cadence light curves of WG 0214−2105 and 2M 1134−2103 (Millon et al., 2020a). The
physical process producing this effect is still unknown, but some combination of reverberation
of the intrinsic signal in the Broad Line Region and differential microlensing between multiple
images might explain the observed signal (see Section 2.6.2 and Millon et al., 2020a, for a
detailed discussion).

Whatever is the origin of these fast extrinsic variations, they need to be accounted as an additional
source of correlated noise when measuring time delays. To mimic this variability in the simulated
curves, we compute the power spectrum of the residuals and generate correlated noise with the
same power spectrum but randomised phases. First, we construct the simulated curves from the
intrinsic and extrinsic models, sampled at the same epochs than the real observations, on which
we add correlated noise. We then ensure that the simulated curves and the real data have the same
noise properties by computing two statistics:

• σ, the standard deviation of the residuals

• zr, the normalised number of runs, which can be used to test if successive residuals are
independent (see Chapter 5.3 of Wall and Jenkins, 2012). A run is a sequence of adjacent
residuals, either positive or negative. zr measures a deviation of the residuals from their
expected distribution if they were randomly drawn from a normal distribution N(0, σ2). A
negative (positive) zr indicates that the residuals are correlated (anti-correlated).
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Figure 2.3 – Top panel: Free-knot spline fit of the Euler data of the lensed quasar Q J0158−4325.
The black curve represents the intrinsic variation of the quasar (η = 45 days). The blue and orange
curves correspond to the extrinsic variations. The residuals are shown below the fit. Bottom panel:
Regression difference fit. The Gaussian processes regressions along with their uncertainties are
represented by the blue and orange lines and their associated envelopes. The difference curve is
shown in black. The PyCS3 algorithm minimises the variation in the difference curve to find the
optimal time delay. Figure reproduced from Millon et al. (2020b).

51



Chapter 2. Time-Delay Measurements

Figure 2.4 compares these two statistics for real data and the simulated curves in the case of
the ECAM light curve of lensed quasar SDSS J1226−0006. σ and zr are reproduced within 0.5
standard deviation, which indicates that the simulated curves are similar to the observations and
have the same constraining power.

Figure 2.4 – Top: Distribution of the residuals of the simulated curves (grey histogram) and
the residuals of the real ECAM data for lensed quasar SDSS J1226−0006 (blue and orange
histogram) after the free-knot spline fit. Middle panels: Normalised number of runs zr for the
simulated curves (grey histogram). The measured zr in the real data for image A and B are
shown as orange and blue vertical lines. Bottom panels: Comparison between the residuals of a
synthetic light curve (in black) and real observation (in orange and blue) after fitting the intrinsic
and extrinsic models. Residuals are statistically similar in term of the normalised number of runs,
zr and standard deviation, σ. Figure reproduced from Millon et al. (2020b).

Finally, we typically produce 800 simulated light curves for each set of estimator parameters,
which are optimised with both the free-knot spline and regression difference estimators. We
then compare the measured delays to the true delays to obtain an estimate of the systematic
and random error for a particular set of estimator parameters. Figure 2.5 shows a schematic
representation of this procedure.

2.4.3 Automation of the process

The assumption on the quasar variability and on the extrinsic variations are controlled by the
estimator parameters (e.g. η and ηml for the free-knot spline estimator). Those assumptions
might influence the measured time delays and their uncertainties. To minimise the impact of
those assumptions, I developed an automated pipeline to test systematically and marginalise those
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Figure 2.5 – Sketch of the automated PyCS3 time-delay measurement pipeline for one particular
set of estimator parameters. Figure reproduced from Millon et al. (2020b)

model assumptions. This pipeline is described in detail in Millon et al. (2020b), but the main
principles are summarised here.

First, it is essential to keep in mind that the estimator parameters cannot be optimised to determine
the optimal number of degrees of freedom required by the data since the extrinsic and intrinsic
models are degenerate. In other words, several combinations of η and ηml can provide an equally
good fit to the data with a similar number of degrees of freedom. Hence, we do not optimise
over the estimator parameter as this will result in selecting only one of the possible model
assumption. On the other end, marginalising over all combinations of estimator parameters would
unnecessarily degrade the precision of the measurement since it will include models that do not
necessarily provide a good fit to the data.

A solution to this problem was first proposed in Bonvin et al. (2018), who adopted a hybrid
approach between marginalisation and optimisation. We refer the reader to Bonvin et al. (2018,
2019); Millon et al. (2020b) for a detailed description of this procedure and explain briefly here
the general idea:

1. We obtain time-delay estimates with the associated uncertainties on a grid of estimator
parameters according to the procedure described in Figure 2.5.

2. We select the most precise estimate as the reference and compute the tension, τ, with
respect to all the other estimates.

3. We marginalise only if the tension exceeds τthresh = 0.5. In this case, we select the most
precise estimate among those having a tension exceeding τthresh and combine it with the
reference. This combination then becomes the new reference.
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4. We repeat this process until no more tension exceeds τthresh.

Note that, choosing τthresh = 0 corresponds to a proper marginalisation over all estimator
parameters, whereas this corresponds to selecting only the most precise estimate in the limit
τthresh → ∞. Figure 2.6 illustrates this procedure for τthresh = 0.5. The sets of estimator
parameters that are used in the final combined estimate are marked with *. We note that the
most flexible microlensing models (in this case ηml = 150) have the least precise time-delay
estimates, potentially indicating that these model assumptions over-fit the data. These estimates
are nevertheless in good statistical agreement with other, more precise, model choices. They are
therefore not used in the final combined estimate.

21 24 27 30 33 36 39 42 45 48

Delay[day]

+36.5+4.9
−4.9

+36.8+3.5
−3.5

+34.3+2.4
−2.4

+31.8+2.8
−2.8

+34.3+3.4
−3.4

+36.0+2.0
−2.0

+34.7+1.9
−1.9

+31.6+1.8
−1.8

+35.0+4.2
−4.2

+36.7+2.4
−2.4

+34.5+2.3
−2.3

+32.3+2.0
−2.0

+36.0+4.4
−4.4

+38.4+2.7
−2.7

+36.4+2.8
−2.8

+33.1+2.1
−2.1

+34.5+3.7
−3.4

η = 25, ηml = 150
η = 25, ηml = 300∗

η = 25, ηml = 450
η = 25, ηml = 600∗

η = 35, ηml = 150
η = 35, ηml = 300∗

η = 35, ηml = 450∗

η = 35, ηml = 600∗

η = 45, ηml = 150
η = 45, ηml = 300
η = 45, ηml = 450
η = 45, ηml = 600∗

η = 55, ηml = 150
η = 55, ηml = 300∗

η = 55, ηml = 450
η = 55, ηml = 600

Combined (τthresh = 0.5)

J1226− 0006
PyCS

Free− knot Spline

Figure 2.6 – Combination of time-delay estimates obtained with the free-knot spline technique on
the ECAM data set for lensed quasar SDSS J1226−0006. Each time-delay estimate corresponds
to a different choice of mean spacing between the knots of the intrinsic spline, η, and extrinsic
splines, ηml. The time-delay estimates used in the combination (in black) are marked with *.
Figure reproduced from Millon et al. (2020b).
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2.4.4 Assessing PyCS3 performances

Presentation of the test framework

The previous version of PyCS was tested in a blind challenge (Liao et al., 2015), on simulated
data mimicking the COSMOGRAIL observation closely. The time-delay uncertainties estimation
procedure and the regression difference estimator were significantly modified and automated in
version 3.0 of the package. This section verifies that the good overall performances demonstrated
in 2015-2016 are still valid. The results presented here mainly results from the TPIVb and
summer internship of EPFL master student Bastian Lengen.

The automated error estimation procedure reduces the number of human decision at the price of
significantly increasing the computing time. It now takes around 2-3 hours on 16 CPUs to obtain
the final time-delay estimates with the free knot spline technique, which is now testing several
combinations of the estimator parameters. This is not an issue for real light curves as the number
of lensed quasars being monitored is very limited. The computation time will still be manageable
on a small scale computing clusters with ∼ 1000 light curves of LSST. However, to test the new
automated version of PyCS3, we restrict the analysis to 200 light curves to limit the computing
costs. This number is already sufficient to obtain statistically significant results.

The performances of the two curve-shifting algorithms of PyCS are assessed with the same five
metrics as defined in the TDC (Liao et al., 2015). The first metric, the efficiency f is defined as
the fraction of curve f with successful time-delay measurement:

f =
Nsubmitted

N
. (2.4)

The second metric is the goodness of fit of the estimates, quantified by the reduced χ2:

χ2 =
1

f N

∑

i

(
∆̃ti − ∆ti

δi

)2

. (2.5)

The third metric is the precision P, quantified by the average relative uncertainty per lens:

P =
1

f N

∑

i

δi

∆ti
. (2.6)

The forth metric is the accuracy A, quantified as the average fractional residual per lens:

A =
1

f N

∑

i

∆̃ti − ∆ti
∆ti

. (2.7)
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Table 2.1 – Observing parameters for the five rungs of TDC1.

Rung Mean cadence Cadence dispersion Season Campaign Length
(days) (days) (months) (years) (epochs)

0 3 1 8 5 400
1 3 1 4 10 400
2 3 0 4 5 400
3 3 1 4 5 200
4 6 1 4 10 200

The fifth metric is the fraction of estimates without outlier X (i.e. with χ2 < 10):

X =
∑

i

χ{χ2
i <10}. (2.8)

The organisers of the challenge also defined targets for four out of the five metrics:

• f < 0.5

• χ2 < 1.5

• |A| < 0.03

• P < 0.03.

The Time-Delay Challenge was divided into two parts; the first one (TDC0, Dobler et al., 2015)
was the easiest with a small number of simple light curves and was used as a qualifying test for
the TDC1(Liao et al., 2015). 13 teams submitted their results on TDC0 with 47 different methods.
Seven teams met the requirement in term of success fraction, χ2, precision and accuracy and
qualified for the TDC1. The TDC1 consists of 5 rungs containing 1000 realistic light curves
each. Each rung has different observational properties, which are summarised in Table 2.1. We
focus our analysis only on the Rung 3 of the TDC1 because these data are the closest to the
COSMOGRAIL data in term of cadence, photometric noise, season duration and length of the
monitoring campaign. All light curves do contain the microlensing signal.

For this challenge, the EPFL team proposed a method just based on human observation. The time
delays for all light curves of the TC1 were estimated by shifting the curves "by-hand" with the
D3CS web interface3. The light curves were also categorised into four different classes reflecting
the confidence level of the estimation:

1. secure, if the user is sure that the estimate cannot be a catastrophic error

2. plausible, if the guessed time delay gives a good fit and no other solution can be seen

3https://obswww.unige.ch/~millon/d3cs/tdc1/table.php
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3. multimodal, if two or more solutions yield a good fit to the data

4. uninformative, if the light curves do not show enough clear features to measure a time
delay.

We use this classification made by my predecessors to define three sub-samples out of the 200
light curves selected randomly within the TDC1 Rung 3:

1. The Full Sample (FS), with all the 190 (172) light-curves for which we can measure a
delay at a precision better than 100% with the free-knot spline (regdiff) estimator.

2. The Silver Sample (SS), which contains all simulation with a precision below 40% and a
true time delays < 100 days. Longer time delays are very difficult to measure, when not
simply impossible, because of the absence of overlap between the light curves.

3. The Gold Sample (GS), which is a subset of the Silver Sample, containing only the curves
classified as secure or plausible.

We define six and four sets of estimator parameters to be tested with the free-knot spline and the
regression difference estimators respectively. These sets of estimator parameters are presented
in Table 2.2. They are not particularly tailored to one specific light curve since we aim here to
define default parameters that can be applied to all light curves regardless of their intrinsic and
extrinsic variability. We, therefore, choose a wide range of value for η and ηml and several kernel
functions to test the robustness of the two curve shifting algorithms.

Table 2.2 – Sets of parameters used for the free-knot spline estimator and the regression difference
estimator. Parameters are defined in Section 2.4.1.

free-knot splines regression difference

η 35, 45, 55
Set 1 Set 2 Set 3 Set 4

ν 1.5 2.5 - -

ηml 200,400
pd 1.0 1.0 1.0 1.0

errscale 1.0 1.0 1.0 1.0
kernel Matérn Matérn RBF RatQuad

Results

We measure the time delays for 200 pairs of light curves with each set of estimator parameters,
starting from a random time delay drawn from a uniform distribution in a range of ± 30 days
around the true delay. For both the free-knot spline and regression difference techniques, we
combine the set of estimator parameters according to three strategies: i) select the most precise
set of estimator parameters (τthresh = +∞) ii) marginalise over all sets of estimator parameters
(τthresh=0) iii) adopt the hybrid approach described in Section 2.4.3 (τthresh=0.5). In addition,
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We compute another baseline estimate, consisting in the weighted average between the spline
(τthresh=0.5) and regression difference (τthresh=0.5) estimator.

f P [%] δP [%] A [%] δA[%] χ2 δχ2 X
Full Sample
spline marg. (τthresh = 0) 0.95 21.19 2.40 2.04 2.93 0.70 0.14 0.98
spline marg. (τthresh= 0.5) 0.95 18.61 1.79 1.71 2.78 0.90 0.15 0.98
spline marg. (τthresh = +∞) 0.95 13.70 1.44 3.45 3.01 1.46 0.30 0.97
regdiff marg. (τthresh = 0) 0.86 27.01 2.49 -9.60 4.71 1.20 0.71 0.99
regdiff marg. (τthresh= 0.5) 0.86 25.66 2.73 -9.43 4.53 1.42 0.71 0.99
regdiff marg. (τthresh = +∞) 0.86 20.94 5.61 -3.37 3.89 3.43 1.44 0.97
marg. spline-regdiff (baseline) 0.85 22.46 2.31 -2.37 1.05 0.29 0.04 1.00

Silver Sample
spline marg. (τthresh = 0) 0.78 13.40 0.69 -1.73 0.89 0.47 0.06 1.00
spline marg. (τthresh = 0.5) 0.78 11.54 0.64 -1.59 0.92 0.67 0.08 1.00
spline marg. (τthresh = +∞) 0.78 9.45 0.55 -0.33 0.93 1.00 0.14 0.99
regdiff marg. (τthresh = 0) 0.64 13.93 1.00 -2.08 0.89 0.29 0.04 1.00
regdiff marg. (τthresh = 0.5) 0.64 10.72 0.72 -2.55 0.93 0.48 0.06 1.00
regdiff marg. (τthresh = +∞) 0.64 9.26 0.61 -1.91 0.79 0.67 0.11 1.00
marg. spline-regdiff (baseline) 0.61 10.98 0.70 -1.37 0.64 0.30 0.04 1.00

Golden Sample
spline marg. (τthresh = 0) 0.64 12.48 0.73 -2.18 0.87 0.42 0.05 1.00
spline marg. (τthresh = 0.5) 0.64 10.53 0.65 -1.98 0.91 0.62 0.08 1.00
spline marg. (τthresh = +∞) 0.64 8.58 0.52 -1.01 0.92 0.82 0.10 1.00
regdiff marg. (τthresh = 0) 0.55 13.47 1.09 -1.33 0.80 0.25 0.04 1.00
regdiff marg. (τthresh = 0.5) 0.55 10.11 0.73 -1.54 0.80 0.41 0.05 1.00
regdiff marg. (τthresh = +∞) 0.55 8.78 0.63 -1.49 0.80 0.61 0.10 1.00
marg. spline-regdiff (baseline) 0.53 10.02 0.65 -0.93 0.61 0.28 0.03 1.00

Table 2.3 – Summary of the PyCS3 performance on the simulated of the rung 3 of the TDC 1.
The five metrics of the challenge are computed for three different sub-samples, two different
estimators and three different combination strategies (see Sect. 2.4.4 for the definition of the
metrics, sub-samples and combination ). We also compute the weighted average of the spline and
regression difference estimator with τthresh = 0.5. The uncertainties on the precision, accuracy
and χ2 are in shown in Col. 4, 6, and 8.

Table 2.3 summarises the performances of the two estimators of PyCS3 on rung 3 of the TDC1.
Since we can only analyse a limited number of light curves, the uncertainties on the accuracy,
precision and χ2 are small but non-negligible. We estimate the uncertainties on these three metrics
by:

σM̄ =
σM√

N
, (2.9)
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where σM is the standard deviation of metric M and N is the total number of curves in the sample.
Figure 2.7 and Figure 2.8 present the results of our tests.

Figure 2.7 – PyCS3 performances on the Silver Sample according to three combination strategies
(triangles). Submission to the TDC1 by other teams are shown as coloured dots for comparison.
The 3 adopted strategies are characterised by τthresh = 0, 0.5, or +∞ corresponding to the
marginalisation, hybrid, and optimisation approaches described in Sect. 2.4.3. The shaded grey
contours represent the target regions for each metric as defined by the TDC1 organisers.

Discussion and recommendations

On the Full sample, the small fraction of uninformative light curves significantly degrades the
precision and accuracy of the regression difference estimator. The spline estimator is more robust,
but the accuracy is still above the target value of 2%, except for the hybrid combination strategy.
We observe that the uncertainties are underestimated (χ2 > 1) in all combination strategies for
the regression difference estimator, but this is likely driven by a few catastrophic failures, which
significantly degrades performances. For the spline estimator, only the marginalisation and
hybrid approach do not underestimate error bars, but this comes at a price of a loss in precision.
Therefore, we prefer not to draw general conclusions from the Full Sample, which is likely
influenced by a few outliers. Moreover, the high uncertainties on the accuracy also indicate a
large scatter in the sample, making it impossible to determine if the observed bias is statistically
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Figure 2.8 – PyCS3 performances for the three different sub-samples defined in Sect. 2.4.4
(triangle). Submission to the TDC1 by other teams are shown as coloured dots for comparison.
The shaded grey contours represent the target regions for each metric as defined in by the TDC1
organisers.

significant.

On the Silver Sample, we observe that for both the regression difference and spline estimator, the
optimisation strategy (τthresh = +∞ ) yields the most precise and accurate results. We also notice
that the other combination strategies tend to overestimate the uncertainties with a χ2<1. The
same behaviour is observed on the Golden Sample, although the uncertainties on the different
metrics are larger due to the reduced number of curves. Still, the optimisation over the estimator
parameters provides the best performances for all the different metrics. However, we should keep
in mind that these simulated light curves only include the effect of the microlensing magnification,
which is a simplification of all the possible complication introduced by microlensing. For
example, the microlensing time-delay effect (see Sect. 2.6.1) or the differential magnification
of the different region of the quasar (see Sect. 2.6.2) are not accounted for. On real light curves
containing fast extrinsic variations due to the complex structure of the quasar, the hybrid approach
might be a more conservative choice.

The baseline estimator, consisting of the weighted average of the regression difference and spline
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2.4. Measuring time delays

estimator, provides the most accurate results on the Golden sample but significantly overestimate
the uncertainties with a χ2 = of 0.28 (0.30 on the Silver Sample). We, therefore, conclude that
marginalising over the two PyCS3 estimators is too conservative. Nevertheless, on real light
curves, we recommend to use both estimators as a sanity check to reduce the risk of catastrophic
errors.

From these observations, our conclusions and recommendations can be summarised by the
followings:

1. On poor quality light curves, none of the algorithms can do miracles, and there is a high
risk of obtaining a highly biased results. Therefore, we recommend not attempting to
measure time delays if no features can be seen "by-eye" in the light curves. We thus
refrain from drawing general conclusions from the Full Sample results, which contains a
significant fraction of unusable light curves. However, we see that the automated approach
successfully extended the number of curves that can be measured compared to the previous
submissions to the TDC1. With the spline estimator, PyCS3 can reach the required accuracy
for 78% of the curves, no matter which combination strategy is chosen. For the regression
difference estimator, the accuracy on the Silver Sample is slightly less good, and the target
accuracy is reached only on the Golden Sample, which still represents 55% of the curves.

2. The marginalisation over the estimator parameter is not necessary on good quality light
curves (Silver and Golden Sample). Moreover, the optimisation strategy (τthresh = +∞)
gives the most precise and accurate results on these high-quality light curves. When
adopting this strategy with the spline estimator, we obtain a very good estimation of the
uncertainties with a χ2 very close to 1. However, as these simulated curves do not include
the full complexity of real observations, a more conservative hybrid approach (τthresh = 0.5)
might be required on real data.

3. It is unnecessary to marginalise over the regression difference and spline estimator, as
this would overestimate the uncertainties. As the spline estimator demonstrated the best
performances in the presence of microlensing, using only this technique for the final
time-delay estimates seems reasonable. Nevertheless, we recommend using the regression
difference estimator to verify that this technique yields consistent time delays.

Even though we did not significantly improve the accuracy of PyCS compared to the 2015
submission to the TDC1, this new version package significantly increased the fraction of curves
that can be measured without a loss of performance. We also demonstrated that this new
automated approach can measure precise and accurate time delays with a correct estimation
of the uncertainties without tailoring the estimator parameters to each light curve. This will
significantly reduce the amount of investigator time needed for time-delay measurements. As
LSST is expected to produce a few hundreds of time delays per year, this step toward automation
will be of high importance.
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Summary

Time-delay cosmography is a competitive technique for measuring the current expansion rate
of the Universe, that is, the Hubble Constant (see, e.g., Riess, 2019 for a review; Wong et al.,
2020 for recent results). It relies on the strong gravitational lensing effect that happens when
a massive foreground galaxy deviates the light from a background object, producing 2 or 4
mirage images of the same background source. In this configuration, the optical path length
is slightly different in each multiple image and thus, the travel time of the photons along
those paths is also slightly different. If the background source is varying, the same variations
are visible in all multiple images with different delays. Lensed quasars or lensed supernovae
are ideal targets to measure such (relative) time delays, because they are variable on short
timescale, and are sufficiently bright to be observed at cosmological distance. These measured
delays can be used to infer the so-called time-delay distance, D∆t, which is directly inversely
proportional to the Hubble Constant. The method relies on three main ingredients :

• a precise and accurate determination of the time delays
• a model of the mass distribution of the lensing galaxy
• an estimate of the mass of all the galaxies along the line of sight that also deviates the

light rays, and thus perturbs the time delays.

Obtaining the time delays of lensed quasars typically requires a decade of continuous obser-
vation to produce long light curves which contain several variations of the quasars that can
unambiguously matched between the multiple images. An example of the light curves of the
multiple images of the lensed quasar RXJ1131-1231 is presented in Figure 1. The aim of the
PyCS3 software is to measure time delays between such curves.

Millon et al., (2020). PyCS3: A Python toolbox for time-delay measurements in lensed quasars. Journal of Open Source Software, 5(53), 2654.
https://doi.org/10.21105/joss.02654

1



Figure 1: Light curves of the lensed quasar RXJ1131-1231 presented in M. Millon, Courbin, Bonvin,
Paic, et al. (2020) (left panel). The same quasar variations can be seen in image D 92 days after in
image A, whereas images A, B, and C arrive approximately at the same time. The right panel shows
an Hubble Space Telescope image of RXJ1131-1231 (Suyu et al., 2017).

Statement of need

The “simple” problem of measuring time delays between irregularly sampled light curves has
received attention for almost three decades (e.g., Press, Rybicki, & Hewitt, 1992). A com-
plicating factor is the microlensing of the multiple images which happens when stars in the
lens galaxy are passing in front of the quasar images, also acting as gravitational lenses and
affecting the shape of the light curves. Microlensing effects perturb the light curve of each
quasar image individually. Ignoring these perturbations would often result in significant biases
on the measured time delays, that directly propagate to the Hubble Constant.
PyCS3 is a python package developed by the COSMOGRAIL collaboration and designed to
address this problem. It allows us to measure time delays in lensed quasars in the presence
of microlensing by providing a flexible and data-driven model of the “extrinsic” variations
with splines to account for microlensing and recover an accurate estimate of the time delays.
A realistic estimation of the uncertainties is also extremely important for cosmography. The
approach followed by PyCS3 is based on best-fit point estimation and a framework to faithfully
simulate the input data and assess the uncertainties following a Monte Carlo approach. While
a Bayesian inference of the delay, given a model for quasar variability and microlensing, would
be very attractive, it is hampered by the difficulty to accurately model microlensing and the
high number of nuisance parameters in the problem.
The previous version of the package (PyCS) was first presented in Tewes et al. (2013) and
successfully applied to real data in Tewes, Courbin, et al. (2013); Bonvin et al. (2017);
Bonvin et al. (2018) and Bonvin et al. (2019). The method was also tested on simulated
light curves of the Time-Delay Challenge (Bonvin et al., 2016; Liao et al., 2015) and was
empirically shown to provide excellent results, even if the light curves are strongly affected by
microlensing.
We have now developed an automated pipeline based on PyCS3 to measure time delays in a
large sample of lensed quasars (M. Millon, Courbin, Bonvin, Buckley-Geer, et al., 2020; M.
Millon, Courbin, Bonvin, Paic, et al., 2020). Such improvements toward automation of the
procedure is necessary with the hundreds of new lensed quasars expected to be discovered in
the near future.
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Functionality

The basic functionality of PyCS3 is built around a LightCurve class to manipulate photometric
monitoring data. It has methods to import, shift, fit and export light curves. These are
located in the pycs3.gen subpackage.
PyCS3 contains two time-delay estimators, namely the free-knot splines and the regression
difference, that are in the pycs3.spl and pycs3.regdiff subpackages. These two estimators
are fundamentally different and allows us to check the robustness of the measured time delays.
The subpackage pycs3.sim is used to generate simulated light curves in order to estimate the
uncertainties of the time-delay measurements. PyCS3 ensures that the simulated curves have
the same constraining power than the original data which is crucial for a correct estimation of
the uncertainties. These simulated curves can then be shifted with either the free-knot splines
or the regression difference estimator.
The script folder contains a pipeline to automate the measurement of the time delays.
The functions that are used by this pipeline are located in the pycs3.pipe subpackage. It
automatically explores several set of estimator parameters, generates simulated light curves,
returns the best fit value and the associated uncertainties before selecting and combining the
different sets of estimator parameters. It also makes use of the subpackage pycs3.tdcomb to
display and combine the final time-delay estimates. The details of the method can be found
in M. Millon, Courbin, Bonvin, Paic, et al. (2020).
Finally, the tdlmc_test folder contains an ensemble of python scripts to apply PyCS3 on
the simulated data generated for the Time-Delay Challenge (Liao et al., 2015). It provides a
benchmark test framework to assess the precision and accuracy of the PyCS3’s curve-shifting
algorithms.
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Chapter 2. Time-Delay Measurements

2.5 Time delays in the COSMOGRAIL data set

The latest measurements of time delays in the COSMOGRAIL data set are reported in two papers
attached at the end of this section. The first one (Millon et al., 2020b) compiles all the data
acquired at the Euler telescope since 2003 and present the measurement of 18 time delays from
these long, low-cadence light curves. The second paper (Millon et al., 2020a), reports the results
of the high-cadence monitoring campaign conducted on six lensed quasars at the ESO/MPG 2.2m
telescope. It demonstrates the possibility of measuring precisely the time delays in only one or
two monitoring seasons. All light curves presented in these two papers are publicly available
on D3CS4, where they can be downloaded, visualised and shifted manually directly in the web
interface.

For the records, we summarise in Table 2.4 and Table 2.5 all observations taken by the COSMO-
GRAIL program over the past 18 years. The unpublished light curves are shown in Appendix A.
I also show in Figure 2.9 and Table 2.6 all the time-delays that I have measured from the Euler,
WFI, VST and Maidanak data during this Ph.D. work.

4https://obswww.unige.ch/~millon/d3cs/COSMOGRAIL_public/
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2.5. Time delays in the COSMOGRAIL data set

Table 2.4 – Summary of the COSMOGRAIL monitoring data.

Object zlens zsource Telescope (Instrument) #Epochs
Total exposure
time [hours]

Duration of monitoring

DES 0029−3814 - - ESO/MPG 2.2m telescope (WFI) 169 70 May 2019 - Jan. 2020
HE 0047−1756 0.407 1.678 Euler (C2) 237 124 Aug. 2005 - Sep. 2010

Euler (ECAM) 316 161 Sep. 2010 - Oct. 2016
ESO/MPG 2.2m telescope (WFI) 186 74 Oct. 2016 - Jan. 2018

UM 673 (Q 0142−100) 0.491 2.73 Euler (C2) 175 92 Aug. 2005 - Sep. 2010
Euler (ECAM) 179 91 Sep. 2010 - Oct. 2016

Q J0158−4325 0.317 1.29 Euler (C2) 222 114 Oct. 2004 - Sep.2010
Euler (ECAM) 305 154 Sep. 2010 - Fev. 2018
SMARTS(Andicam) 270 83 Aug. 2003 - Dec. 2010

WG 0214−2105 ∼ 0.45 3.24 ESO/MPG 2.2m telescope (WFI) 296 113 Aug. 2018 - Feb. 2020
HE 0230−2130 0.523 2.162 Euler (C2) 51 35 Jul. 2004 - Oct. 2006

Euler (ECAM) 122 63 Aug. 2013 - Oct. 2016
VST (OMEGACAM) 64 23 Nov. 2020 - Feb. 2021

SDSS J0246−0825 0.723 1.689 Euler (C2) 122 71 Nov. 2006 - Sep. 2010
Euler (ECAM) 249 130 Sep. 2010 - Apr. 2018

WISE J0259−1635 ∼ 0.905 2.16 Euler (ECAM) 88 45 Jul. 2018 - Mar. 2019
J 0259−2338 - 1.19 Euler (ECAM) - - Jul. 2018 - on-going
DES 0407−5006 - 1.515 ESO/MPG 2.2m telescope (WFI) 174 61 Aug.2018 - May 2019
DES 0408−5354 0.597 2.375 Euler (ECAM) - - Apr. 2017 - on-going

ESO/MPG 2.2m telescope (WFI) - - Apr. 2017 - on-going
DES 0420−4037 0.358 2.4 VST (OMEGACAM) - - Nov. 2020 - on-going
HE 0435−1223 0.454 1.693 Euler (C2) 301 151 Jan. 2004 - Apr. 2010

Euler (ECAM) 419 221 Sep. 2010 - Aug. 2018
SMARTS(Andicam) 136 41 Aug. 2003 - Apr. 2005
Mercator (MEROPE) 104 52 Sep 2004. - Dec. 2008
Maidanak (SITE) 26 26 Oct. 2004 - Jul. 2006
Maidanak (SI) 8 5 Aug. 2006 - Jan. 2007

J 0457−7820 - 3.15 Euler (ECAM) - - Nov 2020 - on-going
DES 0501−4118 - 2.1 Euler (ECAM) - - Nov 2020 - on-going
DES 0602−4335 - 2.9 ESO/MPG 2.2m telescope (WFI) - - Nov. 2020 - on-going
J 0607−2152 - 1.305 VST (OMEGACAM) - - Nov. 2021- on-going
J 0659+1629 - 3.09 LCO (SpecCam) 58 42 Dec. 2019 - May 2020

VST (OMEGACAM) - - Nov. 2020 - on-going
J 0806+2006 0.573 1.54 HCT (HFOSC) 176 59 Oct. 2007 - Mar. 2015
HS 0818+1227 0.39 3.113 Euler (C2) 215 119 Jan. 2005 - May 2010

Euler (ECAM) 151 77 Nov. 2010 - Apr. 2018
J 0818−2613 - 2.15 Euler (ECAM) - - Sept. 2019 - on-going
SDSS J0832+0404 0.659 1.116 Euler (ECAM) 237 121 Nov. 2010 - May. 2018

ESO/MPG 2.2m telescope (WFI) 143 54 Nov. 2017 - Jun. 2018
RX J0911+0551 0.769 2.763 ESO/MPG 2.2m telescope (WFI) - - Nov. 2020 - on-going
SDSS J0924+0219 0.393 1.523 Euler (C2) 25 16 Jan. 2004 - Oct. 2005

Euler (ECAM) 106 52 Nov. 2010 - Dec. 2015
SMARTS(Andicam) 158 62 Nov. 2003 - May 2011
VST (OMEGACAM) 74 28 Nov. 2019 - Mar. 2020

J 0941+0518 0.343 1.54 Euler (ECAM) - - Nov. 2020 - on-going
SDSS J1001+5027 0.415 1.841 Mercator (MEROPE) 239 120 Mar. 2005 - Dec. 2008

HCT (HFOSC) 143 48 Oct. 2005 - Jul. 2011
Maidanak (SI) 20 20 Nov. 2006 - Oct. 2008
Maidanak (SITE) 41 8 Dec. 2005 - Jul. 2008

HE 1104−1805 0.729 2.32 Euler (ECAM) 155 65 Dec. 2013 - Feb. 2018
SMARTS(Andicam) 273 114 Dec. 2003 - Mar. 2016
ESO/MPG 2.2m telescope (WFI) 128 53 No. 2016 - Jul. 2017

PG 1115+080 Mercator (MEROPE) 114 57 Nov. 2005 - Dec. 2008
ESO/MPG 2.2m telescope (WFI) 68 28 Dec. 2016 - Jun. 2017

RX J1131−1231 0.295 0.657 Euler (C2) 265 133 Mar. 2004 - Jul. 2010
Euler (ECAM) - - Nov. 2010 - on-going
SMARTS(Andicam) 288 86 Dec. 2003 - May 2011
Mercator (MEROPE) 78 39 Jan. 2005 - Jun. 2008

GRAL 1131−4419 - 1.09 VST (OMEGACAM) - - Dec. 2020 - on-going
ESO/MPG 2.2m telescope (WFI) - - Jan. 2020 - Mar. 2020

2M 1134−2103 - 2.77 ESO/MPG 2.2m telescope (WFI) 166 68 Dec. 2017 - Jul. 2018
Euler (ECAM) - - Jan. 2021 - on-going
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Table 2.5 – Continuation of Table 2.4.

Object zlens zsource Telescope (Instrument) #Epochs
Total exposure
time [hours]

Duration of monitoring

SDSS J1206+4332 0.748 1.789 Mercator (MEROPE) 196 82 Mar. 2005 - Dec. 2008
Maidanak (SITE) 57 24 Jan. 2005 - Jul. 2008
Maidanak (SI) 14 6 2007
HCT (HFOSC) 115 48 May 2007 - July 2011

SDSS J1226−0006 0.517 1.123 Euler (C2) 257 135 Jan. 2005 - Jul. 2010
Euler (ECAM) 226 119 Dec. 2010 - Jul. 2018

2M 1310−1714 0.293 1.975 ESO/MPG 2.2m telescope (WFI) 123 48 Jan. 2019 - Aug. 2019
Euler (ECAM) - - Apr. 2021 - on-going
VST (OMEGACAM) - - Dec. 2020 - on-going

SDSS J1320+1644 0.899 1.502 Euler (ECAM) 41 21 Mar. 2013 - Jul. 2016
SDSS J1322+1052 ∼ 0.55 1.717 Euler (ECAM) 115 62 Jan. 2011 - Jul. 2016
SDSS J1335+0118 0.44 1.57 Euler (C2) 214 114 Jan. 2005 - Aug. 2010

Euler (ECAM) 161 81 Jan. 2011 - Aug. 2017
SDSS J1349+1227 ∼ 0.65 1.722 Euler (ECAM) 144 73 Jan. 2011 - Aug. 2017
Q 1355−2257 0.702 1.37 Euler (C2) 311 167 Jul. 2003 - Aug. 2010

Euler (ECAM) 89 44 Jan. 2011 - Jul. 2015
SDSS J1405+0959 ∼ 0.66 1.81 Euler (ECAM) 58 31 Feb. 2014 - Aug. 2017
J 1433+6007 0.407 2.74 Maidanak (SITE) - - May 2018 - on-going

LCO (SpecCam) - - Apr. 2021 - on-going
SDSS J1455+1447 ∼ 0.42 1.424 Euler (ECAM) 130 66 Feb. 2011 - Aug. 2017
SDSS J1515+1511 0.742 2.054 Euler (ECAM) 63 32 Mar. 2014 - Aug. 2017

Liverpool(IO:O) 150 30 May. 2014 - Sep. 2016
J 1537−3010 - 1.72 ESO/MPG 2.2m telescope (WFI) 128 49 Feb. 2019 - Sep. 2019

Euler (ECAM) - - Apr. 2021 - on-going
PSJ 1606−2333 - 1.69 ESO/MPG 2.2m telescope (WFI) 158 60 Jan. 2018 - Sep. 2019
SDSS J1620+1203 0.398 1.158 Euler (C2) 12 7 Mar. 2010 - Sep. 2010

Euler (ECAM) 194 101 Feb. 2011 - Sep. 2017
PSJ 1640+1045 - 1.7 Euler (ECAM) 86 46 Feb. 2019 - Mar. 2020
GRAL 1651−0457 Euler (ECAM) - - Feb. 2021 - on-going
J 1721+8842 0.184 2.37 Maidanak (SI) - - May 2018 - on-going

NOT (Stancam) - - Apr. 2021 - on-going
J 1817+2729 - 3.07 NOT (Stancam) - Apr. 2021 - on-going
WGD 2021−4115 0.335 1.390 ESO/MPG 2.2m telescope (WFI) 100 37 Apr.2019 - Oct. 2019
WFI J2026−4536 ∼ 1.04 2.23 Euler (C2) 338 131 Avr. 2004 - Sep. 2010

Euler (ECAM) 210 113 Oct. 2010 - Nov. 2016
WFI J2033−4723 0.661 1.662 Euler (C2) 294 147 Oct. 2004 - Sep.2010

Euler (ECAM) 350 175 Oct. 2010 - May 2018
SMARTS(Andicam) 345 86 Apr. 2004 - Nov. 2016
ESO/MPG 2.2m telescope (WFI) 136 57 Mar. 2017 - Dec.2017

DES 2038−4008 0.230 0.777 Euler (ECAM) - - Apr. 2-17 - on-going
ESO/MPG 2.2m telescope (WFI) 73 32 Apr. 2017 - Sep.2017

J 2100−4452 0.203 0.92 VST (OMEGACAM) 163 60 Apr. 2019 - Nov. 2019
J 2145+6345 - 1.56 Maidanak (SI) - - May 2020 - on-going
HE 2149−2745 0.603 2.033 Euler (C2) 222 121 Aug. 2006 - Sep. 2010

Euler (ECAM) 263 135 Oct. 2010 - Dec.2017
J 2205−3727 - 1.85 VST (OMEGACAM) 156 58 Apr. 2019 - Dec 2019
HS 2209+1914 - 1.07 Euler (C2) 21 9 May 2004 - Oct. 2006

Mercator (MEROPE) 191 80 Aug. 2004 - Dec. 2008
Maidanak (SITE) 32 13 May 2008 - Aug. 2008
Maidanak (SI) 58 24 May 2007 - Oct. 2008
HCT (HFOSC) 136 57 Sep. 2007 - Aug. 2012

Q 2237+0305 0.039 1.69 Euler (ECAM) 62 33 Nov. 2010 - Jul. 2015
DES 2325−5229 0.400 2.74 Euler (ECAM) 70 36 Jul. 2016 - Jan. 2018

ESO/MPG 2.2m telescope (WFI) 183 65 Apr. 2018 - Jan. 2019
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Chapter 2. Time-Delay Measurements

Table 2.6 – Summary of known time delays for quasar lensed by a single isolated galaxy. The
right part of the table summarizes the new measurements presented in this thesis while the left
part gives a summary of the other published time delays in the literature. The * after the lens
name denotes unpublished or uncertain time delays.

Literature

Lenses Time-Delays [Day] Reference

B 0218+357 ∆tAB = −11.3+0.2
−0.2 from Biggs and Browne (2018)

DES 0408−5354 ∆tAB = −112.1+2.1
−2.1 from Courbin et al. (2018)

∆tAD = −155.5+12.8
−12.8

∆tBD = −42.4+17.6
−17.6

SBS 0909+532 ∆tAB = −50.0+2.0
−4.0 from Hainline et al. (2013)

FBQ 0951+2635 ∆tAB = 16.0+2.0
−2.0 from Jakobsson et al. (2005)

J1001+5027 ∆tAB = −119.3+3.3
−3.3 from Rathna Kumar et al. (2013)

HE 1104−1805 ∆tAB = 152.2+2.8
−3.0 from Poindexter et al. (2007)

PG 1115+080 ∆tAB = −8.3+1.5
−1.6 from Bonvin et al. (2018)

∆tAC = 9.9+1.1
−1.1

∆tBC = 18.8+1.6
−1.6

SDSS J1206+4332 ∆tAB = −111.3+3.0
−3.0 from Eulaers et al. (2013)

SDSS J1339+1310 ∆tAB = 47.0+5.0
−6.0 from Goicoechea and Shalyapin (2016)

HS 1413+117 ∆tAB = −17.4+2.1
−2.1 from Akhunov et al. (2017)

∆tAC = −18.9+2.8
−2.8

∆tAD = 28.8+0.7
−0.7

B 1422+231 ∆tAB = −1.5+1.4
−1.4 from Patnaik and Narasimha (2001)

∆tAC = 7.6+2.5
−2.5

∆tBC = 8.2+2.0
−2.0

SDSS J1442+4055 ∆tAB = −25.0+1.5
−1.5 from Shalyapin and Goicoechea (2019)

SBS 1520+530 ∆tAB = −130.0+3.0
−3.0 from Burud et al. (2002)

B 1600+434 ∆tAB = −51.0+4.0
−4.0 from Burud et al. (2000)

B 1608+656 ∆tAB = 31.5+2.0
−1.0 from Fassnacht et al. (2002)

∆tCB = 36.0+1.5
−1.5

∆tDB = 77.0+2.0
−1.0

SDSS J1650+4251 ∆tAB = −49.5+1.9
−1.9 from Vuissoz et al. (2007)

PKS 1830−211 ∆tAB = −26.0+4.0
−5.0 from Lovell et al. (1998)

WFI 2033−4723 ∆tA1B = 36.2+2.3
−1.6 from Bonvin et al. (2019)

∆tA2B = 37.3+3.0
−2.6

∆tBC = −59.4+1.3
−3.4

HS 2209+1914 ∆tAB = 20.0+5.0
−5.0 from Eulaers et al. (2013)

This work
Lenses Time-Delays [Day] Reference
DES 0029−3814 * ∆tAB = 46.3+3.2

−3.5 Preliminary
HE 0047−1756 ∆tAB = −10.9+0.9

−0.9 from Millon et al. (2020a)
UM 673 (Q 0142−100)* ∆tAB = −97.7+16.1

−15.5 from Millon et al. (2020b)
Q J0158−4325 ∆tAB = −22.7+3.6

−3.6 from Millon et al. (2020b)
WG 0214−2105 ∆tAB = 7.5+2.7

−2.9 from Millon et al. (2020a)
∆tAC = −6.7+3.6

−3.6
∆tAD = −14.1+4.4

−5.4
∆tBC = −14.2+2.7

−2.5
∆tBD = −21.6+4.2

−5.0
∆tCD = −7.5+4.3

−5.1
HE 0230−2130 ∆tA′C = 15.7+4.2

−3.6 from Millon et al. (2020b)
SDSS J0246−0825 ∆tAB = 0.8+5.0

−5.2 from Millon et al. (2020b)
DES 0407−5006 ∆tAB = −128.4+3.5

−3.8 from Millon et al. (2020a)
HE 0435−1223 ∆tAB = −9.0+0.8

−0.8 from Millon et al. (2020b)
∆tAC = −0.8+0.8

−0.7
∆tAD = −13.8+0.8

−0.8
∆tBC = 7.8+0.9

−0.9
∆tBD = −5.4+0.9

−0.8
∆tCD = −13.2+0.8

−0.8
HS 0818+1227 * ∆tAB = −153.8+13.2

−14.6 from Millon et al. (2020b)
SDSS J0832+0404 * ∆tAB = −125.3+12.8

−23.4 from Millon et al. (2020b)
SDSS J0924+0219 ∆tA′B = 2.4+3.8

−3.8 from Millon et al. (2020b)
HE 1104−1805 * ∆tAB = 163.7+5.3

−5.3 Preliminary
RX J1131−1231 ∆tAB = 1.6+0.7

−0.7 from Millon et al. (2020b)
∆tAC = −1.0+1.2

−1.2
∆tAD = −92.5+1.9

−1.8
∆tBC = −2.0+1.4

−1.3
∆tBD = −93.7+2.0

−2.0
∆tCD = −91.8+2.2

−2.3
2M 1134−2103 ∆tAB = −30.5+2.2

−2.3 from Millon et al. (2020a)
∆tAC = 8.6+1.4

−1.5
∆tAD = −71.9+5.9

−8.5
∆tBC = 38.9+2.2

−2.2
∆tBD = −41.5+7.0

−8.8
∆tCD = −80.5+6.2

−8.4
SDSS J1226−0006 ∆tAB = 33.7+2.7

−2.7 from Millon et al. (2020b)
2M 1310−1714 * ∆tAB = 22.1+2.6

−2.7 Preliminary
∆tAC = 3.8+2.2

−2.0
∆tAD = −33.1+4.2

−4.7
∆tBC = −18.9+3.0

−2.3
∆tBD = −55.4+4.8

−5.6
∆tCD = −37.3+4.6

−4.8
SDSS J1335+0118 ∆tAB = −56.0+5.7

−6.1 from Millon et al. (2020b)
Q 1355−2257 * ∆tAB = −81.5+10.8

−12.0 from Millon et al. (2020b)
SDSS J1455+1447 ∆tAB = −47.2+7.5

−7.8 from Millon et al. (2020b)
SDSS J1515+1511 ∆tAB = −210.2+5.5

−5.7 from Millon et al. (2020b)
J 1537−3010 * ∆tAB = 6.5+1.1

−1.1 Preliminary
∆tAC = −30.7+2.2

−2.0
∆tAD = −28.7+4.7

−3.8
∆tBC = −37.2+1.9

−1.8
∆tBD = −35.2+4.7

−3.9
∆tCD = 2.2+4.8

−4.1
PSJ 1606−2333 ∆tAB = −10.4+2.3

−2.2 from Millon et al. (2020a)
∆tAC = −29.2+4.4

−5.1 from Millon et al. (2020a)
∆tBC = −19.3+4.2

−4.9 from Millon et al. (2020a)
SDSS J1620+1203 ∆tAB = −171.5+8.7

−8.7 from Millon et al. (2020b)
J 1721+8842 * ∆tAB = −6.1+8.0

−5.1 Preliminary
∆tAC = −4.6+7.0

−4.8
∆tAD = −16.7+4.8

−3.8
∆tBC = 1.2+2.1

−2.5
∆tBD = −10.9+3.9

−5.5
∆tCD = −12.3+3.8

−4.6
WGD 2021−4115 * ∆tAB = −89.7+8.8

−8.4 Preliminary
WFI J2026−4536 ∆tAB = 18.7+4.7

−4.9 from Millon et al. (2020b)
J 2100−4452 * ∆tAC = 5.8+1.7

−2.0 Preliminary
∆tAD = −6.9+1.5

−1.5
∆tCD = −12.8+2.7

−2.5
HE 2149−2745 * ∆tAB = −39.0+14.9

−16.7 from Millon et al. (2020b)
J 2205−3727* ∆tAB = −1.4+2.1

−1.9 Preliminary
∆tAC = −5.0+5.2

−4.6
∆tAD = 15.7+2.3

−2.1
∆tBC = −3.7+4.7

−4.7
∆tBD = 17.0+2.5

−2.5
∆tCD = 20.2+4.7

−5.1
DES 2325−5229 ∆tAB = 43.8+4.5

−4.0 from Millon et al. (2020a)
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ABSTRACT

We present the results of 15 years of monitoring lensed quasars, which was conducted by the COSMOGRAIL programme at the
Leonhard Euler 1.2m Swiss Telescope. The decade-long light curves of 23 lensed systems are presented for the first time. We com-
plement our data set with other monitoring data available in the literature to measure the time delays in 18 systems, among which
nine reach a relative precision better than 15 % for at least one time delay. To achieve this, we developed an automated version of the
curve-shifting toolbox PyCS to ensure robust estimation of the time delay in the presence of microlensing, while accounting for the er-
rors due to the imperfect representation of microlensing. We also re-analysed the previously published time delays of RX J1131−1231
and HE 0435−1223, by adding six and two new seasons of monitoring, respectively, and confirming the previous time-delay mea-
surements. When the time delay measurement is possible, we corrected the light curves of the lensed images from their time delay
and present the difference curves to highlight the microlensing signal contained in the data. To date, this is the largest sample of
decade-long lens monitoring data, which is useful to measure H0 and the size of quasar accretion discs with microlensing as well as
to study quasar variability.

Key words. methods: data analysis gravitational lensing: strong cosmological parameters

1. Introduction

In the ΛCDM paradigm, the Universe is composed of cold dark
matter (CDM) and includes a cosmological constant, Λ. For a
flat topology, it is described by a set of six free parameters. The
current expansion rate of the Universe, the Hubble constant H0,
can either be derived from these six parameters or measured di-
rectly. It is therefore playing a major role in verifying the agree-
ment between theory and observations. One way of determin-
ing H0 is to measure distance parallaxes of Cepheid stars in the
Milky Way and in the Magellanic Clouds and then use them to
calibrate brighter standard candles, such as type Ia supernovae
(SNIa), thus reaching larger distances. Using this method, the
most precise estimate so far is H0 = 74.03 ± 1.42 km s−1Mpc−1

(Riess et al. 2019). This method is known as the distance ladder
method.

Conversely, it is also possible to measure H0 by using the
physical size of the baryon acoustic oscillation (BAO) at the
time of recombination in maps of the cosmic microwave back-

? All light curves presented in this paper are only available in elec-
tronic form at the CDS via anonymous ftp to cdsarc.u-strasbg.
fr (130.79.128.5) or via http://cdsarc.u-strasbg.fr/viz-bin/
cat/J/A+A/640/A105

ground (CMB) at z ∼ 1100 (Eisenstein et al. 2007) and then ex-
trapolate it with a model fitted on the same CMB maps, down
to z = 0. This is known as the inverse distance ladder and
it gives H0 = 67.4 ± 0.5 km s−1Mpc−1 in a flat cosmology
(Planck Collaboration et al. 2018). The two values of H0 are cur-
rently in tension, indicating that there is either unknown sources
of systematics in the measurements or that the ΛCDM model
needs further extensions (e.g. see Suyu et al. 2018; de Grijs
et al. 2017, for reviews). Other independent methods probing the
late Universe, such as gravitational waves (Abbott et al. 2017;
Feeney et al. 2019; Soares-Santos et al. 2019), water mega-
masers (Humphreys et al. 2013; Braatz et al. 2018; Pesce et al.
2020), galaxy clustering (Abbott et al. 2018; Philcox et al. 2020)
or alternative calibrators of the SNIa such as Mira variables
(Huang et al. 2020) and the tip of the red giant branch (TRGB)
method (Freedman et al. 2020; Yuan et al. 2019) are extremely
valuable to infer whether the apparent tension is real or not. In
fact, the methods tend to support the existence of the tension
between H0 measurements from early and late Universe probes
(e.g. Verde et al. 2019).

A complementary and single-step technique to measure H0
in the late Universe is called time-delay cosmography. The orig-
inal idea was first proposed by Refsdal (1964). It uses the time
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delays between the images of strongly lensed quasars or super-
novae to infer their so-called time delay distance D∆t (see e.g.
Refsdal 1964; Suyu 2012). When a background source is multi-
ply imaged by a foreground galaxy, the travel time of the photons
along each optical path is not exactly the same. This effect is due
to the difference in length between the optical paths and to the
gravitational delay caused by the potential well of the lensing
galaxy as well as all mass contribution along the line of sight.
As a consequence, if the unlensed source is photometrically vari-
able, its variations are seen by the observer at different times in
each lensed image. Quasars are ideal sources for time delay cos-
mography. Their high luminosity makes them visible over cos-
mological distances and their variability allows for the measure-
ment of time delays. Since the discovery of the first multiply
imaged quasar (Walsh et al. 1979, Q 0957+561), the number
of lensed quasars has drastically increased, especially in recent
years with the discovery of dozens of new systems in large sky
surveys such as the Dark Energy Survey (DES) (Agnello et al.
2015; Anguita et al. 2018; Agnello et al. 2018) or the ESA Gaia
mission (Lemon et al. 2018; Krone-Martins et al. 2018; Lemon
et al. 2019). The first time-delay measurement, for Q 0957+561,
was the subject of a ten-year controversy, with large uncertain-
ties and even contradictory results from radio and optical ob-
servations (Vanderriest et al. 1989; Schild 1990; Roberts et al.
1991; Press et al. 1992). This controversy was finally solved
by Kundic et al. (1997), but this reflects the difficulty of mea-
suring time delays with poorly sampled light curves over short
monitoring campaigns, mainly due to the microlensing by stars
in the lens galaxy. As these pass in front of the quasar images,
they introduce extrinsic variations atop the intrinsic variations of
the quasar. Since these extrinsic variations are different in each
quasar image, they distort the observed light curves and compli-
cate the time-delay measurement.

The COSMOGRAIL programme (Courbin et al. 2005;
Eigenbrod et al. 2005) is a long term lens monitoring programme
whose goal is to provide the time delays for a large sample
of strongly lensed quasars. The long-term follow-up of these
objects was originally carried out by five 1-m class telescopes
with, in particular, uninterrupted observations for 15 years at the
Leonhard Euler 1.2m Swiss Telescope (hereafter Euler) at ESO
La Silla, Chile. Some of the previous COSMOGRAIL results
include precise time delays for HE 0435−1223 (Courbin et al.
2011; Bonvin et al. 2017), RX J1131−1231 (Tewes et al. 2013b),
SDSS J1206+4332 (Eulaers et al. 2013), PG 1115+080 (Bonvin
et al. 2018) and WFI J2033−4723 (Bonvin et al. 2019). Along
with B 1608+656, whose time delays have been measured in
radio data by Fassnacht et al. (1999), these systems were used
by the H0LICOW collaboration (H0 Lenses In COsmograil’s
Wellspring; see Suyu et al. 2017, for an overview of the pro-
gramme) to measure H0 = 73.3+1.7

−1.8 km s−1Mpc−1 at 2.4% preci-
sion (Wong et al. 2020). This result is in good agreement with the
local distance ladder method but in 3.1σ tension with the Planck
observation. Improving the precision on H0 and devising tests to
check possible systematic errors will require more lenses with
measured time delays, which is the contribution of the present
work.

The paper describes our observations in Sect. 2 as well as
the reduction process followed by deconvolution-photometry to
extract the light curves from the blended quasar images. Sect. 3
describes how we measure the time delays in an automated and
robust way, accounting for microlensing variations and provid-
ing uncertainties using simulated light curves. Sect. 4 presents
the time-delay measurements for all our objects and Sect. 5 gives
our conclusion and future plans for COSMOGRAIL.

2. Observation and data reduction

2.1. ECAM and C2 data reduction

Most of our data were acquired with the Swiss 1.2m Euler
telescope at the ESO La Silla observatory (Chile). The sched-
uled cadence of observation was originally of one observation
every four days. The data presented here were acquired with
two different instruments, namely C2 and EulerCAM (here-
after ECAM). The C2 camera was used from January 2004
to September 2010. It has a field of view of 11.4′× 11.4′and
a pixel size of 0.344′′. ECAM collected data from November
2010 to April 2018. It has a pixel size of 0.215′′and a field of
view of 14′× 14′. Table 1 summarises all data used in this pa-
per. In regular operation mode, each epoch corresponds to five
dithered exposures of 360 seconds each in R band. Among all
lens systems presented here, RX J1131−1231, HE 0435−1223,
SDSS J1226−0006 and HS 0818+1227 were monitored dur-
ing the 15 years of the programme, from 2004 to spring 2018.
We add respectively two and six new monitoring seasons to
HE 0435−1223 and RX J1131−1231 compared to their last ap-
pearance in a COSMOGRAIL publication (Bonvin et al. 2017;
Tewes et al. 2013b).

The images were reduced in a consistent fashion using an
updated version of the COSMOULINE pipeline1, in a very sim-
ilar approach as Tewes et al. (2013a). In this pipeline, one of the
most crucial steps is the deblending of the light from the quasar
images and the foreground lens galaxy; this has been achieved
using the MCS deconvolution algorithm (Magain et al. 1998;
Cantale et al. 2016) according to the following procedure.

Firstly, the science exposures are corrected for the bias and
the flat-field exposures to remove the additional bias level and
correct for the CCD pixel efficiency variations. To do so, we
follow standard but careful CCD reduction procedures with a
pipeline described in Tewes et al. (2013a). Secondly, the Point
Spread Function (PSF) is measured on every individual expo-
sure for a set of stars (e.g. labelled PSF1 to PSF6 on Fig. 1).
The selected stars are chosen to be relatively close to the lens
and with a magnitude comparable to the brightest quasar im-
age. The PSF is composed of an analytical Moffat profile plus a
pixel-grid correction. Thirdly, a deconvolution of reference stars
(e.g. N1 to NX on Fig. 1) is performed using the PSF build in
the previous step. The most photometrically stable stars are se-
lected to compute a median photometric normalisation coeffi-
cient for each exposure. This process also allows us to correct
for image-to-image systematics that are introduced by PSF vari-
ations across the field. Finally, all images of the lensed quasar
are then normalised using the coefficients computed previously
and deconvolved simultaneously. The MCS algorithm outputs
a model composed of a list of Gaussian point sources with im-
proved resolution, representing the multiple images of the source
and a ‘pixel channel’, that includes all possible extended sources
such as the lens galaxy, extended features of the source and com-
panions of the lens galaxy. During the deconvolution process,
the pixel channel is fixed for all exposures, as well as the rel-
ative astrometry of the quasar images, but the intensity of the
latter is allowed to vary from exposure to exposure. As a re-
sult, the output of the process is the photometry of the quasar
images for each exposure. The photometric data points are fi-
nally combined by observing nights to produce the light curves
along with their photometric 1-σ uncertainties. Depending on
telescopes and sites there are between three and six individual
frames per epoch to compute the photometric uncertainties.

1 https://github.com/COSMOGRAIL/COSMOULINE
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Fig. 1. Part of the fields of view of RX J1131−1231 (top) and SDSS J1226−0006 (bottom) as seen by the Leonhard Euler 1.2m Swiss
telescope at La Silla Observatory. A total of 195 (388) frames with seeing <1.25 (1.4) and PSF ellipticity <0.15 (0.18) are stacked
to produce the deep field image for RX J1131−1231 (SDSS J1226−0006). The insert shows a single exposure of 360 seconds in
R band. The stars used for the PSF construction are labelled PSFi, in red, and the reference stars used for flux normalisation are
labelled in green, N j. The field of view for the other lensed quasars are presented in Appendix A, Figs. A.1, A.2 and A.3
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Fig. 2. Full COSMOGRAIL R-band light curves for RX J1131−1231 and SDSS J1226−0006, as also summarised in Table 1. The
bottom panels for each object show the difference curves between pairs of multiple images, shifted by the corresponding measured
delay and interpolated with the intrinsic spline model fitted to the data (see Sect. 3). Light curves for all the other lensed quasars
presented in this paper are shown in Appendix B (Fig. B.1 to Fig. B.11)
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We illustrate the result of this process in Fig. 2, showing the
COSMOGRAIL light curves2 for two objects with prominent
variability: RX J1131−1231 and SDSS J1226−0006. The light
curves for 21 other lensed QSOs are shown in Appendix B, from
Fig. B.1 to Fig. B.11. In some cases, the separation between two
quasar images is too small and there can be flux leaking between
images despite the deconvolution scheme. This typically hap-
pens when the image separation is below 0′′75. In such cases,
we sum the fluxes of the two affected images. This is the case
for HE 0230−2130 where we show the total flux of A+B, for
SDSS J0924+0219, where we show A+D (as in MacLeod et al.
2015), and for WFI J2026−4536, where we show A1+A2. These
three objects are in a fold configuration each featuring a narrow
pair of bright images. Since these images reside almost at the
same place in the arrival-time surface, they are expected to be
delayed by the same amount, thus having a roughly zero delay
between them (Bonvin et al. 2019). Hence, our delays given for
pairs rather than for resolved images are unlikely to be be bi-
ased at a level larger than a one day. We note, however, that such
pairs with short or zero delay may turn out useful to test the
microlensing time-delay hypothesis by Tie & Kochanek (2018):
if a significant delay (days) is measured between narrow pairs,
it may be entirely due to microlensing time delay. In at least
one case where resolved photometry was possible (Bonvin et al.
2019), there is no measurable trace of such microlensing time
delay, although its presence cannot be excluded.

2.2. Additional data

In addition to the Euler light curves, we complement our data
set with photometric monitoring data publicly available in the
literature. For SDSS J1515+1511, we added the data taken at
the Liverpool Telescope published in Shalyapin & Goicoechea
(2017). We also include data taken at the SMARTS 1.3 m
telescope with the ANDICAM optical and infrared camera
for the lensed quasars SDSS J0924+0219 and Q J0158−4325
(MacLeod et al. 2015; Morgan et al. 2012). In addition, we
made use of the COSMOGRAIL data of HE 0435−1223 and
RX J1131−1231 taken at the 1.5m telescope at the Maidanak
Observatory, Uzbekistan, at the Mercator Belgian telescope at
Roque de Los Muchachos Observatory in La Palma, Canary
Islands and at the SMARTS 1.3 m telescope at Cerro Tololo
Inter-American Observatory, Chile, previously published in
Courbin et al. (2011) and Tewes et al. (2013b). When a lens sys-
tem was monitored by several instruments, we either analyse the
data sets separately or we merge the light curves and perform the
analysis on the merged data set (see Sect. 3.4 for details). In the
latest case and when the monitoring campaigns do overlap, we
fitted a flux and magnitude correction to the data to compensate
for slight photometric offsets caused by differences in the filter
and detector responses, coupled with differences in the spectral
energy distribution of the quasar and reference stars. When the
monitoring campaigns do not overlap, we simply adjust the mag-
nitude zero-point in order to obtain a reasonable match between
the light curves.

3. Time-delay measurements

A broad range of curve-shifting algorithms have been developed
in the past to measure time delays between light curves (e.g.
Press et al. 1992; Pelt et al. 1994; Kelly et al. 2009; Hirv et al.
2011; Hojjati et al. 2013; Hojjati & Linder 2014; Aghamousa

2 All light curves are publicly available at www.cosmograil.org.

& Shafieloo 2015). Efficient algorithms must be robust against
photometric noise, coarse temporal sampling, season gaps and
must also take into account the presence of microlensing caused
by moving stars in the lensing galaxy. Microlensing variations
affect the observed flux independently in each quasar image. For
this reason they are often referred to as extrinsic variation, as
opposed to the intrinsic quasar variations shared by all quasar
images.

To test the robustness of curve-shifting algorithms, re-
alistic light curves containing microlensing were simulated
and proposed for a blind analysis to the community (Dobler
et al. 2015, Time-Delay Challenge; hereafter TDC). The curve-
shifting methods adopted in COSMOGRAIL make use of the
‘free-knot spline’ estimator (see Tewes et al. 2013a, for an in-
depth presentation) and the regression-difference estimator as
well as the uncertainty estimation scheme from the PyCS tool-
box3. Both methods performed very well in term of precision
and accuracy on the TDC data (Liao et al. 2015; Bonvin et al.
2016), however, with a better performance of the former over
the latter. These two methods are the basis of most current time-
delay cosmography work, for example, by the H0LiCOW team.

In this work, we used the two different time-delay estimators
implemented in PyCS. As these estimators provide ‘point esti-
mates’ of the time delays, the uncertainties must be evaluated
with realistic simulated light curves that mimic both the intrin-
sic and extrinsic variations in the lensed images, which we detail
below.

3.1. The PyCS package

The PyCS package proposes a fully data driven approach for
time-delay measurements in the presence of microlensing. The
variations of the quasar are directly derived from the data either
using Gaussian processes or free-knot spline. Although there is
no physical model behind the algorithms in PyCS, a number of
parameters are still required to model the quasar and microlens-
ing variability. These cannot be explored in a fully Bayesian way
due to the very large amount of computational time that such an
approach would require. The same would hold true if we had
chosen a physical model for microlensing, with the additional
drawback that a wrong choice of a physical model may lead
to biased measurements. We therefore propose a semi-Bayesian
approach were we marginalise over a pre-selected grid of pa-
rameters to keep the computational time manageable on a small
scale computing cluster. In previous COSMOGRAIL publica-
tions, external choices of parameter values were included as a
robustness test. This procedure is now automatised to systemat-
ically explore broader parameter ranges. The full procedure is
described in the following.

In this work, we adopt the same terminology as in Bonvin
et al. (2018). For clarity, we recall here several definitions:

– A curve-shifting technique is a procedure that takes the mon-
itoring data as inputs and results in a time-delay estimate
along with associated uncertainties,

– An estimator is an algorithm that returns the optimal time-
delay between two light curves,

– The estimator parameters control the behaviour of the esti-
mator (e.g. its convergence, number of degrees of freedom,
etc.),

3 PyCS can be downloaded from the COSMOGRAIL website www.
cosmograil.org
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Table 1. Summary of the COSMOGRAIL monitoring data. Measurements for each epoch consist in most cases of 5 dithered
exposures in the R filter.

Object zlens zsource Telescope (Instrument) #Epochs Total exposure
time [hours] Duration of monitoring

HE 0047−1756 0.407 1.678 Euler (C2) 237 124.1 Aug. 2005 - Sep. 2010
Euler (ECAM) 316 160.8 Sep. 2010 - Oct. 2016

UM 673 (Q 0142−100) 0.491 2.73 Euler (C2) 175 92.2 Aug. 2005 - Sep. 2010
Euler (ECAM) 179 91.4 Sep. 2010 - Oct. 2016

Q J0158−4325 0.317 1.29 Euler (C2) 222 113.9 Oct. 2004 - Sep.2010
Euler (ECAM) 305 154.1 Sep. 2010 - Fev. 2018
SMARTS(Andicam) 270 83.4 Aug. 2003 - Dec. 2010

HE 0230−2130 0.523 2.162 Euler (C2) 51 34.5 Jul. 2004 - Oct. 2006
Euler (ECAM) 122 63.2 Aug. 2013 - Oct. 2016

SDSS J0246−0825 0.723 1.689 Euler (C2) 122 71.0 Nov. 2006 - Sep. 2010
Euler (ECAM) 249 130.0 Sep. 2010 - Apr. 2018

HE 0435−1223 0.454 1.693 Euler (C2) 301 150.5 Jan. 2004 - Apr. 2010
Euler (ECAM) 419 221.2 Sep. 2010 - Aug. 2018
SMARTS(Andicam) 136 40.8 Aug. 2003 - Apr. 2005
Mercator (MEROPE) 104 52.0 Sep 2004. - Dec 2008
Maidanak (SITE) 26 26.0 Oct. 2004 - Jul. 2006
Maidanak (SI) 8 4.8 Aug. 2006 - Jan. 2007

HS 0818+1227 0.39 3.113 Euler (C2) 215 118.6 Jan. 2005 - May 2010
Euler (ECAM) 151 76.6 Nov. 2010 - Apr. 2018

SDSS J0832+0404 0.659 1.116 Euler (ECAM) 237 121.0 Nov. 2010 - May. 2018
SDSS J0924+0219 0.393 1.523 Euler (C2) 25 15.8 Jan. 2004 - Oct. 2005

Euler (ECAM) 106 52.4 Nov. 2010 - Dec. 2015
SMARTS(Andicam) 158 61.9 Nov. 2003 - May 2011

RX J1131−1231 0.295 0.657 Euler (C2) 265 132.5 Mar. 2004 - Jul. 2010
Euler (ECAM) 311 162.0 Nov. 2010 - Jul. 2018
SMARTS(Andicam) 288 86.4 Dec. 2003 - May 2011
Mercator (MEROPE) 78 39.0 Jan. 2005 - Jun. 2008

SDSS J1226−0006 0.517 1.123 Euler (C2) 257 135.2 Jan. 2005 - Jul. 2010
Euler (ECAM) 226 118.9 Dec. 2010 - Jul. 2018

SDSS J1320+1644 0.899 1.502 Euler (ECAM) 41 21.3 Mar. 2013 - Jul. 2016
SDSS J1322+1052 ∼ 0.55 1.717 Euler (ECAM) 115 61.5 Jan. 2011 - Jul. 2016
SDSS J1335+0118 0.44 1.570 Euler (C2) 214 114.2 Jan 2005 - Aug. 2010

Euler (ECAM) 161 80.9 Jan. 2011 - Aug. 2017
SDSS J1349+1227 ∼ 0.65 1.722 Euler (ECAM) 144 72.6 Jan. 2011 - Aug. 2017
Q 1355−2257 0.702 1.370 Euler (C2) 311 167.2 Jul. 2003 - Aug. 2010

Euler (ECAM) 89 44.1 Jan. 2011 - Jul. 2015
SDSS J1405+0959 ∼ 0.66 1.81 Euler (ECAM) 58 30.5 Feb. 2014 - Aug. 2017
SDSS J1455+1447 ∼ 0.42 1.424 Euler (ECAM) 130 65.6 Feb. 2011 - Aug. 2017
SDSS J1515+1511 0.742 2.054 Euler (ECAM) 63 31.5 Mar. 2014 - Aug. 2017

Liverpool(IO:O) 150 30.0 May. 2014 - Sep. 2016
SDSS J1620+1203 0.398 1.158 Euler (C2) 12 7.1 Mar. 2010 - Sep. 2010

Euler (ECAM) 194 100.6 Feb. 2011 - Sep. 2017
WFI J2026−4536 ∼ 1.04 2.23 Euler (C2) 338 130.9 Avr. 2004 - Sep. 2010

Euler (ECAM) 210 112.8 Oct. 2010 - Nov. 2016
HE 2149−2745 0.603 2.033 Euler (C2) 222 121.0 Aug. 2006 - Sep. 2010

Euler (ECAM) 263 135.0 Oct. 2010 - Dec.2017
Q 2237+0305 0.039 1.69 Euler (ECAM) 62 33.0 Nov. 2010 - Jul. 2015
Total : 8336 4094.0

– A generative model is used to create simulated light curves
that mimic the data and to evaluate the uncertainties on the
time delays provided by the estimator.

We also recall the following terms to describe how we define
and handle the different data sets, consistently with Bonvin et al.
(2018):

– A data set, D, usually corresponds to a monitoring cam-
paign conducted with one instrument. In the present work
this is ECAM, C2, SMARTS or Liverpool in one single fil-
ter. We also sometimes concatenate the light curves coming
from several instruments in one single data set. For example,
the joint ECAM+C2 light curves are referred to as the Euler
data set.
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Fig. 3. Sketch for the PyCS time-delay measurement pipeline. This procedure is repeated for each set of estimator parameters. The
combination of the final products for each set of estimator parameters is discussed in Sect. 3.3.

– A time-delay estimate, E = ∆t+δt+−δt− , is composed of a point
estimate with an uncertainty estimate of the time delay be-
tween two light curves. It corresponds to one particular
choice of estimator and associated set of parameters.

– A group of time-delay estimates, G = [EAB, EAC, EBC],
is a set of time-delay estimates between all pairs of light
curves for a particular lensed system, obtained using the
same curve-shifting technique. A group corresponds to the
output of the pipeline presented in Sect. 3.2 below for a given
estimator, set of estimator parameters and generative model.

– A series of time-delay estimates, S = [G1, ...Gi, ...GN], for
i ∈ N is an ensemble of groups of time-delay estimates. They
typically share the same data set and estimator but make use
of different set of estimator parameters.

The two estimators used in this work are introduced in the
next two sections.

3.1.1. Free-knot spline estimator

The free-knot spline estimator models light curves as analytical
spline functions. More precisely, we consider one unique free-
knot spline for the intrinsic variations of the quasar, which is fit-
ted simultaneously on all light curves, plus independent splines
fitted individually on each light curve to model the extrinsic (mi-
crolensing) variations. The position of the knots of both the in-
trinsic and extrinsic splines as well as the time delays between
light curves are optimised simultaneously.

The parameters of the free-knot spline estimator are the ini-
tial spacing between the knots of the intrinsic spline, η, and
of the extrinsic splines, ηml. These parameters control the flex-
ibility, that is, the number of degrees of freedom, of the in-
trinsic and extrinsic splines. If the initial spacing is too large,
fast variations are missed and the precision and accuracy of the

method is affected. A too small initial spacing between knots
leads to an over-fitting of the data, also affecting the results. The
choice of η and ηml must therefore be adapted to the data quality,
which mainly depends on the cadence and photometric noise.
The range of parameters used in this work for the different data
sets are described in Table 2. We choose ηml being larger than
η as the microlensing variation typically occurs on longer time-
scales than the intrinsic quasar variation. This is supported by the
data themselves: taking the flux ratio between pairs of images,
after correction by the time delay, leads to fairly smooth and
long-term variations over several years as seen, for example, in
the lower panels of Fig. 2, while intrinsic quasar variations are
of the order of a few weeks to months as seen in the upper panels
of the same figures.

3.1.2. Regression difference estimator

In the regression difference method, a Gaussian process regres-
sion is performed on each quasar image light curve indepen-
dently. The regressions are then shifted in time and subtracted
pair-wise, resulting in one difference curve for each pair of light
curves and its associated uncertainties envelope. The algorithm
minimises the variability of the difference curves by varying the
time shift.

The estimator parameters are the covariance function of the
Gaussian process, its smoothness degree, ν, its amplitude, A, its
characteristic time scale, scale, and an additional scaling factor
for the photometric uncertainties, errscale (see Tewes et al.
2013a, for more details). We use several combinations of these
parameters which are summarised in Table 2.
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Fig. 4. Top: Distribution of the free-knot spline fit residuals for model parameter η = 45 days, ηml = 300 days in the ECAM
light curves of SDSS J1226−0006. The orange and blue histograms represent the distributions of data residuals whereas the grey
histogram corresponds to the distribution of the residuals for the 800 synthetic light curves created using the generative model.
Middle panels: Normalised number of runs zr for the synthetic curves (grey histogram) and for the data (orange and blue vertical
lines). Bottom panels: Residuals for the free-knot spline fit to the data, shown in blue and orange for image A and B, respectively.
One example of the typical residuals obtained on applying the free-knot spline curve shifting technique on a simulated light curve
is shown in black. Residuals are statistically similar to the observed data in terms of dispersion of the residuals, σ, and normalised
number of runs, zr (Eq. 2).

3.2. Measurement pipeline

In the present work, we develop an extension of PyCS to handle
a large number of different data sets in a homogeneous and auto-
mated way. We extend the procedure described in Bonvin et al.
(2018) to check the robustness of the two estimators against the
choice of parameters. A schematic description of the procedure
is presented in Fig. 3, leading to a time-delay measurement along
with its associated 1σ uncertainties. We perform the following
steps:

(i) We visually inspect the light curves in order to estimate a
first guess for the time delays. To do this, we use the publicly
available web application D3CS4 (Bonvin et al. 2016).

(ii) We use this first guess as a starting point for the free-knot
spline estimator. For a given set of parameters, we then ob-
tain the optimised intrinsic and extrinsic splines. This also
provides us point estimates of the time delays and with resid-
uals of the fit.

(iii) We build a generative model using the spline fit resulting
from the previous step. We then generate simulated light
curves from the optimised intrinsic splines by randomizing
the ‘true’ time delay applied to each individual curve, fol-

4 All COSMOGRAIL light curves can be inspected with this
interactive tool at https://obswww.unige.ch/˜millon/d3cs/
COSMOGRAIL_public/

lowing the procedure described by Tewes et al. (2013a) and
we add noise. In previous works, this step was achieved by
adding correlated and Gaussian noise in order to account, at
the same time, for the residual extrinsic variability that is not
included in the ‘microlensing’ spline and for the shot-noise
respectively. This required manually fine-tuning the noise
power spectrum. We now use an automated way of gener-
ating simulated light curves by estimating the power spec-
trum of the residuals. In this new approach, we directly gen-
erate the noise of the simulated light curves from the mea-
sured power spectrum with randomised phases in Fourier
space. This procedure results in simulated light curves with
the same statistical noise properties, as presented in (vi).

(iv) We run the estimators from 500 different random starting
points around the guess delay to estimate the intrinsic er-
ror of the estimator, which is an indication of its robustness
(see Tewes et al. 2013a). The median time delays for each
pair of light curves is our final point estimates for each es-
timator, that is, either the free-knot spline or the regression
difference.

(v) To estimate the uncertainties associated for the two estima-
tors, we sample 800 simulated light curves from the gener-
ative model computed at step (iii) with different time delays
and apply the estimator on them. These true time delays are
chosen in the range of ±20 days around the median delay
obtained in (iv) and allows us to test whether our results de-
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Fig. 5. Top panel: Spline fit of the ECAM data of SDSS J1226−0006. The black line represents the intrinsic variation shared by
both curves (η = 45 days) whereas the blue and orange lines model the extrinsic variations of A and B, respectively (ηml = 300
days). The curves are shifted in time by the optimal time delay, and corrected from their modelled extrinsic variations. Middle panel:
Residuals of the spline fit. Bottom panel: Regression fits using Gaussian processes and their 1-σ envelopes. The difference curve
between the regression curves fitted on image A and image B is also shown in black. The algorithm is optimising the time shift in
order to minimise the variability in the difference curve.

pend on our choice of true time delays. For some noisy light
curves, we extend this range not to be limited by this prior.
We obtain the uncertainty of our estimator in an empirical
way by combining in quadrature the random and systematic
part of the uncertainties.

(vi) Finally, we ensure that the statistics of the residuals on the
simulated curves fit matches the one from the data. To do
so, we compute two statistics on the residuals resulting from
the free-knot spline fit, following the procedure described in
Tewes et al. (2013a). We expect that the residuals exhibit the
same standard deviation σ and the same normalised num-
ber of runs, zr (as defined below). A run corresponds to a
sequence of adjacent residuals that are all either positive or
negative. For truly independent residuals, we expect that the

distribution of the runs (either positive or negative) is nor-
mally distributed with a mean and variance following:

µr =
2N+N−

N
+ 1 and σ2

r =
(µr − 1)(µr − 2)

N − 1
, (1)

where N+ and N− are the number of positive and negative
residuals, and N is the total number of data points. The nor-
malised number of runs zr is given by:

zr =
r − µr

σr
, (2)

where r is the measured number of runs. Deviations of zr
from 0 indicates that the residuals are correlated (negative
zr) or anti-correlated (positive zr). We assess that this statis-
tic computed for the simulated light curves distributes well
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around the value computed on the real data. This ensures that
the simulated light curves and the real data have the same
constraining power. In Fig. 4, the distribution of the two rel-
evant statistics, σ and zr, are shown for SDSS J1226−0006,
with the same set of parameters as used for the fit in Fig. 5.
If the two statistics computed on the real and simulated data
do not agree within 0.5σ, we iteratively adapt the spectral
window used for the generative model at step (iii).

We systematically apply this procedure for the sets of
estimator parameters described in Table 2. For the free-knot
spline technique we adopt a mean spacing between the knots η
of 25, 35, 45 and 55 days for the intrinsic spline and of ηml =
150, 300, 450 and 600 days for the extrinsic splines. Combining
all possible combinations of η and ηml, we obtain 16 different
sets of parameters. We slightly adapt this grid of parameters
for shorter light curves since the mean knot separation cannot
exceed the duration of the monitoring campaign. For the
regression difference technique, we explored five different sets
of parameters to test the robustness of the estimator against
changes in the properties of the Gaussian process used to fit the
data.

3.3. Combining the time-delay estimates

The pipeline presented here aims at systematically testing the
robustness of the measurement against different assumptions for
the variability of the quasar and of the extrinsic components,
which are controlled by the estimator parameters. We decide
not to optimise on the estimator parameters since we aim to
marginalise over the various plausible microlensing models in
our final time-delay uncertainties. On the other hand, marginal-
ising over all estimator parameters is not optimal either because
estimator parameters that are not necessarily well-suited to rep-
resent the data would be accounted for in the final estimate and
this would degrade its precision.

Instead, we adopt an hybrid approach between marginali-
sation and optimisation, as described in Bonvin et al. (2018)
and Bonvin et al. (2019). Among all the groups of time-delay
estimates computed for various estimator parameters, we first
select the most precise one as our reference group. We then
compute the ‘tension’ between the reference group and all the
other groups. The tension between two time-delay estimates
EA = A+a+−a− and EB = B+b+

−b−
with A > B, in units of σ is defined

as (Bonvin et al. 2018):

τ(EA,EB) = (A − B)/
√

a2− + b2
+. (3)

We also define the tension between two groups G1 and G2 as the
maximum tension between the time-delay estimates from corre-
sponding pairs of light curves :

τ(G1,G2) = max
j

(τ(E1,j,E2,j)). (4)

We marginalise only if the tension τ between the reference group
and the other groups, σ, exceeds a threshold of τthresh = 0.5. If
this is the case, we select the most precise group among those
whose tension exceeds τthresh and combine it with the reference.
This combination becomes the new reference group and we re-
peat this process until no more groups are in a tension that ex-
ceeds τthresh with the reference. We note that in this approach,
choosing τthresh = 0 corresponds to a proper marginalisation over

all the groups whereas choosing τthresh ∼ ∞ is equivalent to se-
lecting only the most precise group.

For each estimator, we obtain a series of time-delay esti-
mates, which is composed of several groups that share the same
data set but contain different combinations of the estimator pa-
rameters. We combine the groups within a series according to
the procedure described above. Fig. 6 illustrates each group’s
result, and compares them with the combined estimate for the
free-knot spline and regression difference estimator in the case
of SDSS J1226−0006.

After combining the groups in both series, we typically ob-
tain two groups of time-delay estimates, one for each estimators.
As the two estimators are applied on the same data set, they can-
not be considered as independent. We therefore marginalise over
the free-knot spline and regression difference techniques, result-
ing in our final time-delay estimates for a particular data set.
Fig. 7 illustrates this process in the case of SDSS J1226−0006.

3.4. Combining data sets

The last step consists in combining the data sets when several in-
struments were used to monitor the same target. When the data
quality is not sufficient to obtain reliable time-delay estimates
with one single data set, we prefer to merge the light curves
taken from different instruments and run the full analysis on the
joint data set. This typically occurs when one of the monitoring
campaign does not contain enough well-defined sharp features
in the light curves to constrain the time delay. Many factors can
explain these failures, for example when the time delay is long
compared with the length of the observing season and limits the
overlap between the useful parts of the light curves, or due to low
variability of the quasar, photometric noise or limited sampling.

If the data quality is sufficient, that is, if there are enough
well-defined inflection points that can be identified in all the
light curves, we apply the measurement pipeline on each individ-
ual data set and then combine the resulting time-delay measure-
ments. The most conservative way to combine different data sets
consists in marginalizing over the different data sets, which is a
valid approach in the case of overlapping monitoring campaigns.
In this case, the measurements can be affected by the same sys-
tematic bias due to microlensing or to microlensing time de-
lay and are therefore not independent. We call the final time-
delay estimate obtained after marginalisation over the data sets
PyCS-sum , as it effectively results from the sum of the individ-
ual groups. The second option consists in multiplying the groups
of the individual data set, making the assumption that they do not
share unaccounted systematics and that they are therefore inde-
pendent measurements of the same quantity, which is the case
when considering non-overlapping monitoring campaigns like
the C2 and ECAM data sets. We call this the PyCS-mult result.
As an example, we show in Fig. 8 the combination of the ECAM
and C2 time-delay estimates for SDSS J1226−0006, for which
both the PyCS-mult and PyCS-sum results are shown.

As the microlensing time delay (Tie & Kochanek 2018)
could potentially affect our measurements, making the observed
time delay variable over a time scale similar to the microlens-
ing time scale (i.e. from several months to several years) one
should explicitly account for this effect as it was done in Bonvin
et al. (2018). This is beyond the scope of this paper as includ-
ing microlensing time delay is usually done at the same time the
measured time delays are incorporated in the mass model of the
lens (e.g. Rusu et al. 2020; Chen et al. 2018, 2019). However,
there is so far no evidence for our time-delay measurements be-
ing significantly time variable in the data. For example, the time-
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Table 2. Set of parameters used for the free-knot spline estimator and the regression difference estimator, for different data sets.
These parameters are described in Section 3.1.

free-knot splines regression difference

η 25, 35, 45, 55
Set 1 Set 2 Set 3 Set 4 Set 5

ECAM

ν 1.7 2.2 1.5 1.3 1.7
A 0.5 0.4 0.4 0.2 0.3

ηml 150, 300, 450, 600
scale 200 200 200 200 200

errscale 20 25 20 5 5
kernel Matérn Matérn Matérn Matérn Pow. Exp.

η 25, 35, 45, 55
Set 1 Set 2 Set 3 Set 4 Set 5

C2 and SMARTS

ν 2.2 1.8 1.9 1.3 1.7
A 0.5 0.7 0.6 0.3 0.7

ηml 150, 300, 450, 600
scale 200 200 200 150 300

errscale 25 25 20 10 25
kernel Matérn Matérn Matérn Matérn Pow. Exp.

21 24 27 30 33 36 39 42 45 48

Delay[day]

+36.5+4.9
−4.9

+36.8+3.5
−3.5

+34.3+2.4
−2.4

+31.8+2.8
−2.8

+34.3+3.4
−3.4

+36.0+2.0
−2.0

+34.7+1.9
−1.9

+31.6+1.8
−1.8

+35.0+4.2
−4.2

+36.7+2.4
−2.4

+34.5+2.3
−2.3

+32.3+2.0
−2.0

+36.0+4.4
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Regression Difference

Fig. 6. Illustration of how we combine groups of time-delay estimates in a series on the ECAM data set for the lensed quasar
SDSS J1226−0006. Left panel: Series of time-delay estimates obtained for the free-knot spline technique. Each time-delay estimate
presented on the plot corresponds to a particular choice of estimator parameters for the mean spacing between the knots of the
intrinsic spline η, and of the extrinsic splines ηml. The combined estimate is shown both in black at the bottom of the panel and in
a grey shaded band, to visually ease the comparison with individual estimates and it corresponds to the combination described in
section 3.3 with τthresh = 0.5. The estimates used to produce this combination are marked with ∗. Right panel: Series of time-delay
estimates obtained with the regression difference technique. The sets of parameter are detailed in Table 2.

delay values we obtain when splitting our data in several chunks
do not change more than the expected uncertainties (e.g. Tewes
et al. 2013b; Bonvin et al. 2017) and we also do not measure any
significant time delay between resolved narrow blends of images
that have zero predicted cosmological (i.e. from macro model of
the lens) time delay (e.g. Bonvin et al. 2019). Future work may
show or not if the microlensing time delay becomes significant
when the precision of the data improve, for example, with high
cadence monitoring (Courbin et al. 2018).

4. Notes on individual objects

The new automated PyCS pipeline was applied to 18 lensed
quasars, for which the data quality was sufficient to obtain ro-
bust time delays. As each object has its own specificities such as
the duration of the monitoring campaigns, the mean sampling of
the light curves, the instrument used, etc., we detail below the
results for individual objects and give our best time-delay values
along with the associated 1-σ uncertainties. In giving our results
for a pair of images A and B, a negative value of ∆tAB means
that the information is visible first in image A. Conversely, a
positive time delay ∆tAB means that B is the leading image. All
time delays measured in this paper, along with previously pub-
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Fig. 7. Final time-delay estimate for the regression difference
and free-knot spline estimator. The marginalisation over these
two estimates yields our final time-delay estimate for the ECAM
data set, shown in a shaded grey band.

lished time delays available in the literature are summarised in
Table 3 and Fig. 9. We list here only the system where the back-
ground quasar is lensed by a single galaxy and not by a cluster
or a group of galaxies. When comparing the uncertainties mea-
sured in this work with previous time delays estimates published
in the literature, we recall that the modelling of the microlens-
ing is extensively tested here, which was not always the case in
previous works. For quadruply imaged systems and when several
independent time delays are measured, the relative precision that
we quote on Fig. 9 corresponds to the combination of the inde-
pendent time-delay estimates. This corresponds to the minimum
relative uncertainty that is achievable on H0.

4.1. HE 0047−1756

HE 0047−1756 is a doubly imaged quasar at redshift zsource =
1.678 with the lens galaxy at redshift zlens = 0.407 (Wisotzki
et al. 2004; Eigenbrod et al. 2006; Sluse et al. 2012). Time de-
lays were previously measured by Giannini et al. (2017) who
found ∆tAB = −7.6 ± 1.8 days with five seasons of monitoring
at the 1.54 m Danish telescope at the ESO La Silla observatory.
With the ECAM and C2 data at Euler, we find ∆tAB = −9.5+3.9

−4.0
days and ∆tAB = −12.8+8.3

−8.3 days respectively. Combining our two
Euler measurements, our final PyCS-mult estimate is ∆tAB =
−10.4+3.5

−3.5 days.

4.2. UM 673 (Q 0142−100)

UM 673 (Q 0142−100) is a doubly imaged quasar at redshift
zsource = 2.73 discovered by Surdej et al. (1987) with a lens
galaxy at redshift zlens = 0.491 (Eigenbrod et al. 2007). The
time delay was first measured by Koptelova et al. (2012) from

ten seasons of monitoring at the 1.5m telescope of Maidanak
observatory. The authors obtained ∆tAB = −95+5+14

−16−29 days (68
and 95 % confidence interval). Oscoz et al. (2013) also found
∆tAB = −72 ± 22 days from 12 years of observation at the
Teide Observatory. Our measurement is compatible with previ-
ous estimate but yield larger 1-σ uncertainties than the value of
Koptelova et al. (2012) as our analysis explicitly includes several
microlensing models, which were not accounted for in previous
studies. We find ∆tAB = −97.7+16.1

−15.5 days, but we note that there
is weak evidence for another value around ∆tAB = −200 days.

4.3. Q J0158−4325

The doubly imaged QSO, Q J0158−4325, at redshift zsource =
1.29, also known as CTQ 414, was discovered by Morgan
et al. (1999) during the Calán-Tololo Quasar survey. Faure et al.
(2009) measured a tentative lens redshift of zlens = 0.317. A
model of the lens was also proposed in this work and a truncated
pseudo-isothermal elliptical mass distribution (TPIEMD) was
favoured by the data. Under these assumptions, the predicted
time delay between image A and B was around ∆tAB = −14
days. In their microlensing analysis, Morgan et al. (2008) failed
to measure the time delay but successfully estimated the accre-
tion disc size. Morgan et al. (2012) added four new seasons to
the previous analysis and predicted a delay ∆tAB = −12.4 days
using a singular isothermal sphere (SIS) as a lens model and flat-
ΛCDM cosmology with h=0.7, ΩM = 0.3 and ΩΛ = 0.7. The si-
multaneous microlensing and time-delay analysis also favoured
a negative AB delay (i.e. A leads B).

In this work we add seven seasons of monitoring to the data
set published in Morgan et al. (2012). Significant variations of
the quasar after 2011 allows us to constrain the time delay to
∆tAB = −22.5+3.5

−4.1 days from the joint ECAM and C2 data set
(Euler set). We attempt to measure the time delay independently
on the ECAM and C2 data set, but the C2 light curve quality is
insufficient. We also re-analyse the SMARTS data from Morgan
et al. (2012) and obtain ∆tAB = −22.3+9.5

−8.0 days, in excellent
agreement with the Euler estimate. Combining these two esti-
mates, we find ∆tAB = −22.7+3.6

−3.6 days.
This object is significantly affected by microlensing, with

microlensing variations of about one magnitude over the 13
years of monitoring, as can be seen on the top panel of Fig. B.2.
The difference light curve exhibits strong short-timescale mi-
crolensing variations in the five first seasons of monitoring in
addition to the long term trend.

4.4. HE 0230−2130

HE 0230−2130 is a quadruply imaged quasar at zsource = 2.162
discovered by Wisotzki et al. (1999). The redshift of the lens
zlens=0.523, was measured independently by Eigenbrod et al.
(2006) and Ofek et al. (2006). Images A and B are in a close
fold configuration and separated by only 0′′74. This two images
are not resolved in the Euler exposures even after deconvolution.
Their fluxes are therefore summed in one single virtual image
A′ = A + B. Both the C2 and ECAM data sets have relatively
strong intrinsic features that allow us to measure the time delay
between image A′ and C. Image D is however too faint to obtain
a robust measurement. We measure ∆tA′C = +13.2+5.8

−5.3 days from
the ECAM data set, ∆tA′C = +16.4+14.3

−16.6 days from the C2 data
set and ∆tA′C = +15.7+4.2

−3.6 days from the joint C2-ECAM light
curves. We adopt the later as our final time-delay estimate.
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4.5. SDSS J0246−0825

SDSS J0246−0825 is a doubly imaged quasar discovered by
Inada et al. (2005) (zsource = 1.689, zlens = 0.723). We present
here the results of the monitoring campaign from November
2006 to April 2018. The time-delay estimate from the ECAM
data set (∆tAB = −1.9+6.0

−7.2 days) is compatible with the time de-
lay measured from the C2 data set (∆tAB = +2.1+10.5

−9.7 days). The
PyCS-mult estimate yields ∆tAB = −1.3+5.8

−5.2 days, also in good
agreement with the measurement performed on the joint ECAM-
C2 light curve ∆tAB = +0.8+5.0

−5.2 days, which is our final value.
Although this object displays prominent variations, its time de-
lay is compatible with zero, making it of little use for cosmolog-
ical purposes.

4.6. HE 0435−1223

HE 0435−1223 is quadruply imaged quasar in a cross configu-
ration (zsource = 1.693, zlens = 0.454, Wisotzki et al. 2002; Sluse
et al. 2012). The time delays were first measured in Kochanek
et al. (2006) with two seasons of optical monitoring, and later
confirmed in Courbin et al. (2011) and Bonvin et al. (2017) with
respectively seven and thirteen seasons of monitoring. We com-
plement the data presented in Bonvin et al. (2017) with two
additional seasons and measure the time delays with the au-
tomated pipeline presented in Sect. 3.2. We analyse separately
the data presented in Courbin et al. (2011) corresponding to the
C2, SMARTS, Maidanak and Mercator data (hereafter the C11
data set) and the ECAM data set. Our group of time-delay esti-
mates on the C11 data set is GC11 = [∆tAB = −9.8+1.0

−1.0,∆tAC =

−1.6+0.9
−1.0,∆tAD = −14.2+1.1

−1.1] days compatible with less than 1.4σ
tension with our group of estimates on the ECAM data set
GECAM = [∆tAB = −7.6+1.3

−1.3,∆tAC = +0.4+1.1
−1.1,∆tAD = −14.2+1.1

−1.1]
days. Our final PyCS-mult group of estimates combining the
C11 and ECAM gives GPyCS−mult = [∆tAB = −9.0+0.8

−0.8,∆tAC =

−0.8+0.8
−0.7,∆tAD = −13.8+0.8

−0.8] days in excellent agreement with the
estimates that we obtain on the joint C11+ECAM light curves
Gall = [∆tAB = −8.3+0.9

−0.8,∆tAC = −0.4+0.8
−0.8,∆tAD = −13.5+0.9

−0.8]
days.

4.7. HS 0818+1227

HS 0818+1227 is a doubly imaged quasar discovered in the
Hamburg Quasar Survey. Its redshift is zsource = 3.115 (Hagen
& Reimers 2000) and the redshift of the lensing galaxy is zlens =
0.39. Using the joint ECAM-C2 light curves we propose a tenta-
tive delay of ∆tAB = −153.8+13.2

−14.6 days. We also find evidence for
a multi-modal delay around -53 days.

4.8. SDSS J0832+0404

SDSS J0832+0404 is doubly imaged quasar discovered by Oguri
et al. (2008) at zsource = 1.115 and whose lens it at redshift
zlens = 0.659. It was monitored by the Euler Swiss telescope
shortly after its discovery, from November 2010 to May 2018.
The measurement is challenging as the time delay favoured by
the data is close to that of the season length. Our best estimate is
∆tAB = −125.3+12.8

−23.4 days from the ECAM data set.

4.9. SDSS J0924+0219

SDSS J0924+0219 is a quadruply imaged quasar at redshift
zsource = 1.523 (zlens = 0.393) discovered by Inada et al. (2003).

As image D is faint and very close angularly to image A (0′′69),
we sum the flux of these two images into one single virtual
image A′. We are able to measure the time delay in both the
SMARTS and Euler data set but only between the two brighter
images, A′ and B. The light curve of image C is not of sufficient
quality to distinguish features, essential for a reliable time-delay
measurement. We find ∆tA′B = +2.5+4.3

−4.3 days using the Euler
light curves and ∆tA′B = +3.0+8.2

−7.9 days with the SMARTS light
curve. Combining these two measurements, we obtain the final
PyCS-mult estimate : ∆tA′B = +2.4+3.8

−3.8 days.

4.10. RX J1131−1231

RX J1131−1231 is a quadruply imaged quasar at redshift
zsource = 0.657 in a cusp configuration with a lens galaxy at red-
shift zlens = 0.295 (Sluse et al. 2003, 2007). The first attempt to
measure the time delays is reported in Morgan et al. (2006) but
appeared to be incorrect due to short light curves, insufficient
data quality and possible microlensing variability that imitates
the quasar variation (Tewes et al. 2013b). These time-delay esti-
mates were corrected by Tewes et al. (2013b) with nine seasons
of monitoring, demonstrating the need of long monitoring cam-
paigns to obtain robust time-delay estimates unless high-cadence
and high-signal-to-noise observations are available. We comple-
ment the data presented in Tewes et al. (2013b) with six new
seasons of monitoring. In our analysis, we separate the data into
two different sets; the data acquired between December 2003
and July 2010 at the SMARTS, Mercator, and Euler (C2) tele-
scopes (hereafter the T13 data set) and the data acquired by the
ECAM camera at the Euler Telescope (ECAM data set). We ob-
tain a group of time-delay estimates on the T13 data set GT13 =
[∆tAB = 0.0+1.2

−1.0,∆tAC = −0.7+1.3
−1.4,∆tAD = −92.9+2.3

−2.5] days. When
applying our method on the ECAM data set we obtain GECAM =
[∆tAB = +2.6+0.8

−0.9,∆tAC = −1.4+2.3
−2.5,∆tAD = −91.6+2.7

−3.0] days. Our
PyCS-mult final group of time-delay estimates is GPyCS−mult =

[∆tAB = +1.6+0.7
−0.7,∆tAC = −1.0+1.2

−1.2,∆tAD = −92.5+1.9
−1.8]. We ob-

tain very similar time delays and uncertainties when running
our measurement pipeline on the joint T13+ECAM light curves
Gall = [∆tAB = +1.3+1.0

−0.9,∆tAC = −1.0+1.6
−1.4,∆tAD = −92.7+2.3

−2.3]
days.

4.11. SDSS J1226−0006

SDSS J1226−0006 is a doubly imaged quasar at redshift zsource =
1.123 and a lensing galaxy at zlens = 0.517 (Inada et al. 2008).
We use this object to illustrate the time-delay measurement
pipeline developed for this paper. As shown on Fig. 6, we ob-
tain ∆tAB = +34.7+3.7

−3.6 days using the ECAM data set and ∆tAB =

+33.0+3.1
−4.9 days on the C2 data set. Combining the two measure-

ments (PyCS-mult ) gives ∆tAB = +33.7+2.7
−2.7 days, which is our

final measurement, in good agreement with the joint ECAM-C2
estimate ∆tAB = +31.4+4.2

−5.8 days.

4.12. SDSS J1335+0118

SDSS J1335+0118 is a doubly imaged quasar at zsource = 1.571
and a lensing galaxy at zlens = 0.440, (Oguri et al. 2004;
Eigenbrod et al. 2006). A tentative predicted delay ∆tAB,pred =
−43 days was proposed in Oguri et al. (2004), assuming H0 = 70
km s−1Mpc−1. We measure the time delay between images A an
B on both the ECAM and C2 data sets. We obtain respectively
∆tAB = −61.3+9.9

−10.3 days using the C2 data and ∆tAB = −52.5+7.5
−7.2

days with ECAM data. As the data quality of both data sets al-
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Fig. 8. Example of combination of ECAM and C2 data sets for
SDSS J1226−0006. The PyCS-sum estimate corresponds to the
marginalisation over the two data sets. The PyCS-mult assumes
that the two data sets are independent and corresponds to the
multiplication of the probability distributions for the two meth-
ods.

lows a reliable time-delay estimate and since the two measure-
ments are compatible within their 1-σ uncertainties we can com-
bine them. We obtain a final PyCS-mult estimate of ∆tAB =
−56.0+5.7

−6.1 days, which is well compatible with the estimate from
the joint ECAM-C2 light curves ∆tAB = −54.8+7.3

−7.3 days.

4.13. Q 1355−2257

Q 1355−2257 is a doubly imaged quasar at redshift zsource =
1.370 (Morgan et al. 2003). The redshift of the lens is zlens =
0.701 (Eigenbrod et al. 2006). A time delay of ∆tAB =
−89+28

−39 days was predicted by Saha et al. (2006) assuming
H0 = 70 km s−1Mpc−1and ensembles of non-parametric mod-
els. Q 1355−2257 was monitored for seven seasons with the C2
camera and for additional three seasons with ECAM. We ap-
ply our measurement pipeline on the joint ECAM-C2 data set
as the ECAM light curves alone does not contain enough struc-
tures to measure the time delay. We propose a tentative delay
of ∆tAB = −81.5+10.8

−12.0 days. Note, however, that while the light
curve of the brightest quasar image, A, displays very well de-
fined variations, the much fainter image B is very noisy and is
the limiting factor in this time-delay measurement.

4.14. SDSS J1455+1447

The doubly imaged quasar SDSS J1455+1447 was discovered
by Kayo et al. (2010) at redshift zsource = 1.424. This object
was monitored during seven seasons with the ECAM camera.

We measured a time delay ∆tAB = −47.2+7.5
−7.8 days using only the

ECAM data set.

4.15. SDSS J1515+1511

SDSS J1515+1511 is a well separated and bright doubly im-
aged quasar at redshift zsource = 2.054, zlens = 0.742 (Inada et al.
2014). Shalyapin & Goicoechea (2017) first measured the time
delay between images A and B and found ∆tAB = −211 ± 5
days. In this work, we re-analyse the photometric data taken at
the Liverpool Telescope between May 2014 and September 2016
with PyCS, testing the impact of several microlensing models on
the time-delay measurement. We complement this data set with
three seasons of monitoring taken with the ECAM instrument
at the Euler Swiss Telescope between March 2014 and August
2017. The light curves of images A and B only have a very small
overlap due to the time delay being of roughly the same duration
as the season gap. We therefore obtain a poor precision using
the ECAM data set alone ∆tAB = −199.6 ± 16.0 days. The only
intrinsic variation that is clearly visible in both the A and B light
curve at the end of season 2015 in A and at the beginning of
season 2016 is insufficiently sampled in the ECAM data set to
obtain a precise estimate. Using the Liverpool data set alone,
the better monitoring cadence and the longer monitoring season
allows us to measure ∆tAB = −214.6+4.6

−7.6 days. This is in good
agreement with previous estimates of Shalyapin & Goicoechea
(2017) on the same data set but using a different methodology.
The slightly larger uncertainties of our analysis can be explained
by the fact that we extensively test against a broad variety of
different microlensing models and that we marginalise over two
different curve shifting techniques.

By combining the two data sets into one single light curve,
we significantly improve the sampling on the critical part of the
curves that contain distinctive features in both A and B images.
Our final estimate on the joint Euler+Liverpool light curves is
∆tAB = −210.5+5.5

−5.7 days.

4.16. SDSS J1620+1203

The doubly imaged quasar SDSS J1620+1203 (zsource = 1.158,
zlens = 0.398) was discovered in the Sloan Sky Digital Survey
(SDSS) by Kayo et al. (2010). This object was mainly monitored
with the ECAM instrument during seven seasons and with the
C2 camera for one season. As the C2 data alone are largely in-
sufficient to measure a time delay, we merge the two data sets in
one single light curve. We apply our method on the joint ECAM-
C2 light curves and obtain ∆tAB = −171.5+8.7

−8.7 days. Similarly to
SDSS J1515+1511, this lensed quasar has a time delay of the
same duration of the season gap which limits the achievable pre-
cision.

4.17. WFI J2026−4536

WFI J2026−4536 is a quadruply imaged quasar in a fold config-
uration (zsource = 2.23, and uncertain lens redshift zlens = 1.04)
discovered by Morgan et al. (2004). Saha et al. (2006) predicted
an AB time delay of 15+2

−6 days, from non-parametric modelling
of point-like image positions. As images A1 and A2 are still not
resolved after deconvolution because of their low image separa-
tion (0′′33), we add the flux of these two images into one virtual
image, A. Only the time delay between image A and B is mea-
surable with our data. The light curve of image C is too noisy to
identify intrinsic variation of the quasar and reliably estimate a
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time delay. In Cornachione et al. (2020) only the AB time delay
is presented, whereas the AC delay is predicted by modelling the
lens and assuming a fiducial cosmology. This paper is focusing
on determining the accretion disc size of this object using the
microlensing. We present here the details of the measurement of
the AB time delay.

Most of the constraining features of the light curves are con-
centrated in the ECAM data, especially in the 2014 and 2015
seasons. We use separately the ECAM data and the joint C2-
ECAM data and obtain respectively ∆tAB = +18.7+4.9

−4.7 days and
∆tAB = +18.4+6.7

−9.6 days. The C2 data are particularly noisy and
do not contain clear variations of the quasar visible in either of
images A and B. Adding them to the ECAM data results in a
loss of precision of the measurement without changing the me-
dian value of the estimate. For any follow-up work, we therefore
recommend to use only the ECAM estimate.

4.18. HE 2149−2745

The doubly imaged Broad Absorption Line (BAL) quasar
HE 2149−2745 was discovered in the Hamburg/ESO survey by
Wisotzki et al. (1996). The redshift of the quasar is zsource =
2.033 and the redshift of the lens is zlens = 0.603 (Eigenbrod
et al. 2006). The time delay between image A and B was pre-
viously published by Burud et al. (2002a), who found ∆tAB =
−103 ± 12 days but a reanalysis of the same data by Eulaers
& Magain (2011) concluded that the previous measurement was
not reliable.

We propose a tentative time-delay estimate of ∆tAB =
−39.0+14.9

−16.7 days (PyCS-mult C2-ECAM), significantly differ-
ent from the previous measurement although our data do not al-
low us to completely exclude the previous time-delay estimate.
Our measurement on the joint C2-ECAM light curves gives
∆tAB = −32.4+18.3

−9.3 , in agreement with the PyCS-mult estimate.
We note that this is a BAL quasar with therefore a complex inter-
nal structure. This quasar may be a good candidate to detect the
microlensing time delay as described in Tie & Kochanek (2018),
although in this case the source size effect may be due to the
BAL structure around the quasar rather than to the time propa-
gation of light in the accretion disc.

4.19. Inconclusive attempts

Some of our monitoring data do not provide robust time delays.
We nevertheless release the data for possible combination with
future data sets. For each we provide the discovery paper as well
as the source and lens redshifts when available. These unfortu-
nate cases are listed below.

Q 2237+0305: This system (zsource = 1.69, zlens = 0.039,
Huchra et al. 1985) is a quadruply imaged quasar where the mul-
tiple images are formed in the bulge of the lensing spiral galaxy.
The variability of this system is dominated by the microlensing
variability due to the very high stellar density at the position of
multiple images. For this reason, the peak that can be observed in
image C at the end of 2012 in Fig. B.11 cannot be matched in the
other curves and is attributed to a microlensing caustic crossing
event (Goicoechea et al. 2020). As a result of this large extrinsic
variability, the measurement of time delays is not possible with
this data set.

Table 3. Summary of the quasar lensed by a single galaxy with
known time delays. The upper part of the table gives our new
measurements while the lower part gives a summary of the pub-
lished time delays in the literature.

Lenses Time-Delays [Day] Comments

HE 0047−1756 ∆tAB = −10.4+3.5
−3.5 PyCS-mult C2-ECAM

UM 673 (Q 0142−100) ∆tAB = −97.7+16.1
−15.5 from joint C2+ECAM light curves (un-

certain)
Q J0158−4325 ∆tAB = −22.7+3.6

−3.6 PyCS-mult C2-SMARTS-ECAM
HE 0230−2130 ∆tA′C = 15.7+4.2

−3.6 PyCS-mult C2-ECAM
SDSS J0246−0825 ∆tAB = 0.8+5.0

−5.2 from joint C2-ECAM light curves
HE 0435−1223 ∆tAB = −9.0+0.8

−0.8 PyCS-mult C11-ECAM
∆tAC = −0.8+0.8

−0.7

∆tAD = −13.8+0.8
−0.8

∆tBC = 7.8+0.9
−0.9

∆tBD = −5.4+0.9
−0.8

∆tCD = −13.2+0.8
−0.8

HS 0818+1227 ∆tAB = −153.8+13.2
−14.6 from joint C2-ECAM light curves (un-

certain)
SDSS J0832+0404 ∆tAB = −125.3+12.8

−23.4 from ECAM light curves (uncertain)
SDSS J0924+0219 ∆tA′B = 2.4+3.8

−3.8 PyCS-mult Euler-SMARTS
RX J1131−1231 ∆tAB = 1.6+0.7

−0.7 PyCS-mult T13-ECAM
∆tAC = −1.0+1.2

−1.2

∆tAD = −92.5+1.9
−1.8

∆tBC = −2.0+1.4
−1.3

∆tBD = −93.7+2.0
−2.0

∆tCD = −91.8+2.2
−2.3

SDSS J1226−0006 ∆tAB = 33.7+2.7
−2.7 PyCS-mult C2-ECAM

SDSS J1335+0118 ∆tAB = −56.0+5.7
−6.1 PyCS-mult C2-ECAM

Q 1355−2257 ∆tAB = −81.5+10.8
−12.0 from joint C2+ECAM light curves (un-

certain)
SDSS J1455+1447 ∆tAB = −47.2+7.5

−7.8 from ECAM light-curve
SDSS J1515+1511 ∆tAB = −210.2+5.5

−5.7 from joint ECAM+Liverpool light
curves

SDSS J1620+1203 ∆tAB = −171.5+8.7
−8.7 from joint C2+ECAM light curves

WFI J2026−4536 ∆tAB = 18.7+4.7
−4.9 from ECAM light curves

HE 2149−2745 ∆tAB = −39.0+14.9
−16.7 PyCS-mult C2-ECAM (uncertain)

B 0218+357 ∆tAB = −11.3+0.2
−0.2 from Biggs & Browne (2018)

DES 0408−5354 ∆tAB = −112.1+2.1
−2.1 from Courbin et al. (2018)

∆tAD = −155.5+12.8
−12.8

∆tBD = −42.4+17.6
−17.6

SBS 0909+532 ∆tAB = −50.0+2.0
−4.0 from Hainline et al. (2013)

FBQ 0951+2635 ∆tAB = 16.0+2.0
−2.0 from Jakobsson et al. (2005)

J1001+5027 ∆tAB = −119.3+3.3
−3.3 from Rathna Kumar et al. (2013)

HE 1104−1805 ∆tAB = 152.2+2.8
−3.0 from Poindexter et al. (2007)

PG 1115+080 ∆tAB = −8.3+1.5
−1.6 from Bonvin et al. (2018)

∆tAC = 9.9+1.1
−1.1

∆tBC = 18.8+1.6
−1.6

SDSS J1206+4332 ∆tAB = −111.3+3.0
−3.0 from Eulaers et al. (2013)

SDSS J1339+1310 ∆tAB = 47.0+5.0
−6.0 from Goicoechea & Shalyapin (2016)

HS 1413+117 ∆tAB = −17.4+2.1
−2.1 from Akhunov et al. (2017)

∆tAC = −18.9+2.8
−2.8

∆tAD = 28.8+0.7
−0.7

B 1422+231 ∆tAB = −1.5+1.4
−1.4 from Patnaik & Narasimha (2001)

∆tAC = 7.6+2.5
−2.5

∆tBC = 8.2+2.0
−2.0

SDSS J1442+4055 ∆tAB = −25.0+1.5
−1.5 from Shalyapin & Goicoechea (2019)

SBS 1520+530 ∆tAB = −130.0+3.0
−3.0 from Burud et al. (2002b)

B 1600+434 ∆tAB = −51.0+4.0
−4.0 from Burud et al. (2000)

B 1608+656 ∆tAB = 31.5+2.0
−1.0 from Fassnacht et al. (2002)

∆tCB = 36.0+1.5
−1.5

∆tDB = 77.0+2.0
−1.0

SDSS J1650+4251 ∆tAB = −49.5+1.9
−1.9 from Vuissoz et al. (2007)

PKS 1830−211 ∆tAB = −26.0+4.0
−5.0 from Lovell et al. (1998)

WFI 2033−4723 ∆tA1B = 36.2+2.3
−1.6 from Bonvin et al. (2019)

∆tA2B = 37.3+3.0
−2.6

∆tBC = −59.4+1.3
−3.4

HS 2209+1914 ∆tAB = 20.0+5.0
−5.0 from Eulaers et al. (2013)
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SDSS J1320+1644: This doubly imaged system (zsource =
1.502, zlens = 0.899, Rusu et al. 2013) do not yield any time-
delay measurements because of the poor sampling of the light
curves and the short monitoring season. With an average of ∼10
epochs per monitoring season, the observing cadence was not
sufficient to measure a time delay despite the large amplitude
variation (∼0.4 mag) seen in image B. In addition, this target is
located at DEC=+16, which is at the northern limit of what can
be observed from La Silla Observatory with a sufficiently long
visibility window. The time delay of this system is probably of
the order of several years (Rusu et al. 2013), due to the very large
image separation (8′′57).

SDSS J1322+1052: We could not measure a time delay for
this system (zsource = 1.717, zlens =∼ 0.55, Oguri et al. 2008) be-
cause of the faint B image coupled with the absence of intrinsic
variation with an amplitude larger than 0.1 mag. The relatively
noisy B light curve do not allowed us to clearly identify intrinsic
variations that are also visible in image A.

SDSS J1349+1227 : Despite the seven years of monitoring,
we could not determine the time delay of this lens system
(zsource = 1.722, zlens =∼ 0.65, Kayo et al. 2010) because of
the absence of intrinsic variation larger than 0.1 mag in image
B. Image A shows a variation of the order of ∼0.15 mag at the
end of 2016 and beginning of 2017 but this variation cannot be
matched in image B. Since the time delay is predicted to be of
the order of one year (Kayo et al. 2010), this variation might had
appeared in the B light curve after the end of our monitoring
campaign.

SDSS J1405+0959 : This doubly imaged lens quasar (zsource =
1.81, zlens =∼ 0.66, Jackson et al. 2012) do not yield any time-
delay measurements due to the absence of a clear intrinsic signal
above the noise level. This is due to the combination of the poor
sampling of the light curves, the relatively faint B component
that is also contaminated by light of the lens galaxy, the short
monitoring seasons and the low variability of the quasar.

5. Conclusions

We present long-term lens monitoring data acquired at the Euler
Swiss telescope since the very beginning of the COSMOGRAIL
programme in September 2003 up to April 2018. We show for
the first time the decade-long light curves for a sample of 23
lensed quasars.

A new automated procedure has been developed in order to
process all light curves within a homogeneous framework. The
curve-shifting package PyCS has been adapted to ensure that
measurements are robust against the choice of parameters for the
intrinsic variability of the quasar as well as for the microlensing
variations.

We successfully measure 18 time delays, among which nine
have uncertainties below 15 %. These objects are therefore
possible good candidates for time-delay cosmography. Turning
these time delays into cosmological constraints will require the
modelling of the lenses and the analysis of the line of sight as
done by the H0LiCOW (e.g. Suyu et al. 2017; Bonvin et al. 2017;
Birrer et al. 2019; Wong et al. 2020), STRIDES (e.g. Shajib et al.
2020) and SHARP collaborations (e.g. Chen et al. 2019).

We show that long term monitoring campaigns can provide
precise time-delay estimates and overcome the degeneracy be-

tween the intrinsic variations of the quasar and the microlens-
ing by collecting over the years several inflection points that can
be seen in the light curves of the multiple images. However,
we report that several systems do not exhibit sharp variations
with amplitude that can be detected at the photometric preci-
sion of our data. As a result, the monitoring strategy should
now be adapted to higher cadence and higher photometric pre-
cision. Recent monitoring campaigns conducted with 2m-class
telescopes achieve a high level of precision on the time delay
in only one monitoring season by successfully observing small
variation of quasars, happening on shorter time-scales than typ-
ical microlensing variation (Courbin et al. 2018; Bonvin et al.
2018).

Furture high-cadence lens monitoring data, along with their
cosmological interpretation will, from now on, be presented in
the new series of TDCOSMO (Time-Delay COSMOgraphy)
papers (e.g. Millon et al. 2020), which includes members of
the present COSMOGRAIL collaboration in addition to the
H0LiCOW, STRIDES and SHARP collaborations.
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Appendix A: Field of view of all lensed quasars

We present below the field of view for each of our lensed
quasars, showing the reference stars used for the relative pho-
tometry and the PSF stars used for the deconvolution photome-
try. All images are stacks of the best seeing frames taken in the
R-band and often include dozens of hours of total integration.
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Fig. A.1. Deep field images, similar to Fig. 1, for the rest of the COSMOGRAIL lensed quasar sample.
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Fig. A.2. Continuation of Fig. A.1
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Fig. A.3. Continuation of Fig. A.2

Appendix B: Light curves for all lensed quasars

In this section, we show the R-band light curves for all our ob-
jects, obtained using deconvolution photometry. Many span al-
most 15 years in length with a typical temporal sampling of one
point every 3-5 days. The light curves can be visualised and
downloaded from the D3CS interactive tool and the CDS data
base. When additional photometric data are available in the lit-
erature, we add these data points onto our light curves (see Sect.
2.2). For each curve, we also show the flux ratio between the
quasar images after correction for the time delay measured with
PyCS and using a free-knot spline interpolation. This allows us to
unveil the variations due purely to microlensing over a very long

time scale. When we are not able to measure the time delay, we
subtract the curves pair-wise without shifting them in time.
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Fig. B.2. Continuation of Fig. B.1
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Fig. B.8. Continuation of Fig. B.7
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Fig. B.9. Continuation of Fig. B.8
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Fig. B.10. Continuation of Fig. B.9
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ABSTRACT

We present six new time-delay measurements obtained from Rc-band monitoring data acquired at the Max Planck Institute for Astrophysics
(MPIA) 2.2 m telescope at La Silla observatory between October 2016 and February 2020. The lensed quasars HE 0047−1756, WG 0214−2105,
DES 0407−5006, 2M 1134−2103, PSJ 1606−2333, and DES 2325−5229 were observed almost daily at high signal-to-noise ratio to obtain high-
quality light curves where we can record fast and small-amplitude variations of the quasars. We measured time delays between all pairs of multiple
images with only one or two seasons of monitoring with the exception of the time delays relative to image D of PSJ 1606−2333. The most precise
estimate was obtained for the delay between image A and image B of DES 0407−5006, where τAB = −128.4+3.5

−3.8 d (2.8% precision) including
systematics due to extrinsic variability in the light curves. For HE 0047−1756, we combined our high-cadence data with measurements from
decade-long light curves from previous COSMOGRAIL campaigns, and reach a precision of 0.9 d on the final measurement. The present work
demonstrates the feasibility of measuring time delays in lensed quasars in only one or two seasons, provided high signal-to-noise ratio data are
obtained at a cadence close to daily.

Key words. methods: data analysis – gravitational lensing: strong – cosmological parameters

1. Introduction

Time-delay cosmography with strongly lensed quasars was first
proposed by Refsdal (1964) as a single-step method to measure
the Hubble constant H0. The method relies on three ingredi-
ents. First, a precise measurement of the time delays between the
lensed images must be obtained. This is typically achieved from
photometric monitoring campaigns producing the light curve
for each multiple image. Second, a mass model is needed for
the main lensing galaxy and its possible companions. Deep and
high-resolution images, typically obtained with adaptive optics
(AO) or the Hubble Space Telescope (HST) are needed for this
task. Finally, we need to estimate the contribution of all interven-
ing galaxies along the line of sight to the quasar. This last step
can be performed statistically with galaxy counts in wide-field
images (Rusu et al. 2017), direct multiplane modeling (McCully
et al. 2017), or weak lensing measurements (e.g., Tihhonova
et al. 2018). These three ingredients allow for direct measure-
ments of distances to the lens system, which together with the
lens and source redshift measurements, provide constraints on
H0.

The method is complementary to other probes such as the
cosmological microwave background (CMB), baryon acoustic
oscillation (BAO), and the cosmic distance ladder, since time-
delay cosmography is mainly sensitive to H0 and depends
weakly on the other cosmological parameters. It is therefore
an ideal probe to lift degeneracies in other experiments. Using

? All light curves presented in this paper are only available in elec-
tronic form at the CDS via anonymous ftp to cdsarc.u-strasbg.
fr (130.79.128.5) or via http://cdsarc.u-strasbg.fr/viz-bin/
cat/J/A+A/

lensed quasars, Wong et al. (2019) obtained a 2.4% precision on
the Hubble constant in flat-ΛCDM cosmology with a sample of
six systems studied by the H0LiCOW collaboration (Suyu et al.
2010, 2014; Wong et al. 2017; Bonvin et al. 2017; Birrer et al.
2019; Rusu et al. 2020; Chen et al. 2019). Combining this mea-
surement with the latest results from the Cepheid distance ladder
(Riess et al. 2019), the tension with the Planck results (Planck
Collaboration et al. 2020) reaches 5.3σ, suggesting the presence
of unaccounted systematics in one or both experiments or new
physics beyond the ΛCDM model (e.g., Verde et al. 2019; Riess
2019; Freedman et al. 2020).

The COSMOGRAIL program has so far been one of the
leading projects dedicated to time-delay measurement in strong
lensing systems. This program produced decade-long light
curves of more than 20 objects with 1 m class telescopes, yield-
ing many precise time-delay measurements (e.g., Tewes et al.
2013b; Eulaers et al. 2013; Rathna Kumar et al. 2013; Bonvin
et al. 2017). In particular, the final paper of the COSMOGRAIL
series presents time delays for 18 objects (Millon et al. 2020).
The observation strategy was recently enhanced with higher ca-
dence (daily observation) and improved photometric precision
and now allows us to catch quasar variations that are faster than
the typical microlensing signal. Consequently, time delays can
be measured to a few percent precision in only one monitoring
season, provided 2 m-class telescopes can be used on a daily ba-
sis. This is the case of the MPIA 2.2 m telescope at ESO La Silla
Observatory, which we use in the present work. Previous results
using this telescope and strategy were presented in Courbin et al.
(2018) and Bonvin et al. (2018, 2019).

In this paper, we report six new time delays with precisions
in the range 2.8% < δ(∆t)/∆t < 18.3%. We first present in
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Sect. 2 the high-cadence, high signal-to-noise ratio (S/N) light
curves of the lensed quasars HE 0047−1756, WG 0214−2105,
DES 0407−5006, 2M 1134−2103, PSJ 1606−2333, and DES
2325−5229, which were acquired between October 2016 and
February 2020 at the MPIA 2.2 m telescope at La Silla. In
Sect. 4, we detail the time-delay measurement procedure be-
fore presenting and discussing our results in Sect. 5. Our con-
clusions are summarized in Sect. 7. This paper is the second of
the TDCOSMO1 series, which includes the COSMOGRAIL2,
H0LiCOW3, STRIDES4 collaborations, and members of the
SHARP collaboration.

2. Observation and data reduction

The photometric monitoring data were acquired on a daily basis
at the MPIA 2.2 m telescope at ESO La Silla. Each observing
epoch consists of four dithered exposures of 320 seconds each,
through the Rc filter. The images were taken with the Wide Field
Imager (WFI) instrument, which is composed of eight charge-
coupled devices (CCD) covering a field of view of 36′×36′ with
a pixel size of 0′′238. A summary of the observing information
is presented in Table 1 and Fig. 1.

The monitoring campaigns started in October 2016 and ran
until February 2020 with a daily planned observing cadence.
We observed a total of 11 targets for one full visibility season
with the exception of HE 0047−1756, which was started in the
middle of a season, and WG 0214−2105, for which two seasons
were obtained. Among these 11 targets, 9 have sufficiently well-
defined features in their light curves to measure the time delays.
Three of these targets, namely DES 0408−5354, PG 1115+080,
and WFI 2033−4723 are presented in previous COSMOGRAIL
publications (Courbin et al. 2018; Bonvin et al. 2018, 2019) and
6 are the topic of the present work. The remaining 2, namely
SDSS J0832+0404 and DES 2038−4008, will require a second
season of monitoring to obtain a robust time delay. These 2 ob-
jects are left for future work.

Our data were mainly taken when targets had an airmass be-
low 1.5, but we sometimes relaxed the airmass requirement in
order to extend the visibility window. A long seasonal coverage
can be crucial in the case of long time delays, when the common
features in the light curves only overlap by a few weeks. On av-
erage over the six objects presented in this work, one data point
per object was recorded every 1.48 d. The actual mean sampling
of the light curves is a bit larger than the scheduled daily cadence
as a consequence of bad weather and technical maintenance of
the telescope. The median seeing over the whole period reported
is 1′′06.

The data were reduced according to the standard COSMO-
GRAIL5 procedure described in detail in Millon et al. (2020).
We first bias-subtracted and flat-fielded the images using sky
flats. The sky level was then removed via the Sextractor soft-
ware (Bertin & Arnouts 1996). As the WFI instrument is some-
times affected by fringing in the Rc band, we also constructed a
fringe model by iteratively sigma-clipping the four dithered im-
ages taken at each epoch and by taking the median. This model
was then subtracted from the four individual exposures.

1 www.tdcosmo.org
2 www.cosmograil.org
3 https://shsuyu.github.io/H0LiCOW/site/
4 http://strides.astro.ucla.edu
5 The reduction pipeline can be found at the following address: www.
cosmograil.org
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Fig. 1. Seeing and airmass distributions for the six targets monitored
with the WFI instrument at the MPIA 2.2 m telescope at ESO La Silla
observatory.

To obtain an accurate photometric measurement in each sin-
gle exposure, we performed image deconvolution of the quasar
images with the MCS deconvolution algorithm (Magain et al.
1998; Cantale et al. 2016). This step largely improves the pho-
tometric accuracy as the image separation between multiple im-
ages does not exceed a few arcseconds. Fig. 2 and Fig. 3 show
the stars used to compute the point spread function (PSF) as well
as the reference stars used for image-to-image flux calibration.
Each image was deconvolved individually with its own PSF, but
all images share the same point source astrometry and the same
“pixel” channel, which contains all extended sources such as the
lensing galaxy, the quasar host galaxy, or companion galaxies
(see Cantale et al. 2016, for detailed description of the method).
The intensities of the point sources are included as free param-
eters during the process. We computed the median of all indi-
vidual measurements within a night to produce the light curves
presented in Fig. 4. The photometric error bars for each epoch
include the root mean square (rms) standard deviation between
the individual measurements as well as systematics due to PSF
mismatch during the deconvolution process and normalization
errors. These error bars are referred as σemp in Table 2.

We applied the same deconvolution process to the calibration
stars, labeled N1 to NX in Fig. 2 and Fig. 3, as for the quasar im-
ages to measure their flux. We used the normalization stars for
night-to-night calibration relative to a reference image taken in
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Table 1. Summary of the optical monitoring data in the Rc band. Each epoch consists of 4 exposures of 320 seconds each. The temporal sampling
is the mean number of days between two consecutive observations (epochs), excluding the seasonal gap for HE 0047−1756 and WG 0214−2105.
Col. 6 corresponds to the median seeing measured in the images for each object. The seeing and airmass distributions are shown in Fig. 1.

Target zs zl Period of observation #Epochs Seeing Sampling Reference
HE 0047−1756 1.66 0.407 Oct. 2nd 2016 - Jan. 23rd 2018 186 1′′09 1.80 days Wisotzki et al. (2004)
WG 0214−2105 3.24 ∼0.45 June 2nd 2018 - Feb. 19th 2020 296 1′′08 1.50 days Agnello & Spiniello (2019)
DES 0407−5006 1.515 - Aug. 3rd 2016 - May 4th 2019 174 1′′09 1.40 days Anguita et al. (2018)
2M 1134−2103 2.77 - Dec. 7th 2017 - July 31st 2018 166 0′′92 1.32 days Lucey et al. (2018)
PSJ 1606−2333 1.69 - Jan. 25th 2018 - Sep. 23rd 2018 158 0′′95 1.52 days Lemon et al. (2018)
DES 2325−5229 2.74 0.400 Apr. 14th 2018 - Jan. 6th 2019 183 1′′22 1.33 days Ostrovski et al. (2017)
TOTAL - - Oct. 2nd 2016 - May. 4th 2019 1163 - - -

excellent seeing condition. In addition, we used the normaliza-
tion star labeled N1 for absolute calibration of the light curves.
We obtained the corresponding calibrated apparent magnitude in
the r filter from the PanSTARRS DR2 catalog (Chambers et al.
2016). For the field of DES 2325−5229 and DES 0407−5006,
which are not covered by PanSTARRS, we used the r magnitude
from the Dark Energy Survey (DES) Year-One catalog (Drlica-
Wagner et al. 2018). These calibrations are only approximate be-
cause the r filter of DES and PanSTARRS do not exactly match
the ESO844 Rc filter used for these observations.

3. Noise properties of the light curves

The COSMOGRAIL program was originally designed for mon-
itoring lensed quasars with 1 m-class telescopes and using a bi-
weekly cadence. The photometric precision that can be reached
with such instruments in 30 min of exposure per epoch is on the
order of 10 mmag rms on the brightest lensed quasars. As a re-
sult, only large amplitude variations can be detected. These typi-
cally occur on long timescales, on the order of several months or
years. Using only the most prominent features of the light curves,
it is very difficult to disentangle the intrinsic variations of the
quasar from the extrinsic (i.e., microlensing) variations (Bonvin
et al. 2016; Liao et al. 2015) because these extrinsic variations
occurs on the same timescale. As a result, it typically requires
five to ten seasons of monitoring to obtain enough prominent
features in the light curves to unambiguously match the intrinsic
variations in the various multiple images without being affected
by the extrinsic variations.

This long-term strategy yielded several precise time-delay
measurements (Tewes et al. 2013b; Rathna Kumar et al. 2013;
Shalyapin & Goicoechea 2017; Bonvin et al. 2017; Shalyapin
& Goicoechea 2019; Millon et al. 2020), but at a large obser-
vational cost. It is no longer sustainable in the era of wide-field
surveys such as DES, CFIS, PanSTARRS, and Gaia, which are
discovering dozens of new lensed quasars. For example, Lemon
et al. (2019, 2018) recently found a total of 46 new lensed
quasars by jointly analysing DES, PanSTARRS, and Gaia data.
To quickly turn these new systems into cosmological constraints,
the time delays must be obtained in just a few seasons.

The data presented in this work are the result of the high-
cadence and high S/N lens monitoring campaigns started in 2016
(see Courbin et al. 2018, for the presentation of the program).
The enhanced S/N and improved cadence allow us to catch small
intrinsic variations of the quasars, which occur on much shorter
timescales than typical extrinsic microlensing variations whose
timescale ranges from several months to several years (e.g., Mos-
quera & Kochanek 2011; Millon et al. 2020). In almost all the
light curves presented in this paper, intrinsic variations happen-
ing on timescales on the order of a few days to weeks can be un-

ambiguously matched in at least the brightest multiple images,
making the time-delay measurement possible in one single sea-
son.

To emphasize the photometric precision that can be reached
in ∼20 min exposure per epoch with a 2 m-class telescope, we
report in Table 2 the noise level in the light curves presented
in Fig. 4. We list the expected median theoretical photon noise
from the measured flux σth and the median empirical noise σemp
obtained from the standard deviation of the measured flux in
all four exposures taken in the same night. The quantity σemp
is larger than σth because it also includes the frame-to-frame
normalization errors and the deconvolution errors in addition
to the photon noise. We observe that some objects with a wide
separation between images and a faint lens galaxy such as 2M
1134−2103 have almost the same σemp and σth, which indicates
that the photometric errors are still dominated by photon noise
and could be reduced by increasing the exposure time. On the
contrary, objects with compact image configurations, such as HE
0047−1756, seem to be limited by systematic errors possibly
introduced by residual flux contamination after the deconvolu-
tion process. Overall, a median empirical photometric precision
in the range 1.2-7.1 mmag is reached for at least the brightest
quasar image of all lens systems. This allows us to catch intrinsic
quasar variation on the order of 10 to 20 mmag in the brightest
lens images, which were previously below the noise level of the
COSMOGRAIL monitoring campaigns.

We also present in Table 2 the median absolute deviation
(MAD) of the residuals after fitting our spline model for extrin-
sic and intrinsic variations σres (see Sect. 4.1.1 for details). The
latter also provides an indication on the smallest intrinsic vari-
ations that can be detected by our smooth spline model. This
noise estimate is slightly higher than σemp and σth because it is
impacted by any fast residual variability in the data that cannot
be captured by our intrinsic and extrinsic spline models.

4. Time-delay measurements

We used the public Python package PyCS6, which contains sev-
eral algorithms for measuring the time delays in the presence of
microlensing (Tewes et al. 2013a). We followed the procedure
described in detail in Millon et al. (2020) to robustly measure
time delays in an automated way. In doing this, we explored
a broad range of choices for our estimator parameters and we
estimated the uncertainties on the time delay using simulated
light curves containing both the intrinsic and extrinsic variations.
We focused on two time-delay estimators, namely the free-knot
splines and the regression difference. The free-knot spline es-
timator was extensively tested on the simulated light curves of

6 PyCS can be downloaded from www.cosmograil.org

Article number, page 3 of 14



A&A proofs: manuscript no. 38698corr

PSF 1

 

E

N

1'

HE0047-1756

A

B
3''

PSF 2

PSF 3

PSF 4

PSF 5
PSF 6

N1

N2

N3

N4

N5

N6

N7

PSF 1

E

N

1'

WG0214-2105
A

D

B
C

3''

PSF 2

PSF 3

PSF 4

PSF 5

PSF 6

N1

N2

N3

N4

N5

N6

N7

PSF 1

 

E

N

1'

DES0407-5008
A

B

3''

 

PSF 2

PSF 3

PSF 4

PSF 5

PSF 6

N1

N2

N3

N4

N5

N6

N7

N8

PSF 1

 

E

N

1'

2M1134-2103

A D

B C

3''

PSF 2

PSF 3
PSF 4

PSF 5

PSF 6
N1

N2

N3

N4

N5

N6

N7

N8

Fig. 2. Deep stacks of best-seeing images of HE 0047−1756 (74 images, with a total exposure time of 6.6 h), WG 0214−2105 (138 images, 12.3
h), DES 0407−5006 (82 images, 7.3 h), and 2M 1134−2103 (178 images, 15.8 h). The stars used to construct the PSF are circled and labeled in
red, whereas the stars used for the night-to-night flux normalization are shown in green. The expanded boxes show single exposures of each lensed
quasar in excellent seeing conditions, typically 0′′.6

the Time Delay Challenge (Bonvin et al. 2016; Liao et al. 2015;
Dobler et al. 2015) and showed very good overall performance.
Throughout this paper, the error bars correspond to 1σ uncer-
tainties. Negative A-B time delays means that the variations in
image A lead those in image B.

4.1. Time-delay measurements with PyCS

We used the terminology defined by Bonvin et al. (2019). A
curve-shifting technique is a procedure that estimates time-delay
values along with their associated uncertainties given a set of

light curves. This technique relies on i) an estimator, which is an
algorithm designed to find the optimal time delay between two
light curves; ii) estimator parameters, which control the behav-
ior of the estimator; and iii) a generative noise model, which is
used to produce simulated light curves, with the same constrain-
ing power as the original data. The estimator is also evaluated on
simulated light curves to estimate empirically the uncertainties.
We briefly describe the two selected estimators in the following
section (see Millon et al. 2020; Tewes et al. 2013a, for details).
Estimator parameters used in this work are summarized in Ta-
ble 3.
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Fig. 3. Continuity of Fig. 2 for PSJ 1606−2333 (163 images, 14.5 h) and DES 2325−5229 (184 images, 16.5 h).

Table 2. Photometric properties of the light curves presented in Fig 4. We give the maximum image separation in Col. 2; the median observed
magnitude over all the epochs in Col. 4; the expected median photon noise, σth, in Col 5; the median empirical photon noise, σemp in Col. 6 and
the MAD of the residuals after fitting our intrinsic and extrinsic spline models in Col. 7. The median expected photon noise, σth, is the theoretical
noise expected from the flux counts in the images whereas the empirical photon noise, σemp, corresponds to the standard deviation of the measured
flux in the 4 exposures taken in the same night. σemp corresponds to the photometric uncertainties of the light curves of Fig 4.

Image separation Image Magnitude
[mag]

σth
[mmag]

σemp
[mmag]

σres
[mmag]

HE 0047−1756 1′′43 A 16.6 0.5 1.5 2.1
B 18.22 1.2 2.4 4.3

WG 0214−2105 1′′85 A 20.53 7.9 9.8 12.9
B 20.48 7.3 7.1 10.4
C 20.5 7.6 9.1 11.7
D 21.26 14.9 16.3 21.5

DES 0407−5006 1′′72 A 18.13 1.3 1.7 2
B 19.38 3 4.1 4.1

2M 1134−2103 3′′68 A 17.25 0.9 1.2 1.7
B 17.28 0.9 1.4 1.7
C 17.31 0.9 1.4 1.7
D 19 2.4 3.6 5.8

PSJ 1606−2333 1′′74 A 19.25 3.1 4.5 4.9
B 19.42 3.4 4.8 5.2
C 19.88 4.8 6.8 9.1
D 20.05 5.5 8.2 12.7

DES 2325−5229 2′′82 A 20.07 5.4 7.2 9.3
B 21.14 13 17.3 18.3

4.1.1. Free-knot spline estimator

This estimator relies on the construction of an “intrinsic” model
to represent the quasar variations common to all the light curves
up to a time and magnitude shift and an “extrinsic” model to rep-
resent the additional sources of variability that differ between the
light curves. This typically includes variability introduced by the
stars in the lens galaxy. Both models use free-knot B-spline to fit
the light curves (Molinari et al. 2004). The algorithm simulta-
neously optimizes the position of the knots of the intrinsic and
extrinsic splines as well as the time delays and magnitude shifts
between the light curves. The flexibility of the fit is controlled by
two estimator parameters. The first, η, corresponds to the initial

mean spacing between knots of the intrinsic spline and the sec-
ond, nml, corresponds to the number of internal nodes for the ex-
trinsic splines per observing season, equally distributed over the
monitoring period. When we have only one season of monitor-
ing per object, we fix the knot position of the extrinsic splines to
avoid introducing too much freedom into the microlensing mod-
els as the latter are not expected to vary on timescales shorter
than a few weeks. We note that nml = 0 means that the extrin-
sic splines contain only two knots at each extremity of the light
curves and therefore correspond to polynomials of degree 3.
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Fig. 4. Light curves for the six lensed quasars presented in this paper. The bottom panels of each lens system show the difference curves between
pairs of multiple images shifted by the measured time delays, highlighting the extrinsic variations. Spline interpolation between the data points are
used to produce the difference curve, which corresponds the magnitude difference between pairs of images after correction for the measured time
delay, but no correction for microlensing is applied.

4.1.2. Regression differences estimator

This second method first performs a regression with Gaussian
processes on each light curve individually. The regressions are
then shifted in time and subtracted pair-wise. The algorithm op-
timizes the time shift between the curves by minimizing the vari-
ability in the subtracted light curve. This approach does not ex-
plicitly model the extrinsic variations and is therefore fundamen-
tally different from the free-knot splines method. This estimator

also relies on a choice of parameters to control the smoothness of
the fit with Gaussian processes. Consequently, the kernel func-
tion of the Gaussian process, its smoothness degree, ν, its ampli-
tude, A, its scale, and an additional scaling factor of the photo-
metric errors need to be adjusted. We tested five different sets of
parameters that visually provide a good fit of the data.

For each estimator and estimator parameters, we ran the op-
timization 500 times from different starting points (i.e., guess
time delay) on the same observed light curves. This is meant to
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Table 3. Set of parameters used for the regression difference and free-knot spline PyCS estimator. Parameter descriptions can be found in Section
4.1.1 and Section 4.1.2.

Free-knot splines Regression difference

η 15, 25, 35, 45
Set 1 Set 2 Set 3 Set 4 Set 5

ν 1.7 1.8 1.3 1.5 1.9
A 0.5 0.6 0.3 0.4 0.7

nml 0,1
scale 200 150 150 250 250

errscale 20 15 10 25 25
kernel Matérn Matérn Matérn Matérn Power Exponential

ensure that the time-delay estimator has converged and that a ro-
bust time-delay estimate can be measured independently of the
initial guess for the time delay. We took the median value of the
distribution as our central time-delay estimate. This procedure is
not a Monte Carlo approach and we do not use the standard devi-
ation of the distribution as our final uncertainties. The procedure
to measure the uncertainties requires the generation of simulated
light curves and is summarized below.

4.2. Uncertainties estimation on the time delay with PyCS

In PyCS, the uncertainties are estimated in an empirical way, by
generating simulated light curves that have similar constraining
power as the original data. These simulated curves are identical
to the data in terms of temporal sampling, intrinsic variations
of the quasar, and extrinsic variations. We used the same intrin-
sic and extrinsic splines to generate all simulated light curves.
However, they differ from the real data in their time delays and
their realization of correlated and Gaussian photometric noise.
For each set of estimator parameters, a generative noise model
produces 800 different realizations of the curves that statistically
match the observed data in terms of correlated and Gaussian
noise. The true time delays encoded in the simulated curves are
in the range ±10 days around our initial estimation obtained by
running the estimator on the real data. We followed this proce-
dure using the automated version of PyCS described in detail in
Millon et al. (2020).

The estimators were run on the simulated light curves and we
obtained the final uncertainties for a given curve-shifting tech-
nique (i.e., an estimator, a set of estimator parameter, and a gen-
erative noise model) by adding in quadrature the systematic and
random errors between the measured and true time delays.

4.3. Combining the curve shifting techniques

To combine the curve shifting techniques and obtain our fi-
nal time-delay estimates for each object, we first combined the
curve-shifting techniques that share the same estimator, that is,
the regression difference or the free-knot spline, which have dif-
ferent sets of estimator parameters. The marginalization over the
model parameters cannot be done in a fully Bayesian frame-
work, as this would require a very large amount of computation
to properly sample the parameter space. To keep the computa-
tion time manageable on a small-scale computing cluster, we
prefer to probe the parameter space in a grid-wise fashion. The
explored parameter space is limited to a region that provides rea-
sonable uncertainties, indicating a good fit quality.

In addition, we cannot use the χ2 or any derived model se-
lection criteria (e.g., the Bayesian information criterion (BIC) or
the Akaike information criterion (AIC)) to estimate the weight
of each model due to the degeneracy between intrinsic and ex-
trinsic variations. Because of this degeneracy, it is not possible to

define a proper metric to quantify the quality of the fit. We there-
fore prefer to apply the same methodology as first introduced
in Bonvin et al. (2018). The goal of this method is to obtain a
trade-off between an optimization and a marginalization over the
estimator parameters. A pure optimization selects the set of es-
timator parameters that gives the most precise time-delay mea-
surement, but the price to pay is neglecting all the other models
for the quasar variability and extrinsic variations that are not nec-
essarily compatible within statistical uncertainties. On the other
hand, marginalizing over all estimator parameters unnecessarily
increases the uncertainties as all models are not equally plausible
and do not yield the same fit quality.

To solve this problem, Bonvin et al. (2018) proposed to first
select the most precise estimate as a reference and to compute
its tension, τ, with all other estimates. If the tension exceeds a
certain threshold τthresh = 0.5, we combine the most discrepant
estimate with the reference. This combined estimate becomes the
new reference and we repeated this process until no further ten-
sion exceeds τthresh. We also checked that the choice of τthresh did
not significantly change the final estimate. We note that choosing
τthresh = 0 corresponds to a marginalization between all the avail-
able sets of estimator parameters, whereas choosing τthresh = +∞
selects only the most precise set.

We obtained our final time-delay estimates for each pair of
light curves and for each estimator by applying this procedure on
the data. These results are presented in Fig. 5, Fig. 6, and Fig. 7.
As the two estimators are intrinsically different but are applied
to the same data set, they can not be considered as two inde-
pendent measurements of the time delays. We therefore propose
a marginalized estimate over the two curve shifting algorithms.
These are shown in black in these same figures.

5. Results

The procedure described in Sect. 4 was applied to the six lensed
quasars presented in this paper. Table 4 summarizes our mea-
surements and Fig. 9 shows the relative precision on the time de-
lays that can be achieved in one or two seasons of monitoring and
how this compares with previously published delays. All light
curves presented in this work are available on the online web ap-
plication D3CS7, where they can be shifted in an interactive way
to obtain an initial guess of the time delays.

5.1. HE 0047−1756

HE 0047−1756 was monitored during one and a half seasons. At
least three very prominent features can be unambiguously de-
tected in both the A and B light curves. Our final time-delay
estimate is τAB = −10.8+1.0

−1.0 d (9.3% precision), by combining

7 https://obswww.unige.ch/~millon/d3cs/COSMOGRAIL_
public/
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Fig. 5. Time-delay estimates for HE 0047−1756, DES 0407−5006, and
DES 2325−5229 measured with the regression difference estimator (in
red) and with the free-knot spline estimator (in blue). The marginaliza-
tion over the two estimators is shown in black.

the two PyCS estimators. This new measurement is within the
2σ interval of a previous measurement by Giannini et al. (2017),
who found τAB = −7.6 ± 1.8 d with five seasons of monitoring
at the 1.54 m Danish telescope at ESO La Silla observatory. The
small discrepancy could be explained by the fact that the curve-

shifting technique used in that work does not explicitly account
for microlensing variation, which can possibly lead to underes-
timated uncertainties. The authors also report another estimate
of the time delay measured with the free-knot spline technique
of PyCS τAB = −7.2 ± 3.8, which accounts for extrinsic varia-
tion. This estimate yields larger uncertainties and is compatible
within 1σ with our measurement.

The time delay of HE 0047−1756 was also measured in Mil-
lon et al. (2020), who found τAB = −10.4+3.5

−3.5 d using six seasons
of monitoring with the C2 camera and eight seasons with the
ECAM camera successively installed on the Euler telescope. As
the same analysis framework was applied on these last two data
sets and they do not cover the same period, we can consider these
experiments to be independent and therefore combine the two
time-delay estimates of Millon et al. (2020) with this new cam-
paign conducted with the WFI instrument (see Fig. 8). We ob-
tain in this way our final “PyCS-mult” estimate τAB = −10.9+0.9

−0.9
d (8.3% precision).

The precision of the measurement is significantly improved
with high-cadence and high S/N data compared to the Euler
monitoring campaigns, even though the duration of the moni-
toring is much shorter. The WFI images also have on average
a better seeing than the ECAM and C2 data. This allows for a
better deconvolution, especially for the B component, resulting
in the B light curve being of much better quality than with the
Euler telescope. Not surprisingly, this emphasizes the fact that
the fainter component of each system dominates the final quality
of the time-delay measurement.

5.2. WG 0214−2105

The light curves of the quadruply imaged quasar WG
0214−2105 exhibit small-scale variations on the order of 0.05 -
0.1 mag visible in the three brightest images, A, B, and C. These
small variations happen on timescales on the order of 20 to 40
days between MHJD = 58350 and MHJD = 58450, but are not
visible in the D light curve because it is too noisy. However, two
larger variations of the order of 0.2 mag are also visible in all
four images at the end of the first season and during the second
season. These last features allow us to measure the time delays
relative to image D.

The best relative precision is achieved for the BC delay,
where τBC = −14.2+2.7

−2.5 d (18.3% precision). The longest time
delay is between image B and image D, where τBD = −21.6+4.2

−5.0
d (21.3% precision). We can forecast how the these time-delay
uncertainties transfer to the H0 inference if the time-delay mea-
surement remains the dominant source of errors compared to
modeling and line of sight errors. This is likely to be the case
here since the line of sight and modeling errors are typically on
the order of 5% (see Wong et al. 2019, for the error budget of the
H0LiCOW lenses). Assuming Gaussian probability distribution,
we estimate that the relative uncertainty that directly propagates
into the Hubble constant is on the order of ∼13.0% by combining
the three time delays relative to image B independently8.

In spite of the very good agreement between the two PyCS es-
timators, the free-knot spline estimator yields significantly larger
uncertainties than the regression difference. This might be be-
cause the free-knot spline estimator is more sensitive to the pho-
tometric noise than the regression difference, but the latter re-

8 The residual covariance between the three independent time delays
is expected to be small and is therefore ignored in the computation of
the total time-delay error propagating to H0. We only aim to provide a
rough estimate of the constraining power of each system on H0.
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Fig. 6. Same as Fig. 5 for WG 0214−2105.

quires more inflection points in the light curves to obtain pre-
cise time-delay estimates. WG 0214−2105 has relatively noisy
light curves compared to other objects, but the quasar is highly
variable; this might explain the good performance of the regres-
sion difference. Other objects with high photometric precision,
but only a few inflection points in the light curves, such as PSJ
1606−2333 and 2M 1134−2103, exhibit the opposite behavior,
that is, the free-knot spline estimator yields the best precision.

WG 0214−2105 was monitored for two seasons because the
first season alone was not sufficient to measure any time delays
at a precision better than 30% despite intrinsic variations being
clearly visible. The need of a second season for this object is
explained by i) WG 0214−2105 is relatively faint so the photo-
metric precision achieved in 30 min of exposure is lower than
for other brighter objects (see Table 2 for description of the pho-
tometric noise); ii) WG 0214−2105 is a compact quad (largest
image separation is 1′′85), which makes it more sensitive to de-
convolution errors, again increasing the photometric noise in the
light curves; and iii) WG 0214−2105 has short time delays mak-
ing it harder to obtain a good relative precision measurements.
A third season of monitoring might be necessary to improve the
time-delay precision and to make this system more valuable for
time-delay cosmography. Still, this would be three times faster
than with the previous COSMOGRAIL cadence and S/N on a 1
m-class telescope. Ideally, we aim for a precision below 5% on
the time-delay measurement, which is the threshold where the
time-delay error becomes subdominant compared to the model-
ing and line-of-sight errors (Suyu et al. 2014, 2017; Wong et al.
2019).

5.3. DES 0407−5006

Only one feature is visible in the B light curve of DES
0407−5006 around MHJD = 58500 d. This feature can be
matched with the drop in the A light curve around MHJD =
58370 d. Using PyCS, we obtained a final time-delay estimate
of τBD = −128.4+3.5

−3.8 d (2.8% precision). The long time delay
of this system allowed us to reach a good relative precision al-
though the overlap between the curves is limited. This object
already has a sufficiently precise time-delay measurement to use
it for time-delay cosmography. Although doubly imaged quasars
are less effective, in principle, in constraining lens models, deep
high-resolution images may reveal prominent and constraining
rings due to the lensed host galaxy of the quasar as in Birrer
et al. (2019).

5.4. 2M 1134−2103

2M 1134−2103 is a very bright quadruply imaged quasar dis-
covered by Lucey et al. (2018). The monitoring started shortly
after the announcement of the discovery. Very small variations
on the order of ∼40 mmag (peak-to-peak) are clearly visible in
all light curves. The S/N in the light curves is sufficient to record
even smaller variations on the order of ∼10 mmag in the three
brightest multiple images A, B, and C.

The most precise time delay is the B-C delay where τBC =
+38.9+2.2

−2.2 d (5.7% precision). We also measured at least one time
delay relative to image A and image B with a precision bet-
ter than 10%, τAB = −30.5+2.2

−2.3 d (7.4% precision) and τCD =

−80.5+6.2
−8.4 d (9.1% precision). Combining the three independent
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Fig. 7. Same as Fig. 5 and Fig. 6 for 2M 1134−2103 and PSJ 1606−2333.
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Fig. 8. Time-delay estimate of HE 0047−1756. Each point corresponds
to the results of PyCS applied on a different data set. The “PyCS-sum”
(in black) and the “PyCS-mult” (in shaded gray) are two possible com-
binations of the results of this work with the C2 and ECAM results
measured in Millon et al. (2020). “PyCS-mult” corresponds to the mul-
tiplication of the probability distribution, whereas “PyCS-sum” is their
marginalization.

delays relative to image B and assuming Gaussian probabil-
ity distribution, the total time-delay error that propagates to the
Hubble constant is ∼4.4%, making this object a promising target
for future time-delay cosmography analysis9. However, the lens
redshift in 2M 1134−2103 is yet unknown and might be difficult
to measure from the ground owing to the high contrast between
the bright quasar images and the faint lens galaxy.

5.5. PSJ 1606−2333

PSJ 1606−2333 does not show fast varying features, even in the
A light curve, which has the best S/N. However, slow variations
over the monitoring season allow us to obtain time-delay esti-
mates with a precision below 30% for the three brightest im-
ages. We measured τAB = −10.4+2.3

−2.2 d, τAC = −29.2+4.4
−5.1 d, and

τBC = −19.3+4.2
−4.9, that is, a 21.6%, 16.3%, and 23.6% precision,

respectively. We also measured τAD = −45.7+11.1
−10.7 d, but this time

delay relative to image D is uncertain as a result of the lack of fast
variation that can unambiguously be matched in all light curves.
The fact that we rely on the slow variation of the quasar to mea-
sure the time delay and that the D light curve is relatively noisy
makes the time-delay estimates relative to image D more depen-
dent on the choice of estimator parameters and on the flexibil-
ity of microlensing model. As a consequence of this degeneracy
between the slow intrinsic variation of the quasar and the slow
microlensing variation, the time-delay probability distribution is
multimodal, with a second peak appearing around -60 days. This
second possibility however is less likely.

The combined time-delay error obtained by multiplying the
two secure and independent delays relative to image A and us-
ing a Gaussian approximation is ∼13.0%. This corresponds to
the error that directly propagate to H0 if the time-delay error re-
mains the dominant source of uncertainties. These constraints
9 The time-delay error might not the dominant source of errors at this
level of precision so the Gaussian approximation might not be sufficient
for this object. Therefore, the total time-delay error given in this work
is only an approximation.

are not yet sufficient for a competitive measurement of the Hub-
ble constant with this system, but a second season of monitoring
is likely to improve the precision given the continuous variations
seen in the quasar. This will also help us better disentangle the
microlensing and intrinsic variation in image D and allow us to
discriminate between the two possible solutions for time delays
relative to image D. The lens redshift is also unknown for this
object, but the contrast between the lens and the quasar images
is much lower than in 2M 1134−2103, so that a redshift deter-
mination should be easier.

5.6. DES 2325−5229

DES 2325−5229 presents a quasar variation with a rise of 0.2
mag in image A in only ∼70 d between MHJD=58270 d and
MHJD=58340 d. This feature is also clearly seen in the B light
curves and allows us to measure τAB = +43.8+4.5

−4.0 d (9.7% preci-
sion). We note a slight tension between the regression difference
and the free-knot spline estimator at a statistical significance
level of 1.1σ. In the residual A − B curve, a slowly decreasing
trend is visible at the beginning of the monitoring season, which
might be attributed to microlensing in one of the two multiple
images. As the regression difference estimator does not explic-
itly account for extrinsic variation whereas the free knot-spline
estimator does, the small discrepancy between the two estima-
tors could be explained by the presence of slow microlensing in
the light curve.

6. Residual fast extrinsic variability

By shifting the light curves by their measured time delays and
subtracting them pair-wise, we obtained difference light curves,
which highlight the residual extrinsic variations. During this pro-
cess, we did not correct for any microlensing variability. We ob-
serve in the B − A difference light curve of WG 0214−2105 a
fast variation on the order of 0.1 mag around MHJD = 58480
and happening on a timescale of only 20 days. We observe a
similar effect in 2M 1134−2103, where small variations on the
order of 10 mmag in the B − A difference light curve are visible
at the beginning of the monitoring season.

Although these variations could be a signature of fast mi-
crolensing, the fact that this happens at the same time as an in-
trinsic variation that is visible in all multiple images might also
indicate that an additive flux component is contaminating one or
both images. To verify that an additive flux component does not
impact the measured time delays, we fit an additional parameter
corresponding to a constant shift in flux of the light curves. In
practice, this corresponds to a stretch in magnitude, i.e. along the
y-axis in Fig. 4. This flux shift differs from a shift in magnitude
that we normally apply to the light curves and that corresponds
to the multiplicative (flux) factor produced by the lensing mag-
nification.

We applied this flux correction to 2M 1134−2103 and WG
0214−2105, which are the two objects the most affected by this
effect. This reduces the amplitude of the variations seen in the
difference curves but does not remove them completely. Still,
we applied our time-delay measurement pipeline to the corrected
data. This only changes the measured time delay marginally and
none of the measured time delays are shifted by more than the
reported uncertainties. The maximal changes over the six mea-
sured time delays for each object corresponds to 0.4σ for WG
0214−2105 and 0.7σ for 2M 1134−2103. We thus conclude that
the distortions of the light curves that we observe in these two
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Table 4. Measured time delays, in days, for the two PyCS estimators and their combination (see text). In the case of HE 0047−1756, the final
PyCS-mult estimate is τAB = −10.9+0.9

−0.9d and is obtained by combining our WFI data set with monitoring data from the Leonhard Euler 1.2 m Swiss
telescope (Millon et al. 2020).

PyCS free-knot splines PyCS regression differences PyCS combined

HE 0047−1756 τAB = −10.7+1.2
−0.9 τAB = −10.8+0.9

−0.9 τAB = −10.8+1.0
−1.0

WG 0214−2105 τAB = 7.3+4.6
−4.6 τAB = 7.6+1.7

−1.7 τAB = 7.5+2.7
−2.9

τAC = −6.7+6.2
−6.2 τAC = −6.6+2.0

−2.0 τAC = −6.7+3.6
−3.6

τAD = −15.7+6.9
−6.9 τAD = −13.3+3.3

−3.3 τAD = −14.1+4.4
−5.4

τBC = −14.0+3.9
−3.9 τBC = −14.3+1.8

−1.6 τBC = −14.2+2.7
−2.5

τBD = −23.0+6.5
−6.5 τBD = −21.0+3.1

−3.1 τBD = −21.6+4.2
−5.0

τCD = −9.0+6.6
−6.6 τCD = −6.8+3.1

−3.1 τCD = −7.5+4.3
−5.1

DES 0407−5006 τAB = −129.4+4.0
−4.5 τAB = −127.8+3.0

−3.0 τAB = −128.4+3.5
−3.8

2M 1134−2103 τAB = −30.3+1.8
−2.0 τAB = −30.7+2.6

−2.6 τAB = −30.5+2.2
−2.3

τAC = 8.7+1.1
−1.1 τAC = 8.3+1.8

−2.0 τAC = 8.6+1.4
−1.5

τAD = −69.5+3.8
−5.2 τAD = −76.3+8.7

−8.2 τAD = −71.9+5.9
−8.5

τBC = 39.0+1.7
−1.7 τBC = 38.9+2.7

−2.9 τBC = 38.9+2.2
−2.2

τBD = −38.9+4.3
−6.7 τBD = −45.6+9.0

−8.8 τBD = −41.5+7.0
−8.8

τCD = −78.2+4.2
−5.4 τCD = −84.6+8.8

−8.2 τCD = −80.5+6.2
−8.4

PSJ 1606−2333 τAB = −10.6+1.7
−1.9 τAB = −10.0+3.2

−2.1 τAB = −10.4+2.3
−2.2

τAC = −28.2+4.7
−2.6 τAC = −30.7+5.6

−6.0 τAD = −29.2+4.4
−5.1

τBC = −17.6+4.4
−2.6 τBC = −21.5+4.9

−4.6 τBC = −19.3+4.2
−4.9

DES 2325−5229 τAB = +41.3+3.3
−2.5 τAB = +46.6+3.7

−3.2 τAB = +43.8+4.5
−4.0

lens systems do not significantly impact the measured time de-
lays.

Although instrumental effects or residual contamination af-
ter the deconvolution could be a possible explanation for the
observed distortion of the light curves, this might also come
from the regions of multiple source sizes contributing to the R-
band flux and being differently microlensed. Indeed, each lensed
image is composed of a variable component (central accretion
disk) and a nonvariable component; that is, the broad line region
(BLR) and the central part of the bulge of the host galaxy. The
latter is little or not affected at all by microlensing because its
size is much larger than microcaustics. Thus, if microlensing af-
fects the variable part of one image but not the other, this would
produce variations of larger amplitude in the microlensed image
and hence result in residuals in the difference light curve. A de-
scription of a similar “differential amplification” effect can be
found in Sect. 3.3.3 of Sluse et al. (2006). The lens light could
also contribute to the nonmicrolensed component that is needed
to produce the effect. Finally, we note that the nonmicrolensed
component might also be variable as a result of the reverberation
of the continuum emission in the BLR as suggested by Sluse &
Tewes (2014).

Our new high-quality light curves probably point to new sub-
tle differential microlensing effects that were unseen with data of
lower quality. In the present paper, we limit ourselves to check-
ing whether these effects impact time-delay cosmography, and
we show that they do not. However, our data may allow us to
study quasar structure on very small physical scales and at cos-
mological distances. This is beyond the scope of this paper but
we point to a potential opportunity to use high-cadence and high
S/N multiband light curves to scrutinize the inner regions of
quasars and their host galaxies with microlensing.

7. Conclusions

We present the results of the first intensive high-cadence and
high S/N monitoring campaign in the framework of the TD-
COSMO collaboration. We measured new time delays in three
doubly imaged and three quadruply imaged quasars using data
taken almost daily with the MPIA 2.2 m telescope at ESO ob-
servatory, La Silla. The most precise delay is obtained for DES
0407−5006, where τAB = −128.4+3.5

−3.8 d (2.8% precision). All
other objects have at least one time delay measured with a preci-
sion better than 18.3%, including systematics due to the residual
extrinsic variability. PSJ 1606−2333 presents the most uncertain
estimates owing to the absence of fast intrinsic variation. For this
object, a second season of monitoring will be necessary in order
to reach uncertainties on the order of ∼10 % on the best mea-
sured time delay.

We confirm that high-cadence and high S/N monitoring data
with 2 m-class telescopes can provide precise time delay in one
single season, as was first explored by Courbin et al. (2018).
This observation strategy allows us to better disentangle mi-
crolensing from the intrinsic signal of the quasar by recording
its small-amplitude and fast variations. The unprecedented qual-
ity of the data also allows us to detect small distortions of the
light curves between the multiple images, which are not only
shifted in time and in magnitude but also stretched along the
magnitude axis. This effect is detected in two lensed systems,
namely 2M 1134−2103 and WG 0214−2105. We suggest that a
source size effect might explain this distortion if the broadband
emission contains flux arising from the compact active galactic
nucleus continuum and from a spatially more extended region,
such as the BLR or the bulge of the host galaxy. The differential
microlensing between those two sources of emission may ex-
plain the observed signal. Although the exact origin of this effect
remains to be clarified, we can still correct for the contaminating
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Fig. 9. Time-delays relative uncertainties for the object presented in this work (colored dots) and already available in the literature (gray dots)
(see Table 3 of Millon et al. 2020, for a list of published time delays). For quadruply imaged quasars, the combined uncertainties between all
three independent time delays, corresponding to the minimal uncertainties achievable on H0, are shown under the assumption that the time-delay
errors remain the dominant source of uncertainties. The outer light blue circle corresponds to a precision better than 15%. The inner blue circle
corresponds to the target region with precision better than 5%, corresponding to the threshold at which the time-delay errors become smaller than
other sources of errors in the inference of H0.

component and find that this does not change the measured time
delays.

We used two time-delay estimators in the PyCS package,
namely the regression difference and the free-knot spline. We
note a very good agreement between these two estimators over-
all, which indicates that the choice in the modeling of the extrin-
sic variability does not significantly impact the final time-delay
estimates. When available, we also include monitoring data from
the Leonhard Euler 1.2 m Swiss telescope from Millon et al.
(2020). We combined the measurements to obtain the time delay
of HE 0047−1756, τAB = −10.9+0.9

−0.9 d with 8.3% precision.
As the number of known lensed quasar is increasing quickly

with new wide-field surveys, the rapid follow-up of the newly
discovered quasars is crucial to turn the corresponding new time
delays into cosmological constraints. The Rubin Observatory
Legacy Survey of Space and Time (LSST) will provide high S/N
monitoring data for a large part of the sky but its cadence will
be limited to one point every few days in any given band. Our
observations emphasize that the highest possible temporal sam-
pling is just as important as S/N to overcome the microlensing
variability. It is therefore likely that LSST light curves will re-

quire complementary data from 2 m-class telescopes or larger
with a daily cadence.
Acknowledgements. We warmly thank R. Gredel, H.-W. Rix and T. Henning for
allowing us to observe with the MPIA 2.2m telescope and for ensuring the daily
cadence of the observations is achieved. This program is supported by the Swiss
National Science Foundation (SNSF) and by the European Research Council
(ERC) under the European Union’s Horizon 2020 research and innovation pro-
gram (COSMICLENS: grant agreement No 787886). TT and CDF acknowledge
support by NSF through grant “Collaborative Research: Toward a 1% Measure-
ment of The Hubble Constant with Gravitational Time Delays AST-1906976.
CDF acknowledges support for this work from the National Science Foundation
under Grant No. AST-1907396. SHS and DCYC thank the Max Planck Society
for support through the Max Planck Research Group for SHS. T.A. acnkowledges
support from Proyecto Fondecyt N 1190335 and the Ministry for the Econ-
omy, Development, and Tourism’s Programa Inicativa Científica Milenio through
grant IC 12009. This research made use of Astropy, a community-developed core
Python package for Astronomy (Astropy Collaboration et al. 2013, 2018) and the
2D graphics environment Matplotlib (Hunter 2007).

References
Agnello, A. & Spiniello, C. 2019, MNRAS, 489, 2525
Anguita, T., Schechter, P. L., Kuropatkin, N., et al. 2018, MNRAS, 480, 5017

Article number, page 13 of 14



A&A proofs: manuscript no. 38698corr

Astropy Collaboration, Price-Whelan, A. M., Sipőcz, B. M., et al. 2018, AJ, 156,
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2.6. Microlensing

2.6 Microlensing

The signature of micro-lensing can be seen in most of the COSMOGRAIL light curves. In some
cases, it manifests itself by a sharp rise of the luminosity in one of the multiple images, which
happens when the source crosses a micro-caustic. This happened, for example, in 2006 for one of
the two images of Q J0158−4325. Figure 2.10 shows the light curves of Q J0158−4325 as well
as the differential curves between the two images, highlighting the microlensing signal. The rate
of caustic crossing events from the 17 years of observation of the COSMOGRAIL program is
around five clear caustic crossing events in 23 observed lensed quasars for a total of 203 seasons
of monitoring. Since some of the events might be below the noise level and undetected in the
COSMOGRAIL data, this provides a lower limit for caustic crossing rates of 0.025 events per
year and per lensed quasar.
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Figure 2.10 – Top panel: COSMOGRAIL light curves of the lensed quasar Q J0158−4325 in
R band from Millon et al. (2020b). Bottom panel: Differential curve obtained by subtracting
image A from image B after correcting by the measured time delays ∆tAB = −22.7 ± 3.6 days
and interpolating with splines. The colour curves show examples of free-knot spline fitting with
different values of the mean spacing between the knots η. Figure reproduced from Paic et al.
(submitted).

Caustic crossing events are not the only signature of microlensing visible in the data. Most
quasar light curves also exhibit slow variations of the microlensing over several years. A striking
example of this phenomenon is again image B of Q J0158−4325, which slowly declined by ∼ 0.8
mag in the past 15 years. It typically happens when the stellar density is high and the quasar is
located in regions where the microcaustics overlap. The net effect is a smooth variation of the
microlensing magnification as the quasar moves through these crowded regions.
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Chapter 2. Time-Delay Measurements

As discussed in the previous section, the modulation of the magnification of the multiple images
introduces some extrinsic variations that need to be carefully accounted for when measuring the
time delays. Additionally, microlensing can induce two more subtle effects that complicate the
time-delay measurements:

• a differential magnification of the quasar’s emission regions

• the microlensing time-delay effect (MLTD), as first described in Tie and Kochanek (2018).

These two effects are tightly related to the quasar’s internal structure and emission mechanisms.
Figure 2.11 shows a schematic and simplified description of quasars internal structure, based
on the model of Elvis (2000). Without going into too many details here, we recall the principal
emission regions that are of importance for the description of the differential magnification and
MLTD effects:

• the accretion disk, which consists of rotating gas around the central SMBH. It emits
continuum black-body emission. According to the "thin-disk model" (Shakura and Sunyaev,
1973), its temperature profile can be approximated by an exponential law, leading to
bluer/UV emission toward the centre.

• the Broad Line Region (BLR), consisting in gas cloud in high speed rotation. This
region reprocesses the thermal emission into line emission, broadened by Doppler shift.
Depending on the viewing angle, the BLR might be obscured by a torus, composed of dust
and gas.

• the Narrow Line Region (NLR), which is composed of colder materials located further
away from the central SMBH. It also reprocesses the thermal emission into line emission,
but the slower rotational motion of the material produces narrower lines in the observed
spectrum.

• the relativistic jets, emitting high-energy X-ray radiations and synchrotron emissions in the
radio.

2.6.1 Microlensing time delays

Background

Assuming a "thin" accretion disk emitting black-body radiation (Shakura and Sunyaev, 1973),
the unperturbed temperature profile of the accretion disk follows the simple relation:

T0(R) =
hc
λk

(Rλ
R

)−3/4
, (2.10)
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Figure 2.11 – Scheme of the quasar structure. The different scales are given in unit of the
Schwarzschild radius, Rs. Figure courtesy: Eric Paic.

where h and k are the Planck and Boltzmann constant and Rλ is the size of the disk corresponding
to the observing wavelength λ:

Rλ = 9.7 × 1015cm
(
λ

µm

)4/3 (
MBH

109M�

)2/3 (
L
ηLE

)1/3

. (2.11)

Here, η is the accretion efficiency, LE is the Eddington luminosity and MBH is the Black Hole
mass.

The "lamp post" model (Cackett et al., 2007; Starkey et al., 2016) provides a simple description
for the propagation of a temperature perturbation from the central Black Hole. The time variable
temperature profile can be expressed as:

T 4(R, t) = T 4
0 (R)

[
1 + f (t − tlag)

]
, (2.12)

where f (t) is the central driving source at the centre of the AGN and tlag = (1 + z)R/c is the light
travel time across the accretion disk seen in the observer frame.

If we assume that the disk emits black-body radiation described by Planck’s law, the surface at
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Chapter 2. Time-Delay Measurements

radius R from the centre can be expressed as:

I(R, t) ∝ 1

exp
(

hc
λkT

)
− 1

=
[
exp(ξ) − 1

]−1 , (2.13)

where ξ = (R/Rλ)3/4 ∝ T−1.

Hence, when a temperature perturbation propagates across the accretion disk from the centre,
it generates a fluctuation of the surface brightness that can be expressed as (Tie and Kochanek,
2018):

δI(R, t) =
∂I
∂ξ

∂ξ

∂T
δT ∝ f (t − tlag)Gλ(ξ), (2.14)

where

Gλ(ξ) =
ξ exp(ξ)

[
exp(ξ) − 1

]2 . (2.15)

This last function plays the role of a weight function of the reprocessed flux across the accretion
disk. In summary, each portion of the disk will emit a delayed version of the central driving
signal, weighted by Gλ(ξ). We can thus compute the average flux-weighted time delay produced
by this effect. This quantity is called the geometrical delay or lamp-post delay:

〈δt〉λ,geo =
1 + z

c

∫
Gλ(ξ(R)RdR

∫
Gλ(ξ(R))dR

= 5.04(1 + z)
Rλ
c
. (2.16)

.

We note that this delay is identical in all multiple images and therefore cancel out when measuring
the relative time delay between pairs of images. However, in the presence of microlensing, this
geometrical delay is reweighted by the micro-magnification:

〈δt〉λ,micro =
1 + z

c

∫
Gλ(x, y)µ(x, y)

√
x2 + y2dxdy

∫
Gλ(x, y)dxdy

. (2.17)

In this last equation, we changed to Cartesian coordinate, and µ(x, y) is the magnification map
projected in the source plane. In this case, the microlensing time delay, 〈δt〉λ,micro does not cancel
out anymore when measuring relative delays between pair of light curves since the microlensing
magnification might differ from image to image. This leads to a potential excess of microlensing
time-delay between pair of images, which adds to the cosmological time delay.
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2.6. Microlensing

Estimating MLTD

The probability of excess of MLTD can be estimated if an estimate of the accretion disk size
and an estimate of the microlensing magnification are available. The size of the accretion disk
can be measured from the width of the Hα or Hβ lines, which provides an estimate of the black
hole mass. Its size can be computed with Eq. 2.11, assuming a thin disk model. The second
ingredient, i.e. the microlensing magnification, can also be estimated, provided that a macro
model of the lens is available. Given the convergence and shear at each image position, it is
possible to generate a random realisation of the microlensing magnification map, assuming some
Initial Mass Function (IMF) for the stars acting as microlenses. This step is typically achieved
with inverse ray-tracing code, such as GERLUMPH (Vernardos and Fluke, 2014) . Panel c) of Figure
2.12 shows an example of these microlensing magnification maps.

Figure 2.12 – Illustration of the quantity involved in the computation of the excess of MLTD for
a face-on disk, similar to RX J1131−1231 (zs = 0.658, MBH = 1.3 × 108M�). The white circles
on each panel correspond to the effective radius of R0 = 5.04(1 + z)Rλ = 2.315 light-day for
λ = λobs/(1 + z) = 393nm. a) Map of geometrical time lag of a face-on disk, which is simply
δt = (1 + z)R/c. b) Weight function Gλ c) Magnification map generated with 〈M?〉=0.3M�. d)
and e) Geometrical time lag weighted by Gλ and Gλ · µ, respectively. The normalised sum of
these maps yield the geometrical time delay and the microlensing time delay as defined in Eq.
2.16 and Eq. 2.17. f) Illustration of the distortion of the geometrical time delay distribution in the
presence of microlensing. Figure reproduced from Chan et al. (2020), attached in Appendix B.

The different steps to compute the MLTD distribution in the case of image D of RX J1131−1231
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Chapter 2. Time-Delay Measurements

are illustrated in Figure 2.12. The net excess of MLTD between pair of images is not necessarily
centred in zero, as microlensing affects multiple images differently. Figure 2.13 shows the excess
of MLTD between pairs of multiple images in the lensed quasar WFI J2033−4723 (Bonvin et al.,
2019) for the typical accretion disk size predicted by the thin disk model, R0, as well as for more
conservative estimates, i.e. 2R0 and 3R0.

Figure 2.13 – Probability distribution of the excess of MLTD for the different image pairs in
lensed quasar WFI J2033−4723. The reported uncertainties corresponds to the 16th, 50th, and
84th percentile. The blue line corresponds to the standard thin-disk prediction for the accretion
disk size, R0. The orange and green distributions corresponds respectively to twice and three
times the thin-disk prediction. Figure reproduced from Bonvin et al. (2019).

We note that the overall effect of MLTD is to increase the random uncertainties on the time-delay
measurement. It can also introduce a small systematic error of around 0.5 days, depending on the
assumed accretion disk size. It is unclear how this systematic bias will translate to the Hubble
constant as time delays measured on several pairs of images and several lensed systems might
average out this effect. Still, in the worst-case scenario where the bias persists over all systems,
0.5 days systematic error would correspond to a relative error below 1% as long as the time delays
are above ∼ 50 days, which is the case in most cases of the lensed quasars used for time-delay
cosmography.

Mitigation

The additional uncertainties introduced by the MLTD effect can be mitigated by introducing
additional nuisance parameters in the Bayesian inference of the time-delay distance, as proposed
by Chen et al. (2018). However, we can use the two following properties to obtain further
constraints of the maximal amount of MLTD that the observational data can tolerate.
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2.6. Microlensing

First, the micro-magnification of the multiple images varies over time as the quasar moves across
the microcaustics. This should change the observed excess of MLTD between the different
images and thus make the measured time delays time-varying. Only a few lensed quasars from
the COSMOGRAIL sample contains enough intrinsic variations to allow us to split the data and
still measure robust time delays on a reduced portion of the light curves. HE 0435−1223 is one
of those. Figure 2.14 shows the measured delays on different subsets of the light curves. We
observe no more scatter than expected from the reported uncertainties. Thus, these data do not
show evidence for any variation of time delays over time. Repeating this test for more object will
undoubtedly be helpful to obtain an estimate of the maximal uncertainties introduced by MLTD.
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Figure 2.14 – Measured time-delays between image pairs of the lensed quasar HE 0435−1223
from chunk of 3 seasons of the full light curves. The green dots represents the time-delays
measured on the full data set, whereas the black and grey dots corresponds to the PyCS-mult
and PyCS-sum estimates computed from the different subsets.

Second, since the quasar size depends on the observation wavelength, MLTD should also depend
on the photometric band used to measure the time delays. Therefore, future multi-band monitoring
campaigns will be crucial to observe this effect. If a different time delay is found in the different
bands, it would indicate that this system is affected by MLTD. It would even be possible to use
this effect to infer the size of the accretion disk (see Chan et al., 2020, attached in Appendix B).
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2.6.2 Differential magnification and reverberation

A second subtle effect induced by microlensing is the differential magnification of the reverberated
signal. Reverberation occurs when the thermal emission emitted by the disk is reprocessed and
remitted by the BLR. This produces a time lag between the light rays coming directly from the
disk and those being reverberated from the BLR. Thus, it is possible to measure the time lag
between the continuum emitted by the disk and the broad line emissions to estimate the size of
the BLR and the mass of the central SMBH. This technique is called Reverberation Mapping
(Blandford and McKee, 1982) and have been widely used on distant non-lensed quasars to obtain
precise mass estimates when the region under the direct gravitational influence of the SMBH can
not be resolved (e.g., Bentz et al., 2009).

One should also keep in mind that the amplitude of the microlensing magnification depends on
the source size. When the angular size of the source is much bigger than the size of the caustic,
the magnified and demagnified regions average out, and no net effect of microlensing can be
observed. Contrarily, when the size of the source is of the same order (or smaller) than the
microcaustics, the source can be heavily magnified or demagnified through microlensing.

The combination of reverberation and microlensing lead to an effect called "microlensing-aided
reverberation mapping", and first described in Sluse and Tewes (2014). Because the BLR and
the accretion disk have different sizes, they are differently affected by microlensing. This leads
to a difference in contrast between the reverberated and the direct signal in the presence of
microlensing. We note that this effect is not restricted to the reverberated signal of the BLR: any
region emitting over a different size than the accretion disk would be differentially magnified by
the microlenses. In lensed quasars, reverberation contributes to the intrinsic variability of the
quasar and, in the absence of microlensing, leads to identical variations in the multiple images.
However, in the presence of microlensing, the magnification of each emission regions differs
from image to image, and the signal is therefore slightly modified. This effect results in extrinsic
variability on the same timescale as the quasar intrinsic variations.

Differential magnification of the emission regions was observed in the light curves of 2M
1134−2103 and WG 0214−2105 (Millon et al., 2020a), although the origin of the non-microlensed
flux component remains unclear. It is not yet established if the detected signal comes from
reverberated light from the BLR or simply from extended emission of the quasar host galaxy.
In any case, the high quality of these monitoring data allowed us to detect this "differential
magnification effect" previously unseen in lower quality data. We also found that this additional
source of nuisance did not affect our determination of the time delays (see Section 6 of Millon
et al., 2020a). In the future, observing this effect in different bands might open a promising
possibility to study the inner structure of quasars.
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2.6. Microlensing

2.6.3 Is really microlensing only a source of nuisance?

We have seen in the previous section that microlensing is significantly complicating time-delay
measurements due to i) time-varying magnification of the multiple images, ii) the differential
magnification of the different emission region, and iii) the MLTD effect. However, as the old
saying goes, "someone’s noise is another one’s signal." Because microlensing highly depends
on the size of the source, it is a unique tool to probe the inner parsec of quasars located at
cosmological distances. The accretion disk does not exceed a few light-days, so it cannot be
resolved by any instruments, with the notable exception of a handful of very nearby AGN and
with the help of very long baseline interferometry (Event Horizon Telescope Collaboration
et al., 2019). Today, most of our knowledge of the quasars’ internal structure still comes from
the interpretation of unresolved spectra, numerical simulations and indirect methods, such as
reverberation mapping and microlensing.

Gravitational lensing, and in particular, microlensing, is achromatic. However, the apparent size
of the accretion disk is wavelength-dependent (Eq. 2.11). Consequently, the micro-magnification
also depends on the observed wavelength leading to chromatic flux ratios. These chromatic flux
ratios are thus directly related to the energy profile of the disk, which can be studied through
single-epoch multiband observations. Rauch and Blandford (1991) were the first to propose this
technique and several studies have followed (e.g. Pooley et al., 2007; Eigenbrod et al., 2008).
However, it is still not clear if the temperature profile of accretion disks follow the model of
Shakura and Sunyaev (1973). Some authors found compatible results with the thin disk model
(Bate et al., 2008; Floyd et al., 2009; Mediavilla et al., 2011; Rojas et al., 2014), whereas other
studies tend to indicate that quasar’s accretion disk could be much larger (Blackburne et al., 2011;
Motta et al., 2017; Bate et al., 2018; Rojas et al., 2020).

N
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A B

1 arcsec

   -arcsec

Figure 2.15 – HST image of the lensed quasar Q J0158−4325 in F814W filter. The panels show a
realisation of the microlensing magnification map at the position of the multiple images. The
green lines indicate a trajectory corresponding to the motion of the quasar in 13 years. Figure
reproduced from Paic et al. (submitted).
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A second technique to study the quasars’ accretion disk with microlensing, called multi-epoch
microlensing, consists of extracting the "microlensing signal" by correcting the quasar light curves
from the time delay and subtracting them pairwise to remove the intrinsic variability (see Figure
2.10). These "microlensing light curves" can then be compared to simulated curves, generated
by moving the accretion disk along random trajectories in the microlensing magnification maps
(Kochanek, 2004). Figure 2.15 shows one realisation of a trajectory through the microlensing
map in the case of the lensed quasars Q J0158−4325. This technique has been used by Morgan
et al. (2008); Poindexter et al. (2008); Morgan et al. (2012); Hainline et al. (2012); Morgan et al.
(2018); Cornachione et al. (2020), who found a larger disk size than the luminosity-inferred size
(Eq. 2.11). Cornachione and Morgan (2020) explained this discrepancy by a possible shallower
temperature profile than predicted by the Shakura-Sunyaev model. The temperature profile is
actually a key observable to understand the emission mechanisms of the accretion disks, offering
the possibility to test theoretical models.

Finally, microlensing can be used to study the microlenses themselves. Morgan et al. (2012,
2018); Cornachione et al. (2020) have obtained constraints on the mean mass of the stars passing
in front of the quasar image from the microlensing light curves. Mediavilla et al. (2009) has also
used the estimated microlensing magnification to infer the fraction of mass in the form of smooth
dark matter relative to the stars. Similar work by Pooley et al. (2012) was even able to map the
dark matter fraction as a function of the distance to the centre of the lens galaxy with a sample of
14 quadruply lensed quasars. One can also mention the work by Hawkins (2020), who reported
that the large microlensing variability observed in the COSMOGRAIL light curves are unlikely
to be due entirely to the stars in the lens galaxy but rather to a population of Primordial Black
Holes.
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3 Lens Modelling

“A map on the scale of 1:1 is of no use to a traveller. The art of setting up models is to cut out all
complications inessential, without eliminating the features necessary for safe guidance.”

– Joan Robinson

3.1 A few words about lens modelling

3.1.1 State-of-art lens modelling codes

Lens modelling consists of fitting simultaneously the surface brightness of the source and the mass
distribution of the lens to reproduce the lensing observables, i.e. the position of multiple images,
the surface brightness of the extended arcs and the time-delays. An additional complication comes
from the fact that the lens and the gravitational arcs are often blended, so efficient modelling
techniques should also be able to subtract an accurate model of the lens light distribution before
ray-tracing the lensed images in the source plane.

Several codes have been developed to solve this issue. Some methods are particularly adapted to
cluster scale lenses, such as LENSTOOL (Kneib et al., 2011) and GLAFIC (Oguri, 2010), which
uses the position of dozens of multiple images to reconstruct the mass distribution of galaxy
clusters. For galaxy scale lenses, dedicated tools have been developed such as PIXLENS (Saha and
Williams, 2004), GRAVLENS (Keeton, 2001), GLEE (Suyu et al., 2010, 2012) and LENSTRONOMY
(Birrer and Amara, 2018). One can make the distinction between "analytic" and "pixel-based"
methods, which differ by their source reconstruction procedure. "Analytic" methods assume either
analytical and physically motivated light profiles (e.g., Sérsic profiles) or a more complex set of
basis functions (e.g., shapelets, Birrer et al., 2015). "Pixel-based" methods are reconstructing the
surface brightness of the source on a grid of pixels, with sometimes the use of a regularisation
scheme to ensure convergence in a large parameter space. Recently, Joseph et al. (2019) proposed
a promising technique called Sparse Linear Inversion Technique (SLIT) to reconstruct of the
source on a base of starlets, a specific type of wavelets well-adapted to represent astronomical
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objects (Starck et al., 2007). This technique uses sparse regularisation to reduce the number of
free parameters while keeping physically motivated assumptions on the light profile of galaxies.
SLIT was recently implemented as a module for source reconstruction in LENSTRONOMY by Galan
et al. (2021).

Finally, the mass distribution itself can be either parametrised with analytical function or recon-
structed on a pixelated grid (Williams and Saha, 2000; Suyu et al., 2009). A popular choice
consists of selecting simple elliptical mass profiles, such as isothermal ellipsoids or power-law
profiles, and external shear. Alternatively, reconstructing the mass distribution on a grid of pixels,
or equivalently, the lensing potential allows for more flexibility but still requires regularisation
assumption to limit the degeneracies introduced by the large number of free parameters in the
problem.

3.1.2 The specificity of lens modelling for time-delay cosmography application

Due to the MSD (Eq. 1.26), the mass model is not unique and can be rescaled arbitrarily with
an adequate change of the size of the source. For most lens modelling applications, fixing the
underlying cosmology informs the distance to the lens and to the source and thus alleviates the
lensing degeneracies. This is naturally not possible for time-delay cosmography application,
where the scientific goal is to determine the cosmological parameters.

More precisely, H0 depends primarily on the mean convergence 〈κ〉 at the position of the images
(Kochanek, 2002). Lensing measures very well the Einstein radius, RE and a combination of the
derivative of the lensing potential at the Einstein radius ψ(RE)′′′/(1 − ψ′′(RE)) but is not directly
sensitive to 〈κ〉 (Sonnenfeld, 2018; Kochanek, 2020, 2021). As a consequence of the MSD, any
models leaving this ratio and the Einstein radius constant will fit equally well the data. The lens
model thus needs to be chosen carefully, with an adequate radial number of degrees of freedom
since it will impose a relation between these two measured quantities and H0. Fortunately, the
velocity dispersions of the stars in the lens galaxy provide a second estimate of the mass of the
lens galaxy and mitigate the effect of the MST.

Another specificity of the time-delay cosmography analyses is that we are interested in the
accurate reconstruction of the Fermat potential at the position of the multiple images. This
often requires an explicit modelling of the galaxies close to the line of sight in addition to a
careful reconstruction of the main deflector. Multi-plane modelling is sometimes necessary to
fully account for the perturbations introduced by galaxies at different redshift (e.g., Rusu et al.,
2020; Shajib et al., 2020). In addition, the astrometric positions of the multiple images must
also be precisely identified to probe the Fermat potential at the correct location. Birrer and Treu
(2019) showed that the requirement on the astrometric precision should be commensurate with
the time-delay precision to avoid any bias on H0.
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3.1.3 Modelling the mass of the lens

The TDCOSMO collaboration has adopted two classes of mass models to reconstruct the mass
distribution of the main deflector, namely the power-law and composite models. All seven lens
systems were modelled by these two model families at the exception of the first one, B 1608+656,
which was modelled only with a power-law model1. We recall here the analytical expression of
these two parametrisations.

Power-Law Elliptical Mass Distribution (PEMD)

The expression of the convergence of Power-Law Elliptical Mass Distribution (PEMD), with axis
ratio qm, is given by Barkana (1998):

κPL(θ1, θ2) =
3 − γ

2


θE√

qmθ
2
1 + θ2

2/qm



γ−1

, (3.1)

where γ is the slope of the profile, θE is the Einstein radius, and (θ1, θ2) is a coordinate system
such that θ1 and θ2 are respectively along the minor and major axis of the lens galaxy. It is
possible to test the presence of a core in the galaxies by introducing an extra degree of freedom,
namely the core radius θc. The cored power-law profile is then defined as:
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. (3.2)

The Navaro-Frenk-White + stars (Composite) model

The second class of models used by the TDCOSMO and H0LiCOW collaboration has a baryonic
and a dark matter component. The dark matter component is modelled as a standard Navarro-
Frenk-White (NFW) profile (Navarro et al., 1997):

ρNFW(r) =
ρs

(r/rs)(1 + r/rs)2 , (3.3)

where rs is the scale radius and ρs is a normalisation.

The baryonic matter is assumed to follow the light distribution of the lens galaxy with a constant
mass-to-light ratio (M/L), left as a free parameter. It is sometimes modelled as "Chameleon"

1A pixelated reconstruction of the lensing potential was also performed for this lens and the deviations from a
power-law profile were found to be . 2% (Suyu et al., 2009).
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profile (Dutton et al., 2011), which is the difference between two isothermal profiles. This
model presents the advantage of closely mimicking a Sérsic profile while providing an efficient
computation of the lensing quantities. Its surface brightness distribution is proportional to the
projected mass distribution if the M/L is constant. Its expression is given by Suyu et al. (2014):

I(θ1, θ2) =
I0

(1 − ql)


1√

θ2
1 + θ2

2/q
2
l + 4w2

c/(1 + ql)2
− 1√

θ2
1 + θ2

2/q
2
l + 4w2

t /(1 + ql)2


, (3.4)

where qL is the axis ratio, and wt and wc are profile parameters such that wt > wc. The relative
amplitude of the Chameleon and NFW profile is controlled by two free parameters, i.e. the
mass-to-light ratio M/L and the normalisation of the NFW profile ρs. This freedom allows the
composite model to produce a more flexible mass distribution than the PEMD since the slope of
the projected mass is not necessarily constant over the whole profile.

3.1.4 Modelling the light of the source

Analytical profile

The simplest option to reconstruct the source surface brightness consists of adopting a simple
analytical parametrisation of the light profile with only a few free parameters. Among all the
possibility, the Sérsic profile (Sersic, 1968) might be the most employed to represent astronomical
object:

I(θ1, θ2) = A exp
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√
qlθ

2
1 + θ2

2/ql
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1/n

− 1


, (3.5)

with A, the amplitude, n the Sérsic index, ql the axis ratio, and kn a constant defined such that the
Sérsic radius RSersic

e f f corresponds to the half-light radius of the profile. The Sérsic profile is also
commonly used to model the light distribution of the lens galaxy.

Sérsic profiles provide a good description of the smooth component of the light profile, but they
cannot fit the small scale structures, such as star-forming regions, spiral arms, and substructures
that are often present in real galaxies. Another approach consists of using a set of basis function
to reconstruct the smaller scales of the light distribution. For example, Refregier (2003); Birrer
et al. (2015) proposed to use a set of shapelets on top of a Sérsic component to refine the source
reconstruction. Shapelets forms an infinite set of orthogonal basis functions that can be restricted
to order nmax. They present the advantage to have a simple analytical expression that ensures
fast computation. Their behaviour is controlled by the position (x0, y0) of the basis center
and by the reference scale β, which defines the smallest and largest scale (lmin, lmax) that the
shapelets can reconstruct. These scales are related to β and nmax by lmin = β/

√
nmax + 1 and

lmax = β
√

nmax + 1.
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Pixel-based reconstruction

An alternative approach consists of reconstructing the source directly on a pixel grid. However,
this comes at the price of introducing many extra degrees of freedom, which can absorb some
incorrect reconstruction of the mass profile. Regularisation is often necessary to reduce the
parameter space and ensure the convergence of the algorithm. The drawback of this regularisation
is that it introduces new constraints with no physical interpretation and new hyper-parameters,
which need to be tailored specifically to the data.

Joseph et al. (2019) proposed a new algorithm, namely SLIT, to solve both of these two problems
by taking advantage of sparsity. The algorithm is based on the idea that astronomical objects
are well-represented with a minimal number of coefficients (i.e. they are sparse) on a basis of
"starlets" (Starck et al., 2007). Hence, the lens and the source light distribution will be sparse
in their own plane. By contrast, the distortion introduced by gravitational lensing will make the
source un-sparse in the lens plane, requiring many coefficients to reproduce its light distribution.
By reconstructing both the lens and the source in their own plane with a minimal number of
coefficients, it then possible to disentangle the lens and source light. Figure 3.1 shows an example
of source reconstruction with SLIT in the case of the lens SDSS J0919+2720. This system is an
exceptional case of strong lensing by substructures where the substructure is a genuine quasar in
the act of merging with an early-type galaxy at the same redshift (Millon et al., in prep).

3.2 Kinematics modelling

The dynamic of the stars within the lens galaxy can provide another estimate of its mass. From
the width of the stellar spectral lines, it is possible to measure the stellar velocity dispersions
along the line-of-sight σP within an apertureA. We will demonstrate here how this quantity can
also be derived from the lens models.

The spherical Jeans equation provides a relation between the gravitational potential, the stellar
density distribution ρ∗(r), and the radial (σr) and tangential (σt) component of the velocity
dispersions (Binney and Tremaine, 2008):

1
ρ∗(r)

∂(ρ∗(r)σ2
r (r))

∂r
+

2βani(r)σ
2
r (r)

r
= −GM(r)

r2 , (3.6)

where M(r) is the enclosed mass within a radius r, and βani(r) is the anisotropy parameter defined
as:

βani(r) ≡ 1 − σ
2
t (r)

σ2
r (r)

. (3.7)

For isotropic motion, the one-dimensional tangential velocity dispersion σt is equal to the radial
velocity dispersion σr and thus βani = 0. The asymptotic behaviour of βani translates to either
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Figure 3.1 – Top left: Colour composite image (R=F814W, G=(F814W + F475W)/2, B=F475W)
of SDSS J0919+2720 seen by the HST. Top right: Model of the source galaxy projected in the
lens plane. Bottom left: Source reconstruction using a set of shapelet functions with nmax = 8 and
a Sérsic profile. Bottom right: Source reconstruction on a regularised base of starlets, using the
SLIT algorithm (Joseph et al., 2019; Galan et al., 2021). Figure adapted from Millon et al. (in
prep).
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a fully tangential (βani → −∞), either a fully radial motion (βani = 1). As the radial and
tangential velocity dispersions are not directly measurable, we use a standard Ospikov-Merritt
parametrisation (Osipkov, 1979; Merritt, 1985), which relates βani(r) to the anisotropy radius
rani:

βani(r) =
r2

r2 + r2
ani

. (3.8)

According to this parametrisation of the anisotropy, the solution to the Jeans equation (Eq. 3.6)
can be written as (e.g., van der Marel, 1994; Birrer et al., 2020):

σ2
r (r) =

G
ρ∗(r)

∫ ∞

r

M(s)ρ∗(s)
s2 Jβ(r, s)ds, (3.9)

with the integration factor Jβ(r, s) defined as:

Jβ(r, s) = exp
[∫ s

r

2βani(r′)
r′

dr′
]
. (3.10)

This solution to the Jeans equation can relate the luminosity-weighted projected velocity disper-
sion along the line-of-sight σlos to σr (e.g., Binney and Mamon, 1982):
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I(R)σ2
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1 − βani(r)
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r2

)
ρ∗(r)σ2

r (r)r√
r2 + R2

dr, (3.11)

where R is the projected radius and I(R) is the surface brightness. We assumed in this last equation
a constant mass to light ratio Υ in the galaxy, so I(R) directly traces the projected stellar density
Σ∗(R) (Birrer et al., 2020):

Υ · I(R) = Σ∗(R) = 2 ·
∫ ∞

R

ρ∗(r)σ2
r (r)r√

r2 + R2
dr. (3.12)

The observed luminosity-weighted line-of-sight velocity dispersion σP can be compared with the
modelled one σlos by accounting for the observational settings, i.e. the spectroscopic apertureA
and the convolution with the PSF P (Treu and Koopmans, 2004; Suyu et al., 2010):

(σP)2 =

∫
A

[
I(R)σ2

los(R) ∗ P
]

RdRdθ
∫
A [I(R) ∗ P] RdRdθ

(3.13)

Using Eq. 3.9, 3.11 and 3.13, the velocity dispersion can therefore be predicted directly from
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the mass profile M(r) provided by the lens model, the stellar density ρ∗(r) and an assumption
on anisotropy parameter βani(r). In this work, we assume a simple spherically symmetric model,
namely the Hernquist profile (Hernquist, 1990) to project/deproject analytically the stellar density
ρ∗(r). Further details on this procedure can be found in Suyu et al. (2010) and in Birrer et al.
(2016). As a consequence of this analytical parametrisation of the light and mass profile of the
lens, the velocity dispersion can be derived directly form the lens light parameters ξlight and the
mass profile parameters ξlens obtained by fitting the imaging data. It then possible to rewrite Eq.
3.13 as a simple product of a cosmology dependent term Ds

Dds
, a cosmology independent term

H(ξlens, ξlight, βani) and the external convergence (Birrer et al., 2016):

(σP)2 = (1 − κext)
Ds

Dds
c2H(ξlens, ξlight, βani). (3.14)

H(ξlens, ξlight, βani) is then a function of the lens model and anisotropy, which encapsulate all the
computation of Eq. 3.13.

Finally, we note that the measured velocity distribution is fundamentally dependent on the
anisotropy of the stellar orbits, and it is, therefore, impossible to disentangle the two with a
measurement in a single aperture. This problem is known as the mass-anisotropy degeneracy
(Binney and Mamon, 1982). It can be alleviated if the stellar velocity dispersions are resolved
radially.

3.3 Two-distance inference

The most recent analysis of time-delay lenses from the H0LiCOW and STRIDES collaborations
inferred jointly the time-delay distance D∆t and the angular diameter distance to the lens Dd from
the kinematic, imaging and time-delay data (Birrer et al., 2016, 2019; Chen et al., 2019; Shajib
et al., 2020; Wong et al., 2020; Millon et al., 2020c). By inverting Eq. 3.14, we see that it is
possible to obtain the distance ratio Ds

Dds
only from the imaging and kinematic data, without any

measured time delays:
Ds

Dds
=

(σP)2

(1 − κext)c2H(ξlens, ξlight, βani)
. (3.15)

If time delays are available, we use the definition of the time-delay distance (Eq. 1.27) and Eq.
1.31:

Dtrue
∆t = (1 + zd)

DdDs

Dds
=

c∆tAB

(1 − κext)∆φAB(ξlens)
, (3.16)

and Eq. 3.15 to obtain a cosmology independent and external convergence independent expression
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of the angular diameter to the lens (Paraficz and Hjorth, 2009; Jee et al., 2015):

Dd =
c3 ∆tAB J(ξlens, ξlight, βani)
(1 + zd) (σP)2 ∆φAB(ξlens)

. (3.17)

This additional distance measurement is typically used to provide additional leverage on the
cosmological parameters and alleviate the MST effect. The importance of the kinematic data
in the final measurement of H0 depends, however, on the relative precision achieved on Dd

and D∆t. The kinematic observations reach a typical precision of 10-15%, whereas the time
delays can be measured at a precision better than 5%. Consequently, most of the constraining
power on H0 currently comes from the D∆t measurement. As further discussed in Chapter 5,
resolved kinematics are expected to substantially improve the Dd measurement by breaking the
mass-anisotropy degeneracies (Yıldırım et al., 2020).

3.4 Time-Delay Lens Modelling Challenge

3.4.1 Presentation of the Challenge

The Time-Delay Lens Modelling Challenge (TDLMC, Ding et al., 2021c) was designed to test
the performance of the modelling codes, and in particular, their ability to reconstruct the Fermat
potential accurately at the position of the multiple images. On January 8th 2018, the lensing
community was invited to test their lens modelling techniques on simulated lenses in a blind
challenge. The challenge consists of four rungs of increasing complexity that we summarise here
(the interested reader is referred to Ding et al. (2021c) for the details, results and discussion of
this challenge):

• Rung 0: This rung comprises only two lenses, one double and one quad. It is the simplest
rung since both mass and light profiles of the source and of the lens follow known analytical
distributions. The mass distribution is represented by a PEMD + external shear. Both the
source and lens light distribution are represented with a single Sérsic profile. In addition,
the PSF is perfectly known, and the value of H0 was revealed to the modelling teams to
test and debug their code.

• Rung 1: The Rung 1 is composed 16 lenses: 12 quads and 4 doubles. It is similar to Rung
0, but the analytical light profile for the source is replaced by real galaxy images observed
with HST (see Figure 3.2). In addition, external shear κext is included to simulate the effect
of the mass along the line-of-sight. For each lens, κext is drawn from a normal distribution
N(0, 0.025).

• Rung 2: This rung is also composed of 12 quads and 4 doubles. In addition to the Rung 0
and 1 condition, the PSF is not known perfectly. The organisers only provided an inexact
PSF as a starting point to test the PSF reconstruction capabilities of the modelling teams.
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• Rung 3: The final rung of the challenge contains the same complexity as Rung 1 and 2. In
addition, the mass profile does not follow a parametrised SPEMD profile anymore. Instead,
the mass distribution of the galaxies is generated from hydrodynamical simulations.

For all rungs, time delays relative to image A were given with an error corresponding to the
largest between 1% and 0.25 days, with no bias. The participants exactly knew the redshift of
both the lens and the source. Finally, the integrated line-of-sight velocity dispersion within a
square aperture of 1′′ × 1′′ is known at 5% precision. The value of H0 is different in each rung
and drawn randomly within the range 50-90 km s−1Mpc−1. Throughout the challenge, the flat
ΛCDM model is assumed with Ωm = 0.3 and ΩΛ = 0.7.

Figure 3.2 – Examples of real galaxies HST images that were used as realistic light profiles,
starting from the Rung 1 of the TDLMC. Figure adapted from Ding et al. (2021c).

The organisers of the challenge defined four standard metrics to assess the performance of each
of the submissions, namely the efficiency f , the goodness χ2, the precision P and the accuracy A,
defined as follows:

f =
N

Ntotal
, (3.18)

χ2 =
1
N

∑

i

(
H̃0,i − H0

δi

)
, (3.19)

P =
1
N

∑

i

δi

H0
, (3.20)

A =
1
N

∑

i

(
H̃0,i − H0

H0

)
, (3.21)

where N is the number of model in the submission, Ntotal = 16 is the total number of system
within each rung, δi is the 1σ uncertainties and H0,i is the value of the Hubble constant inferred
from each lens. The organisers defined the following targets:

0.4 < χ2 < 2, (3.22)
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Figure 3.3 – Simulated lensed quasars taken from the TDLMC Rung 1. Figure courtesy: Aymeric
Galan.

P < 6%, (3.23)

|A| < 2%. (3.24)

The target on the precision P was chosen to reflect the precision reached by the state-of-art
cosmography analyses on a single lens. The target on the accuracy A is set to verify if the current
modelling techniques contain biases larger than the precision reported by the most recent studies.
Finally, the target on the χ2 aims to evaluate if the reported uncertainties are reasonable estimates
of the true errors.

3.4.2 Toward an automated pipeline for lens reconstruction

The recent time-delay cosmography analyses (Birrer et al., 2019; Rusu et al., 2020; Chen et al.,
2019; Shajib et al., 2019) are taking up to one year of investigator time for a single system due
to the necessity to test a large number of modelling assumptions and assess the robustness of
the results. Although the lenses of the TDLMC are a simplification of real lenses since nearby
galaxies perturbing the lensing potential are not included, their modelling nevertheless requires
some fine-tuning of the parameters, which is demanding in both computer and investigator time.
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Chapter 3. Lens Modelling

To solve this issue and model the 50 lensed quasars of the TDLMC, we developed with Aymeric
Galan the python package TDLMCpipeline based on the lens modelling code Lenstronomy2(Birrer
et al., 2015; Birrer and Amara, 2018). The package is designed to model simultaneously a large
set of lenses and infer the Hubble constant from a uniform set of prior. This package is publicly
available on Gitlab3. It can be used as an interface to Lenstronomy, designed explicitly for
time-delay cosmography application. TDLMCpipeline introduces a structure to format the input
data (i.e., the HST images, the noise map, the PSF, the time-delays, and the lens and source
redshift). TDLMCpipeline allows us to model the lens systems from a common set of priors
by running multiple Particle Swarm Optimisations (PSO) to refine the fit before sampling the
parameters with an Markov Chain Monte-Carlo (MCMC). At each step of the fitting process, it is
possible to free (or fix) model parameters, optimise the PSF, and modify the number of shapelets
coefficients. The philosophy behind this process is to start from a simple model common to all
lenses and then add more and more complexity for each individual lens until the residuals do not
improve significantly. However, the level of complexity required to model each lens within a rung
is still to be determined by the user. This is a compromise between the one-size-fits-all approach,
which is not sufficiently accurate for time-delay cosmography application and the fine-tuning
approach, which is very demanding in human time.

Finally, TDLMCpipeline allows us to compute the lens kinematics and derive the angular
diameter distance to the lens Dd, in addition to the time-delay distance D∆t. The Analysis
module can then be used to perform a joint inference of the cosmological parameters from the Dd

and D∆t constraints. Figure 3.7 shows an example of the joint inference of H0 for the lenses of
TDLMC Rung 2.

3.4.3 Rung 1 results

In Rung 1, we modelled the lenses with a softened power elliptical mass distribution (PEMD)
and external shear. We used a single Sérsic profile to model the lens and the source surface
brightness. In our baseline models, we added a set of shapelets with nmax = 8 to refine the
source reconstruction. This number was increased up to nmax = 14 when we obtained important
residuals in the Einstein ring. To compute the velocity dispersions, we used the Osipkov-Merritt
parametrisation of the anisotropy (Eq. 3.8). We adopted a uniform prior on rani ∼ U(0.5, 5). All
further details of our modelling and inference of the Hubble constant can be found in Section 3.2
of Ding et al. (2021c).

Throughout the challenge, we applied the following criterion to decide whether or not a lens will
be included in our submission:

1. The median of individual H0 posterior must be inside the prior defined in the TDLMC, i.e.
H0 ∈ [50, 90] km s−1Mpc−1.

2https://github.com/sibirrer/lenstronomy
3https://gitlab.com/AymericG/tdlmcpipeline
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3.4. Time-Delay Lens Modelling Challenge

2. D∆t is sampled as a free parameter and constrained by the lens model and the time delays.
We verify that the D∆t distribution obtained in this way is compatible within ∼ 1σ with the
D∆t obtained via the Fermat potential (by inversing Eq. 1.30).

3. The modelled velocity dispersion is compatible within ∼ 2σ with the measured value.

4. Each H0 posterior is compatible with all the others at the ∼ 2σ level.

Figure 3.4 – Metrics for all the blind submissions to the TDLMC Rung 1. The combined
metrics are shown in yellow. The shaded grey regions indicate the expected performance. Figure
reproduced from Ding et al. (2021c)

Four different teams submitted their results on Rung 1, for a total of 15 different submissions.
Figure 3.4 shows the results of all the participating teams. Our submission is labelled as "EPFL
submission" on this plot. We submitted 11 out of the 16 lenses ( f = 0.688), with an average
precision of P = 6.17%, an accuracy of A = 7.51% and a goodness of χ2 = 2.57. We were
close to meet the target in term the precision, but we experienced an important bias of our
joint inference of the Hubble constant. Out of the 11 lenses, we inferred H0 = 79.52 ± 1.17
km s−1Mpc−1whereas the true input value was H0,true = 74.151 km s−1Mpc−1. The reason why
we had this important bias is discussed in the next section.
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Post-unblinding correction

After unblinding of Rung 1, we discovered that, despite the PSF being perfectly known, our lens
model suffers from a small bias in the positioning of the point sources. This bias of a fraction of
the pixel resulted in evaluating the Fermat at a slightly incorrect location. Given the very high
precision on the time delays (0.25 days), this slight offset resulted in a bias on H0. This problem
was unnoticed so far because the current precision reached on the time delays never exceeds
a few days, so the astrometric accuracy requirements are significantly lower in real data. This
finding resulted in a dedicated paper (Birrer and Treu, 2019), demonstrating that the astrometric
precision needs to be commensurate with the precision of the time delays to avoid biases in the
inference of H0.

To solve this issue, we introduced two additional nuisance parameters, δx and δy, for each of
the multiple images to describe this offset between the position of the point sources and the
location where to probe the Fermat potential. This process allowed us to transform a potential
bias into a loss of precision. We re-modelled all 16 lenses of Rung1, accounting for these extra
uncertainties. We did not spend as much time fine-tuning each lens’ parameter as we did for the
blind submission. Instead, we applied a cut on the reduced imaging χ2

im at χ2 = 1 and selected
nine models with the lowest residuals. From the joint inference using only D∆t, we measured
H0 = 74.48+0.73

−0.80 km s−1Mpc−1and and H0 = 75.03+0.70
−0.77 km s−1Mpc−1from both Dd and D∆t. As

can be seen in Figure 3.5, the inferred H0 value is now in less than 1σ agreement with the true
value. Interestingly, the two lenses that yield incompatible H0 value, namely lens #102 and #116,
are down-weighted in the joint inference when the kinematics are added. This is the result of
incompatible H0 values inferred from the D∆t and Dd, which tends to decrease the precision for
these two systems.

3.4.4 Rung 2 results

In rung 2, only a guess of the actual PSF is provided to test the performance of the PSF
reconstruction algorithms. We first started by modelling all lenses of Rung 2 with the initial PSF
provided by the organisers, and we then iteratively refined the PSF and the lens model with the
PSF reconstruction module included in Lenstronomy. We noticed that the PSF was degraded in
the same way for all the lenses of Rung 2. We then selected our best lens models and computed
the median stack of the reconstructed PSF kernels. We used this kernel for all our subsequent
modelling attempts.

Our modelling of Rung 2 is similar to Rung 1, except that we introduced these two offset
parameters, δx, δy, to account for the astrometric uncertainties. These nuisance parameters are
sampled together with the other lens parameters and constrained by the time-delays and imaging
data. We verified that the offsets do not exceed a fraction of a pixel. We also noticed that the
velocity dispersions computed with rani ≈ re f f were giving the most consistent results with the
measured velocity dispersion. We thus decided to fix rani = re f f for the rest of the challenge.
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Figure 3.5 – Post-unblinding correction to our submission to the TDLMC Rung 1, accounting for
additional astrometric uncertainties. Top left panel: H0 posterior distributions inferred from D∆t

for each lens (coloured histograms) and for the full sample (black histogram). The shaded blue
region corresponds to the marginalisation over all lenses. The vertical grey line indicates the truth
value. Top right panel: H0 posterior distributions inferred from D∆t and Dd. Bottom left panel:
Measured (grey dots), modelled (coloured dots) and true (coloured circles) velocity dispersions.
Bottom right panel: Reduced imaging χ2

im of each model. Asterisks after the ID number of each
lens indicates the doubly imaged systems in the sample.
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Finally, we decided to submits four different combined value of H0, inferred from the same lens
models:

• DdDdt, where the combined H0 value was obtained from both D∆t and Dd.

• margDdDdt, which was also inferred from D∆t and Dd, but we marginalised over all
individual posteriors.

• Ddt, where we used only for the inference H0.

• margDdt, similar to margDdDdt, but using only the time-delay distance in the inference.

The marginalisation or the joint inference do not change the metrics since they all rely on the
same individual lens model - only the final combination of the lenses is different. However,
the amount of information included in the cosmological inference (i.e., including, or not, the
kinematics) changes the H0 posterior. Therefore, our DdDdt and Ddt submissions have different
performances.

Figure 3.6 – Same as Figure 3.4 but for the Rung 2. Figure reproduced from Ding et al. (2021c).

All our submissions were matching both the target precision and accuracy. We obtain a more
precise result when including only the time-delay distance, but a slightly less good accuracy
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compare to the case where we also include the kinematics information. This is similar to the
behaviour observed in our reanalysis of Rung 1 - we observed that inaccurate system are down-
weighted by the inclusion of the kinematics information. It resulted in a loss of precision but
better accuracy. All our results on Rung 2 are summarised in Figure 3.6 and Table 3.1. The
individual H0 posterior distributions for each of the submitted lens system are shown in Figure
3.7.
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Figure 3.7 – Same as Figure 3.5, but for our blind modelling of the Rung 2.

3.4.5 Rung 3 results

In Rung 3, in addition to the complications of Rung 1 and 2, the lens mass profile does not
follow an elliptical power law. Instead, the mass distribution of the galaxies is extracted from
hydrodynamical simulation. The Rung 3 was, unfortunately, suffering from several limitations of
the procedure used to simulate the lenses. Discussions about these limitations can be found in
Section 5 of Ding et al. (2021c), and we summarise here the main point explaining our incapacity
to extract meaningful conclusion out of Rung 3.

First, due to the limited resolution of the simulation, the galaxies’ mass profile has an important
core of approximately 0′′.1, corresponding to about 0.5kpc at the lens redshift. This is related
to the softening length of the numerical simulation. Although it is possible that some massive
elliptical galaxies do have a cored component (Thomas et al., 2016; Rantala et al., 2018), it is
unlikely that such a massive core is present in real galaxies similar to TDCOSMO’s because
the presence of a core would inevitably produce a central image, which is almost always absent
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in isolated galaxy-scale lenses. For this reason, we can reasonably think that the mass density
profile of the simulated galaxies is significantly different from the one of real massive elliptical
galaxies. Thus, the generalisation of the results of Rung 3 to real cosmography analysis should
be made with caution.

Second, the lensing galaxies were isolated artificially from their substructures to generate the
mock lenses. The velocity dispersions may be inconsistent with the lensing mass because the
stellar velocity field was computed from the entire mass distribution, including the substructures.
This is probably a small effect since the substructures represent approximately 1% of the system’s
total mass.

Finally, Van de Vyvere et al. (2020) demonstrated after the unblinding of Rung 3 that the
truncation of the mass profile at the virial radius R200 artificially excludes the mass beyond this
radius, which can introduce a negative mass sheet transform, biasing the H0 inference at the
sub-per cent level. Additionally, they demonstrated that if the truncation does not follow the
isodensity contours, this process can introduce artificial shear.

Figure 3.8 – Same as Figure 3.4 and 3.6 but for the Rung 3 of TDLMC. Figure reproduced from
Ding et al. (2021c).
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For all these reasons, the Rung 3 of the TDLMC was judged inconclusive. We nevertheless
present the result of all the participating team in Figure 3.8. On rung 3, we attempted to model the
simulated lenses with two different model families, namely the PEMD and composite (NFW + a
Hernquist stellar component) models. We also marginalised over the two model families for seven
lenses successfully modelled by the two model families, replicating the standard TDCOSMO
procedure. Similarly to Rung 2, we submitted separately our joint inference based on {D∆t,Dd}
and D∆t only. In total, we had 6 different submissions, which are summarised in Table 3.1.

In conclusion, none of the participating teams managed to reach the target precision and accuracy
on Rung 3. All our submissions were also bias to a lower value of H0. We had noticed before
submission that our models of Rung 3 were a significantly worst fit to the imaging data than
the previous rungs. The median reduced imaging χ2

im of our accepted model is 12.18 for the
composite and 4.82 for the power-law models, whereas it was below ∼ 1 for Rung 2.

After unblinding, we observed that most simulated galaxies have a complex structure, with several
inflexion points in their radial mass profiles. These inflexion points can mimic an internal MST
(Eq. 1.34, and see also Section 5.2), leaving no imprint in the residuals, but this is likely not
entirely the case here since our image residuals are significantly higher than on Rung 2. This
tends to indicate that the deviation of these profiles from a power-law profile does not follow
exactly an internal MST. Figure 3.9 shows the density profile of our best fit model compared to
the true density profile and the associated image residuals.

Our modelling assumptions were certainly not appropriate to describe the full complexity of
the simulated galaxies from hydrodynamical simulations, and this is reflected in the imaging
χ2

im. It is, however, difficult to estimate to which extend this increase of χ2
im would have been

detected in real data. It is also impossible to conclude if a more flexible mass model could have
been constrained by the imaging data and avoid a bias, or if the mass profile of these galaxies
transform according to an MST, which means that the correct H0 value can be recovered only
with the help of kinematic data. This issue is further discussed in 5.2.2. Finally, we noticed that,
contrarily to real lenses, our H0 posteriors inferred from the power-law and composite models
were incompatible for most of the Rung 3 lenses. This is a second indication that our model
assumptions were inappropriate to describe these simulated data.
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PEMD models

Composite models

Figure 3.9 – Azimuthally averaged convergence profile and image residuals for the first 4 lenses
of the TDLMC Rung 3. The orange line shows our best-fit using either a PEMD model (first row),
either a composite model (third row). The blue line corresponds to the true azimuthally averaged
convergence profile of the simulated galaxies. The vertical grey and green lines corresponds to
the image positions and Einstein radius, respectively. The aperture radius used to compute the
velocity dispersion is shown in red.
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Table 3.1 – Summary of the metrics and joint H0 inference of our submissions to the TDLMC.
Col. 8 indicates the true H0 value for each rung. The last column corresponds to the median
imaging χ2 of the submitted models.

Method f χ2 P(%) A(%)
H0

[km s−1Mpc−1]
H0,true

[km s−1Mpc−1]
χ2

img

Rung 1 (blind) {Dd,D∆t} 0.69 2.57 6.17 7.51 79.52+1.17
−1.17 74.15 -

Rung 1 (reanalysis) {Dd,D∆t} 0.56 1.45 4.35 0.05 75.03+0.70
−0.77 74.15 -

D∆t 0.56 3.60 2.90 -0.80 74.48+0.73
−0.80 74.15 -

Rung 2 (blind) {Dd,D∆t} 0.69 0.75 3.26 -1.74 65.64+0.53
−0.53 66.64 0.82

D∆t 0.69 1.51 2.63 -1.96 65.55+0.55
−0.52 66.64 0.82

Rung 3 (blind) Power-law, {Dd,D∆t} 0.81 8.67 2.94 -7.02 60.26+0.56
−0.62 65.41 4.82

Power-law D∆t 0.81 9.01 3.00 -6.97 60.91+0.45
−0.53 65.41 4.82

Composite, {Dd,D∆t} 0.50 32.67 2.61 -11.30 56.97+0.47
−0.49 65.41 12.18

Composite, D∆t 0.50 31.61 2.56 -11.40 57.52+0.57
−0.57 65.41 12.18

Combined, {Dd,D∆t} 0.44 7.82 4.28 -9.96 57.97+0.29
−0.31 65.41 -

Combined, D∆t 0.44 7.57 4.58 -9.94 58.33+0.46
−0.47 65.41 -

Note: Different uncertainties on the PSF were assumed for Rung 1, so the imaging χ2 of the models cannot be compared with those of Rung 2 and Rung 3.
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4 Bayesian Inference of the Cosmologi-
cal Parameters

“Scientific progress is the discovery of a more and more comprehensive simplicity. The previous
successes give us confidence in the future of science: we become more and more conscious of the

fact that the universe is cognizable.”

– George Lemaître

4.1 H0LiCOW 2019 6-lenses results

4.1.1 The H0LiCOW collaboration

The H0LiCOW program, which stands for H0 Lenses in COSMOGRAIL’s Wellspring (Suyu
et al., 2017), was started in 2012 with the goal to gather all the necessary data required to
measure the Hubble constant. The sample consisted originally of four quads (B 1608+656,
RX J1131−1231, HE 0435−1223, and WFI J2033−4723) and one double (HE 1104−1805), with
precisely measured time delays either from the COSMOGRAIL program or radio monitoring
(Fassnacht et al., 2002). These systems also had deep archive HST images or were specifically
observed with the HST for this program. It was later decided to add two more systems, namely
PG 1115+080 and SDSS J1206+4332, which also have precisely known time delays. HE
1104−1805 was, however, left for future studies and removed from the sample because of the
lack of gravitational arcs in the HST data, which makes the mass model more challenging to
constrain. The HST colour images of the six remaining systems are shown in Figure 4.1.

The H0LiCOW collaboration followed a similar approach than developed in the pioneering work
on B 1608+656 and RX J1131−1231 by Suyu et al. (2010, 2014). Each step of the analysis is
performed separately and is the topic of dedicated publications:

• The identification of the groups and companion galaxies (Sluse et al., 2017, 2019). This
step is crucial to decide whether nearby perturbers need to be explicitly included in the
model or if they can be treated with external convergence and shear.
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(a) B 1608+656
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Figure 4.1 – Colour images of the six H0LiCOW lenses. The cutouts are created from the high-
resolution HST or AO data taken in two or three optical/near-infrared bands. Figure reproduced
from Wong et al. (2020).

• The mass modelling of the lens from the high-resolution images (Wong et al., 2017; Birrer
et al., 2019; Chen et al., 2019; Rusu et al., 2020).

• Robust time delays estimates as presented in Bonvin et al. (2017, 2018, 2019); Birrer et al.
(2019).

• Lens environment characterisation and external convergence measurement, either with
galaxy count (Rusu et al., 2017), or weak lensing (Tihhonova et al., 2018, 2020).

• The final cosmology analysis, presenting the constraints on the cosmological parameters
(Bonvin et al., 2017; Wong et al., 2020).

In 2017, the H0LiCOW collaboration published its first cosmology constraints from a sample of
three time-delay lenses (Bonvin et al., 2017). In flat ΛCDM, H0LiCOW reported H0 = 71.9+2.4

−3.0
km s−1Mpc−1at 3.8% precision, and in good agreement with the cosmic distance ladder. In its
next milestone paper (Wong et al., 2020), the collaboration extended its sample to six strongly
lensed quasars, including the reanalysis of HE 0435−1223 and RX J1131−1231 from AO data
(Chen et al., 2019). The Hubble constant derived from these six systems is H0 = 73.3+1.7

−1.8
km s−1Mpc−1, at 2.4% precision and in 3.1σ tension with the Planck measurements. This latest
result is the topic of the next sections.
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Blind analysis

A crucial aspect of the methodology is that the value of the Hubble constant and distance
measurements Dd and D∆t are blinded to the investigators to avoid unconscious experimenter
bias. When all collaborators agree to unveil the value of the Hubble constant, the analysis is
frozen, and results are published without further modifications. This practice is now commonly
used in other fields of physics, for example, particle physics, but less commonly in observational
cosmology, although its benefit is widely accepted (e.g., Maccoun and Perlmutter, 2015). We
think that blinding is especially important for lens modelling to prevent us from stopping the
analysis when a "suitable" value of H0 is found. Avoiding any confirmation bias is absolutely
necessary given the long history of controversies about the measurements of the Hubble constant.
For this reason, all the H0LiCOW systems were analysed blindly at the exception of the first one,
B 1608+656 (Suyu et al., 2010). We, however, do not blind all parameters of the lens models,
as the relation between those and the Hubble constant is sufficiently complex that their impact
on the final measurement is not easy to guess without running the complete analysis. For the
same reason, the time delays are not measured blindly since they cannot inform the value of H0

without information on the Fermat potential from the lens models. Consequently, we think that
it is sufficient to blind only the quantities containing the cosmological information, i.e. Dd and
D∆t to avoid conscious or unconscious experimenter bias. Future re-analyses of the H0LiCOW
systems will nevertheless require great caution, and more parameters will need to be blinded. For
example, the time delays or the slope of the mass profile will need to be inferred blindly from
new data since the direction of the change in one of those quantities can be easily traced to the
Hubble constant.

4.1.2 Joint Bayesian inference

We previously discussed how time delays can be measured in Chapter 2, how we can obtain the
Fermat potential and velocity dispersion of the main deflector from lens modelling in Chapter 3,
and how the external convergence can be estimated in Section 1.4. The topic of this section is then
to describe how to assemble all the pieces of the puzzle to obtain constraints on the cosmological
parameters from a Bayesian inference.

Following the notation of Wong et al. (2020), the data set used in the analysis can be denoted as:

• dimg for the high resolution images (either HST images or AO).

• ∆t, the time delays.

• σ, the velocity dispersion of the lens galaxy, integrated over the aperture of the spectro-
graph.

• dLOS, the photometric and spectrometric data used to infer the properties of the line-of-sight
mass distribution.
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From this data, we are interested in inferring the model parameters ξ, which contains the lens
model parameters ν, the cosmological parameter π and nuisance parameters for the external
convergence κext and anisotropy radius rani. According to Bayes’ theorem, we can express the
posterior distribution of the model parameters ξ as:

P(ξ|dimg,∆t,σ,dLOS,A) ∝ P(dimg,∆t,σ,dLOS|ξ,A) · P(ξ|A), (4.1)

whereA denotes a discrete set of models assumptions. These assumptions includes, for example,
the nearby galaxies to be explicitly included in the modelling or the flexibility of the source
reconstruction. We can then change our model assumptions, which sometimes lead to a different
numbers of model parameters and repeat the inference. The model are then combined with equal
weights (e.g., Wong et al., 2017), according to their Bayesian Information Criterion (BIC, Birrer
et al., 2019; Chen et al., 2019; Rusu et al., 2020) or Bayesian evidence (Shajib et al., 2020).
Since all data sets are independent, each part of the analysis can be computed separately, and the
likelihood term can be expressed as:

P(dimg,∆t,σ,dLOS|ξ,A) = P(dimg|ξ,A) × P(∆t|ξ,A) × P(σ|ξ,A) × P(dLOS |ξ,A) (4.2)

The posterior probability distribution on cosmological parameters is obtained by marginalising
over the lens model parameters ν and the nuisance parameter κext and rani:

P(π|dimg,∆t,σ,dLOS) =

∫
dνdκextdraniP(ξ|dimg,∆t,σ,dLOS) (4.3)

By choosing a cosmological model, the time-delay distance and angular diameter distance
can be expressed as a simple function of the lens redshift, source redshift, and cosmological
parameters (Eq. 1.8 and Eq. 1.27). Thus, the posterior distribution of these two distances
P(D∆t,Dd |dimg,∆t,σ,dLOS) contains all cosmological information. Among the six H0LiCOW
lenses, WFI J2033−4723 and HE 0435−1223 do not have Dd measurement but only an "effective"
D∆t measurement because they were modelled using the multi-lens plane formalism (Blandford
and Narayan, 1986; Kovner, 1987; Schneider et al., 1992; McCully et al., 2014). For these two
systems, the computation of Dd was left to future works. However, the kinematics were still
included in the likelihood through Eq. 4.2.

Implementation

In practice, we sample the posterior distributions P(D∆t,Dd) or P(D∆t) with an MCMC for each
individual lens without any prior knowledge of the underlying cosmology1 (see section 3.3
for details on the two-distances inference). From these chains, we can use a Kernel Density
Estimator to recover P(D∆t,Dd), including the covariance between Dd and D∆t, and compare

1or very minimal assumptions in the case of multi-lens plane modelling (see, e.g., Appendix A of Shajib et al.,
2020)
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4.1. H0LiCOW 2019 6-lenses results

it to the value predicted by a given cosmological modelM. Since each system is expected to
provide an independent measurement, we can multiply the individual likelihoods to obtain the
total likelihood:

LH0LiCOW(D|M,π) =

N∏

i

Li(Di|M,π), (4.4)

whereDi = {D∆t,i,Dd,i} denotes the time-delay distance and, if available, the angular diameter
distance for an individual lens i. D represents the global H0LiCOW distances data set.

Finally, we use Bayes’ theorem to obtain the posterior distribution of the cosmological parameters
for a cosmological modelM and set of priors on cosmological parameters P(π):

P(π|D,M) ∝ LH0LiCOW(D|M,π) · P(π) (4.5)

Our implementation of this Bayesian inference is publicly available on Github2 and on Zenodo
(Millon and Bonvin, 2020). It is based on the python package EMCEE, which provides an efficient
MCMC sampler and the scikit-learn implementation of the KDE. This implementation was
used in Wong et al. (2020) and Chen et al. (2019) to infer the posterior distributions of the
cosmological parameters in the standard ΛCDM cosmology and several extensions of this model.

4.1.3 Cosmological results

The complete cosmological results from the six H0LiCOW lenses are presented in details in Wong
et al. (2020), which is attached at the end of this section. Here, we synthesise the main results
in standard flat ΛCDM cosmology and add a seventh system from the STRIDES collaboration,
namely DES 0408−5354 (Shajib et al., 2020), before running our inference of the cosmological
parameters. These six H0LiCOW lenses and the STRIDES lens form the TDCOSMO sample.
Figure 4.2 shows the posterior distribution of H0, resulting from each of these seven systems.
The combined posterior distribution is shown in black. We selected flat priors for both H0 and
Ωm, that is, H0 ∈ [0, 150] km s−1Mpc−1and Ωm ∈ [0.05, 0.5].

All individual systems are in good statistical agreement with the rest of the sample, which
allows us to combine them safely. From the seven TDCOSMO systems, we infer H0 = 73.7+1.4

−1.5
km s−1Mpc−1in flat ΛCDM cosmology. This results is in a 3.9σ tension with Planck, which prefer
a lower value of the Hubble constant, H0 = 67.4 ± 0.5 km s−1Mpc−1(Planck Collaboration et al.,
2020). The addition of the seventh lens improves the precision from 2.4% to 2% while changing
only marginally the median value. The latest results from the SHOES collaboration, including
the recalibration of the Milky Way Cepheids using Gaia ER3 parallaxes, yields H0 = 73.2 ± 1.3
km s−1Mpc−1(Riess et al., 2021). When combining the latest TDCOSMO and SHOES results,

2https://github.com/shsuyu/H0LiCOW-public/tree/master/H0_inference_code
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Chapter 4. Bayesian Inference of the Cosmological Parameters

Figure 4.2 – Marginalised posterior distribution of H0 from each system of the TDCOSMO sample
in ΛCDM cosmology (shaded curves). The combined posterior distribution obtained from all the
seven lenses is shown in black. The quoted median values and uncertainties correspond to the
16th, 50th, and 84th percentiles.. Figure reproduced from Wong et al. (2020) with the addition of
DES 0408−5354 from Shajib et al. (2020).

we obtain a local value of the Hubble constant of 73.4 ± 1.0 km s−1Mpc−1in 5.4σ tension with
Planck. At this level of significance, the hypothesis of a statistical fluke explaining the tension can
be discarded as such an extreme value would appear less than one time in 3.5 million. We are then
left with two options: either at least one of the SHOES, TDCOSMO, or Planck measurements
is affected by an unaccounted source of systematic errors. Either the ΛCDM model is not a
complete description of our Universe and needs to be modified. The first option will be discussed
in details in Chapter 5. As for the second option, several one and two-parameters extensions of
the ΛCDM were explored in Wong et al. (2020). Relaxing the flatness assumption or choosing
the wCDM model can indeed reduce the tension, but mostly because the H0LiCOW and Planck
uncertainties are increased. Moreover, these extensions are "late" solution to the Hubble tension,
and they cannot fit all three data sets satisfactorily when the BAO data are added (see Section
1.2.3 for a discussion of this issue).
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4.1. H0LiCOW 2019 6-lenses results

Sample consistency

We can quantify the statistical agreement between the lenses by computing the Bayes factor F,
which indicates if the data favours a global fit of all lenses with the same cosmological parameters.
Suppose Hglobal corresponds to the hypothesis that all lenses are drawn from a common set
of cosmological parameters and Hind is the hypothesis that at least one of the lenses is better
represented by a different set of cosmological parameters. Then, the Bayes factor between any
subset of N lenses is given by:

F1, ...,N =
P(D1, . . . ,DN |Hglobal)

P(D1|Hind) . . . P(DN |Hind)
, (4.6)

which can be expressed as a function of the individual distance likelihood Li:

F1, ...,N =
〈L1 . . . LN〉
〈L1〉 . . . 〈LN〉 . (4.7)

Table 4.1 summarises the Bayes factor computed between all 21 pairs of lenses. A Bayes factor
above one indicates that Hglobal hypothesis is favoured. A Bayes factor above 10 is considered
as strong evidence that two lenses are drawn from the same underlying set of cosmological
parameters. Overall, a minimum Bayes factor of 2.7 is found between PG 1115+080 and
SDSS J1206+4332, which still favours the Hglobal hypothesis. We can also test the hypothesis
that one of the lenses is an outlier and is better represented by a different set of cosmological
parameters by computing the Bayes factor of one lens versus the rest of the sample:

F123456∪7 =
〈L1L2L3L4L5L6L7〉
〈L1L2L3L4L5L6〉〈L7〉 (4.8)

In this case, all Bayes factors are above 4.7, which indicates that none of the seven lenses prefers
a different set of cosmological parameters than the other six. This test confirms quantitatively the
visual impression of Figure 4.2 - all posterior distributions overlap significantly and are in good
statistical agreement. The lenses scatter around the combined value as we would expect given
the uncertainties. There is no sign of unaccounted random errors in this sample. If the Hubble
tension arises from error measurements, it should therefore affect all lenses in the same way. We
then focus our search for unaccounted systematic errors that could shift all distributions in the
same direction.
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Chapter 4. Bayesian Inference of the Cosmological Parameters

Table 4.1 – Bayes factors computed between all pairs of lenses (top) and between every individual
lens relative to the six remaining ones (bottom). Table reproduced from Wong et al. (2020) with
the addition of a DES 0408−5354 from Shajib et al. (2020).

Pairwise Bayes factors

B1608 RXJ1131 HE0435 J1206 WFI2033 PG1115 DES0408
B1608 — 3.4 10.6 9.1 11.2 3.3 10.6
RXJ1131 — 5.3 3.1 4.9 6.9 8.4
HE0435 — 7.8 9.3 3.9 9.64
J1206 — 7.9 2.7 6.8
WFI2033 — 3.7 10.63
PG1115 — 5.3
DES0408 —

Individual lens Bayes factors vs. rest of sample

B1608 RXJ1131 HE0435 J1206 WFI2033 PG1115 DES0408
Bayes Factor 11.1 4.7 10.9 7.3 12.7 4.8 17.1
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ABSTRACT
We present a measurement of the Hubble constant (H0) and other cosmological pa-
rameters from a joint analysis of six gravitationally lensed quasars with measured time
delays. All lenses except the first are analyzed blindly with respect to the cosmologi-
cal parameters. In a flat ΛCDM cosmology, we find H0 = 73.3+1.7

−1.8 km s−1 Mpc−1, a
2.4% precision measurement, in agreement with local measurements of H0 from type
Ia supernovae calibrated by the distance ladder, but in 3.1σ tension with Planck ob-
servations of the cosmic microwave background (CMB). This method is completely
independent of both the supernovae and CMB analyses. A combination of time-delay
cosmography and the distance ladder results is in 5.3σ tension with Planck CMB deter-
minations of H0 in flat ΛCDM. We compute Bayes factors to verify that all lenses give
statistically consistent results, showing that we are not underestimating our uncer-
tainties and are able to control our systematics. We explore extensions to flat ΛCDM
using constraints from time-delay cosmography alone, as well as combinations with
other cosmological probes, including CMB observations from Planck, baryon acoustic
oscillations, and type Ia supernovae. Time-delay cosmography improves the precision
of the other probes, demonstrating the strong complementarity. Allowing for spatial
curvature does not resolve the tension with Planck. Using the distance constraints from
time-delay cosmography to anchor the type Ia supernova distance scale, we reduce the
sensitivity of our H0 inference to cosmological model assumptions. For six different cos-
mological models, our combined inference on H0 ranges from ∼ 73–78 km s−1 Mpc−1,
which is consistent with the local distance ladder constraints.

Key words: cosmology: observations − cosmology: cosmological parameters − dis-
tance scale − gravitational lensing: strong
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2 K. C. Wong et al.

1 INTRODUCTION

The flat Λ cold dark matter (ΛCDM) cosmological model
has proven to be remarkably successful at describing the
Universe as measured by a wide range of experiments, par-
ticularly observations of the cosmic microwave background
(CMB). The final results from the Planck mission (Planck
Collaboration et al. 2018a) provide the most precise con-
straints on cosmological parameters to date from CMB ob-
servations (Planck Collaboration et al. 2018b). However, re-
laxing the flat ΛCDM assumption by introducing additional
complexities, such as non-zero curvature, an equation of
state parameter w 6= −1, or a time-varying w, leads to much
weaker constraints and large degeneracies among the various
cosmological parameters. In particular, many parameters be-
come degenerate with the Hubble constant, H0, which sets
the present-day expansion rate of the universe. H0 cannot
be constrained directly from CMB observations, but must
be inferred by first assuming a cosmological model. In this
context, measuring H0 independent of CMB observations is
one of the most important complementary probes for under-
standing the nature of the Universe (Weinberg et al. 2013).

The most well-established method for measuring H0

is through observations of type Ia supernovae (SNe). Type
Ia SNe are “standardizable candles” in that their luminosi-
ties, and thus their absolute distances, can be determined
by the evolution of their light curves, and therefore can be
used to infer H0 from the slope of their distance-redshift
relation. Type Ia SNe luminosities are typically calibrated
via the “distance ladder” (e.g., Sandage et al. 2006; Freed-
man et al. 2012; Riess et al. 2016, 2018, 2019), in which
parallax measurements are used to determine distances to
nearby Cepheid variable stars (which have a known period-
luminosity relation) and are in turn used to determine dis-
tances to type Ia SNe in the Hubble flow.

Recent determinations of H0 from the Supernovae, H0,
for the Equation of State of Dark Energy (SH0ES; Riess
et al. 2016) collaboration using this method are in tension
with the Planck CMB measurements under the flat ΛCDM
model (e.g., Bernal et al. 2016; Freedman 2017). The latest
SH0ES result finds H0 = 74.03± 1.42 km s−1 Mpc−1 (Riess
et al. 2019), which differs from the Planck flat ΛCDM result1

of H0 = 67.4 ± 0.5 km s−1 Mpc−1 (Planck Collaboration
et al. 2018b) by 4.4σ. Possible systematic errors in one or
both methods may resolve this tension (e.g., Rigault et al.
2015, 2018), but investigations thus far have yet to conclu-
sively identify any such systematic (e.g., Addison et al. 2018;
Jones et al. 2018; Roman et al. 2018; Camarena & Marra
2019; Rose et al. 2019). Furthermore, independent determi-
nations of H0 using the “inverse distance ladder” method
(e.g., Aubourg et al. 2015; Cuesta et al. 2015; Macaulay
et al. 2019) are in agreement with the Planck value, although
this depends on assumptions of the physical scale of the
sound horizon (e.g., Aylor et al. 2019; Macaulay et al. 2019;
Arendse et al. 2019a,b). Other methods, such as CMB po-
larization measurements (e.g., Henning et al. 2018), galaxy
clustering (e.g., Abbott et al. 2018a), water masers (e.g.,
Herrnstein et al. 1999; Humphreys et al. 2013; Braatz et al.
2018), X-ray observations of SZ galaxy clusters (e.g., Silk

1 Baseline ΛCDM chains with baseline likelihoods (based on

plikHM TTTEEE lowl lowE)

& White 1978; Reese et al. 2002; Bonamente et al. 2006;
Kozmanyan et al. 2019), the Balmer line L − σ relation of
HII galaxies (e.g., Melnick et al. 2000; Chávez et al. 2012;
González-Morán et al. 2019), extragalactic background light
attenuation (e.g., Salamon et al. 1994; Domı́nguez & Prada
2013; Domı́nguez et al. 2019), type IIP supernova expanding
photospheres (e.g., Schmidt et al. 1994; Gall et al. 2016),
and gravitational waves (e.g., Abbott et al. 2017; Feeney
et al. 2019; Soares-Santos et al. 2019), have yet to resolve
the H0 discrepancy, as their precision is not yet comparable
to Planck or SH0ES, or they require additional assumptions.
If unresolved, this tension may force the rejection of the flat
ΛCDM model and indicate new physics that must be incor-
porated into our understanding of cosmology.

After the submission of this paper, an alternate calibra-
tion of the distance ladder using the “tip of the red giant
branch” (TRGB) method by the Carnegie-Chicago Hubble
Program (CCHP; Beaton et al. 2016) found an interme-
diate value of H0 = 69.8 ± 1.9 km s−1 Mpc−1 (Freedman
et al. 2019). However, this measurement is not fully inde-
pendent of SH0ES since they share some calibrating sources
(i.e., galaxies hosting SNe that are close enough for Cepheid
and/or TRGB distance measurements), and there is an on-
going debate about the results from this method (e.g., Yuan
et al. 2019), further highlighting the need for additional in-
dependent probes (see Verde et al. 2019 for a recent review
of the field).

Gravitational lensing offers an independent method of
determining H0. When a background object (the“source”) is
gravitationally lensed into multiple images by an intervening
mass (the“lens”), light rays emitted from the source will take
different paths through space-time at the different image po-
sitions. Because these paths have different lengths and pass
through different gravitational potentials, light rays emitted
from the source at the same time will arrive at the observer
at different times depending on which image it arrives at.
If the source is variable, this “time delay” between multiple
images can be measured by monitoring the lens and looking
for flux variations corresponding to the same source event.
The time delay is related to a quantity referred to as the
“time-delay distance”, D∆t, and depends on the mass distri-
bution in the lensing object, the mass distribution along the
line of sight (LOS), and cosmological parameters. D∆t is pri-
marily sensitive to H0, although there is a weak dependence
on other parameters (e.g., Coe & Moustakas 2009; Linder
2011; Treu & Marshall 2016). This one-step method is com-
pletely independent of and complementary to the CMB and
the distance ladder. The distances probed by time-delay cos-
mography are also larger than those from the distance lad-
der, making this method immune to a monopole in the bulk
velocity field of the local Universe (i.e., a “Hubble bubble”).

This method of using gravitational lens time delays to
measure H0 was first proposed by Refsdal (1964), who sug-
gested using lensed SNe for this purpose. In practice, finding
lensed SNe with resolved images is extremely rare, with only
two such lenses having been discovered to date (Kelly et al.
2015; Goobar et al. 2017). While the prospect of discovering
more lensed SNe in future imaging surveys and measuring
their time delays is promising (e.g., Oguri & Marshall 2010;
Goldstein & Nugent 2017; Goldstein et al. 2018; Huber et al.
2019; Wojtak et al. 2019), lensed quasars have generally
been used to constrain H0 in this manner (e.g., Vanderri-
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est et al. 1989; Keeton & Kochanek 1997; Schechter et al.
1997; Kochanek 2003; Koopmans et al. 2003; Saha et al.
2006; Oguri 2007; Vuissoz et al. 2008; Fadely et al. 2010;
Suyu et al. 2010, 2013; Sereno & Paraficz 2014; Rathna Ku-
mar et al. 2015; Birrer et al. 2016, 2019; Chen et al. 2016;
Wong et al. 2017; Bonvin et al. 2017) due to their brightness
and variable nature.

Measuring H0 from lensed quasars through this method
requires a variety of observational data. Long-term dedi-
cated photometric monitoring of the lens is needed to ob-
tain accurate time delays (e.g., Bonvin et al. 2017, 2018).
Several years of monitoring are generally required to over-
come microlensing variability, although Courbin et al. (2018)
recently demonstrated that delays could be measured from
just one year of monitoring owing to high photometric accu-
racy (milli-mag) and observing cadence (daily). In addition,
deep high-resolution imaging of the lens is required to ob-
serve the extended images of the quasar host galaxy, which
is needed to break degeneracies in the lens modeling be-
tween the mass profile and the underlying cosmology (e.g.,
Kochanek 2002; Koopmans et al. 2003; Dye & Warren 2005).
Furthermore, to mitigate the effects of the mass-sheet degen-
eracy (e.g., Falco et al. 1985; Gorenstein et al. 1988; Saha
2000; Schneider & Sluse 2013; Xu et al. 2016), it is impor-
tant to obtain a measurement of the lens galaxy’s velocity
dispersion (e.g. Treu & Koopmans 2002; Koopmans et al.
2003; Koopmans 2004; Sonnenfeld 2018). Finally, observa-
tional data to constrain the mass along the LOS to the lens
are needed to estimate the external convergence, κext, which
can bias the inferred D∆t if unaccounted for (e.g., Collett
et al. 2013; Greene et al. 2013; McCully et al. 2014, 2017;
Sluse et al. 2017; Rusu et al. 2017; Tihhonova et al. 2018).

The H0 Lenses in COSMOGRAIL’s Wellspring
(H0LiCOW) collaboration (Suyu et al. 2017, hereafter
H0LiCOW I) has provided the strongest constraints on H0

to date from time-delay cosmography. Our most recent mea-
surements had constrained H0 to 3.0% precision for a flat
ΛCDM cosmology from a combination of four lensed quasars
(Birrer et al. 2019, hereafter H0LiCOW IX). We attain this
precision by taking advantage of our substantial dataset,
which includes accurate time-delay measurements from the
COSmological MOnitoring of GRAvItational Lenses (COS-
MOGRAIL; Courbin et al. 2005; Eigenbrod et al. 2005;
Bonvin et al. 2018) project and radio-wavelength monitor-
ing (Fassnacht et al. 2002), deep Hubble Space Telescope
(HST) and/or ground-based adaptive optics (AO) imaging
(H0LiCOW I, IX, Chen et al. 2016, 2019), spectroscopy of
the lens galaxy to measure its velocity dispersion (e.g., Sluse
et al. 2019, hereafter H0LiCOW X), and deep wide-field
spectroscopy and imaging to characterize the LOS in these
systems (e.g., Sluse et al. 2017; Rusu et al. 2017, hereafter
H0LiCOW II and H0LiCOW III, respectively).

In this milestone paper, we present the latest constraints
on H0 from H0LiCOW from a combined sample of six
lensed quasars. Two of the four lenses analyzed previously,
HE 0435−1223 (Wong et al. 2017, hereafter H0LiCOW IV)
and RXJ1131−1231 (Suyu et al. 2014), are reanalyzed us-
ing new AO data (Chen et al. 2019). We add constraints
from two newly-analyzed systems – PG 1115+080 (Chen
et al. 2019) and WFI2033−4723 (Rusu et al. 2019, hereafter
H0LiCOW XII) – to provide the tightest H0 constraints to
date from time-delay cosmography.

This paper is organized as follows. In Section 2, we sum-
marize the theory behind using time-delay cosmography to
infer the time-delay distance, which is inversely proportional
to H0. In Section 3, we present our lens sample and describe
how our data and analysis methods allow us to constrain H0

to a precision greater than what has previously been possi-
ble from time-delay strong lensing. In Section 4, we verify
that our lenses are consistent with each other so that we can
combine them for our cosmological inference. We present our
main results for flat ΛCDM and more complex cosmologies
in Section 5. In Section 6, we discuss the tension between
early-Universe and late-Universe probes of H0. We summa-
rize our findings in Section 7. Throughout this paper, all
magnitudes given are on the AB system. All parameter con-
straints given are medians and 16th and 84th percentiles
unless otherwise stated.

2 TIME-DELAY COSMOGRAPHY

In this section, we summarize the theoretical background
of time-delay cosmography and how to infer H0. We refer
readers to recent reviews (e.g., Treu & Marshall 2016; Suyu
et al. 2018) for more details.

When light rays from a background source are deflected
by an intervening lensing mass, the light travel time from the
source to the observer depends on both their path length
and the gravitational potential they traverse. For a single
lens plane, the excess time delay of an image at an angular
position θ = (θ1, θ2) with corresponding source position β =
(β1, β2) relative to the case of no lensing is

t(θ,β) =
D∆t

c

[
(θ − β)2

2
− ψ(θ)

]
, (1)

where D∆t is the time-delay distance and ψ(θ) is the lens
potential. The time-delay distance (Refsdal 1964; Schneider
et al. 1992; Suyu et al. 2010) is defined as

D∆t ≡ (1 + zd)
DdDs

Dds
, (2)

where zd is the lens redshift, Dd is the angular diameter
distance to the lens, Ds is the angular diameter distance to
the source, andDds is the angular diameter distance between
the lens and the source. D∆t has units of distance and is
inversely proportional toH0, with weak dependence on other
cosmological parameters.

If the alignment between the background source and
the foreground lens is close enough, multiple images of the
same background source are formed. Light rays reaching the
observer will have different excess time delays depending on
which image they are observed at. The time delay between
two images of such a lens, ∆tij , is the difference of their
excess time delays,

∆tij =
D∆t

c

[
(θi − β)2

2
− ψ(θi)− (θj − β)2

2
+ ψ(θj)

]
,

(3)

where θi and θj are the positions of images i and j, respec-
tively, in the image plane. If the source is variable on short
timescales, it is possible to monitor the fluxes of the images
and measure the time delay, ∆tij , between them (e.g., Van-
derriest et al. 1989; Schechter et al. 1997; Fassnacht et al.
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1999, 2002; Kochanek et al. 2006; Courbin et al. 2011). The
lens potentials at the image positions, ψ(θi) and ψ(θj), as
well as at the source position, β, can be determined from a
mass model of the system. With a measurement of ∆tij and
an accurate lens model to determine ψ(θ), it is possible to
determine D∆t. By further assuming a cosmological model,
D∆t can be converted into an inference on H0.

If there are multiple lenses at different redshifts between
the source and the observer, the observed time delays depend
on combinations of the angular diameter distances among
the observer, the multiple lens planes, and the source. In
this case, the image positions are described by the multi-
plane lens equation (e.g., Blandford & Narayan 1986; Kovner
1987; Schneider et al. 1992; Petters et al. 2001; Collett &
Auger 2014; McCully et al. 2014), and the observed time de-
lays are no longer proportional to a single unique time-delay
distance. However, it is often the case that the mass in a
single lens plane dominates the lensing effect, and the ob-
served time delays are primarily sensitive to the time-delay
distance (Equation 2) with the deflector redshift as that of
the primary lens plane. This is the case for all of the lenses
in the H0LiCOW sample (Section 3.1). The results for any
individual system can thus be interpreted as a constraint on
D∆t(zd, zs), which we refer to as the “effective time-delay
distance”. Hereafter, D∆t refers to the effective time-delay
distance (for applicable systems) unless otherwise indicated.

In addition to mass that is explicitly included in the
lens model, all other mass along the LOS between the ob-
server and the source contributes to the lens potential that
the light rays traverse. This causes additional focusing and
defocusing of the rays and can affect the observed time de-
lays (e.g., Seljak 1994). If unaccounted for, this can lead to
biased inferences of D∆t. If the effects of the perturbing LOS
masses are small, they can be approximated by an external
convergence in the lens plane κext (e.g., Keeton 2003; Mc-
Cully et al. 2014). The true D∆t is related to the time-delay
distance inferred from the lens model and measured time
delays, Dmodel

∆t , by the relation

D∆t =
Dmodel

∆t

1− κext
. (4)

κext is defined such that its average value across the sky
is zero. In principle, if lenses are randomly distributed, the
effect of κext should average out over a sufficiently large sam-
ple. However, the cross section for strong lensing scales as
σ4, where σ is the velocity dispersion of the lens galaxy. As
a result, lenses are biased toward the most massive galaxies,
which are known to cluster (e.g., Dressler 1980). Indeed, lens
galaxies generally lie in overdense environments and lines of
sight relative to typical fields (e.g., Treu et al. 2009; Fass-
nacht et al. 2011; Wong et al. 2018), meaning that κext will
lead to a bias on D∆t and needs to be corrected for. κext

cannot, in general, be constrained from the lens model due
to the mass-sheet degeneracy (Falco et al. 1985; Gorenstein
et al. 1988; Saha 2000), in which the addition of a uniform
mass sheet associated with a rescaling of the mass normal-
ization of the strong lens galaxy and the coordinates in the
source plane can modify the product of the time delays and
H0 but leave other observables unchanged. κext must instead
be estimated through other methods, such as studies of the

lens environment or the use of lens stellar kinematics (as
noted in the previous section).

With kinematic information on the lens galaxy, it is
possible to determine the angular diameter distance to the
lens, Dd, independent of κext (Paraficz & Hjorth 2009; Jee
et al. 2015). Although the constraints from Dd are gener-
ally weaker than those from D∆t, it can break degeneracies
among cosmological parameters, particularly for models be-
yond flat ΛCDM. In particular, it can break the degener-
acy between curvature (Ωk) and the time-varying equation
of state parameter of dark energy (w) (Jee et al. 2016). The
combination of lensing, time delays, and lens kinematic data
thus provides a joint constraint on D∆t and Dd in cases
of single strong-lensing planes (see e.g., Birrer et al. 2016;
Chen et al. 2019, H0LiCOW IX for more details). These con-
straints on lensing distances, together with the redshifts of
the lenses and sources, then allow us to infer cosmological
parameter values for a given cosmological model.

3 OVERVIEW OF THE H0LICOW ANALYSIS

In this section, we provide a brief summary of the H0LiCOW
analysis, including the sample of lenses analyzed to date
(Section 3.1), as well as the various components that go into
determining cosmological constraints from each lens.

3.1 Lens Sample

Our sample of strongly-lensed quasars comprises six systems
analyzed to date by H0LiCOW and collaborators. The six
lenses are listed in Table 1, and we show multicolor high-
resolution images of them in Figure 1. Each of these systems
have been modeled using constraints from high-resolution
HST and/or ground-based AO imaging data, time-delay
measurements from COSMOGRAIL and Fassnacht et al.
(2002), and kinematics from ground-based spectroscopy. In
addition, we have constrained κext in these systems from a
wide-field imaging and spectroscopic campaign, as detailed
in Section 3.4.

The original H0LiCOW sample (see H0LiCOW I) con-
sists of five lenses, and it was later decided to expand the
sample to include four additional systems with HST imaging
(PID:14254, PI: T. Treu), placing an emphasis on double-
image lens systems (doubles), which yield fewer constraints
per system but are more abundant on the sky. Of the
five doubles (one from the original sample plus the addi-
tional four), SDSS 1206+4332 was analyzed first (H0LiCOW
IX) because part of the quasar’s host galaxy is quadruply-
imaged, providing additional constraints for lens model-
ing. PG 1115+080 was observed with AO imaging from
Keck/NIRC2 as part of the Strong lensing at High Angular
Resolution Program (SHARP; Fassnacht et al. in prepara-
tion) and was incorporated into the H0LICOW sample later
(Chen et al. 2019).

The current sample of six systems used in this work
include the four quadruple-image lenses (quads) from the
original sample, plus SDSS 1206+4332 and PG 1115+080.
These six lenses span a range of lens and source redshifts, as
well as a range of image configurations (e.g., double, cross,
fold, cusp). Having a sample that spanned a range in these
parameters was a consideration in the selection of which
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(a) B1608+656
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(b) RXJ1131−1231

1"

(c) HE 0435−1223 (d) SDSS 1206+4332
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(e) WFI2033−4723 (f) PG 1115+080

Figure 1. Multicolor images of the six lensed quasars used in

our analysis. The images are created using two or three imag-
ing bands in the optical and near-infrared from HST and/or

ground-based AO data. North is up and east is to the left.

Images for B1608+656, RXJ1131−1231, HE 0435−1223, and
WFI2033−4723 are from H0LiCOW I.

lenses to analyze first, as there may be systematics that de-
pend on such factors, and we want to account for them in
our analysis (see Ding et al. 2018, who attempt to address
these issues based on simulated data).

3.2 Time Delay Measurement

Out of the six lenses of the H0LICOW sample, all except
for B1608+656 have been monitored in optical by the COS-
MOGRAIL collaboration from several facilities with 1m and
2m-size telescopes. Several seasons of monitoring are needed
in order to disentangle the variations due to microlensing in
which brightening or dimming of the quasar images by stars
in the lens galaxy can mimic intrinsic features in the light
curves.

From the monitoring data, COSMOGRAIL measures

time delays using numerical curve-shifting techniques, which
fit a function to the light curve of each quasar image and find
the time shifts that minimize the differences among them
(Tewes et al. 2013a; Bonvin et al. 2019). These techniques
are made publicly available as a python package named
PyCS2, which also provides tools to estimate the time de-
lays uncertainties in the presence of microlensing. The pack-
age was tested on simulated light curves reproducing the
COSMOGRAIL data with similar sampling and photomet-
ric noise in a blind time delay challenge (Liao et al. 2015).
Bonvin et al. (2016) demonstrated the robustness of the PyCS
curve-shifting techniques by recovering the time delays at a
precision of ∼ 3% on average with negligible systematic bias.

Tewes et al. (2013b) applied these techniques to
RXJ1131−1231 and measured the longest time delay to
1.5% precision (1σ). The time delay of SDSS 1206+4332 was
also measured with PyCS; Eulaers et al. (2013) obtained a
time delay between the two multiple images of ∆tAB =
111.3± 3 days, with image A leading image B. Birrer et al.
(2019) re-analyzed the same monitoring data with updated
and independent curve-shifting techniques and confirmed
this result. For HE 0435−1223, the latest time delay mea-
surement was obtained with the 13 year-long light curves
of the COSMOGRAIL program at 6.5% precision on the
longest time delay (Bonvin et al. 2017).

Recently, Courbin et al. (2018) demonstrated that a
high-cadence and high signal-to-noise (S/N) monitoring
campaign can also disentangle the microlensing variability
from the intrinsic variability signal by catching small varia-
tions of the quasar that happen on timescales much shorter
than the typical microlensing variability. It is therefore pos-
sible to disentangle the intrinsic signal of the quasar from
the microlensing signal in a single season. High-cadence data
were used for WFI2033−4723 and PG 1115+080 to measure
time delays at a few percent precision in one season. These
results are in agreement with the time delays measured from
decade-long COSMOGRAIL light curves and are combined
in the final estimate (Bonvin et al. 2018, 2019).

The remaining lens of the sample, B1608+656 was mon-
itored by Fassnacht et al. (1999, 2002) with radio observa-
tions from the Very Large Array over three seasons. All three
independent time delays between the multiple images were
measured to a precision of a few percent.

A complicating factor in converting the observed time
delays to a cosmological constraint is the so-called “mi-
crolensing time-delay” effect (Tie & Kochanek 2018). The
estimation of this effect is based on the lamp-post model,
which predicts delayed emission across the quasar accretion
disk from a central driving source. Different regions of the
disk can then be magnified by the microlenses differently in
each of the multiple images. This reweighting of the delayed
emission across the accretion disk could lead to a change in
the measured time delay. As the microlensing changes with
time, this could lead to a variation in the measured time
delays from season to season. There is no evidence of this
effect based on our current data, so our main cosmological
results do not depend on it. Nonetheless, we quantify this
factor for different speculative models (Bonvin et al. 2018,

2 Available at http://www.cosmograil.org
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Table 1. Lenses in the H0LiCOW sample used in this paper.

Lens name α (J2000) δ (J2000) zd zs HST / AO data

B1608+656a 16:09:13.96 +65:32:29.0 0.6304a 1.394b HST

RXJ1131−1231c 11:31:51.6 −12:31:57.0 0.295c 0.654d HST + AO

HE 0435−1223e 04:38:14.9 −12:17:14.4 0.4546f,g 1.693h HST + AO

SDSS 1206+4332i 12:06:29.65 +43:32:17.6 0.745j 1.789i HST

WFI2033−4723k 20:33:41.9 −47:23:43.4 0.6575l 1.662h HST

PG 1115+080m 11:18:16.899 +7:45:58.502 0.311n 1.722m HST + AO

a Myers et al. (1995); b Fassnacht et al. (1996); c Sluse et al. (2003); d Sluse et al. (2007); e Wisotzki et al. (2002);
f Morgan et al. (2005); g Eigenbrod et al. (2006); h Sluse et al. (2012); i Oguri et al. (2005);
j Agnello et al. (2016); k Morgan et al. (2004); l Sluse et al. (2019); m Weymann et al. (1980); n Tonry (1998)

2019; Chen et al. 2018) in the latest H0LiCOW lens models
(Birrer et al. 2019; Chen et al. 2019; Rusu et al. 2019).

3.3 Lens Modeling

The primary lens modeling code used to model the major-
ity of the H0LiCOW lenses is Glee (Suyu & Halkola 2010;
Suyu et al. 2012), although SDSS 1206+4332 (H0LiCOW
IX) is analyzed using the Lenstronomy code (Birrer et al.
2015; Birrer & Amara 2018). Both codes model the lens
galaxy light as parameterized profiles and fit the lensed
quasar image positions and surface brightness distribution
of the quasar host galaxy. The primary difference between
the codes is that Glee reconstructs the source on a pix-
elized grid with regularization, whereas Lenstronomy de-
scribes the source as a parameterized profile with additional
shapelet functions (Refregier 2003; Birrer et al. 2015). The
use of two independent codes is meant to provide a check
on lens modeling code systematics. This would ideally re-
quire both codes to be tested on the same system, as will be
done for future lens analyses (Shajib et al. in preparation;
Yıldırım et al. in preparation).

We use two main parameterizations of the lens galaxy in
our models: a singular elliptical power-law model, and a com-
posite model consisting of a baryonic component linked to
the stellar light distribution plus an elliptical NFW (Navarro
et al. 1996) halo representing the dark matter component.
For B1608+656, which shows two interacting lens galax-
ies, rather than using the two main parameterizations, we
started from the power-law model and performed a pixe-
lated lens potential reconstruction to allow for flexibility,
finding small (∼ 2%) potential corrections and thus vali-
dating the use of power-law model. Galaxies along the LOS
that are deemed to be significant perturbers are included
in the model (Section 3.4) through the full multiplane lens
equation, and we also include an external shear in the main
lens plane. When available, we use the measured velocity
dispersions of the lens galaxy and significant perturbers as
additional constraints.

To account for systematic effects arising from model-
ing choices in areas such as the lens parameterization, the
source reconstruction, the weighting of the pixels in the im-
age plane, etc., we run multiple models where we vary these
choices and combine them in our final inference. In our ini-

tial analyses of the first three H0LiCOW lenses (Suyu et al.
2010, 2013, 2014, H0LiCOW IV), we marginalize over these
(discrete) modeling choices in deriving the posterior prob-
ability density function (PDF) of D∆t. For models that fit
equally well to the data within their modeling uncertainties,
we conservatively add their posterior distributions of D∆t

with equal weight, given uniform prior on these modeling
choices. For subsequent analyses, including the reanalysis of
RXJ1131−1231 and HE 0435−1223 (Chen et al. 2019), we
weight by the Bayesian Information Criterion (BIC), follow-
ing the procedure described in H0LiCOW IX.

We have measurements of the velocity dispersions of
the lens galaxies in our sample from high-resolution spec-
troscopy, which are used to mitigate degeneracies in the mass
modeling. The velocity dispersion can be combined with the
lensing constraints to estimate the angular diameter dis-
tancesto the lens (see Section 2), in the systems (B1608+656,
RXJ1131−1231, SDSS 1206+4332 and PG 1115+080) that
could be well-modeled by single lens plane (i.e., without
multi lens plane modeling).

3.4 LOS Structure and External Convergence

In accounting for the effects of LOS structure, there are two
primary types of perturbations that need to be dealt with.
The first is the effect of structures that affect the lens poten-
tial significantly enough that they cannot be approximated
by their tidal perturbations, but must instead be included
explicitly in the lens model (Section 3.3). The second is the
combined effect of all other LOS structures, which can be
approximated by a κext term. Quantifying and accounting
for both types of perturbers requires spectroscopic and pho-
tometric data on LOS objects projected nearby the lens.

The effect of a LOS perturber on the lens potential can
be quantified by the “flexion shift” (McCully et al. 2014). In
general, objects have a larger flexion shift if they are more
massive, projected more closely to the lens, and are either
at the redshift of the lens or at a lower redshift, as opposed
to a higher redshift (McCully et al. 2017). As a result, we fo-
cus our spectroscopic campaign on bright galaxies projected
close to the lens and include them in our lens model if their
calculated flexion shift is large. When their velocity disper-
sions are measurable from our data, we use them to set a
prior on their Einstein radii during the modeling procedure
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(e.g., H0LiCOW X). Alternatively, a prior on the Einstein
radius is set from scaling relations with luminosity (e.g.,
H0LiCOW IX). An overview of our spectroscopic campaigns
is provided in H0LiCOW I for the majority of our sample
of lenses, and in H0LiCOW IX for SDSS 1206+4332. For
PG 1115+080, where we have not conducted spectroscopic
follow-up, we use the compilation of redshifts presented by
Wilson et al. (2016), which was also useful in providing addi-
tional redshifts for some of the other lens fields. Our spectro-
scopic data provide accurate redshifts for hundreds of bright
galaxies as far as ∼ 10′ away from the lens systems, allow-
ing us to further quantify the properties of larger structures
such as galaxy groups and clusters. Since the analysis of
HE 0435−1223 (H0LiCOW II), we use an adaptive group-
finding algorithm that uses spectroscopic data to identify
peaks in redshift space and refines group membership based
on proximity between potential group galaxies (e.g., LOS
velocity dispersion and centroid; see H0LiCOW X for de-
tails). In cases where there are potentially significant effects
from such structures, we run systematics tests (Section 3.3)
where we include these structures as spherical NFW halos
in our models.

To correct for the statistical effect of κext due to LOS
structure, we use a (weighted) galaxy number counts tech-
nique (e.g., Greene et al. 2013; Suyu et al. 2013, H0LiCOW
III, IX). We count galaxies projected within a fixed dis-
tance of the lens and above some flux threshold, weighted
by various quantities such as external shear, projected dis-
tance, stellar mass, redshift, etc. (see H0LiCOW III, XII
for details). We then compare these number counts to those
measured analogously along random lines of sight in a con-
trol survey to determine the relative over-/under-density of
the lens field. Finally, we use the Millennium simulation
(Springel et al. 2005) to identify lines of sight that have a
similar relative number count densities and build a PDF of
κext determined from ray-tracing (Hilbert et al. 2009), which
we apply in post-processing. Alongside our spectroscopic
campaign, we have conducted our own multi-band, wide-
field imaging campaign to gather data of sufficient depth and
spatial coverage to enable this analysis. Our data typically
consist of multi-band ultraviolet to infrared observations in
good seeing conditions, which we use to perform a galaxy-
star classification and to measure physical quantities such as
redshifts and stellar masses for the galaxies projected within
< 120′′ of the lenses, and down to i ∼ 23− 24 mag. Excep-
tions are B1608+656 and RXJ1131−1231, where we used
single-band HST data within < 45′′ (Fassnacht et al. 2011),
and PG 1115+080, where we coadded multiple exposures
of the data used to measure the time delays. With the ex-
ception of the first two lenses we analyzed (B1608+656 and
RXJ1131−1231) where we used archival HST data as control
fields, we employed the larger-scale CFHTLenS (Heymans
et al. 2012).

Our technique has evolved over the years such that for
B1608+656 we only employed unweighted number counts
to constrain κext, whereas for the remaining lenses we also
used constraints from the inferred external shear values of
the lens models.3 Since HE 0435−1223 (H0LiCOW III), we

3 An exception is SDSS 1206+4332, where the use of external

shear has a negligible effect on κext.

have further used combinations of weighted counts to tighten
the κext PDF, which for the three latest lenses have included
weighted number counts measured in multiple apertures.

In future work, we plan to return to previous lenses in
order to enforce consistency of technique, as well as to fur-
ther refine our technique by better accounting for lens-lens
coupling between the primary lens and LOS structures in
the convergence maps from Hilbert et al. (2009), employ-
ing other cosmological simulations with different assumed
cosmology, and also using new techniques which move away
from the statistical approach and have the potential to sig-
nificantly tighten the κext PDF (e.g., McCully et al. 2017).
In addition, in some of the H0LiCOW systems, we have inde-
pendently constrained the external convergence using weak
lensing (Tihhonova et al. 2018, hereafter H0LiCOW VIII,
and Tihhonova et al. submitted, hereafter H0LiCOW XI).
The external convergence determined through weak lensing
is consistent with our weighted number counts calculation.

3.5 Joint Inference

For our analysis, we make use of multiple datasets, denoted
by dimg for the HST and (if available) AO imaging data, ∆t
for the time delays, σ for the velocity dispersion of the lens
galaxy, and dLOS for the properties of the LOS mass distri-
bution determined from our photometric and spectroscopic
data. We want to obtain the posterior PDF of the model pa-
rameters ξ given the data, P (ξ|dimg,∆t, σ, dLOS,A). The
vector ξ includes the lens model parameters ν, the cosmo-
logical parameters π, and nuisance parameters representing
the external convergence (κext) and anisotropy radius for the
lens stellar velocity ellipsoid (rani). A denotes a discrete set
of assumptions about the form of the model, including the
choices we have to make about the data modeling region,
the set-up of the source reconstruction grid, the treatment
of the different deflector mass distributions, etc. In general,
A cannot be fully captured by continuous parameters. From
Bayes’ theorem, we have that

P (ξ|dimg,∆t, σ, dLOS,A)

∝ P (dimg,∆t, σ, dLOS|ξ,A)P (ξ|A), (5)

where P (dimg,∆t, σ, dLOS|ξ,A) is the joint likelihood
function and P (ξ|A) is the prior PDF for the parameters
given our assumptions. Since the data sets are independent,
the likelihood can be separated,

P (dimg,∆t, σ, dLOS|ξ,A) = P (dimg|ξ,A)

×P (∆t|ξ,A)

×P (σ|ξ,A)

×P (dLOS|ξ,A). (6)

We can calculate the individual likelihoods separately and
combine them as in Equation (6) to get the final posterior
PDF for a given set of assumptions.

For any given lens model, we can vary the content of
A and repeat the inference of ξ. This can be important for
checking the impact of various modeling choices and assump-
tions, but leaves us with the question of how to combine the
results. Depending on the lens, we either combine the models
with equal weight, or we can use the Bayesian Information
Criterion (BIC) to weight the different models in our final
inference (e.g., H0LiCOW IX, XII, Chen et al. 2019). This
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effectively combines our various assumptions A using the
BIC so that we obtain P (ξ|dimg,∆t, σ, dLOS). We can fur-
ther marginalize over the non-cosmological parameters (ν,
κext, rani) and obtain the posterior probability distribution
of the cosmological parameters π:

P (π|dimg,∆t, σ, dLOS)

=

∫
dν dκext draniP (ξ|dimg,∆t, σ, dLOS). (7)

In the lens modeling of systems with a single strong lens
plane, the parameters associated with cosmology that enter
directly into the lens modeling are the two lensing distances
D∆t and Dd. In the lens modeling of systems with multiple
strong lens planes, we actually vary H0, keeping other pa-
rameters fixed at w = −1, Ωm = 0.3, and ΩΛ = 0.7. This
assumes a fixed curvature of the expansion history of the
Universe, but not the absolute scale (represented by H0 or
D∆t). This is done because there is not a unique D∆t when
accounting for multiple lens planes, but we convert this to
an “effective” D∆t that is insensitive to assumptions of the
cosmological model. Specifically, given the lens/quasar red-
shifts and π (i.e., H0 and the other fixed cosmological pa-
rameters), we can compute the effective time-delay distance
D∆t(π, zd, zs) to obtain the posterior probability distribu-
tion of D∆t, P (D∆t|dimg,∆t, σ, dLOS). In summary, the
single-lens plane models yield a joint constraints on D∆t

and Dd, whereas multi-lens plane models yield a constraint
on the effective D∆t.

3.6 Blind Analysis

After the development of the lens modeling and analysis
methods that were first applied to B1608+656, the subse-
quent five lenses in H0LiCOW are analyzed blindly with
respect to the cosmological quantities of interest (i.e., D∆t,
Dd, H0). Throughout the analyses, these values are blinded
by subtracting the median of their PDF from the distribu-
tion. This allows us to view the shape of the distribution,
their relative shifts, as well as covariances with other model
parameters without ever seeing the absolute value. This is
done to prevent confirmation bias and to remove the ten-
dency for experimenters to stop analyzing systematic errors
once they have achieved a result that agrees with a prior“ex-
pected” value. When the analysis of a particular H0LiCOW
lens is finished and all team members have agreed to show
the results, we unblind the relevant parameters and publish
the result with no further changes to the analysis.

3.7 Distance Constraints and Error Budget for
the Sample

We list the D∆t and (when available) Dd constraints for
each individual lens in Table 2, along with corresponding
references. All distances listed here are used in our cosmo-
logical inference. Specifically, for B1608+656, we use the an-
alytic fit of P (D∆t) given in Suyu et al. (2010) and of P (Dd)
given in Jee et al. (2019), and multiply these two PDFs since
these two distances are uncorrelated for this system. For
HE 0435−1223, RXJ1131−1231 and PG 1115+080, we use
the resulting Monte Carlo Markov chains (MCMC) of D∆t

and (if available) Dd from the analysis of Chen et al. (2019),

which includes the previous HST constraints from Suyu
et al. (2014) and H0LiCOW IV, as well as new AO data.
For SDSS 1206+4332, we use the resulting MCMC chain of
D∆t and Dd from H0LiCOW IX. For WFI2033−4723, we
use the resulting MCMC chain of D∆t from H0LiCOW XII.
We use a kernel density estimator to compute P (D∆t, Dd)
or P (D∆t) from the chains, allowing us to account for any
correlations between D∆t and Dd in P (D∆t, Dd).

We estimate the approximate D∆t error budget for each
of the lenses in Table 3. The contributions from the time de-
lay measurement and LOS calculation are based on a Gaus-
sian approximation. The remainder of the uncertainty is
attributed to the lens model and other sources, which are
difficult to disentangle. This breakdown shows that there
is no single source of error that dominates the uncertainty
from time-delay cosmography in general. Rather, it depends
on characteristics of each particular lens that can be effec-
tively random (modulo certain biases that make the lens
more likely to be discovered, although such biases affect dis-
tance measurements at . 1% level; Collett & Cunnington
2016), such as the image configuration (affects time delays
and modeling), the mass/ellipticity of the lens galaxy (af-
fects image separation/time delays, the lens model, and can
be linked to the overdensity of the local environment), LOS
structure (which is mostly uncorrelated outside of the local
lens environment), and other factors. Moving forward, efforts
will have to be made to tackle all of these sources of error to
improve constraints from the overall sample rather than fo-
cusing on a single factor. Alternatively, with a large enough
sample, one can pick out a small number of “golden lenses”
that have characteristics that make them likely to have small
uncertainties from each of the contributing sources of error,
although one would have to be careful about potential biases
in culling such a subsample.

4 CHECKING CONSISTENCY AMONG
LENSES

We check that all our lenses can be combined without any
loss of consistency by comparing their D∆t posteriors in the
full cosmological parameter space and measuring the degree
to which they overlap. We quantify the consistency by using
the Bayes factor (or evidence ratio) F in favor of a simul-
taneous fit of the lenses using a common set of cosmologi-
cal parameters (e.g., Marshall et al. 2006; Suyu et al. 2013;
Bonvin et al. 2017). When comparing data sets d1, ...,dn,
we can either assume the hypothesis Hglobal that they can
be represented using a common global set of cosmological
parameters, or the hypothesis Hind that at least one data
set is better represented using a different set of cosmologi-
cal parameters. We emphasize that the latter model would
make sense if there is a systematic error present that leads
to a vector offset in the inferred cosmological parameters.
Parameterizing this offset vector with no additional infor-
mation would take as many nuisance parameters as there
are dimensions in the cosmological parameter space; assign-
ing uninformative uniform priors to each of the offset com-
ponents is equivalent to using a complete set of independent
cosmological parameters for the outlier dataset.

We can compute the Bayes factor between any two
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H0LiCOW XIII: A 2.4% measurement of H0 9

Table 2. D∆t and Dd constraints for H0LiCOW lenses.

Lens name D∆t (Mpc) Dd (Mpc) Blind analysis References

B1608+656 5156+296
−236 1228+177

−151 no Suyu et al. (2010); Jee et al. (2019)

RXJ1131−1231 2096+98
−83 804+141

−112 yesa Suyu et al. (2014); Chen et al. (2019)

HE 0435−1223 2707+183
−168 — yes Wong et al. (2017); Chen et al. (2019)

SDSS 1206+4332 5769+589
−471 1805+555

−398 yes Birrer et al. (2019)b

WFI2033−4723 4784+399
−248 — yes Rusu et al. (2019)

PG 1115+080 1470+137
−127 697+186

−144 yes Chen et al. (2019)

Reported values are medians, with errors corresponding to the 16th and 84th percentiles. Values for B1608+656 are calculated from a
skewed lognormal function fit to the posterior distributions. Values for RXJ1131−1231, HE 0435−1223, SDSS 1206+4332,

WFI2033−4723, and PG 1115+080 are calculated from the MCMC chains of the posterior distributions of the distances. For

RXJ1131−1231, SDSS 1206+4332 and PG 1115+080, we use the joint P (D∆t, Dd) distributions for cosmographic inferences (see
Section 3.7 for details) to account for correlations between D∆t and Dd.

a The initial HST analysis (Suyu et al. 2013) was performed blindly, but the AO analysis (Chen et al. 2019) was not.
b The values given here are updated values from those presented in Birrer et al. (2019), which had a minor error in the cal-

culation of the 16th and 84th percentiles. The median values are unchanged, while the uncertainties have changed by ∼ 3%.

Table 3. Approximate D∆t error budget for H0LiCOW lenses.

Source of uncertainty B1608+656 RXJ1131−1231 HE 0435−1223 SDSS 1206+4332 WFI2033−4723 PG 1115+080

Time delays 1.7% 1.6% 5.3% 2.3% 2.9% 6.4%

Line-of-sight contribution 6.4% 3.3% 2.8% 2.9% 5.7% 2.7%

Lens model and other sources 3.0% 2.2% 2.5% 8.4% 2.2% 5.7%

Total 5.1% 4.3% 6.5% 9.1% 6.7% 9.0%

Approximate D∆t error budget for each of the six lenses in the H0LiCOW sample. The contributions from the time-delay measurement
and LOS calculation are based on a Gaussian approximation to the PDFs of ∆t and κext. Specifically, the uncertainty is obtained by

taking half-width of the 68% credible interval of the corresponding PDF and dividing it by the median value. The remainder of the
uncertainty is attributed to the lens model and other sources, which are difficult to disentangle. Nonetheless, they are estimated such

that the total uncertainty on D∆t (computed from the posterior PDF of D∆t using the median value and half of the 68% credible

interval) is the sum of the different sources in quadrature. An exception is B1608+656, where the uncertainty in κext is larger than the
total uncertainty since the lens kinematic measurement excludes parts of the P (κext) distribution in the cosmological models

considered in Suyu et al. (2010). For this case, we report the lens model uncertainty as that estimated from the power-law slope of the

lens mass profile (which scales approximately linearly with D∆t).

lenses,

Fij =
P (di,dj|Hglobal)

P (di|Hind)P (dj|Hind)
(8)

=
〈LiLj〉
〈Li〉〈Lj〉

, (9)

where Li and Lj are the likelihoods of data sets di and
dj, respectively. If the six lenses have Bayes factors F > 1
for every possible pairwise combination, it means that the
lenses are statistically consistent with each other and we can
proceed to combine their constraints.

In Table 4, we show that none of the 15 possible pair-
wise combinations of the six lens systems have a Bayes factor
F < 1. The minimal Bayes factor is obtained for the pair
PG 1115+080 - SDSS 1206+4332 with F = 2.7, still favoring
the Hglobal hypothesis. We also test the hypothesis that one
out of six systems is better represented in a different set of
cosmological parameters than the five remaining lenses. The
minimal Bayes factor is obtained for RXJ1131−1231 with
F = 3.8, again in favor of the Hglobal hypothesis, meaning

that all lenses are a consistent realization of the same un-
derlying set of cosmological parameters. We conclude that
none of the six lenses is in disagreement with the cosmolog-
ical parameters inferred from the five other systems. This is
an important check of the consistency of our results. If our
uncertainties were underestimated, we would not necessarily
expect all of our lenses to give statistically consistent results.

5 RESULTS OF COSMOGRAPHIC ANALYSIS

We list the cosmological models considered in our analysis in
Table 5. We distinguish between models where we use con-
straints from strong lenses alone (Sections 5.1 and 5.2) from
those in which we combine our constraints with other probes
via importance sampling (Section 5.3) or MCMC sampling
(Section 5.4), even if the underlying cosmological model is
the same. For the analysis using strong lenses only, we adopt
uniform priors on the cosmological parameters with ranges
indicated in Table 5.
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Table 4. Bayes factor for all pairs of lensed systems (top) and of every individual system relative to the five remaining systems (bottom).

Pairwise Bayes factors

B1608+656 RXJ1131−1231 HE 0435−1223 SDSS 1206+4332 WFI2033−4723 PG 1115+080

B1608+656 — 3.4 10.6 9.1 11.2 3.3

RXJ1131−1231 — 5.3 3.1 4.9 6.9

HE 0435−1223 — 7.8 9.3 3.9

SDSS 1206+4332 — 7.9 2.7

WFI2033−4723 — 3.7

PG 1115+080 —

Individual lens Bayes factors vs. rest of sample

B1608+656 RXJ1131−1231 HE 0435−1223 SDSS 1206+4332 WFI2033−4723 PG 1115+080

Bayes Factor 11.1 3.8 11.0 7.5 12.6 4.5

The lowest Bayes factor is obtained for PG 1115+080 and SDSS 1206+4332 with an evidence ratio of 2.7, still favoring the hypothesis
that both distributions are two realizations of the same set of cosmological parameters.

5.1 Flat ΛCDM

Our baseline model is the flat ΛCDM cosmology with a
uniform prior on H0 in the range [0, 150] km s−1 Mpc−1

and a uniform prior on Ωm in the range [0.05, 0.5]. In Fig-
ure 2, we show the marginalized constraints on H0 from
each of the individual H0LiCOW lenses along with the
combined constraint from all six systems. We find H0 =
73.3+1.7

−1.8 km s−1 Mpc−1, a 2.4% precision measurement. We
show the median and 68% quantiles of the cosmological pa-
rameter distributions in Table 6. This estimate is higher than
the Planck Collaboration et al. (2018b) CMB value (H0 =
67.4 ± 0.5 km s−1 Mpc−1) by 3.1σ and in agreement with
the latest SH0ES result (H0 = 74.03± 1.42 km s−1 Mpc−1)
from Riess et al. (2019).

Bonvin et al. (2017) noted that the first three
H0LiCOW systems showed a trend of lower lens redshift
systems having a larger inferred value of H0, but could not
conclude anything due to the small sample size. With a sam-
ple of six lenses, we see that this general trend still remains,
as well as a trend of decreasingH0 with increasingD∆t. Even
with six lenses, these correlations are not significant enough
to conclude whether this is a real effect arising from some
unknown systematic, a real physical effect related to cosmol-
ogy, or just a statistical fluke (see Appendix A). To verify
that the low lens redshift systems (RXJ1131−1231 and PG
1115+080) can safely be combined with the other four, we
compute the Bayes factor between these two groups to be
F = 1.9, indicating that there is no statistical evidence that
a different set of cosmological parameters is better repre-
senting the low redshift lenses. Nevertheless, the persistence
of these trends is something to continue to examine as the
sample of time-delay lenses increases in the future.

5.2 Extensions to Flat ΛCDM, Constraints from
Time-Delay Cosmography Only

Given the current tension between determinations of H0

from CMB observations and local probes, a possibility is
that the underlying cosmology that describes our Universe
is more complex than the standard flat ΛCDM model. Here,
we present constraints from time-delay cosmography alone
in some common single-parameter or two-parameter exten-
sions to flat ΛCDM. The parameter constraints for the mod-
els we test here are given in Table 6.

5.2.1 Open ΛCDM

A simple modification to the flat ΛCDM cosmology is an
open ΛCDM cosmology that allows for spatial curvature,
Ωk 6= 0. In this model, we have Ωm = 1 − ΩΛ − Ωk. We
adopt uniform prior on Ωk in the range [−0.5, 0.5], ΩΛ in
the range [0,1], and require that Ωm > 0 . We still maintain
the uniform prior on H0 in the range [0, 150] km s−1 Mpc−1.

The parameter constraints are given in Table 6. Fig-
ure 3 shows the marginalized constraint on H0 in an
open ΛCDM cosmology, which we find to be H0 =
74.4+2.1

−2.3 km s−1 Mpc−1. This is consistent with our flat
ΛCDM constraint, although with a larger uncertainty. This
constraint is still inconsistent with the Planck value, indi-
cating that allowing for spatial curvature does not resolve
the tension.

In Figure 4, we show a contour plot of the joint con-
straint on H0 and Ωk. The black contour is the constraint
from strong lensing alone. We see that Ωk is very poorly
constrained (Ωk = 0.26+0.17

−0.25). This is not surprising, as the
time-delay distance is only weakly sensitive to Ωm and ΩΛ,
so we would expect a similar insensitivity to Ωk. However,
the fact that time-delay cosmography constrains H0 very
tightly indirectly imposes a tight constraint on curvature
when combined with other probes.
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Table 5. Description of the cosmological models considered in this work.

Model name Description Priors

Time-delay cosmography only

UΛCDM Flat ΛCDM H0 uniform in [0, 150] km s−1 Mpc−1

Ωm = 1− ΩΛ

Ωm uniform in [0.05, 0.5]

UoΛCDM Open ΛCDM H0 uniform in [0, 150] km s−1 Mpc−1

Ωm uniform in [0.05, 5]

Ωk uniform in [−0.5, 0.5]
ΩΛ = 1− Ωm − Ωk > 0

UwCDM Flat wCDM H0 uniform in [0,150] km s−1 Mpc−1

Ωm uniform in [0.05, 5]

w uniform in [−2.5, 0.5]
ΩDE = 1− Ωm

Uw0waCDM Flat w0waCDM H0 uniform in [0,150] km s−1 Mpc−1

Ωm uniform in [0.05, 5]

w0 uniform in [−2.5, 0.5]

wa uniform in [−2, 2]
ΩDE = 1− Ωm

Time-delay cosmography combined with other probes

ΛCDM Flat ΛCDM Ωm = 1− ΩΛ

JLA/Pantheon for {H0, ΩΛ}

oΛCDM Open ΛCDM Ωm = 1− ΩΛ − Ωk > 0

Planck (Section 5.3.1) or JLA/Pantheon (Section 5.4) for {H0, ΩΛ, Ωm}

wCDM Flat wCDM Ωm = 1− ΩDE

Planck (Section 5.3.2) or JLA/Pantheon (Section 5.4) for {H0, ΩDE, w}

NeffΛCDM Flat ΛCDM Planck for {H0, ΩΛ, Neff}
Variable Neff

mνΛCDM Flat ΛCDM Planck for {H0, ΩΛ,
∑

mν}
Variable

∑
mν

NeffmνΛCDM Flat ΛCDM Planck for {H0, ΩΛ, Neff ,
∑

mν }
Variable Neff and

∑
mν

w0waCDM Flat w0waCDM Planck (Section 5.3.4) or JLA/Pantheon (Section 5.4) for {H0, w0, wa}

owCDM Open wCDM Ωm = 1− ΩDE − Ωk > 0

JLA/Pantheon for {H0, Ωk, ΩDE, w}

ow0waCDM Open w0waCDM Ωm = 1− ΩDE − Ωk > 0

JLA/Pantheon for {H0, Ωk, ΩDE, w0, wa}

Planck refers either to the constraints from Planck 2018 Data Release alone, or combined with CMBL or BAO. JLA refers to the joint

light-curve analysis of Betoule et al. (2014). Pantheon refers to the sample of Scolnic et al. (2018).

5.2.2 Flat wCDM

We consider a flat wCDM cosmology in which the dark en-
ergy density is not a cosmological constant, but instead is
time-dependent with an equation-of-state parameter w. We
denote the dark energy density parameter as ΩDE = 1−Ωm.
The w = −1 case corresponds to flat ΛCDM with ΩDE =
ΩΛ. We adopt a uniform prior on w in the range [−2.5, 0.5],
keeping the same uniform priors on H0 and Ωm as in the flat
ΛCDM model.

We show the parameter constraints in Table 6. In Fig-
ure 5, we show the marginalized constraint on H0 in this cos-
mology, which is H0 = 81.6+4.9

−5.3 km s−1 Mpc−1. The com-
bined constraint on H0 appears to be shifted to a higher
value than most of the individual lenses, but this is due
to the degeneracy between H0 and w and the resulting
asymmetry in the PDF when projected from the higher-
dimensional cosmological parameter space. Indeed, there is
a region in the two-dimensional H0−w plane in which all
the individual distributions converge. That region has a
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RXJ1131 (Suyu+2014, Chen+2019)
HE0435 (Wong+2017, Chen+2019)
J1206 (Birrer+2019)
WFI2033 (Rusu+2019)
PG1115 (Chen+2019)

Figure 2. Marginalized H0 for a flat ΛCDM cosmology with uniform priors. Shown are the H0 posterior PDFs for the individual lens

systems (shaded curves), as well as the combined constraint from all six systems (black line). The median and 16th and 84th percentiles
are shown in the figure legend.

Table 6. Cosmological parameters for various cosmologies from time-delay cosmography only.

Model H0 (km s−1 Mpc−1) Ωm ΩΛ or ΩDE Ωk w or w0 wa

UΛCDM 73.3+1.7
−1.8 0.30+0.13

−0.13 0.70+0.13
−0.13 ≡ 0 ≡ −1 ≡ 0

UoΛCDM 74.4+2.1
−2.3 0.24+0.16

−0.13 0.51+0.21
−0.18 0.26+0.17

−0.25 ≡ −1 ≡ 0

UwCDM 81.6+4.9
−5.3 0.31+0.11

−0.10 0.69+0.10
−0.11 ≡ 0 −1.90+0.56

−0.41 ≡ 0

Uw0waCDM 81.3+5.1
−5.4 0.31+0.11

−0.11 0.69+0.11
−0.11 ≡ 0 −1.86+0.63

−0.45 −0.05+1.45
−1.37

Reported values are medians, with errors corresponding to the 16th and 84th percentiles.

higher probability density when performing the joint infer-
ence, which in turn drives the marginalized H0 value higher.

In Figure 6, we show the joint distribution of H0 and
w. Lensing alone does not constrain w particularly well
(w = −1.90+0.56

−0.41), although there is a degeneracy between
w and H0, suggesting that combining our constraint with
other probes may produce useful constraints.

5.2.3 Flat w0waCDM

The flat wCDM cosmology has a time-varying dark energy
component with an equation of state parameter w. In princi-
ple, w itself could be changing with time. We consider a flat
w0waCDM cosmology in which the dark energy equation-
of-state parameter w is time-varying and parameterized as
w(z) = w0 + waz/(1 + z) (Chevallier & Polarski 2001; Lin-
der 2003). We adopt a uniform prior on w0 in the range
[−2.5, 0.5] and on wa in the range [−2, 2], keeping the same
uniform priors on H0 and Ωm as in the flat ΛCDM model.
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Figure 3. Same as Figure 2 for an open ΛCDM cosmology.
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Figure 4. H0-Ωk constraint for an open ΛCDM cosmology.
The black contours show the constraints from H0LiCOW alone,

while the grey contours show the constraints from Planck alone.

The colored contours show constraints from Planck combined
with other probes, as shown in the figure legend. Although the

H0LiCOW and Planck constraints are not consistent with each
other, we show the combination here for completeness. The con-

tour levels represent the 1σ and 2σ constraints.

We show the parameter constraints in Table 6. In
Figure 7, we show the joint constraints on H0, w0, and
wa from the six lenses in open black contours. Unsurpris-
ingly, the lenses provide little constraint on w0 and ef-
fectively no constraint on wa, with the posterior PDF on
wa spanning the entire prior range of [−2, 2]. The result-
ing H0 with a time-varying w(z) is similarly high (H0 =
81.3+5.1

−5.4 km s−1 Mpc−1), as in the case of a flat wCDM cos-
mology, due to parameter degeneracies between H0 and w0.
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Figure 5. Same as Figure 2 for a flat wCDM cosmology.
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Figure 6.H0-w constraint for a flat wCDM cosmology. The black

contours show the constraints from H0LiCOW alone, while the
grey contours show the constraints from Planck alone. The col-

ored contours show constraints from Planck combined with other

probes, as shown in the figure legend. The contour levels represent
the 1σ and 2σ constraints.

5.3 Extensions to Flat ΛCDM, Combinations with
CMB and BAO

The constraints from time-delay cosmography can be com-
bined with other probes to provide joint constraints in the
open ΛCDM flat wCDM, and flat w0waCDM cosmologies,
as well as a number of other extensions. Although time-
delay cosmography is primarily sensitive to H0 and only
weakly dependent on other parameters, the degeneracies are
such that strong lensing is highly complementary to other
cosmological probes. Here, we combine strong lensing with
CMB observations from Planck (Planck Collaboration et al.
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Figure 7. Constraints on H0, w0, and wa for a w0waCDM cos-

mology. The colored contours show constraints from Planck com-
bined with other probes, as shown in the figure legend (no chains

for Planck alone are available for this cosmology). The contour

levels represent the 1σ and 2σ constraints. H0LiCOW alone places
effectively no constraints on wa with the resulting posterior (open

black contours) spanning the prior range of [−2, 2].

2018b), sometimes including CMB weak lensing (CMBL)
results, using the chains provided by the Planck team4. We
can also further combine with baryon acoustic oscillation
(BAO) constraints at various redshifts (Beutler et al. 2011;
Ross et al. 2015; Alam et al. 2017). All parameter constraints
for the models investigated in this section are presented in
Table 7.

5.3.1 Open ΛCDM

We test the open ΛCDM model presented in Section 5.2.1
with combined constraints from time-delay cosmography
and Planck. In Figure 4, the grey contours show the con-
straints from Planck alone, while the orange contours show
the combination of Planck with time-delay cosmography. We
note that the H0LiCOW and Planck constraints are dis-
crepant with each other. Nonetheless, we show the joint con-
straints here for completeness. The Planck data alone give
a strong degeneracy between H0 and Ωk, but the addition
of time-delay cosmography information provides important
complementary information that constrains the Universe to
be nearly flat (Ωk = −0.002+0.003

−0.003). This result is also con-
sistent with the combination of Planck+CMBL, as well as
Planck+BAO.

4 http://pla.esac.esa.int/pla/#cosmology

5.3.2 Flat wCDM

We test the flat wCDM model presented in Section 5.2.2
with combined constraints from time-delay cosmography
and Planck. The grey contours in Figure 6 show the con-
straints from Planck alone, while the orange contours show
the combination of Planck and time-delay cosmography. Al-
though both Planck and H0LiCOW show degeneracies be-
tween the two parameters, the degeneracy directions are
slightly different, allowing the combination of the two probes
to constrain w = 1.36+0.09

−0.09. There is mild tension at the∼ 2σ
level between the Planck+H0LiCOW constraints discussed
above, and Planck+BAO constraints.

5.3.3 Flat ΛCDM with variable neutrino species and/or
masses

The standard model has an effective number of primordial
neutrino species Neff = 3.046, but additional relativistic par-
ticles in the early Universe prior to recombination could, in
principle, add to this quantity. The sum of neutrino masses
has not been precisely measured, but limits have been placed
by a variety of experiments. In our analysis thus far, we have
set
∑

mν = 0.06, the minimum mass allowed by neutrino os-
cillation experiments (Patrignani 2016). We test cosmologies
in which Neff or

∑
mν are allowed to vary, as well as one

in which both are allowed to vary. Time-delay cosmogra-
phy alone cannot constrain either quantity, but combining
it with other probes can help to break degeneracies.

Figure 8 shows a contour plot of H0 and Neff (when Neff

is allowed to vary). Figure 9 shows a contour plot of H0 and∑
mν (when

∑
mν is allowed to vary). In a model in which

both quantities are allowed to vary, we show the parame-
ter constraints in Figure 10. This model gives the combined
constraints of Neff = 3.21+0.16

−0.17 and
∑

mν = 0.03+0.05
−0.03, con-

sistent with the standard model values. Although we see that
the H0LiCOW and Planck constraints in these cosmologies
are somewhat in tension, we provide the joint constraints
here for completeness.

5.3.4 Flat w0waCDM

We consider the same flat w0waCDM cosmology as in Sec-
tion 5.2.3, now including Planck and BAO as external data
sets. The joint constraints on H0, w0, and wa are shown in
Figure 7. The combination of H0LiCOW, Planck, and BAO
constraints finds w0 = −0.73+0.29

−0.30 and wa = −1.02+0.80
−0.88.

Time-delay cosmography does not add much information
due to the large degeneracies.

5.4 Calibrating Type Ia Supernovae Distances
with Time-Delay Cosmography

The distance ladder method uses local distance indicators
(e.g., Cepheid variables, TRGB) to calibrate the absolute
distances to type Ia SNe. In principle, any absolute distance
measurement can be used to anchor the distance scale to
SNe. The inverse distance ladder method uses distances mea-
sured from baryon acoustic oscillations (BAO) in this way
(e.g., Aubourg et al. 2015; Cuesta et al. 2015; Macaulay et al.
2019).

It is also possible to anchor SNe distances using either
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Table 7. Cosmological parameters for various cosmologies from time-delay cosmography combined with other probes. The oΛCDM and
wCDM constraints can be compared with those from time-delay cosmography only (Table 6).

Model H0LiCOW + H0 (km s−1 Mpc−1) Ωm ΩΛ or ΩDE Ωk w or w0 wa Neff
∑

mν (eV)

oΛCDM Planck 67.0+1.3
−1.4 0.32+0.01

−0.01 0.68+0.01
−0.01 −0.002+0.003

−0.003 ≡ −1 ≡ 0 ≡ 3.046 ≡ 0.06

oΛCDM Planck + CMBL 69.2+1.7
−1.8 0.30+0.02

−0.01 0.70+0.01
−0.01 0.003+0.003

−0.004 ≡ −1 ≡ 0 ≡ 3.046 ≡ 0.06

oΛCDM Planck + BAO 68.4+0.7
−0.7 0.30+0.01

−0.01 0.69+0.01
−0.01 0.002+0.002

−0.002 ≡ −1 ≡ 0 ≡ 3.046 ≡ 0.06

wCDM Planck 78.7+2.7
−2.7 0.23+0.02

−0.01 0.77+0.01
−0.02 ≡ 0 −1.36+0.09

−0.09 ≡ 0 ≡ 3.046 ≡ 0.06

wCDM Planck + BAO 70.3+1.6
−1.5 0.29+0.01

−0.01 0.71+0.01
−0.01 ≡ 0 −1.10+0.06

−0.06 ≡ 0 ≡ 3.046 ≡ 0.06

NeffΛCDM Planck 68.8+1.2
−1.3 0.31+0.01

−0.01 0.69+0.01
−0.01 ≡ 0 ≡ −1 ≡ 0 3.20+0.15

−0.16 ≡ 0.06

NeffΛCDM Planck + BAO 69.0+1.1
−1.1 0.30+0.01

−0.01 0.70+0.01
−0.01 ≡ 0 ≡ −1 ≡ 0 3.23+0.17

−0.17 ≡ 0.06

mνΛCDM Planck 68.0+0.7
−0.7 0.31+0.01

−0.01 0.69+0.01
−0.01 ≡ 0 ≡ −1 ≡ 0 ≡ 3.046 0.03+0.05

−0.02

mνΛCDM Planck + CMBL 68.0+0.6
−0.7 0.31+0.01

−0.01 0.69+0.01
−0.01 ≡ 0 ≡ −1 ≡ 0 ≡ 3.046 0.01+0.05

−0.02

mνΛCDM Planck + BAO 68.0+0.5
−0.5 0.31+0.01

−0.01 0.69+0.01
−0.01 ≡ 0 ≡ −1 ≡ 0 ≡ 3.046 0.03+0.04

−0.02

NeffmνΛCDM Planck 69.1+1.3
−1.3 0.30+0.01

−0.01 0.70+0.01
−0.01 ≡ 0 ≡ −1 ≡ 0 3.21+0.20

−0.17 0.03+0.05
−0.03

NeffmνΛCDM Planck + BAO 69.0+1.0
−1.1 0.30+0.01

−0.01 0.70+0.01
−0.01 ≡ 0 ≡ −1 ≡ 0 3.21+0.16

−0.17 0.03+0.05
−0.02

w0waCDM Planck + BAO 67.1+3.0
−2.5 0.32+0.03

−0.03 0.68+0.03
−0.03 ≡ 0 −0.73+0.29

−0.30 −1.02+0.80
−0.88 ≡ 3.046 ≡ 0.06

Reported values are medians, with errors corresponding to the 16th and 84th percentiles.
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Figure 8. H0-Neff constraint for a NeffΛCDM cosmology. The
black contours show the constraints from H0LiCOW alone, while

the grey contours show the constraints from Planck alone. The
colored contours show constraints from Planck combined with

other probes, as shown in the figure legend. The contour levels

represent the 1σ and 2σ constraints.

angular diameter distances (Dd) to lens galaxies (e.g., Jee
et al. 2019; Wojtak & Agnello 2019) or D∆t (e.g., Collett
et al. 2019; Liao et al. 2019; Taubenberger et al. 2019). This
can be used as a complementary probe of H0 or the sound
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Figure 9. H0-
∑

mν constraint for a mνΛCDM cosmology. The
black contours show the constraints from H0LiCOW alone, while

the grey contours show the constraints from Planck alone. The

colored contours show constraints from Planck combined with
other probes, as shown in the figure legend. The contour levels

represent the 1σ and 2σ constraints.

horizon, rs (Arendse et al. 2019a,b), that is nearly insensitive
to the assumed cosmology.

We follow the methodology of Taubenberger et al.
(2019), using the combined D∆t and Dd measurements from
the six lenses analyzed by H0LiCOW (Section 3.7) to anchor
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Figure 10. Constraints on H0, Neff , and
∑
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cosmology. The black contours show the constraints from
H0LiCOW alone, while the grey contours show the constraints

from Planck alone. The colored contours show constraints from

Planck combined with other probes, as shown in the figure legend.
The contour levels represent the 1σ and 2σ constraints.

measurements of type Ia SNe from the “joint light-curve
analysis” (JLA) sample of Betoule et al. (2014). For com-
parison, we also consider the Pantheon type Ia SNe sample
(Scolnic et al. 2018). We use the MontePython v3.1 MCMC
sampling package (Audren et al. 2013; Brinckmann & Les-
gourgues 2018), its associated CLASS code (Lesgourgues
2011), and the JLA and Pantheon SNe samples implemented
within MontePython, to combine with our lensing distance
measurements and sample cosmological parameters.

We consider six cosmological models that are listed
in part of Table 5: ΛCDM, oΛCDM, wCDM, w0waCDM,
owCDM and ow0waCDM. For the first four cosmological
models, we adopt the same uniform prior ranges for the cos-
mological parameters as in the top part of Table 5 (i.e., same
priors as UΛCDM, UoΛCDM, UwCDM and Uw0waCDM,
respectively). For owCDM and ow0waCDM, we adopt the
same priors for w and {w0, wa} as those in UwCDM and
Uw0waCDM, respectively, with the remaining parameters
(H0, Ωm, Ωk and ΩDE) having the same priors as those in
oΛCDM.

Table 8 shows the results for the six cosmologies tested,
for the JLA sample (top) and the Pantheon sample (bot-
tom). The median values of H0 from the JLA sample are
within 1.5 km s−1 Mpc−1 of those of the Pantheon sample.
In comparison to the H0 constraints in Section 5.2, par-
ticularly for the wCDM and w0waCDM models where H0 is
highly degenerate with w, w0 and wa, the H0 from the lenses
and SNe in Table 8 are less sensitive to cosmological mod-
els, as shown in Figure 11. For the six cosmological models
probed in Table 8, the median H0 values range from ∼73−78
km s−1 Mpc−1, irrespective of the SNe sample. The tension

70 75 80 85
H0 [km s−1 Mpc−1]

ΛCDM

wCDM

w0waCDM

oΛCDM

owCDM

ow0waCDM

H0LiCOW
H0LiCOW + JLA
H0LiCOW + Pantheon

Figure 11. Constraints on H0 in various cosmological models
(described in Table 5) from the six H0LiCOW lenses (blue tri-

angles, Table 6) and from the combination of lenses and type Ia

SNe (Table 8) using the JLA (red circles) and Pantheon (red dia-
monds) samples. The points represent the median, with the error

bar showing the 16th and 84th percentiles. In the owCDM and

ow0waCDM cosmologies, the cosmological parameter samplings
of the lenses only (without SNe) do not converge due to the mul-

tiple ill-constrained parameters, and the H0 values are thus not

reported. By anchoring the type Ia SNe distance scale with the
lensing distances, the inferred H0 is less sensitive to cosmological

model assumptions, in comparison to the constraints from lenses
alone.

with Planck in flat ΛCDM is still > 3σ, similar to our result
from time-delay cosmography alone.

We also repeat the JLA analysis using only the
marginalized P (D∆t) from the six lenses as constraints, i.e.,
omitting the information from Dd. This allows us to assess
the information content on H0 from the lensing distances
and the added value of measuring Dd in addition to D∆t.
Using only P (D∆t), we find that the H0 values are very
similar to values in Table 8 (within 0.5 km s−1 Mpc−1), and
the uncertainties are also only slightly larger (by at most
0.5 km s−1 Mpc−1). Therefore, most of the cosmological in-
formation, particularly H0, is encapsulated in our D∆t mea-
surements that are substantially more precise than Dd mea-
surements. Nonetheless, future spatially resolved kinematics
of the lens galaxy could help tighten the constraints on Dd,
providing more leverage on cosmological parameters (Shajib
et al. 2018; Yıldırım et al. 2019).
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Table 8. Cosmological parameters for various cosmologies when anchoring type Ia supernovae distances with distances from time-delay
cosmography.

JLA sample (Betoule et al. 2014) and H0LiCOW

Model H0 (km s−1 Mpc−1) Ωm ΩΛ or ΩDE Ωk w or w0 wa

ΛCDM 73.6+1.6
−1.8 0.30+0.03

−0.03 0.70+0.03
−0.03 ≡ 0 ≡ −1 ≡ 0

wCDM 73.9+2.6
−2.7 0.31+0.08

−0.10 0.69+0.10
−0.08 ≡ 0 −1.05+0.23

−0.28 ≡ 0

w0waCDM 74.2+2.5
−2.6 0.34+0.08

−0.10 0.66+0.10
−0.08 ≡ 0 −1.04+0.22

−0.28 −0.43+1.10
−1.07

oΛCDM 75.2+1.8
−2.1 0.18+0.08

−0.06 0.53+0.12
−0.09 0.29+0.14

−0.19 ≡ −1 ≡ 0

owCDM 77.5+2.5
−2.9 0.22+0.07

−0.07 0.41+0.14
−0.08 0.37+0.09

−0.17 −1.46+0.42
−0.53 ≡ 0

ow0waCDM 77.7+2.4
−2.8 0.23+0.07

−0.06 0.40+0.13
−0.07 0.38+0.09

−0.16 −1.49+0.44
−0.52 −0.16+1.24

−1.24

Pantheon sample (Scolnic et al. 2018) and H0LiCOW

Model H0 (km s−1 Mpc−1) Ωm ΩΛ or ΩDE Ωk w or w0 wa

ΛCDM 73.6+1.6
−1.8 0.30+0.02

−0.02 0.70+0.02
−0.02 ≡ 0 ≡ −1 ≡ 0

wCDM 74.9+2.2
−2.4 0.35+0.05

−0.06 0.65+0.06
−0.05 ≡ 0 −1.17+0.19

−0.22 ≡ 0

w0waCDM 75.0+2.2
−2.3 0.37+0.05

−0.07 0.63+0.07
−0.05 ≡ 0 −1.15+0.19

−0.23 −0.55+1.22
−1.01

oΛCDM 73.8+1.9
−2.1 0.28+0.07

−0.07 0.67+0.11
−0.11 0.04+0.18

−0.17 ≡ −1 ≡ 0

owCDM 77.4+2.5
−3.0 0.28+0.07

−0.06 0.45+0.17
−0.10 0.26+0.16

−0.21 −1.52+0.39
−0.52 ≡ 0

ow0waCDM 77.4+2.5
−3.0 0.28+0.08

−0.07 0.45+0.17
−0.09 0.26+0.15

−0.21 −1.50+0.40
−0.47 −0.31+1.31

−1.17

Reported values are medians, with errors corresponding to the 16th and 84th percentiles.

6 TENSION BETWEEN EARLY-UNIVERSE
AND LATE-UNIVERSE PROBES OF H0

As the tension between different probes of H0 began to
emerge in recent years, a natural direction to look toward
in order to resolve this apparent discrepancy has been to
examine potential sources of systematic error in the various
methods. In addition to exploring possible systematics in the
Planck analysis and those based on type Ia SNe calibrated
by the distance ladder, having multiple independent probes
has proven to be a crucial step in checking these results.

The latest H0LiCOW results presented here, analyzed
blindly with respect to cosmological parameters, are the
most precise constraints on H0 from time-delay cosmogra-
phy to date, and are independent of both CMB probes (i.e.,
Planck) and other late-Universe probes such as SH0ES. Our
results for a flat ΛCDM cosmology are in 3.1σ tension with
Planck. In combination with the latest SH0ES result (Riess
et al. 2019), we find a 5.3σ tension between late-Universe
determinations of H0 and Planck (Figure 12). Other inde-
pendent methods anchored in the early Universe, such as
the analysis of Abbott et al. (2018b) using a combination
of clustering and weak lensing, BAO, and big bang nucle-
osynthesis (BBN), give similar results to Planck. Although
the Abbott et al. (2018b) method, as well as the inverse
distance ladder, combine measurements from both the early
and late Universe, the inferred H0 is ultimately set by the
sound horizon at recombination, which comes from early-
Universe physics.

Given the tension shown here, it is becoming difficult
to reconcile the H0 discrepancy by appealing to systematic

effects. While systematics, especially “unknown unknowns”,
still cannot be entirely ruled out and should continue to be
explored, recent work has only heightened the tension. There
also appears to be a growing dichotomy when the different
H0 probes are split into those anchored by the early-Universe
(i.e., CMB), which favor a lower H0, and those based on late-
Universe probes, which favor a higher H0 (e.g., Verde et al.
2019).

As this tension between early-Universe and late-
Universe probes continues to grow, we must examine po-
tential alternatives to the standard flat ΛCDM model. This
would be a major paradigm shift in modern cosmology, re-
quiring new physics to consistently explain all of the obser-
vational data. We have explored some possible extensions to
flat ΛCDM in Section 5, including spatial curvature, time-
varying dark energy (e.g., Di Valentino et al. 2018), and
modified neutrino physics such as sterile neutrinos (e.g.,
Wyman et al. 2014; Gelmini et al. 2019) or self-interacting
neutrinos at early times (e.g., Kreisch et al. 2019). Other
possible new physics to resolve the discrepancy include an
early dark energy component to the Universe that later de-
cays (e.g., Agrawal et al. 2019; Alexander & McDonough
2019; Aylor et al. 2019; Lin et al. 2019; Poulin et al. 2019),
primordial non-Gaussianity (e.g., Adhikari & Huterer 2019),
decaying dark matter (e.g., Pandey et al. 2019; Vattis et al.
2019), and fifth forces (e.g., Desmond et al. 2019).
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Figure 12. Comparison of H0 constraints for early-Universe and late-Universe probes in a flat ΛCDM cosmology. The early-Universe
probes shown here are from Planck (orange; Planck Collaboration et al. 2018b) and a combination of clustering and weak lensing data,

BAO, and big bang nucleosynthesis (grey; Abbott et al. 2018b). The late-Universe probes shown are the latest results from SH0ES (blue;

Riess et al. 2019) and H0LiCOW (red; this work). When combining the late-Universe probes (purple), we find a 5.3σ tension with Planck.

7 SUMMARY

We have combined time-delay distances and angular diame-
ter distances from six lensed quasars in the H0LiCOW sam-
ple to achieve the highest-precision probe of H0 to date from
strong lensing time delays. Five of the six lenses are analyzed
blindly with respect to the cosmological parameters of inter-
est. Our main results are as follows:

• We find H0 = 73.3+1.7
−1.8 km s−1 Mpc−1 for a flat ΛCDM

cosmology, which is a measurement to a precision of 2.4%.
This result is in agreement with the latest results from mea-
surements of type Ia SNe calibrated by the distance ladder
(Riess et al. 2019) and in 3.1σ tension with Planck CMB
measurements (Planck Collaboration et al. 2018b).

• Our constraint on H0 in flat ΛCDM is completely in-
dependent of and complementary to the latest results from
the SH0ES collaboration, so these two measurements can be
combined into a late-Universe constraint on H0. Together,
these are in tension with the best early-Universe (i.e., CMB)
determination of H0 from Planck at a significance of 5.3σ.

• We check that the lenses in our sample are statistically
consistent with one another by computing Bayes factors be-
tween their H0 PDFs. We find that all six lenses are pairwise
consistent (i.e., F > 1), indicating that we are not underesti-

mating our uncertainties and are able to control systematic
effects in our analysis.

• We compute parameter constraints for cosmologies be-
yond flat ΛCDM. In an open ΛCDM cosmology, we find
Ωk = 0.26+0.17

−0.25 and H0 = 74.4+2.1
−2.3 km s−1 Mpc−1, which

is still in tension with Planck, suggesting that allowing for
spatial curvature cannot resolve the discrepancy. In a flat
wCDM cosmology, we find H0 = 81.6+4.9

−5.3 km s−1 Mpc−1

and w = −1.90+0.56
−0.41. In a flat w0waCDM cosmology, we

find H0 = 81.3+5.1
−5.4 km s−1 Mpc−1, but are unable to place

meaningful constraints on w0 and wa.

• We combine our constraints with Planck, including
CMB weak lensing and BAO constraints. Although time-
delay cosmography is primarily sensitive to H0, with only
a weak dependence on other cosmological parameters, the
constraints are highly complementary to other probes such
as Planck, CMB weak lensing, and BAO. We test the open
ΛCDM and wCDM cosmologies, as well as cosmologies with
variable effective neutrino species and/or sum of neutrino
masses, and a wCDM cosmology with a time-varying w. The
full parameter constraints for these models when combining
H0LiCOW and Planck are given in Table 7.

• We use the distance measurements from time-delay cos-
mography to calibrate the distance scale of type Ia SNe from
the JLA and Pantheon samples. This provides a probe of H0

MNRAS 000, 1–?? (2019)



H0LiCOW XIII: A 2.4% measurement of H0 19

that is less dependent on the assumed cosmological model,
in comparison to the constraints from lenses alone. We find
median H0 values ranging from ∼73−78 km s−1 Mpc−1 for
a range of cosmologies. The tension with Planck for a flat
ΛCDM cosmology is still > 3σ, similar to the result from
time-delay cosmography alone.

Despite efforts to explore and reduce systematic er-
rors in the various methods, the growing tension between
early and late-Universe probes of H0 has only continued to
heighten. If unresolved, this tension may force the rejection
of the flat ΛCDM model in favor of new physics, which would
dramatically alter our understanding of the Universe.

While considering the possibility of new physics, we are
also continuing to improve the constraints from time-delay
cosmography. The current sample of six H0LiCOW systems
is already the best-studied sample to date, and a number
of additional lenses are being observed with high-resolution
imaging (e.g., Shajib et al. 2019) and monitored by COSMO-
GRAIL. Moving into the future, many new lensed quasars
are being discovered in large imaging surveys (e.g., Agnello
et al. 2015, 2018a,b; Anguita et al. 2018; Lemon et al. 2018,
2019; Treu et al. 2018). A sample of ∼ 40 lenses is needed
to constrain H0 to the ∼ 1% level (Jee et al. 2016; Shajib
et al. 2019), which will be attainable in the near future.
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APPENDIX A: QUANTIFYING THE TREND
OF H0 WITH zd AND D∆t

There is an apparent trend of decreasing H0 inferred from
the individual lenses as a function of increasing lens redshift,
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which is shown in the left panel of Figure A1. The signifi-
cance of this correlation can be assessed by testing against
the null hypothesis, in which the measured H0 values are un-
correlated with the lens redshift. To do so, we draw sets of six
mock H0 values, using each lens’ own uncertainty probabil-
ity distribution centered around the median joint inference
obtained in flat ΛCDM (H0 = 73.3+1.7

−1.8 km s−1 Mpc−1). We
then fit a linear regression through each mock set. Associat-
ing a weight to the mock value from each lens is done accord-
ing to the following scheme: we first rescale the uncertain-
ties’ probability distributions so that their maximum value
equal one. Next, we compute the area under each rescaled
distribution, then rescale the areas by their median. Finally,
we take the inverse square of the rescaled areas as weight
for each mock measurement. The slope of the regression is
taken as our measurement of the correlation. We create 105

sets of mock values, for which the distribution of the mea-
sured slopes is centered around zero, as expected for a null
hypothesis. We fit the same kind of linear regression through
the data, for which we find a negative slope. We find that
the slope of the data falls 1.9σ away from the mock slope
distribution. We also observe a correlation between D∆t and
H0 (Figure A1, right panel) that deviates from the null hy-
pothesis at a similar significance level of 1.8σ.
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5 Controlling systematic errors

“Es gibt keinen gefährlicheren Irrtum, als die Folge mit der Ursache zu verwechseln: ich heiße
ihn die eigentliche Verderbnis der Vernunft.”

"There is no more insidious error than mistaking the effect for the cause: I call it the real
corruption of reason."

– Friedrich Nietzsche

5.1 An exploration of systematic uncertainties in the TDCOSMO
sample

We have seen in the previous section that the TDCOSMO lenses are all in good statistical
agreement and do not present any evidence for unaccounted random errors. However, they might
be affected by some unknown effects in a similar way, shifting all posterior distributions by the
same amount. This section discusses this possibility and focuses our investigation on correlated
systematic errors potentially affecting each step of the analysis. We summarise here our main
findings, and the reader is referred, for further details, to Millon et al. (2020c), which is attached
at the end of this section.

5.1.1 Systematic errors affecting the time-delay measurements

The systematic uncertainties affecting the measurement of the time delays can be attributed to
two main effects: the microlensing magnification and the microlensing time delays (see also
Section 2.6).
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Microlensing magnification

The question of the extrinsic variability introduced by microlensing and how it affects the time
delay measurements is treated in details in Chapter 2. In particular, we have demonstrated in
Section 2.4.4 that both PyCS curve shifting algorithms reaches an accuracy around ∼ 1-2%, even
if the light curves are largely affected by microlensing. Moreover, in practice, we would attempt
to measure H0 only from the best light curves, which shows the most prominent intrinsic features.
Due to this upstream selection, our real data are of better quality than the simulated light curves
presented in Section 2.4.4. It is, therefore, unlikely that a systematic error arising from the
time-delay measurements would lower the inferred H0 by more than a few per cent.

Microlensing time delays

Microlensing time delays have been proposed as a possible source of random and systematic
uncertainties affecting the time delay measurements of lensed quasars (Tie and Kochanek,
2018). We refer the reader to Section 2.6.1 for the explanation on how the microlensing time
delays posterior probability distribution can be estimated. Here, we simply show in Figure 5.1,
how this effect impacts the inferred time-delay distance, for a short time-delay lensed quasar,
namely PG 1115+080 (longest delay is 18.8±1.6 days) and for a long-time delay lensed quasar,
RX J1131−1231 (longest delay is 93.7± 2.0 days).

Figure 5.1 – Relative change in the inferred time-delay distance when accounting for the mi-
crolensing time-delay effect. The blinded posterior distributions are shown for a short time-delay
lensed quasar, PG 1115+080 (left), and a long time-delay one, RX J1131−1231 (right). The
different curves correspond to different AGN disk sizes, inclinations and position angles. The
solid purple curves show the posterior distributions when ignoring the microlensing time-delay
effect. Figure reproduced from Chen et al. (2018).

Depending on the choice of quasar accretion disk model, microlensing time delay can increase the
random uncertainties of the shortest time-delay systems, e.g. PG 1115+080, but it is implausible
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that this effect can significantly bias the H0 inference on systems with long time delays, e.g.
RX J1131−1231. We have also shown in Section 2.6.1 that the systematic errors introduced
by microlensing time-delay is likely below 1% as long as one time delay exceeds 50 days,
which the case in five out of the seven TDCOSMO lenses. Therefore, we conclude that, over a
sample of seven lenses, this effect alone cannot explain the observed tension between time-delay
cosmography and CMB determination of H0.

5.1.2 Systematic errors affecting the external convergence measurement

The estimation of the external convergence is a key component of the time-delay analysis as it is
directly proportional to the Hubble constant through Eq. 1.31. As lenses are more likely to be
found in an over-dense environment (Collett and Auger, 2014), ignoring the line-of-sight effect
would no only result in underestimated random uncertainties but also in a systematic bias of H0

toward higher value.

The TDCOSMO collaboration has been using two different and independent techniques to
estimate the external convergence κext, i.e. the weighted galaxy number count and weak lensing.
The galaxy number count technique relies on the identification of all galaxies along the line
of sight in a typical aperture of ∼1’. They are then compared to lines of sight in numerical
simulations with similar galaxy density in order to estimate κext (Greene et al., 2013; Rusu et al.,
2017). The weak lensing technique is based on the measurement of the shape of the background
galaxies to extract the net effect of the weak lensing by all foreground structures intervening
along the line of sight. To our knowledge, the two techniques do not share any systematic errors,
and Tihhonova et al. (2018, 2020) demonstrated that they provide compatible results. In the first
paper of the TDCOSMO series (Millon et al., 2020c), we tested the impact of this kext correction
on the inferred H0 value over a sample of seven lenses. Figure 5.2 demonstrates that there is
no residual correlation between the density of the line of sight and H0 after correcting for the
measured κext. By contrast, we observe a correlation corresponding almost exactly to the one
predicted by Eq. 1.32 before correction.

This test does not entirely exclude the possibility of an unaccounted systematic error in the
measurement of κext. However, such a systematic effect would affect all lenses in the same
way regardless of whether they are found in an over-dense or under-dense environment. This is
unlikely since the galaxy number count and weak lensing techniques are in good agreement for
both over-dense and under-dense lines of sight while being independent methods. In other words,
this test discard possibility of a systematic error correlated to the line of sight density.

5.1.3 Systematics affecting the measurement of the velocity dispersion

To test the sensitivity of the TDCOSMO inference of H0 to a systematic error in the stellar velocity
dispersion measurements, we have repeated the full inference with a shift of the measured velocity
dispersion by ± 5% and ± 10%, while keeping the same precision. Once again, all details of this
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Figure 5.2 – Measured Hubble constant before (top panel) and after (bottom panel) correction
from the measured external convergence as a function of the external convergence. The dashed
black line corresponds to our best linear fit along with the 1σ uncertainties (shaded grey region).
The blue dotted line corresponds to the relation expected from Eq. 1.32 between the corrected
and uncorrected H0 and κext. Figure reproduced from Millon et al. (2020c).

procedure and further discussion can be found in Millon et al. (2020c), and we show only here
in Figure 5.3, the results of this test for each of the seven individual lenses and the combined
inference. We quantify the sensitivity to this shift by:

ξ ≡ δH0/H0

δσv/σv
, (5.1)

where H̄0 and σ̄v correspond to the measured H0 and the lens velocity dispersion.
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Figure 5.3 – Fractional change of the inferred Hubble constant as a function a systematic shift
of the measured velocity dispersion. Each colour corresponds to one of the seven TDCOSMO
lenses whereas the black dots represent the joint inference over the entire sample.

Over the 7 TDCOSMO lenses, the measured sensitivity is 〈ξ〉 = 0.07 ± 0.02, which means that
a systematic change of 10% in the measured velocity dispersion only lead to a shift of 0.7%
of the Hubble constant. The sensitivity to the stellar velocity dispersion might vary from one
lens to the other, which simply reflect the precision that can be achieved on their respective D∆t

measurement compared to their Dd measurement. This primarily depends on the lensing and
kinematic constraints that are available for each lens but also on the source and lens redshifts,
which determine how the D∆t and Dd measurements map into H0.

The TDCOSMO determination of H0 has only a small dependency on the measured velocity
dispersion, which presents the advantage that the current analysis is probably robust against
any unknown systematic errors affecting the stellar kinematics measurements or their imperfect
modelling. On the other hand, this also means that the MSD is broken, at least partially, by the
mass model assumptions and is not entirely constrained by the kinematic data.

5.1.4 Systematics affecting the lens modelling

Sonnenfeld (2018), Xu et al. (2016), Kochanek (2020) and others demonstrated that the presence
of an inflexion point in the logarithmic slope of the mass profile can mimic an MST, called the
"internal" MST or profile-slope degeneracy (see Section 1.4.1). This arises because the quantity
which mainly determines the time delays is the mean convergence in an annulus between the
multiple images 〈κ〉 (Kochanek, 2002). As the Einstein radius is typically very well constrained
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by any lens model, the only way to change 〈κ〉 while keeping the same integrated mass is to
change the slope of the mass profile within the Einstein radius. Sonnenfeld (2018) showed that a
too rigid mass model could lead to a bias of up to 10% in the inference of H0 if the true mass
profile contains an inflexion point. They also demonstrated that a least three radial degrees of
freedom were necessary to recover an unbiased value of H0, while two radial degrees of freedom
might be sufficient if the stellar velocity dispersions are included. Recently, Blum et al. (2020)
provided a physical interpretation to this internal MST by the presence of cored dark-matter halo
and a stellar component in the inner part of the lens galaxy. In this configuration, a particular
arrangement of the two components could produce a change of slope in the total mass profile.

To deal with this problem, the approach adopted by the TDCOSMO collaboration was to test two
different families of physically motivated mass models, constrained by the imaging and kinematic
data. The two mass models are the power-law and the composite model, described in Section
3.1.3. Power-law models contain only two radial degrees of freedom, the slope and the absolute
scaling. In contrast, composite models are more flexible with three radial degrees of freedom, the
scale radius rs, the normalisation factor ρs and the mass-to-light ratio of the baryonic component.
Except for the first lens B 1608+656, all the other 6 TDCOSMO lenses have been modelled with
these two model families, which are then marginalised with equal weights to obtain the final
value of H0. Figure 5.4 shows the H0 posterior distributions for each model family separately.

The H0 value inferred from the power-law models is H0 = 74.2+1.6
−1.6 km s−1Mpc−1, in good

agreement with the value inferred from the composite models H0 = 74.0+1.7
−1.8 km s−1Mpc−1.

Although the value inferred from individual lens may vary between the two models by up to 5%
in one direction or the other, the value inferred from the full sample remains almost identical.

The consistency between the two mass models can be understood in the context of the bulge-halo
conspiracy (Treu and Koopmans, 2004; Dutton and Treu, 2014). In Millon et al. (2020c), we
demonstrated from realistic lens simulations that the two model families coincide and return con-
sistent values of the Hubble constant only when the dark matter halo and the stellar components
conspire to form a total mass profile very close to a power-law profile. In real galaxies, many
authors have found that the early-type galaxies, similar to the TDCOSMO lens galaxies, present a
high degree of regularity, and their total mass profile is well represented by a singular isothermal
ellipsoid (Koopmans et al., 2006, 2009; Gavazzi et al., 2007; van de Ven et al., 2009; Lagattuta
et al., 2010; Cappellari, 2016). This suggests that their relative distribution of dark and baryonic
matter is arranged to form a profile with a nearly constant slope.

We also tested how the presence of a sizeable core in the lens galaxy would affect the lens
modelling. The core size was set to θc ∼ 0.55′′, which corresponds to a physical size of ∼3
kpc at the lens redshift zl ∼ 0.5. We found that the presence of a significant core in the total
mass profile of the galaxies would leave an imprint in the lensing observable, resulting in high
residuals when attempting to fit the simulated galaxies with a simple power-law model. The core
size can nevertheless be accurately and precisely recovered when explicitly introduced in the lens
model. In conclusion, this test shows that the imaging data can constrain a simple core in galaxy
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5.1. An exploration of systematic uncertainties in the TDCOSMO sample

Figure 5.4 – H0 posterior distributions for each lens system (shaded curves) obtained from
power-law models (top panel) and composite model (bottom panel) in flat ΛCDM cosmology.
The solid black curve represents the joint posterior distribution within each model family. Figure
reproduced from Millon et al. (2020c).

profiles. Both a "cuspy" stellar component and a cored dark matter halo are required to generate
the change of slope in the total mass profile that produce an internal MST.

The consistency between the power-law and composite models is a necessary sanity check, but it
nevertheless leaves some open questions:

• To what extend the MSD is broken by the assumptions made on the mass profile of the
galaxies ? How does this compare to the constraints imposed by velocity dispersion
measurements?
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• Is the composite model flexible enough to model the mass profile of the galaxies accurately?
Kochanek (2020) argued that the prior imposed on the size of the NFW halo rs reduces in
practice the number of degrees of freedom of the composite model from 3 to 2, making
the composite model as little flexible as the power-law model. This prior is, however,
physically motivated by joint weak and strong lensing analysis (Gavazzi et al., 2007).

• Are the TDCOSMO galaxies well-represented by a PEMD or a composite model at the
2-3% level, which is now the current precision of time-delay cosmography? Shajib et al.
(2021) found that the mass profile of the Sloan Lens ACS (SLACS) galaxies are indeed
very close to an NFW + a stellar component, but they might deviates by a few per cent
from a power law. We found a different result here - the composite and power-law models
agree very well for the TDCOSMO lenses. It is still unclear if this slightly inconsistent
result comes from a bias in the TDCOSMO analysis or evolutionary effects. Even if the
two samples are probably originating from the same parent population, the TDCOSMO
galaxies are at significantly higher redshifts (zd ∼ 0.6), than the SLACS lenses (zd ∼ 0.2).
So even if the TDCOSMO lenses are indeed the progenitor of the SLACS lenses, they have
probably evolved, and their mass profile might have changed.

• Is the composite model a mass-sheet transformation of the power-law model? Could better
data one day discriminate between these two models?

The first point of list is the topic of the last section of this chapter.
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ABSTRACT

Time-delay cosmography of lensed quasars has achieved 2.4% precision on the measurement of the Hubble constant, H0. As part of an ongoing
effort to uncover and control systematic uncertainties, we investigate three potential sources: 1- stellar kinematics, 2- line-of-sight effects, and
3- the deflector mass model. To meet this goal in a quantitative way, we reproduced the H0LiCOW/SHARP/STRIDES (hereafter TDCOSMO)
procedures on a set of real and simulated data, and we find the following. First, stellar kinematics cannot be a dominant source of error or bias
since we find that a systematic change of 10% of measured velocity dispersion leads to only a 0.7% shift on H0 from the seven lenses analyzed
by TDCOSMO. Second, we find no bias to arise from incorrect estimation of the line-of-sight effects. Third, we show that elliptical composite
(stars + dark matter halo), power-law, and cored power-law mass profiles have the flexibility to yield a broad range in H0 values. However, the
TDCOSMO procedures that model the data with both composite and power-law mass profiles are informative. If the models agree, as we observe
in real systems owing to the "bulge-halo" conspiracy, H0 is recovered precisely and accurately by both models. If the two models disagree, as
in the case of some pathological models illustrated here, the TDCOSMO procedure either discriminates between them through the goodness of
fit, or it accounts for the discrepancy in the final error bars provided by the analysis. This conclusion is consistent with a reanalysis of six of the
TDCOSMO (real) lenses: the composite model yields H0 =74.0+1.7

−1.8 km s−1 Mpc−1, while the power-law model yields 74.2+1.6
−1.6 km s−1 Mpc−1. In

conclusion, we find no evidence of bias or errors larger than the current statistical uncertainties reported by TDCOSMO.

Key words. gravitational lensing: strong - cosmology: cosmological parameters - methods: data analysis

1. Introduction

The time-delay method applied to gravitationally lensed quasars
(Refsdal 1964) provides a perhaps unrivalled combination of
high sensitivity to the Hubble constant H0, and minimal depen-
dence on the other cosmological parameters, while relying only
on well known physics (i.e., gravity). These qualities make this
method particularly important in the present context, where there
is growing evidence for tension in H0 measurements using cos-
mological probes based on the early Universe and the late Uni-
verse (Verde et al. 2019). The power of the method in providing
reliable H0 measurements depends on three main factors: 1- pre-
cise time-delay measurements between multiple images of the
background source, 2- well constrained models of the dominant
primary and nearby lens galaxies, and 3- an estimate of the com-
bined lensing effect of all the mass along the line of sight up to
the redshift of the lensed quasar.

Precise and accurate time-delay measurements are avail-
able, for example, from the COSMOGRAIL collaboration, us-
ing long-term photometric monitoring of selected lensed quasars
(e.g., Courbin et al. 2018; Bonvin et al. 2018, 2019). The preci-
sion and accuracy of the COSMOGRAIL technique have been
verified via a blind time-delay challenge (Dobler et al. 2015;
Liao et al. 2015; Bonvin et al. 2016). The time-delays were then
used to constrain cosmological parameters with detailed mod-
eling of the potential well of the lens using the constraining
power of sharp Hubble Space Telescope (HST) images (e.g.,
Suyu et al. 2010, 2014; Wong et al. 2017; Birrer et al. 2019;

Rusu et al. 2019) or Keck AO imaging (e.g., Chen et al. 2019).
The measured stellar kinematics of the lensing galaxy were used
to mitigate the impact of well-known lensing degeneracies on the
cosmological inference (e.g., Treu & Koopmans 2002). Finally,
multi-band wide-field imaging and/or spectroscopy (e.g., Rusu
et al. 2017; Sluse et al. 2019) was used to constrain the com-
bined lensing effect of the line-of-sight objects and large-scale
structures in a statistical way (Greene et al. 2013; Rusu et al.
2017). Tihhonova et al. (2018) also show that these estimates of
the line-of-sight effects are compatible with the ones obtained
with weak gravitational lensing.

Adopting these data and methodology, the H0LiCOW col-
laboration (Suyu et al. 2017) is analyzing a sample of lenses
suitable for high-precision H0 measurements. The latest results
based on six systems are summarized by Wong et al. (2019). We
stress that the H0LiCOW results are obtained through blind anal-
yses, in the sense that the mean value of all the observed cosmo-
logical parameters is hidden to the investigators until the analysis
is complete and the papers have been written1. The goal of this
procedure is to avoid conscious or unconscious bias from the ex-
perimenters. We note that the six measurements that have been
published thus far are statistically consistent with each other, in
the sense that the scatter between the measurements is as ex-
pected from the estimated uncertainties. This means that if there

1 The first lens system analyzed using the then newly developed lens
modeling methods was not blinded (B1608+656), but the subsequent
analyses of the other five lenses using similar methods were blinded.
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are any unknown uncorrelated sources of error, those are sub-
dominant with respect to the ones currently considered.

The resulting value of the Hubble constant in a flat ΛCDM
universe, H0 = 73.3+1.7

−1.8 km s−1 Mpc−1 (2.4% precision), is 3σ
higher than the early-Universe results (Planck Collaboration
2018), adopting the same ΛCDM cosmological model, and is
in very good agreement with other independent local measure-
ments (e.g., Riess et al. 2019). When combined with completely
independent results from other local measurements of H0, the
tension with the early-Universe probes range between 4 and 6σ
(Verde et al. 2019), depending on the combination of probes.
Very recently, Pandey et al. (2019) also carried out statistical
tests independent of any underlying cosmology, showing that the
distances measured with strong lensing time delays and with su-
pernovae, which are both local but independent measurements,
are fully compatible (see also Wojtak & Agnello 2019). Al-
though they cannot exclude that supernovae and lenses share ex-
actly the same systematics, these systematic biases would also
have to be preserved across redshift, which seems unlikely.

The blind analysis of a seventh lens system using very sim-
ilar methods for the lens modeling, time-delay measurement,
external convergence estimation and kinematics modeling to
those adopted by H0LiCOW has recently been published by the
STRIDES collaboration (Shajib et al. 2020). This work finds
74.2+2.7

−3.0 km s−1 Mpc−1, in agreement with the H0LiCOW result
(an independent analysis adopting a different modeling software
is currently under way). This most recent system is particularly
interesting since it has two sets of multiple images at different
redshifts, which help break some of the degeneracies, and re-
sults in the most precise individual measurement so far. In or-
der to make further progress in this important area, members of
the COSMOGRAIL, H0LiCOW, SHARP and STRIDES collab-
orations interested in time-delay cosmography of lensed quasars
have decided to join forces with other scientists and form a
new "umbrella" collaboration named TDCOSMO2 (Time-Delay
COSMOgraphy).

The high statistical significance of the tension between early
and late Universe probes has prompted two lines of investiga-
tion. On the one hand, theorists have been trying to find ways to
reconcile the measurements by considering models beyond the
standard ΛCDM one (e.g., Knox & Millea 2020). On the other
hand, observing teams have been focusing on increasing the pre-
cision of each method while carrying out tests of potential sys-
tematic uncertainties to ensure that the tension is real. After all,
"extraordinary claims require extraordinary evidence".

In this work, the first by the TDCOSMO collaboration, we
explore a number of potential systematic uncertainties that may
affect the time-delay cosmography method, after reviewing its
methodology and implementation by TDCOSMO in Section 2
and the inference procedure in Section 3. First, in Section 4 we
explore potential biases introduced by systematic uncertainties
in the modeling and measurement of the deflector stellar ve-
locity dispersion. Second, in Section 5, we study uncertainties
in the modeling of the line-of-sight contribution. Third, in Sec-
tion 6, we address the long standing issue of the mass-sheet de-
generacy and the flexibility of lensing models. It is very well
known that assumptions must be made on the form of the main
deflector mass distribution to break the mass-sheet degeneracy.
As many authors have pointed out (Falco et al. 1985; Read et al.
2007; Schneider & Sluse 2013; Xu et al. 2016; Sonnenfeld 2018;
Kochanek 2020), if the models adopted are insufficiently flex-

2 www.tdcosmo.org

ible, the resulting uncertainties are underestimated and poten-
tially biased. Section 7 offers a summary and conclusions.

We address these three sources of potential systematic un-
certainties using a combination of observational tests and sim-
ulations. We stress that a full simulation of the observational
setup and lens modeling procedure is needed if one wants to ob-
tain quantitative estimates of the uncertainties. Previous works
(Schneider & Sluse 2013; Sonnenfeld 2018; Kochanek 2020)
were based on idealized, often spherical models. Those are use-
ful to gain intuition of the problem, but by their very nature can-
not provide quantitative estimates due to the extreme approxi-
mation and the limited information utilized to constrain them,
often just the Einstein Radius and an integrated velocity disper-
sion. The only way to obtain a faithful estimate of the uncertain-
ties is to reproduce the measurement using the same amount of
information (thousands of pixels from imaging, multiple time-
delays, stellar kinematics) and modeling techniques. The simu-
lated dataset shown in this paper are produced using the pipeline
developed by Ding et al. (2017a,b) and Ding et al. (2018). In
order to isolate and quantify the uncertainties associated with
the lens mass modeling procedure, the simulated data consist of
high-resolution images of lens systems comparable to the real
observations, high-precision time delays (higher precision than
those of real lenses so that the time-delay uncertainties are sub-
dominant compared to the modeling uncertainties that we aim
to quantify), and do not include the line-of-sight structures. The
lens fitting procedure that we use to analyze these simulated data
resembles as closely as possible that of the TDCOSMO collabo-
ration.

2. Background

2.1. Time-delay cosmography and the mass-sheet
degeneracy

Time delays in gravitationally lensed quasars provide a direct
measurement of the so-called “time-delay distance”, which is a
combination of angular diameter distances to the source, Ds, to
the deflector, Dd, from the deflector to the source, Dds, and the
redshift of the deflector zd:

D∆t ≡ (1 + zd)
DdDs

Dds
(1)

(Refsdal 1964; Schneider et al. 1992; Suyu et al. 2010).
This quantity is related to the relative time delay between

two multiple images A and B, ∆tAB, by:

∆tAB =
D∆t

c

[
(θA − β)2

2
− (θB − β)2

2
− ψ(θA) + ψ(θB)

]
, (2)

where θ is the image position on the plane of the sky, β is the (un-
observable) source position, c is the speed of light and ψ is the
lensing potential which is defined such that the deflection angle
α(θ) is given by α(θ) ≡ ∇ψ(θ). From Equation (2), we see that
D∆t depends on the geometry of the lensed system and on the po-
tential well of the lensing galaxy. The mass profile is expressed
as a dimensionless surface mass density, κ(θ), called the conver-
gence. It is related to how the light beams from the source are
stretched or squeezed, leading to an apparent (de)magnification
and can be expressed as half of the Laplacian of the lensing po-
tential:

κ(θ) =
1
2
∇2ψ(θ). (3)
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We can also define the Fermat potential φ (Schneider 1985;
Blandford & Narayan 1986) as

φ(θ) ≡ (θ − β)2

2
− ψ(θ). (4)

Using this definition, Equation (2) reduces to

∆tAB =
D∆t

c
[
φ(θA) − φ(θB)

] ≡ D∆t

c
∆φAB, (5)

where ∆φAB is the difference of Fermat potentials at the positions
of the multiple images. Based on the multipole decomposition of
the gravitational potential, Kochanek (2002) shows that the time-
delay distance, D∆t, depends on the mean surface density 〈κ〉 at
the Einstein radius θE, specifically over the annulus defined by
image positions.

An inherent limitation of the lensing models to infer D∆t is
the so called Mass-Sheet Transformation (MST, e.g., Falco et al.
1985) and its generalization (Saha 2000; Saha & Williams 2006;
Liesenborgs & De Rijcke 2012; Schneider & Sluse 2014; Wag-
ner 2018; Wertz et al. 2018). The MST transforms the projected
mass distribution and the source plane position according to:

κ(θ)→ κλ(θ) = (1 − λ) × κ(θ) + λ,

β→ β′ = λβ,
(6)

where β is the (unknown) source position on the sky prior to
lensing. In other words, one can add a mass sheet to any model
and apply a scaling factor, λ, without changing the lensing ob-
servables except the time delays and therefore the inferred cos-
mology.

The time-delay distance given by any model is affected by
MST as follows :

DMST
∆t = Dtrue

∆t × (1 − λ). (7)

In the TDCOSMO analyses, this scaling factor λ is identified
with the external convergence factor κext which accounts for the
contribution of all the mass along the line of sight (LOS). It is
estimated independently from the lens modeling by comparing
the relative number of galaxies weighted by physically relevant
priors such as the distance to the lens, the stellar mass and the
redshift in a large aperture around the strong lens system with
simulated LOS extracted from numerical simulations with simi-
lar statistical properties (Rusu et al. 2017). Alternatively, the ex-
ternal convergence can be estimated from a weak lensing analy-
sis (Tihhonova et al. 2018).

In addition to the MST above due to external mass sheets
(i.e., external mass structures that do not affect the stellar dynam-
ics of the foreground lens galaxy), MST can also manifest itself
approximately as a change in the radial mass profile of the fore-
ground lens galaxy. We describe this as an "internal" mass sheet.
To mitigate the effects of the internal mass sheet, we consider
different families of models and further use kinematic measure-
ments of the foreground lens that provide additional constraints
on the lens mass models. In particular, the goodness of fit to the
kinematic data, especially spatially-resolved lens stellar velocity
dispersion, allows us to distinguish between otherwise degener-
ate lensing mass models (e.g., Yıldırım et al. 2020).

The lens stellar velocity dispersion of the foreground lens
galaxy allow the inference of the angular diameter distance, Dd,
to the lens, in addition to the time-delay distance (Paraficz &
Hjorth 2009; Jee et al. 2015, 2019). The inference of Dd de-
pends on the anisotropy of stellar orbits (Jee et al. 2015), but
this additional distance measurement provides more leverage on
constraining cosmological models (Jee et al. 2016; Shajib et al.
2018).

2.2. Two-distance inference

In the most recent analysis of SDSS J1206+4332, PG 1115+080,
RX J1131−1231, B1608+656 and DES J0408−5354 (Birrer
et al. 2016, 2019; Chen et al. 2019; Shajib et al. 2020; Wong et al.
2019), the time-delay distance D∆t and the angular diameter dis-
tance to the lens Dd are jointly inferred. Following the method
developed in Birrer et al. (2016), the luminosity weighted LOS
velocity dispersion within an aperture A of the main deflector
σv can be expressed as:

σ2
v = (1 − κext)

Ds

Dds
c2J(ξlens, ξlight, βani), (8)

where ξlens is the set of all parameters contained in the lens mass
model, ξlight is the parameter of the light models and J is a func-
tion that captures all dependencies on the modeling parameters
and the anisotropy profile βani. Using Equation (1), (5) and (7),
we have :

DdDs

Dds
=

c∆tAB

(1 + zd)(1 − κext)∆φAB(ξlens)
. (9)

Combining Equations (8) and (9), we obtain an expression
for the angular diameter distance to the lens which is indepen-
dent of the external convergence:

Dd =
c3 ∆tAB J(ξlens, ξlight, βani)

(1 + zd) σ2
v ∆φAB(ξlens)

. (10)

We immediately see that the angular diameter distance Dd varies
as 1

σ2
v
. The dependence of Dd to a change in the measurement of

σv can therefore be computed analytically :

d Dd

Dd
= −2

dσv

σv
, (11)

whereas D∆t is left unchanged when varying the velocity disper-
sion. The final H0 measurement is obtained by combining these
two distance measurements. As a consequence, the importance
of the velocity dispersion in the final H0 value depends on the
relative precision between the angular diameter distance and the
time-delay distance, and on the mapping between the parame-
ters. The D∆t measurement is typically more constraining of H0
than Dd given the current observational data. Future observations
with spatially resolved kinematics are expected to improve sub-
stantially the Dd constraints (Yıldırım et al. 2020).

Two of the lens systems in the TDCOSMO sample, HE
0435−1223 and WFI 2033−4723, have nearby massive per-
turbing galaxies at a different redshift from the strong lensing
galaxy, and thus required multi-lens-plane mass modeling. The
single-lens-plane equations (8)-(9) are thus not directly applica-
ble, given the additional angular diameter distances involved in
the multiple lens planes. Nonetheless, the mass model of the lens
galaxy can still be used to predict the velocity dispersion to com-
pare to the measured value, so the kinematic measurement can
be used to further constrain the mass model. It turns out that an
effective time-delay distance could be derived for these two lens
systems, but the inference of Dd accounting for the multi-lens
planes is deferred to future work.

2.3. The current TDCOSMO model families

The collaborations within TDCOSMO currently consider two
classes of models (composite and power-law), to reconstruct the
mass distribution of the main lens, with the exception of the
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first system analyzed B1608+656 (Koopmans et al. 2003; Suyu
et al. 2010). B1608+656 was modeled only using a power-law,
as Suyu et al. (2009) showed that deviations to a smooth poten-
tial using pixellated corrections were negligible. The fact that
the corrections are so small, even though the deflector in this
complex lens is an obvious merger between two galaxies, is a
remarkable indication of the degree of smoothness of the over-
all gravitational potential. This is also supported by the analysis
of extended rings used to detect substructures in lenses through
their impact on the smoothness of Einstein rings. Aside from
specific features arising from well-identified substructures in any
given lens, no statistically significant correction to simple para-
metric lens models is found by Vegetti et al. (2014).

For the above reasons, the TDCOSMO analyses consider
purely analytical lens models with sufficient degrees of freedom
to catch a broad range of observables given current imaging ca-
pabilities with HST or adaptive optics. More specifically, the
TDCOSMO analyses considers elliptical power-law and com-
posite models, with the addition of external shear.

2.3.1. Power-law model

Power-law models have a constant projected mass slope over the
entire profile. The convergence of the power-law elliptical mass
distribution (Barkana 1998) is described by :

κPL(θ1, θ2) =
3 − γ

2


θE√

qmθ
2
1 + θ2

2/qm



γ−1

, (12)

where γ is the slope of the profile, qm is the axis ratio of the ellip-
tical profile and θE is the Einstein radius. The coordinate system
is defined such that the θ1 and θ2 coordinates are along the ma-
jor and minor axis respectively. The cored power-law profile is
a natural extension of this model which introduces an additional
free parameter, namely the core radius in the center of the profile
θc and is defined as :

κcPL(θ1, θ2) =
3 − γ

2


θE√

qmθ
2
1 + θ2

2/qm + θ2
c



γ−1

. (13)

This profile has therefore a shallower slope in the center to re-
produce the core of galaxies. A complete description of this
mass model can be found in Barkana (1998). Although not used
by the TDCOSMO collaboration, except in the analysis of RX
J1131−1231 by Suyu et al. (2014) who found negligible core
size, we tested cored power-law profiles on simulated lenses in
Section 6.

2.3.2. Composite model

The second family of mass models used by the TDCOSMO col-
laboration are the so-called composite models, which consist of
baryonic matter and dark matter components. For the dark mat-
ter, a Navarro-Frenk-White (NFW) profile is used. The spherical
NFW density distribution is given by :

ρNFW(r) =
ρs

(r/rs)(1 + r/rs)2 , (14)

where rs is the scale radius and ρs is a normalization factor
(Navarro et al. 1997). For the baryonic component, the TD-
COSMO collaboration adopts the Chameleon profile, which is

the difference between two singular isothermal ellipsoids and
closely mimics a Sérsic profile. A complete description of this
model can be found in Dutton et al. (2011) and Suyu et al.
(2014). This family of mass model allows more flexible mass
distribution than power-law models since the slope of the pro-
jected mass profile is not constant over the whole lens galaxy.

3. Inference procedure and limitations of toy
models

The next step required to derive a H0 measurement from the data
is a statistical inference. The collaborations contributing to TD-
COSMO adopt a Bayesian framework and compute the posterior
probability distribution function of all the cosmological and nui-
sance parameters given the data.

The imaging and spectroscopic data contain huge amounts
of information, well beyond the position of the quasar images.
Setting aside the line of sight, which is constrained indepen-
dently, the main sources of constraints for the main deflector(s)
mass models are: the pixels of the high resolution images (of
order 104); independent time delays (up to three for a quad);
stellar velocity dispersion of the main deflector and nearby per-
turbers, if present. The inference required to extract all the infor-
mation from the data is computationally very intensive. Taking
into account the need to explore multiple and flexible models
to marginalize over modeling choices, the TDCOSMO analysis
required up to a million CPU hours per lens.

In the recent past, simplified toy models, that is, models in
which either i) the lens systems are not simulated with sufficient
complexity, or ii) the inference procedure does not exploit the
full information content, have been used to investigate system-
atic uncertainties in time-delay cosmography (Schneider & Sluse
2013; Sonnenfeld 2018; Kochanek 2020). These models are cer-
tainly a useful illustration, and it is encouraging that they con-
clude that a precision within the range 3-10% can be reached
with their simplified approach and limited constraints. How-
ever, owing to their limitations, those models cannot provide the
quantitative answers that are needed to understand whether there
are biases at the 2% level, which is the current achievement of
time-delay cosmography. Chief among the limitations of previ-
ous works is the use of spherical models. Spherical models are
inherently inappropriate to model quads (e.g., Kochanek 2006),
because they cannot even produce four images and thus are in-
trinsically less constrained by the data than observed quads.

The bulk of the lensing information comes from the radial
extent and surface brightness distribution of the lensed images,
which constrains directly the radial dependency of the mass dis-
tribution, the key parameter driving the inference of H0. Toy
models neglect this information (e.g., Kochanek 2020), and are
mostly spherical and constrained solely by the position of the
quasar images spanning just 10% on either side of the Einstein
radius. Furthermore, they are constrained only by the positions
of the multiple images of the quasars and not using the full in-
formation content of the lensed host galaxy, often amounting to
thousands of high signal-to-noise ratio pixels (see Section 6 and
Appendix B for details). These constraints would have no way
to detect significant departures from a power law for example,
which could instead be detected in real-life cases as variations in
the distortion of the images spanning a much larger significant
radial range. Indeed, most of the HST data used in time-delay
cosmography display prominent Einstein rings, spanning several
tenths of arcseconds radially. In other words, the radial width of
the ring is significant compared with the Einstein radius itself,
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hence constraining the potential well radially. This is clearly il-
lustrated with the case of RX J1131−1231 in, for example, Suyu
et al. (2014). In addition, toy models typically condense the in-
formation in a few parameters and thus cannot realistically ex-
plore the degeneracies between true model parameters and how
uncertainties in the actual data translate into inference.

Last but not least, it is crucial to have the ability to assess the
goodness of the models, in both absolute and relative terms. This
is to our knowledge the most powerful way to establish whether
the chosen parametrization is an appropriate description of the
data. The power of goodness of fit estimates depends on the re-
alism and information content of the models. Models that are
based on key summary statistics are able to use goodness of fit
only on those statistics. More realistic models that produce and
fit, for example, image positions will have a few more observ-
ables to assess goodness of it. Models that produce the full sur-
face brightness distribution of the lenses source(s) and other ob-
servables will have access to many more observables, and thus
have significantly larger power for model exploration and selec-
tion.

4. Influence of kinematics data on H0 measurement

One important ingredient to mitigate the impact of the MST is to
use the kinematics of the deflector as an independent mass esti-
mator (Treu & Koopmans 2002; Koopmans 2004), since within a
cosmological model Dd and D∆t are related to each other. So far,
the central stellar velocity dispersion integrated within an aper-
ture, σv, has been used even though additional and substantial
gains can be obtained by including spatially resolved informa-
tion that helps break the mass-anisotropy degeneracy (Barnabè
et al. 2011; Czoske et al. 2012; Shajib et al. 2018; Yıldırım et al.
2020).

The inference of the Hubble constant is driven by a com-
bination of observables, including the extended images used in
the lens model, multiple time delays if available, and kinematic
information. Thus, the dependency of H0 on kinematics data de-
fined by

ξ ≡ δH0/H0

δσv/σv
(15)

cannot be estimated with simple dimensional arguments or toy
models, but needs to be computed by repeating the inference
while varying the input kinematics data. The result will depend
on the details of the analysis as well as on the relative quality
and constraining power of the kinematic and nonkinematic data,
and on how the D∆t −Dd plane maps into H0 as a result of the
deflector and source redshifts. Each of these factors varies from
lens to lens as we show below and thus cannot be simply derived
from a toy model and generalized to every lens.

4.1. The TDCOSMO analysis and its sensitivity to the
measured velocity dispersion

Simple models such as the Singular Isothermal Sphere (SIS)
models, can have a very strong dependency on the velocity dis-
persion. This dependency could be on the order of ξ ∼ 1, which
means that a 1% change in the velocity dispersion σv leads
roughly to a 1% change in H0. The high sensitivity of SIS mass
models to a change in the velocity dispersion arises from the
fact that they have only one free parameter (the normalization).
If galaxies were all SIS, then such a high sensitivity would allow

us to better constrain the mass model through more precise and
accurate kinematic measurements.

In this section we show that the TDCOSMO measurements,
which use models more flexible than SIS and constrain them
with a wealth of data, are less sensitive to the kinematics infor-
mation than SIS. In order to quantify how the error on σv propa-
gates into H0, we recomputed the posterior distributions for D∆t
and Dd after changing arbitrarily the median value for ourσv dis-
tribution. We perform the test for four values of the shift, that is,
δσv/σv = ± 5% and δσv/σv = ± 10%, for each individual lens
in the TDCOSMO sample as well as for the joint H0 inference.
Throughout this section, the H0 inference was performed in flat
ΛCDM cosmology with a uniform prior on Ωm ∈ [0.05, 0.5].

Figure 1 summarizes the results, where we define H0 and σv
as the inferred H0 value of the system and its measured aperture
velocity dispersion. The models used in Fig. 1 include both com-
posite and power-law mass models3 combined according to the
standard procedure described in previous papers (e.g., Suyu et al.
2014; Chen et al. 2019; Birrer et al. 2019; Rusu et al. 2019). We
first discuss in this section the general trend between σv and H0
for the combination of the two model families. Then, we discuss
the specifics of each model family separately.

The slope ξ quantifies the sensitivity of the inferred H0 value
to a change in velocity dispersion. It is computed by perform-
ing a linear regression to the points (Table 1). We observe large
variation of measured slopes from object to object. However, for
the full sample, the joint H0 inference leads to a mean sensitivity
of 〈ξ〉 = 0.07 ± 0.02. In other words, a systematic increase (de-
crease) of 10% on the velocity dispersion increases (decreases)
H0 by approximately 0.7%.

PG 1115+080 and DES J0408−5354 differ from the other
lenses with a slightly negative slope of ξ=−0.04 ± 0.01 and
ξ=−0.01 ± 0.01 respectively. For the other lenses, increasing the
velocity dispersion leads to a smaller angular diameter distance
Dd and therefore to a higher H0 (Eq. 11). This behavior could
be explained for DES J0408−5354 as this lens is a complex sys-
tem with several sources located at two different redshifts. Thus,
the reduced dependency on velocity dispersion could be due to
the extraordinary azimuthal and radial extent of the lensing in-
formation, and the fact that multiple redshift sources might help
limit the effects of MST. In this regime, the kinematics informa-
tion only brings very limited constraints on the mass model. The
measurement of H0 is therefore almost insensitive to the kine-
matics.

In the case of PG 1115+080, the time-delay distance D∆t,
which does not depend on the kinematics data, has a much larger
constraining power on H0 than the angular diameter distance
Dd. As a result, PG 1115+080 is also almost insensitive to the
velocity dispersion. The same effect explains, to a lesser ex-
tend, the low sensitivity of RX J1131−1231. We note that SDSS
J1206+4332 has the largest sensitivity to a change in σv, with an
increase of 10% in velocity dispersion leading to an increase of
H0 by 4.2%. We interpret this as the effect of D∆t being less well
constrained by the lensing data on their own. The more limited
lensing constraints with respect to other systems are probably
because this is the only doubly imaged quasar in the sample - all
the others are quadruply imaged. Last but not least, we note that
SDSS J1206+4332 and PG 1115+080 have the largest relative
uncertainty on σv among the TDCOSMO sample. Therefore, the

3 The first H0LiCOW lens, namely B1608+656, was modeled with
a power-law model and pixellated potential corrections, which were
found to be small. A composite model was not applied, so we use only
the power-law model in our analysis (see Suyu et al. 2010, for details).
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Fig. 1. Sensitivity of the inferred Hubble constant as a function of fractional change in the measured lens velocity dispersion, σv (see Eq. 15).
Each color corresponds to one of the seven strong lens systems of the current TDCOSMO sample. The dotted lines display the best linear fit to
the data. The joint inference performed on the seven lenses is shown in black. The error bars correspond to the 16th and 84th percentile of the
posterior distributions. The two bottom panels show the sensitivity of H0 to a change in the measured lens velocity dispersion for power-law (left)
and composite (right) models independently. The sensitivity of the joint inference, 〈ξ〉 is indicated on each panel.

zero points on the x-axis of Fig. 1 for these two objects are the
most uncertain.

4.2. Sensitivity to kinematics of the different mass model
families

We repeat the experiment for power-law models and composite
model separately to check the sensitivity to kinematics data of
each family of mass models. We do not use B1608+656 when
computing the sensitivity to kinematics of the composite models
since this system has a pixelated potential correction performed
on the power-law model, but no composite model. Bottom panels
of Fig. 1 show the result of this test.

We obtain 〈ξcomposite〉 = 0.06 ± 0.02 and 〈ξPL〉 = 0.07 ± 0.01.
The value of the joint inference is similar for both the composite
and the power-law cases but each lens behaves differently. While
WFI 2033−4723 becomes more sensitive to the kinematics when

modeled only with a composite model, SDSS J1206+4332 has
its sensitivity almost halved. We can explain this behavior as due
to the relative precision of the two families of models, which is
different from one lens to the other. The time-delay distance of
SDSS J1206+4332 is better constrained by composite models
(D∆t = 5690+449

−356 Mpc at 7.1 % precision) than with power-law
models (D∆t = 5873+659

−659 Mpc at 11.2 % precision). The relative
weight of the D∆t compared to the Dd in the final value of H0 is
therefore more important in the composite model case.

WFI 2033−4723 experiences the opposite behavior; it has
tighter constrains with power-law models (D∆t = 4701+242

−204
Mpc at 4.74 % precision) than with composite models (D∆t =
4909+485

−319 Mpc at 8.2% precision). WFI 2033−4723 is therefore
more sensitive to the kinematics in the composite model case.

In summary, there is no evidence that one family of mass
models is significantly more sensitive to the kinematics than the
other. For individual lenses, we observe differences but they can
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H0

[ km s−1 Mpc−1 ]

σv

[ km.s−1]

ξ

(All models)

ξPL

(power-law)

ξcomposite

(composite)
Aperture θeff θE θaperture

B1608+656 71.0+2.9
−3.3 260 ± 15 0.27 ± 0.01 0.27 ± 0.01 - 1′′.00 × 0′′.84 0′′.59 0′′.81 0′′.46

RX J1131−1231 78.2+3.4
−3.4 323 ± 20 0.02 ± 0.01 0.04 ± 0.01 0.01 ± 0.01 0′′.81 × 0′′.70 1′′.85 1′′.63 0′′.38

HE 0435−1223 71.7+4.8
−4.5 222 ± 15 0.08 ± 0.01 0.03 ± 0.01 0.13 ± 0.01 0′′.74 × 0′′.54 1′′.33 1′′.22 0′′.32

SDSS J1206+4332 68.9+5.4
−5.1 290 ± 30 0.42 ± 0.01 0.51 ± 0.06 0.25 ± 0.01 1′′.90 × 1′′.00 0′′.34 1′′.25 0′′.73

WFI 2033−4723 71.6+3.8
−4.9 250 ± 19 0.17 ± 0.02 0.09 ± 0.01 0.35 ± 0.06 1′′.80 × 1′′.80 1′′.41 0′′.94 0′′.90

PG 1115+080 81.1+8.0
−7.1 281 ± 25 −0.04 ± 0.01 0.08 ± 0.01 −0.02 ± 0.01 1′′.06 × 1′′.00 0′′.53 1′′.08 0′′.52

DES J0408−5354 74.2+2.7
−3.0 227 ± 9 −0.01 ± 0.01 −0.01 ± 0.01 −0.01 ± 0.01 1′′.00 × 1′′.00 1′′.20 1′′.92 0′′.50

All - - 0.07 ± 0.02 0.07 ± 0.01 0.06 ± 0.02 - - -
Table 1. Summary of the H0 values (Col. 2) reported in Wong et al. (2019) and Shajib et al. (2020). Col. 3 gives the aperture velocity dispersion
used for their analysis along with 1σ error bars. Cols. 4-6 give the sensitivity, ξ, of the inferred H0 value to the lens galaxy velocity dispersion.
When the information is available, we make a distinction between composite and power-law model and the combination of these. Cols. 7-9 list the
size of the aperture used for the velocity dispersion measurement, the effective radius θeff of the lens and the Einstein radius of each lens. Col. 10
give the aperture radius θaperture, computed by taking half of the average length of the slit side.
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Fig. 2. Effective radius θeff , Einstein radius θE and radius of the spectroscopic aperture θaperture of the TDCOSMO lenses. We show the ratios of these
three quantities and the corresponding H0 value inferred for each system. We do not observe significant correlations between the characteristic
sizes of the lens, the spectroscopic aperture and H0. The horizontal lines indicate the latest H0LiCOW 2019 (dotted orange, Wong et al. 2019) and
Planck (dashed blue, Planck Collaboration 2018) results along with the 1σ uncertainties.

be explained by the relative precision that each of the models
can achieve on the D∆t measurement with respect to their Dd
measurement, based on the relative weight of the lensing and
kinematic constraints and on the redshift of deflector and source
that determine how the D∆t - Dd constraint maps into H0.

5. Search for correlations between H0 and
physically independent observables

The inference of H0 relies on many independent ingredients and
observables, such as the velocity dispersion of the deflector and
the relative density of galaxies in the line of sight up to the back-
ground quasar. Those quantities do not have any physical reason
to be correlated with H0. Thus, any evidence of a correlation
between these observables and the inferred value of H0 across
the TDCOSMO sample, beyond the expected error covariance,
would be an indication of underlying systematic errors. In this
section, we carry out a number of empirical tests, correlating H0
with observables and properties of the instrumental setup, and
find no evidence for any statistically significant dependency.

5.1. Dependency on the characteristic scale of the lens
system and spectroscopic aperture.

Figure 2 shows the inferred Hubble constant for each of the
seven TDCOSMO lenses for several combinations of character-
istic scales of the lens systems and the aperture used for spectro-
scopic follow-up. In the left panel, we use the ratio between the
Einstein and the effective radii to investigate any departure from
the assumed description of the radial mass density profile. The
ratio between the effective radius and the Einstein radius is used
as a diagnostic of the relative spatial distribution of luminous and
total matter. If the TDCOSMO models were insufficiently flexi-
ble, one may expect a trend in this ratio because the sum of the
dark and luminous component would produce different shape of
the total mass profile and a lack of flexibility in the mass model
would not be able to reproduce the correct underlying distribu-
tion. In the middle panel are shown the ratios between Einstein
radius and the spectroscopic aperture, which compare the spa-
tial scales at which the lensing and kinematic information is ob-
tained. Finally, the right panel of Fig. 2, shows the ratio between
the effective radius and the radius of the spectroscopic aperture,
which could potentially be affected if the stellar kinematics were
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Fig. 3. Hubble constant as a function of the measured velocity disper-
sion of the main lens. The horizontal lines indicate the latest H0LiCOW
2019 (dotted orange, Wong et al. 2019) and Planck (dashed blue,
Planck Collaboration 2018) results along with the 1σ uncertainties.

incorrectly modeled. One expects trends in all the above quan-
tities if, for example, the assumptions about orbital anisotropy
were systematically wrong.

The Spearman’s rank correlation coefficient between H0 and
θE/θeff , θE/θaperture and θeff/θaperture are respectively -0.11, 0.42
and 0.67. The probability that an uncorrelated data set produces
such correlation coefficients (i.e., the p-value) is 0.82, 0.33 and
0.10. Therefore we conclude that in all three cases, there is no
statistically significant correlation, even though the dynamical
range on the x-axis is a factor of 3–6. While the absence of cor-
relations does not prove that all systematic errors are below the
statistical uncertainties, this is an important sanity check for our
current models and for future work as the statistical precision
improves with growing sample size.

In addition, observational and modeling effects such as the
choice of stellar template, the choice of anisotropy model, or the
PSF modeling could potentially bias the measured velocity dis-
persion of the main deflector and thus H0. The net effect of all
these possible sources of systematic errors is difficult to quantify
exactly but they typically scale with the effective radius of the
lens θeff or the aperture radius of the spectroscopic observation
θaperture. The absence of any trend in Fig. 2 is reassuring in this
regard. Moreover, as we showed in Section 4, even ∼ 5% system-
atic bias on the measured velocity dispersion, or equivalently on
the modeled quantities due to incorrect anisotropy assumptions,
will only produce an average 0.35% bias on H0. Furthermore, as
shown above, the direction and amplitude of the error would be
different for each lens and therefore this systematic uncertainty
would also show as a source of scatter or trend across the sample,
which are not observed.

5.2. Dependency on intrinsic parameters of the deflector
traced by the velocity dispersion

An additional potential concern is whether systematic differ-
ences between our assumptions and the internal structure of
early-type galaxies could give rise to measurable biases. For
example, the so-called "tilt" of the fundamental mass plane is
believed to arise primarily from the increase in dark-to-stellar
matter ratio, a systematic change in stellar initial mass function
with galaxy stellar mass, and possibly a small subdominant con-
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Fig. 4. Measured Hubble constant, before (upper panel) and after (lower
panel) correction for the mass along the line of sight as a function of the
estimated external convergence. Huncorr

0 and Hcorr
0 are related according

to Equation (16). The dashed black lines show the best linear fit, and
the shaded gray envelopes correspond to the 1σ uncertainties. The dot-
ted blue lines represent the relation expected from the theory between
Huncorr

0 , Hcorr
0 and κext.

tribution from systematic variations in stellar orbits anisotropy
(Auger et al. 2010; Cappellari 2016). The stellar initial mass
function is not a concern in the TDCOSMO analysis, since the
stellar mass to light in the composite models is a free parameter.
However, in principle the other two sources of "tilt" could intro-
duce a potential systematic effect in TDCOSMO analysis, where
each system is analyzed independently and with the same priors,
rather than with priors that depend on the stellar mass.

In Fig. 3 we show the inferred H0 as a function of stellar ve-
locity dispersion, a redshift independent proxy of position along
the fundamental plane. In this case, we found a Spearman’s rank
correlation coefficient of 0.07 with a p-value of 0.88. Hence, we
conclude that there is no statistically significant trend in these
data, indicating that any residual velocity dispersion dependent
bias is smaller than the measurement uncertainties, and thus not
significant at this stage. As for the plots shown in the previous
(and next) section, this sanity test should be repeated as the sam-
ple size and individual measurement precision increase.
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5.3. Dependency on the external convergence and lens
redshift

In the previous sections, the focus is on how the lens velocity
dispersion influences H0 measurements. But there is also an ex-
ternal contribution of all objects along the line of sight to the
main lensing potential. This external convergence, κext, is esti-
mated in all TDCOSMO systems from galaxy counts, in com-
bination with spectroscopy for obtaining redshifts for galaxies
and quantifying coherent structures (e.g., groups and clusters).
Tihhonova et al. (2018) showed that this measurement is com-
patible with the constraints obtained on κext with weak lensing.
κext is directly related to the time-delay distance D∆t, as shown
in Equation (7). Similarly, the effect of the external convergence
on the inferred H0 can be written as :

Huncorr
0 =

Hcorr
0

(1 − κext)
, (16)

where Huncorr
0 (Hcorr

0 ) is the value of H0 before (after) correc-
tion from κext. The effect of this external MST can be mitigated
by directly inferring κext. To test the presence of residual ex-
ternal Mass-Sheet Degeneracy (MSD) not entirely removed by
the measurement of κext, we investigate the presence of corre-
lation between the estimated κext and the inferred H0 value for
the seven lenses of the TDCOSMO sample. The top panel of
Fig. 4 shows the relation between the H0 measurements before
correction for the mass along the line of sight Huncorr

0 , and the
estimated convergence. A trend is visible between these two
quantities indicating that the measurement is indeed sensitive to
the lens environment. If no correction is applied, the lenses lo-
cated in over-dense regions (positive κext) tend to have a higher
Huncorr

0 than lenses in under-dense regions (negative κext). We fit
a linear model to the uncorrected data, and measure a slope of
auncorr = 88.9 ± 29.1 km s−1 Mpc−1, well compatible with the
expected slope of auncorr = Hcorr

0 = 73.7 km s−1 Mpc−1. Both
the uncorrected and corrected data are well fitted by our linear
model, with a reduced χ2 of 0.61 and 0.95 respectively.

As shown on the bottom panel of Fig. 4, this trend disap-
pears when correcting for the external convergence and there is
no evidence for residual correlation between Hcorr

0 and κext. In
fact, the best-fit slope coefficient in this case is acorr = −5.1 ±
23.7 km s−1 Mpc−1, consistent with no correlation. This is an in-
dication that the external convergence correction makes the trend
disappear, which is what would be expected if our correction
were accurately accounting for κext. The present data set shows
no evidence of residual systematic bias involving the LOS mass
density.

As first mentioned by Wong et al. (2019), the H0LiCOW col-
laboration reported the presence of a possible trend between the
lens redshift and the inferred Hcorr

0 value at low statistical sig-
nificance level (∼ 1.9σ). When adding DES J0408−5354 to the
six H0LiCOW lenses, the significance of the trend is slightly
reduced to ∼ 1.7σ. We note that, having tested multiple cor-
relations, it might be expected to find one at marginal signifi-
cance, as a result of the "look elsewhere effect". This trend is still
present before correction for the external convergence as shown
on Fig. 5. The data are well-fitted by a linear model both before
and after the LOS correction with a reduced χ2 of 1.52 and 0.24.
The significance level of this correlation before LOS correction
is still on the order of ∼ 2σ. Hence, there is no direct indication
that the trend is due to unaccounted systematics in κext.
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Fig. 5. H0 constraints for the TDCOSMO lenses as a function of lens
redshift before (top) and after (bottom) correction for the external con-
vergence. The best linear fits and their 1σ envelopes are shown in
shaded gray. The tentative (1.7σ significance) trend is not introduced
by the LOS contribution as it is still visible before correcting for the
external convergence.

6. Impact of the choice of families of mass model

In this section we quantify how much the inference on H0 de-
pends on the choice of the mass density profile adopted for
the lens modeling. We first use the six systems for which both
power-law and composite mass models have been performed and
compare the results. We show that even though the two model
families have sufficient flexibility to produce a broad range of
profile shapes, in practice when applied to real elliptical mas-
sive galaxies, they form mass density profiles close to a simple
power law. As we see below, this is likely due to the "bulge-halo"
conspiracy (Treu & Koopmans 2004; Dutton & Treu 2014).

Then, we carry out end-to-end simulations in order to quan-
tify the flexibility of our models and how the data actually allows
us to constrain them. Meeting this goal requires the simulated
properties of lenses to be close enough to those of real galaxies.
About 90% of galaxy-scale lenses are early-type galaxies (Auger
et al. 2009), which satisfy very tight correlations between their
observable properties (Auger et al. 2010). This indicates a high
degree of regularity in the relative distribution of dark and lumi-
nous matter, often referred as the “bulge-halo conspiracy”. This
bulge-halo conspiracy results in the total mass density profile of
lenses being very close to a singular isothermal ellipsoid (e.g.,
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Fig. 6. Marginalized H0 posteriors for power-law (left panel) and composite models (right panel). The cosmological inferences are for a flat
ΛCDM cosmology with uniform priors. The posterior probability distributions for each individual system are shown with shaded color curves and
the combined constraint from the six systems corresponds to the solid black curve. The legend indicates the median, 16th and 84th percentiles of
the H0 distributions.

Koopmans et al. 2006, 2009; van de Ven et al. 2009; Cappel-
lari 2016), even out to large radii (Gavazzi et al. 2007; Lagattuta
et al. 2010).

Importantly, the simulations we use all consider spatially ex-
tended lensing information, spanning a large range in radial ex-
tension. This radial extent must provide sufficient leverage to
inform us about any possible departures from a simple power
law within the actual range of observables. A goodness-of-fit
criterion is then used to verify that the model adopted is in-
deed a good description of the data. Models that are exclusively
based on the positions of two or four multiple quasar images,
rather than the full surface brightness distribution of its spatially-
extended host galaxy, cannot provide an accurate account of the
uncertainties from surface brightness modeling. Therefore, mod-
els based on two or four image positions cannot satisfy the above
goodness-of-fit requirement, even if they include time delays and
stellar-velocity-dispersion measurements. In the following, we
describe our set of simulated lenses in Section 6.2, present the
results in Section 6.3 and discuss our findings in Section 6.4.

6.1. H0 inference per model family

The TDCOSMO collaboration uses both composite and power-
law models in their analysis, except for B1608+656 (see Sec-
tion 2.3). Apart from this exception, the published estimates
of H0 correspond to the marginalization over the two model
families as a way to account for modeling uncertainties (Wong
et al. 2019; Shajib et al. 2020). The sample size of real lenses
is now sufficiently large to infer H0 by model family and to
test whether this choice makes a difference at the 2% precision
level of the statistical uncertainty. This is illustrated in Fig. 6,
where the priors on the cosmological parameters are the same
as adopted by Wong et al. (2019): H0 ∈ [0, 150] km s−1 Mpc−1,
Ωm ∈ [0.05, 0.5] and Ωm = 1 −ΩΛ.

The H0 values vary with the model family for individual ob-
jects, and this testifies to the flexibility of the families of mod-
els. However, the choice of model family changes the combined
value by much less than the estimated statistical uncertainty.
Quantifying these statements, the combined value from the six
lenses is H0 = 74.2+1.6

−1.6 km s−1 Mpc−1 when we use exclusively
power-law models and H0 = 74.0+1.7

−1.8 km s−1 Mpc−1 when we

use only composite model. This corresponds only to a 0.2% dif-
ference. Individual objects can have larger differences between
power-law and composite models than the combined estimate,
but the two posterior probability distributions always remain
compatible. The largest differences are found for PG 1115+080
(5%) and SDSS J1206+4332 (4%), which still have the two dis-
tributions compatible at the ∼ 0.6σ level.

Last but not least, there is no indication in the current sam-
ple of six lenses that one given family of models systematically
gives a lower or higher H0 value. For example, WFI 2033−4723
has a higher H0 value when modeled with a power law rather
than a composite, while the opposite behavior is found for SDSS
J1206+4332; and other such examples can be easily found in
Fig. 6.

In conclusion, even though our two families of models are
flexible enough to produce a broad range of H0 values, in prac-
tice they do not. In the following, we investigate with simulated
lens systems the reasons why composite and power-law mod-
els provide comparable estimates of H0 in spite of allowing for
flexibility. We also investigate under which circumstances grav-
itational lenses can be modeled with both composite and power-
law models and still yield the same H0.

6.2. Simulations

We generate six mock lens systems chosen to illustrate the range
of possible outcomes, labeled by IDs #1 through #6. We describe
the process of the simulations in this section. In addition to the
power-law and composite models typically used by TDCOSMO
we also include cored power laws to explore the effects of adding
extra flexibility to the models.

The simulated HST images are produced using the pipeline
described by Ding et al. (2017a, 2018). The image frame size
is chosen to be 99 × 99 pixels, with a pixel scale of 0′′.08
to mimic the realistic HST WFC3/F160W drizzled resolution.
Mass profile parameters are chosen such that the Einstein radius
is roughly at the scale of 1′′ as typical for galaxy-scale lenses.
The noise in each pixel is composed of the Gaussian background
noise and the Poisson noise. For Gaussian background noise, we
assume an rms of 0.003, which is directly measured from empty
regions in the real data; the Poisson noise is added, based on a
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#1

power law

1" #2

power law

1" #3

cored power law

1" #4

cored power law

1" #5

composite

1" #6

composite

1"

Fig. 7. Sample of simulated lenses: three pairs are generated from power-law, cored power-law, and composite lens models. The color scale is
logarithmic and is the same for all images. Identifiers associated to each lens are also indicated. Refer to Section 6.2 for a description of these
simulations. Model #6, although composite, is chosen so that the total mass profile resembles a power law in the region of the Einstein radius.

total exposure time of 2400 s. For computational speed, the PSF
is assumed as a Gaussian kernel with FWHM=0′′.25.

Three mass models, including power-law (ID #1, #2), cored
power-law (ID #3, #4), and composite (ID #5, #6) mass density
profiles, are adopted to generate the six mock systems. All of the
systems are elliptical in projection in order to allow for quad-like
configurations by construction. For each family of mass distribu-
tion, we generate two mock lensed systems, one with the source
lying close to a fold of a caustic ("fold" configuration) and one
with the source lying close to the lens-optical axis ("cross-like"
configuration). The "cross" represents a worst case scenario be-
cause the radial ranges and the differences in the time delays are
limited by symmetry. The simulated lens systems are shown in
Fig. 7.

For the composite model, the total mass consists of a bary-
onic elliptical Hernquist profile (Hernquist 1990), and a dark
matter elliptical NFW profile (see Eq. 14 and Navarro et al.
1997). The baryonic part is linked to the lens surface bright-
ness through a constant mass-to-light ratio. While we use the
same axis ratios for the baryonic and dark matter components,
we allow for slight offsets in their position angles; the total pro-
jected mass profile is therefore not elliptical. We note that the
system (ID #6) is chosen to describe a scenario similar to realis-
tic galaxies, in which luminous and dark matter conspire to pro-
duce a total mass model very close to a power-law profile. This
is consistent with the findings of the H0LiCOW, SHARP, and
STRIDES collaborations so far (Suyu et al. 2014; Wong et al.
2017; Birrer et al. 2019; Chen et al. 2019; Rusu et al. 2019; Sha-
jib et al. 2020). Other cored power-law and composite systems
(ID #3 – #5) are designed on purpose to depart significantly from
a single power law in order to test the effect on H0 and investi-
gate whether the information contained in the data can capture
this discrepancy. For all the lenses, the deflector surface bright-
ness is simulated as an elliptical Hernquist profile. The elliptic-
ity of the simulated lens galaxy corresponds to an axis ratios of
q ∼ 0.9 ± 0.01. We use an elliptical Sérsic profile (Sérsic 1963)
to simulate the extended part of the source light, which is suf-
ficient for our purpose. Lensed quasar images are modeled as
point spread functions centered on the images of the host galaxy.

The simulated time delays are calculated within a fiducial flat
ΛCDM cosmology with Ωm = 0.27, and ΩΛ = 0.73, and Hub-
ble constant Hfiducial

0 = 70.7 km s−1 Mpc−1, which was chosen
randomly. For the time-delay uncertainties, we assume an unbi-
ased random error with rms level set as the largest value between
∆t × 1% and 0.25 days. The uncertainties on the time delays are
chosen to be smaller than current uncertainties of real data in
order to focus mainly on the modeling uncertainties.

Since the tests in this section focus on the mass reconstruc-
tion of the main deflector, we do not include in the simulations
the effects of the galaxies along the line of sight, which are

treated separately in real data. Likewise, we simulate and model
the velocity dispersion using spherical Jeans equations follow-
ing Suyu et al. (2010) and Birrer et al. (2019), and assume an
anisotropy radius equal to the lens half-light radius. This is a sim-
plification of the stellar kinematics treatment with respect to the
analysis of real systems where TDCOSMO marginalizes over
the unknown anisotropy. In this exercise where we aim to illus-
trate the constraining power of the images while saving comput-
ing time, we do not use the LOS velocity dispersion as a direct
constraint in the modeling but rather only calculate the modeled
values to make the comparison with measured values. The rele-
vant key properties of the six simulated lenses are summarized
in Table A.1.

6.3. Results

The six mock lenses are modeled using the public strong lensing
modeling package LENSTRONOMY4 (Birrer et al. 2015; Birrer &
Amara 2018), which was used for the latest analysis of the real
systems SDSS J1206+4332 and DES J0408−5354 (Birrer et al.
2019; Shajib et al. 2020). The exact/known input PSF is used as
the effect of PSF imperfections is not investigated in this work.
The light profile of the lens and of the source are modeled as
Hernquist and Sérsic profiles respectively. We fit three types of
analytical elliptical mass profiles to the simulated data, namely a
power-law, a cored power-law and a composite profile. Specifi-
cally for the composite model, we emphasize that no strong prior
is applied on the scale radius of the dark matter component. In-
stead, we use a noninformative uniform prior rs ∼ U (5′′, 40′′),
so that the dark matter component effectively has two degrees of
freedom in the radial direction. The 99 × 99 pixels contained in
the images and three independent time delays are used for the fit.
We, however, mask a central region corresponding to three pix-
els (i.e., 0′′.24) since we do not want to form any central image
which could lead to extra constraints on the lens model (see also
Tagore et al. 2018; Mukherjee et al. 2018, 2019). The resulting
fitted models are used to infer only H0 (Ωm is kept fixed to 0.27)
from the time-delay distance alone. The lens velocity dispersion
is computed only for comparison but is not included in the H0
inference, to highlight the information content of the images.

We use the Bayesian Information Criterion (BIC) to evaluate
the quality of the fit. The BIC is defined by

BIC = k × ln(n) − 2 × ln(L̂), (17)

where k is the number of free parameters, L̂ is the maximum
likelihood of the model and n is the number of data points. The
likelihood used for the fit uses only the imaging and time-delay
information so that n corresponds to the number of nonmasked

4 https://github.com/sibirrer/lenstronomy
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Model: power law Model: cored power law Model: composite

Truth: power law (#1) BIC = 10220 BIC = 10230
- ∆ BIC = 10

(σv = 308 km s−1) χ2 = 1.02 χ2 = 1.02
H0 = 71.9+2.1

−2.3 km s−1 Mpc−1 H0 = 70.9+2.2
−2.0 km s−1 Mpc−1 -

Tension = 0.5 σ Tension = 0.1 σ
σv = 310.1+1.4

−1.5 km s−1 σv = 304.3+3.9
−3.4 km s−1

Truth: power law (#2) BIC = 9786 BIC = 9797
- ∆ BIC = 11

(σv = 297 km s−1) χ2 = 0.98 χ2 = 0.98
H0 = 72.6+1.8

−1.7 km s−1 Mpc−1 H0 = 72.2+2.0
−2.0 km s−1 Mpc−1 -

Tension = 1.1 σ Tension = 0.8 σ
σv = 298.1+1.1

−1.0 km s−1 σv = 296.3+1.6
−1.6 km s−1

Truth: cored power law (#3) BIC = 14544 BIC = 9776
∆ BIC = 4768 -

(σv = 245 km s−1) χ2 = 1.46 χ2 = 0.98
H0 = 76.3+2.1

−2.0 km s−1 Mpc−1 H0 = 72.3+2.1
−2.2 km s−1 Mpc−1 -

Tension = 2.8 σ Tension = 0.7 σ
σv = 248.4+0.6

−0.7 km s−1 σv = 245.3+1.2
−1.2 km s−1

Truth: cored power law (#4) BIC = 18565 BIC = 9768
∆ BIC = 8797 -

(σv = 216 km s−1) χ2 = 1.86 χ2 = 0.98
H0 = 78.2+1.9

−2.0 km s−1 Mpc−1 H0 = 71.8+1.5
−1.8 km s−1 Mpc−1 -

Tension = 3.9 σ Tension = 0.7 σ
σv = 219.0+0.6

−0.6 km s−1 σv = 216.1+1.0
−1.2 km s−1

Truth: composite (#5) BIC = 10042 BIC = 9703 BIC = 9608
∆ BIC = 434 ∆ BIC = 95 -

(σv = 253 km s−1) χ2 = 1.00 χ2 = 0.97 χ2 = 0.96
H0 = 63.9+1.3

−1.1 km s−1 Mpc−1 H0 = 60.4+1.1
−1.2 km s−1 Mpc−1 H0 = 69.0+2.4

−2.7 km s−1 Mpc−1

Tension = 5.2 σ Tension = 9.1 σ Tension = 0.7 σ
σv = 259.5+0.6

−0.6 km s−1 σv = 243.1+1.1
−0.9 km s−1 σv = 255.7+1.6

−2.0 km s−1

Truth: composite (#6) BIC = 14170 BIC = 10764 BIC = 9715
∆ BIC = 4455 ∆ BIC = 1049 -

(σv = 207 km s−1) χ2 = 1.36 χ2 = 1.04 χ2 = 0.97
H0 = 69.8+1.1

−1.2 km s−1 Mpc−1 H0 = 70.0+1.2
−1.2 km s−1 Mpc−1 H0 = 72.4+1.9

−1.7 km s−1 Mpc−1

Tension = 0.8 σ Tension = 0.6 σ Tension = 1.0 σ
σv = 200.5+0.6

−0.8 km s−1 σv = 200.7+0.9
−0.8 km s−1 σv = 211.7+1.5

−1.2 km s−1

Table 2. BIC value, reduced χ2 of the image fit, measured H0, tension relative to the true value of Hfiducial
0 = 70.7 km s−1 Mpc−1 and integrated

stellar velocity dispersion. The three columns of the table correspond to the family of mass model fitted on the six simulated lens systems. The
∆BIC is computed relative to the best model for each lens.

pixels in the image plus the three time delays. Our models have
25 free parameters for the power-laws, 26 for the cored power-
laws and 29 for the composite models.

The recovered H0 value, integrated LOS velocity dispersion
within a square aperture of side 1′′ and the BIC values are given
in Table 2. The corresponding image residuals of the lens mod-
eling are shown in Table 3. As expected, we recover the correct
H0 value within the 1-σ errors of the posterior distribution when
fitting the same mass model family as used in the simulation.
This case corresponds to the diagonal of Tables 2 and 3.

Interestingly, the core size of the cored power-law profile is
well constrained by the data. Indeed, when a cored power-law
profile is fitted to data generated with power law with no core,

the core size is well constrained and shrinks to zero. If there is a
core in the simulation (e.g mock lenses #3 and #4), the core-size
is recovered within 2.2% accuracy and within <3.0% precision
with a cored power-law model. This indicates that the lensing
data are sensitive to the presence of a sizeable core in galaxies.
The sensitivity stems from the robust constraint on the mass en-
closed within the Einstein radius that indirectly depends on the
core size.

We deliberately choose not to present the results of the com-
posite models fitted to power-law and cored power-law simula-
tions. This is because, by construction, the lens light profile of
these simulations does not necessarily correspond to their mass
profile. In the power-law and cored power-law profiles, the lens
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Model: power law Model: cored power law Model: composite

Truth: power law (#1)

1"

χ2 = 1.02

1"

χ2 = 1.02

Truth: power law (#2)

1"

χ2 = 0.98

1"

χ2 = 0.98

Truth: cored power law (#3)

1"

χ2 = 1.46

1"

χ2 = 0.98

Truth: cored power law (#4)

1"

χ2 = 1.86

1"

χ2 = 0.98

Truth: composite (#5)

1"

χ2 = 1.00

1"

χ2 = 0.97

1"

χ2 = 0.96

Truth: composite (#6)

1"

χ2 = 1.36

1"

χ2 = 1.04

1"

χ2 = 0.97

Table 3. Residual maps of the lens modelling, i.e. normalized χ2 per pixel. The maps corresponds to ( fmodel − fdata)/σ, where fdata is the observed
flux, fmodel is the modelled flux and σ is the estimated rms noise level at the pixel position. The color map ranges from -6σ (blue) to +6 σ(red).
The given χ2 value in each panel is the mean χ2 per pixel and does not include the time-delay information.

light profile bears no relation to the mass distribution, and is only
used as a tracer of the stars when computing the stellar velocity
dispersion. As a result, we cannot have a meaningful compari-
son between power-law and composite models if we assume that
the baryonic component of the composite model is traced by the
arbitrary lens light in the power-law model. This limitation is
inherent to these simulations and we do not expect that this hap-
pens for real galaxies, because it is unlikely that the stellar light
is not tracing at all the baryonic mass component.

The tests performed on composite simulated lenses #5 & #6
show that the ability of a power law or a cored power law to re-
cover the correct H0 depends on the characteristics of the com-
posite lenses. In both cases, the power-law models give much
poorer fits to the data than the true composite models (∆BIC =
434 for #5 and ∆BIC = 4455 for #6). Adding one more degree

of freedom by using a cored power law instead of a power law
improves the fit but it is still significantly poorer than the com-
posite models (∆BIC = 95 for #5 and ∆BIC = 1049 for #6 in
the case of a cored power law). We note that the image residuals
in lens #6 are worse than that in lens #5, since #6 is in a fold
configuration with higher lensing magnifications and thus pro-
duces correspondingly higher amounts of image residuals. The
recovered H0 is compatible with the true value for the lens #6,
but in lens #5 it is biased toward lower H0 by 9.4%. In short, the
different behavior arises because of intrinsic differences in the
composite mass density profile. While mock #5 is chosen to be
different from a power law, mock #6 is chosen to be similar to
a power law. When the truth is a composite similar to a power
law, the inferred H0 is the same. When it is not, the two models
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lead to different inferences. As discussed in Section 6.1 the real
universe is similar to #6 and dissimilar to #5.

As an additional test, we model the simulated data using
only the four lensed image positions, the lensing galaxy posi-
tion and the time delays to investigate the effect of neglecting
the other information. We find that, as mentioned in Section 3,
this is not sufficient to constrain all the lens model parameters.
A reduced χ2 < 1 can be obtained for all the mocks using a
power law model, except for mock #6 for which the best reduced
χ2 is ∼ 1.9. Even when the true mass distribution is a power
law (e.g., mock #1 and #2), the maximum likelihood models are
associated with power-law indices substantially different from
the input one, yielding a bias on H0, that can reach 90% (see
Appendix B for details). This is well understood as the multi-
pole components of the lens potential can compensate for large
changes in the monopole structure which are only poorly con-
strained by the few image positions. This test highlights the ne-
cessity of using the full information provided by the high reso-
lution images to better constrain the lens potential. In particular,
the multiple images of the lensed host galaxy are critical to pin
down the uncertainty on the average mass density at the image
positions (Kochanek et al. 2001).

6.4. Discussion

In this section we discuss the results of the simulations with
the goal of providing an intuitive physical understanding of the
quantities that are relevant for time-delay cosmology and how
they are constrained by the data. As noted by Kochanek (2002),
the time delay is mainly determined by the mean convergence
〈κ〉 in an annulus between the multiple images. Figure 8 shows
the radial convergence profiles of the models averaged over the
azimuth angle. The shaded gray contour corresponds to the sep-
aration between the multiple images. The quality of the fit in this
region determines the accuracy on H0. The Einstein radius is typ-
ically very well constrained by any lens model, so the only way
to modify the mean 〈κ〉 at the positions of the multiple images
is to change the slope of the convergence profile while keeping
constant the integrated mass within the Einstein radius. This is a
well-known problem in time-delay cosmography called the pro-
file slope degeneracy (Witt et al. 2000; Wucknitz 2002; Suyu
2012).

As argued by Sonnenfeld (2018), assuming a too rigid model
such as a power law model, can lead to a bias up to ∼ 10% if
the true underlying profile contains a change of slope within the
Einstein radius. Sonnenfeld (2018) concluded that at least three
degrees of freedom are required in the lens model to recover an
un-biased result if no kinematics information is used. With the
addition of kinematics, uncertainty can be reduced to 1% (in ac-
curacy) even within the simplified constraints considered in that
study. Based on a sample of simulated galaxies from the Illustris
simulation, Xu et al. (2016) studied how physically motivated
numerical density profiles are transformed into an approximate
power-law (in the region where lensed images are formed) by
means of a mass-sheet like transformation. They reported that a
large range of transformation was allowed, which would trans-
late into a large scatter and possible bias on the inferred H0. They
concluded that the amplitude of the bias depends on the (loga-
rithmic) curvature of the mass density profile of the simulated
galaxies. This behavior was previously illustrated in Schneider
& Sluse (2014) and more recently in Gomer & Williams (2019).

We recover the findings of Sonnenfeld (2018), Xu et al.
(2016), Schneider & Sluse (2014) and Gomer & Williams (2019)
with our simulated lens #5, where the combination of the Hern-

quist and NFW profile is designed to produce an inflection point
in the radial profile of the convergence within the Einstein radius.
For this system, the composite and power-law models are dis-
crepant, thus providing an indication that the power-law model
is indeed too rigid. This rigidity results in a significant difference
in goodness of fit (∆BIC=434), as well as on the inferred H0.

For the lens system #6, the radial convergence profile does
not have inflection points and therefore it is impossible to change
the slope of the profile while keeping the Einstein radius iden-
tical. In this case, the recovered value of H0 is compatible with
the true value for both the composite and power-law model. The
fact that the two families of models are providing compatible H0
indicates that the convergence profile is well-recovered in the
annulus around the Einstein radius.

The TDCOSMO collaboration has systematically tested both
model families in their analysis after the first and only nonblind
published system B1608+656. The tight agreement between the
composite and power-law models in the TDCOSMO analyses
supports the hypothesis that, as a result of the bulge-halo con-
spiracy, the kind of real galaxies that act as strong lenses are
similar to our #6 mock. The mass density profile is well approx-
imated by a power law. In this case, the stellar component and
the extended NFW halo combine to form a profile very close
to a power law near the quasar images. If this had not been the
case, we have shown in this work that the composite and power
law would not have produced the same mean convergence 〈κ〉 at
the image position, and thus would have yielded very different
H0 values. If TDCOSMO had found this discrepancy, it would
have been accounted for in the error budget of each individual
lens since they marginalize over model families. In contrast, both
classes of models produce fits with comparable goodness-of-fit
and H0 in the real world, resulting in high precision, including
modeling errors in the error budget. Our analysis in Section 6.1
shows that in practice the two models agree even at the current
sample precision of <2.4%.

7. Conclusion

As the statistical precision of time-delay cosmology improves
with the analysis and publication of multiple gravitational lens
systems by the H0LiCOW, SHARP, and STRIDES collabora-
tions, a parallel effort must be undertaken to ensure that sys-
tematic uncertainties remain subdominant. In this first paper of
the TDCOSMO collaboration (i.e., COSMOGRAIL, H0LiCOW,
SHARP, STRIDES members), we investigate and quantify a
number of potential systematic uncertainties that could affect the
analysis. Before we summarize the main results of this work, it
is important to highlight a few general points that are relevant to
the estimation of systematic errors in time-delay cosmography:

1. The TDCOSMO analyses are carried out blindly to cos-
mological parameters, with the exception of the first sys-
tem B1608+656 (Suyu et al. 2010) in order to avoid im-
plicit/explicit experimenter bias.

2. The TDCOSMO estimates of H0 are obtained independently
for each lens, and they are found to be statistically consis-
tent with each other (Wong et al. 2019). The statistical con-
sistency demonstrates that uncorrelated systematic errors are
negligible with respect to statistical errors. So any investiga-
tion of systematic errors must focus on correlated errors that
would affect many systems in the same way.

3. Toy models based on simplified assumptions and constraints
cannot offer any quantitative estimates of systematic errors
given the current state-of-the-art data-sets and lens models.
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Fig. 8. Azimuthally averaged radial convergence profiles, for the different lens models applied to fit the sample of six mock lenses (Fig. 7). Upper
part of each panel: true profiles are shown in dotted lines; power-law, cored power-law and composite models are shown in blue continuous, green
dashed and red dot-dashed lines, respectively. The spectroscopic (square) aperture used for computing velocity dispersions is indicated as a vertical
dotted line, and the true Einstein radius location is indicated as a vertical dashed line. The gray area encloses lensed quasar image positions. For
each model, the inferred H0 values are indicated (in km s−1 Mpc−1), and must be compared to the input value Hfiducial

0 = 70.7 km s−1 Mpc−1. Lower
part of each panel: relative error computed as (truth − model) / truth. The pixel size in the simulated images is 0′′.08.
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The only way to estimate quantitative errors is to carry out
an analysis that is very similar to the one performed on
real data, using the full extent of the available information,
including the high-resolution images, multiple time delays
(if available), and stellar kinematics. For example, the de-
pendency on the inferred distances on stellar velocity dis-
persion is nontrivial, it varies from lens to lens, depending
on the precision of the various constraints, the lensing con-
figuration, the source and deflector redshift, and the spec-
troscopic aperture used for the kinematic measurement. On
average over the current TDCOSMO sample, uncertainty
in velocity dispersion δσv/σv translates into approximately
δH0/H0 ∼ 0.07 × δσv/σv.

Keeping these general considerations in mind, the main re-
sults of this work are as follows:

– No evidence is found for any correlation between the mea-
sured value of H0 and observables related to the internal
structure of the lens galaxies (e.g., velocity dispersion, ef-
fective radius), or to the size of the spectroscopic aperture. If
our assumptions about the kinematic field of the lens galaxies
had been significantly wrong, then we would have expected
to detect trends in these parameters, since our deflectors and
spectroscopic observations span a significant range of con-
figurations. Of course absence of evidence is not evidence
of absence and more work remains to be done in this area,
even though the weak dependency of the inferred H0 on kine-
matic data implies that systematic uncertainties in this area
will have a subdominant impact on H0.

– No evidence is found for any correlation between the mea-
sured value of H0 and the external convergence estimated
from galaxy number counts and numerical simulations. In
contrast, if no external convergence is applied, H0 is found
to depend on the overdensity of galaxies in the field, a clearly
unphysical result.

– Tests based on mock lens systems that have simulated data
comparable in quality to real lens systems show that the cur-
rent approach of considering different mass profiles has suf-
ficient flexibility in the mass model to infer a wide range of
H0 values, should the data require it.

– Mock lens galaxies composed of baryons and dark matter
whose total mass distribution is not well approximated by a
power law produce discrepant H0 inferences and significant
differences in image residuals when comparing power-law
and composite mass models. In contrast, mock lens galax-
ies whose baryonic and dark matter components conspire to
form a power law lead to comparable H0 inferences between
power-law and composite mass models.

– The comparison of power-law and composite mass mod-
els allows us to quantify deviations in H0 due to our mass
model assumptions. By using these two families of models
and marginalising over them, the resulting H0 accounts for
modeling uncertainties. Future measurements of spatially re-
solved kinematics of the lens system would provide highly
constraining measurements of the lens mass distribution that
potentially allow us to distinguish/rank mass models, remov-
ing the need to marginalize over degenerate lensing mass
models.

– The similarity of H0 constraints from power-law and com-
posite models of TDCOSMO lenses shows that the total
mass profiles of galaxies are close to power laws due to the
bulge-halo conspiracy. For the six lenses that have been an-
alyzed with both power-law and composite models we find

H0 =74.2+1.6
−1.6 km s−1 Mpc−1 and 74.0+1.7

−1.8 km s−1 Mpc−1 re-
spectively. The difference between the two model families is
much smaller than the inferred statistical errors. The simi-
lar H0 from the different families of models thus made the
current H0 measurement with ∼2% uncertainty from TD-
COSMO achievable.

Based on a number of tests carried out in this paper,
we find no evidence that the error budget reported by the
H0LiCOW/SHARP/STRIDES (TDCOSMO) collaborations is
significantly underestimated. We emphasize that our tests repro-
duce very closely the TDCOSMO inference procedure, in con-
trast to previous work in the literature that does not have the
fidelity to investigate this issue.

While investigating potential sources of systematic uncer-
tainties was an important first step, meeting the goal of 1% pre-
cision and accuracy with time-delay cosmography (e.g., Suyu
2012; Treu & Marshall 2016), requires additional and contin-
ued efforts over the coming years. Aside from expanding sam-
ple sizes and improving statistical precision per system, some
of the clear steps along the way are: i) exploring broader model
families and the impact of departures from elliptical symmetry
and including spatially variable mass-to-light ratio, ii) explore
in more detail the bulge-halo conspiracy based on high resolu-
tion data for local early-type galaxies, iii) explore the effect of
allowing for gradients in stellar mass-to-light ratios (e.g., Son-
nenfeld et al. 2018) in composite models; iv) carrying out a full
Bayesian hierarchical analysis of existing samples of lenses in
order to constrain parameters that cannot be inferred on single
lens but require an inference at the population level, v) account-
ing for measurement and modeling covariance, and vi) perform-
ing realistic data challenges such as the one proposed by Ding
et al. (2018), with increasing level of realism and complexity as
data also improve. These steps are nontrivial from a modeling
point of view, considering that the analysis of any single sys-
tem currently requires a year of expert investigator time and on
the order of a million CPU hours (e.g., Shajib et al. 2020). Sub-
stantial advances in automation and speed are required in order
to carry out those next steps, but given their importance for the
determination of H0, they are worth undertaking.
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Appendix A: Properties of simulated lenses

As a complement to Section 6, we show in Table A.1 a subset of important properties of the simulated lenses. Characteristic radii
are indicated: half-light radius, effective Einstein radius, core radius in the case of cored power-law profiles, and scale radius of the
dark matter profile for composite models. The ratio of the lens half-light radius and Einstein radius is also computed. Additionally,
the input logarithmic slope of the convergence profile, the lens mass ellipticity, true time delays and LOS velocity dispersion are
indicated. The spectroscopic aperture used for simulating and modeling kinematics is a square with side 1′′. For composite models,
we provide the dark matter fraction within the Einstein radius. Lastly, to ease comparison with previous studies, we add the measure
of the curvature of the total mass ξ, as defined in Xu et al. (2016). Given this definition, a concave-upward (convex-downward)
radial convergence profile has curvature greater than one (lower than one), and a perfect power-law have curvature equal to one.
Xu et al. (2016) conclude that galaxies close to isothermal and those having a curvature parameter close to one provide the smallest
bias on H0. We recover these findings only partially with these simulated lens systems. We find that the curvature criterion is the
most important criterion to ensure a low bias on H0 even if the slope differs significantly from isothermal, as illustrated with our
simulated galaxy #6.

θeff [′′] θE [′′] θE/θeff θc [′′] rs [′′] γ q ξ fDM ∆t [days] σv [km s−1]

#1 power law 3.620 1.237 0.342 - - 2 0.899 1.000 - [0.277, 3.701, 8.999] 308
#2 power law 3.789 1.143 0.302 - - 2 0.889 1.000 - [3.919, 4.48, 10.773] 297
#3 cored power law 3.988 1.153 0.289 0.559 - 2 0.890 1.016 - [1.331, 5.687, 7.112] 245
#4 cored power law 2.643 1.028 0.389 0.560 - 2 0.895 1.018 - [3.135, 3.525, 9.012] 216
#5 composite 2.689 1.028 0.382 - 31.185 1.90 0.900 1.036 0.190 [3.55, 9.175, 13.567] 253
#6 composite 3.573 1.165 0.326 - 34.497 1.45 0.902 1.006 0.763 [4.878, 5.055, 12.166] 207

Table A.1. Key properties of the simulated lenses described in Section 6. For each lens, from left to right: lens half-light radius θeff , effective
Einstein radius θE (enclosing a mean convergence equal to unity), ratio of these radii, core radius θc, dark matter scale radius rs, effective slope of
the convergence profile at the Einstein radius γ, lens mass ellipticity q, total mass curvature ξ (as defined in Xu et al. 2016), dark matter fraction
fDM within Einstein radius, true time delays ∆t and LOS velocity dispersion σv of the lens galaxy.

Appendix B: Models only based on lensed quasar positions and time delays

We model the simulated dataset as generated in Section 6.2, using only the lensed quasar positions, the lensing galaxy position and
the relative time delays between the lensed images. We assume an uncertainty σ = 0′′.004 on the point-source positions, σ = 0′′.01
on the lensing galaxy centroid, and the same uncertainty on the time-delay as in Section 6.3. Similarly to extended source modeling
performed in Section 6.3, we employ the lens modeling package LENSTRONOMY. We adopt both the Singular Isothermal Ellipsoid
(SIE) model (i.e., fix slope value γ = 2.0) and the Power-law model in this test. An independent modeling has been carried out
with lensmodel (Keeton 2001, 2011). We obtained similar inference with both packages and therefore only report hereafter results
obtained with LENSTRONOMY.

We use the true parameters as the input values to start performing the modeling. A careful choice of the likelihood and sampling
options has to be carried out to ensure that image position constraints arise from the same source. In practice, we sample the
source plane and evaluate the positional likelihood in the image plane, but adding a source plane likelihood term to ensure that
each image arises from the same source within σ = 0′′.001. A notebook implementing our fitting strategy is available at https:
//github.com/TDCOSMO/TD_data_public/blob/master/TDCOSMO_I/PSTD_notebook.ipynb.

In Fig. B.1, we show the corner plots of the inference based on the mock system #1. When using a SIE model where the mass
slope value is fixed to the truth, we could obtain an unbiased H0 with uncertainty at the ∼ 10% level. However, when the slope
is a free parameter, the inference broadens significantly as the data are not sufficient to constrain that parameter. In particular, the
uncertainty on H0 increases by a factor of ∼ 3 and the maximum likelihood deviates from the truth by up to 100%. This contrasts
with the same model constrained by the point-source and extended images from the source. Those features constrain accurately the
position of the centroid of the lens potential and its ellipticity, breaking degeneracies between those quantities and H0.

Qualitatively similar behavior is observed for the other systems, but we do not report inferred parameters in those cases due
to the difficulty to achieve convergence of the MCMC chains for the power-law model. This is due to the degeneracies observed
between q, γ and H0 which implies a sampling of a large region of the parameter space, enforcing exploration of parameter values
for which results of LENSTRONOMY modeling has not been fully tested (e.g., γ > 2.5).
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Fig. B.1. The corner plot of the inference of modeling mock system #1 using only the lensed quasar position and time delay. The SIE model and
Power-law model are adopted on the left and right, separately. The blue lines indicate the true values in the simulation.
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Chapter 5. Controlling systematic errors

5.2 Toward a joint inference of H0 and density galaxy profiles.

In this section, we propose to adopt a different approach to verify the validity of the assumptions
about the mass models made previously. Here, we choose a parametrisation of the mass model
that is maximally degenerate with H0, so that the MSD can only be broken with the help of the
kinematic data. To do so, we rely on a hierarchical Bayesian inference, which assumes that some
parameters are shared across a population of lenses and can therefore be inferred at the population
level. Even if these shared parameters may not be determined on a single system because of
the limited precision of the measurements, the hierarchical inference will take advantage of all
available data to constrain them. However, the method is valid only if all lenses in the sample are
self-similar. This seems to be the case for the TDCOSMO lenses, which are massive elliptical
galaxies, presenting a high degree of regularity (Auger et al., 2010; Bernardi et al., 2020). This
population follows tight relation between their size, luminosity and velocity dispersions in the
fundamental plane (Faber and Jackson, 1976). Here, we make the hypothesis that these lenses are
a homogeneous population, sharing similar mass density profiles and common stellar anisotropy
properties.

5.2.1 Principle of the hierarchical Bayesian inference

In Birrer et al. (2020), we propose to test the presence of an internal MSD hierarchically by
adopting the parametrisation of Blum et al. (2020). The convergence field of a power-law profile
κPL(θ) is then transformed as:

κλ(θ) = λcκPL(θ) + (1 − λc)κc(θ). (5.2)

This parametrisation is an approximation of the internal MSD (Eq.1.34), with the internal MST
parameter λc ≈ λint. It presents the advantage of providing a physical interpretation to the purely
mathematical infinite sheet of mass that cannot exist in nature. Here, κc(θ1, θ2) is the convergence
associated to 3D cored density profile ρc(r) = 2

πΣcR3
c(R2

c + r2)−2, where Σc is the critical density
(Eq. 1.16), and Rc is the characteristic core size. Although such cores have never been observed
so far, they could arise in alternative models of dark matter such as wavelike dark matter (see e.g.,
Schive et al., 2014) or interactive cold dark matter (Spergel and Steinhardt, 2000). In any case,
this cored family of profiles produces a convergence field that can be expressed as:

κc(θ) =

(
1 +

θ2

θ2
c

)− 3
2

, (5.3)

where θc is the angular size of the core. We see that in the limit of infinite core radius θc → ∞,
the MSD is perfect and Eq. 5.2 transforms as the pure MST (Eq. 1.26). By contrast, if θ < θc

the MST is not perfect, and the lensing data can in principle constrain the parameter λc. Still, in
this parametrisation, we have introduced a degree of freedom, λc, which is maximally degenerate
with H0.
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5.2. Toward a joint inference of H0 and density galaxy profiles.

Figure 5.5, reproduced from Birrer et al. (2020), shows the constraints that can be obtained on
λc as a function of θc. For this test, the power-law profile has been replaced by an NFW profile
in Eq. 5.2, but the principle remains the same: the addition of cored component introduces
an approximate MST, whose amplitude is parametrised by λc. The grey contours indicate the
region of the (θc, λc) parameter space that the imaging data can constrain. This corresponds to
the regions where the core size is too small to produce an MST, leaving an imprint in the lensing
observables.

The blue and yellow regions correspond to other exclusion regions of the parameter space. In
yellow is shown the regions where the total density of the NFW + cored component drops to
negative values, a clearly un-physical result. The blue contours correspond to a region of the
parameter space where the total mass of the cored component exceeds the mass of the NFW
component within the same volume, which would imply changing the mass of the halo itself.

Figure 5.5 – Constraints on the internal MST parameter λc as a function of the core size of the
cored component. The grey contours correspond to the region of the parameter space excluded by
the imaging data. The blue region is excluded because it corresponds to a negative value of the
convergence, which is unphysical. The orange region is excluded by the argument that the cored
components should not exceed the total mass of the halo. Reproduced from Birrer et al. (2020).

As can be seen in Figure 5.5, a large region of the (θc, λ) parameter space is still allowed from
the lensing data alone. However, the internal MST parameter λc has some sensitivity to the
measured velocity dispersion, given some prior information about the anisotropy of the stellar
orbits. Unfortunately, the stellar velocity dispersion is known at a precision of the order of 5-10%,
which is not sufficient to constrain λc with a single measurement.

The idea behind the hierarchical inference presented in Birrer et al. (2020) is to assume that all
lenses share the same internal MST parameter λc. We can then use all kinematic and anisotropy
data available to constrain λc and the anisotropy radius rani at the population level. In this
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framework, other data sets of galaxy-galaxy lenses, with no time delays, but kinematics or
anisotropy data can be added to constrain the λc and rani, assuming that they also share the same
density and anisotropy profile as the TDCOSMO lenses.

5.2.2 Proof of concept on simulated data

To validate this new approach, we make use of our power-law models of 13 out of 16 simulated
lenses the Rung 3 of the TDLMC (Ding et al., 2021c). In our submission, three lenses were
dropped due to unsatisfactory results in terms of imaging χ2, incompatible measured velocity
dispersion and inconsistency with the rest of the sample (see Section 3.4 for the results of the
challenge). Our original submission was found to be significantly biased toward lower value
compared to the true input value of the simulation as we found H0 = 60.3+0.6

−0.6 km s−1Mpc−1using
power-law models instead of H0,truth = 65.41 km s−1Mpc−1. Several reasons discussed in Section
3.4.5 might explain this discrepancy, but the main one is probably the complex structure of these
simulated galaxies, which produces several inflexion points in their radial mass profiles. We note
that these inflexion points do not always produce an internal MST. As the high residuals of our
power-law models suggest, they are certainly leaving an imprint in the lensing observables (see
Figure 3.9). Some more flexible mass models might have been constrained by the data while
providing a better fit. Still, we propose here to place ourselves in the worst-case scenario where
the bias on H0 is only due to the MST and cannot be constrained from the imaging data alone.

We propose to reanalyse our Rung 3 submission following this hierarchical Bayesian approach.
We introduced an extra parameter λint,0 (Eq. 5.2) in our power-law models, which is exactly
along the MST direction and can therefore be constrained only by the kinematic data and at the
population level. We introduced two additional global parameters: σ(λint), which represents
the 1-σ scatter of λint within the sample and αλ which allows for a linear relation between the
MST parameter λint and the ratio between the half-light radius of the deflector and the Einstein
radius re f f /θE . For each lens, the MST parameter λint is scaled by their re f f /θE ratio according
to (Birrer et al., 2020):

λint(re f f /θE) = λint,0 + αλ

(
re f f

θE
− 1

)
. (5.4)

In addition to these three global parameters representing the mass density profile properties of the
galaxies, we also introduce two parameters to represent the anisotropy properties of the sample.
These are the scaled anisotropy parameter

aani ≡ rani

re f f
, (5.5)

and the Gaussian scatter on aani, σ(aani). Finally, H0 is the only cosmological parameter to be
sampled as Ωm is fixed to 0.27 in the TDLMC. Further details about the methodology and the
priors can be found in Birrer et al. (2020).
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Results: Figure 5.6 shows the constraints obtained on H0, λint,0, αλ and aani from the reanalysis
of the 13 submitted lenses by the EPFL team to the TDLMC Rung 3.

Figure 5.6 – Hierarchical inference of H0 and of the anisotropy and MST parameters. The orange
contours correspond to a uniform prior aani ∈ [0.1, 5] and the purple contours to a uniform prior
log(aani) ∈ [0.1, 5]. Figure reproduced from Birrer et al. (2020).

Over the whole sample, we infer λint,0 > 1, which indicates that, on average, our power-law
models predict less mass in the central part of the galaxies than there actually is in the simulation.
We also recover the correct value of H0 within 1σ uncertainties although with much larger
error bars; we infer H0 = 68.4+3.4

−3.7 km s−1Mpc−1with a flat prior on aani and H0 = 66.9+4.2
−4.2

km s−1Mpc−1with a slightly less informative flat prior on log(aani). For these complex simulated
galaxies, the hierarchical inference allows us to correct the power-law models’ insufficient
flexibility and obtain an unbiased estimate of H0. However, the uncertainties on H0 increases to
∼5-6%, depending on the choice of prior on aani. This results from the extra degree of freedom λc

introduced in the model, which is fully degenerate with H0. It is constrained only by the velocity
dispersion with no information on the anisotropy properties.
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Additionally, we observe a good homogeneity in the TDLMC Rung 3 sample with:

• A small scatter σ(λint) ∼ 0.5, not much larger than the expected value of 0.025, correspond-
ing to the scatter on the external convergence σ(κext) introduced in post-processing in the
data of the TDLMC

• αλ compatible with 0, so the inferred λint,0 do not depend much on the re f f /θE ratio. This
indicates that the inferred λint,0 is independent of the region probed by the multiple images
relative to the size of the lens galaxy.

This last two observations seems to validate this hierarchical inference, which is only possible
with an homogeneous sample with similar mass density profiles and anisotropy properties.

5.2.3 Application to the TDCOSMO and SLACS data sets

After validation on simulated data, this framework was applied to 3 data sets and their possible
combinations:

• 7 TDCOSMO lenses with measured time delays and aperture velocity dispersions.

• 33 SLACSS DS S galaxy-galaxy lenses, with aperture velocity dispersions from the SDSS
fiber spectroscopy (Bolton et al., 2008a; Shu et al., 2015). These lenses were modelled
with power-law mass models by Shajib et al. (2021) or with Singular Isothermal Ellipsoids
(SIE) by Auger et al. (2009).

• 9 SLACSIFU lenses, with resolved velocity dispersions from the VLT VIMOS Integral
Field Unit (IFU) (Czoske et al., 2012).

On the TDCOSMO only data set, we infer, after unblinding, H0 = 74.5+5.6
−6.1 km s−1Mpc−1. The

uncertainties are significantly larger than in Wong et al. (2020); Millon et al. (2020c) but this
result is expected as the mass profile of the galaxy is now constrained only by the kinematic data
with no assumption on the functional form of the mass profile. With only seven aperture velocity
dispersion measurements and no information about the stellar anisotropy, the mass profile is not
tightly constrained, translating to ∼8% uncertainties on H0.

We can, however, include an external dataset, namely the SLACSS DS S data sets, containing 33
lenses with no time-delays. These lenses still have measured velocity dispersions to inform about
the mass profile of the lens galaxies, assuming that they belong to same parent population than the
TDCOSMO lenses. Similarly, we propose to include 9 SLACSIFU lenses, with resolved velocity
dispersion measurements to constrain the stellar anisotropy properties of massive elliptical
galaxies. The latter also assumes a similar anisotropy profile between the SLACS and TDCOSMO
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Figure 5.7 – Recent blind inference of H0 in flat-ΛCDM cosmology, under different assumptions
on the mass profile of the lensing galaxies. On top, we show the measurement made by Wong
et al. (2020) assuming two mass models that are marginalised. Millon et al. (2020c) analysed
the two power-law and composite models separately, yielding two H0 different measurements
shown in yellow. The remaining four measurements are obtained within the hierarchical Bayesian
framework presented in Birrer et al. (2020), relaxing the assumptions made on the analytical
form of the mass density profiles. The density profiles are constrained only with the kinematic
data of the TDCOSMO lenses, with the addition of external data sets. Figure adapted from Birrer
et al. (2020).

lenses. Figure 5.7 shows the value of the Hubble constant, while including the SLACSIFU , the
SLACSS DS S and both the SLACSIFU and SLACSS DS S data sets.

The inference including the SLACSIFU data set prefers a lower value of aani compared to the prior
used for the TDCOSMO only analysis. This slightly reduces H0 from 74.5+5.6

−6.1 km s−1Mpc−1to

213



Chapter 5. Controlling systematic errors

73.3+5.8
−5.8 km s−1Mpc−1. The inclusion of the SLACSS DS S data set reduces the MST parameter

λint,0 from λint,0 = 1.02+0.08
−0.09 on the TDCOSMO data set to λint,0 = 0.91+0.05

−0.06. This immedi-
ately translates to a reduction of the Hubble constant from 74.5+5.6

−6.1 km s−1Mpc−1to 67.4+4.3
−4.7

km s−1Mpc−1, although this effect is partially mitigated by the negative slope αλ = −0.04+0.04
−0.04

between λint and re f f /θE , and the fact that the TDCOSMO lenses have, in average, a smaller
re f f /θE ratio than the SLACS lenses.

Although all combinations of data sets are statistically consistent, we observe a ∼1σ shift of
the Hubble constant toward lower value when including the mass profile constraints from the
SLACSS DS S . The possible explanations for this shift (if not a statistical fluctuation) are discussed
in the next section.

5.2.4 Discussion

In this analysis, we changed our view angle to adopt mass models that are maximally degenerate
with H0, instead of physically motivated parametrised models. This explains the increase on
the H0 uncertainties since the internal MST is now constrained only with the kinematic data.
With this new approach, the relative precision increases from 2.3% to 7.8%, if using only the
TDCOSMO data set. Including the SLACSS DS S +IFU data set reduces the uncertainties to 5.4%.

This shift toward lower value of the Hubble constant when including both the SLACSS DS S

and SLACSIFU lenses is intriguing, but at this stage not statistically significant since there is
only a ∼1σ tension with the value inferred from the TDCOSMO data set alone. This shift can
nevertheless be attributed to two factors:

1. the resolved kinematic in the SLACSIFU favours a lower value of aani than the standard
prior used in the TDCOSMO analysis. This partially mitigate the mass-anisotropy degener-
acy and slightly reduces the inferred H0 by ∼1 km s−1Mpc−1.

2. the SLACSS DS S data set prefer a value of λint,0 < 1, which translates to a shift of the
Hubble constant of about ∼ 7 km s−1Mpc−1toward lower value.

Before concluding that the explicit parametrisation of the MST in the mass model is now bringing
the gap between Planck and TDCOSMO determination of the Hubble constant, one should keep
in mind the following limitations:

• This method relies on the assumption that the TDCOSMO and SLACS lenses have, on
average, similar mass density profiles. If the two populations are different, the inferred
cosmological parameter would inevitably be biased. Although massive elliptical galaxies
are known to be an homogeneous population, the mean redshift of the SLACS (〈zd〉 ∼ 0.2)
and TDCOSMO deflectors (〈zd〉 ∼ 0.6) are significantly different. As the recent study by
Shajib et al. (2021) suggests, the mean convergence at the Einstein radius of the SLACS
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lenses might deviate from a power-law by about 5%, when modelled with a composite
model. This systematic deviation is not observed in the current models of the TDCOSMO
lenses, as the good agreement between the power-law and composite model indicates. The
origin of this deviation is unclear and might originate from the choice of prior for the NFW
halo size used in the TDCOSMO analysis, which is different from the prior on the halo
mass M200 and mass-concentration relation used in Shajib et al. (2021). As the dark matter
halo extends much further than the Einstein radius, the lensing and kinematics data only
poorly constrains these parameters, and some prior from weak lensing analysis must be
used (Gavazzi et al., 2007; Sonnenfeld et al., 2018). The second possibility is that the
SLACS galaxies are an evolved version of their TDCOSMO predecessors. As suggested
by Tortora et al. (2014), the fraction of the total mass in the form of dark matter within the
effective radius increases with redshift, thus changing the relative importance of the stellar
and dark matter components in our mass models. This effect might change the mass profile
sufficiently to explain this discrepancy between the SLACS and TDCOSMO sample. As
noted by Shajib et al. (2021), this effect would be, at least qualitatively, compatible with
the trend between H0 and zd observed in Millon et al. (2020c).

• The same argument is also valid for the anisotropy properties: do the stellar anisotropy
properties of the SLACS and TDCOSMO lenses truly similar? The TDCOSMO lenses
are, on average, more elliptical because these non-symmetric systems are more likely
to produce quads, which are preferred in time-delay cosmography analyses. In fact, a
perfectly spherical mass profile would only be capable of producing doubles. It remains
to be tested if the higher ellipticity is provoked by the rotation of the stars in the lens
galaxy. Such an effect would lead to different anisotropy profiles between the SLACS and
TDCOSMO samples. In this case, high-quality resolved kinematic data will undoubtedly
answer this question.

• The selection function of the SLACS and TDCOSMO might also introduce some differ-
ences. The SLACS lenses are lens-selected in the sense that they were discovered from
a sample of pre-selected massive elliptical galaxies, with anomalous emission lines in
their SDSS spectra, indicating the possible presence of a lensed galaxy at higher redshift.
By contrast, the TDCOSMO lenses are source-selected, i.e. the multiple images of the
quasar were discovered first with no preselection of the lens galaxy. By construction, these
two samples are possibly favouring different types of lens galaxies. This selection effect
will need to be carefully understood, or, alternatively, a sample of lenses matching the
properties of the TDCOSMO galaxies will need to be specifically designed to test our
conclusions.

• The inferred H0 is now much more sensitive to measured velocity dispersion compared to
the previous analysis presented in Section 5.1.3. Consequently, any possible systematic
bias in measuring the velocity dispersion or in their modelling will directly translate to a
bias on the Hubble constant. The assumption made when modelling the velocity dispersion
will need to be carefully verified. In particular, the spherical Jeans modelling might need
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to be abandoned for more sophisticated models. Similarly, other parametrisation of the
anisotropy than the Ospikov-Merritt parametrisation should be tested.

5.2.5 Future prospects for time-delay cosmography

In this section, we list possibilities to address the different points mentioned above. We would
like to discuss the prospects to improve the precision of time-delay cosmography and test
the assumptions about the mass profile of the lens galaxies used in previous H0LiCOW and
TDCOSMO analyses. The hierarchical Bayesian framework presented here provides a tool
for this by inferring jointly the cosmological parameters and the mass density profiles of the
lens galaxies. However, the precision is limited by the quality of the current data, particularly
the kinematic data. Naturally, improving each measurement’s precision will definitely help to
reduce the uncertainties since the TDCOSMO kinematic measurements have been acquired over
almost two decades and could easily be improved with new observations and a homogeneous
treatment. However, it will also be necessary to increase the sample of time-delay lenses to detect
possible bias and avoid relying on external data sets, whose similarity with the time-delay lenses
is difficult to guarantee. We list below different pathways to improve the precision of time-delay
cosmography and recover, in the near future, the precision previously obtained with power-law
and composite lens models.

Resolved kinematics from space or with 30-m class telescopes: The poor knowledge of the
anisotropy properties is now one of the main sources of uncertainties. Due to the mass-anisotropy
degeneracy, single aperture velocity measurements are not sufficient to obtain a second estimate
of the mass of the lensing galaxy and break the MSD. However, if the velocity dispersion can
be measured in several bins, it is possible to measure the full anisotropy profile of the galaxy
and obtain stringent constraints on its mass density profile. The next generation of integral field
spectrograph mounted on the James Webb Space Telescope (JWST), the Thirty Meter Telescope
(TMT) or on the E-ELT (European Extremely Large Telescope) will have the resolving power to
determine the stellar anisotropy of the lens galaxy accurately. With a 0′′.1/pixels resolution, the
Near-Infrared Spectrograph (NIRSPEC) mounted on the JWST will have the capability to obtain
high SNR velocity dispersion of the lens over 80 bins. Such a dense sampling of the velocity
dispersion field will dramatically improve the precision of the D∆t and Dd measurements, allowing
to measure the Hubble constant to ∼4% precision on a single lens, without any assumptions
on the density profile of the lens galaxy (Yildirim et al., in prep). With slightly less optimistic
assumptions about the JWST data quality, Birrer and Treu (2021) predicted that including resolved
kinematics for the 7 TDCOSMO lenses would reduce the error H0 down to 3.5%, with no external
data set. In future scenarios with 40 time-delay lenses and 30-m class telescope IFU observations,
the authors expected that the uncertainties would be reduced to 1.5%.
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Double source plane lenses: Another way to mitigate the effect of the MSD is to use lenses with
two sources located at different redshifts. The MSD manifests itself by an adequate rescaling of
the source size and the lens galaxy’s total mass. In the case of double-source plane lensing, the
choice of transformation that could change both source sizes at the same time without changing
the lensing observables is limited although some specific transforms can still be undetectable is
the first source is also lensing the second one (Schneider, 2014). Multiple lensed source are often
found behind galaxy clusters, but they are much more rare in the case of galaxy-scale lenses.
A notable example is the "Jackpot lens" SDSS J0946+1006, which is a unique case of double
source plane galaxy-galaxy lensing1 (Gavazzi et al., 2008). This system is not a lensed quasar so
that no time delays can be measured. However, Collett and Auger (2014) could constrain the
cosmological parameters through the ratio of distances between different source and lens planes.
Another example of multiple plane lensing is DES 0408−5354 (Diehl et al., 2017). In addition
to the quasar located at redshift z = 2.375, gravitational arcs from a second galaxy at redshift
z = 2.228 were found in the high-resolution HST images (Shajib et al., 2019). Even a third
source is visible, although its redshift could not be determined. This system yields a 3.9% H0

measurement (Shajib et al., 2020), but it is still unclear if the redshift difference between the two
sources was sufficient to substantially alleviate the MSD. Recently, Lemon et al. (2018) found
a very promising target for future time-delay cosmography analyses, namely J 1721+8842. In
this system, a massive elliptical galaxy is lensing two quasars, forming one quad and one double.
J 1721+8842 is now actively monitored and might yield time delays for the second quasar as
well. Unfortunately, recent spectroscopic observations have shown that the two lensed quasars
form a binary quasar pair located at the same redshift, providing no leverage to alleviate the
MST (Lemon et al., 2021). In the future, it might be possible to build a sample of these very rare
systems since large sky surveys are expected to discover thousands of new lenses. Gavazzi et al.
(2008) predicted that one in 40 - 80 lenses could actually be double source plane lenses. Even
this tiny fraction could turn double lens plane lensing into a powerful cosmological probe.

Hierarchical inference on a large sample of lenses: The third way to improve the precision
of this hierarchical Bayesian analysis is to enlarge the external data sets used to constrain the
density and anisotropy profiles of the lens galaxies. Birrer and Treu (2021) demonstrated that
a sample of 50 non-time-delay lenses with resolved kinematics could bring the precision on
the Hubble constant back to 2.7%. This result is still valid even if the data are taken from the
ground with seeing-limited IFUs. Resolved kinematics are much easier to obtain for non-time
delay lenses because the bright quasar images do not contaminate the light from the faint lens
galaxy. However, the non-time-delay lenses will need to be carefully selected to precisely match
the TDCOSMO galaxies’ properties. They should be at similar redshifts and they must have
comparable Einstein and effective radii and similar locations in the fundamental plane. It will then
be possible to obtain strict constraints on the mass density profile of massive elliptical galaxies
that would validate or invalidate the assumptions made in Wong et al. (2020) and Millon et al.
(2020c).

1In fact, even a third gravitational arc at redshift ∼6 was recently discovered (Collett and Smith, 2020).
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Time-delay cosmography with strongly lensed SNIa: Using strongly lensed SNIa as a variable
source instead of quasars is a promising path, but such systems remain to be discovered in
sufficient numbers. The second distance indicators provided by their standard nature will be very
efficient to break the MSD. However, the treatment of the absorption within the lens galaxy and
the precise determination of the lensing magnification are far from being trivial. Like any young
and promising field, the systematics affecting this technique remains to be found. For this reason,
we think that time-delay cosmography with lensed quasar still has an important role to play in
the 2020s.
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ABSTRACT

The H0LiCOW collaboration inferred via strong gravitational lensing time delays a Hubble constant value of 𝐻0 = 73.3+1.7−1.8 km s
−1Mpc−1,

describing deflector mass density profiles by either a power-law or stars (constant mass-to-light ratio) plus standard dark matter halos. The mass-
sheet transform (MST) that leaves the lensing observables unchanged is considered the dominant source of residual uncertainty in 𝐻0. We quantify
any potential effect of the MST with a flexible family of mass models, which directly encodes it, and they are hence maximally degenerate with
𝐻0. Our calculation is based on a new hierarchical Bayesian approach in which the MST is only constrained by stellar kinematics. The approach is
validated on mock lenses, which are generated from hydrodynamic simulations. We first applied the inference to the TDCOSMO sample of seven
lenses, six of which are from H0LiCOW, and measured 𝐻0 = 74.5+5.6−6.1 km s

−1Mpc−1.
Secondly, in order to further constrain the deflector mass density profiles, we added imaging and spectroscopy for a set of 33 strong gravitational
lenses from the Sloan Lens ACS (SLACS) sample. For nine of the 33 SLAC lenses, we used resolved kinematics to constrain the stellar
anisotropy. From the joint hierarchical analysis of the TDCOSMO+SLACS sample, we measured 𝐻0 = 67.4+4.1−3.2 km s

−1Mpc−1. This measurement
assumes that the TDCOSMO and SLACS galaxies are drawn from the same parent population. The blind H0LiCOW, TDCOSMO-only and
TDCOSMO+SLACS analyses are in mutual statistical agreement. The TDCOSMO+SLACS analysis prefers marginally shallower mass profiles
than H0LiCOW or TDCOSMO-only. Without relying on the form of the mass density profile used by H0LiCOW, we achieve a ∼5%measurement of
𝐻0. While our new hierarchical analysis does not statistically invalidate the mass profile assumptions by H0LiCOW – and thus the 𝐻0 measurement
relying on them – it demonstrates the importance of understanding the mass density profile of elliptical galaxies. The uncertainties on 𝐻0 derived
in this paper can be reduced by physical or observational priors on the form of the mass profile, or by additional data. The full analysis is available
� here.

Key words. method: gravitational lensing: strong – cosmological parameters

1. Introduction

There is a discrepancy in the reported measurements of the Hub-
ble constant from early universe and late universe distance an-
chors. If confirmed, this discrepancy would have profound con-
sequences and would require new or unaccounted physics to
be added to the standard cosmological model. Early universe
measurements in this context are primarily calibrated with sound
horizon physics. This includes the cosmicmicrowave background
(CMB) observations from Planck with 𝐻0 = 67.4 ± 0.5 km
s−1Mpc−1(Planck Collaboration et al. 2018), galaxy clustering
and weak lensing measurements of the Dark Energy Survey
(DES) data in combination with baryon acoustic oscillations
(BAO) and Big Bang nucleosynthesis (BBN) measurements, giv-
ing 𝐻0 = 67.4± 1.2 km s−1Mpc−1(Abbott et al. 2018), and using
the full-shape BAO analysis in the BOSS survey in combination
with BBN, giving 𝐻0 = 68.4 ± 1.1 km s−1Mpc−1(Philcox et al.
2020). All of these measurements provide a self-consistent pic-
ture of the growth and scales of structure in the Universe within
the standard cosmological model with a cosmological constant,
Λ, and cold dark matter (ΛCDM).
Late universe distance anchors consist of multiple differ-

ent methods and underlying physical calibrators. The most well

★ E-mail: sibirrer@stanford.edu

established one is the local distance ladder, effectively based
on radar observations on the Solar system scale, the parallax
method, and a luminous calibrator to reach the Hubble flow
scale. The SH0ES team, using the distance ladder method with
supernovae (SNe) of type Ia and Cepheids, reports a measure-
ment of 𝐻0 = 74.0 ± 1.4 km s−1Mpc−1(Riess et al. 2019). The
Carnegie–Chicago Hubble Project (CCHP) using the distance
ladder method with SNe Ia and the tip of the red giant branch
measures 𝐻0 = 69.6 ± 1.9 km s−1Mpc−1(Freedman et al. 2019,
2020). Huang et al. (2020) used the distance ladder method with
SNe Ia and Mira variable stars and measured 𝐻0 = 73.3 ± 4.0
km s−1Mpc−1.
Among the measurements that are independent of the dis-

tance ladder are the Megamaser Cosmology Project (MCP),
which uses water megamasers to measure 𝐻0 = 73.9 ± 3.0 km
s−1Mpc−1(Pesce et al. 2020), gravitational wave standard sirens
with 𝐻0 = 70.0+12.0−8.0 km s

−1Mpc−1(Abbott et al. 2017) and the
TDCOSMO collaboration1 (formed by members of H0LiCOW,
STRIDES, COSMOGRAIL and SHARP), using time-delay cos-
mography with lensed quasars (Wong et al. 2020; Shajib et al.
2020a; Millon et al. 2020). Time-delay cosmography (Refsdal
1964) provides a one-step inference of absolute distances on

1 http://tdcosmo.org
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cosmological scales – and thus the Hubble constant. Over the
past two decades, extensive and dedicated efforts have trans-
formed time-delay cosmography from a theoretical idea to a con-
tender for precision cosmology (Vanderriest et al. 1989; Keeton
& Kochanek 1997; Schechter et al. 1997; Kochanek 2003; Koop-
mans et al. 2003; Saha et al. 2006; Read et al. 2007; Oguri 2007;
Coles 2008; Vuissoz et al. 2008; Suyu et al. 2010; Fadely et al.
2010; Suyu et al. 2013, 2014; Sereno & Paraficz 2014; Rathna
Kumar et al. 2015; Birrer et al. 2016; Wong et al. 2017; Birrer
et al. 2019; Rusu et al. 2020; Chen et al. 2019; Shajib et al.
2020a).
The keys to precision time-delay cosmography are: Firstly,

precise and accurate measurements of relative arrival time delays
of multiple images; Secondly, understanding of the large-scale
distortion of the angular diameter distances along the line of
sight; and thirdly, accurate model of the mass distribution within
the main deflector galaxy. The first problem has been solved by
high cadence and high precision photometric monitoring, of-
ten with dedicated telescopes (e.g., Fassnacht et al. 2002; Tewes
et al. 2013; Courbin et al. 2018). The time delay measurement
procedure has been validated via simulations by the Time Delay
Challenge (TDC1) (Dobler et al. 2015; Liao et al. 2015). The sec-
ond issue has been addressed by statistically correcting the effect
of the line of sights to strong gravitational lenses by comparison
with cosmological numerical simulations (e.g., Fassnacht et al.
2011; Suyu et al. 2013; Greene et al. 2013; Collett et al. 2013).
Millon et al. (2020) recently showed that residuals from the line
of sight correction based on this methodology are smaller than
the current overall errors. Progress on the third issue has been
achieved by analyzing high quality images of the host galaxy of
the lensed quasars with provided spatially resolved information
that can be used to constrain lens models (e.g., Suyu et al. 2009).
By modeling extended sources with complex and flexible source
surface brightness instead of just the quasar images positions
and fluxes, modelers have been able to move from extremely
simplified models like singular isothermal ellipsoids (Kormann
et al. 1994; Schechter et al. 1997) tomore flexible ones like power
laws or stars plus standard dark matter halos (Navarro et al. 1997,
hereafter NFW). The choice of elliptical power-law and stars plus
NFW profiles was motivated by their generally good description
of stellar kinematics and X-ray data in the local Universe. It was
validated post-facto by the small residual corrections found via
pixellated models (Suyu et al. 2009), and by the overall goodness
of fit they provided to the data.
Building on the advances in the past two decades, the

H0LiCOW and SHARP collaborations analyzed six individual
lenses (Suyu et al. 2010, 2014; Wong et al. 2017; Birrer et al.
2019; Rusu et al. 2020; Chen et al. 2019) and measured 𝐻0 for
each lens to a precision in the range 4.3-9.1%. The STRIDES
collaboration measured 𝐻0 to 3.9% from one single quadruply
lensed quasar (Shajib et al. 2020a). The seven measurements fol-
low an approximately standard (although evolving over time) pro-
cedure (see e.g. Suyu et al. 2017) and incorporate single-aperture
stellar kinematics measurements for each lens. The H0LiCOW
collaboration combined their six quasar lenses, of which five had
their analysis blinded, assuming uncorrelated individual distance
posteriors and arrived at 𝐻0 = 73.3+1.7−1.8 km s

−1Mpc−1, a 2.4%
measurement of 𝐻0 (Wong et al. 2020). Adding the blind mea-
surement by Shajib et al. (2020a) further increases the precision
to ∼ 2% (Millon et al. 2020).
Given the importance of the Hubble tension, it is crucial,

however, to continue to investigate potential causes of systematic
errors in time-delay cosmography.After all, extraordinary claims,
like physics beyond ΛCDM, require extraordinary evidence.

The first and main source of residual modeling error in time-
delay cosmography is due to the mass-sheet transform (MST)
(Falco et al. 1985).MST is a mathematical degeneracy that leaves
the lensing observables unchanged, while rescaling the absolute
time delay, and thus the inferred 𝐻0. This degeneracy is well
known and frequently discussed in the literature (e.g., Gorenstein
et al. 1988; Kochanek 2002; Saha & Williams 2006; Kochanek
2006; Read et al. 2007; Schneider & Sluse 2013, 2014; Coles
et al. 2014; Xu et al. 2016; Birrer et al. 2016; Unruh et al. 2017;
Sonnenfeld 2018; Wertz et al. 2018; Kochanek 2020a; Blum
et al. 2020). Lensing-independent tracers of the gravitational po-
tential of the deflector galaxy, such as stellar kinematics, can
break this inherent degeneracy (e.g., Grogin & Narayan 1996;
Romanowsky & Kochanek 1999; Treu & Koopmans 2002). An-
other way to break the degeneracy is to make assumptions on
the mass density profile, which is primarily the strategy adopted
by the H0LiCOW/STRIDES collaboration (Millon et al. 2020).
Millon et al. (2020) showed that the two classes of radial mass
profiles considered by the collaboration, power-law and stars and
a Navarro Frenk &White (NFW, Navarro et al. 1997) dark mat-
ter halo, yield consistent results2. Sonnenfeld (2018); Kochanek
(2020a,b) argued that the error budget of individual lenses ob-
tained under the assumptions of power-law or stars + NFW are
underestimated and that, given the MST, the typical uncertainty
of the kinematic data does not allow one to constrain the mass
profiles to a few percent precision3.
A second potential source of uncertainty in the combined

TDCOSMO analysis is the assumption of no correlation between
the errors of each individual lens system. The TDCOSMO anal-
ysis shows that the scatter between systems is consistent with the
estimated errors, and the random measurement errors of the ob-
servables are indeed uncorrelated (Wong et al. 2020;Millon et al.
2020). However, correlations could be introduced by the model-
ing procedure and assumptions made, such as the form and prior
on the mass profile and the distribution of stellar anisotropies in
elliptical galaxies.
In this paper we address these two dominant sources of poten-

tial residual uncertainties by introducing a Bayesian hierarchical
framework to analyze and interpret the data. Addressing these un-
certainties is a major step forward in the field, however it should
be noted that the scope of this framework is broader than just
these two issues. Its longer term goal is to take advantage of the
expanding quality and quantity of data to trade theoretical as-
sumptions for empirical constraints. Specifically, this framework
is designed to meet the following requirements: (1) Theoretical
assumptions should be explicit and, whenever possible, verified
by data or replaced by empirical constraints; (2) Kinematic as-
sumptions and priors must be justified by the data or the laws
of physics; (3) The methodology must be validated with realis-
tic simulations. By using this framework we present an updated
measurement of the Hubble constant from time-delay cosmog-
raphy and we lay out a roadmap for further improvements of the
methodology to enable a measurement of the Hubble constant
from strong lensing time-delay measurements with 1% precision
and accuracy.
In practice, we adopt a parameterization that allows us to

quantify the full extent MST in our analysis, addressing point
(1) listed above. We discuss the assumptions on the kinematic
modeling and the impact of the priors chosen. We deliberately

2 For the NFW profile parameters, priors on the mass-concentration
relation were imposed on the individual analyses.
3 See Birrer et al. (2016) for an analysis explicitly constraining theMST
with kinematic data that satisfies the error budget of Kochanek (2020a).
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choose an uninformative prior, addressing point (2).Wemake use
of a blind submission to the time-delay lens modeling challenge
(TDLMC) (Ding et al. 2018, 2020) and validate our approach
end to end, including imaging analysis, kinematics analysis and
MST mitigation, addressing point (3) 4.
In our new analysis scheme, the MST is exclusively con-

strained by the kinematic information of the deflector galaxies,
and thus fully accounted for in the error budget. Under these
minimal assumptions, we expect that the data currently avail-
able for the individual lenses in our TDCOSMO sample will not
constrain𝐻0 to the 2% level. In addition, we take into account co-
variances between the sample galaxies, by formulating the priors
on the stellar anisotropy distribution and the MST at the popu-
lation level and globally sampling and marginalizing over their
uncertainties.
To further improve the constraints on the mass profile and

the MST on the population level, we incorporate a sample of
33 lenses from the Sloan Lens ACS (SLACS) survey (Bolton
et al. 2006) into our analysis. We make use of the lens model
inference results presented by Shajib et al. (2020b), which follow
the standards of the TDCOSMO collaboration. We assess the
assumptions in the kinematics modeling and incorporate integral
field unit (IFU) spectroscopy from VIMOS 2D data of a subset
of the SLACS lenses from Czoske et al. (2012) in our analy-
sis. This dataset allows us to improve constraints on the stellar
anisotropy distribution in massive elliptical galaxies at the popu-
lation level and thus reduces uncertainties in the interpretation of
the kinematic measurements, hence improving the constraints on
the MST and 𝐻0. Our joint hierarchical analysis is based on the
assumption that the massive elliptical galaxies acting as lenses
in the SLACS and the TDCOSMO sample represent the same
underlying parent population in regard of their mass profiles and
kinematic properties. The final 𝐻0 value derived in this work is
inferred from the joint hierarchical analysis of the SLACS and
TDCOSMO samples.
The paper is structured as follows: Section 2 revisits the anal-

ysis performed on individual lenses and assesses potential sys-
tematics due to MST and mass profile assumptions. Section 3
describes the hierarchical Bayesian analysis framework to miti-
gate assumptions and priors associated to the MST to a sample
of lenses. We first validate this approach in Section 4 on the
TDLMC data set (Ding et al. 2018) and then move to perform
this very same analysis on the TDCOSMO data set in Section 5.
Next, we perform our hierarchical analysis on the SLACS sample
with imaging and kinematics data to further constrain uncertain-
ties in the mass profiles and the kinematic behavior of the stellar
anisotropy in Section 6. We present the joint analysis and final
inference on the Hubble constant in Section 7. We discuss the
limitations of the current work and lay out the path forward in
Section 8 and finally conclude in Section 9.
All the software used in this analysis is open source and

we share the analysis scripts and pipeline with the community
� here5. Numerical tests on the impact of theMST are performed
with lenstronomy6 (Birrer & Amara 2018; Birrer et al. 2015).
The kinematics is modeled with the lenstronomy.Galkinmod-
ule. The reanalysis of the SLACS lenses imaging data is per-
formed with dolphin7, a wrapper around lenstronomy for au-
tomated lens modeling (Shajib et al. 2020b) and we introduce hi-

4 Noting however the caveats on the realism of the TDLMC simulations
discussed by Ding et al. (2020).
5 https://github.com/TDCOSMO/hierarchy_analysis_2020_
public/
6 https://github.com/sibirrer/lenstronomy
7 https://github.com/ajshajib/dolphin

erArc8 (this work) for the hierarchical sampling in conjunction
with lenstronomy. All components of the analysis - including
analysis scripts and software - were reviewed internally by peo-
ple not previously involved in the analysis of the sample before
the joint inference was performed. All uncertainties stated are
given in 16th, 50th and 84th percentiles. Error contours in plots
represent 68th and 95th credible regions.
As in previous work by our team - in order to avoid exper-

imenter bias - we keep our analysis blind by using previously
blinded analysis products, and all additional choices made in this
analysis, such as considering model parameterization and includ-
ing or excluding of data, are assessed blindly in regard to 𝐻0 or
parameters directly related to it. All sections, except Section 8.5,
of this paper have been written and frozen before the unblinding
of the results.

2. Cosmography from individual lenses and the
mass-sheet degeneracy

In this section we review the principles of time-delay cosmog-
raphy and the underlying observables (Section 2.1 for lensing
and time delays and Section 2.2 for the kinematic observables).
We emphasize how an MST affects the observables and thus the
inference of cosmographic quantities (Section 2.3). We separate
the physical origin of the MST into the line-of-sight (external
MST, Section 2.4) and mass-profile contributions (internal MST,
Section 2.5) and then provide the limits on the internal mass
profile constraints from imaging data and plausibility arguments
in Section 2.6. We provide concluding remarks on the constrain-
ing power of individual lenses for time-delay cosmography in
Section 2.7.

2.1. Cosmography with strong lenses

In this section we state the relevant governing physical princi-
ples and observables in terms of imaging, time delays, and stellar
kinematics. The phenomena of gravitational lensing can be de-
scribed by the lens equation, which maps the source plane 𝜷 to
the image plane 𝜽 (2D vectors on the plane of the sky)

𝜷 = 𝜽 − 𝜶(𝜽), (1)

where 𝜶 is the angular shift on the sky between the original
unlensed and the lensed observed position of an object.
For a single lensing plane, the lens equation can be expressed

in terms of the physical deflection angle �̂� as

𝜷 = 𝜽 − 𝐷s

𝐷ds
�̂�(𝜽), (2)

with 𝐷s, 𝐷ds is the angular diameter distance from the observer
to the source and from the deflector to the source, respectively.
In the single lens plane regime we can introduce the lensing
potential 𝜓 such that

𝜶(𝜽) = ∇𝜓(𝜽) (3)

and the lensing convergence as

^(𝜽) = 1
2
∇2𝜓(𝜽). (4)

The relative arrival time between two images 𝜽A and 𝜽B, Δ𝑡AB,
originated from the same source is

Δ𝑡AB =
𝐷Δ𝑡

𝑐
(𝜙(𝜽A, 𝜷) − 𝜙(𝜽B, 𝜷)) , (5)

8 https://github.com/sibirrer/hierarc
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where 𝑐 is the speed of light,

𝜙(𝜽 , 𝜷) =
[ (𝜽 − 𝜷)2

2
− 𝜓(𝜽)

]
(6)

is the Fermat potential (Schneider 1985; Blandford & Narayan
1986), and

𝐷Δ𝑡 ≡ (1 + 𝑧d) 𝐷d𝐷s
𝐷ds

, (7)

is the time-delay distance (Refsdal 1964; Schneider et al. 1992;
Suyu et al. 2010); 𝐷d, 𝐷s, and 𝐷ds are the angular diameter
distances from the observer to the deflector, the observer to the
source, and from the deflector to the source, respectively.
Provided constraints on the lensing potential, a measured

time delay allows us to constrain the time-delay distance 𝐷Δ𝑡

from Equation 5:

𝐷Δ𝑡 =
𝑐Δ𝑡AB

Δ𝜙AB
. (8)

The Hubble constant is inversely proportional to the absolute
scales of the Universe and thus scales with 𝐷Δ𝑡 as

𝐻0 ∝ 𝐷−1
Δ𝑡 . (9)

2.2. Deflector velocity dispersion

The line-of-sight projected stellar velocity dispersion of the de-
flector galaxy, 𝜎P, can provide a dynamical mass estimate of the
deflector independent of the lensing observables and joint lens-
ing and dynamical mass estimates have been used to constrain
galaxy mass profiles (Grogin & Narayan 1996; Romanowsky &
Kochanek 1999; Treu & Koopmans 2002).
The modeling of the kinematic observables in lensing galax-

ies range in complexity from spherical Jeans modeling to
Schwarzschild (Schwarzschild 1979) methods. For example,
Barnabè & Koopmans (2007); Barnabè et al. (2009) use axisym-
metric modeling of the phase-space distribution function with
a two-integral Schwarzschild method by Cretton et al. (1999);
Verolme & de Zeeuw (2002). In this work, the kinematics and
their interpretation are a key component of the inference scheme
and thus we provide the reader with a detailed background and
the specific assumptions in the modeling we apply.
The dynamics of stars with the density distribution 𝜌∗ (𝑟)

in a gravitational potential Φ(𝑟) follows the Jeans equation. In
this work, we assume spherical symmetry and no rotation in
the Jeans modeling. In the limit of a relaxed (vanishing time
derivatives) and spherically symmetric system, with the only
distinction between radial, 𝜎2r , and tangential, 𝜎2t , dispersions,
the Jeans equation results in (e.g., Binney & Tremaine 2008)

𝜕 (𝜌∗𝜎2r (𝑟))
𝜕𝑟

+ 2𝛽ani (𝑟)𝜌∗ (𝑟)𝜎
2
r (𝑟)

𝑟
= −𝜌∗ (𝑟) 𝜕Φ(𝑟)

𝜕𝑟
, (10)

with the stellar anisotropy parameterized as

𝛽ani (𝑟) ≡ 1 −
𝜎2t (𝑟)
𝜎2r (𝑟)

. (11)

The solution of Equation 10 can be formally expressed as (e.g.,
van der Marel 1994)

𝜎2r =
𝐺

𝜌∗ (𝑟)
∫ ∞

𝑟

𝑀 (𝑠)𝜌∗ (𝑠)
𝑠2

𝐽𝛽 (𝑟, 𝑠)𝑑𝑠 (12)

where 𝑀 (𝑟) is the mass enclosed in a three-dimensional sphere
with radius 𝑟 and

𝐽𝛽 (𝑟, 𝑠) = exp
[∫ 𝑠

𝑟

2𝛽(𝑟 ′)𝑑𝑟 ′/𝑟 ′
]

(13)

is the integration factor of the Jeans Equation (Eqn. 10). The
modeled luminosity-weighted projected velocity dispersion 𝜎s is
given by (Binney & Mamon 1982)

Σ∗ (𝑅)𝜎2s = 2
∫ ∞

𝑅

(
1 − 𝛽ani (𝑟) 𝑅

2

𝑟2

)
𝜌∗𝜎2r 𝑟d𝑟√
𝑟2 − 𝑅2

, (14)

where 𝑅 is the projected radius and Σ∗ (𝑅) is the projected stellar
density

Σ∗ (𝑅) = 2
∫ ∞

𝑅

𝜌∗ (𝑟)𝑟𝑑𝑟√
𝑟2 − 𝑅2

. (15)

The observational conditions have to be taken into account
when comparing a model prediction with a data set. In particular,
the apertureA and the PSF convolution of the seeing, P, need to
be folded in the modeling. The luminosity-weighted line of sight
velocity dispersion within an aperture, A, is then (e.g., Treu &
Koopmans 2004; Suyu et al. 2010)

(𝜎P)2 =
∫
A
[
Σ∗ (𝑅)𝜎2s ∗ P

]
d𝐴∫

A [Σ∗ (𝑅) ∗ P] d𝐴 , (16)

where Σ∗ (𝑅)𝜎2s is taken from Equation 14.
The prediction of the stellar kinematics requires a three-

dimensional stellar density 𝜌∗ (𝑟) andmass𝑀 (𝑟) profile. In terms
of imaging data, we can extract information about the parameters
of the lens mass surface density with parameters 𝝃mass and the
surface brightness of the deflector with parameters 𝝃 light. When
assuming a constant mass-to-light ratio across the galaxy, the
integrals in the Jeans equation can be performed on the light
distribution and Σ∗ (𝑅) can be taken to be the surface brightness
𝐼 (𝑅). To evaluate the three-dimensional distributions, we rely on
assumptions on the de-projection to the three-dimensional mass
and light components. In this work, we use spherically symmet-
ric models with analytical projections/de-projections to solve the
Jeans equation.
An additional ingredient in the calculation of the velocity dis-

persion is the anisotropy distribution of the stellar orbits, 𝛽ani (𝑟).
It is impossible to disentangle the anisotropy in the velocity dis-
tribution and the gravitational potential from velocity dispersion
and rotation measurements alone. This is known as the mass-
anisotropy degeneracy (Binney & Mamon 1982).
Finally, the predicted velocity dispersion requires angular

diameter distances from a background cosmology. Specifically,
the prediction of any 𝜎P from any model can be decomposed into
a cosmological-dependent and cosmology-independent part, as
(Birrer et al. 2016, 2019)

(𝜎P)2 = 𝐷s

𝐷ds
𝑐2𝐽 (𝝃mass, 𝝃 light, 𝛽ani), (17)

where 𝐽 (𝝃mass, 𝝃 light, 𝛽ani) is the dimensionless and cosmology-
independent term of the Jeans equation only relying on the an-
gular units in the light, mass and anisotropy model. The term
blight in Equation (17) includes the deflector light contribution.
The deflector light is required for the Jeans modeling (Σ∗ and
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deconvolved 𝜌∗ terms in the equations above). In practice, the in-
ference of the deflector light profile is jointly fit with other light
components, such as source light and quasar flux.
Inverting Equation 17 illustrates that a measured velocity

dispersion, 𝜎P, allows us to constrain the distance ratio 𝐷s/𝐷ds,
independent of the cosmological model and time delays but while
relying on the same lens model, 𝝃 lens,

𝐷s

𝐷ds
=

(𝜎P)2
𝑐2𝐽 (𝝃 lens, 𝝃 light, 𝛽ani)

. (18)

We note that the distance ratio𝐷s/𝐷ds can be constrainedwithout
time delays being available. If one has kinematic and time-delay
data, instead of expressing constraints on 𝐷s/𝐷ds, one can also
express the cosmologically independent constraints in terms of
𝐷d (e.g., Paraficz & Hjorth 2009; Jee et al. 2015; Birrer et al.
2019) as

𝐷d =
1

(1 + 𝑧d)
𝑐Δ𝑡AB

Δ𝜙AB (𝝃 lens)
𝑐2𝐽 (𝝃 lens, 𝝃 light, 𝛽ani)

(𝜎P)2 . (19)

In this work, we do not transform the kinematics constraints into
𝐷s/𝐷ds or𝐷d constraints butwork directly on the likelihood level
of the velocity dispersion when discriminating between different
cosmological models.
In Appendix B we illustrate the radial dependence on the

model predicted velocity dispersion, 𝜎P, for different stellar
anisotropy models. Observations at different projected radii can
partially break the mass-anisotropy degeneracy provided that we
have independent mass profile estimates from lensing observ-
ables.

2.3. Mass-sheet transform

The mass-sheet transform (MST) is a multiplicative transform of
the lens Equation (Eqn. 1) (Falco et al. 1985)

_𝜷 = 𝜽 − _𝜶(𝜽) − (1 − _)𝜽 , (20)

which preserves image positions (and any higher order relative
differentials of the lens equation) under a linear source displace-
ment 𝜷 → _𝜷. The term (1−_)𝜽 in Equation 20 above describes
an infinite sheet of convergence (or mass), and hence the name
mass-sheet transform. Only observables related to the absolute
source size, intrinsic magnification or to the lensing potential are
able to break this degeneracy.
The convergence field transforms according to

^_ (\) = _ × ^(\) + (1 − _) . (21)

The same relative lensing observables can result if the mass
profile is scaled by the factor _ with the addition of a sheet of
convergence (or mass) of ^(𝜽) = (1 − _).
The different observables described in Section 2.1 & 2.2

transform by an MST term _ as follow: The image positions
remain invariant

𝜽_ = 𝜽 . (22)

The source position scales with _

𝜷_ = _𝜷. (23)

The time delay scales with _

Δ𝑡AB_ = _Δ𝑡AB (24)

and the velocity dispersion scales with _ as

𝜎P𝑣 _ =
√
_𝜎P𝑣 . (25)

Until now we have only stated how the MST impacts ob-
servables directly. However, it is also useful to describe how
cosmographic constraints derived from a set of observables and
assumptions on themass profile are transformedwhen transform-
ing the lens model with an MST (Eqn. 8, 18, 19). The time-delay
distance (Eqn. 7) is dependent on the time delay Δ𝑡 (Eqn. 5)

𝐷Δ𝑡 _ = _−1𝐷Δ𝑡 . (26)

The distance ratio constrained by the kinematics and the lens
model scales as

(𝐷s/𝐷ds)_ = _−1𝐷s/𝐷ds. (27)

Given time-delay and kinematics data the inference on the angular
diameter distance to the lens is invariant under the MST

𝐷d_ = 𝐷d. (28)

TheHubble constant, when inferred from the time-delay distance,
𝐷Δ𝑡 , transforms as (from Eqn. 9)

𝐻0_ = _𝐻0. (29)

Mathematically, all the MSTs can be equivalently stated as a
change in the angular diameter distance to the source

𝐷s → _𝐷s. (30)

In other words, if one knows the dependence of any lensing
variable upon 𝐷s one can transform it under the MST and scale
all other quantities in the same way.

2.4. Line-of-sight contribution

Structure along the line of sight of lenses induce distortions and
focusing (or de-focusing) of the light rays. The first-order shear
distortions do have an observable imprint on the shape of Einstein
rings and can thus be constrained as part of the modeling proce-
dure of strong lensing imaging data. The first order convergence
effect alters the angular diameter distances along the specific line
of sight of the strong lens. We define 𝐷lens as the specific angular
diameter distance along the line of sight of the lens and 𝐷bkg as
the angular diameter distance from the homogeneous background
metric without any perturbative contributions. 𝐷lens and 𝐷bkg are
related through the convergence terms as

𝐷lensd = (1 − ^d)𝐷bkgd
𝐷lenss = (1 − ^s)𝐷bkgs
𝐷lensds = (1 − ^ds)𝐷bkgds .

(31)

^s is the integrated convergence along the line of sight passing
through the strong lens to the source plane and the term 1 − ^s
corresponds to anMST (Eqn. 30)9. To predict the velocity disper-
sion of the deflector (Eqn. 17), the terms ^s and ^ds are relevant
when using background metric predictions from a cosmological

9 The integral between the deflector and the source deviates from the
Born approximation as the light paths are significantly perturbed (see
e.g., Bar-Kana 1996; Birrer et al. 2017)
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model (𝐷bkg). To predict the time delays (Eqn. 5) from a cos-
mological model, all three terms are relevant. We can define a
single effective convergence, ^ext, that transforms the time-delay
distance (Eqn. 7)

𝐷lensΔ𝑡 ≡ (1 − ^ext)𝐷bkgΔ𝑡
(32)

with

1 − ^ext =
(1 − ^d) (1 − ^s)

(1 − ^ds) . (33)

2.5. External vs. internal mass sheet transform

An MST (Eqn. 21) is always linked to a specific choice of lens
model and so is its physical interpretation. TheMST can be either
associated with line-of-sight structure (^s) not affiliated with the
main deflector or as a transform of the mass profile of the main
deflector itself (e.g., Koopmans 2004; Saha & Williams 2006;
Schneider & Sluse 2013; Birrer et al. 2016; Shajib et al. 2020a).
There are different observables and physical priors related

to these two distinct physical causes and we use the notation
^s to describe the external convergence aspect of the MST and
_int to describe the internal profile aspect of the MST. The total
transform which affects the time delays and kinematics (see Eqn.
24 & 25) is the product of the two transforms

_ = (1 − ^s) × _int. (34)

The line-of-sight contribution can be estimated by tracers of
the larger scale structure, either using galaxy number counts (e.g.,
Rusu et al. 2017) or weak lensing of distant galaxies by all the
mass along the line of sight (e.g., Tihhonova et al. 2018), and can
be estimated with a few per cent precision per lens. The internal
MST requires either priors on the form of the deflector profile or
exquisite kinematic tracers of the gravitational potential. The _int
component is the focus of this work.

2.6. Approximate internal mass-sheet transform

Imposing the physical boundary condition, lim𝑟→∞ ^(𝑟) = 0, vio-
lates the mathematical form of theMST10. However, approximate
MSTs that satisfy the boundary condition of a finite physically en-
closed mass may still be possible and encompass the limitations
and concerns of strong gravitational lensing in providing precise
constraints on the Hubble constant. We specify an approximate
MST as a profile without significantly impacting imaging observ-
ables around the Einstein radius and resulting in the transforms
of the time delays (Eqn. 24) and kinematics (Eqn. 25).
Cored mass components, ^c (𝑟), can serve as physically mo-

tivated approximations to the MST (Blum et al. 2020). We can
write a physically motivated approximate internal MST with a
parameter _c as

^_c (𝜽) = _c^model (𝜽) + (1 − _c)^c (𝜽), (35)

where ^model corresponds to the model used in the reconstruction
of the imaging data and _c describes the scaling between the

10 We note that the mean cosmological background density is already
fully encompassed in the background metric and we effectively only
require to model the enhancement matter density (see e.g., Wucknitz
2008; Birrer et al. 2017).

cored and the other model components, in resemblance to _int.
Approximating a physical cored transform with the pure MST
means that:

_int ≈ _c (36)

in deriving all the observable scalings in Section 2.3.
Blum et al. (2020) showed that several well-chosen cored 3D

mass profiles, 𝜌(𝑟), can lead to approximateMST’s in projection,
^c (𝑟), with physical interpretations, such as

𝜌(𝑟) = 2
𝜋
Σcrit

𝑅2c(
𝑅2c + 𝑟2

)3/2 , (37)

resulting in the projected convergence profile

^c (𝜽) =
𝑅2c

𝑅2c + 𝜽2
, (38)

where Σcrit is the critical surface density of the lens. The specific
functional form of the profile listed above (37) resemble the outer
slope of the NFW profile with 𝜌(𝑟) ∝ 𝑟−3.
Figure 1 illustrates a composite profile consisting of a stel-

lar component (Hernquist profile) and a dark matter component
(NFW + cored component, Eqn. 37) which transform according
to an approximate MST. The stellar component gets rescaled by
the MST while the cored component is transforming only the
dark matter component.
It is of greatest importance to quantify the physical plausibil-

ity of those transforms and their impact on other observables in
detail. In this section we extend the study of Blum et al. (2020).
We perform detailed numerical experiments on mock imaging
data to quantify the constraints from imaging data, time delays
and kinematics, and we quantify the range of such an approxi-
mate transform with physically motivated boundary conditions.
Further illustrations and details on the examples given in this
section can be found in Appendix A.

2.6.1. Imaging constraints on the internal MST

In this section we investigate the extent to which imaging data is
able to distinguish between different lens models with different
cored mass components and their impact on the inferred time
delay distance in combination with time delay information. We
first generate a mock image and time delays without a cored
component and then perform the inference with an additional
cored component model (Eqn 38) parameterized with the core
radius 𝑅c and the core projected density Σc ≡ (1−_c) (Eqn. 35).
In our specific example, we simulate a quadruply lensed quasar
image similar to Millon et al. (2020) (more details in Appendix
A and Fig. A.2) with a power-law elliptical mass distribution
(PEMD, Kormann et al. 1994; Barkana 1998)

^(\1, \2) =
3 − 𝛾pl

2


\E√︃

𝑞m\
2
1 + \22/𝑞m



𝛾pl−1

(39)

where 𝛾pl is the logarithmic slope of the profile, 𝑞m is the axis
ratio of the minor and the major axes of the elliptical profile, and
\E is the Einstein radius. The coordinate system is defined such
that \1 and \2 are along the major and minor axis respectively.
We also add an external shear model component with distortion

Article number, page 6 of 41



S. Birrer et al.: Hierarchical time-delay cosmography

10 1 100 101

radius [arc seconds]

10 3

10 2

10 1

100

101
no

rm
al

ize
d 

de
ns

ity
3d density profile

c = 0.8
c = 0.9
c = 1
c = 1.1

10 1 100 101

radius [arc seconds]

10 1

100

101

co
nv

er
ge

nc
e

convergence profile

Fig. 1: Illustration of a composite profile consisting of a stellar component (Hernquist profile, dotted lines) and a dark matter
component (NFW + cored component (Eqn. 38), dashed lines) which transform according to an approximate MST (joint as solid
lines). The stellar component gets rescaled by theMSTwhile the cored component transforms the darkmatter component.Left: profile
components in three dimensions. Right: profile components in projection. The transforms presented here cannot be distinguished
by imaging data alone and require i.e., stellar kinematics constraints.� source

amplitude 𝛾ext and direction 𝜙ext. The PEMD+shear model is one
of two lens models considered in the analysis of the TDCOSMO
sample. For the source and lens galaxies we use elliptical Sér-
sic surface brightness profiles. We add a Gaussian Point Spread
Function (PSF) with Full-Width-at-Half-Maximum (FWHM) of
0′′.1, pixel scale of 0′′.05 and noise properties consistent with the
current TDCOSMO sample of Hubble Space Telescope (HST)
images. The time delays between the images between the first
arriving image and the subsequent images are 11.7, 27.6, and
94.0 days, respectively. We chose time-delay uncertainties of ±2
days between the three relative delays. The time-delay precision
does not impact our conclusions about the MST. The inference is
performed on the pixel level of the mock image as with the real
data on the TDCOSMO sample.
In themodeling and parameter inference,we add an additional

cored mass component (Eqn 38) and perform the inference on
all the lens and source parameters simultaneously, including the
core radius 𝑅c and the projected core density Σc. In the limit of
a perfect MST there is a mathematical degeneracy if we only use
the imaging data as constraints. We thus expect a full covariance
in the parameters involved in the MST (Einstein radius of the
main deflector, source position, source size etc) and the posterior
inference of our problem to be inefficient in the regime where
the cored profile mimics the full MST (^c (𝜽) acts as Σcrit for
𝑅c → ∞). To improve the sampling, instead of modeling the
cored profile ^c (𝜽), we model the difference between the cored
component and a perfect MST, Δ^c = ^c (𝜽) − Σcrit, with _c
(Eqn. 35) instead. Δ^c is effectively the component of the model
that does not transform under the MST and leads to a physical
three-dimensional profile interpretation.
Figure 2 shows the inference on the relevant lens model pa-

rameters for the mock image described in Appendix A. The input
parameters are marked as orange lines for the model without a
cored component. We can clearly see that for small core radii,
𝑅c, the approximate MST parameter _c can be constrained. This
is the limit where the additional core profile cannot mimic a pure
MST at a level where the data is able to distinguish between
them. For core radii 𝑅c = 3\E, the uncertainty on the approxi-
mate MST, _c, is 10%. For core radii 𝑅c > 5\E, the approximate
MST is very close to the pure MST and the imaging information
in our example is not able to constrain _c to better than _c ± 0.4.
We make use of the expected constraining power on _c as a func-

tion of 𝑅c when we discuss the plausibility of certain transforms.
When looking at the inferred time-delay distance _c𝐷Δ𝑡 , we see
that this quantity is constant as a function of 𝑅c and thus the
time-delay prediction is accurately being transformed by a pure
MST (Eqn. 24). Overall, we find that _c ≈ _int is valid for larger
core radii.
Identical tests with a composite profile instead of a PEMD

profile result in the same conclusions and are available� here.

2.6.2. Allowed cored mass components from physical
boundary conditions

In the previous section (2.6.1) we demonstrated that, for large
core radii, there are physical profiles that approximate a pure
MST (_c ≈ _int). In this section we take a closer look at the
physical interpretation of such large positive and negative cored
component transforms with respect to a chosen mass profile. It is
possible that the core model itself does not require a physical in-
terpretation as it is overall included in the total mass distribution.
The galaxy surface brightness provides constraints on the stellar
mass distribution (modulo a mass-to-light conversion factor) and
the focus here is a consideration of the distribution of the invisi-
ble (dark) matter component of the deflector. Our starting model
is a NFW profile and we assess departures from this model by
using a cored component.
We apply the following conservative boundary conditions on

the distribution of the dark matter component: Firstly, the total
mass of the cored component within a three-dimensional radius
shall not exceed the total mass of theNFWprofilewithin the same
volume, 𝑀core (< 𝑟) ≤ 𝑀NFW (< 𝑟). This is not a strict bound,
but violating this condition would imply changing the mass of
the halo itself. Secondly, the density profile shall never drop to
negative values, 𝜌NFW+core (𝑟) ≥ 0.
Those two imposed conditions define a physical interpreta-

tion of a three-dimensional mass profile as being a redistribution
of matter from the dark matter component and a rescaling of the
mass-to-light ratio of the luminous component. An independent
estimate of the mass-to-light ratio of few per cent is below our
current limits of knowledge about the stellar initial mass func-
tion, stellar evolution models and dust extinction. Moreover, the
mass-to-light ratio can vary with radius. Figure 3 provides the
constraints from the two conditions, as well as from the imaging
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Fig. 2: Illustration of the constraining power of imaging data on a cored mass component (Eqn. 35). Shown are the parameter
inference of the power-law profile mock quadruply lensed quasar of Figure A.2 when including a marginalization of an additional
cored power law profile (Eqn. 38). Orange lines indicate the input truth of the model without a cored component. _c is the scaled
core model parameter (Eqn. 35) resembling the pure MST for large core radii (_c ≈ _int).� source

data constraints of Section 2.6.1, for an expected NFWmass and
concentration profile at a typical lens and source redshift con-
figuration. The remaining white region in Figure 3 is effectively
allowed by the imaging data and simple plausibility considera-
tions. We conclude that the physically allowed parameter space
does encompass a pureMSTwith _int = 1+0.07−0.15, withmore param-
eter volume for _int < 1, which corresponds to a positive cored
component. We emphasize that the constraining power at small
core radii may be due to the angular rather than the radial im-
print of the cored profile (see e.g., Kochanek 2020b). However,
such a behavior would not alter our conclusions and inference
method chosen in the analysis presented in subsequent sections
of this work. We also performed this inference for a composite

(stellar light + NFW dark matter) model and arrive at the same
conclusions.

2.6.3. Stellar kinematics of an approximate MST

In this section we investigate the kinematics dependence on the
approximate MST. To do so, we perform spherical Jeans model-
ing (Section 2.2) and compute the predicted velocity dispersion
in an aperture under realistic seeing conditions (Eqn. 16) for
models with a cored mass component as an approximation of the
MST.
Figure 4 compares the actual predicted kinematics from the

modeling of the physical three-dimensional mass distribution ^_c
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(Eqn. 35) and the analytic relation of a perfect MST (Eqn. 25)
for the mock lens presented in Appendix A. For this figure, we
chose an aperture size of 1′′ × 1′′ and seeing of FWHM = 0′′.7
and an isotropic stellar orbit distribution (𝛽ani (𝑟) = 0). For _c
in the range [0.8, 1.2], the MST approximation in the predicted
velocity dispersion is accurate to <1%. We conclude that, for the
_int range considered in this work, the analytic approximation of
a perfect MST is valid to reliably compute the predicted velocity
dispersion. The precise dependence of the velocity dispersion
only marginally depends on the specific core radius 𝑅c and the
approximation remains valid for all reasonable and non-excluded
core radii and _int. We tested that our conclusions also hold for
different anisotropy profiles and observational conditions.

2.7. Constraining power using individual lenses

For each individual strong lens in the TDCOSMO sample, there
are four data sets available: (i) imaging data of the strong lensing
features and the deflector galaxy, Dimg; (2) time-delay measure-
ments between the multiple images, Dtd; (3) stellar kinematics
measurement of themain deflector galaxy,Dspec; (4) line-of-sight
galaxy count and weak lensing statistics, Dlos.
These data sets are independent and so are their likelihoods

in a joint cosmographic inference. Hence, we can write the like-
lihood of the joint set of the data D = {Dimg,Dtd,Dspec,Dlos}
given the cosmographic parameters {𝐷d, 𝐷s, 𝐷ds} ≡ 𝐷d,s,ds as

L(D|𝐷d,s,ds) =
∫

L(Dimg |𝝃mass, 𝝃 light) (40)
×L(Dtd |𝝃mass, 𝝃 light, _, 𝐷Δ𝑡 ) (41)

×L(Dspec |𝝃mass, 𝝃 light, 𝛽ani, _, 𝐷s/𝐷ds)L(Dlos |^ext) (42)
×𝑝(𝝃mass, 𝝃 light, _int, ^ext, 𝛽ani)𝑑𝝃mass𝑑𝝃 light𝑑_int𝑑^ext𝑑𝛽ani. (43)
In the expression abovewe only included the relevantmodel com-
ponents in the expressions of the individual likelihoods. 𝝃 light
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Fig. 4: Comparison of the actual predicted kinematics from the
modeling of the physical three-dimensionalmass distribution ^_int
(Eqn. 35) for varying core sizes (solid) and the analytic relation
of a perfect MST (Eqn. 25, dashed) for the mock lens presented
in Figure A.2. Lower panel shows the fractional differences be-
tween the exact prediction and a perfect MST calculation. The
MST prediction matches to <1% in the considered range. Minor
numerical noise is present at the subpercent level.� source

formally includes the source and lens light surface brightness.
For the time-delay likelihood, we only consider the time-variable
source position from the set of 𝝃 light parameters. In Appendix C
we provide details on the computation of the combined likeli-
hood, in particular with application in the hierarchical context.
An approximate internal MST of a power law with _int of

10% still leads to physically interpretable mass profiles with the
Hubble constant changed by 10% (see Eqn. 29). Imaging data is
not sufficiently able to distinguish between models producing 𝐻0
value within this 10% range (Kochanek 2020a). The kinematics
are changedwith good approximation byEquation 25 through this
transform. The kinematic prediction is also cosmology dependent
by Equation 17. The scalings of an MST are analytical in the
model-predicted time-delay distance and kinematics and thus
its marginalization can be performed in post processing given
posteriors for a specific lens model family that breaks the MST,
such as a power-law model.
The kinematics information is the decisive factor in discrim-

inating different profile families. The relative uncertainty in the
velocity dispersion measurement directly propagates into the rel-
ative uncertainty in the MST as

𝛿_int

_int
= 2

𝛿𝜎P

𝜎P
. (44)

The current uncertainties on the velocity dispersion measure-
ments, on the order of 5-10% (including the uncertainties due
to stellar template mismatch and other systematic errors) limit
the precise determination of the mass profile per individual lens.
Uncertainties in the interpretation of the stellar anisotropy orbit
distribution additionally complicates the problem. Birrer et al.
(2016) performed such an analysis and demonstrated that an ex-
plicit treatment of the MST (in their approach parameterized as a
source scale) leads to uncertainties consistent with the expecta-
tions of Kochanek (2020a). Because the kinematic measurement
of each lens is not sufficiently precise to constrain the mass pro-
file to the desired level, in this work we marginalize over the
uncertainties properly accounting for the priors.
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3. Hierarchical Bayesian cosmography

The overarching goal of time-delay cosmography is to provide a
robust inference of cosmological parameters, 𝝅, and in particular
the absolute distance scale, the Hubble constant 𝐻0, and possibly
other parameters describing the expansion history of theUniverse
(such as ΩΛ or Ωm), from a sample of gravitational lenses with
measured time delays. Based on the conclusions we draw from
Section 2, it is absolutely necessary to propagate assumptions and
priors made on the analysis of an individual lens hierarchically
when performing the inference on the cosmological parameters
from a population of lenses. In particular, this is relevant for pa-
rameters that we cannot sufficiently constrain on a lens-by-lens
basis and parameters whose uncertainties significantly propa-
gate to the 𝐻0 inference on the population level. In this section,
we introduce three specific hierarchical sampling procedures for
properties of lensing galaxies and their selection that are relevant
for the cosmographic analysis. In particular, these are: (1) an
overall internal MST relative to a chosen mass profile, _int, and
its distribution among the sample of lenses; (2) stellar anisotropy
distribution in the sample of lenses; (3) the line-of-sight structure
selection and distribution of the lens sample.
In Section 3.1 we formalize the Bayesian problem and define

an approximate scheme for the full hierarchical inference that
allows us to keep track of key systematic uncertainties while
still being able to reuse currently available inference products. In
Section 3.2 we specify the hyper-parameters we sample on the
population level. Section 3.3 details the specific approximations
in the likelihood calculation. All hierarchical computations and
sampling presented in this work are implemented in the open-
source software hierArc.

3.1. Hierarchical inference problem

In Bayesian language, we want to calculate the probability of
the cosmological parameters, 𝝅, given the strong lensing data
set, 𝑝(𝝅 |{D𝑖}𝑁 ), where D𝑖 is the data set of an individual lens
(including imaging data, time-delay measurements, kinematic
observations and line-of-sight galaxy properties) and 𝑁 the total
number of lenses in the sample.
In addition to 𝝅, we introduce 𝝃 that incorporates all the

model parameters. Using Bayes rule and considering that the
data of each individual lens D𝑖 is independent, we can write:

𝑝(𝝅 |{D𝑖}𝑁 ) ∝ L({D𝑖}𝑁 |𝝅)𝑝(𝝅) =
∫

L({D𝑖}𝑁 |𝝅, 𝝃)𝑝(𝝅, 𝝃)𝑑𝝃

=

∫ 𝑁∏
𝑖

L(D𝑖 |𝝅, 𝝃)𝑝(𝝅, 𝝃)𝑑𝝃 . (45)

In the following, we divide the nuisance parameter, 𝝃, into
a subset of parameters that we constrain independently per lens,
𝝃𝑖 , and a set of parameters that require to be sampled across
the lens sample population globally, 𝝃pop. The parameters of
each individual lens, 𝝃𝑖 , include the lens model, source and lens
light surface brightness and any other relevant parameter of the
model to predict the data. Hence, we can express the hierarchical
inference (Eqn. 45) as

𝑝(𝝅 |{D𝑖}𝑁 ) ∝
∫ ∏

𝑖

[L(D𝑖 |𝐷d,s,ds (𝝅), 𝝃𝑖 , 𝝃pop)𝑝(𝝃𝑖)
]

×
𝑝(𝝅, {𝝃𝑖}𝑁 , 𝝃pop)∏

𝑖 𝑝(𝝃𝑖)
𝑑𝝃 {𝑖 }𝑑𝝃pop (46)

where {𝝃𝑖}𝑁 = {𝝃1, 𝝃2, ..., 𝝃𝑁 } is the set of the parameters
applied to the individual lenses and 𝑝(𝝃𝑖) are the interim priors
on the model parameters in the inference of an individual lens.
The cosmological parameters 𝝅 are fully encompassed in the set
of angular diameter distances, {𝐷d, 𝐷s, 𝐷ds} ≡ 𝐷d,s,ds, and thus,
instead of stating 𝝅 in Equation 46, we now state𝐷d,s,ds (𝝅). Up to
this point, no approximation was applied to the full hierarchical
expression (Eqn. 45).
From now on, we assume

𝑝(𝝅, 𝝃 {𝑖 }, 𝝃pop)∏
𝑖 𝑝(𝝃𝑖)

≈ 𝑝(𝝅, 𝝃pop), (47)

which states that, for the parameters classified as 𝝃 {𝑖 }, the in-
terim priors do not propagate into the cosmographic inference
and the population prior on those parameters is formally known
exactly. The population parameters, 𝝃pop, describe a distribution
function such that the values of individual lenses, 𝝃 ′pop,i, follow
the distribution likelihood 𝑝(𝝃 ′pop,i |𝝃pop).
With this approximation and the notation of the sample dis-

tribution likelihood, we can simplify expression 46 to

𝑝(𝝅 |{D𝑖}𝑁 ) ∝
∫ ∏

𝑖

L(D𝑖 |𝐷d,s,ds, 𝝃pop)𝑝(𝝅, 𝝃pop)𝑑𝝃pop
(48)

where

L(D𝑖 |𝐷d,s,ds, 𝝃pop) =∫
L(D𝑖 |𝐷d,s,ds, 𝝃 ′pop,i)𝑝(𝝃 ′pop,i |𝝃pop)𝑑𝝃 ′pop,i (49)

are the individual likelihoods from an independent sampling of
each lens with access to global population parameters, 𝝃pop, and
marginalized over the population distribution. The integral in
Equation 49 goes over all individual parameters where a popula-
tion distribution 𝑝(𝝃 ′pop,i |𝝃pop) is applied. Equation 40 is effec-
tively expression 49 without the marginalization over parameters
assigned as 𝝃pop.
For parameters in the category 𝝃 {𝑖 }, our approximation im-

plies that there is no population prior and that the interim priors
do not impact the cosmographic inference. This approximation
is valid in the regime where the posterior distribution in 𝝃 {𝑖 } is
effectively independent of the prior. Although formally this is
never true, for many parameters in the modeling of high signal-
to-noise imaging data the individual lens modeling parameters
are very well constrained relative to the prior imposed.
In the following we highlight some key aspects of the cos-

mographic analysis and in particular the inference on the Hubble
constant where the approximation stated in expression 47 is not
valid and thus fall in the category of 𝝃pop. We give explicit pa-
rameterizations of these effects and provide specific expressions
to allow for an efficient and sufficiently accurate sampling and
marginalization, according to Equation 49, for individual lenses
within an ensemble.

3.2. Lens population hyper-parameters

In this section we discuss the choices of population level hyper-
parameters we include in our analysis.
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3.2.1. Deflector lens model

The deflectors in the quasar lenses with measured time delays
of the TDCOSMO sample are massive elliptical galaxies. These
galaxies, observationally, follow a tight relation in a luminosity,
size and velocity dispersion parameter space (e.g., Faber & Jack-
son 1976; Auger et al. 2010; Bernardi et al. 2020), exhibiting a
high degree of self-similarity among the population.
In Section 2.6 we defined _c as the approximate MST relative

to a chosen profile of an individual lens and established the close
correspondence to a perfect MST (_c ≈ _int). For the inference
from a sample of lenses, the sample distribution of deflector
profiles is the relevant property to quantify. For the deflector
mass profile, we do not want to artificially break the MST based
on imaging data and require the kinematics to constrain the mass
profile. To do so, we chose as a base-line model a PEMD (Eqn.
39) to be constrained on the lens-by-lens case and we add a global
internal MST specified on the population level, _int.
The PEMD lens profile inherently breaks the MST and the

parameters of the PEMD profile can be precisely constrained
(within few per cent) by exquisite imaging data. In this work, we
avoid describing the PEMD parameters at the population level,
such as redshift, mass or galaxy environment, and make use of
the individual lens inference posterior products derived on flat
priors. We note that the power-law slope, 𝛾pl, of the PEMD pro-
file inferred from imaging data is a local quantity at the Einstein
radius of the deflector. The Einstein radius is a geometrical quan-
tity that depends on the mass of the deflector and lens and source
redshift. Thus, the physical location of the measured 𝛾pl from
imaging data depends on the redshift configuration of the lens
system. In a scenario where the mass profiles of massive ellipti-
cal galaxies deviate from an MST transformed PEMD resulting
in a gradient in the measured slope 𝛾pl as a function of physical
projected distance, a global joint MST correction on top of the
individually inferred PEMD profiles may lead to inaccuracies.
To allow for a radial trend in the applied MST relative to

the imaging inferred local quantities, we parameterize the global
MST population with a linear relation in 𝑟eff/\E as

_int (𝑟eff/\E) = _int,0 + 𝛼_

(
𝑟eff

\E
− 1

)
, (50)

where _int,0 is the global MST when the Einstein radius is at
the half-light radius of the deflector, 𝑟eff/\E = 1, and 𝛼_ is the
linear slope in the expected MST as a function of 𝑟eff/\E. In this
form, we assume self-similarity in the lenses in regard to their
half-light radii. In addition to the global MST normalization and
trend parameterization, we add a Gaussian distribution scatter
with standard deviation 𝜎(_int) at fixed 𝑟eff/\E.
Wong et al. (2020) and Millon et al. (2020) showed that the

TDCOSMO sample results in statistically consistent individual
inferences when employing a PEMD lens model. This implies
that the global properties of the mass profiles of massive ellipti-
cal galaxies in the TDCOSMO sample can be considered to be
homogeneous to the level to which the data allows to distinguish
differences.

3.2.2. External convergence

The line-of-sight convergence, ^ext, is a component of the MST
(Eqn. 34) and impacts the cosmographic inference. When per-
forming a joint analysis of a sample of lenses, the key quantity to
constrain is the sample distribution of the external convergence.
We require the global selection function of lenses to be accurately

represented to provide a Hubble constant measurement. A bias
in the distribution mean of ^ext on the population level directly
leads to a bias of 𝐻0.
In this work, we do not explicitly constrain the global exter-

nal convergence distribution hierarchically but instead constrain
𝑝(^ext) for each individual lens independently. However, due to
the multiplicative nature of internal and external MST (Eqn. 34),
the kinematics constrains foremost the total MST, which is the
relevant parameter to infer 𝐻0. The population distribution of
𝑝(^ext) only changes the interpretation of the divide into internal
vs. external MST and the scatter in each of the two parts.

3.2.3. Stellar anisotropy

The anisotropy distribution of stellar orbits (Eqn. 11) can alter
significantly the observed line-of-sight projected stellar velocity
dispersion (see Section 2.2 and Appendix B). The kinematics
can constrain (together with a lens model) the angular diameter
distance ratio 𝐷s/𝐷ds (Eqn. 17, 18). Having a good quantitative
handle on the anisotropy behavior of the lensing galaxies is there-
for crucial in allowing for a robust inference of cosmographic
quantities. As is the case for an internal MST, the anisotropy
cannot be constrained on a lens-by-lens basis with a single aper-
ture velocity dispersion measurement, which impacts the derived
cosmographic constraints. It is thus crucial to impose a popula-
tion prior on the deflectors’ anisotropic stellar orbit distribution
and propagate the population uncertainty onto the cosmographic
inference.
Observations suggest that typical massive elliptical galax-

ies are, in their central regions, isotropic or mildly radially
anisotropic (e.g., Gerhard et al. 2001; Cappellari et al. 2007);
similarly, different theoretical models of galaxy formation pre-
dict that elliptical galaxies should have anisotropy varying with
radius, from almost isotropic in the center to radially biased in
the outskirts (van Albada 1982; Hernquist 1993; Nipoti et al.
2006). A simplified description of the transition can be made
with an anisotropy radius parameterization, 𝑟ani, defining 𝛽ani as
a function of radius 𝑟 (Osipkov 1979; Merritt 1985)

𝛽ani (𝑟) = 𝑟2

𝑟2ani + 𝑟2
. (51)

To describe the anisotropy distribution on the population level,
we explicitly parameterize the profile relative to the measured
half-light radius of the galaxy, 𝑟eff , with the scaled anisotropy
parameter

𝑎ani ≡ 𝑟ani

𝑟eff
. (52)

To account for lens-by-lens differences in the anisotropy config-
uration, we also introduce a Gaussian scatter in the distribution
of 𝑎ani, parameterized as 𝜎(𝑎ani), such that 𝜎(𝑎ani)〈𝑎ani〉 is the
standard deviation of 𝑎ani at sample mean 〈𝑎ani〉.

3.2.4. Cosmological parameters

All relevant cosmological parameters, 𝝅, are part of the hierar-
chical Bayesian analysis. Wong et al. (2020) and Taubenberger
et al. (2019) showed that when adding supernovae of type Ia
from the Pantheon (Scolnic et al. 2018) or JLA (Betoule et al.
2014) sample as constraints of an inverse distance ladder, the
cosmological-model dependence of strong-lensing 𝐻0 measure-
ments is significantly mitigated.
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In this work, we assume a flatΛCDMcosmologywith param-
eters 𝐻0 and Ωm. We are using the inference from the Pantheon-
only sample of a flatΛCDMcosmology withΩm = 0.298±0.022
as our prior on the relative expansion history of the Universe in
this work.

3.3. Likelihood calculation

In Section 3.1 we presented the generic form of the likelihood
L(D𝑖 |𝐷d,s,ds, 𝝃pop) (Eqn. 49) that we need to evaluate for each
individual lens for a specific choice of hyper-parameters, and
in Section 3.2 we provided the specific choices and parame-
terization of the hyper-parameters used in this work. In this
section, we specify the specific likelihood of Equation (49),
L(D𝑖 |𝐷d,s,ds, 𝝃 ′pop,i), that we use, since it is accessible and suffi-
ciently fast to evaluate so that we can sample over a large number
of lenses and their population priors.
Specifically, the parameters treated on the population level

are 𝝃 ′pop,i = {_int,0, 𝛼_, 𝜎(_int), 〈𝑎ani〉, 𝜎(𝑎ani)}. Our choice of
hyper-parameters allows us to reutilize many of the posterior
products derived from an independent analysis of single lenses
(Eqn. 40). None of the lens model parameters, 𝝃mass, except pa-
rameters describing _int and none of the light profile parameters,
𝝃 light, are treated on the population level and thus we can sam-
ple those independently for each lens directly from their imaging
data

L(D𝑖 |𝐷d,s,ds, 𝝃 ′pop,i) =
∫

L(D𝑖 |𝐷d,s,ds, 𝝃 ′pop,i, 𝝃mass, 𝝃 light)
× 𝑝(𝝃mass, 𝝃 light)𝑑𝝃mass𝑑𝝃 light. (53)

Furthermore, ^ext and _int can be merged to a total MST
parameter _ according to their definitions (Eqn. 34). All observ-
ables and thus the likelihood only respond to this overall MST
parameter.

4. Validation on the time-delay lens modeling
challenge

Before applying the hierarchical framework to real data, we use
the time-delay lens modeling challenge (TDLMC Ding et al.
2018, 2020) data set to validate the hierarchical analysis and to
explore different anisotropy models and priors. The TDLMCwas
structured with three independent submission rungs. Each of the
rungs contained 16 mock lenses with HST-like imaging, time
delays and kinematics information. The 𝐻0 value used to create
the mocks was hidden from the modeling teams. The Rung1 and
Rung2mocks both used PEMD (Eqn. 39) with external shear lens
models. The Rung3 lenses were generated by ray-tracing through
zoom-in hydrodynamic simulations and reflect a large complexity
in their mass profiles and kinematic structure, as expected in the
real Universe.
In the blind submissions for Rung1 and Rung2, different

teams demonstrated that they could recover the unbiased Hub-
ble constant within their uncertainties under realistic conditions
of the data products, uncertainties in the Point Spread Func-
tion (PSF) and complex source morphology. In particular, two
teams used lenstronomy in their submissions in a completely
independent way and achieved precise constraints on 𝐻0 while
maintaining accuracy. For Rung1 and Rung2, the most precise
submissions used the same model parameterization in their in-
ference, thus omitting the problems reviewed in Section 2.

It is hard to draw precise conclusions from Rung3 as there are
remaining issues in the simulations, such as numerical smoothing
scale, sub-grid physics, and a truncation at the virial radius. For
more details of the challenge setup we refer to Ding et al. (2018)
and on the results and the simulations used in Rung3 to Ding et al.
(2020). For a recent study comparing spectroscopic observations
with hydrodynamical simulations at 𝑧 = 0 we refer for instance
to van de Sande et al. (2019).
Despite the limitations of the available simulations for ac-

curate cosmology, the application of the hierarchical analysis
scheme on TDLMC Rung3 is a stress for the flexibility intro-
duced by the internal MST and the kinematic modeling. Fur-
thermore, the stellar kinematics from the stellar particle orbits
provides a self-consistent and highly complex dynamical system.
The analysis of TDLMC Rung3 can further help in validating
the kinematic modeling aspects in our analysis. However, the re-
moval of substructure in post-processing and truncation effects
do not allow, in this regard, conclusions below the 1% level (see
Ding et al. 2020). For the effect of substructure on the time de-
lays we refer, for instance, to Mao & Schneider (1998); Keeton &
Moustakas (2009) and for a study including the full line-of-sight
halo population to Gilman et al. (2020).
We describe the analysis as follow: In Section 4.1 we discuss

the modeling of the individual lenses. In Section 4.2 we describe
the hierarchical analysis and priors, and present the inference on
𝐻0.

4.1. TDLMC individual lens modeling

For the validation, we make use of the blind submissions of the
EPFL team by A. Galan, M. Millon, F. Courbin and V. Bonvin.
The modeling of the EPFL team is performed with lenstron-
omy, including an adaptive PSF reconstruction technique and
taking into account astrometric uncertainties explicitly (e.g., Bir-
rer & Treu 2019). Overall, the submissions of the EPFL team
follow the standards of the TDCOSMO collaboration. The time
that each investigator spent on each lenswas substantially reduced
due to the homogeneous mock data products, the absence of ad-
ditional complexity of nearby perturbers and the line of sight, and
improvements in themodeling procedure (Shajib et al. 2019). The
EPFL team achieved the target precision and accuracy require-
ment on Rung2, with and without the kinematic constraints, and
thus showed reliable inference of lens model parameters within a
mass profile parameterization for which the MST does not apply.
We refer to the TDLMC paper (Ding et al. 2020) for the details
of the performance of all of the participating teams.
We use Rung2 as the reference result for which the MST does

not apply, and Rung3 as a test case of the hierarchical analy-
sis. In particular, we make use of the EPFL team’s blind Rung3
submission of the joint time-delay and imaging likelihood (Eqn.
C.11) of their PEMD + external shear models to allow for a di-
rect comparison with the Rung2 results without the kinematics
constraints. From the model posteriors of the EPFL team submis-
sion, we require the time-delay distance 𝐷Δ𝑡 , Einstein radius \E,
power-law slope 𝛾pl and half-light radius 𝑟eff of the deflector. The
added external convergence is specified in the challenge setup to
be drawn from a normal distribution with mean 〈^ext〉 = 0 and
𝜎(^ext) = 0.025. The EPFL submission of Rung3, which is used
in this work, consists of 13 lenses out of the total sample of 16.
Three lenses were dropped in their analysis prior to submission
due to unsatisfactory results and inconsistency with the submis-
sion sample. The uncertainty on the Einstein radius and half-light
radius is at subpercent value for all the lenses and the power-law
slope reached an absolute precision ranging from below 1% to
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about 2% for the least constraining lens in their sample from the
imaging data alone.
In this work, we perform the kinematic modeling and the

likelihood calculation within the hierarchical framework. We use
the anisotropymodel of Osipkov (1979) andMerritt (1985) (Eqn.
51) with a parameterization of the transition radius relative to the
half-light radius (Eqn. 52). We assume a Hernquist light profile
with 𝑟eff in conjunction with the power-law lens model posteriors
\E and 𝛾pl to model the dimensionless kinematic quantity 𝐽 (Eqn.
16, 17), incorporating the slit mask and seeing conditions (slit
1′′ × 1′′, seeing FWHM = 0′′.6), as specified in the challenge
setup.

4.2. TDLMC hierarchical analysis

For the setting of the TDLMC we only sample 𝐻0 as a free
cosmology-relevant parameter. The matter density Ωm = 0.27 is
provided in the challenge setup. We extend the EPFL submission
by adding an internal MST distribution with a linear scaling of
𝑟eff/\E described by _int,0 and 𝛼_ (Eqn. 50) and Gaussian stan-
dard deviation 𝜎(_int) of the population at fixed 𝑟eff/\E. The
anisotropy parameter 𝑎ani is also treated on the population level
with mean 〈𝑎ani〉 and Gaussian standard deviation 𝜎(𝑎ani) for the
population. In the hierarchical sampling we ignore the covari-
ances between 𝐷Δ𝑡 and the model prediction of the kinematics
𝐽. This is justified because of the precise 𝛾pl constraints from the
imaging data and the inference from the EPFL team.
The summary of the parameters and prior being used in this

inference on the TDLMC is presented in Table 1. We chose two
different forms of the prior on the anisotropy parameter 〈𝑎ani〉,
one uniform in 〈𝑎ani〉 and a second one uniform in log(〈𝑎ani〉),
covering the same range in the parameter space, to investigate
prior dependences in our inference. To account for the exter-
nal convergence, we marginalize for each individual lens from
the probability distribution 𝑝(^ext) as specified in the challenge
setup.11
Figure 5 shows the posteriors of the hierarchical analysis with

the priors specified in Table 1.
We recover the assumed value for the Hubble constant

(𝐻0 = 65.413 km s−1Mpc−1) within the uncertainties of our infer-
ence. We find 𝐻0 = 66.9+4.2−4.2 km s

−1Mpc−1for the U(log(𝑎ani))
prior and 𝐻0 = 68.4+3.4−3.7 km s

−1Mpc−1for the U(𝑎ani) prior. We
note that a uniform prior in log(𝑎ani) is a slightly less infor-
mative prior than a uniform prior in 𝑎ani in the same range, as
already pointed out by Birrer et al. (2016). In the remaining of
this work U(log(𝑎ani)) is the prior of choice in the absence of
additional data that constrain the stellar anisotropy of massive
elliptical galaxies to provide 𝐻0 constraints. The hierarchical
analysis and the additional degree of freedom in the mass profile
allows us to accurately correct for the insufficient assumptions
in the mass profiles on the simulated galaxies. The kinematics
modeling indicates that there is more mass in the central part of
the galaxies than is modeled with a single power-law profile and
infers _int > 1.
We notice a nonzero inferred scatter in the internal MST dis-

tribution. One contributing source to this scatter is the fact that the
external convergence component was added in post-processing in
the TDLMC time delays (Eqn. 24). The rescaling was not applied
to the velocity dispersion (Eqn. 25), leading to an artificial scat-
ter in this relation equivalent to the distribution scatter of ^ext,

11 Alternatively, we could have also transformed the 𝐷Δ𝑡 posteriors
accordingly to account for the external convergence for each individual
lens.

𝜎(^ext) = 0.025. As the mean in the convergence distribution
in the TDLMC is 〈^ext〉 = 0, we do not expect biases beyond a
scatter to occur.
The velocity dispersion measurements allow us to constrain

_int and effectively probe a more flexible mass model family.
Generally, the velocity dispersion estimates have a 5% relative
uncertainty on each individual mock lens. As an ensemble, the
13 lenses of the EPFL submission in the TDLMC Rung3 provide
information to infer _int to 2.8% precision (see Eqn. 44) in the
limit of a perfect anisotropy model.
The final achieved precision on 𝐻0 from the sample of lenses,

however, is 8%, dominated by the uncertainty in _int. The fact
that, within our chosen priors, the kinematics cannot constrain
_int to better than 8%comes from the uncertainty in the anisotropy
model. More constraining priors on the anisotropy distribution
of the stellar orbits in the lensing galaxies are the key to reducing
the uncertainty in the 𝐻0 inference (see e.g., Birrer et al. 2016;
Shajib et al. 2018; Yıldırım et al. 2020).

5. TDCOSMO mass profile and 𝑯0 inference

Having verified the hierarchical approach introduced in Section 3
in simultaneously constraining mass profiles and 𝐻0 with imag-
ing, kinematics and time-delay observations in the TDLMC (Sec-
tion 4) we employ the inference on the TDCOSMO sample set to
measure 𝐻0. The inference on the TDCOSMO data is identical to
the validation on the TDLMC, apart from some necessary mod-
ifications due to the additional complexity in the line-of-sight
structure of the real data. In Section 5.1 we summarize the data
and individual analyses for each single lens of the TDCOSMO
sample. In Section 5.2 we describe the hierarchical analysis and
present the results.

5.1. TDCOSMO sample overview

The analysis presented in this work heavily relies on data and
analysis products collected and presented in the literature. We
give here a detailed list of the references relevant for our work
for the seven lenses of the TDCOSMO sample.

1. B1608+656: The discovery in the Cosmic Lens All-Sky Sur-
vey (CLASS) is presented by Myers et al. (1995) with the
source redshift by Fassnacht et al. (1996). The imaging mod-
eling is presented by Suyu et al. (2009) and Suyu et al. (2010).
The time-delay measurement is presented by Fassnacht et al.
(1999, 2002). The velocity dispersion measurement of 260
km/s presented by Suyu et al. (2010) is based on Keck-LRIS
spectroscopy. The statistical uncertainty is ±7.7 km/s with
a systematic spread of ±13 km/s depending on wavelength
and stellar template solution. The combined uncertainty is
260 ± 15 km/s. A previous measurement by Koopmans et al.
(2003) with 247 ± 35 km/s with Echellette Spectrograph and
Imager (ESI) on Keck-II is consistent with the more recent
one by Suyu et al. (2010). The line-of-sight analysis is pre-
sented by Suyu et al. (2010), based on galaxy number counts
by Fassnacht et al. (2011).

2. RXJ1131-1231: The discovery is presented by Suyu et al.
(2013) and Sluse et al. (2003). The imaging modeling is pre-
sented by Suyu et al. (2014) (for HST) and Chen et al. (2019)
(for Keck Adaptive Optics data). An independent analysis of
theHST data was performed by Birrer et al. (2016). The time-
delay measurement is presented by Tewes et al. (2012). The
velocity dispersion measurement of 323± 20 km/s presented
by Suyu et al. (2013) is based onKeck-LRIS spectroscopy and
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Table 1: Summary of the model parameters sampled in the hierarchical inference on TDLMC Rung3 in Section 4.

name prior description
Cosmology (Flat ΛCDM)
𝐻0 [km s−1Mpc−1] U([0, 150]) Hubble constant
Ωm = 0.27 current normalized matter density
Mass profile
_int,0 U([0.5, 1.5]) internal MST population mean for 𝑟eff/\E = 1
𝛼_ U([−1, 1]) slope of _int with 𝑟eff/\E of the deflector (Eqn. 50)
𝜎(_int) U([0, 0.2]) 1-𝜎 Gaussian scatter in _int at fixed 𝑟eff/\E
Stellar kinematics
〈𝑎ani〉 U([0.1, 5]) orU(log( [0.1, 5])) scaled anisotropy radius (Eqn. 51, 52)
𝜎(𝑎ani) U([0, 1]) 𝜎(𝑎ani)〈𝑎ani〉 is the 1-𝜎 Gaussian scatter in 𝑎ani
Line of sight
〈^ext〉 = 0 population mean in external convergence of lenses
𝜎(^ext) = 0.025 1-𝜎 Gaussian scatter in ^ext

includes systematics. The line-of-sight analysis is presented
by Suyu et al. (2013).

3. HE0435-1223: The discovery is presented by Wisotzki et al.
(2002). The image modeling is presented by Wong et al.
(2017) (for HST) and Chen et al. (2019) (for Keck Adaptive
Optics data). The time-delay measurement is presented by
Bonvin et al. (2016). The velocity dispersion measurement
of 222 ± 15 km/s presented by Wong et al. (2017) is based
on Keck-LRIS spectroscopy and includes systematic uncer-
tainties. An independent measurement of 222 ± 34 km/s by
Courbin et al. (2011) using VLT is in excellent agreement.
The line-of-sight analysis is presented by Rusu et al. (2017).

4. SDSS1206+4332: The discovery is presented by Oguri et al.
(2005). The image modeling is presented by Birrer et al.
(2019). The time-delay measurement is presented by Eulaers
et al. (2013) with an update by Birrer et al. (2019). The ve-
locity dispersion measurement of 290±30 km/s presented by
Agnello et al. (2016) is based onKeck-DEIMOS spectroscopy
and includes systematic uncertainties. The line-of-sight anal-
ysis is presented by Birrer et al. (2019).

5. WFI2033-4723: The discovery is presented by Morgan et al.
(2004), the image modeling by Rusu et al. (2020) and the
time-delay measurement by Bonvin et al. (2019). The veloc-
ity dispersion measurement from VLT MUSE is presented
by Sluse et al. (2019) with 250 ± 10 km/s only accounting
for statistical error and 250 ± 19 km/s including systematic
uncertainties. The line-of-sight analysis is presented by Rusu
et al. (2020).

6. DES0408-5354: The discovery is presented by Lin et al.
(2017); Diehl et al. (2017). The imaging modeling is pre-
sented by Shajib et al. (2020a). A second team within
STRIDES and TDCOSMO is performing an independent
and blind analysis using a different modeling code (Yildirim
et al in prep). The time-delay measurement is presented by
Courbin et al. (2018). The velocity dispersion measurements
are presented by Buckley-Geer et al. (2020). We used the val-
ues from Table 3 in Shajib et al. (2020a). The measurements
are fromMagellan with 230±37 km/s (mask A) and 236±42
km/s (mask B), from Gemini with 220 ± 21 km/s and from
VLT MUSE with 227 ± 9 km/s. The reported values do not
include systematic uncertainties and covariances among the
different measurements. Following Shajib et al. (2020a) we
add a covariant systematic uncertainty of ±17 km/s to the
reported values. The line-of-sight analysis is presented by
Buckley-Geer et al. (2020).

7. PG1115+080: The discovery is presented byWeymann et al.
(1980). The image modeling is presented by Chen et al.
(2019) using Keck Adaptive Optics. The time-delay mea-
surement is presented by Bonvin et al. (2018), while the
line-of-sight analysis by Chen et al. (2019). The velocity dis-
persion measurement of 281 ± 25 km/s, presented by Tonry
(1998), is based on Keck-LRIS spectroscopy. In this work we
add new acquired integral-field spectroscopy obtained with
the Multi-Object Survey Explorer (MUSE) on the VLT in
March 2019 (0102.A-0600(C), PI Agnello), and we thus go
in some detail about the observations. The details and the
data will be presented in a forthcoming paper by Agnello et
al. (in prep). At the location of the lens, 3h of total expo-
sure time were obtained, in clear or photometric conditions
and nominal seeing of 0.8′′ FWHM. Due to the proximity
of the four quasar images to the main galaxy, a dedicated
extraction routine was used in order to optimally deblend all
components. We followed the same procedure as by Sluse
et al. (2019) and Braibant et al. (2014), fitting each spectral
channel as a superposition of a Sersic profile (for the main
lens) and four point sources as identical Moffat profiles. The
separation between the individual components is held fixed
to the HST-NICMOS measurements (Sluse et al. 2012).
A nearby star in the MUSE field-of-view was used as a refer-
ence PSF. From this direct modeling, the FWHM of the PSF
was found to be 0′′.67±0′′.1, with some variation with wave-
length that was accounted for in the model-based deblending.
This procedure produced an optimal subtraction of the quasar
spectra, at least within 1′′ from the center of the lens. The lens
galaxy 1D spectra were then extracted in two square apertures
(𝑅 < 0′′.6, 0′′.6 < 𝑅 < 1′′.0), and processed with the Pe-
nalized PiXel-Fitting (ppxf) code presented in Cappellari &
Emsellem (2004) and further upgraded in Cappellari (2017)
to obtain velocity dispersions.
The velocity dispersion measurement results from a linear
combination of stellar template spectra to which a sum of
orthogonal polynomials is added to adjust the continuum
shape of the templates to the observed galaxy specttrum. The
spectral library used for the fit is the Indo-US spectral library,
1273 stars covering the region from3460 - 9464Åat a spectral
resolution of 1.35 ÅFWHM (Valdes et al. 2004).
We measure for the inner aperture (𝑅 < 0.6′′) a stellar ve-
locity dispersion value of 277 ± 6.5 km/s and for the outer
(0′′.6 < 𝑅 < 1′′.0) a value of 241 ± 8.8 km/s. The uncer-
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Fig. 5: Mock data from the TDLMC Rung3 inference with the parameters and prior specified in Table 1. Orange contours indicate
the inference with a uniform prior in 𝑎ani while the purple contours indicate the inference with a uniform priors in log(𝑎ani). The
thin vertical line indicates the ground truth 𝐻0 value in the challenge.� source

tainties only include the statistical errors. In order to estimate
the systematics, we performed a number of ppxf fits on the
smaller aperture, changing each time the wavelength range,
the degree of the additive polynomial and the number of stel-
lar templates used to fit the galaxy spectra. We obtained a
systematic uncertainty of ±23.6 km/s that, as for the case of
DES0408, we treat as fully covariant among the two aperture
measurements. With the spectral resolution of MUSE, sys-
tematic uncertainties are within ≈ 10% and about three times
larger than the nominal, statistical uncertainties thanks to the
high signal-to-noise of the spectra.

All the TDCOSMO analyses of lenses used uniform priors
on all relevant parameters when performing the inference with
a PEMD model 12. Six out of the seven lenses were modeled
blindly13, that is 𝐻0 values were never seen by the modeler at any
step of the process.

12 For the composite models, priors on the mass-concentration relation
of the dark matter profiles were imposed.
13 The first lens, B1608+656, and the reanalysis of RXJ1131-1231 with
AO data were not executed blindly.

Detailed line-of-sight analyses for each lens have been per-
formed based on weighted relative number counts of galaxies
along the line of sight on deep photometry and spectroscopic
campaigns (e.g., Rusu et al. 2017). Furthermore, for a fraction of
the lenses, we have used also an external shear constraint inferred
by the strong lens modeling to inform the line-of-sight conver-
gence estimate. The weighted galaxy number count and external
shear summary statistics have been applied on the Millenium
Simulation (Springel et al. 2005) with ray-tracing (Hilbert et al.
2009) to extract a posterior in 𝑝(^ext) with the prior from the
Millenium Simulation and semi-analytic galaxy evolution model
with painted synthetic photometry on top (De Lucia & Blaizot
2007)14. The external convergence and shear values from theMil-
lenium simulation are computed from the observer to the source
plane, ^ext ≈ ^s. The coupling of the strong lens deflector (e.g.,
Bar-Kana 1996; McCully et al. 2014; Birrer et al. 2017) is not
included in the calculation of ^s. Figure 6 shows the ^ext poste-
riors for the individual lenses. For the overall sample mean, we
get 〈^ext〉 = 0.035+0.021−0.016 with a scatter of 𝜎(^ext) = 0.046 around

14 TheMillenium Simulation uses the following flatΛCDM cosmology:
Ωm = 0.25, Ωb = 0.045, 𝐻0 = 73 km s−1Mpc−1, 𝑛 = 1, and 𝜎8 = 0.9.
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Fig. 6: External convergence posteriors for the individual TD-
COSMO lenses.� source

the mean. Nearby massive galaxies along the line of sight were
included explicitly in the modeling where required, and the ex-
ternal convergence term was adapted accordingly in order to not
double count mass structure in the analysis. Table 2 presents the
redshifts and the relevant lens model posteriors that are used in
our analysis.

5.2. TDCOSMO hierarchical inference

Weuse for each lens the individual time-delay distance likelihood
according to Equation C.11 that was derived in previous works
of this collaboration from a lens model inference on imaging data
and the time-delay measurements from the PEMD inference, not
including external convergence or internal MST, 𝐷pl

Δ𝑡
. We add

the sameMST transform as a distribution mean _int,0 and scaling
𝑎𝑙 𝑝ℎ𝑎_with 𝑟eff/\E, andwithGaussian scatter across the data set,
identical to the TDLMC validation in Section 4. The individual
𝑝(^ext) distributions are added for each lens and in the inference
combined with the internal MST parameters.
For the kinematic modeling, we make the same assumptions

as for the TDLMC sample (Section 4.1) with the anisotropy
model of Osipkov (1979); Merritt (1985) (Eqn. 51) with a pa-
rameterization of the transition radius relative to the half-light
radius (Eqn. 52). The approach is consistent with the previous
kinematic analysis and sufficiently verified on the TDLMC to
the level of accuracy we can expect from this analysis. We also
assume a Hernquist light profile with 𝑟eff , in conjunction with the
power-law lens model posteriors \E and 𝛾pl to model the dimen-
sionless kinematic quantity 𝐽 (Eqn. 16, 17), also incorporating
the slit mask and seeing conditions of the individual observations.
For each of the lenses in the TDCOSMO sample, we use the

distribution 𝑝(^ext) as derived on the individual blinded analyses
and do not invoke an additional population parameter. We leave
the hierarchical analysis of the line-of-sight selection to future
work. We want to stress that the overall selection bias in this
hierarchical approach does not impact the 𝐻0 constraints as the
kinematics constrains the overall MST (Eqn. 34). An overall
shift in the distribution of ^s will be compensated by _int in the
inference, thus leaving the 𝐻0 constraints invariant.
We assume a flat ΛCDM cosmology with a uniform prior on

𝐻0 in [0, 150] km s−1Mpc−1. For Ωm we chose the prior based
on the Pantheon sample (Scolnic et al. 2018),N(` = 0.298, 𝜎 =

0.022). We also perform the inference with a flat prior on Ωm
in [0.05, 0.5] to allow for comparison with the previous work
by Wong et al. (2020) and Millon et al. (2020) and to illustrate

cosmology dependences in the time-delay cosmography infer-
ence. Table 3 summarizes all the hierarchical hyper-parameters
sampled in the analysis of this section. The posteriors of the
TDCOSMO sample inference are presented in Figure 7.
For the tight prior on Ωm, we measure 𝐻0 = 74.5+5.6−6.1km

s−1Mpc−1. For an unconstrained relative expansion history with
a prior onΩm uniform in [0.05, 0.5],wemeasure𝐻0 = 75.5+7.0−6.9km
s−1Mpc−1. The 9% precision on 𝐻0 is significantly inflated rela-
tive to previous studies with the same data set (Wong et al. 2020;
Millon et al. 2020). The increase in uncertainty with respect to
the H0LiCOW analysis is attributed to two main factors: 1) we
relaxed the assumption of NFW+stars or power-law mass den-
sity profiles; 2) we considered the impact of covariance between
lenses when accounting for uncertainties potentially arising from
assumptions about mass profile and stellar anisotropy models. As
we show in the next sections, however, this uncertainty can be
reduced by adding external information to further constrain the
mass profile and anisotropy of the deflectors. The inferred scatter
in _int, 𝜎(_int), is consistent with zero. This is a statement on
the internally consistent error bars on 𝐻0 among the TDCOSMO
sample (Wong et al. 2020; Millon et al. 2020).

6. SLACS analysis of galaxy density profiles

Gravitational lenses with imaging and kinematics data can add
valuable information about the mass profiles of the lenses. Even
though the kinematics data in the current TDCOSMO sample
is limited, an additional sufficiently large data set with precise
measurements can significantly improve the precision on the
mass profiles of the population and thus on the Hubble con-
stant. Resolved kinematics observations may in addition provide
constraints on the anisotropy distribution of stellar orbits.
When incorporating external data sets as part of the hierar-

chical framework, it is important that those external lenses are
drawn from the same population as the time-delay lenses - un-
less explicitlymarginalized over population differences. Provided
that (i) the lensing sample has a known selection function, (ii)
the lens modeling is performed to the same level of precision and
with the same model assumptions as the time-delay lenses, (iii)
the kinematic modeling assumptions are identical and (iv) the
anisotropy uncertainties are mitigated on the population level,
we can fold in the extracted likelihood (Eqn. C.12) into the hier-
archical analysis, applying the same population dependence on
_int and 𝑎ani.
Selection biases can arise from different aspects. Ellipticity

and shear naturally increase the abundance of quadruple lenses
relative to double lenses. Holder & Schechter (2003) use 𝑁-
body simulations to estimate the level of external shear due to
structure near the lens and conclude that the local environment
is the dominant contribution that drives the external shear bias
in quadruple lenses. Huterer et al. (2005) investigate the external
shear bias and conclude that this effect is not sufficient to explain
the observed quadruple-to-double ratio. Collett & Cunnington
(2016) conclude, based on idealized simulations, that selection
based on image brightness and separation leads to significant
selection bias in the slope of themass profiles. In addition, Collett
& Cunnington (2016) also find a line-of-sight selection bias in
quadruply lensed quasars relative to the overall population on
the level of 0.9%. The bias is less prominent for doubly imaged
quasars. The specific discovery channel can also lead to selection
effects. Dobler et al. (2008) note that a spectroscopically selected
search, as performed for the Sloan Lens ACS (SLACS) survey
(Bolton et al. 2006), can lead to significant biases on the selected
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Table 2: Overview of the TDCOSMO sample posterior products used in this work. We list lens redshift 𝑧lens, source redshift 𝑧source,
half-light radius of the deflector 𝑟eff , Einstein radius of the deflector \E, power-law slope 𝛾pl, external convergence ^ext and inferred
time-delay distance from the power-law model based on imaging data and time delays, not including external convergence or internal
MST terms, 𝐷pl

Δ𝑡
.

name 𝑧lens 𝑧source 𝑟eff [arcsec] \E [arcsec] 𝛾pl ^ext 𝐷
pl
Δ𝑡
[Mpc]

B1608+656 0.6304 1.394 0.59 ± 0.06 0.81 ± 0.02 2.08 ± 0.03 +0.103+0.084−0.045 4775+138−130
RXJ1131-1231 0.295 0.654 1.85 ± 0.05 1.63 ± 0.02 1.95 ± 0.05 +0.069+0.043−0.026 1947+35−35
HE0435-1223 0.4546 1.693 1.33 ± 0.05 1.22 ± 0.05 1.93 ± 0.02 +0.004+0.032−0.021 2695+159−157
SDSS1206+4332 0.745 1.789 0.34 ± 0.05 1.25 ± 0.01 1.95 ± 0.05 −0.004+0.036−0.021 5846+628−608
WFI2033-4723 0.6575 1.662 1.41 ± 0.05 0.94 ± 0.02 1.95 ± 0.02 +0.059+0.078−0.044 4541+134−152
PG1115+080 0.311 1.722 0.53 ± 0.05 1.08 ± 0.02 2.17 ± 0.05 −0.006+0.032−0.021 1458+117−115
DES0408-5354 0.597 2.375 1.20 ± 0.05 1.92 ± 0.01 1.90 ± 0.03 −0.040+0.037−0.024 3491+75−74

Table 3: Summary of the model parameters sampled in the hierarchical inference on the TDCOSMO sample in Section 5 and
posteriors presented in Figure 7.

name prior description
Cosmology (Flat ΛCDM)
𝐻0 [km s−1Mpc−1] U([0, 150]) Hubble constant
Ωm U([0.05, 0.5]) or N(` = 0.298, 𝜎 = 0.022) current normalized matter density
Mass profile
_int,0 U([0.5, 1.5]) internal MST population mean for 𝑟eff/\E = 1
𝛼_ U([−1, 1]) slope of _int with 𝑟eff/\E of the deflector (Eqn. 50)
𝜎(_int) U(log( [0.001, 0.5])) 1-𝜎 Gaussian scatter in _int at fixed 𝑟eff/\E
Stellar kinematics
〈𝑎ani〉 U(log( [0.1, 5])) scaled anisotropy radius (Eqn. 51, 52)
𝜎(𝑎ani) U(log( [0.01, 1])) 𝜎(𝑎ani)〈𝑎ani〉 is the 1-𝜎 Gaussian scatter in 𝑎ani
Line of sight
^ext 𝑝(^ext) of individual lenses (Fig. 6) external convergence of lenses

velocity dispersion in the resulting sample. However, Treu et al.
(2006) show that, at fixed velocity dispersion, the SLACS sample
is indistinguishable from other elliptical galaxies.

In this sectionwe present a hierarchical analysis of the SLACS
sample (Bolton et al. 2006, 2008) following the same hierarchi-
cal approach as the TDCOSMO sample, based on the imaging
modeling by Shajib et al. (2020b). The SLACS sample of strong
gravitational lenses is a sample of massive elliptical galaxies
selected from the Sloan Digital Sky Survey (SDSS) by the pres-
ence in their spectra of emission lines consistent with a higher
redshift. Follow-up high-resolution observations with HST re-
vealed the presence of strongly lensed sources. The SLACS data
set allows us to further constrain the population distribution in
the mass profile parameter _int and the anisotropy distribution
𝑎ani and, thus, can add significant information to the TDCOSMO
sample to be used jointly in Section 7 to constrain 𝐻0.

In Section 6.1 we describe the imaging data and lens model
inference. In Section 6.2 we describe the spectroscopic data set
used and how we model it, including VLT VIMOS IFU data
for a subset of the lenses. We analyze the selection effect of the
SLACS sample in Section 6.3 and in Section 6.4 we constrain the
line-of-sight convergence for the individual lenses. In Section 6.5
we present the results of the hierarchical analysis of the SLACS
sample in regard to mass profile and anisotropy constraints.

6.1. SLACS imaging

To include additional lenses in the hierarchical analysis, we must
ensure that the quality and the choices made in the analysis are on
equal footing with the TDCOSMO sample. Shajib et al. (2020b)
presents a homogeneous lens model analysis of 23 SLACS lenses
fromHST imaging data. The lensmodel assumptions are a PEMD
modelwith external shear, identical to the derived productswe are
using from the TDCOSMO sample. The scaling of the analysis
wasmade possible by advances in the automation of themodeling
procedure (e.g., Shajib et al. 2019) with the dolphin pipeline
package. The underlying modeling software is lenstronomy
(Birrer & Amara 2018; Birrer et al. 2015) for which we also
performed the TDLMC validation (Section 4).

Shajib et al. (2020b) first select 50 SLACS lenses for uniform
modeling from the sample of 85 lenses presented by Auger et al.
(2009). The selection criteria for these lenses are: (i) no nearby
satellite or large perturber galaxy within approximately twice the
Einstein radius, (ii) absence of multiple source galaxies or com-
plex structures in the lensed arcs that require large computational
cost for source reconstruction, and (iii) the main deflector galaxy
is not disk-like. These criteria are chosen so that the modeling
procedure can be carried out automatically and uniformly with-
out tuning the model settings on a lens-by-lens basis. Using the
dolphin package on top of lenstronomy, a uniform and auto-
matedmodeling procedure is performed on the 50 selected lenses
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Fig. 7: Hierarchical analysis of the TDCOSMO-only sample when constraining the MST with kinematic information. Parameter and
priors are specified in Table 3. Orange contours correspond to the inference with uniform prior on Ωm, U([0.05, 0.5]), while the
purple contours correspond to the prior based on the Pantheon sample with N(` = 0.298, 𝜎 = 0.022).� source

with V-band data (Advance Camera for Surveys F555W filter, or
Wide Field and Planetary Camera 2 F606W filter).
After the modeling, 23 lenses are selected to have good qual-

ity models. The criteria for this final selection are: (i) good fitting
to data by visually inspecting the residual between the image
and the model-based reconstruction, and (ii) the median of the
power-law slope does not diverge to unusual values (i.e., . 1.5 or
& 2.5)15. For the TDCOSMO sample, iterative PSF corrections
have been performed, based on the presence of the bright quasar
images, to guarantee a well matched and reliable PSF in the mod-
eling. For the SLACS lenses, such an iterative correction on the
image itself cannot be performed due to the absence of quasars in
these systems. Nevertheless, extensive tests with variations of the
PSF have been performed by Shajib et al. (2020b) and the impact
on the resulting power-law slope inference was below ∼0.005 on
the population mean of 𝛾pl. The half light radius for the deflector

15 We note that the prior on the power-law slope 𝛾pl is chosen to be
uniform in [1, 3] during the Bayesian inference with MCMC.

galaxies are taken from Auger et al. (2009) in V-band (measured
along the intermediate axis).

6.2. SLACS spectroscopy

The constraints on the MST rely on the kinematics observations.
In this sectionwe provide details on the data set and reduced prod-
uctswe are using in thiswork, on top of the already described ones
for the TDCOSMO lenses. These include SDSS’s Baryon Oscil-
lation Spectroscopic Survey (BOSS) fiber spectroscopy (Dawson
et al. 2013) and VLT VIMOS IFU observations.

6.2.1. SDSS fiber spectroscopy

All the SLACS lenses have BOSS spectra available as part of
SDSS-III. The fiber diameter is 3′′ and the nominal seeing of the
observations are 1′′.4 FWHM. The measurements of the veloc-
ity dispersion from the SDSS reduction pipeline were originally
presented by Bolton et al. (2008). However, in this work, we

Article number, page 18 of 41



S. Birrer et al.: Hierarchical time-delay cosmography

use improved measurements of the velocity dispersion, deter-
mined using an improved set of templates as described in Shu
et al. (2015). The SDSSmeasurements are in excellent agreement
with the subsample measured with VLT X-shooter presented by
Spiniello et al. (2015).

6.2.2. VLT VIMOS IFU data

The VLT VIMOS IFU data set is described in Czoske et al.
(2008) and subsequently used in Barnabè et al. (2009, 2011);
Czoske et al. (2012). The VIMOS fibers were in a configuration
with spatial sampling of 0.67′′, and the seeing was 0′′.8 FWHM.
The first moment (velocity) and second moment (velocity

dispersion) of the individual VIMOS fibers are fit with a single
stellar template for each fiber individually and the uncertainties in
the measurements are quantified within Bayesian statistics. Tem-
plates were chosen by fitting a random sample of IndoUS spectra
to the aperture-integrated VIMOS IFU spectra and selecting one
of the best-fitting (in the least-squares sense) template candidates
(we refer to details to Czoske et al. 2008). Marginalization over
template mismatch adds another 5–10%measurement uncertain-
ties. Within this additional error budget, the integrated velocity
dispersion measurements of Czoske et al. (2008) are consistent
with the SDSS measured values of Bolton et al. (2008). We bin
the fibers in radial bins in steps of 1′′ from the center of the de-
flector. The binning is performed using luminosity weighting and
propagation of the independent errors to the uncertainty estimate
per bin. Where necessary, we exclude fibers that point on satellite
galaxies or line-of-sight contaminants. In this work, we make use
of the relative velocity dispersion measurements in radial bins
when inferring 𝐻0. We do so by introducing a separate internal
MST distribution _ifu, effectively replacing _int when evaluating
the likelihood of the IFU data. _ifu is entirely constrained by
the IFU data. The MST information that propagates in the joint
constraints of TDCOSMO+SLACS analysis, _int, (Section 7) is
derived from the SDSS velocity dispersion measurements only.
In this form, the IFU data informs the anisotropy parameter but
not the mass profile directly. We leave the amplitude calibration
and usage of this data set to constrain the MST for future work.
From the original sample of 17 SLACS lenses with VIMOS

observations, we drop five objects that are fast rotators (when
the first moments dominate the averaged dispersion in the outer
radius bin) and one slow rotator with velocity dispersion >380
km/s. This is necessary tomatch this samplewith the TDCOSMO
one in velocity dispersion space; the fast rotators are, in fact,
all in a lower velocity dispersion range (𝜎P in [185, 233] km
s−1). Finally, we excluded one more galaxy for which there is
no estimate of the Einstein radius, and thus we cannot combine
lensing and dynamics. In this way, we end up with a sample of
ten lenses, prior to further local environment selection.

6.3. SLACS selection function

The SLACS lenses were preselected from the spectroscopic
database of the SDSS based on the presence of absorption-
dominated galaxy continuumat one redshift and nebular emission
lines (Balmer series, [OII] 3727 A, or [OIII] 5007 A) at another,
higher redshift. Details on the method and selection can be found
in Bolton et al. (2004, 2006) and Dobler et al. (2008). The lens
and source redshifts of the SLACS sample are significantly lower
than for the TDCOSMO sample.
Treu et al. (2009) studied the relation between the internal

structure of early-type galaxies and their environment with two

statistics: the projected number density of galaxies inside the
tenth nearest neighbor (Σ10) and within a cone of radius one
ℎ−1 Mpc (𝐷1) based on photometric redshifts. It was observed
that the local physical environment of the SLACS lenses is en-
hanced compared to random volumes, as expected for massive
early-type galaxies, with 12 out of 70 lenses in their sample
known to be in group/cluster environments.
In this study, we are specifically only looking for lenseswhose

lensing effect can be described as the mass profile of the massive
elliptical galaxy and an uncorrelated line-of-sight contribution.
Assuming SLACS and TDCOSMO lenses are galaxies within the
same homogeneous galaxy population and with the local envi-
ronment selection of SLACS lenses, the remaining physical mass
components in the deflector model are the same physical compo-
nents of the lensing effect we model in the TDCOSMO sample.
The uncorrelated line-of-sight contribution can be characterized
based on large scale structure simulations.

6.3.1. Deflector morphology and lensing information selection

Our first selection cut on the SLACS sample is based on Shajib
et al. (2020b), which excludes a subset of lenses based on their
unusual lens morphology (prominent disks, two main deflectors,
or complex source morphology) to derive reliable lensing prop-
erties using an automated and uniform modeling procedure.
This first cut reduced the total SLACS sample of 85 lenses,

presented by Auger et al. (2009), to 51 lenses16. Out of these 51
lenses, 23 lenses had good quality models from an automated
and uniform modeling procedure as described in Section 6.1.
Producing good quality models for the rest of the SLACS lenses
would require careful treatment on a lens-by-lens basis, which
was out of the scope of Shajib et al. (2020b).

6.3.2. Mass proxy selection

We want to make sure that the deflector properties are as close as
possible to the TDCOSMO sample. To do so without introducing
biases regarding uncertainties in the velocity dispersionmeasure-
ments, we chose a cut based on Singular Isothermal Sphere (SIS)
equivalent dispersions, 𝜎SIS, derived from the Einstein radius
and the lensing efficiency only. The deflectors of the TDCOSMO
sample span a range of 𝜎SIS in [200, 350] km s−1 and we select
the same range for the SLACS sample.

6.3.3. Local environment selection

We use the DESI Legacy Imaging Surveys (DLS) (Dey et al.
2019) to characterize the environment of the SLACS lenses. We
query the DR7 Tractor source photometry catalog (Lang et al.
2016) removing any object that is morphologically consistent
with being a point source convolved with the DLS point spread
function. We use the R band data to count objects with 18 < 𝑅 <

23within 120′′ of the lens galaxy but more than 3′′ from the lens.
We quantify the environment with two numbers: 𝑁2′ , the total

number of galaxies within 2 arcminutes and an inverse projected
distance weighted count 𝑁1/𝑟 within the same 2 arcminutes aper-
ture, defined as (Greene et al. 2013)

𝑁1/𝑟 ≡
∑︁
𝑖;𝑟<2′

1
𝑟𝑖
. (54)

16 To use the IFU data set more optimally, we add the lens SDSSJ0216-
0813, which is the remaining lens within the IFU quality sample that was
not selected by Shajib et al. (2020b) from the original SLACS sample.
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𝑁2′ and 𝑁1/𝑟 are physically meaningful numbers for our analysis
as 𝑁2′ should approximately trace the total mass close enough to
significantly perturb the lensing (see Collett et al. 2013), and 𝑁1/𝑟
should be skewed larger by masses close along the line of sight of
the lens which are likely to have the most significant perturbative
effect. We assess the uncertainty on 𝑁2′ and 𝑁1/𝑟 by taking every
object within 120′′ of the lens and bootstrap resampling from
their R band magnitude errors, before reapplying the 18 < 𝑅 <

23 cut. Where the SLACS lens is not in the DLS DR7 footprint
we queried the DLS DR8 catalog instead. To put 𝑁2′ and 𝑁1/𝑟
into context, we perform the same cuts centered on 105 random
points within the DLS DR7 footprint. Dividing the SLACS 𝑁2′
and 𝑁1/𝑟 by the median 〈𝑁2′〉rand and 〈𝑁1/𝑟 〉rand of the calibration
lines of sight allows us to assess the relative over-density of the
SLACS lenses as

Z𝑁 ≡ 𝑁2′

〈𝑁2′〉rand (55)

and

Z1/𝑟 ≡ 𝑁1/𝑟
〈𝑁1/𝑟 〉rand

. (56)

We compare this metric on our sample with the overlapping
sample of Treu et al. (2009) where local 3-dimensional quantities
in the form of 𝐷1 are available, and we find good agreement
between these two statistics in terms of a rank correlation.
We remove lenses that have Z1/𝑟 > 2.10 within the 2 arcmin-

utes aperture from our sample. This selection cut corresponds
to 𝐷1 = 1.4 Mpc−3 for the subset by Treu et al. (2009). Inde-
pendently of the Z1/𝑟 cut, we check and flag all lenses within
the Shajib et al. (2020b) sample that have prominent nearby per-
turbers present in the HST data within 5′′. We do not find any
additional lenses with prominent nearby perturbers not already
removed by the selection cut of Z1/𝑟 > 2.10.

6.3.4. Combined sample selection

With the combined selection on the SLACS sample based on
the morphology, mass proxy, local environment, and for the IFU
lenses also rotation, we end up with 33 SLACS lenses of which
nine lenses have IFU data. 14 lenses out of the sample have
quality lens models by Shajib et al. (2020b), including five lenses
with IFU data. Figure 8 shows how the individual lenses among
the different samples, TDCOSMO, SLACS and the subset with
IFU data are distributed in key parameters of the deflector.
We discuss possible differences between the SLACS and TD-

COSMO samples and the possibility of trends within the samples
impacting our analysis in a systematic way in Section 8.3.2 after
presenting the results of the hierarchical analysis of the joint sam-
ple. We list all the relevant measured values and uncertainties of
the 33 SLACS lenses in Appendix E.

6.4. Line of sight convergence estimate

We compute the probability for the external convergence given
the relative number counts, 𝑃(^ext |Z1, Z1/𝑟 ), following Greene
et al. (2013) (see e.g., Rusu et al. 2017, 2020; Chen et al. 2019;
Buckley-Geer et al. 2020). In brief, we select from the Millen-
nium Simulation (MS; Springel et al. 2005) line of sights which
satisfy the relative weighted number density constraints mea-
sured above, in terms of both number counts and 1/𝑟 weighting
(Eqn. 54). While the MS consists only of dark matter halos, we
use the catalog of galaxies painted on top of these halos following

the semi-analytical models of De Lucia &Blaizot (2007).We im-
plement the same magnitude cut, aperture radius etc. which were
employed in measuring the relative weighted number densities
for the SLACS lenses, in order to compute Z1, Z1/𝑟 corresponding
to each line of sight in the MS. We then use the ^ maps computed
by Hilbert et al. (2009) and read off the values corresponding to
the location of the selected line of sight, thus constructing the
𝑝(^ext |Z1, Z1/𝑟 ) probability density function (PDF). The Hilbert
et al. (2009) maps were computed for a range of source red-
shift planes. Over the range spanned by the source redshifts of
the SLACS lenses, there are 17 MS redshift planes, with spac-
ing Δ𝑧 ∼ 0.035 - 0.095. We used the maps best matching the
source redshift of each SLACS lens. For 23 of the SLACS lenses
there are available external shear measurements by Shajib et al.
(2020b), which we used, optionally, as a third constraint. Com-
pared to previous inferences of 𝑝(^) for the TDCOSMO lenses,
we made two computational simplifications to our analysis, in
order to be able to scale our technique to the significantly larger
number of lenses: 1) We did not resample from the photometry
of the MS galaxies, taking into account photometric uncertain-
ties similar to those in the observational data. A toy simulation
showed that this step results in negligible differences. 2) We use
only 1/8 of the lines of sight in the MS. We then checked that this
results in Δ^ . 0.001 offsets, negligible for the purpose of our
analysis.
Figure 9 shows the 𝑝(^ext |Z1, Z1/𝑟 ) distributions for the sub-

selected sample based on morphology and local environment.
As expected from the significantly lower source redshifts of the
SLACS sample compared to the TDCOSMO lenses, most of
𝑝(^) PDFs for the individual lenses are very narrow and peak
at ∼zero, with dispersion ∼ 0.01. This is because the volume is
smaller and thus there are relatively few structures in the MS at
these low redshifts to contribute. In fact, the relative weighted
number density constraints have relatively little impact on most
of the 𝑝(^) distributions, which resemble the PDFs for all lines
of sight. Finally, we note that, while our approach to infer 𝑝(^)
for the SLACS lenses is homogeneous, this is not the case for the
TDCOSMO lenses. This is by necessity, as the environmental
data we used for the TDCOSMO lenses has varied in terms
of depth, number of filters and available targeted spectroscopy.
Nonetheless, as we have shown through simulations byRusu et al.
(2017, 2020), such differences do not bias the 𝑝(^) inference.

6.5. SLACS inference

Herewe present the hierarchical inference on themass profile and
anisotropy parameters from the selected sample of the SLACS
lenses. We remind the reader that we use 33 SLACS lenses,
of which 14 have imaging modeling constraints on the power-
law slope 𝛾pl. Nine of the lenses in our final sample have also
VLT VIMOS IFU constraints in addition to SDSS spectroscopy
(five of which have imaging modeling constraints on the power-
law slope). The separate inference presented in this section is
meant to provide consistency checks and to gain insights into
how the likelihood of the SLACS data set is going to impact the
constraints on the mass profiles, and thus 𝐻0, when combining
with the TDCOSMO data set.
We are making use of the marginalized posteriors in the lens

model parameters of Shajib et al. (2020b) in the same way as for
the TDLMC and TDCOSMO sample. For SLACS lenses that do
not have amodel and parameter inference by Shajib et al. (2020b),
we use the Einstein radii measured by Auger et al. (2009) derived
from a singular isothermal ellipsoid (SIE) lens model. For the
power-law slopes of those lenses we apply the inferred Gaussian
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TDCOSMO: 7 lenses
SLACS quality: 14 lenses
SLACS quality + IFU: 5 lenses
SLACS all: 33 lenses
SLACS all + IFU: 9 lenses
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population distribution prior on 𝛾pl from the selected sample
which has measured values, with 𝛾pl,pop = 2.10±0.16. Figure 10
presents the imaging data inferred 𝛾pl for the 14 quality lenses
selected in our sample by Shajib et al. (2020b).
Table 4 presents the parameters and priors used in the hier-

archical inference of this section. In particular, we fix the cos-
mology to assess constraining power and consistency with the
TDCOSMO data set. We separate the inference on _int,0 of the
VIMOS IFU data set from the SDSSmeasurements to assess sys-
tematic differences between the two data products. Further more,
we use a uniform prior in 𝑎ani,U(𝑎ani), rather than a logarithmic
priorU(log(𝑎ani)), to assess and illustrate the information on the
anisotropy parameter from the IFU data set.
For the analysis of the SLACS-only sample in this section,

we fix the cosmological model. The cosmological dependence
folds in the prediction of the velocity dispersion through the dis-
tance ratio 𝐷s/𝐷ds (Eqn. 17). This ratio is not sensitive to 𝐻0

and the SLACS-only data set is not constraining 𝐻0. When com-
bining the SLACS and TDCOSMO sample in the next section,
the cosmology dependence is fully taken into account.
We perform two posterior inferences: one with the SDSS

velocity dispersion data only, and one combining SDSS and VI-
MOS IFU binned dispersions. Figure 11 shows the two different
posteriors. The constraints on _int (parameters _int,0, 𝛼_, 𝜎(_int))
come for all three cases entirely from the kinematics of the SDSS
measurements.
All the parameters are statistically consistent with each other

and the TDCOSMO analysis of Section 5 except the posterior in
the scatter of the internal MST, 𝜎(_int). The TDCOSMO con-
straints of 𝜎(_int) are consistent with zero scatter in the mass
profile parameter and 2-sigma bound at 0.1, while the inference
of the SLACS sample results in a larger scatter. An underesti-
mation of uncertainties in the velocity dispersion measurements,
if not accounted for in the analysis, will directly translate to an
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Table 4: Summary of themodel parameters sampled in the hierarchical inference on the SLACS sample of Section 6. The SLACS-only
analysis is for the purpose of illustrating the constraining power on the mass profile and to assess consistencies with the TDCOSMO
sample. For this purpose, we fix the cosmology to a fiducial value in the SLACS-only inference.

name prior description
Cosmology (Flat ΛCDM)
𝐻0 [km s−1Mpc−1] = 73 Hubble constant
Ωm = 0.3 current normalized matter density
Mass profile
_int,0 U([0.5, 1.5]) internal MST population mean for 𝑟eff/\E = 1
𝛼_ U([−1, 1]) slope of _int with 𝑟eff/\E of the deflector (Eqn. 50)
𝜎(_int) U([0, 0.5]) 1-𝜎 Gaussian scatter in the internal MST from SDSS
Stellar kinematics
〈𝑎ani〉 U([0.1, 5]) scaled anisotropy radius (Eqn. 51, 52)
𝜎(𝑎ani) U([0, 1]) 𝜎(𝑎ani)〈𝑎ani〉 is the 1-𝜎 Gaussian scatter in 𝑎ani
Normalization of IFU data
_ifu U([0.5, 1.5]) internal MST population constraint from IFU data
𝜎(_ifu) U([0, 0.5]) 1-𝜎 Gaussian scatter in _ifu
Line of sight
^ext 𝑝(^ext) of individual lenses (Fig. 9) external convergence of lenses
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increase in 𝜎(_int). We point out the excellent agreement of the
anisotropy distribution with the TDLMCRung3 hydrodynamical
simulations (Section 4).

7. Hierarchical analysis of TDCOSMO+SLACS

We describe now the final and most stringent analysis of this
work, obtained by combining the analysis of the TDCOSMO
lenses, presented in Section 5, and that of the SLACS sample,
presented in Section 6. The parameterization and priors have
been validated on the TDLMC mock data set in Section 4. We
remind the reader that the choices of the analyses are identical
and thus we can combine the TDCOSMO and SLACS sample on
the likelihood level. We define the parameterization and priors of
our hierarchical model in Section 7.1 and present the result and
the 𝐻0 measurement in Section 7.2.

7.1. Parameterization and priors

For our final 𝐻0 measurement, we assume a flat ΛCDM cos-
mology with uniform prior in 𝐻0 in [0, 150] km s−1Mpc−1and
a narrow prior on Ωm with N(` = 0.298, 𝜎 = 0.022) from the
Pantheon SNIa sample (Scolnic et al. 2018, see Section 3.2.4).
For _int, we assume an identical distribution for the selected
population of the SLACS lenses and the TDCOSMO sample
for the scaling in 𝑟eff/\E (Eqn. 50). We also assume the same
stellar anisotropy population distributions for the SLACS and
TDCOSMO lenses. To account for potential systematics in the
VIMOS IFU measurement (see Section 6.2.2), we introduce a
separate a separate internal MST distribution _ifu, effectively re-
placing _int when fitting the IFU data. This approach allows us to
use the anisotropy constraints from the IFU data while not requir-
ing a perfect absolute calibration of the measurements. For the
external convergence we use the individual 𝑝(^ext) distributions
from the two samples.
As discussed in Section 6, there is an inconsistency in the

inferred spread in the _int distribution between the SLACS and
TDCOSMO sample. We attribute this inconsistency to uncer-
tainties that were not accounted for in the velocity dispersion
measurements of the SDSS data products. In our joint analysis,
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we add a parameter that describes an additional relative uncer-
tainty in the velocity dispersion measurements, 𝜎𝜎P ,sys, such that
the total uncertainty in the velocity dispersion measurements is
the square of the quoted measurement uncertainty plus this un-
accounted term,

𝜎2
𝜎P ,tot = 𝜎2

𝜎P ,measurement + (𝜎𝑃𝜎𝜎P ,sys)2. (57)

𝜎𝜎P ,sys is the same for all the SDSS measured velocity disper-
sions. Table 5 presents all the parameters being fit for, including
their priors, in our joint analysis of the SLACS and TDCOSMO
sample. 17

17 The notebooks are publicly available and we facilitate the use of
different priors and cosmological models. All choices presented here
are made blindly in regard to 𝐻0.

7.2. Results

Here we present the posteriors of the joint hierarchical anal-
ysis of 33 SLACS lenses (nine of which have IFU data) and
the seven quasar time-delay TDCOSMO lenses for the parame-
terization and priors described in Table 5. To trace back infor-
mation to specific data sets, we sample different combinations
of the TDCOSMO and SLACS data sets under the same pri-
ors. The TDCOSMO-only inference was already presented in
Section 5 and results in 𝐻0 = 74.5+5.6−6.1 km s

−1Mpc−1. Besides
the TDCOSMO-only result, we perform the inference for the
TDCOSMO+SLACSIFU data set, effectively allowing anisotropy
constraints being used on top of the TDCOSMO data set, result-
ing in𝐻0 = 73.3+5.8−5.8 km s

−1Mpc−1; the TDCOSMO+SLACSSDSS
data set, using the SLACS lenses with their SDSS spectroscopy
to inform the analysis, results in 𝐻0 = 67.4+4.3−4.7 km s

−1Mpc−1.
For our final inference of this work of the joint data sets of
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Table 5: Summary of the model parameters sampled in the hierarchical inference on the TDCOSMO+SLACS sample.

name prior description
Cosmology (Flat ΛCDM)
𝐻0 [km s−1Mpc−1] U([0, 150]) Hubble constant
Ωm N(` = 0.298, 𝜎 = 0.022) current normalized matter density
Mass profile
_int,0 U([0.5, 1.5]) internal MST population mean
𝛼_ U([−1, 1]) slope of _int with 𝑟eff/\E of the deflector (Eqn. 50)
𝜎(_int) U(log( [0.001, 0.5])) 1-𝜎 Gaussian scatter in the internal MST
Normalization of IFU data
_ifu U([0.5, 1.5]) internal MST population constraint from IFU data
𝜎(_ifu) U(log( [0.01, 0.5])) 1-𝜎 Gaussian scatter in _ifu
Stellar kinematics
〈𝑎ani〉 U(log(𝑎ani)) for 𝑎ani in [0.1, 5] scaled anisotropy radius (Eqn. 51, 52)
𝜎(𝑎ani) U(log( [0.01, 1])) 𝜎(𝑎ani)〈𝑎ani〉 is the 1-𝜎 Gaussian scatter in 𝑎ani
𝜎𝜎P ,sys U(log( [0.01, 0.5])) systematic uncertainty on 𝜎PSDSS measurements (Eqn. 57)
Line of sight
^ext 𝑝(^ext) of individual lenses (Fig. 6 & 9) external convergence of lenses

TDCOSMO+SLACSSDSS+IFU, we measure 𝐻0 = 67.4+4.1−3.2 km
s−1Mpc−1.
Figure 12 presents the key parameter posteri-

ors of the TDCOSMO-only, TDCOSMO+SLACSIFU,
TDCOSMO+SLACSSDSS, and the TDCOSMO+SLACSSDSS+IFU
analyses. Not shown on the plot are the Ωm posteriors (effec-
tively identical to the prior), the 𝜎𝜎P ,sys posteriors for the SDSS
kinematics measurements, the distribution scatter parameters
𝜎(_int and 𝜎(𝑎ani), and the IFU calibration nuisance parameter
_ifu. All the one-dimensional marginalized posteriors, except for
the nuisance parameter _ifu, of the different combinations of the
data sets are provided in Table 6.
We compare the best fit model prediction of the joint

TDCOSMO+SLACSSDSS+IFU inference to the time-delay dis-
tance and kinematics of the TDCOSMO data set in Figure 13,
to the SDSS velocity dispersion measurements in Figure 14 and
to the IFU data set in Figure 15. The model prediction uncer-
tainties include the population distributions in _int and 𝑎ani and
the measurement uncertainty in the SDSS and VIMOS velocity
dispersion uncertainties include the inferred 𝜎𝜎P ,sys uncertainty.
In Figure 16 we assess trends in the fit of the kinematic

data in regards to lensing deflector properties. We see that with
the 𝑟eff/\E scaling by 𝛼_ (Eqn. 50) we can remove systematic
trends in model predictions. We do not find statistically signifi-
cant remaining trends in our data set beyond the ones explicitly
parameterized and marginalized over.

8. Discussion 18

In this section, we discuss the interpretation of our measurement
of 𝐻0, the robustness of the uncertainties, and present an avenue
for further improvements in the precision while maintaining ac-
curacy. We first summarize briefly the key assumptions of this
work, and give a physical interpretation of the results (Section
8.1). Second, we estimate the contribution of each individual
assumption and dataset to the total error budget of the current

18 This section, with the exception of Section 8.5, was written before
the results of the combined TDCOSMO+SLACS analysis were known
to the authors and, thus, reflect the assessment of uncertainties present
in our analysis agnostic to its outcome.

analysis on𝐻0 (Section 8.2). Third, we discuss specific aspects of
the analysis that need further investigations to maintain accuracy
with increased precision in Section 8.3. Fourth, in Section 8.4
we present the near future prospects for collecting data sets and
revising the analysis to increase further the precision on 𝐻0 with
strong lensing time-delay cosmography. Finally, in Section 8.5,
we compare and discuss the 𝐻0 measurement of this work with
previous work by the TDCOSMO collaboration.

8.1. Physical interpretation of the result

While consistent with the results of Wong et al. (2020); Millon
et al. (2020), our inference of𝐻0 has significantly lower precision
for the TDCOSMO sample, even with the addition of external
datasets from SLACS. The larger uncertainty was expected and
is a direct result of relaxing the assumptions on the mass profile.
By introducing a mass-sheet degeneracy parameter, we add the
maximal degree of freedom in 𝐻0 while having minimal con-
straining power by lensing data on their own. This is the most
conservative approach when adding a single degree of freedom
in our analysis. While mathematically this result is clearly un-
derstood, it is worth discussing the physical interpretation of this
choice.
If we had perfect cosmological numerical simulations or per-

fect knowledge of the internal mass distribution within elliptical
galaxies, wewould not have to worry about the internalMST. The
approach chosen by our collaboration (Wong et al. 2020; Shajib
et al. 2019; Millon et al. 2020) was to assume physically moti-
vated mass profiles with degrees of freedom in their parameters.
In particular, the collaboration used two different mass profiles,
a power-law elliptical mass profile, and a composite mass profile
separating the luminous component (with fixed mass-to-light ra-
tio) and a dark component described as a NFW profile. The good
fit to the data, the small pixellated corrections on the profiles from
the first lens system (Suyu et al. 2010), and the good agreement
of 𝐻0 inferred with the two mass profiles was a positive sanity
check on the result (Millon et al. 2020).
In this paper we have taken a different viewpoint, and asked

how much can the mass profiles depart from a power-law and
still be consistent with the data. By phrasing the question in
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Table 6: Marginalized posteriors of our hierarchical Bayesian cosmography inference based on the priors and parameterization
specified in Table 5 for a flat ΛCDM cosmology.

Data sets 𝐻0 [km s−1Mpc−1] _int,0 𝛼_ 𝜎(_int) 𝑎ani 𝜎(𝑎ani) 𝜎𝜎P ,sys

TDCOSMO-only 74.5+5.6−6.1 1.02+0.08−0.09 0.00+0.07−0.07 0.01+0.03−0.01 2.32+1.62−1.17 0.16+0.50−0.14 -
TDCOSMO + SLACSIFU 73.3+5.8−5.8 1.00+0.08−0.08 −0.07+0.06−0.06 0.07+0.09−0.05 1.58+1.58−0.54 0.15+0.47−0.13 -
TDCOSMO + SLACSSDSS 67.4+4.3−4.7 0.91+0.05−0.06 −0.04+0.04−0.04 0.02+0.04−0.01 1.52+1.76−0.70 0.28+0.45−0.25 0.06+0.02−0.02
TDCOSMO + SLACSSDSS+IFU 67.4+4.1−3.2 0.91+0.04−0.04 −0.07+0.03−0.04 0.06+0.08−0.04 1.20+0.70−0.27 0.18+0.50−0.15 0.06+0.02−0.02

TDCOSMO-only: H0 = 74.5+5.6
6.1 km s 1 Mpc 1

TDCOSMO + SLACSIFU: H0 = 73.3+5.8
5.8 km s 1 Mpc 1

TDCOSMO + SLACSSDSS: H0 = 67.4+4.3
4.7 km s 1 Mpc 1

TDCOSMO +  SLACSSDSS + IFU: H0 = 67.4+4.1
3.2 km s 1 Mpc 1
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Fig. 12: Posterior distributions of the key parameters for the hierarchical inference. Blue: constraints from the TDCOSMO-only
sample. Violet: constraints with the addition of IFU data of nine SLACS lenses to inform the anisotropy prior on the TDCOSMO
sample, TDCOSMO+SLACSIFU. Orange: constraints with a sample of 33 additional lenses with imaging and kinematics data (HST
imaging + SDSS spectra) from the SLACS sample, TDCOSMO+SLACSSDSS. Purple: Joint analysis of TDCOSMO and 33 SLACS
lenses with SDSS spectra of which nine have VIMOS IFU data, TDCOSMO+SLACSSDSS+IFU. Priors are according to Table 5. The
68th percentiles of the 1D marginalized posteriors are presented in Table 6. The posteriors in 𝐻0 and _int,0 were held blinded during
the analysis.� source
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of 𝜎𝜎P ,sys. The model uncertainties include the lens model uncertainties and the marginalization over the _int and 𝑎ani distribution.
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terms of the MST we can conveniently carry out the calculations,
because the MST leaves the lensing observables unchanged and
therefore it corresponds to minimal constraints and assumptions,
and thus maximal uncertainties with one additional degree of
freedom. However, after the inference, one has to examine the
inferred MST transformed profile and evaluate it in comparison
with existing and future data to make sure it is realistic. We know
that the exact MST cannot be the actual answer because profiles
have to go zero density at large radii, but the approximate MST
discussed in Section 2 provides a convenient interpretation with
the addition of a cored mass component.
Figure 17 illustrates a cored mass component approximating

the MST inferred from this work, _int = 0.91 ± 0.04, in com-
bination with a power-law model inferred from the population
mean of the SLACS analysis by Shajib et al. (2020b). The anal-
ysis presented here guarantees that the inferred mass profile is
consistent with the properties of TDCOSMO and SLACS lenses.
We discuss below how additional data may allow us to constrain
the models even further and thus reduce the overall uncertainty
while keeping the assumptions at a minimum.

8.2. Statistical error budget and known systematics

The total error budget of 5% on 𝐻0 in our combined TD-
COSMO+SLACS analysis can be traced back to specific as-
pects of the data and the uncertainties in the model compo-
nents/assumptions. Fixing _int to a single-valued number (i.e.,
_int = 1) is equivalent to assuming a power-law profile and leads
to an uncertainty in 𝐻0 of 2% (Millon et al. 2020). By subtracting
in quadrature 2% from our total uncertainty, we estimate that the
total error contribution of the MST (_int) to the error budget is
4.5%. Once the MST is introduced, the uncertainty in the mass
profile is dominated by uncertainties in the measurement and
modeling assumptions of the velocity dispersion. The statistical
constraints on the combined velocity dispersion measurements
of 33 SLACS lenses with SDSS spectroscopy, accounting for the
𝜎𝜎P ,sys contribution, and the TDCOSMO spectroscopic data set
contribute 3% to the total error budget. The remaining 3.5% error
contribution (in quadrature) to the total 𝐻0 error budget arises
in equal parts from the uncertainty in the anisotropy prior dis-

tribution (〈𝑎ani〉, 𝜎(𝑎ani)) and the MST dependence with 𝑟eff/\E
(𝛼_). The uncertainty in the line-of-sight selection effect of the
SLACS sample contributes a statistical uncertainty smaller than
0.5%.We note that an overall unaccounted-for shared ^ext term of
the ensemble of lenses in our sample would be mitigated through
our MST parameterization and thus not affect our 𝐻0 inference.

8.3. Unaccounted-for systematics

Our framework is conservative in the sense that it imposes min-
imal assumptions of the mass profile in regards to 𝐻0. Further-
more, the methods presented here have been internally reviewed
and validated on the hydrodynamical simulations used in the
TDLMC (Ding et al. 2018, 2020) (Section 4). Despite the known
limitations of current numerical simulations at the sub-kpc scale,
the blind validation on external data corroborates our method-
ology. In this section, we discuss aspects of our analysis that
are not part of our validation scheme. In particular, we discuss
uncertainties and potential systematics in the kinematics mea-
surements and selection effects of the different lens samples used
in this work. At the current level of precision, these are all sub-
dominant effects, but they may be relevant as we further increase
the precision.

8.3.1. Uncertainties in the kinematics measurement and
modeling

Under the assumptions of this analysis, aperture stellar kinematic
measurements drive the overall precision by providing the infor-
mation needed to mitigate the MST. Given its crucial role, we
highlight here the limitations of our kinematic treatment, in order
to point the way to further improvements. First, we used a hetero-
geneous set of stellar velocity dispersions. The TDCOSMOmea-
surements are based on large telescope high-quality data andwere
the subject of extensive tests to assess systematic measurements,
sometimes through repeated measurements. The nominal uncer-
tainties are thus accurate, resulting in the internal consistency of
all the TDCOSMO systems with a scatter on _int consistent with
zero19.

19 This statement has been tested with a flat prior on 𝜎(_int).
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The SLACS-only analysis with the reported uncertainties of
the stellar velocity dispersions leads to an inferred scatter in
_int of about 10%. Assuming the same scatter in _int among
the TDCOSMO and SLACS lenses, the discrepancy in the in-
ferred𝜎(_int) between the two samples indicates that the reported
uncertainties of the stellar velocity dispersions of the SLACS
lenses do not reflect the total uncertainty. For the present anal-
ysis, we have addressed this issue by adding additional terms
of uncorrelated errors. However, future work should aim to im-
prove the determination of systematics going back to the original
data (or acquiring better data), and contemplate the possibil-
ity of correlated calibration errors, as due for example to the
choice of stellar library or instrumental setup. Second, our anal-
ysis is based on spherical Jeans models, assuming anisotropy
of the Osipkov–Merritt form. These approximations are suffi-
cient given the current uncertainties and constraints, but future
work should consider at least axis-symmetric Jeans modeling
(e.g., Cappellari 2008; Barnabè et al. 2012; Posacki et al. 2015;
Yıldırım et al. 2020), and consider alternate parameterizations of
anisotropy. Another possibility is the use of axisymmetric mod-
eling of the phase-space distribution function with a two-integral
Schwarzschild method by Cretton et al. (1999); Verolme & de
Zeeuw (2002) as performed by Barnabè & Koopmans (2007);
Barnabè et al. (2009).
The addition of more freedom to the kinematic models will

require the addition of more empirical information that can be
obtained by spatially resolved data on distant lens galaxies, or
from high-quality data (including absorption line shapes) of ap-
propriately selected local elliptical galaxies.

8.3.2. Selection effects of different lens samples

One key pillar in this analysis to improve the precision on the
𝐻0 measurement from the TDCOSMO sample is the information
on the mass profiles of the SLACS sample. The SLACS sample
differs in terms of the redshift distribution and 𝑟eff/\E relative
to the TDCOSMO sample. Beyond our chosen explicit param-
eterized dependence of the MST parameter _int as a function
of 𝑟eff/\E we do not find trends in the predicted vs measured

velocity dispersion within the SLACS sample. However, we do
find differences in the external shear contributions between the
SLACS and TDCOSMO sample (Shajib et al. 2020b). This is
expected because of selection effects. The TDCOSMO sample is
composed of quads at higher redshift than SLACS. So it is not
surprising that the TDCOSMO lenses tend to be more elongated
(to increase the size of the quad cross section) and be more im-
pacted by mass structure along the line of sight than SLACS.
Nonetheless, based on previous studies, we have no reason to
suspect that the deflectors themselves are intrinsically different
between SLACS and TDCOSMO. Complex angular structure of
the lenses might also affect the inference in the power-law slope
𝛾pl, as the angular degree of freedoms in our model assumptions
are, to some degree, limited (Kochanek 2020b). A study with
more lenses and particularly sampling the redshift range of the
TDCOSMO sample (see Fig. 16) would allow us to better test
our current underlying assumption and in case of a significant
redshift evolution to correct for it.

8.3.3. Line-of-sight structure

The investigation of the line-of-sight structure of strong gravita-
tional lenses of the TDCOSMO and the SLACS sample follows
a specific protocol to provide an individual PDF of the exter-
nal convergence, 𝑝(^ext). In our current analysis, the statistical
uncertainty of the SLACS line-of-sight structure is subdominant.
In the future – as the other terms of the error budget shrink

and this one becomes more relevant – the following steps will
be necessary. First, the specific choice of 𝑁-body simulation and
semi-analytic galaxy evolution model will need to be revisited.
Second, it will be necessary to investigate how to improve the
comparison with simulation products in order to further miti-
gate uncertainties. For instance, beyond galaxy number count
statistics, weak gravitational lensing observations can also add
information on the line-of-sight structure (Tihhonova et al. 2018,
2020).
Ideally, we aim for a validation based on simulations in the

full cosmological context. These future simulations should in-
clude the presence of the strong lensing deflector, to further
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quantify nonlinear effects from the line-of-sight structure on the
main deflector modeling as well as the main deflector impact on
the line-of-sight light path differences (see e.g., Li et al. 2020).
Meeting the line-of-sight goal will require large box simulations,
and for the main deflector this demands a very high fidelity and
resolution at the 10-100pc scales dominated by baryons in the
form of stars and gas.

8.3.4. More flexible lens models and extended hierarchical
analysis

Getting the uncertainties right requires careful judgment in the
use of theoretical assumptions, validated as much as possible
by empirical data. Previous work by TDCOSMO assumed that
galaxies were described by power laws or stars plus an NFW
profile, leading to a given precision. In this work, we relax this
assumption, with the goal to study the impact of the MST. As
part of this investigation, we introduce the MST parameter _int
in our hierarchical framework and use a PEMD + shear model
as baseline. We demonstrate, based on simulations, that these
choices are sufficient to the level of precision currently achieved.
It is not, however, the end of the story. Additional information
will enable better constraints on the mass density profiles. As the
precision improves on 𝐻0, it will be necessary to keep revisiting
our assumptions and validating on a sufficiently large and realistic
mock data set.
In the future, additional model flexibility may demand a treat-

ment of more lens model parameters in the full hierarchical con-
text of the inference. Currently, our baseline model is constrained
sufficiently by the imaging data of the lensing sample.
However, the development of a hierarchical treatment of ad-

ditional lensing parameters may also allow us to incorporate
lenseswith fewer constraints on the lensing nature, such as doubly
lensed quasars, or lenses with missing high resolution imaging,
or other partially incomplete data products. By pursuing further
this development in hierarchical lens modeling, the total num-
ber of usable systems can improve, thus, in turn improving the
constraints on the Hubble constant.
Substructure adds 0.6%-2% of uncorrelated and un-biased

uncertainties on the 𝐷Δ𝑡 inference(Gilman et al. 2020) for in-
dividual lenses. Thus, substructure adds a 0.5% uncertainty
in quadrature on the combined 𝐻0 constraints from the seven
TDCOSMO lenses. This effect is highly subdominant to other
sources of uncertainties related to the MST in our work and we
note that this effect might partially be encapsulated in the scatter
in _int, 𝜎(_int), as inferred to be few percent.

8.4. A pathway forward for time-delay cosmography

After having discussed current limitations on the precision and
accuracy of our new proposed hierarchical framework applied
to time-delay cosmography, we summarize here the key steps to
take in the near future, in terms of improvements on the analy-
sis and addition of data, to improve both precision and accuracy
in the 𝐻0 measurements. Given the new hierarchical context,
our largest statistical uncertainty on 𝐻0 arises from the stellar
anisotropy modeling assumptions and the precision on the veloc-
ity dispersionmeasurements.Multiple and spatially resolved high
signal-to-noise velocity dispersionmeasurements of gravitational
lenses are able to further constrain the stellar anisotropy distri-
bution. This can be provided by a large VLT-MUSE and Keck-
KCWI campaign of multiple lenses and we expect significant
constraining power from JWST (Yıldırım et al. 2020). A com-

plementary approach of studying the mass profile and kinematic
structure of the deflector galaxies, is to study the local analogs
of those galaxies with high signal-to-noise ratio resolved spec-
troscopy. Assumptions about potential redshift evolution need to
be mitigated and assessed within a lensing sample covering a
wide redshift range.

A more straightforward approach in extending our analy-
sis is by incorporating more galaxy-galaxy lenses, in particular
lenses that populate a similar distribution to the lensed quasar
sample. Such a targeted large sample can reduce potential sys-
tematics of our self-similarity assumptions, as well as increase
the statistical precision on the mass profiles. Recent searches
for strong gravitational lenses in current and ongoing large area
imaging surveys, such as the Dark Energy Survey (DES) and the
Hyper-Supreme-Cam survey (HSC) have resulted in hundreds of
promising galaxy-galaxy scale candidate lenses (see e.g., Jacobs
et al. 2019; Sonnenfeld et al. 2020) and dozens of lensed quasars
(see e.g., Agnello et al. 2018; Delchambre et al. 2019; Lemon
et al. 2020).

With the next generation large ground and space based sur-
veys (Rubin Observatory LSST, Euclid, Nancy Grace Roman
Space Telescope), of order 105 galaxy-galaxy lenses and of order
103 quasar-galaxy lenses will be discovered (Oguri & Marshall
2010; Collett 2015). Limited follow-up capabilities with high
resolution imaging and spectroscopy will be a key limitation and
needs to be mitigated with strategic prioritization of targets to
maximize resulting precision and accuracy. We refer to Birrer &
Treu (2020) for a forcast based on the precision on 𝐻0 we can
expect for a current and future lensing sample with spatially re-
solved kinematics measurement based on the analysis framework
presented in this work.

Beyond the addition of external data sets, we emphasize the
further demand on the validation of the modeling approach, both
in the imaging analysis as well as the stellar anisotropy modeling.
Detailed investigation and data challenges based on realistic data
with the same complexity level as the real analysis are a useful
tool to make progress. To ensure that the requirements are met
in the modeling of the deflector galaxy and the local and line-
of-sight environment, validation on realistic simulations in the
full cosmological context, including selection effects and ray-
tracing through the line-of-sight cone of a cosmological box are
required. Moreover, we also stress that assessing and tracking
systematics at the percent level and the mitigation thereof on the
joint inference on𝐻0would bemuch facilitated by an automatized
and homogenized analysis framework encapsulating all relevant
aspects of the analysis of individual lenses.

Finally, a decisive conclusion on the current Hubble tension
demands for a rigorous assessment of results by different sci-
ence collaborations. We stress the importance of conducting the
analysis blindly in regard to 𝐻0 and related quantities to prevent
experimenter bias, a procedure our collaboration has incorpo-
rated and followed rigorously. In addition, all measurements of
𝐻0 contributing to a decisive conclusion of the tension must
guarantee reproducibility. In this work, we provide all software
as open-source and release the value-added data products and
analysis scripts to the community to facilitate the needed repro-
ducibility.
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8.5. Post-blind discussion of the results and comparison with
previous time-delay cosmography work 20

In this Section we discuss how the measurement presented in this
paper related to previous work by members of this collaboration
as part of the H0LiCOW, STRIDES, and SHARP projects. We
then discuss the relationship between the multiple measurements
obtained within the hierarchical framework introduced in this pa-
per. All the relevant measurements are summarized in Figure 18
for quick visualization.
The result of our hierarchical TDCOSMO-only analysis is

fully consistent with the assumptions on the mass profiles made
in previous H0LiCOW/STRIDES/SHARP work (see e.g., Wong
et al. 2020; Shajib et al. 2020a; Millon et al. 2020). The con-
sistency is reinforced by (Yang et al. 2020) who concluded that
the combination of kinematics and time-delay constraints are
consistent with General Relativity, an underlying assumptions
of time-delay cosmography. The only difference with respect
to the H0LiCOW/STRIDES/SHARP analysis is that the uncer-
tainty has significantly increased. This was expected, because
we have virtually eliminated the assumptions on the radial mass
profile of elliptical galaxies and, due to the MST, the only source
of information left to enable a 𝐻0 measurement is the stellar
kinematics. Without lensing information, due to the well known
mass-anisotropy degeneracy, unresolved kinematics has limited
power to constrain the mass profiles. Since our parametrization is
maximally degenerate with H0 and our assumptions are minimal,
this 9% error budget accounts for potential effects of the MST.
Another set of results is obtained within the hierarchical

framework with the addition of external information. Under the
additional assumption that the galaxies in the external datasets are
drawn from the same population as the TDCOSMO deflectors,
these results achieve higher precision than TDCOSMO alone.
Adding the SLACS dataset shrinks the uncertainty to 5% and
shifts the mean inferred 𝐻0 to a value about 6 km s−1Mpc−1lower
than the TDCOSMO-only analysis. This shift is consistent within
the uncertainties achieved by the TDCOSMO-only analysis and
can be traced back to two factors: (i) the anisotropy constraints
prefer a lower 𝑎ani value and this moves 𝐻0 down relative to the
chosen prior on 𝑎ani. The VIMOS+IFU inference is about 2 km
s−1Mpc−1lower than the equivalent TDCOSMO-only inference.
(ii) The SLACS lenses prefer an overall lower – but statistically
consistent – _int,0 value for a given anisotropy model by about
8%. The negative trend of _int with 𝑟eff/\E (𝛼_) partially miti-
gates an even lower _int value preferred by the SLACS sample
relative to the TDCOSMO sample.
The shift between the TDCOSMO and TDCOSMO+SLACS

results can have two possible explanations (if it is not purely a
statistical fluctuation). One option is that elliptical galaxies are
more radially anisotropic (and therefore have a flatter mass den-
sity profile to reproduce the same velocity dispersion profile) than
the prior used to model the TDCOSMO galaxies. The alternative
option is that the TDCOSMO and SLACS galaxies are somehow
different. Within the observables at disposal, one that may be
indicative of a different line of sight anisotropy is the higher el-
lipticity of the surface brightness and of the projected total mass
distribution (Shajib et al. 2020b) of the TDCOSMO deflectors in
comparison to the SLACS deflectors. As mentioned in Section
6.3, this is understood to be a selection effect because ellipticity
increases the cross section for quadruple images and TDCOSMO
is a sample of mostly quads (six out of seven), while SLACS is
mostly doubles (Treu et al. 2009). Departure from spherical sym-
metry in elliptical galaxies can arise from rotation or anisotropy.

20 This section was written after the results were known to the authors.

If flattening arises from rotation (which we have neglected in our
study) more flattened systems are more likely to be seen edge-on.
If it arises from anisotropy, the observed flattening could be due
to tangential anisotropy that is not included in our models, or
to a smaller degree of radial anisotropy than for other orienta-
tions. These two options result in different predictions that can be
tested with spatially resolved kinematics of the TDCOSMO lens
galaxies. If the shift is just due to an inconsistency between the
TDCOSMO prior and the SLACS likelihood, spatially resolved
kinematics will bring them in closer alignment. If it is due to
intrinsic differences, spatially resolved kinematics will reveal ro-
tation or tangential (less radial) anisotropy. In addition, spatially
resolved kinematics of the TDCOSMO sample will reduce the
uncertainties of both measurement, and thus resolve whether the
shift is a fluctuation or significant.
The other potential way to elucidate the marginal differences

between the TDCOSMO and SLACS sample is to obtain precise
measurements of mass at scales well beyond the Einstein radius.
As seen in Figure 17, a pure power law and the transformed profile
differ by up to 50% in that region (depending on the choice of
𝑅c). Satellite kinematics or weak lensing would help reduce the
freedom of the MST, provided they reach sufficient precision.

9. Conclusion

The precision of time-delay cosmography has improved signifi-
cantly in the past few years, driven by improvement in the quality
of the data and methodology. As the precision improves it is
critical to revisit assumptions and explore potential systematics,
while charting the way forward.
In this work, we relaxed previous assumptions on the mass-

profile parameterization and introduced an efficient way to ex-
plore potential systematics associated to the mass-sheet degener-
acy in a hierarchical Bayesian analysis. In this new approach, the
mass density profile of the lens galaxies is only constrained by
basic information on stellar kinematics. It thus provides a con-
servative estimate of how much the mass profile can depart from
a power law, and how much the error budget can grow as a result.
Based on the consistent results of the power law and stars plus
NFW profiles in the inference on 𝐻0 (Millon et al. 2020), we
expect very similar conclusions had we performed this analysis
with a stars plus NFW profile.
We validated our approach on the Time-Delay Lens Model-

ing Challenge sample of hydrodynamical simulations. We then
applied the formalism and assumptions to the TDCOSMO data
set in a blind fashion. Based on the TDCOSMO data set alone
we infer 𝐻0 = 74.5+5.6−6.1 km s

−1Mpc−1. The uncertainties on 𝐻0
are dominated by the precision of the spectroscopic data and the
modeling uncertainties therein. To further increase our precision,
we added self-consistently to our analysis a set of SLACS lenses
with imaging modeling and independent kinematic constraints.
We characterized the candidate lenses to be added and explicitly
selected only lenses that do not have significantly enhanced local
environments. In total, we were able to add 33 additional lenses
with no time delay information of which nine have additional 2D
kinematics with VIMOS IFU data that allowed us to further con-
strain uncertainties in the anisotropy profile of the stellar orbits.
Our most constrained measurement of the Hubble constant is

21 Excluding B1608+656 as this lens was only analyzed with a power-
law model and not with a composite model and thus not part of the
model comparison analysis. Additional lensing potential perturbations
on top of the power-law profile lead to only small amounts of corrections
Suyu et al. (2010).
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Fig. 18: Comparison of different blind 𝐻0 measurements by the TDCOSMO collaboration, based on different mass profile assump-
tions and data sets incorporated. All measurements presented on this plot were performed blindly with regard to the inference of
𝐻0. The measurement on top is the combined H0LiCOW six lenses constraints presented by Wong et al. (2020), when averaging
power-law and composite NFW plus stars (with constant mass-to-light ratio) on a lens-by-lens basis without correlated errors among
the lenses. The next twomeasurements are fromMillon et al. (2020) of six TDCOSMO time-delay lenses (five H0LiCOW lenses21and
one STRIDES lens by Shajib et al. (2020a)), when performing the inference assuming either a composite NFW plus stars (with
constant mass-to-light ratio) or the power-law mass density profile for the galaxy acting as a lens. In the lower panel, we show the
results from this work. The main difference with respect to previous work is that we have made virtually no assumption on the
radial mass density profile of the lens galaxy, and taken into account the covariance between the lenses. The analysis in this work is
constrained only by the stellar kinematics and fully accounts for the uncertainty related to the mass sheet transformation (MST). In
this framework, we obtain four measurements according to the datasets considered. The TDCOSMO-only inference is based on the
same set of seven lenses as those jointly included by Millon et al. (2020) and Wong et al. (2020). The inferred median value is the
same, indicating no bias, and the uncertainties, as expected, are larger. The next three measurements rely on external datasets from
the SLACS survey, by making the assumption that the lens galaxies in the two surveys are drawn from the same population. The
TDCOSMO+SLACSIFU measurements uses, in addition to the TDCOSMO sample, nine lenses from the SLACS sample with IFU
observations to inform the anisotropy prior applied on the TDCOSMO lenses. The TDCOSMO+SLACSSDSS measurement comes
from the joint analysis of the TDCOSMO sample and 33 SLACS lenses with SDSS spectroscopy. The TDCOSMO+SLACSSDSS+IFU
presents the joint analysis of all three data sets, again assuming self-similar distributions of the mass profiles and stellar anisotropy.
The TDCOSMO-only and TDCOSMO+SLACSIFU analyses do not rely on self-similar mass profiles of the SLACS and TDCOSMO
sample while the TDCOSMO+SLACSSDSS and TDCOSMO+SLACSSDSS+IFU measurements (orange and purple) do. All the mea-
surements shown in this plot are in statistical agreement with each other. See Section 8.5 for a discussion and physical interpretation
of the results.� source
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𝐻0 = 67.4+4.1−3.2 km s
−1Mpc−1from the joint TDCOSMO+SLACS

analysis, assuming that the two samples are drawn from the same
population.
The 5% error budget reported in this work addresses con-

clusively concerns about the MST (Schneider & Sluse 2013;
Sonnenfeld 2018; Kochanek 2020a,b). If the mass density pro-
files of lens galaxies are not well described by power-laws or
stars plus NFW halos, this is the appropriate uncertainty to as-
sociate with current time-delay cosmography. Additional effects
are very much subdominant for now as compared with the effect
of the MST. For example, the small level of pixelated corrections
to the elliptical power-law model obtained in our previous work
suggests that the departure from ellipticity is not required by the
data.
Based on themethodology presented and the results achieved,

we lay out a roadmap for further improvements to ultimately en-
able a 1% precision measurement of the Hubble constant, which
is a clear target both for resolving the Hubble tension and to serve
as a prior on dark energy studies (Weinberg et al. 2013). The key
ingredients required to reduce the statistical uncertainties are i)
spatially resolved high signal-to-noise kinematic measurements;
ii) an increase in the sample size of both lenses with measured
time-delays and lenses with high-resolution imaging and precise
kinematic measurements. Potential sources of systematic that
should be investigated further to maintain accuracy at the target
precision are those arising from: (i) measurements of the stellar
velocity dispersion; (ii) characterization of the selection function
and local environment of all the lenses included in the inference;
(iii) mass profile modeling assumptions beyond the MST and
stellar anisotropy modeling assumptions.
Upcoming deep, wide-field surveys (such as those enabled

by Vera Rubin Observatory, Euclid and the Nancy Grace Roman
Observatory) will discover many thousands of lenses of which
several hundred will have accurate time delay measurements (see
e.g., Oguri & Marshall 2010; Collett 2015; Huber et al. 2019).
The analysis framework presented in this work will serve as a
baseline for the analysis of these giant samples of lenses; si-
multaneously enabling precise and accurate constraints on the
Hubble constant and the astrophysics of strong lensing galaxies.
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Appendix A: Internal MST + PEMD

Figure A.1 shows different approximateMST’s with a core radius
of 10 arcseconds on top of a power-law profile (see also Blum
et al. 2020). Figure A.2 shows the mock lens used in Section
2.6.1 to perform the imaging modeling inference on the lens
model parameters, including the cored component resembling
the MST.

Appendix B: Mass-anisotropy degeneracy

Figure B.1 shows the predicted projected velocity dispersions
(Eqn. 16) in radial bins form the center for PEMD profiles with
different logarithmic mass-profile slopes and half-light radii. We
chose a fiducial seeing of FWHM=1′′.0. Alternatively, we display
the results assuming a constant anisotropy 𝛽ani (𝑟) = const in
Figure B.2. In Figure B.3 we plot, without seeing and under fixed
anisotropy model, the predicted radial change in the velocity
dispersion for different core masses, _c, and core radii, 𝑅c.

Appendix C: Likelihood calculation

In this Section, we provide the specifics of the likelihood calcu-
lation for individual lenses and how we efficiently evaluate the
likelihood in the hierarchical context. This includes the imaging
likelihood (Section C.0.1), time-delay likelihood (Section C.0.2)
and velocity dispersion likelihood (Section C.0.3). Section C.0.4
describes our formalism to track covariances and the marginal-
ization as implemented in hierArc.

Appendix C.0.1: Imaging likelihood

The likelihood and the lens model inference is not prominently
featured in this work, as we are making use of products being
derived by our collaboration presented in other work. Neverthe-
less, the high resolution imaging data and lens model inferences
on the likelihood level are essential parts of the analysis.
Given a lens model with parameters 𝝃mass and surface bright-

ness model with parameters 𝝃 ligth, a model of the imaging data
can be constructed, 𝒅model. The likelihood is computed at the
individual pixel level accounting for the noise properties from
background and other noise properties, such as read-out, as well
as the Poisson contribution from the sources. The imaging like-
lihood is given by

𝑝(Dimg |𝝃mass, 𝝃 ligth)

=

exp
[
− 12 (𝒅data − 𝒅model)T 𝚺−2

pixel (𝒅data − 𝒅model)
]

√︃
(2𝜋)𝑘det(𝚺2pixel)

, (C.1)

where 𝑘 is the number of pixels used in the likelihood and 𝚺pixel
is the error covariance matrix. Current analyses assume uncorre-
lated noise properties in the individual pixels and the covariance
matrix becomes diagonal. The model of the surface brightness
of the lensed galaxy requires high model flexibility. The surface
brightness components can be captured with linear components
and solved for and marginalized over analytically. TDCOSMO
uses pixelized grids as well as smooth basis sets (see e.g., Suyu
et al. 2006; Birrer et al. 2015, for the current methods in use).

Appendix C.0.2: Time-delay likelihood

The likelihood of the time delay dataDtd given amodel prediction
is

𝑝(Dtd |𝝃mass, 𝝃 ligth, 𝐷Δ𝑡/_)

=
exp

[− 12 (𝚫𝒕data − 𝚫𝒕model)T 𝚺−2
Δ𝑡data (𝚫𝒕data − 𝚫𝒕model)

]
√︃
(2𝜋)𝑘det(𝚺2

Δ𝑡data)
,

(C.2)

with 𝚫𝒕data is the data vector of relative time delays, 𝚺2Δ𝑡data is the
measurement covariance between the relative delays and

𝚫𝒕model = _
𝐷Δ𝑡

𝑐
𝚫𝝓Fermat (𝝃mass, 𝝃 light) (C.3)

is the model predicted time-delay vector (Eqn. 5) with 𝚫𝝓Fermat
is the relative Fermat potential vector (Eqn. 6). Effectively, the
time-delay distance posterior transform according to Equation 26
under an MST.

Appendix C.0.3: Velocity dispersion likelihood

The model prediction of the velocity dispersion transforms under
MST according to Equation (25) and cosmological distance ratio
relevant for the kinematics is 𝐷s/𝐷ds and scales according to
Equation (17). We can write the likelihood of the spectroscopic
data, Dspec, given a model as

𝑝(Dspec |𝝃mass, 𝝃 light, 𝜷ani, 𝐷s/𝐷ds, _)

=

exp
[
− 12

(
𝝈Pdata − 𝝈Pmodel

)T
𝚺−2

𝜎data

(
𝝈Pdata − 𝝈Pmodel

)]
√︃
(2𝜋)𝑘det(𝚺2

𝜎data)
, (C.4)

where 𝝈Pdata is a vector of velocity dispersion measurements,
𝚺2

𝜎data is themeasurement error covariance between themeasure-
ments (including, for example, stellar template fitting, calibration
systematics etc.) and
(
𝝈Pmodel

)2
= _𝑐2

𝐷s

𝐷ds
𝐽A 𝑗

(𝝃mass, 𝝃 light, 𝜷ani) (C.5)

is the model prediction. The impact of the anisotropy distribu-
tion depends on the specific lens and light configuration. We
can compute numerically the change in the model predicted di-
mensionless velocity dispersion component for each individual
aperture A 𝑗 , 𝐽A 𝑗

(𝝃mass, 𝝃 light, 𝜷ani)

𝐽A 𝑗
(𝝃mass, 𝝃 light, 𝜷ani) = 𝜙A 𝑗

(𝜷ani) × 𝐽A 𝑗0 (𝝃mass, 𝝃 light). (C.6)

Appendix C.0.4: Marginalization and covariances

The marginalization over 𝝃mass and 𝝃 light (Eqn. 53) affects the
relative Fermat potential 𝚫𝝓Fermat in the time-delay likelihood
(Eqn. C.3) and the dimensionless factors

√︁
𝐽A 𝑗
(Eqn. C.5, C.6).

We can compute the marginalized likelihood over 𝝃mass and 𝝃 light
under the assumption that the posteriors in 𝝃mass and 𝝃 light trans-
form to covariant Gaussian distributions in 𝚫𝝓Fermat and

√︁
𝐽A 𝑗

as a model addition to the error covariances, such that

𝚺2marg = Σ2data + Σ2model. (C.7)
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Fig. A.1: Illustration of the power-law profile (Eqn. 39) in three dimensions (left panel) and in projection (right panel) under an
approximate MST with a cored mass component (Eqn. 38). The transforms presented here were indistinguishable by the mock
imaging data of Figure A.2.� source

Fig. A.2: Mock HST image with a power-law mass profile for
which we perform the inference on the detectability of an ap-
proximate MST.� source

Themodel covariancematrix for the time delays can be expressed
as

𝚺2
Δ𝑡model = cov (𝚫𝝓Fermat,𝚫𝝓Fermat)

(
_
𝐷Δ𝑡

𝑐

)2
, (C.8)

the covariance matrix on the kinematics as

Σ2𝜎model = cov
(√︁

𝐽A𝑖0,
√︃
𝐽A 𝑗0

)
𝑐2

𝐷s

𝐷ds
_

√︃
𝜙A𝑖

(𝜷ani)𝜙A 𝑗
(𝜷ani)
(C.9)

and the cross-covariance between the kinematics and the time
delays as

Σ2
Δ𝑡 𝜎model = cov

(
𝚫𝝓Fermat,

√︃
𝐽A 𝑗0

)
𝐷Δ𝑡

√︂
𝐷s

𝐷ds
_3/2

√︃
𝜙A 𝑗

(𝜷ani).
(C.10)

In this form, the model covariances are explicitly dependent on
the anisotropy model, the MST and the cosmology.
The covariance between the kinematics and the time delays,

Σ2
Δ𝑡 𝜎model, above in Equation (C.10) is primarily impacted by the
average density slope parameter 𝛾 of the mass model. 𝛾 affects
both the kinematics and the Fermat potential and uncertainty in 𝛾
can lead to covariances. However, if the density slope parameter
is well constrained by imaging data (modulo explicit MST), the
covariance in Equation (C.10) becomes subdominant relative to
the uncertainty in the measurement of the kinematics.
When setting Σ2

Δ𝑡 𝜎model = 0, we can separate the inference
of 𝐷Δ𝑡/_ from the kinematics likelihood and can work directly
on the 𝐷Δ𝑡/_ posteriors from the inference from the image data,
𝐷image, and the time-delay measurement, 𝐷td,

𝑝(𝐷td, 𝐷image |𝐷Δ𝑡/_) =
∫

𝑝(𝐷image |𝝃mass, 𝝃 light)
× 𝑝(𝐷td |𝝃mass, 𝐷Δ𝑡/_)𝑝(𝝃mass, 𝝃 light)𝑑𝝃mass𝑑𝝃 light. (C.11)

This allows us to use individually sampled angular diameter dis-
tance posteriors (expression 40) without sampling an additional
MST and then transform them in post-processing. This is appli-
cable for both, external convergence and internal MST and we
effectively evaluate the likelihood on the one-dimensional poste-
rior density in 𝐷Δ𝑡/_.
In the same way as for the time-delay likelihood, we can

perform the marginalization of the kinematics likelihood over
the imaging data constraints

𝑝(Dspec,Dimg |𝜷ani, 𝐷s/𝐷ds, _) =∫
𝑝(Dimg |𝝃mass, 𝝃 light)𝑝(𝐷spec |𝝃mass, 𝝃 light, 𝜷ani, 𝐷s/𝐷ds, _)

× 𝑝(𝝃mass, 𝝃 light)𝑑𝝃mass𝑑𝝃 light. (C.12)

Appendix D: TDLMC inference with more general
anisotropy models

In this work, we presented inferences based on the anisotropy
parameterization by Osipkov (1979); Merritt (1985) (Eqn. 51).
In this Appendix we perform the inference on the TDLMCwith a
more general anisotropy parameterization. Agnello et al. (2014a)
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Fig. B.1: Radial dependence on the projected velocity dispersion measurement for an Osipkov–Merritt anisotropy profile (Eqn. 51).
Top to bottom: Increase in the half light radius of the deflector. Left to right: Change in the mass profile slope.� source

introduced a generalization of the Osipkov–Merritt profile with
an asymptotic anisotropy value, 𝛽∞, different than radial

𝛽ani (𝑟) = 𝛽∞
𝑟2

𝑟2ani + 𝑟2
. (D.1)

We perform the identical analysis as presented in Section
4 except for the addition of one free parameter, 𝛽∞. Table D.1
presents the parameters and priors used in the hierarchical anal-
ysis on the TDLMC data set. Figure D.1 shows the results of this
inference for the two different priors in 𝑎ani. The additional de-
gree of freedom in the anisotropy is not constrained by the mock
data and leads to a prior-volume effect. The constraining power
on the mass profile relies on the mean anisotropy in the orbits
within the aperture of the measurement, and not particularly on
the parameterization of the radial dependence (see also e.g., Ag-
nello et al. 2014b). It is more challenging to find uninformative
priors in higher dimension. As we found an uninformative prior
in a simpler parameterization that leads to a consistent result on
the TDLMC data set, we do not explore more degrees of freedom
in the anisotropy parameterization in this work.
On the mock data with known input cosmology, we can also

reverse the problem and ask which anisotropy parameter con-
figurations result in statistically consistent cosmologies. To do
so, we fix the cosmology to the input values and only perform
the inference on the anisotropy parameters. Figure D.2 presents

the results for the Osipkov–Merritt model of Section 4 and Fig-
ure D.3 presents the results for the generalized Osipkov–Merritt
profile of this Appendix. The posterior on the anisotropy param-
eter can be interpreted as an informative prior on the anisotropy
model parameters from the hydrodynamical simulations of the
TDLMC. We do not make use of such a prior in this work but
note the consistent inference of the anisotropy parameters for the
TDCOSMO+SLACS analysis with this exercise performed on
the TDLMC.

Appendix E: SLACS sample details

In this Appendix we provide the detailed numerical numbers
used in this analysis for the SLACS lenses. Table E.1 lists the
data derived from external works that are used in our analysis for
the 33 lenses of the SLACS sample. Redshifts are from SDSS
presented by Auger et al. (2009), Einstein radii from Auger et al.
(2009) andShajib et al. (2020b) (where available), half-light radii,
𝑟eff , from Auger et al. (2009), power-law slopes from Shajib et al.
(2020b) (where available) and velocity dispersions are based on
Bolton et al. (2008) and Shu et al. (2015). Local environment
statistics Z1/𝑟 and external shear ^ext are derived in this work (see
Section 6.3 and Section 6.4).
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Fig. B.2: Radial dependence on the projected velocity dispersion measurement for a constant anisotropy 𝛽ani. Top to bottom:
Increase in the half light radius of the deflector. Left to right: Change in the mass profile slope.� source
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Table D.1: Summary of the model parameters sampled in the hierarchical inference on TDLMC Rung3 with the anisotropy model
of Equation D.1.

name prior description
Cosmology
𝐻0 [km s−1Mpc−1] U([0, 150]) Hubble constant
Ωm = 0.27 current normalized matter density
Mass profile
_int U([0.8, 1.2]) internal MST population mean
𝜎(_int) U([0, 0.2]) 1-𝜎 Gaussian scatter in the internal MST
Stellar kinematics
〈𝑎ani〉 U([0.1, 5]) orU(log( [0.1, 5])) scaled anisotropy radius (Eqn. 51, 52)
𝜎(𝑎ani) U([0, 1]) 𝜎(𝑎ani)〈𝑎ani〉 is the 1-𝜎 Gaussian scatter in 𝑎ani
𝛽∞ U([0, 1]) anisotropy at infinity (Eqn. D.1)
𝜎(𝛽∞) U([0, 1]) 1-𝜎 Gaussian scatter in 𝛽∞ distribution
Line of sight
〈^ext〉 = 0 population mean in external convergence of lenses
𝜎(^ext) = 0.025 1-𝜎 Gaussian scatter in ^ext
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Table E.1: Summary of the parameters being used of the individual 33 SLACS lenses selected in Section 6 to infer mass profile
constraints in combination of imaging and kinematics. Aside the name, lens and source redshift, the Einstein radius \E , half-light
radius of the deflector 𝑟eff , imaging data-only inference on the power-law slope 𝛾pl (where available), 1/r weighted galaxy number
count Z1/𝑟 , external convergence ^ext, measured velocity dispersion 𝜎SDSS and whether VIMOS IFU data is available are provided.

name 𝑧lens 𝑧source \E [arcsec] 𝑟eff [arcsec] 𝛾pl Z1/𝑟 ^ext 𝜎SDSS[km/s] IFU
SDSSJ0008-0004 0.44 1.192 1.159±0.020 1.710±0.060 - 1.47 +0.019+0.040−0.021 228±27 no
SDSSJ0029-0055 0.227 0.931 0.951±0.004 2.160±0.076 2.46±0.10 1.14 −0.002+0.015−0.008 216±15 no
SDSSJ0037-0942 0.195 0.632 1.503±0.017 1.800±0.063 2.19±0.04 1.60 +0.012+0.020−0.010 265±8 yes
SDSSJ0044+0113 0.12 0.197 0.795±0.020 1.920±0.067 - 1.68 −0.001+0.005−0.002 267±9 no
SDSSJ0216-0813 0.3317 0.5235 1.160±0.020 2.970±0.200 - 0.83 −0.005+0.005−0.003 351±19 yes
SDSSJ0330-0020 0.351 1.071 1.079±0.012 0.910±0.032 2.16±0.03 1.32 +0.006+0.021−0.013 273±23 no
SDSSJ0728+3835 0.206 0.688 1.282±0.006 1.780±0.062 2.23±0.06 1.12 −0.002+0.012−0.006 210±8 no
SDSSJ0912+0029 0.164 0.324 1.627±0.020 4.010±0.140 - 1.71 +0.001+0.010−0.004 301±9 yes
SDSSJ0959+4416 0.237 0.531 0.961±0.020 1.980±0.069 - 1.41 +0.003+0.012−0.006 242±13 no
SDSSJ1016+3859 0.168 0.439 1.090±0.020 1.460±0.051 - 1.58 +0.005+0.012−0.007 255±10 no
SDSSJ1020+1122 0.282 0.553 1.200±0.020 1.590±0.056 - 0.54 −0.006+0.005−0.003 282±13 no
SDSSJ1023+4230 0.191 0.696 1.414±0.020 1.770±0.062 - 1.65 +0.016+0.016−0.010 272±12 no
SDSSJ1112+0826 0.273 0.629 1.422±0.015 1.320±0.046 2.21±0.06 1.96 +0.035+0.043−0.021 260±15 no
SDSSJ1134+6027 0.153 0.474 1.102±0.020 2.020±0.071 - 1.49 +0.003+0.012−0.006 239±8 no
SDSSJ1142+1001 0.222 0.504 0.984±0.020 1.240±0.043 - 1.18 −0.001+0.008−0.005 238±16 no
SDSSJ1153+4612 0.18 0.875 1.047±0.020 1.160±0.041 - 1.55 +0.017+0.026−0.014 211±11 no
SDSSJ1204+0358 0.164 0.631 1.287±0.009 1.090±0.038 2.18±0.08 1.89 +0.023+0.023−0.013 251±12 yes
SDSSJ1213+6708 0.123 0.64 1.416±0.020 1.500±0.052 - 1.00 −0.004+0.008−0.004 267±7 no
SDSSJ1218+0830 0.135 0.717 1.450±0.020 2.700±0.095 - 1.40 +0.006+0.014−0.008 222±7 no
SDSSJ1250+0523 0.232 0.795 1.119±0.029 1.320±0.046 1.92±0.05 1.57 +0.021+0.034−0.017 242±10 yes
SDSSJ1306+0600 0.173 0.472 1.298±0.013 1.250±0.044 2.18±0.05 1.79 +0.011+0.022−0.012 248±14 no
SDSSJ1402+6321 0.205 0.481 1.355±0.003 2.290±0.080 2.23±0.07 1.73 +0.008+0.013−0.008 274±11 no
SDSSJ1403+0006 0.189 0.473 0.830±0.020 1.140±0.040 - 1.51 +0.004+0.010−0.006 202±12 no
SDSSJ1432+6317 0.123 0.664 1.258±0.020 3.040±0.106 - 1.77 +0.021+0.016−0.011 210±6 no
SDSSJ1451-0239 0.1254 0.5203 1.040±0.020 2.640±0.200 - 1.08 −0.001+0.006−0.005 204±10 yes
SDSSJ1531-0105 0.16 0.744 1.704±0.008 1.970±0.069 1.92±0.11 1.36 +0.010+0.023−0.013 261±10 no
SDSSJ1621+3931 0.245 0.602 1.263±0.004 1.510±0.053 2.02±0.06 0.97 −0.005+0.008−0.004 234±15 no
SDSSJ1627-0053 0.208 0.524 1.227±0.002 1.980±0.069 1.85±0.14 1.47 +0.004+0.014−0.007 274±11 yes
SDSSJ1630+4520 0.248 0.793 1.786±0.029 1.650±0.058 2.00±0.03 1.29 +0.004+0.019−0.010 283±13 no
SDSSJ1644+2625 0.137 0.61 1.267±0.020 1.550±0.054 - 1.86 +0.023+0.027−0.014 208±9 no
SDSSJ2303+1422 0.155 0.517 1.613±0.007 2.940±0.103 2.00±0.04 1.56 +0.006+0.020−0.008 251±13 yes
SDSSJ2321-0939 0.082 0.532 1.599±0.020 4.110±0.144 - 1.23 +0.000+0.008−0.005 240±6 yes
SDSSJ2347-0005 0.417 0.714 1.107±0.020 1.140±0.040 - 1.39 +0.006+0.015−0.008 404±59 no
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Fig. D.1: TDLMC Rung3 inference with fixed Ωm to the correct
value and a generalized Osipkov–Merritt anisotropy profile (Eqn.
D.1). Blue contours indicate the inference with a uniform prior
in 𝑎ani while the red contours indicate the inference with uniform
priors in log(𝑎ani). The thin vertical line indicates the ground
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6 Conclusion

“To reject one paradigm without simultaneously substituting another is to reject science itself.”

– Thomas Kuhn

After 40 years of effort, the initial difficulties and controversies concerning the time-delay mea-
surements seem nowadays behind us. The progress of the instrumentation should not make us
forget that lens monitoring remains a challenging and costly business. It requires a lot of patience,
a bit of luck, the observers’ goodwill, and a tremendous amount of telescope time. Although most
of the complications induced by microlensing are now under control, this is still not a routine
measurement.

In 2017, when I started this thesis, the main difficulties faced by time-delay cosmography
were i) a small sample size with only three systems thoroughly analysed, ii) only half a dozen
well-measured time delays and iii) obtaining the time delays were requiring up to a decade of
monitoring with relatively low chances of success. The priority was, therefore, to include more
and more lenses to reduce the random errors. I contributed to overcoming the 3 points listed above
by obtaining precise time-delays for 31 lensed quasars in total. In addition, I was in charge of
scheduling the high-cadence and high-photometric-accuracy monitoring campaign conducted at
the ESO/MPG 2.2m telescope, the VST and, recently the NOT, in La Palma. This new observing
strategy is a game-changer. We are now capable of measuring the time-delays in only one season,
with a success rate of more than 80%. With this technique, building a sample of 30 to 50 lenses
with known time delays is not out-of-reach in the near future. The next bottleneck might soon
become the human time needed to measure the time delays, model the lenses and gather all the
ancillary data. In anticipation of this issue, I developed a new version of the PyCS package, now
fully automated, to deal with the large amount of data that future time-domain surveys like LSST
will produce.

Four years later, in 2021, the sample of lensed quasars with complete time-delay analysis has
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Chapter 6. Conclusion

reached seven systems. Time-delay cosmography is now facing the issues of a mature field. As
the sample has grown, the measurement’s precision has drastically improved, to the point where
systematic errors might now approach the level of the random uncertainties. Still, increasing the
sample size is of primary importance since more lenses would allow us to better identify potential
systematic errors correlated with the lens properties. In this work, I have paved the way to forth-
coming statistical analyses on a large sample of lenses. I have re-analysed the seven TDCOSMO
lenses, looking for unaccounted sources of systematic errors in every step of the study. We did
not find any systematic errors explaining the tension with the early-Universe determination of
H0 but the assumptions used to model the mass profile of the lens galaxies still need to be verified.

As a first step toward extensive testing of the lens modelling procedure and assumptions, we
participated in a blind data challenge, namely the Time-Delay Lens Modelling Challenge. We
modelled 50 simulated lenses, and we demonstrated that Lenstronomy is capable of reconstruct-
ing the source light profile accurately and obtain an unbiased estimate of the Hubble constant
under the assumption of analytical mass profiles. The next step consists of extending these tests
to realistic galaxies, generated from hydrodynamical simulations. However, the current resolution
of these simulations does not yet allow us to reach the smallest scales that are critical for the
determination of the Hubble constant.

Alternatively, we proposed a new approach, based on hierarchical Bayesian analysis, to relax all
these assumptions about the functional form of the galaxies’ density profiles. This new procedure
infers both the cosmological parameters and the density profiles simultaneously. The drawback of
this approach is that it requires precise stellar velocity dispersion measurements, ideally spatially
resolved, which are not yet available. However, the prospects to obtain these new data are excel-
lent, given the importance of getting several independent estimates of H0. The James Webb Space
Telescope, scheduled to be launched at the end of 2021, will certainly open new perspectives in
this field, thanks to the new generation of integral field spectrographs on board of this facility.
It will allow us to probe the internal structure of the lensing galaxies with unprecedented precision.

In one century, endeavours to measure the Hubble constant have already revolutionised our
perception of the Universe twice. It first revealed that our Universe was not static and eternal,
but rather dynamic and has had a beginning, and it led to the discovery of the acceleration of the
expansion of the Universe, today explained by some mysterious dark energy. In the future, it
might continue to shed light on the most critical issue of modern cosmology.
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A Additional light curves

In this appendix, we present the COSMOGRAIL light curves that are yet unpublished. Some
objects are still being monitored, and the preliminary delays that can be measured with the data
already acquired are listed in Table 2.6. Most do not yet reach the 5% level precision, which
is the threshold where time-delay errors become sub-dominant compared to the modelling and
line-of-sight errors. These are nevertheless promising targets for the future.
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Figure A.1 – ECAM light curves of DES 2038−4008.
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Figure A.2 – ECAM light curves of DES 2325−5229.
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Figure A.3 – ECAM light curves of WISE J0259−1635.
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A.1. Euler ECAM light curves

58500 58550 58600 58650 58700 58750
HJD - 2400000.5 (day)

17.8

17.9

18.0

18.1

18.2

18.3

18.4

18.5

18.6

18.7

M
ag

ni
tu

de
PSJ1640 + 1045

A

B
-1.8

Figure A.4 – ECAM light curves of PS J1640+1045.
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Figure A.5 – Joint ECAM and SMARTS light curves of HE1104−1805.
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A.2 ESO/MPG 2.2m telescopeWFI light curves
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Figure A.6 – WFI light curves of DES 0029−3814.
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Figure A.7 – WFI light curves of J 0832+0404.
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A.2. ESO/MPG 2.2m telescopeWFI light curves

57700 57750 57800 57850 57900 57950
HJD - 2400000.5 (day)

17.2

17.3

17.4

17.5

17.6

17.7

17.8

17.9

18.0

M
ag

ni
tu

de
HE1104− 1805

A

B
-0.9

2017

Figure A.8 – WFI light curves of HE1104−1805.
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Figure A.9 – WFI light curves of 2M 1310−1714.
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Figure A.10 – WFI light curves of J 1537−3010.

58550 58575 58600 58625 58650 58675 58700 58725 58750
HJD - 2400000.5 (day)

17.75

17.80

17.85

17.90

17.95

18.00

18.05

M
ag

ni
tu

de
 (r

el
at

iv
e)

WGD2021− 4115

A

B
-0.3

Figure A.11 – WFI light curves of WGD 2021−4115.

268



A.2. ESO/MPG 2.2m telescopeWFI light curves

57850 57900 57950 58000 58050
HJD - 2400000.5 (day)

18.8

19.0

19.2

19.4

19.6

19.8

20.0

M
ag

ni
tu

de
DESJ2038− 4008

A

B
-0.2

C
-0.1

D
-0.3

Figure A.12 – WFI light curves of DES 2038−4008.
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A.3 VST OMEGACAM light curves
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Figure A.13 – OMEGACAM light curves of HE 0230−2130.
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Figure A.14 – OMEGACAM light curves of J 0924+0219.
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A.3. VST OMEGACAM light curves
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Figure A.15 – OMEGACAM light curves of J 2100−4452.
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Figure A.16 – OMEGACAM light curves of J 2205−3727.
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A.4 LCO SpecCam light curves
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Figure A.17 – SpecCam light curves of J 0659+1629.
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A.5. Maidanak AZT-22 light curves

A.5 Maidanak AZT-22 light curves
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Figure A.18 – Maidanak AZT-22 light curves of J 1433+6007.
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Figure A.19 – Maidanak AZT-22 light curves of J 2145+6345.
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Figure A.20 – Maidanak AZT-22 light curves of J 1721+8842.
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B Additional Publications

In this second Appendix, I present two additional publications that I contributed to. They are not
directly related to time-delay cosmology but rather to the physics of accretion disks. We refer the
reader to Section 2.6 for the background about quasar accretion disks’ structure and emission
mechanisms, reverberation mapping and the microlensing time-delay effect.
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Twisted quasar light curves: implications for continuum
reverberation mapping of accretion disks
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ABSTRACT

With the advent of high-cadence and multi-band photometric monitoring facilities, continuum reverberation mapping
is becoming of increasing importance to measure the physical size of quasar accretion disks. The method is based on
the measurement of the time it takes for a signal to propagate from the center to the outer parts of the central engine,
assuming the continuum light curve at a given wavelength has a time shift of the order of a few days with respect to
light curves obtained at shorter wavelengths. We show that with high-quality light curves, this assumption is not valid
anymore and that light curves at different wavelengths are not only shifted in time but also distorted: in the context of
the lamp-post model and thin-disk geometry, the multi-band light curves are in fact convolved by a transfer function
whose size increase with wavelength. We illustrate the effect with simulated light curves in the LSST ugrizy bands and
examine the impact on the delay measurements when using three different methods, namely JAVELIN, CREAM, and PyCS.
We find that current accretion disk sizes estimated from JAVELIN and PyCS are underestimated by ∼ 30% and that
unbiased measurement are only obtained with methods that properly take the skewed transfer functions into account,
as the CREAM code does. With the LSST-like light curves, we expect to achieve measurement errors below 5% with
typical 2-day photometric cadence.

Key words. galaxies:active – accretion disks – quasars:general

1. Introduction

Active Galactic Nuclei (AGNs) are astrophysical sources
powered by the accretion of hot gas onto super-massive
black holes (SMBHs) at the center of galaxies. Gas or dust
around a SMBH orbits in a plane around the SMBH center,
forming a so-called accretion disk. In current models, the
central accretion disk is considered to be optically thick and
geometrically thin (Shakura & Sunyaev 1973). Its emission
is a combination of the internal heat from viscous dissipa-
tion and external heat from reprocessing of the UV/X-ray
source near the SMBH. Considering that the disk luminos-
ity is produced by black-body radiation, the temperature
profile at large distance, R, follows T ∝ R−3/4.

Understanding the growth and evolution of SMBH in
AGNs requires to study the structure of their accretion disk.
Currently, size measurements are carried out either using
microlensing in lensed AGNs (e.g. Schechter &Wambsganss
2002; Kochanek 2004; Morgan et al. 2010, 2018), or rever-
beration mapping (e.g. Fausnaugh et al. 2016; Jiang et al.
2017; Mudd et al. 2018; Yu et al. 2018). The basic idea of
reverberation mapping is to measure the time lag τlag be-
tween broad-line and continuum fluxes from spectroscopic
monitoring (Blandford & McKee 1982). Assuming that the
broad line emission is triggered by the central emission, the
lag is considered as the light-travel time from the central
illuminating source to the Broad-Line Region (BLR), i.e.
RBLR = cτlag and provides a measurement of BLR’s size.
Similarly, it is natural to use the same method to measure

the disk size itself, since the continuum emission across the
disk is also driven by the central source.

Early studies have obtained continuum lags for several
targets, in particularly using the Swift data (Gehrels et al.
2004), such as NGC 2617 (Shappee et al. 2014), NGC 5548
(McHardy et al. 2014; Edelson et al. 2015; Fausnaugh et al.
2016; Starkey et al. 2017), NGC 4151 (Edelson et al. 2017),
MCG+08-11-011 and NGC 2617 (Fausnaugh et al. 2018).
More recently, other studies have used large quasar sam-
ples from various wide field surveys to measure accretion
disk sizes: Jiang et al. (2017) used 39 quasars from Pan-
STARRS, Mudd et al. (2018) had 15 quasars on the su-
pernova fields from the Dark Energy Survey (DES), and
Homayouni et al. (2018) used 95 quasars from the Sloan
Digital Sky Survey (SDSS). Most notably Yu et al. (2018),
presented measurements using high cadence light curves (1
day) in a sample of 23 quasars in the standard star fields
and in the supernova C fields of DES. However, each study
found different systematic trends of the measured sizes and
prediction of the thin-disk model. A plausible explanation
might be a bias in the time delay measurements between
multi-band light curves when using methods based on in-
terpolated cross-correlation function (ICCF Peterson et al.
1998) and JAVELIN (Zu et al. 2011, 2013). Both curve-
shifting techniques are able to capture the appropriate lags
when the line light curve is a smoothed and shifted version
of the continuum (Yu et al. 2019), but may not be valid
when the transfer function of light curves becomes asym-
metric. Notably, there exist an algorithm that fits directly
the reprocessing disk model, named the Continuum RE-
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Fig. 1. Top: Transfer functions for the LSST filters. The mean delays 〈δt〉λ of each transfer function Equation (10) are represented
as dot-dashed vertical lines. Bottom: Light curves generated using a single Gaussian as a driving source (shown in black). The
peak positions are represented as vertical dotted lines. The inset highlights with colored wedges the difference between the peak
position and the mean delay for each band.

processed AGN Markov Chain Monte Carlo code (CREAM
Starkey et al. 2016, 2017) that was reported by Fausnaugh
et al. (2018) to agree with JAVELIN’s measurement.

In this work, we simulate realistic light curves, as can be
obtained with the Large Synoptic Survey Telescope (LSST)
in order to test and compare several tools to measure the
time lags between light curves taken in multiple photomet-
ric bands. In addition to ICCF, JAVELIN, and CREAM, we
also use PyCS (Tewes et al. 2013; Bonvin et al. 2016), a tool-
box for time-delay measurements in strongly lensed AGNs
developed by the COSMOGRAIL collaboration1.

We present our simulations in Section 2 and our results
in Section 3 along with their implications for future obser-
vational strategies to adopt. The conclusions are described
in Section 4. Throughout this paper, we choose ΛCDM
cosmology with H0 = 70 km s−1Mpc−1, Ωm = 0.3, and
ΩΛ = 0.7.

1 http://www.cosmograil.org

2. Simulating continuum light curves

We introduce here the models for our light-curve simula-
tions and the related asymmetric transfer functions which
distort multi-band light curves. We then use LSST-like light
curves to compare disk-size measurements using JAVELIN,
CREAM, and PyCS and evaluate the biases in these measure-
ments.

2.1. Thin-disk + lamp-post model

We consider a non-relativistic thin-disk model, emitting
black-body radiation (Shakura & Sunyaev 1973), where
the central source is assumed to be a “lamp post”, located
closely above the black hole (Cackett et al. 2007; Starkey
et al. 2016). The time-variable temperature profile of disk
can be expressed as

T 4(R, t) = T 4
0 (R) [1 + f(t− tlag)] , (1)

where f(t− tlag) is the small fluctuation lagged by the light
traveling time tlag = (1 + z)R/c. In other words, f(t) is
a driving variable source at the center of the AGN. The
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unperturbed temperature profile T0 at rest wavelength λ
can be expressed as

T0(R) =
hc

λk

(
Rλ
R

)3/4

, (2)

where h and k are the Planck and the Boltzmann constants,
respectively, and we ignore the inner edge of the disk. Rλ is
the radius where the disk temperature matches the photon
wavelength (kT = hc/λ):

Rλ = 9.7× 1015cm

(
λ

µm

)4/3(
Mbh

109M�

)2/3(
L

ηLE

)1/3

,

(3)

where L/LE is the luminosity in unit of the Eddington lu-
minosity LE and η is the accretion efficiency (Morgan et al.
2010). We assume the accretion disk flux arises from the
black-body radiation described by Planck’s law

I(R, t) ∝ 1

exp( hc
λkT )− 1

= [exp(ξ)− 1]
−1
, (4)

where

ξ =

(
R

Rλ

)3/4

∝ T−1. (5)

When the temperature variations are small, we have δT ∝
f(t − tlag)/ξ and the time-variable surface brightness can
be expressed as (Tie & Kochanek 2018)

δI(R, t) =
∂I

∂ξ

∂ξ

∂T
δT ∝ f(t− tlag)Gλ(ξ), (6)

where

Gλ(ξ) =
ξ exp(ξ)

[exp(ξ)− 1]
2 . (7)

The observed flux is the sum of photons emitted by all
points on the disk, the observed photons from the outer
disk being responses to irradiation emitted from the central
region at earlier times, due to the lamp-post delay tlag. We
can express the fluctuation of the flux as:

δFobs(t) =

∫
δI(R, t)dA ∝

∫ ∞

0

Gλ(ξ)f(t− tlag)2πRdR.

(8)

Therefore, Gλ(ξ) plays the role of a weight function, and
we can now construct a distribution of photon lag, δt, as a
transfer function for an accretion disk:

Pδt(t)dt =
Gλ(ξ)RdR∫
Gλ(ξ)RdR

. (9)

2.2. Properties of the simulated light curves

To investigate how the source-size measurements are biased
due to imperfect time-delay estimates, we design two types
of light curves. First a single Gaussian to illustrate how the
peak positions shift when convolving with the time-delay
transfer function. Second we use light curves represented by
a damped random walk (DRW) model, which is currently
thought to describe well AGN variability (Kelly et al. 2009;
Kozłowski et al. 2010; Zu et al. 2013).

We generate multi-band light curves based on the LSST
ugrizy bands (Figure 1). In our toy simulation, we chose
a quasar redshift of z = 0.5, a black hole mass Mbh =
2 × 108 M�, an Eddington ratio of L/LE = 0.1, and
an accretion efficiency of η = 0.1. Using Equation (3),
the corresponding disk size in the u band is RLSST−u =
5.078 × 1014 cm = 0.196 light-day. Note that when cal-
culating Rλ with Equation (3), we account for the quasar
redshift, i.e. λ = λobs/(1+z). The mean delay of each trans-
fer function, given by the thin-disk with lamp-post model
can be obtained from:

〈δt〉λ =

∫
Pδt

(1 + z)R

c
dt = 5.04(1 + z)

Rλ
c
, (10)

which is so-called the geometric delay, as it is related to
a delayed emission from the different regions of the source
(Bonvin et al. 2019). We display the transfer function in
each band on the top panel of Figure 1 with 〈δt〉λ, the mean
of these distributions, labelled as vertical dot-dashed lines.
Here we show the effect for a face-on disk, but note that
larger inclination angle would introduce even larger bias
between the peak and mean values (Starkey et al. 2016).
Furthermore, we ignore the emission lines from the BLR as
the latter does not contaminate much the continuum lag
measurements (e.g. Yu et al. 2018).

We first simulate a single Gaussian as a driving-source
emission of the lamp-post model, f(t). The black curve on
the bottom panel of Figure 1 has been generated using a
mean of 0 day and σ = 1 day. The observed flux is the
integrated flux of the photons traveling from each region of
the disk, with a time lag of tlag = (1 + z)R/c.

We then construct a transfer function for each filter,
and we convolve it with the source emission function, as
presented on the bottom panel of Figure 1. The new curves
are not only shifted in time, but also smeared asymmetri-
cally, i.e., skewed. The observed peaks of emission inten-
sity of each curve are indicated as vertical dotted lines. In
the inset, we highlight with colored wedges the differences
between the peak positions and the mean delays with col-
ored wedges. We note that for a sharper source function
(i.e., σ < 1 day), the differences between the peaks and the
mean intensities are larger. As a consequence any method
measuring time lags from sharp "peaky" structures of sim-
ilar size to the transfer function will be biased as they are
not measuring the mean lag, 〈δt〉λ, which is the physically
relevant quantity.

Next, we create more realistic light curves using a DRW
model from astroML (Vanderplas et al. 2012; Ivezić et al.
2014) for the driving source emission with a characteristic
time-scale τ = 200 days at the rest frame and a structure
function at infinity SFinf = 2 (flux unit), which describes
the long-term variability of the light curve. These DRW pa-
rameters are typical of the quasars in the DES sample (Yu
et al. 2018). Using the same transfer functions as before,
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Fig. 2. Top: Simulated light curves for the LSST filters before time sampling. The black curve is a DRW using τ = 200 days and
SFinf = 2 as a centrally driven source. The transfer functions shown on the top panel of Figure 1 are applied to simulate distorted
(skewed) multi-band light curves. Middle: The curves are shifted back by their mean delay, 〈δt〉λ, showing that there are residual
misalignments due to convolution by a skewed kernel that may bias delay measurements toward the peak of an asymmetric delay
distribution rather than its mean. Bottom: Example of the simulated data as may be obtained with the LSST g, r and y bands.
We simulate the light curves over a period of 1000 days with a 1-day cadence. The error bars are all ∆m = 0.01 mag rms. The
color code is the same as in Figure 1.

we now generate the light curves shown on the top panel
of Figure 2. In the middle panel of Figure 2, we shifted the
curves back by 〈δt〉λ, to show that the positions, in time, of
the minima and maxima are then earlier than in the original
DRW light curve.

In practice, light curves are not perfectly continuous.
To mimic real-life observations, we sample our light curves
using photometric noise with a rms scatter of ∆m = 0.01
mag over a period of 1000 days with a 1-day cadence. We
also remove data falling in season gaps of 120 days every
240 days. In a first experiment, we do not include data loss
due to bad weather or technical problem as our purpose
is to illustrate measurement biases even with fairly ideal
data. These light curves are presented as the data points
on the bottom panels of Figure 2 and the right panels of
Figure A.2.

We generate 25 DRW realizations of simulated light
curves for PyCS considering 25 noise realizations and
JAVELIN/JAVELIN-Ext considering one noise realization.
We run CREAM with one of the simulations due to the slow

speed computation. This still allows to demonstrate the im-
pact of skewed transfer functions.

3. Result

The conventional approach to estimate disk sizes is to mea-
sure the time delay between light curves observed in differ-
ent bands and then fit the lags according to a given disk
model. In this work, we choose the u band as the reference
band, since its light curve is less distorted, and we employ
PyCS and JAVELIN to measure time lags.

PyCS is a publicly available python package developed
by the COSMOGRAIL collaboration (Tewes et al. 2013;
Bonvin et al. 2016) including two main point-estimators of
time delays. One of them is the free-knot splines estimator,
that we use here. PyCS does not assume any physical AGN
model, and its use is thus completely data driven.

JAVELIN models the variability of AGNs as DRW, as-
suming light curves at various wavelengths are shifted,
scaled, and smoothed versions of the central variability. In
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Fig. 3. Probability distributions of measured time lags τLSST−grizy (top-row), relative to the reference band LSST-u, and the
source size RLSST−u (bottom-left), using PyCS (blue), JAVELIN (orange), JAVELIN-Ext (green), and CREAM (purple). The true delays
and sizes are shown as red lines. In the table, the values represent the 50th, 16th and 84th percentiles of the respective probability
distributions. The last column (Truth) shows the input value of 〈δt〉LSST−grizy − 〈δt〉LSST−u using Equation (10). The results from
PyCS and JAVELIN are comparable and are 20% smaller than the true size. JAVELIN-Ext leads to even smaller sizes (30% smaller)
but CREAM is leading to unbiased measurements.

practice the shift is done using a convolution of the cen-
tral DRW by time-shifted top-hat functions (Zu et al. 2011,
2013). The width of top-hat of each filter is a free param-
eter. As a top-hat function is obviously not skewed, we
expect a bias in time-lag measurements when applied to
continuum light curves.

JAVELIN has been used widely in emission-line and
continuum reverberation mapping observations (Shappee
et al. 2014; Fausnaugh et al. 2016; Jiang et al. 2017). Due
to the difficulty of measuring short delays, Mudd et al.
(2018) have developed an extension of JAVELIN to imple-
ment the τ ∝ λ4/3 scaling of thin-disk models (hereafter
JAVELIN-Ext), which can directly fit for a disk size Rλ using
all the available photometric light curves simultaneously.

Furthermore, we apply CREAM on our simulated light
curves. CREAM is designed to fit the more realistic trans-
fer functions of the lamp-post model, for which it infers a
posterior probability distribution for the AGN disk size. In
this work, we limit ourselves to face-on disk for both CREAM
and JAVELIN-Ext. In doing so, we fix the scaling relation
of disk size as Rλ ∝ λ4/3 in accordance to our simulations.
We note that in real-life use, these parameters are not nec-
essarily known, and must be marginalized over.

Finally, we also test the conventional interpolated cross-
correlation function (ICCF) method (Peterson et al. 1998;
Sun et al. 2018). This leads to the same conclusion as Jiang
et al. (2017); Yu et al. (2018), i.e. the lag distributions from
ICCF are significantly wider (& 0.8 day) than the distri-
butions from the previous three methods, to a point that
statistical error vastly dominate the systematic errors we
wish to study here. We therefore do not consider further
the ICCF method.

In the top row of Figure 3, we display the probability
distributions of the measured time lags τλ relative to the
reference band (λ0 = LSST− u in this work) from PyCS and

JAVELIN. We indicate the true delays as red vertical lines,
i.e., 〈δt〉λ − 〈δt〉λ0

using Equation (10). To estimate the
disk size, we adopt least-square fitting using the measured
delays τλ between the LSST bands. This is

χ2 =
∑

λ

[∆tλ − 〈δt〉λ]
2

σ2
λ

, (11)

where

∆tλ − 〈δt〉λ = τλ + 5.04(1 + z)
Rλ0

c
[1− (λ/λ0)4/3] (12)

and where σλ are the standard deviations of the distribu-
tions. The probability distributions for the source size at
the reference band RLSST−u are shown on the bottom-left
panel of Figure 3. Evidently, the smaller size measurements
of PyCS and JAVELIN are coming from the underestima-
tion of time lags in comparison with the mean delays of
the transfer function 〈δt〉λ − 〈δt〉λ0

. The effect is stronger
for light curves displaying sharp peaks, i.e. when the driv-
ing light curve is dominated by high frequency structures
acting on time-scales similar to the (temporal) size of the
transfer function. Both PyCS and JAVELIN seem sensitive
to such structures, which are most affected by the skewed
transfer functions. This results in estimated source sizes
about 20% smaller than the true size for our simulations,
but this should degrade even more with increasing level of
sharp structures in the DRW, hence the bias depends on
every object.

In contrast to the previous methods, both CREAM and
JAVELIN-Ext fit the source size directly, but the main dif-
ferences are: 1- JAVELIN-Ext adopts a shifted top-hat trans-
fer function while CREAM has a realistic thin-disk model,
and 2- CREAM represents the driving source with a prior on
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the Fourier power density spectrum while JAVELIN-Ext as-
sumes that the driving light curve is a DRW. The posteriors
of DRW parameters from JAVELIN are shown in Figure A.1.

3.1. Consequences on future observational strategies

CREAM outputs the posterior of accretion rate Ṁ and the
mean delay of each transfer function 〈δt〉λ. The number of
total iteration is 20,000, and only the samples after itera-
tion larger 5,000 are used for size measurement. To avoid
confusion in converting CREAM’s measurement of Ṁ to Rλ,
we use 〈δt〉LSST−u as our estimate to measure the disk size,
using Equation (3). The MCMC fit of CREAM is illustrated
in Figure A.2. More inputs/outputs of CREAM are discussed
in Appendix A.

The results of JAVELIN-Ext and CREAM are also shown
in Figure 3. We note an even larger bias for JAVELIN-Ext
which lead to an underestimate of the size by 30%. The re-
sult of JAVELIN-Ext has the same trend as shown in Figure
11 of Mudd et al. (2018). CREAM obtains the unbiased mea-
surement with a rms uncertainty of ∼ 4%. However, there
are so far very few direct comparisons of different time lag
measurement algorithms on real data. Based on the present
experiment, we conclude that it is crucial to consider asym-
metric transfer functions to infer the disk size using contin-
uum reverberation mapping data.

We now investigate the precision of the disk size mea-
surement from simple observational strategies using CREAM,
as this is the method giving the best performances in the
previous sections. We use the same light curve simulation
as for CREAM, as shown in Figure A.2 (∆m = 0.01), but
we increase cadence gradually from 1 day to 5 days. Fur-
thermore, we randomly add 3 inter-night gaps to each ob-
servation season (240 days) and 10% loss of observation to
mimic bad weather or technical issues at the telescope. Each
inter-night gap is one week. These observing conditions are
typical for the COSMOGRAIL program and should also
apply to e.g. LSST. The numbers of epochs of each ob-
servation strategy is listed in Table 1. The total number
of iterations is 20,000. We choose the samples after itera-
tion 5,000 and then measure the probability distributions
for 〈δt〉LSST−u . The corresponding source sizes at the ref-
erence band RLSST−u from CREAM are shown in Figure 4.
In general, CREAM can measure disk sizes with a rms error
below 10%, even for a cadence of 5 days and with data loss.
A cadence better than 2 days even achieves errors below
the 5% level.

4. Conclusions

We show that most current methods to analyze contin-
uum reverberation mapping data lead to underestimates
of accretion-disk sizes if the transfer function is skewed.

To illustrate our finding, we simulate light curves using
an AGN model based on a combination of thin-disk, lamp-
post and damped random walk for the driving function. We
estimate the time lags using both PyCS’s free-knot splines
estimator and JAVELIN and we use the measured lags to
derive the disk size. We also use JAVELIN-Ext and CREAM to
directly fit the disk size, with the former adopting a shifted
top-hat transfer function. Our findings are as follows:

– Because the transfer function of thin-disk model is
asymmetric, multi-band continuum light curves are not

only shifted and smoothed w.r.t. each other, but also
skewed.

– Curve-shifting techniques that are sensitive to sharp fea-
tures, acting on similar time scales as the transfer func-
tion, underestimate multi-band time delays by up to
20%, hence translating into a source size estimate also
20% smaller than the truth. We note that the num-
ber quoted here depends on the level of high frequency
structures (e.g. sharp peaks) in the actual DRW used.

– Direct disk size estimates using JAVELIN-Ext do not
perform better, with fitted size being 30% smaller than
the truth.

– Taking the proper transfer functions into account, such
as CREAM, is essential to reach an unbiased measurement
of the disk size.

– To achieve the size measurement with errors below 5%,
a cadence of at least one observation every 2 days is
needed, assuming photometric errors of the order of
∆m = 0.01 mag rms over a period of ∼ 3 years.

A long-standing problem in quasar accretion disk studies
is that measurements of their size are larger than predic-
tions of the thin-disk model by factors as large as 2 − 3.
Recently, Yu et al. (2018) reported that the measured disk
sizes are consistent with the predictions after taking the
disk variability into account, assuming that disks illuminate
following the lamp-post model, because this increases the
flux-weighted mean disk size by up to 50% (See Equations
(8) and (9) in Yu et al. 2018). However, the discrepancy
still exists if the effect of the skewed transfer function is ig-
nored. In this work, we choose the traditional disk model to
demonstrate the effect. Although the details of the trans-
fer function may vary from other models, we show that
accounting for its skewness, which is a general property
shared by many models, is necessary to converge towards
unbiased measurements of the disk size.

Our results based on numerical experiments suggest
that future generations of continuum reverberation map-
ping studies should consider the transfer function shape in
detail, or potentially attempt to reconstruct it during the
time-lag measurement process.

Acknowledgements

This research is supported by the Swiss National Science
Foundation (SNSF) and by the European Research Council
(ERC) under the European Union’s Horizon 2020 research
and innovation program (COSMICLENS: grant agreement
No 787866). We thank Dominique Sluse for useful discus-
sion. We would also like to thank the anonymous referee for
the constructive comments on this work.

References
Blandford, R. D. & McKee, C. F. 1982, ApJ, 255, 419
Bonvin, V., Tewes, M., Courbin, F., et al. 2016, A&A, 585, A88
Bonvin, V., Tihhonova, O., Millon, M., et al. 2019, A&A, 621, A55
Cackett, E. M., Horne, K., & Winkler, H. 2007, MNRAS, 380, 669
Edelson, R., Gelbord, J., Cackett, E., et al. 2017, ApJ, 840, 41
Edelson, R., Gelbord, J. M., Horne, K., et al. 2015, ApJ, 806, 129
Fausnaugh, M. M., Denney, K. D., Barth, A. J., et al. 2016, ApJ, 821,

56
Fausnaugh, M. M., Starkey, D. A., Horne, K., et al. 2018, ApJ, 854,

107
Gehrels, N., Chincarini, G., Giommi, P., et al. 2004, ApJ, 611, 1005
Homayouni, Y., Trump, J. R., Grier, C. J., et al. 2018, ArXiv e-prints

[arXiv:1806.08360]

Article number, page 6 of 11



J. H-H. Chan et al.: Twisted quasar light curves

Pr
ob

ab
ili

ty

w/o lossw/o lossw/o lossw/o lossw/o loss

CREAM with various strategies
Truth
0.197+0.007

0.007 (cdn=1day)

0.198+0.009
0.010 (cdn=2day)

0.194+0.011
0.011 (cdn=3day)

0.202+0.015
0.015 (cdn=4day)

0.196+0.016
0.014 (cdn=5day)

0.14 0.16 0.18 0.20 0.22 0.24 0.26 0.28
RLSST u/c [day]

Pr
ob

ab
ili

ty

w/ lossw/ lossw/ lossw/ lossw/ loss
Truth
0.201+0.008

0.007 (cdn=1day)

0.193+0.010
0.011 (cdn=2day)

0.198+0.012
0.013 (cdn=3day)

0.194+0.014
0.013 (cdn=4day)

0.203+0.019
0.017 (cdn=5day)

Fig. 4. Probability distributions of the source size RLSST−u using CREAM. The simulated light curves are the same as shown on
the right panels of Figure A.2, and we increase cadence (cdn) from 1 to 5 days (Top) and further add inter-night gaps and 10%
loss of time (Bottom). CREAM measures the disk size with an uncertainty below 10% even when a cadence is 5 days with data loss.

cadence 1 2 3 4 5
loss no yes no yes no yes no yes no yes

epochs 719 602 359 299 239 195 179 147 143 122
〈δt〉LSST−u 1.487+0.051

−0.049 1.522+0.059
−0.053 1.494+0.068

−0.075 1.458+0.077
−0.080 1.468+0.081

−0.084 1.497+0.094
−0.098 1.524+0.113

−0.114 1.468+0.104
−0.100 1.481+0.120

−0.107 1.536+0.143
−0.131

Table 1. Number of epochs for each observation strategy using CREAM. The total observation time is 1000 days with a season gap
of 120 days every 360 days. For the simulations with data loss, we randomly add 3 inter-night gaps to each observation season (240
days) and 10% loss of time. We list the 50th, 16th and 84th percentiles of the 〈δt〉LSST−u probability distributions of the MCMC
samples from iterations 5,000 to 20,000. The corresponding disk measurements are shown in Figure 4.

Ivezić, Ž., Connolly, A., Vanderplas, J., & Gray, A. 2014, Statistics,
Data Mining and Machine Learning in Astronomy (Princeton Uni-
versity Press)

Jiang, Y.-F., Green, P. J., Greene, J. E., et al. 2017, ApJ, 836, 186
Kelly, B. C., Bechtold, J., & Siemiginowska, A. 2009, ApJ, 698, 895
Kochanek, C. S. 2004, ApJ, 605, 58
Kozłowski, S., Kochanek, C. S., Udalski, A., et al. 2010, ApJ, 708, 927
McHardy, I. M., Cameron, D. T., Dwelly, T., et al. 2014, MNRAS,

444, 1469
Morgan, C. W., Hyer, G. E., Bonvin, V., et al. 2018, ApJ, 869, 106
Morgan, C. W., Kochanek, C. S., Morgan, N. D., & Falco, E. E. 2010,

ApJ, 712, 1129
Mudd, D., Martini, P., Zu, Y., et al. 2018, ApJ, 862, 123
Peterson, B. M., Wanders, I., Horne, K., et al. 1998, Publications of

the Astronomical Society of the Pacific, 110, 660
Schechter, P. L. & Wambsganss, J. 2002, ApJ, 580, 685
Shakura, N. I. & Sunyaev, R. A. 1973, A&A, 24, 337
Shappee, B. J., Prieto, J. L., Grupe, D., et al. 2014, ApJ, 788, 48
Starkey, D., Horne, K., Fausnaugh, M. M., et al. 2017, ApJ, 835, 65
Starkey, D. A., Horne, K., & Villforth, C. 2016, MNRAS, 456, 1960
Sun, M., Grier, C. J., & Peterson, B. M. 2018, PyCCF: Python

Cross Correlation Function for reverberation mapping studies, As-
trophysics Source Code Library

Tewes, M., Courbin, F., & Meylan, G. 2013, A&A, 553, A120
Tie, S. S. & Kochanek, C. S. 2018, MNRAS, 473, 80
Vanderplas, J., Connolly, A., Ivezić, Ž., & Gray, A. 2012, in Confer-

ence on Intelligent Data Understanding (CIDU), 47 –54

Yu, Z., Kochanek, C. S., Peterson, B. M., et al. 2019, arXiv e-prints,
arXiv:1909.03072

Yu, Z., Martini, P., Davis, T. M., et al. 2018, ArXiv e-prints
[arXiv:1811.03638]

Zu, Y., Kochanek, C. S., Kozłowski, S., & Udalski, A. 2013, ApJ, 765,
106

Zu, Y., Kochanek, C. S., & Peterson, B. M. 2011, ApJ, 735, 80

Article number, page 7 of 11



A&A proofs: manuscript no. aanda

Appendix A: The fits from JAVELIN and CREAM

The posterior distribution of the DRW’s parameters from
JAVELIN are shown in Figure A.1.

In the case of CREAM, we model the driving light curve
with frequencies in the range 0.0005 to 0.4 cycles/day. The
number of Fourier frequencies is ∼ 800. The time sam-
pling both for light curves and for the transfer functions
is 0.1 days.

We set the black hole mass Mbh = 2 × 108M� and
the initial mass accretion rate is Ṁ = 0.5M�/yr, vary-
ing with a step 0.01 M�/yr. We ignore the inner edge in
CREAM to match our simplified model. In practice, the posi-
tion of the inner edge is outside the Schwarzschild radius,
Rs = 2GMbh/c

2. A full account of the size of the inner edge
is beyond the scope of this work. The power law indices of
the viscous and irradiation components of the temperature-
radius profile are fixed to be −3/4. We also fix the inclina-
tion to be 0 degree as the results do not change qualitatively
by changing this parameter.

The MCMC fit of CREAM is shown in Figure A.2. The left
column shows the inferred transfer functions with vertical
lines showing the mean time delay. The right column shows
the response light curves in the LSST ugrizy filters includ-
ing 1σ uncertainty envelopes. CREAM outputs the posterior
of accretion rate Ṁ and the mean delay of each transfer
function 〈δt〉λ, and the samples. These are shown in Fig-
ure A.3. We notice that in Figure A.2 the light curve error
envelopes do not sufficiently expand and contract in the sea-
sonal gaps, indicating that the number of MCMC samples
do not adequately cover the posterior parameter distribu-
tion, due to the computational limit on this high cadence
and high accuracy data set. As a consequence, the accuracy
of the disk size measurement is insensitive to the number
of MCMC samples, but some of the error distributions of
the CREAM parameters are likely to be underestimated and
biased as shown in Figures 3 and 4.

One can convert Ṁ to the source size following the con-
vention adopted in the CREAM code:

Rλ = 5.16× 1012cm

× [3 + 4δη(1−A)]
1/3

(
λ

µm

)4/3
(
MbhṀ

M2
�yr−1

)1/3

, (A.1)

where δ = 0 is the ratio of lamp-post height and inner
edge in Schwarzschild radius units Rs = 2GM/c2, and A =
0 is the disk albedo. We note at this stage that users of
CREAM do not have access to all of the code parameters. We
therefore use the mean output delays to infer the source size
according to Equation (3). Although we use only LSST− u
as a reference to estimate the disk size, we still find that
using other filters as a reference leads to consistent result.
We fix the nominal error bars of the input light curves.
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Fig. A.1. Posterior distributions of the DRW parameters from JAVELIN: the structure function at infinity SFinf (left) and the
characteristic time-scale τ at the rest frame (right). The values on the top-right of each panel represent the 50th, 16th and 84th
percentiles of the respective probability distribution. The result shows that JAVELIN can recover the input parameters SFinf = 2
(lnSFinf = 0.69) and τ = 200 (ln τ
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= 4.89), which are highlighted with dotted lines.
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Fig. A.2. Left: Transfer functions in each filter, as recovered with CREAM, along with their means in the observed frame represented
as dot-dashed vertical lines. The input transfer functions are shown as black curves and the means are labelled as black dot lines,
which agrees well with the CREAM’s outputs. Right: The inferred light curves from CREAM, plotted as the mean and rms envelope of
the MCMC samples, along with the simulated data, which are sampled with ∆m = 0.01 mag over a period of 1000 days using a
1-day cadence and adding season gaps of 120 days every 240 days.
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ABSTRACT

Time-delay cosmography in strongly lensed quasars offer an independent way of measuring the Hubble constant, H0. However, it has
been proposed that the combination of microlensing and source-size effects, also known as microlensing time delay can potentially
increase the uncertainty in time-delay measurements as well as lead to a biased time delay. In this work, we first investigate how
microlensing time delay changes with assumptions on the initial mass function (IMF) and find that the more massive microlenses
produce the sharper distributions of microlensing time delays. We also find that the IMF has modest effect on the the magnification
probability distributions. Second, we present a new method to measure the color-dependent source size in lensed quasars using the
microlensing time delays inferred from multi-band light curves. In practice the relevant observable is the differential microlensing
time delays between different bands. We show from simulation using the facility as Vera C. Rubin Observatory that if this differential
time delay between bands can be measured with a precision of 0.1 days in any given lensed image, the disk size can be recovered to
within a factor of 2. If four lensed images are used, our method is able to achieve an unbiased source measurement within error of the
order of 20%, which is comparable with other techniques.

Key words. Gravitational lensing: strong – Gravitational lensing: micro – (Galaxies:) quasars: general – accretion disks – (Galaxies:)
quasars: individual: (RX J1131−1231)

1. Introduction

Strong gravitational lens effect occurs when light emitted from a
background source is deflected due to the gravitational potential
of a foreground object, resulting in multiple lensed images of the
source. In particular, strongly lensed quasars provide us with a
powerful tool to study galaxy evolution and to infer cosmolog-
ical parameters. Careful use of the positions and magnification
ratios of the lensed images allow to quantify the level of sub-
structures in the lensing galaxy, which is directly related to how
galaxies form and evolve and to the nature of the dark matter
they contain (e.g. Harvey et al. 2020; Suyu et al. 2012; Dalal &
Kochanek 2002). As quasars are variable sources, the time de-
lays between the lensed images allow us to determine the time-
delay distance in each system, which is inversely proportional
to the Hubble constant H0 (e.g., Refsdal 1964; Suyu et al. 2010).
Over the years, time-delay cosmography with lensed quasars has
achieved high precision on H0 measurements, as carried out by
the H0LiCOW1 collaboration (H0 Lenses in COSMOGRAIL2’s
Wellspring; Suyu et al. 2017; Wong et al. 2019). Future progress
will be reported in the new series papers TDCOSMO3 (Time-
Delay COSMOgraphy; Millon et al. 2019).

One of the key ingredients for time-delay cosmography is
to measure precise and accurate time delays. These are regu-
larly obtained by the COSMOGRAIL and TDCOSMO collabo-
rations from optical light curves for a rapidly increasing number
of lensed quasars (e.g. Millon et al. 2020a,b; Bonvin et al. 2018,

1 http://h0licow.org
2 http://www.cosmograil.org
3 http://tdcosmo.org

2019a). On the other hand, Tie & Kochanek (2018, hereafter
TK18) proposed a possible source of bias in time-delay mea-
surements, called microlensing time delay, also affecting lensed
supernovae (Bonvin et al. 2019b). This extra positive or negative
delay may emerge when microlensing caustics unequally mag-
nify different parts of the quasar accretion disk (or supernova
shell). To estimate microlensing time delay in lensed quasar, we
require high precision of lens modeling and the structure of ac-
cretion disk.

The traditional techniques to study the inner components of
quasars are microlensing and reverberation mapping. Both ap-
proaches are used to infer the structure of the quasar accretion
disk, which is vital to understand the growth and evolution of
Super Massive Black Holes (SMBH). In the first case, measur-
ing the microlensing amplitude variability using light curves or
single epoch spectra has served this purpose for decades (e.g.,
Schechter & Wambsganss 2002; Kochanek 2004; Morgan et al.
2010; Dai et al. 2010; Morgan et al. 2018; Cornachione et al.
2020; Rojas et al. 2014, 2020). In the second case, reverbera-
tion mapping commonly monitors non-lensed quasars in multi-
ple filters (e.g., Fausnaugh et al. 2016; Jiang et al. 2017; Mudd
et al. 2018; Yu et al. 2018). Under the condition that the disk
size is larger at longer wavelength, the time delays between the
light curves in different bands provide a measurement of the size
(τ ∝ R ∝ λ4/3): the larger the disk, the longer the delay. Sim-
ilarly, we can apply the same methodology as in reverberation
mapping to “lensed quasars”, if light curves of the lensed images
are available in several filters. Such data should be available in
the near future from Vera C. Rubin Observatory (hereafter Ru-
bin; Ivezić et al. 2019).
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In this work, we investigate microlensing time delay and pro-
pose a new method to measure the disk size in lensed quasars
using multi-filter light curves. This is complementary to the tra-
ditional microlensing work that only considers the amplitude of
the microlensing and not the delay and distortion it introduces in
the light curves. We use RX J1131−1231 (hereafter J1131) as an
example, as it has displays prominent microlensing events. The
redshifts of lens and source are zL = 0.295 and zS = 0.658, re-
spectively (Sluse et al. 2003). Based on the Hβ line width from
measured by Sluse et al. (2003), Dai et al. (2010) estimated the
black hole mass to be Mbh = (1.3±0.3)×108M�. Table 1 lists the
lensing parameters used to generate magnification maps, corre-
sponding to a macro lens model with a stellar mass fraction of
f? = 0.2 relative to a pure de Vaucouleurs model (Dai et al.
2010; Tie & Kochanek 2018).

The paper is organized as follows. The microlensing time de-
lay with various initial mass functions is described in Section 2.
Section 3 presents our method to estimate the source size using
microlensing time delay and our conclusions are described in
Section 4.

2. Microlensing time delay in IMFs

Reliable time-delay measurements between the strongly lensed
images are key to obtain precise H0 measurement. However, in
presence of microlensing, a lensed image is affected by a excess
(positive or negative) of time delay, due to the microlens magnifi-
cation pattern. This additional delay does not necessarily cancel
out when measuring cosmological time delays in several lensed
quasars, as a result of the different excesses at multiple images.
TK18 proposed microlensing time delay (MLTD, hereafter) for
the first time and has computed statistically the microlensing
time delays for two lensed quasars: J1131 and HE 0435−1223.
The mean bias of the distribution of microlensing delays is of the
order of a day, and for peculiar geometrical configurations this
bias can reach several days. Other lensed quasars display nearly
negligible microlensing time delay (Bonvin et al. 2018; Birrer
et al. 2019; Chen et al. 2019; Shajib et al. 2019). A method has
been presented in Chen et al. (2018) to account for the effect of
microlensing time delay in cosmological inference with strongly
lensed quasars.

Estimating MLTD requires a microlensing magnification
map and a model for the source accretion disk that is affected
by microlensing. In this work, we follow the recipe provided by
TK18 but we further investigate the impact of the adopted initial
mass function (IMF) on magnification maps and MLTD. In this
section, we will describe how we generate magnification maps
in Section 2.1, and recap the basic of MLTD in Section 2.2.
We present the MLTD distributions with various IMFs in Sec-
tion 2.3.

2.1. Magnification maps

We generate the magnification maps using GPU-D (Vernardos &
Fluke 2014), which includes a Graphics Processing Unit (GPU)
implementation of the inverse ray–shooting technique (Kayser
et al. 1986). The default setup of the IMF is uniform with 1.0M�.
In this work, we expand the range of mean microlens masses
〈M?〉 from 0.1M� to 3.0M�. Except for the uniform mass distri-
bution, we adopt a Salpeter mass function with 〈M?〉 = 0.3M�
and the ratio between upper and lower bounds of the mass inter-
val, r = Mupper/Mlower = 100, which is favored by galaxy-scale
lenses (e.g., Kochanek 2004; Oguri et al. 2014). The Chabrier

Image κ γ κ?/κ µth
A 0.618 0.412 0.0667 −41.982
B 0.581 0.367 0.0597 24.467
C 0.595 0.346 0.0622 22.569
D 1.041 0.631 0.1590 −2.522

Table 1. Microlensing model parameters of J1131: κ, γ, κ?/κ, and µth
at each lensed image position from TK18.

mass function with 〈M?〉 = 0.3M� is also taken into account in
this work (Chabrier 2003).

The microlensing parameters are taken from TK18, listed in
Table 1, i.e. the surface mass density for the macro model, κ
(lensing convergence), the shear of the macro model, γ, the frac-
tion of the mass under the form of stars, κ?/κ, and the macro-
magnification at the position of the quasar images, i.e.

µth =
1

(1 − κ2) − γ2 . (1)

All magnification maps are 20〈REin〉 on-a-side with 8192 pixels,
which are sizable in this work, where

〈REin〉 =

√
DSDLS

DL

4G〈M?〉
c2 , (2)

which depends on the angular diameter distances from the ob-
server to the lens DL, from the observer to the source DS,
and from the lens to the source DLS. For J1131, 〈REin〉 =
17.68 light-day

√〈M?〉/M�.
As an example, we show in Figure 1 the magnification maps

for image A with the uniform, Salpeter, and Chabrier IMFs. For
r = 1 this is equivalent to a delta function, corresponding to the
uniform mass function. The magnification probability distribu-
tions are shown on the top panels of Figure 2. In order to mea-
sure the similarities between different distributions, we adopt the
Kolmogorov–Smirnov statistic for each pair of cumulative dis-
tribution functions F1(x) and F2(x), expressed as

DKS = sup
x
|F1(x) − F2(x)| , (3)

where supx is the supremum of the set of distances. DKS con-
verges to 0 when two distributions are the same. The results are
shown on the bottom panels of Figure 2. Given a sample size of
100, the condition at the confidence level 95% to reject that two
distributions are the same is DKS & 0.2. Since the size of mag-
nification map is scaled by mean stellar mass, once the shape
of IMF is fixed, alternation of 〈M?〉 does not vary the map. For
the Salpeter and Chabrier mass functions, we note that the dis-
tributions are slightly deviated due to some larger caustics. Al-
though the details of the microlensing pattern do change, we find
that the magnification probability distributions are insensitive,
but not independent, to the choice of the IMFs. This result is in
line with previous work (e.g. Wambsganss 1992; Lewis & Irwin
1995; Wyithe & Turner 2001; Schechter et al. 2004; Vernardos
& Fluke 2013; Mediavilla et al. 2015; Jiménez-Vicente & Medi-
avilla 2019).

2.2. Microlensing time delay

We now recall the basic of MLTD and describe the model used
to generate simulations. For the lensed source, we consider a
non-relativistic thin-disk model, emitting black-body radiation
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Fig. 1. Examples of magnification maps for image A of RX J1131−1231 on the left three panels, with the corresponding IMFs on the right panel.
All maps are 20〈REin〉 on-a-side, corresponding to 81922 pixels. The r factor corresponds to the ratio between the upper to the lower bound of the
mass interval, so that r = 1 indicates single-mass IMFs. The magnification probability distributions are shown in Figure 2.

Fig. 2. Top: The magnification probability distribution of each lensed image, i.e. the histogram of the pixels in the maps (see Figure 1). Bottom:
The Kolmogorov–Smirnov statistic of each distribution pair (see Equation (3)). In each case the corresponding µ is indicated at the middle. The
Salpeter and Chabrier mass functions have slightly deviated distributions. Small DKS shows that the probability distributions are insensitive, but
not independent, to the chosen mean stellar mass or IMF.

(Shakura & Sunyaev 1973), where the central source is assumed
to be a “lamp post” located closely above the black hole (Cackett
et al. 2007; Krolik et al. 1991; Wanders et al. 1997; Collier et al.
1998; Starkey et al. 2016). The temperature profile on a disk
follows a simple form of T (R) ∝ R−3/4. Although some observa-
tions support the shallower profile, like a slim disk (Abramow-
icz et al. 1988; Cornachione & Morgan 2020), a simple model
should be allowed since MLTD is subtle and created by the vari-
able flux (Tie & Kochanek 2018). Under the thin-disk assump-
tion, the disk radius where the disk temperature matches the pho-

ton wavelength (kT = hc/λ) can be expressed as

Rλ = 3.745
(
λ

µm

)4/3 (
Mbh

109M�

)2/3 (
L
ηLE

)1/3

light-days, (4)

where L/LE is the luminosity in unit of the Eddington luminos-
ity, LE, and η is the accretion efficiency (e.g. Morgan et al. 2010).
Ignoring the inner edge of the “face-on” disk, in the simple lamp
post model, the average MLTD can be derived using Eq. 10 of
Tie & Kochanek (2018), or Eq. 6 of Chan et al. (2019), repro-
duced here for convenience:

〈δt〉λ =
1 + z

c

∫
Gλ(x, y)µ(x, y)

√
x2 + y2dxdy

∫
Gλ(x, y)µ(x, y)dxdy

, (5)
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Fig. 3. Illustration of the distortion of the probability distribution of time delays with and without microlensing effect: a) the geometrical time
lag of the disk which is simply δt = (1 + zS)

√
x2 + y2/c, when the disk is seen face-on, b) the luminosity profile Gλ with Rλ = 0.277 light-day, c)

a zoom-in of 5〈REin〉 magnification pattern using 〈M?〉 = 0.3M�, r = 100. The (d) and (e) panels show the time lag weighted by Gλ and Gλ · µ,
respectively. Panel (f) compares the net effect of microlensing on the time delay distribution we would obtain without microlensing. The white
circle in each color map is labeled with the effective radius 5.04(1 + zS)Rλ = 2.315 light-day.

where µ(x, y) is the magnification map projected on the source
plane with the coordinates x, y, and Gλ(ξ) is the first derivative
of the luminosity profile of the disk which can be expressed as

Gλ(ξ) =
ξ exp(ξ)

[
exp(ξ) − 1

]2 , (6)

where ξ = (
√

x2 + y2/Rλ)3/4 (see Tie & Kochanek 2018; Chan
et al. 2019, for a detailed explanation of the coordinate system).
For a given geometrical configuration and accretion disk model,
we can thus compute the mean excess of microlensing time de-
lay 〈δt〉λ for a given source position and magnification pattern.
In absence of microlensing, all the lensed images share the same
amount of lag 〈δt〉λ,geo = 5.04(1 + zS)Rλ/c, which is called geo-
metric delay or lamp-post delay. In Figure 3, we show how 〈δt〉λ
changes when the microlensing effect is added. In each panel
we highlight the effective radius 5.04(1 + zS)Rλ = c · 〈δt〉λ,geo =
2.315 light-day as a white circle. The overall results are summa-
rized in the lower right panel of the figure, which clearly shows
how microlensing distorts the probability distribution of time de-
lays.

The mean delay 〈δt〉λ changes by varying the magnification
pattern. In Figure 4, we present 〈δt〉λ as a function of disk size
Rλ, when a source is placed in 10 random positions on a magni-
fication map, corresponding 10 sub-magnification patterns with
a size of 5〈REin〉, labelled from Sim0 to Sim9. The purely ge-
ometrical delay 〈δt〉λ,geo is labeled as a black dot line, i.e. the

delay in absence of microlensing. In the figure, we again take
Rλ = 0.277 light-day as fiducial value, highlighted by the vertical
black line. As in Figure 4, the effective radius 5.04(1 + zS)Rλ =
2.315 light-day is labeled as a white circle. When the inner circle
is magnified, 〈δt〉λ is shorter, as shown in Sim1 and Sim6. On the
contrary, when the inner circle is demagnified, 〈δt〉λ is longer, as
shown in Sim2 and Sim3.

2.3. The effect of IMF on microlensing time delay distribution

It is not possible to know the exact microlens pattern and we
need to proceed in a statistical way. For a given geometrical con-
figuration of the accretion disk model, we can then compute the
mean excess of microlensing time delay 〈δt〉λ at any given source
position, as described in Section 2.2. By varying the magnifi-
cation pattern, we can draw the probability distribution of mi-
crolensing time delay 〈δt〉λ for each lensed image. Practically,
we can convolve a magnification map and disk light distribu-
tion using Equation (5), and we then obtain the mean delay 〈δt〉λ
map, given a source at each pixel of the magnification map. Al-
though the magnification probability distribution is insensitive
to IMFs as described in Section 2.1, it is natural to ask whether
the IMFs have an impact on the 〈δt〉λ distribution. In the follow-
ing section, we choose as a reference the filter used currently for
cosmological time delay by the TDCOSMO collaboration (e.g.
Millon et al. 2019), i.e. the Rc filter. For J1131, this corresponds
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Fig. 4. Top: Examples of magnification patterns spanning each 5〈REin〉, assuming the IMF 〈M?〉 = 0.3M� and r = 100. Bottom: Source size Rλ

and mean delay 〈δt〉λ for each realisation of the magnification pattern. The dotted line in black corresponds to the relation without microlensing,
i.e. the geometric delay. The white circles on the top panels represent the effective radius 5.04(1 + zS)Rλ = 2.315 light-day, and the vertical black
line on the bottom panel indicated Rλ = 0.277 light-day (see text).

to the observed wavelength λobs = (1 + zS) × λ = 6517.25 Å.
Given an Eddington ratio of L/LE = 0.1 and radiative efficiency
of η = 0.1, we obtain the disk size Rλ = 0.277 light-day.

In Figure 5, we present the microlensing time delay distribu-
tions of 〈δt〉λ−〈δt〉λ,geo for different IMFs on the top panels. This
quantity is the excess of microlensing time delay with respect
to the purely geometric time delay, since 〈δt〉λ,geo is in absence
when measuring cosmological time delay. For smaller mean stel-
lar masses, we notice that the distribution becomes wider and
has slightly larger mean. Since microlensing time delay is esti-
mated by the convolution of magnification map and disk light
profile, the 〈δt〉λ maps are similar to but smoother than the mag-
nification map (See Figures 2-5 in Tie & Kochanek 2018). In
other words, more small caustics located across the disk leads to
a higher probability to produce small delays and thus the prob-
ability distribution becomes wider. Furthermore, since we can
scale the size unit to 〈REin〉 ∝

√〈M?〉, smaller mean mass corre-
lates with larger source size, resulting not only to the width but
also to the offset of MLTD distribution. In this work, we extend
〈M?〉 ranging by a factor of 30, corresponding to Rλ ranging by
a factor of 5.5. This offset can be evident at small mean masses
or larger source sizes, which agrees with the result in TK18.

Same as Figure 2, the Kolmogorov–Smirnov statistics are shown
on the bottom panel. We note that DKS of MLTD are generally
larger than those of µ. This shows that the MLTD distributions
are more sensitive to the mean stellar masses, resulting from the
equivalent changes of source size, in particular for the sharper
distributions, happening when 〈M?〉 = 3.0M� and also in the
image D. However, a sharper distribution also indicates that the
MLTD has less impact on the cosmological time delays.

3. Disk measurement via microlensing time delay

Reverberation mapping of continuum light curves is of big im-
portance to measure the physical size of quasar accretion disks
(Mudd et al. 2018; Yu et al. 2018). Measuring the relative lags
between the multi-band light curves allows us to derive the color-
dependent disk size, given a combination of an accretion disk
model in the context of the lamp-post model for the intrinsic
variations of the quasar. In principle, this method can be applied
to lensed quasars, especially the quadruply-imaged ones that dis-
play four realisations of microlensing maps. However, the light
curves of the lensed images are distorted by the microlensing
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Fig. 5. Top: The probability distribution of microlensing time delay of each lensed image. Bottom: The Kolmogorov–Smirnov statistic of each
distribution pair (see Equation (3)). In each case the corresponding mean time delay is indicated at the middle.

with respect to each other, hence affecting the distributions for
〈δt〉λ and Rλ, as shown in Figure 4.

In this section, we propose in the following a new method to
estimate the disk size using microlensing time delay given multi-
band light curves. We see this method both as a way to study
quasar physics at very small scales (light days) and as a way to
mitigate the impact of microlensing time delay when measuring
H0. We illustrate our method in Figure 6 and give the technical
details in Section 3.1 along with our main findings in Section 3.2.

3.1. Simulation and method

We provide a flowchart of our method in Figure 6. The flowchart
can be split into three parts. We first start to simulate “observed
delays”, as illustrated in the top row of the figure and as ex-
plained below. We then analyse the simulated data by creating
microlensing maps and by selecting possible locations where the
microlensing time delays match the observed ones. This corre-
sponds to the middle panel of the figure. Finally, we process the
outputs of this selection and display them on the bottom row of
the figure. Each of these steps are detailed below.

We first simulate the data set by taking Rubin’s filters, con-
sisting in light curves in six bands, i.e. u, g, r, i, z, and y. The ob-
served wavelengths for each filter are indicated on the top-right
subplot of Figure 6 for the specific case of image A in J1131 that
we take as a textbook case in this work. To do this, we put a disk
on a given magnification pattern with size of 5〈REin〉, as shown in
the top-left subplot, and we generate the mean delay, 〈δt〉λ, in six
Rubin-like bands. In this work, we disregard the peculiar veloc-
ity of the system, assuming static magnification patterns, which
is achievable when delays can be measured within a short period

(Millon et al. 2020a). The (simulated) observed delay measure-
ments are calculated by τλ = 〈δt〉λ−〈δt〉λ0

, relative to a reference
band (λ0), labelled as red dots in the top-right subplot. These are
our simulated data and we choose the bluest possible band as a
reference, as this is where the accretion disk is the smallest. The
relation of the resulting delays as a function of wavelength, with
and without microlensing effect, are shown as green solid and
blue dot-dashed lines, respectively. In this specific simulation,
the delays become longer in presence of microlensing because
there are more microcaustic falling on the outer parts of disk
than on the inner parts, but of course the opposite case is possi-
ble, depending on where the microcaustics fall within the accre-
tion disk. In practice, measuring such short delays is not trivial
given the small source size, even for non-lensed quasars. Most
traditional curve shifting techniques may underestimate source
size by up to ∼ 30%, even in the absence of microlensing (Chan
et al. 2019). This is because they often only consider a shift be-
tween the unmagnified light curves in each band and not the ac-
tual distortion caused by the convolution of the lamp-post disk
profile by the light profile of the accretion disk. In the following,
we will assume that the delays are measured without bias and we
then illustrate how to use them to infer the accretion disk size.

Second, in the same spirit as reverberation mapping, we use a
series of (correctly measured) multi-filter light curves for a given
lensed image, and we perform a least-square fit following:

χ2 =
∑

λ

(
τλ + 〈δt〉λ0

− 〈δt〉λ
)2

σ2
λ

, (7)

where σλ is the rms precision of the measurement, that we as-
sume here to be 0.1 days. Unlike traditional reverberation map-
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Fig. 6. Flow chart of our procedure to simulate multi-band microlensing curve and to analyse them. The top row shows how we simulate our
“observed data” given a fiducial source, magnification pattern and microlensing magnification, µ = −4.28. The negative magnification indicates
that the image is at the saddle point. The “template magnification map” used to analyse the data is shown in the middle panel (see text), where
preselected locations used in fitting the source size are shown in yellow. These correspond to areas where the microlensing magnification matches
the fiducial one with ≤ 25% error. We finally keep only the regions where fitting the source size gives χ2 < 1. These are shown in green and are
used to produce the distribution of measured source size Rλ0 on the bottom row. We give for reference the true (fiducial) size as a red vertical line.

ping methods, there is no analytical relation between the delays
at different wavelengths, since the relation 〈δt〉λ ∝ λ4/3 breaks
down due to microlensing (See Section 2.2 and Figure 4). How-
ever, as shown in Figure 4, we can predict relations between
〈δt〉λ and Rλ ∝ λ4/3 for a given disk model and magnification
pattern. To do so, we generate a large magnification map as a
template, as shown in the middle row of Figure 6. Note that the
input magnification pattern used to produce the simulated data is
not taken from this template magnification map. We then place
an accretion disk on this template magnification map and we

seek for possible locations where the magnification may allow
to match the observed delays τλ. In practice, we first produce a
series of relations between Rλ and 〈δt〉λ at all positions in the
template map, by convolving with the corresponding accretion
disk model of size Rλ. We then compare with the observed delays
τλ with this series of predicted relations between Rλ and 〈δt〉λ,
using Equation (7). Each fit provides us the best-fit of 〈δt〉λ0

at
the specific location, and hence we can infer the corresponding
Rλ0 . This “brute-force” search is time consuming, since we need
to scan over all positions on the template magnification map. Of
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Fig. 7. Ratio between source size measurement and true size for 10 simulations of microcaustic networks with lensing properties corresponding
to quasar image A of J1131. Using for three assumed luminosities L/LE = 1.0, 0.1, and 0.01, the source size corresponds to Rλ0 = 0.277, 0.129,
and 0.060 light-day, respectively (see Eq. 2). The unbiased measurements are labeled as black lines as reference. Each time, three typical IMFs are
implemented and labeled on the top right corner. Clearly the results are insensitive to the choice of the lens galaxy IMF.
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Fig. 8. Same as Figure 7 but now using the four images of J1131, as labeled on the top right corner. The template magnification maps are adopted
using the IMF of 〈M?〉 = 0.3, r = 100 and the marginalized result using four images are shown in the grey shade.
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course, the use of GPUs may speed this process up, but another
way workaround is to reduce the number of fitting processes by
preselecting the possible positions on the template map that re-
produce the microlensing magnification. In the case of image A
of J1131 this is µ = −4.28, which also corresponds to the cen-
ter of the input magnification pattern on the top-left subplot of
Figure 6.

In practice, this magnification is measurable on real data ei-
ther using long light curves (Millon et al. 2020b) or flux anoma-
lies (e.g., More et al. 2017). Here, we conservatively take the
microlensing magnification with typical error bars of 25%. This
allows us to reduce the number of locations on the map to . 10%
of what it would take without preselection, although relaxing this
criterion is insensitive to the posterior size distribution. These
plausible solutions are labelled as yellow areas in the Figure,
which are the only places where we need to perform the least-
square fitting.

The last step is to collect those positions with small χ2 given
a threshold (χ2 < 1 in this work), labelled as green dots on the
template magnification map. In the bottom subplot, we draw the
probability distribution of the source size estimation and high-
light the mean and 1σ error bars the 50th, 16th and 84th per-
centiles of the distribution, respectively. The distribution shows
that we are able to recover the source size within the 1σ error.

3.2. Result

With our analysis chain in hand, we now assign the disk source
at 10 random positions of a magnification map to generate the
observed delays (top panels in Figure 4) and see whether we can
recover the source size regardless of magnification pattern. Note
that the input magnification patterns are produced using stellar
masses with a mean mass of 〈M?〉 = 0.3 and assuming r = 100
for the IMF. We test three source sizes by varying the quasar
luminosity over a broad range, i.e. L/LE = 1.0, 0.1, and 0.01,
corresponding Rλ0 = 0.277, 0.129, and 0.060 light-day, respec-
tively, according to Equation (4). We then prepare a template
magnification map in order to perform brute-force fitting. Here-
after we adopt 3 different IMFs which are common and accepted
in microlensing works. The first two share the same mean stellar
mass of 〈M?〉 = 0.3 but use r = 100 and r = 1. The last one
has 〈M?〉 = 1.0 and r = 1. Each magnification template map
has 20〈REin〉 on-a-side. Although here we only present the result
with one realization of the template for each IMF, the test for
more realizations is described in Appendix A.

The distribution of size measurements for each simulation is
presented in Figure 7. Each data point and error bar correspond
the 50th, 16th and 84th percentiles of the probability distribution,
as shown in the bottom panel of Figure 6. We then compare with
the true value and therefore show the ratio between the measure-
ment and true value Rmeas/Rtrue. It is immediately striking that
the measurement is insensitive to choice of the IMFs in the tem-
plate microlensing map. This is particularly important since so
far determining the IMF of lensing galaxy towards the line of
sight to a lensed quasar image is not possible. Still, we are able
to recover the disk size within a factor of 2, regardless of the
input size.

A nice advantages of lensed quasar over non-lensed ones
where reverberation mapping is usually performed, is that we
have two or even four sets of multi-band light curves for each
object. In the ideal case of fours images, this allows us to mea-
sure the source size four times simultaneously, as we illustrate in
Figure 8. Here we only employ the template magnification maps
with 〈M?〉 = 0.3 and r = 100, since Figure 7 shows that the mea-

surement is insensitive to the IMFs. After marginalizing over all
fours measurements, as shown in the grey shade, we are able to
recover the source within the error ∼ 20%. When a source is
smaller, the error is also slightly smaller, since the microlensing
time delay is closer in amplitude to the geometric delay. The un-
certainty of measurement of image A is larger than other lensed
images, as a result of the stronger microlensing effect. Of course,
it is also possible to apply this method to doubly lensed quasars.
Although this gives only access to two sets of multi-band light
curves, microlensing is in general less effective in the brighter
image of doubles.

For clarity, all the above study is carried out for a face-on
accretion disk. Other disk configurations with inclinations and
position angles can also be considered and are explored in Ap-
pendix A. In this work, we choose the exceptional condition (rms
0.1 days) to demonstrate this method, and achieve the compara-
ble source-size measurement with that from other techniques.
We note that high accuracy and precision of delay is like to be
necessary to this method, since the microlensing time delays be-
tween filters are in general very short. The requirement of the
delay measurement is beyond the scope of this work.

4. Conclusion and discussion

TK18 first introduced the notion of microlensing time delay and
argued that time delay measurements in lensed quasars can be
biased, due to different parts of the accretion disk being mi-
crolensed in different ways. Since the effect depends on the
source size and since the source size is a chromatic quantity,
we propose to measure multi-band time delays in lensed quasars
and to use them to measure the size the accretion disk under the
assumption of the lamp-post model and given a model for the
accretion disk light profile.

We investigate the microlensing time delay using different
IMFs taking the well-studied lensed quasar J1131 as an example
and show that the magnification probability distribution is insen-
sitive to the IMF in the lensing galaxy. The probability distri-
bution of microlensing time delay is wider when decreasing the
mean stellar mass of the microlenses. This trend follows accord-
ingly as increasing the source size, as the microlensing analysis
can be scaled by the mean mass of microlenses. Still, for typical
mean stellar masses 〈M?〉 between 0.3 and 1.0 M�, the distri-
butions for microlensing time delays are nearly indistinguish-
able. This makes it possible to measure disk sizes even under
the assumption of poorly known IMF or mean stellar masses,
contrary to traditional microlensing methods, where the source
size is very degenerate with the properties assumed for the mi-
crolenses.

We propose a new method to measure the disk size of
quasars, based on the continuum reverberation mapping method
but applied to strongly lensed quasars, assuming the static mag-
nification pattern. To illustrate the method, we assume Rubin-
like light curves providing time delays in 6 filters with each an
rms precision of 0.1 days and no bias. Assuming that such data
can actually be gathered in practice, we find that

• Using the brute-force search on a template magnification
map, we are able to recover the disk size within a factor of 2,
with the multi-filter light curves of only one lensed image.

• This method is insensitive to the IMFs.
• After marginalizing all measurements of multiple lensed im-

ages, we can achieve an unbiased measurement within error
∼ 20%
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The present work sets the basis for a new way of using mi-
crolensing time delay in multi-band light curves for astrophysi-
cal purpose. We focus here on how to measure the size of quasar
accretion disks, but our future work will also consider the joint
measurements of the cosmological time delay and microlensing
time delay, allowing us both to mitigate the impact of microlens-
ing time delay on H0 measurements and to use it to measure
quasar accretion disks, at the same time. This is particularly rel-
evant in the era of large time-domain and multi-band surveys
like the Rubin Observatory Legacy Survey of Space and Time
(LSST).
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Ivezić, Ž., Kahn, S. M., Tyson, J. A., et al. 2019, ApJ, 873, 111
Jiang, Y.-F., Green, P. J., Greene, J. E., et al. 2017, ApJ, 836, 186
Jiménez-Vicente, J. & Mediavilla, E. 2019, ApJ, 885, 75
Kayser, R., Refsdal, S., & Stabell, R. 1986, A&A, 166, 36
Kochanek, C. S. 2004, ApJ, 605, 58
Krolik, J. H., Horne, K., Kallman, T. R., et al. 1991, ApJ, 371, 541
Lewis, G. F. & Irwin, M. J. 1995, MNRAS, 276, 103
Mediavilla, E., Jimenez-Vicente, J., Muñoz, J. A., Mediavilla, T., & Ariza, O.

2015, ApJ, 798, 138
Millon, M., Courbin, F., Bonvin, V., et al. 2020a, arXiv e-prints,

arXiv:2006.10066
Millon, M., Courbin, F., Bonvin, V., et al. 2020b, arXiv e-prints,

arXiv:2002.05736
Millon, M., Galan, A., Courbin, F., et al. 2019, arXiv e-prints, arXiv:1912.08027
More, A., Suyu, S. H., Oguri, M., More, S., & Lee, C.-H. 2017, ApJ, 835, L25
Morgan, C. W., Hyer, G. E., Bonvin, V., et al. 2018, ApJ, 869, 106
Morgan, C. W., Kochanek, C. S., Morgan, N. D., & Falco, E. E. 2010, ApJ, 712,

1129
Mudd, D., Martini, P., Zu, Y., et al. 2018, ApJ, 862, 123
Oguri, M., Rusu, C. E., & Falco, E. E. 2014, MNRAS, 439, 2494
Refsdal, S. 1964, MNRAS, 128, 307
Rojas, K., Motta, V., Mediavilla, E., et al. 2014, The Astrophysical Journal, 797,

61
Rojas, K., Motta, V., Mediavilla, E., et al. 2020, The Astrophysical Journal, 890,

3
Schechter, P. L. & Wambsganss, J. 2002, ApJ, 580, 685
Schechter, P. L., Wambsganss, J., & Lewis, G. F. 2004, ApJ, 613, 77
Shajib, A. J., Birrer, S., Treu, T., et al. 2019, arXiv e-prints, arXiv:1910.06306
Shakura, N. I. & Sunyaev, R. A. 1973, A&A, 24, 337
Sluse, D., Surdej, J., Claeskens, J. F., et al. 2003, A&A, 406, L43
Starkey, D. A., Horne, K., & Villforth, C. 2016, MNRAS, 456, 1960

Suyu, S. H., Bonvin, V., Courbin, F., et al. 2017, MNRAS, 468, 2590
Suyu, S. H., Hensel, S. W., McKean, J. P., et al. 2012, ApJ, 750, 10
Suyu, S. H., Marshall, P. J., Auger, M. W., et al. 2010, ApJ, 711, 201
Tie, S. S. & Kochanek, C. S. 2018, MNRAS, 473, 80
Vernardos, G. & Fluke, C. J. 2013, MNRAS, 434, 832
Vernardos, G. & Fluke, C. J. 2014, Astronomy and Computing, 6, 1
Wambsganss, J. 1992, ApJ, 386, 19
Wanders, I., Peterson, B. M., Alloin, D., et al. 1997, ApJS, 113, 69
Wong, K. C., Suyu, S. H., Chen, G. C. F., et al. 2019, arXiv e-prints,

arXiv:1907.04869
Wyithe, J. S. B. & Turner, E. L. 2001, MNRAS, 320, 21
Yu, Z., Martini, P., Davis, T. M., et al. 2018, ArXiv e-prints

[arXiv:1811.03638]

Article number, page 10 of 11



J. H. H. Chan et al.: Microlensing time delay in light curves

Fig. A.1. Source measurement of Image A using different template
magnification maps. The source is placed on 10 magnification patterns
labeled from Sim0 to Sim9. For each simulation, we employ five real-
izations of templates to measure the source size, as labeled with differ-
ent colors. The true value is labeled with the red line.

Fig. A.2. Source measurement of Image A with different inclinations
(i) and position angles (PA) of disk configuration. For each simulation,
we employ five realizations of template magnification map to measure
the source size. The true value is labeled with the red line.

Appendix A: Additional tests

In this section, we present the test on the different realizations of
template magnification map and the test on the tilted disk. From
each simulation, we measure the source size with five different
realizations of template magnification maps with 20〈REin〉 on-
a-side, as labelled with different colors. Each map is generated
using the IMF of 〈M?〉 = 0.3 and r = 100. Figure A.1, same
as Figure 7, shows that size measurements from different real-
izations agree well. This test also demonstrate that size of the
template maps is large enough for this method.

In this work, we mainly present our result with face-on disks.
We further explore the tilted disks with inclination (i) and po-
sition angle (PA). The inclination angle is defined as the tilted
degree along the line of sight, with i = 0◦ corresponding to the
disk lying in the plane of the sky. The position angle determines
an angle between the long axis of the tilted disk and the caustic
structures of the magnification maps. Although the observed de-
lays are simulated using a tilted disk, we still employ our method
with face-on disk (i = 0◦ and PA = 0◦) to measure the source
size. The result is shown in Figure A.2.

Larger inclination angle or position angle give us slightly
larger measurements, resulting from the alignment between the
disk and caustics. This result agrees with TK18, which found
that the microlensing time delay has minor dependence of the
inclination of the disk and its orientation relative to the caustic
networks. Therefore, the assumption of the face-on disk is suffi-
cient to recover the input disk size.
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