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Abstract

Like many other enterprises, humanitarian organizations are investing in their
digital transformation. In this sector, an important effort is put into biometric solu-
tions. The ICRC has been exploring new ways of how they could integrate biometrics
into their beneficiary programs, as these technologies could improve the efficacy of
assistance as well as permit new ways of helping people across the globe. However,
despite the potential advantages, the humanitarian imperative of “Do no harm”
must be ensured before any new application or implementation of new technologies
is integrated into humanitarian operations. As a means to ensure the individual’s
privacy, dignity and safety, the ICRC needs to evaluate if biometric authentication
systems could lead to any harm to individuals.

In this work, we assess the different parts of biometric authentication systems
and investigate their potential risks and vulnerabilities. We further evaluate existing
biometric security frameworks and extend on them by integrating the distribution
of components over functional parties. With our framework we managed to con-
struct three different models for general biometric authentication and assessed their
individual functional advantages as well as their sensitivity to external and internal
attacks. Though our framework provides evaluation of general systems, we hope our
research will provide the ICRC a better foothold in this rapidly expanding field.
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1 Introduction

In recent years, the use of biometric authentication systems by humanitarian organizations has
received a lot of traction. With the increasing amount of digital tools that humanitarian action is
integrating into their operations and services, the requirement for secure and privacy-preserving
authentication mechanisms becomes more present by the day. While previously biometric tech-
nology has mainly been reserved for forensics and restoration of family links, the International
Committee of the Red Cross (ICRC) has started exploring options to use biometric authentica-
tion in other operations [22]. Incorporating biometric use in ICRC beneficiary programs could
improve the efficacy of assistance, for instance, by reducing the risk of fraudulent individuals
receiving incorrect types or quantities of resources and by improving accountability towards af-
fected populations and donors. It could also improve medical aid to beneficiaries, by facilitating
patient identification. Additionally, in some cases, biometrics could provide individuals a tool
to prove their identity for ease of access to financial or healthcare services.

However, the use of biometric technologies poses several inherent risks, privacy issues and chal-
lenges for humanitarian action. Notably, biometric data is sensitive information, that is irrevo-
cable and unique to each and every individual. Consequently, such data increases the impact
of data breaches, potentially transforming data theft to identity theft and compromising the
dignity and rights of individuals. Further risks involve tracing and unlawful sharing of biometric
data with other parties or applications, leading to function creep and abusive or harmful use
towards individuals. Ethical challenges arise depending on cultural and individual perceptions
of biometrics, as well as functional issues in situations, where a significant margin of the popu-
lation is incapable of presenting the specific biometric, due to loss of body parts, burns or scars
from disasters or accidents.

In order to ensure that all of these aforementioned risks are taken into account before deployment
and that processing of biometric data is done responsibly and in accordance with the principle
of “do no harm”, the ICRC has adopted the “Policy on the Processing of Biometric Data by
the ICRC” [24]. The policy seeks to ensure that laws for data protection are well respected
and applied, and establishes a set of limitations on how biometric data can be processed, stored
and shared by the ICRC and their partners. Currently, the policy permits the ICRC to process
fingerprints for the purposes of identifying human remains and for enrolling staff or beneficiaries.
Additionally, facial recognition and comparison of DNA profiles may be applied for identifying
missing people and restoring family links. Further physiological biometric data techniques may
be approved by the ICRC Data Protection Office on a case-by-case basis.

The policy also states that only a token based verification system, where the individual holds
their own biometric data, is considered as legitimate basis for processing biometric data. Conse-
quently, no centralized database of biometric data can be maintained by the ICRC for providing
aid to beneficiaries. Nevertheless, it recognizes the rapid technological change in the area and
commits the ICRC to regularly review the policy. With multitudes of emerging solutions appear-
ing every year, each claiming to have successfully mitigated the risks and achieved a desirable
security threshold [13,37], the ICRC requires a tool to systemically evaluate and constructively
compare these solutions in order to admit them into their policy and extend their use of bio-
metrics.
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Throughout our work, we have studied how biometric technologies are used for recognizing
individuals. §2 introduces biometric recognition, its history and how biometric characteristics are
captured and processed into digital biometric data. We discuss the inherent issues of biometrics
and describe techniques that have appeared in recent years for protecting and securely storing
biometric data. While this field, we believe, is just at its infancy, many different and novel
techniques have appeared over the last decade. In §2.2 we categorize these techniques and
present a few examples of each category in order to illustrate their fundamentals, advantages
and weaknesses.

§3 concentrates on Biometric Authentication Systems (BAS). We present the functionality of
BASs, their purpose, as well as their performance and security requirements. We also identify
how these requirements may differ depending on application and use case. Specifically, in §3.2
we present three different scenarios, where the ICRC could or have employed biometrics in their
operations. Awareness of the circumstances, the conditions of the environment, and the state
of the individual is essential in order to correctly assess the requirements of BASs.

By acknowledging the delicacy and sensitivity of biometrics, we limit our work to a general case
of biometric authentication of individuals. In §4 we provide our assumptions of the assets, the
setting as well as the functional parties involved in the provision of the biometric authentication
service.

Through research on vulnerabilities of biometric systems, our work applies these risks to our
setting and expands on the existing security frameworks of BASs (presented in §5). In our work,
we establish a systematic methodology for creating different biometric authentication system
models. §6 presents our framework that allows construction and structured comparison of any
biometric authentication system model. The framework allows identification of the system’s
sub-components and data flows, that may be vulnerable to external attacks. Furthermore it
provides clarity on the potential privacy issues. In our setting and with our set assumptions, we
provide three models that could be proposed to the ICRC as candidate solutions.

In §7 we list the risks and vulnerabilities of BASs and analyse how they apply to our constructed
models. Throughout this section we see the how these vulnerabilities affect the system’s avail-
ability, security and data privacy. Furthermore, we show how different storage of data may lead
to different attacks, as well as the privacy risks of outsourcing the system to honest-but-curious
parties.

The field of biometrics is vast and bountiful of variables, that are paramount for establishing a se-
cure and privacy-preserving authentication system. With the wide selection of today’s proposed
schemes, picking the correct solution remains a non-trivial matter even for a general setting.
However, with our work and proposed methodology, we hope that humanitarian organisations
are better suited in identifying their security and privacy needs. By applying our framework
they will be able to constructively evaluate proposed solutions and place themselves in the right
direction for assuring the security and privacy of individuals.
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2 Biometrics

Biometric technology is an automated recognition of individuals based on their biological or
behavioural characteristics. These characteristics are measurable, unique traits of a natural
person that can be employed as human signatures in order to establish a reliable and authentic
identity [36].

The science behind biometrics was first introduced with a technique called Bertillonnage in the
late nineteenth century by a French police officer, Alphonse Bertillon [2]. The method involved
a number of body measurements, including the shape of the head, length of middle finger, the
size of the forearm and length of the left foot. By linking the measurements to an individual’s
record, the technique allowed law enforcement to determine if convicted felons had a criminal
history. The Bertillonnage system was tediously long and inaccurate and was quickly replaced
by a fingerprint based system. By comparing the ridge patterns present on fingertips, human
experts were able to manually match individuals with their records through fingerprints. With
the advancements of automation and later information technologies, fingerprint based biometrics
were developed into an automated system that was quickly adapted for commercial applications
in day-to-day use [52].

Since the first fingerprint-measuring techniques were invented, new physiological modalities have
been identified by the scientific community that could also be used as biometric characteristics:
Iris [51], retina [63], shape of hand [58], vein patterns [32], face [16], voice [34], ear [8] and
other [1]. Additionally, several behavioural traits, such as gait, speech pattern or keystroke
timing, were discovered to be applicable for biometrics [40]. While seemingly different, all of
these traits share a set of properties [27] that allow them to be considered as biometrics and
used for human recognition:

� Universality - every individual has this characteristic.

� Uniqueness - every individual is distinguishable with this characteristic.

� Permanence - the trait is invariant with time.

� Collectability - the characteristic is measurable quantitatively.

� Repeatability - the trait should be sufficiently similar between different samples to achieve
successful recognition.

Furthermore, the characteristic needs to be socially acceptable. However the acceptance of
individuals to use biometrics varies culturally and demographically [35,39].

2.1 Features and Template

A captured biometric trait is called a biometric sample. It is an analog or digital representation
of the biometric characteristic, often in raw format, obtained using a biometric capture device
or subsystem [1]. A classical biometric system acquires a probe sample of the biometric charac-
teristic and extracts salient features from the raw image. These biometric features are numbers
or labels that constitute a biometric template. Thus a plain biometric template represents a set
of salient features that summarizes the biometric trait of an individual [26]. The template and
features vary widely in their extraction process, format and size depending on the underlying
biometric trait as seen in Figure 1. We mention a few common feature extraction methods for
different biometric traits:
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(a) An acquired fingerprint image is normalised and
enhanced through different techniques to produce a
skeleton image of the ridge pattern that clarifies the
positions of the minutiae [12] .

(b) The iris torus shaped Region of Interest (ROI) is lim-
ited by the edges of the pupil and the sclera. The annular
region is then transformed using polar coordinate trans-
formation to produce a normalized image. The final step
includes applying filters to enhance the image texture and
produce the iris code [14] .

(c) An infrared image of a palm is captured and the Region of Interest (ROI) is determined and extracted. Filters
are applied to enhance vein visibility, followed by a binarization and thinning process [11] .

Figure 1: Feature extraction process of (a) fingerprints, (b) iris and (c) palm vein.

A Fingerprint: The most common feature extraction techniques consist of capturing patterns
of ridges and valleys on the surface of a fingertip. The raw image can be acquired using
different techniques such as capacitive sensors, direct imaging or light reflection based
methods. Following a pre-processing stage of normalisation, filtering, binarization and
ridge thinning, patterns are encoded as a list of triplets (x, y, θ) representing the position
and angle of ridge terminations and bifurcations, called minutiae (Figure 1a) [3].

B Iris: The iris is the annular region of the eye bounded by the pupil from the inside and
by the sclera from the outside. It contains unique textural features that become perma-
nent and stable during infancy [52]. Generally, iris feature extraction revolves around
texture signal processing techniques such as Gabor, Laplacian or Gaussian filters in order
to produce the template, called Iris-code [47].

C Palm Vein: Palm vein image acquisition is based on Near Infra-Red (NIR) light. The
haemoglobin inside our veins has a stronger infrared absorption rate than the tissue sur-
rounding them. Thus when the palm is illuminated with NIR light, the veins form a
shadow and a NIR-sensitive camera can acquire the vein pattern. The Region of Interest
(ROI) is typically the middle of the palm found using valleys between the fingers as points
of reference. Several methods for feature extraction have emerged that revolve around
either the geometry of the vein structure, encoding it as a graph or set of minutiae, or the
whole information contained in ROI, such as texture, principal components or key points
and obtaining the pattern in the form of a filter response or feature histograms [11,63,64].
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Figure 2: Noise induced by presentation variance of fingerprint from the same person
during different attempts [56].

Irrespective of the characteristic or the feature extraction method, all biometric technologies
use statistical similarity analysis for recognition. This process of comparison is probabilistic in
nature due to the inherent variance in the presentation of the biometric trait (Figure 2). Recog-
nition may fail in two ways: False acceptances (FA), positive match when it should have been
negative and false rejections (FR), non-match when it should have been positive may always
occur and the rates of these recognition errors, namely FAR and FRR, have to be studied when
assessing these systems. These two error rates can be varied by either increasing or decreasing
the threshold for the similarity score (or distance), but it is somewhat a “zero-sum game” and
reducing the FRR, increases the FAR and vice-versa. A meaningful operating point for the
matching threshold is decided based on the application requirements: to provide high security,
biometric recognition operates at a low FAR, while other settings may choose the operating
point to be set where the two error rates are equal, commonly known as “equal error rate”
(EER). EER is a good measure to compare different proposed systems. However, the reported
rates by vendors are often based on test results using private databases and in general tend to
be much better than what can be achieved in practice [53].

2.2 Biometric Template Protection

Automatic recognition of individuals raises severe concerns for personal privacy. By linking dig-
ital records to physical properties of our very essence, large-scale biometric databases and online
applications pose many grave risks. Primarily, due to the permanent nature of the biometric
characteristic, an unwillingly or unlawfully published biometric record cannot be re-issued or
changed as one does with a leaked password [45]. This may lead to identity theft through in-
stitutional applications that heavily rely on the biometric. Additionally, since biometrics are
uniquely bound to individuals, an overseeing entity may trace individuals. By logging the time
and type of services an individual has accessed with their biometric, the overseer can learn the
individual’s location and habits and can aggregate data that are linked to the biometric record
in each different service [53].

Biometric data may also reveal information about the individual without any aggregated data.
Research has found that depending on the characteristic, the biometric sample may reveal the
individual’s gender, ethnicity, diseases and societal status [48]. For example, hypothenar hammer
syndrome (HHS) (Figure 3) is a medical condition of the hand, which can be detected with palm
vein biometrics. It is a thrombosis of the superficial palmar arch of the ulnar artery that is caused
by repeated mechanical force, often related to fighting sports or manual labour [21]. Diseases,
such as HHS and other vascular malformations, are of medical interest and fall under the same
protection and processing requirements as any health related information.
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Figure 3: Hypothenar hammer syndrome, caused by repeated
manual force in the hand [21].

Because of their sensitivity, biometric samples should never be leaked and must be destroyed
after their features are extracted in order to mitigate the aforementioned risks. While the
biometric template is only a subset of all the possible features a biometric sample can represent,
it is widely accepted that it is possible to retrieve the raw biometric sample or most of the
individual’s characteristic from the information contained in the biometric template [18]. Thus
the risk associated to leaking the template is the same as leaking the biometric sample.

Unfortunately, biometric systems must store templates to compare them against fresh samples
and standard cryptographic techniques, that are used for storing passwords, such as hashing,
are not applicable in biometrics. Hashes are one way functions whose result varies unpredictably
when a small change is applied to the input. This property, while extremely useful for pass-
words, hinders biometric systems from using hashes. Biometric data is inherently filled with
variance due to external effects such as dust or light change, and biometric characteristic pre-
sentation variances such as rotations, translation and temporal shape deformation (see Figure
2). Conventional encryption would protect the stored biometric data at rest, but only as long
as the key for decrypting the data is not leaked. With the key stored somewhere on the system,
this would be of high risk, due to potential simultaneous reveal of the encrypted data and the
decryption key. Moreover, with the exception of homomorphic encryption, these cryptographic
algorithms do not support comparison in encrypted domain thus would require decryption at
every authentication and would often leave the templates exposed.

As a result, researchers and solution providers of biometrics have turned to finding new tech-
niques that would provide security for biometric data called Biometric Template Protection
(BTP) schemes. These schemes aim at preserving the user’s privacy while enhancing the secu-
rity of the stored templates [29] by providing three properties [1]:

� Irreversibility : the transformed biometric template, outputted by the template protection
algorithm cannot be used to determine any information about the biometric sample or
feature generating the protected template.

� Unlinkability : two or more biometric templates cannot be linked to each other or to the
subject whom they were derived from.

� Renewability : the template protection algorithm is able to create multiple, independent
transformed biometric templates derived from the same data subject’s biometric sample(s).

Template protection schemes can be broadly categorized into 2 groups (Illustrated in Figure 4):
Biometric cryptosystems (BCS) and Cancellable biometrics (CB) [56].
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Figure 4: Categorization of template protection schemes [56].

2.2.1 Biometric Cryptosystems

Biometric cryptosystems are designed to securely bind a digital key to a biometric characteristic
or generate a digital key from a biometric template [10]. Due to the previously mentioned
intrinsic variance of biometrics, the majority of BCSs depend on public information, referred to
as helper data or auxiliary data (AD), which is used to help retrieve or generate these keys in a
stable fashion. Once the key is generated, the biometric comparison is performed indirectly by
verifying key validities.

Helper data must be stored on the system and should not reveal any significant information
about the original biometric template or the data subject themselves. Yet it has been shown
that helper data does leak some information and attacks on auxiliary data have been shown to
compromise the irreversibility property of some protection schemes [25].

Based on how the auxiliary data is derived, BCSs are divided into two sub-classes:

� Key-binding schemes: where the AD is obtained by binding a chosen key to a biometric
template. As a result of the binding process, a fusion of the secret key and the biometric
template is stored as helper data. The secret key is then obtained from the stored data at
authentication [56].

� Key-generation schemes: derive AD only from the biometric template and keys are gener-
ated from AD and the biometric features. “Fuzzy extractors” are a form of key-generation
schemes that are designed to extract a uniformly random strings from a biometric in-
put [28], while using AD for reconstruction. “Secure sketches” apply AD to recover the
original biometric template from the presented one [56], thus removing the variance of the
biometric presentation.

Another approach to categorize BCSs is to focus on how these schemes deal with biometric
variance. While some schemes apply error correction codes, others introduce adjustable filter
functions and correlation or quantization. Regardless of the specific method applied, most of
these schemes aim for long, high-entropy keys to be applied in a generic cryptographic system.
One of the most common metrics to estimate the key entropy was defined by Buhan et al. [7].
The relationship between the maximum key length k and the error rate of false acceptance
(FAR) of the biometric system is k ≤ − log2(FAR). This implies that an ideal BCS would have
to maintain a false acceptance rate smaller than 2−k, which in practice may not be achievable,
thus the possibility of guessing the secret key may remain a potential attack by the adversary.
Though many papers have studied the entropy and strength of keys produced by BCSs, the
unlinkability of users using the helper data is often ignored and not analysed [19].
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The main limitation of BCSs arise when identification is required (one to many comparison).
The key retrieval process in the majority of BCS schemes relies on using the presented biometric
data in combination with the user specific AD. Without indication of which protected template
is chosen for comparison, it is uncertain which AD needs to be retrieved for the transformation
process and thus the matching involves testing consecutively multiple ADs with the presented
biometric data until a match occurs. Further limitations are related to the difficulty of designing
these schemes. Keys must provide high stability and complexity, as well as comparison must
involve sophisticated error correction schemes, that should not reduce the matching accuracy. In
general, BCSs are not designed for large communities, since they lack in preserving the diversity
of the original biometric trait [28]. We illustrate how AD functions in biometric cryptosystems
by presenting two common examples of BCSs:

Fuzzy commitment is a key-binding scheme, first invented by Juels and Wattenberg in 1999 [31].
The scheme uses error correcting codes in order to reproduce the same correct codeword that
had been committed at enrolment. On enrolment, user i presents their biometric trait, that is
transformed into a biometric feature template xi ∈ {0, 1}n. A codeword ci ←U C of same length
n is committed and bound to user i. Let function F denote the fuzzy commitment that takes
witness xi and ci as input and outputs auxiliary data in the form of (h(ci), δi = xi − ci), where
h(·) : {0, 1}n → {0, 1}n is a secure one-way function. During authentication, user i presents a
corrupted witness biometric data x′i ∈ {0, 1}n that is close to the original witness xi. Using the
auxiliary data related to the user i, a decoding function f : {0, 1}n → C ∪ {∅} is applied to the
presented witness. The function f(·) has an error correction threshold t that maps n-bit strings
to the nearest codeword in C. Thus if the distance between the two biometric samples is less
than t, h(ci) = h(f(x′i+δi) and the system authenticates the user, otherwise the user is rejected.

Fuzzy vault, another popular BCS, relies on the infeasibility of the polynomial reconstruction
problem [44], first introduced by Juels and Sudan [30]. On enrolment, the user selects a poly-
nomial P that encodes a secret K and evaluates the polynomial on all elements in X, where
X is the user’s biometric feature template, represented as an unordered set. In addition to the
evaluated points from the biometric data P (X), a large number of chaff points C, that do not
lie on P constitute the vault V = P (X) ∪ C. Thus the secret as well as the biometric data
security relies on the inability for the adversary to identify P (X) from the chaff points. On
authentication, the user queries the vault with a new set of points using their freshly generated
biometric template X ′. The system retrieves the vault corresponding to the user and if X ′ and
X sufficiently overlap, P can be reconstructed using error correcting codes and thus the secret
K can be retrieved [56].

2.2.2 Cancellable Biometrics

Cancellable biometrics (CB) transform the biometric template such that it is impossible to link
the transformed template to the original one. The process includes a one-way transformation
function applied either in the original sample domain or in the feature domain using specified
transformation parameters. The function is constructed in a manner that it is computationally
difficult to reverse the transformation, thus preserving the privacy of the biometric data. Addi-
tionally, if the transformed biometric information is compromised, the transformation parame-
ters can be changed and a new protected template can be generated, thus providing revocability.
The matching is done in the transformed domain, which, unfortunately, often amplifies the bio-
metric variance and increases chances of error [43]. An additional common drawback for most of
these schemes is that the parameters are unique per individual and thus most CB schemes are
unsuited for one to many comparison [45]. CB methods are also categorized into two groups:
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Figure 5: (a) original iris biometric sample; (b) after block remapping [20].

� Non-invertible transforms morph the biometric data using a sequence of non-invertible
functions. Although rather novel, non-invertible transforms received a lot of attention in
recent years and there exists many different techniques today including random projection
[51], random convolution [60], block re-mapping and warping [63], bioconvolutions [41], and
Bloom filter [54] based methods. Non-invertible transforms provide additional security,
since even with a compromised key, the inversion is non-trivial and approximative. On
the other hand, non-invertible transformations are usually based on a specific biometric
trait and unlike BCSs, the same technique can rarely be applied to for multiple different
biometric traits [49]. An additional drawback is the trade-off between discriminability
and security. Transformations that greatly morph the feature space render it harder for
adversaries to retrieve the original data, but at the same time increase FRR, due to
amplification of the biometric presentation variance and reduction of the same individual’s
biometric similarity [28].

Block remapping divides the biometric input (sample image or binary feature matrix) into
non-overlapping blocks using a predefined block size. A portion of the image blocks are
randomly placed at multiple different positions, while the rest of the blocks are discarded
and do not appear in the outputted template. This renders the transformation irreversible,
since it is impossible to retrieve the whole original template even if the auxiliary data, which
contains the remapping parameters, had been leaked [63]. Figure 5 (b) illustrates block
remapping for iris, using a 16× 16 pixel block size and keeping 30 blocks from the original
image [20].

� Biometric salting uses random noise, random patterns or synthetic patterns, seeded using
a user-defined secret key or set of secret parameters. Since, in most cases, the transforma-
tion is invertible, the security of the template relies on the secrecy of the noise parameters.
In order to authenticate, the individual has to present these parameters in order to re-
apply the same transformations as on enrolment, thus biometric salting is often used with
hardware tokens that contain the reference transformed template and the secret param-
eters. While approaches to biometric salting may maintain the recognition performance
of biometric systems, the reliance on keys may lead to a security decrease [56]. The main
advantage of salting is the reduction of false acceptance rate due to the inclusion of a
user-specific key [28]. A commonly used biometric salting technique, called GRAY-SALT,
additively combines a grey-scale biometric sample image with a synthetic random pattern.
A similar technique BIN-SALT, for iris code templates, combines the feature image data
with a key pattern using a XOR operation [65].
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Figure 6: Before encryption, the Iris-code is re-ordered, setting the most reliable bits at the start.
The encrypted data is compared block-wise with a predefined threshold δb, permitting early rejects
and accelerating the comparison [33].

2.2.3 Other Solutions

Finally a different set of solutions rely on new privacy-preserving techniques that work for a
wider spectrum of technologies than just biometrics. Homomorphic encryption (HE) is a special
case of asymmetric cryptography that allows to perform operations on encrypted data. It is an
interesting topic in biometrics, since HE permits biometric data comparison without decryption
of the data, providing full secrecy of the biometric. In contrast to BCS and CB, HE does not
require any user-specific auxiliary data, facilitating identification (one to many comparison).
Furthermore, by virtue of the required correctness of the cryptosystem, the accuracy of the
biometric comparison is preserved.

Regrettably, with the relative infancy of HE, fully homomorphic schemes (cryptosystems that
support both multiplication and addition) are not there yet to be used effectively in large scale
biometric applications. Current FHE schemes significantly increase the template storage size
and introduce a large computational overhead, due to their complexity and limit of permitted
consecutive operations [5]. However, partial homomorphic schemes, methods that support either
addition or multiplication, are being studied and tested for real-world applications [6,50,57,62].

Nevertheless, the field is advancing with great pace. In 2019, Kolberg et al. [33] proposed
an iris template protection scheme based on N-th degree truncated polynomial ring (NTRU)
cryptosystem. It is a lattice based cryptosystem, that relies on the shortest vector problem.
NTRU is a lattice based schemes, renowned for its computational efficiency. Though since
its appearance there has been many new variants, the basic version takes O(n2) operations
to encrypt or decrypt a message block of length n [23]. In order to improve computational
time, the protection algorithm re-orders the iris-code features before encryption. By setting the
most reliable and consistent features at the start, the matching procedure may decide early,
by only considering the first few blocks of bits (Figure 6). The final results concluded that
simple one-to-one matching takes approximately 1 second of execution time, including encryption
and comparison, with little increase of error. However, an individuals recognition against 150
subjects, is still relatively slow, requiring more than 80 seconds while using the highest level of
security parameters [33].
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3 Biometric Authentication

Biometric Authentication Systems (BAS) authenticate users to some form of application or
service. They function as a pattern recognition system that is able to recognize individuals
based on their biometric characteristics. A BAS requires four main components to function (see
Figure 7):

1. Subject: an individual who can be recognized from the specific biometric characteristic
that the particular system captures.

2. Biometric Processor: a biometric data tool chain that is equipped with a peripheral device
(sensor), capable of collecting biometric data, and several signal processing algorithms,
responsible for processing biometric data.

3. Database: that stores the processed biometric records for future comparison.

4. Matcher: a back-end subsystem responsible for comparing presented biometric data with
the previously stored data in order to decide if the user should be authenticated.

The system functions in two steps: enrolment and authentication. In order to authenticate,
the individual must be enrolled in the system. During enrolment, the user presents their bio-
metric characteristic to the biometric processor component. The system acquires a biometric
sample and by extracting biometric features, the system transforms the sample into a biometric
template. The template is then stored in the database.

Authentication can be done in two modes: verification or identification. The comparison algo-
rithm performs differently depending on the mode of operation. Verification does a one-to-one
comparison of the presented biometric trait to the stored template. Thus, in order for the system
to retrieve the correct template, corresponding to the subject, this mode requires the subject
to provide a claim of their identity or identifier. The identifier, often referred to as Common
Identifier, links the (pseudo)-identity of the subject to their enrolled biometric record in the
database.

Identification, on the other hand, does not require the subject to provide any supplementary data
on authentication, aside from the subject’s biometric data. The system acquires a fresh sample
from the subject and attempts to find a match, or a set of candidates, in the whole biometric
dataset, thus doing a one-to-many comparison. If the algorithm finds a single template that is
similar enough to the provided one, a match is declared. Otherwise, in cases where multiple
templates have been matched, the list of candidates is outputted and the final decision is done
manually using supplementary data or by picking the candidate with the highest similarity
score [43].
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metric Authentication System.
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3.1 Purpose and Requirements

An authentication system has three main functions:

� Accept: Grant valid users access to a service or application.

� Refuse: Deny service or access to an application to fraudulent or unregistered individuals.

� Logging: Produce an auditable log of every access attempt that happened in the past.

A general authentication system has the following single security requirement:

� Pseudonymity : the individual’s personally identifiable information is substituted with a
unique identifier that is not connected to their real world identity, hindering the ability to
link the subject-related data to the “real” identity of the individual.

By incorporating biometric recognition for authentication, the system must provide functional-
ity for enrolment. Additionally, the general functionality Accept is specified by the mode of
operation of the biometric system and must involve at least one of the two modes:

� Enrol: Create and store an enrolment data record of an individual. The subject’s bio-
metric characteristic is captured by the system along with their identity reference. The
processed data is enrolled as a reference to the individual in the system.

� Accept through Identification: Grant enrolled user access to a service or application
whose presented biometric data is compared against multiple records and is positively
matched with one or more entries. A positive match entails a similarity score value above
a predefined threshold.

� Accept through Verification: Grant enrolled user access to a service or application
whose presented biometric data is compared against a specified record and is positively
matched. A positive match entails a similarity score value above a predefined threshold.

The use of biometrics for authentication introduce special requirements related to the sensitivity
of biometric data:

� Protection of biometric data: the biometric data at rest, in transit and during comparison
must be secured from unauthorised parties gaining access to the biometric sample or plain
biometric feature template. Thus, the biometric data must be protected with a template
protection scheme that satisfies the following properties:

14



– Irreversibility : the transformed biometric reference, outputted by the template pro-
tection algorithm cannot be used to retrieve or decode the original biometric sample,
feature set or any derivative that reveals private information from the biometric sam-
ple, such as health, ethnicity, gender or alike [4].

– Unlinkability between applications: two or more biometric references, obtained for
different applications, cannot be linked to each other or to the subject whom they
were derived from [1].

� Renewability : the system is able to create multiple, independent transformed biometric
references derived from the same data subject’s biometric sample(s) [1].

Additionally, the performance of biometric authentication should be relatively close to other
authentication methods:

� Accuracy : the authentication mechanism should have a small error rate (FAR, FFR, EER
depending on the application), in line with the state-of-the-art accuracy of the time of
usage. The reduction of accuracy due to the inclusion of data protection should be limited
and balanced with the gain in privacy protection [4].

� Data minimization: the size of biometric data should be minimized for efficient storage
and viable transmission over the network of the region.

Lastly, the use of biometrics for authenticating beneficiaries by the ICRC introduces specific
technical requirements that the system must satisfy in order to enforce the ICRC policies and
guidelines:

� Revocability : ability for the individual to remove their information from the system entirely,
preventing future successful authentication using their specific biometric reference and/or
identity reference, as per 19.1.3 on Rights of the Data Subject in the ICRC biometrics
policy [24].

� Database separation: database instances are segregated with biometric data records stored
separately from the personal data with which they are associated. Stated in Data protec-
tion by design and default and security of biometric data processing, under 11.3.3 [24].

� Support for checking duplicate records: the system should be able to recognize double
enrolment and be able to remove duplicate entries of the same individual.

The process of deduplication is feasible in systems that support identification. By applying
identification on enrolment, a positive match would notify the administrator, if the individual
is already registered in the system. Systems that rely only on verification, require the inclusion
of an identity management system. In such systems, the individual would require to present
official identity documents (passports or national IDs) for enrolment.
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3.2 Use of biometrics by ICRC

In order to ensure that biometric data handling is in accordance with the fundamental principle
of “do no harm”, the ICRC has rolled out a policy on biometric data processing [24]. The
policy enforces application of data protection rules and seeks to ensure the rights and dignity
of individuals. Furthermore, the policy has set out a multitude of humanitarian programs that
could benefit from biometric recognition based authentication. These specific scenarios call for
additional technical requirements depending on multiple factors, such as type of personal data
that is linked to the biometric template, situational conditions, and services that are provided
after authentication. Below we list some of them. Deriving a complete set of requirements for
these scenarios requires an additional, in depth, analysis, which we leave for future work:

1. Distribution of supplies and aid to authenticated individuals: The ICRC provides
goods and services to individuals in countries or areas affected by conflict or disaster. These
resources are limited and donors who support these programs wish for better accountabil-
ity, assuring that only eligible beneficiaries receive the goods and that each beneficiary
receives the correct amount of goods allocated to them. Additionally, in these situations,
more often than not, only a few members of the household (for example head of the family)
come to collect the goods, requiring to keep a granular list of goods associated to bene-
ficiaries, depending on the size of the family, age and medical status of family members.
Implementing a biometric recognition system to authenticate valid beneficiaries could re-
duce fraudulent authentications, since paper vouchers or ID cards can be easily stolen, lost
or forgotten.

Furthermore, a centralized system, containing data related to enrolled beneficiaries would
help the ICRC and their donors to track the number of individuals that were assisted
by these programs. Finally, biometric authentication by identification would ensure no
double enrolment of the same individual occur, preventing mismanagement of resources.
The specific requirements for such deployment of BAS are:

� Semi-token or Non-token based : the system must keep an auditable list of the number
of individuals that were assisted. This list, in a fully token based model, is limited due
to the potential of deduplication and beneficiaries losing their tokens. Thus the data
related to biometrics or the data related to personal information has to be stored
on the system either in a centralized database, distributed over several databases
or stored on a blockchain. In semi-token based systems, the data is distributed by
keeping the biometric reference on a token, while storing personal information on the
back-end server. In non-token based models, no data is stored on digital tokens and
the system functions with centralized back-end databases.

� Fine grained authentication: in order for the system to distribute adequate supplies
of variable value to households, the authentication procedure must provide different
levels of access to beneficiaries. Aside from returning a boolean value representing the
authentication of the individual, the system must provide information on what kind
of goods the beneficiary is eligible to. Additionally, if the individual is a guardian or
a representative of a household, the system should return information on the size of
the household, in order to provide a correct amount of supplies.
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2. Identifying missing or deceased people and family reunification: The ICRC has
used biometrics to trace and clarify the fate of separated or missing persons. Enrolment
in such operations is often cumbersome, since the individual in question is already missing
and cannot provide their biometric for future identification. Thus, these situations require
using digitised photographs and facial recognition in order to find missing people and re-
connect them to their relatives. In some cases, family relations need to be verified through
DNA profiling [24]. Furthermore, in situations connected to violence, conflict or disasters,
these operations link to programs for identification of human remains. Authenticating the
deceased, shipwrecked or critically wounded individuals, and reaching out to their families
remains challenging even with the advances of forensic and biometric technologies. One of
the challenges is due to several biometric traits dissipating once the body stops to func-
tion, reducing accuracy or removing functionality completely [9,59]. Omitting exceptional
cases that use genomic data for profiling, the use of facial recognition or fingerprints for
identifying missing people necessitate the following technical requirements in addition to
the general requirements linked to BAS systems:

� Identification support : The system must operate in identification mode, performing
one to many comparisons.

� Low false match rate: The system should have a low false match rate. Incorrect
identification would lead to halting on the search process for an individual, who is
still missing, potentially declaring a living person deceased.

� Postmortem biometric functionality : The biometric trait must be resilient and con-
tinue to be recognizable after the individual is deceased.

3. Identification of individuals in critical medical condition: Providing aid and med-
ical assistance to individuals affected by conflict or disasters is one of the main missions of
the ICRC. In order to provide the best treatment possible without causing side effects or
severe allergies of medication, certain situations require medical staff to have access to an
individual’s medical history. While in most cases, the field medic does not require the full
record and is able to communicate with the patient by asking questions related to their
medical past, certain extreme scenarios involve patients in critical or unconscious con-
dition. Patient identification and medical record retrieval through biometric recognition
could help doctors administer the correct treatment in these situations. Such application
of BASs would require the following:

� Low false match rate: The system should have a low false match rate. Incorrect
identification could lead to health complications of the patient.

� Elevated protection of personal data linked to biometric data: The database contain-
ing personal medical records and other non-biometric data related to the subject
must be protected against sniffing and tampering. Generally, BASs consider only
the biometric databases to be secured, leaving personal information databases with
minimal if not no (public) safeguards.

� Authentication unlinkability : ICRC and medical personnel should not be able to link
if multiple successful authentications were for the same individual and should not be
able to verify or audit past successful authentications for the same user. Disclosing
such information could indirectly reveal sensitive data of the individual’s past medical
activity or sensitive locations, such as, specialized hospitals they had visited in the
past.
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4 Scope and Setting

Though biometric technologies function on a large spectrum depending on their implementation,
we shift our study towards analysing their security and privacy requirements in an abstract set-
ting. For the scope of our work we concentrate on the general case of authenticating individuals
through biometric identification or verification. We assume the service provided for authenti-
cated beneficiaries consists of allocating ICRC goods and/or services to the individual. Certain
malicious individuals may attempt to fraudulently authenticate in order to receive additional
resources. Furthermore, since the ICRC mostly operates in conflict zones, we assume public dis-
closure (leakage) of private information about the beneficiaries would cause them harm. Either
directly, due to persecution by one of the parties in conflict or indirectly, due to parties tracking
and gathering information about the individual. These outside parties may attempt to attack
the system in order to steal biometric data, disable the system, or to identify beneficiaries that
are receiving aid from the ICRC.

Finally, we assume that the BAS is provided by a third party, resulting in some parts of the
system to not be under direct ICRC control and protection. These third party controlled system
components may attempt to gather, link or process passing data in order to learn additional
information about the beneficiaries.

4.1 Assets

There are four types of assets we consider in our framework. The first two we designate as “main”
assets, that the system has to protect directly from attacks. “Main” assets include resource
centric assets, such as goods reserved for beneficiaries, and data subject centric information
such as their biometric data or personal information. The latter are “side” assets: assets that
the attackers could attempt to steal or break as a means to thwart the system or gain access to
one of the “main” assets :

� Main assets

– Data subject centric assets

* Data subject biometric data: biometric sample or unprotected template of
the beneficiary.

* Data subject personal data: Any personal data, other than biometric, related
to the beneficiary.

– ICRC Resource centric assets

* Goods reserved for beneficiaries: Monetary or raw supplies dedicated to
eligible beneficiaries.

* Services reserved for beneficiaries: Aid, medical assistance and other hu-
manitarian services the beneficiary program provides.

� Side assets

– Authentication system infrastructure: biometric processing tools, servers or
disks that permit the system to operate.

– Data subject renewable biometric reference: renewable protected biometric
template (re)constructed from the beneficiaries captured biometric data.

– Client-Server certificates and cryptographic keys: digital assets that grant
confidentiality, authenticity and integrity to the communication between clients and
server. Additionally, user specific parameters linked to the protection and transfor-
mation of the biometric data.
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4.2 Parties and Assumptions

The following entities are involved in BASs by fulfilling or assisting in certain functional prop-
erties of the system. Depending on the deployed solution, these entities manage, oversee and
govern a disjoint subset of BAS modules. We depict their interactions and in figure 8a:

� Individual : Individual that benefits from the ICRC aid in the region. An individual
that is either registered or in the process of being registered (pending), is a beneficiary.
The beneficiary acts as the user in our framework, capable of presenting their biometric
characteristic and, if needed, capable of providing proper personally identifiable document
for validation on registration. Additionally, personal identifiable documents may provide a
claim to an identity during authentication that operates by validation. Finally, depending
on the technical model, a beneficiary holds a personal token that could contain their
processed biometric data.

� Field Station: Represents the client side ICRC field staff, as well as several digital tools,
that permit communication with the server. The staff assists beneficiaries directly by
providing goods and services locally on site and is responsible in setting up the authen-
tication system as well as provide guidance to beneficiaries to correctly use the system.
During enrolment the field station is responsible for overseeing biometric acquisition as
well as generating pseudonymous non-biometric data from the user’s presented personal
data. In authentication the field station, in addition to overseeing correct biometric acqui-
sition, acts as a link between the back-end and the user, permitting the user to present their
identifying data for validation as well as receive the decision from the authentication server.

� ICRC HQ : Also referred to as “Staff in Charge”, the humanitarian organization members
that provide aid to beneficiaries indirectly, maintains HQ servers and services and provides
coordination, directions and instructions to field staff. For simplicity in the scope of the
project, we refer to ICRC HQ as any ICRC personnel that work in HQ such as DPO,
Directorate or ICT Security staff.

� Third party service provider : Third party that provides the biometric solution to the
ICRC, in some cases hosting servers, databases or keeping functional modules under their
domain. In certain cases the biometric service provider could process the data or request
the ICRC to share data with them. Note, if this party processes the data independently
of the ICRC, they do not fall under the ICRC’s jurisdictional control and the components
they are in control of do not benefit of the ICRC’s Privileges and Immunities (P&I) [38].
We assume components under third party domain, while not actively malicious, are honest
but curious with respect to internal privacy attacks.
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Figure 8: (a) Overview of functional parties involved in BASs. (b) The back-end may communicate
with multiple Field Stations in parallel, providing service to several different local parties.

We clarify the following assumptions about the system, entities, and their capabilities:

1. Individuals may attempt to enrol twice with different potentially fake identities or synthetic
biometric characteristics.

2. Some individuals may not be part of the program and may attempt to masquerade as a
beneficiary by presenting fraudulent identities.

3. Components under third party solution domain, while are not actively malicious, may
attempt to identify individuals from the data passing through the components.

4. Field stations and the biometric acquisition and processing tools present on the field are
overseen by ICRC staff.

5. The biometric processing chain present on the field station is hosted by a field station
computer. The biometric sensor is connected through a dedicated driver to the biometric
processing software on the field station computer.

6. There are multiple field stations functioning in parallel, communicating with a single back
end subsystem, as depicted in Figure 8b.

7. As specified in the articles 11.3 and 11.4 of the ICRC policy for biometrics and the ISO/IEC
24745 for biometric information protection [1], the database containing personal informa-
tion or user specific transformation parameters has to be segregated from the database
containing biometric data.
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5 Existing Security Models

With the growing popularity of biometric systems in the last two decades, multiple attempts
have been made to point out BAS’s vulnerabilities. In the early 2000s, different models were
proposed to classify the threats in a more structured and systematic way [17]. Hereafter, we
provide an overview of popular frameworks that are referenced in most literature on biometric
security. Throughout these different models, the variety of methodologies applied for analysing
and categorizing vulnerabilities of BASs illustrates the number of potential risks related to
biometric authentication.

5.1 Ratha model

Ratha et al. (Figure 9) were the first to design a threat model for biometric systems [53]. The
model divides the system into four components and identifies eight different types of attacks
depending on which point of the system the adversary has access to:

1. Presenting fake biometrics at the sensor: In this mode of attack, a possible reproduction
of the biometric feature is presented as input to the system.

2. Resubmitting previously stored biometric in digital signal format: A recorded signal is
replayed to the system, bypassing the sensor.

3. Overriding the feature extraction process: The module is attacked using a Trojan horse
that would force the module to produce a preselected set of features by the intruder.

4. Tampering with the biometric feature representation: The extracted features are replaced
with a different, fraudulent set of features.

5. Corrupting the matcher: Forces the matcher to produce a preselected match score.

6. Tampering with stored templates: The attacker modifies one or multiple templates in the
database, which could result either in authorizing fraudulent individuals or denying service
to valid individuals.

7. Interception and tampering of stored data while in transit to the matcher module.

8. Overriding the final decision: Disables entirely the authentication procedure. The adver-
sary modifies the final binary value for granting access to individuals.
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Figure 9: Ratha et al. model of BASs [53]. The
dashed arrows indicate at which point of the sys-
tem the type of attack applies.

5.2 Fish-bone model

Jain et al. [28] proposed a fish-bone model (Figure 10) that describes causes that can lead to
BAS’s vulnerabilities. At the highest level, biometric systems may have intrinsic failures, that
occur due to inherent limitations in the technology (sensor, feature extraction, matching) or due
to the limited distinctiveness of the biometric characteristic. False acceptances and false rejects
fall under this category as well as failure to enrol or failure to acquire. Intrinsic failures can
occur even when there is no explicit effort by an adversary, thus this type of vulnerabilities is
also known as zero-effort attack. Failure due to an adversary attack happens when a resourceful
adversary manages to circumvent the biometric system. The adversary may be categorized into
3 classes, depending on the factors that enable the exploit to occur:

1. System administration attacks occur due to improper administration on the inside of the
system such as collusion or invalid credentials presented during enrolment. This could
produce attacks done by dishonest staff, who manipulate components themselves or who
assist an adversary in either mounting a successful attack [29].

2. Non-secure infrastructure attacks may happen due to insecure channels, hardware or soft-
ware bugs, that the attacker learns to manipulate for his advantage. This type of vulnera-
bility could lead to a number of ways in which an adversary can manipulate the biometric
infrastructure and lead to security breaches, such as attacks in the input level, attacks
between modules and attacks on the modules themselves. [28]

3. Biometric overtness can cause adversaries to covertly acquire the biometric characteristics
of genuine users and use them to create synthetic copies of biometric traits (physical
or digital). Hence, this leads to breaking the privacy of individuals, due to leakage of
biometric samples as well as potential access to private information, to which authorized
attackers gain access through spoofing.
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Figure 10: Fish-bone model for categorizing biometric system
vulnerabilities [29].

5.3 Joshi model

Inspired by the previous models, Joshi et al. [29] aggregated the multiple attack and vulnera-
bility points into a single model for biometric authentication system based on fingerprints. The
framework has added an additional separate module responsible for template protection, though
identified a single type of attack on this module being side-channel attack. This type of attack
uses information leakage of the computation itself. By measuring time, power consumption,
electromagnetic radiation, it is possible to recover the secret parameters, such as private keys
for encryption, without applying any brute force techniques. Although theoretically possible,
this method requires for the attacker to place measurement instruments in close proximity to
the module. Due to the low probability of these attacks happening, protection against these
attacks such as case shielding, dummy instructions or jamming are often cost inefficient.

5.4 ISO standard

In 2011, the “International Standard for biometric information protection” was written in order
to provide guidance for secure and privacy-compliant management of biometric data . It states
several requirements for confidentiality, integrity and revocability during storage and transfer of
data [1]. Additionally it provides a list of different BAS architectures that are present in the
current market.

The ISO standard classifies BASs by considering the locations of the data handler, i.e. where
the biometric data is compared, and the data holder: where the data is stored (Figure 11). The
standard identifies three possible locations: A back-end Server, that is remotely connected with
the client; A Client, which serves as a front end terminal, equipped with a biometric capturing
device; A Token, held by the biometric user. Although more models are theoretically feasible,
they consider eight variants, that are deployed in real applications. The standard describes the
distribution of subsystems for each of these models and, without mention of specific attacks,
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Figure 11: Application model of a biometric system, classified by storage
medium and location of comparison component. Taken from the Interna-
tional Standard 24745:2011(E) on biometric information protection [1].

identifies whether security and privacy might be an issue. Out of the eight variants, models G
and H apply the concept of data separation of biometric data and auxiliary data. By distributing
storage across different mediums, these models provide enhanced data security and privacy by
reducing the risk of both items being compromised.

5.5 Simoens model

Simoens et al. [62] introduced a framework analysing active internal attacks against BASs. In
their work, they depict how active internal adversaries could break privacy in existing BAS
constructions. Specifically, their adversary model focuses on gaining information about the bio-
metric data or the individuals who are enrolled in the system. The model assumes complete
security during enrolment and only authentication procedures are analysed. Furthermore, the
goal of the framework is to provide fully anonymous biometric authentication. Thus it concen-
trates on protection against the following four attacks:

� Learn the stored biometric reference i.e. the biometric data that was stored during enrol-
ment.

� Learn the fresh biometric sample, produced during authentication.

� Trace users with different identities. This attack related to the unlinkability property,
where it should not be possible to connect different biometric references to the same user
over different applications.

� Trace users over different queries. For fully anonymous authentication, the system should
not be able to trace users over different authentication attempts.

The framework divides the system model into four logical entities (sensor, server, database and
matcher). The threat model assumes that one or a combination of these entities are malicious.
As an exception, it assumes that the sensor or the user cannot be attackers on their own, but
may be used in combination with other malicious components. Most attention was given to an
authentication server attacker, which is a central entity in their model. The paper concludes
by presenting how their attacks are feasible in three different existing applications that were
designed for honest but curious adversary models.
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6 Framework and Models

Our framework for comparing different BASs and how they handle privacy issues and external
attacks expands on the popular frameworks mentioned in §5. Specifically, by expanding the
general biometric authentication system model (Figure 7) and identifying distinct subsystems
(modules) of each component, we are able to clarify the attack vectors of external attacks. Any
variant of BAS described by the “International Standard for biometric information protection”
(see Figure 11) [1] can be constructed using this framework. Additionally, by distributing these
modules over the functional parties, as they are depicted in Figure 8a, the framework provides
a clarity on potential privacy issues when regarding data handled by honest but curious third
party providers.

6.1 Modules

Each module fulfils a specific role in the enrolment and authentication process and communicates
with other modules to render the system operational. Additionally, depending on the specific
solution, each module may be controlled and overseen by one of the parties described in §4.2.
The following list describes each module, that constitutes a component from Figure 7, and their
role in the system.

� Subject

– User : enrols and authenticates to the system by interacting with BAS. The user is
distinguished by a common identifier i, that is unique in the context of the system.
The user holds the biometric trait, denoted as Bi, that can generate biometric samples,
bi ∈ Bi, using a biometric sensor.

– Biometric Token: in certain systems, the database (or part of it) may be distributed
over every user. In these scenarios the Subject is provided with a hardware device,
called Token. It is capable of securely storing the Subject’s personal data and releasing
it when presented during authentication. It contains a protected biometric template,
denoted as f(ti)AD, where ti is the plain biometric feature template of Subject i and
f()AD is the biometric template protection function using transformation parameters
AD.

– Identifier Information: denoted as IDi is personal, non-biometric data of user i. It
contains any additional information related to the Subject that is required by the
system for registration or authentication. Specifically, information that proves the
validity for the user to benefit from the program, information that provides a claim
to the user’s identity and information that can be mapped to the common identifier
i of the Subject.

� Biometric Processor

– Sensor : denoted as S, samples the Subject’s biometric characteristic and produces a
biometric sample bi ∈ Bi. The Sensor is a peripheral device, that captures the raw
image and passes it to the SDK containing the Feature Extractor through a biometric
sensor driver.

– Feature Extractor : noted as F , extracts the biometric features from the biometric
sample and encodes them into a biometric template bi → ti. Several image quality
assessments, region of interest extraction, image enhancement and liveness detection
may take place in this module before performing the feature extraction.
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– Template Protection: denoted as P , applies an irreversible transformation on the bio-
metric template ti → f(ti)AD using a specific biometric template protection algorithm
and Subject specific transformation parameters (AD). During registration, AD is in-
corporated into the Subject’s pseudonymous data g(IDi) and stored in the Database.
This transformation produces a protected biometric template that is unlinkable and
irreversible to the original biometric data.

� Database

– Personal Information Database: denoted as PDB, stores mapping g(IDi) → i of
every Subject.

– Biometric Database: the database containing the protected biometric templates, either
only containing f(ti)AD or mappings of i → f(ti)AD. We denote this database as
DB and represent it as a single component, but it may have different architectures
depending on the specified system:

* one centralized database.

* partially distributed database system with k biometric databases with k < n,
where n is the number of beneficiaries enrolled.

� Matcher

– Matcher : denoted M , is the module responsible for comparing biometric templates
and determining their similarity. Depending on the mode of operation of the biomet-
ric system, the module either sends a single similarity score (denoted as d) to the
authentication system (verification) or a list of candidates with the highest similarity
scores (identification).

– Decision: determines whether the freshly provided biometric template is linked to
a stored biometric template. By receiving the comparison scores from the Matcher,
the Decision module functions based on a predefined threshold δ. The decision is
the final step in the authentication procedure, resulting by granting access to the
application in the case of a positive match.

In addition to the previously listed modules, we mention two more modules that are nec-
essary for our framework. These modules are not part of any of the BAS components we
showed in Figure 7, but are essential for authentication and are present in most authenti-
cation systems by nature.

– Identifier Processor : handles the Subject’s presented non-biometric data ID. In our
scenario, when needed, the Subject presents their Identifier Information to this mod-
ule. The Identifier Processor can link the presented personal data to the pseudony-
mous common identifier i. Additionally, during registration, any information re-
lated to the biometric template protection transformation, such as, the Auxiliary
Data or any non-biometric data that requires storing for authentication purposes
are pseudonymized and collected together. We note the mapping from IDi to this
processed data with mapping IDi → g(IDi).

– Authentication Server : denoted as AS, it manages authorizations and handles access
to the service. In our scenario, it is the main authority that communicates with
the two data processors, databases and matcher. Additionally, it incorporates the
Decision module for handling access to the service based on the similarity score,
provided by the Matcher.
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Figure 12: Model 1 operates in a centralized fashion. Storage and authentication are handled by
back-end ICRC. The Third Party handles the biometric comparison. Identity and biometric processing
are done locally by the Field Station. The dashed line between P and Identity Processor indicates
the exchange of AD during enrolment and authentication.

6.2 Model 1: Classical Centralized System

Model 1 (Figure 12) stores and compares biometric data in a centralized fashion. We chose
this model for its adaptability to existing frameworks and popularity in existing large scale
commercial application [1], while still preserving our specified assumptions and requirements.
Using the information gathered from discussions with industry experts, we assign M to the Third
Party and assume ICRC control over the rest of the modules. It can authenticate subjects using
both modes of operation. The Personal Information Database and the Biometric Database
are stored on the server side. These databases remain segregated logically or physically. The
enrolled Subject’s data between these databases are linked through the common identifier i,
that is only known by the databases and the Identifier Processor. The comparison is done on
the server side in the Matcher module, controlled by a Third Party. The Identifier Processor,
as well as all biometric processing subcomponents (S, F and P ) are in the Field Station. The
following describes the enrolment as well as the authentication procedures. The authentication
description uses verification as the mode of operation. For identification, AD is not subject
specific and can be stored permanently on the Field Station. Thus in identification, the steps
describing the handling of AD can be disregarded. Furthermore, in this case, DB does not
require the common identifier for query of biometric data, since it releases a set of biometric
templates:

� Enrolment:

1. The Individual presents themselves as the Subject to the Field Station. They present
IDi to the Identifier Processor and their Biometric Characteristic Bi to sensor S.

2. Controlled by the Field Station, S samples the trait and produces a biometric sample
of the subject bi ∈ Bi.

3. The sample is then transformed into a biometric template by F (bi → ti).

4. The Field Station generates transformation parameters ADi for the subject. Using
these parameters, P transforms the template into a protected template (f(ti)AD)
with a template protection algorithm.
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5. The Identifier Processor maps IDi to a common identifier i. Additionally, it processes
any relevant information of IDi and aggregates AD to this personal data. The result-
ing information must be pseudonomysed and we denote this mapping of information
with function g().

6. The Field Station sends the tuples ((i, f(ti)AD) and (i, g(IDi, ADi))) to the back-end
server, where the tuples are stored in their respective databases.

� Authentication:

1. The Individual presents themselves as the Subject to the Field Station. They present
IDi to the Identifier Processor and their Biometric Characteristic Bi to the sensor
S.

2. The Field Station, using the Identifier Processor, regenerates the subject’s assigned
common identifier i. With it, the Field Station queries (i, g(IDi, ADi)) from the
ICRC controlled PDB through AS.

3. With the retrieved transformation parameters, the Subject’s biometric data can be
sampled, processed and transformed into a protected template (denoted as f(t̃i)AD).

4. The protected biometric template is sent to AS.

5. The Field Station sends the common identifier i to DB for release of the stored
template (f(ti)AD) for comparison.

6. AS receives both protected templates and sends them aggregated ((f(ti)AD, f(t̃i)AD))
to M .

7. M computes the similarity of the provided templates and sends the similarity score
d to AS.

8. AS checks if the computed distance is less than the predefined threshold (d < δ) and
sends the binary decision of authentication back to the Field Station.

9. The Field Station transmits the decision to the Subject.

Revocation can be requested by Subjects who have successfully authenticated. The subject’s
issued request can be transmitted through the Field Station to the ICRC handled databases. By
repeating steps 1 and 2 of the authentication procedure, the Field Station can send the request
with the common identifier i of the Subject. Since i is unique for every user, PDB and DB can
remove the entry under the key i.

Deduplication is feasible by attempting identification on enrolment. Following step 4 of the
enrolment procedure, the Field Station transmits the protected template of the Subject to AS,
requesting identification. If the matching is successful, AS simply authenticates the Subject
instead of enrolling them. In case of a non-match, AS indicates the Field Station that the
Subject is a new enrollee and the procedure continues with step 5.
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6.3 Model 2: Outsourced System

Model 2 (see Figure 13) follows the same logical structure as Model 1. Thus the procedures
remain the same. Model 2 differs by assignation of AS and PDB to the Third Party. In this
scenario the ICRC outsources almost entirely the whole biometric authentication, leaving them-
selves to only hosting the biometric data under their protection. With the rise of Authentication
as a Service (AaaS), we anticipate multiple propositions for the ICRC of such system models.
Thus it is required to distinguish this model from Model 1 and highlight the potential issues
that appear in this model.

6.4 Model 3: Tokenized System

The third model (Figure 14) incorporates distributed biometric storage. In this model, during
enrolment the Subjects are provided with a biometric token that stores their personal protected
biometric templates. Since there is no storage of multiple templates, identification and dedu-
plication are impossible in this scenario. Revocation follows the same procedure as in Models
1 and 2 with an exception of replacing the deletion of the biometric entry from DB with the
deletion of data in the Token. The Third Party handles biometric comparison, while storage of
AD and user specific attributes as well as authentication are under ICRC control. Enrolment
follows the same procedure as described for Model 1, with a difference in the last step. The
tuple containing the common identifier and the protected biometric template ((i, f(ti)AD)) is
stored on a token and given to the Individual instead of sending it to the back-end database.
The following describes the authentication procedure:

� Authentication:

1. The Individual presents themselves as the Subject to the Field Station. The Subject
provides their IDi, Biometric Characteristic (Bi) and Token, containing the tuple
(i, f(ti)AD).

2. The Field Station extracts the common identifier from the Token and queries PDB
through AS for the tuple (i, g(IDi, ADi)).

3. With the retrieved transformation parameters, the Subject’s biometric data can be
sampled, processed and transformed into a protected template (denoted as f(t̃i)AD).

4. The Field Station aggregates the two protected biometric templates ((f(ti)AD, f(t̃i)AD))
and sends them to the Matcher module for comparison.

5. M computes the similarity of the provided templates and sends the similarity score
d to AS.

6. AS checks if the computed distance is less than the predefined threshold (d < δ) and
sends the binary decision for authentication back to the Field Station.

7. The Field Station transmits the decision to the Subject.
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Figure 13: Model 2 operates in a outsourced fashion. Biometric storage is handled by back-end ICRC.
The Third Party handles the biometric comparison, storage of user specific parameters and attributes,
and authentication. Identity and biometric processing are done locally by the Field Station.
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Figure 14: Model 3 operates in a distributed fashion. Biometric data is stored on Subject held
Token device. The Third Party handles the biometric comparison. The ICRC controls storage of user
specific parameters and attributes, and authentication. Identity and biometric processing are done
locally by the Field Station.

30



7 Risks and Vulnerabilities

For an in-depth comparison of our models, we consider three types of exploitations that could
occur: External Attacks, Internal attacks and Intrinsic Vulnerabilities. For External attacks and
Intrinsic Vulnerabilities, we gathered the risks from scientific literature and existing frameworks
we mention in §5. External Attacks are done by active adversarial entities who are not member
of our defined functional parties. External adversaries may attempt to tamper with the input,
communication channels or sub-components of the system. Intrinsic Vulnerabilities refer to
system vulnerabilities that may occur on their own, that may be taken advantage of by an
informed attacker. We define Internal attacks by analysing the data flows and modules controlled
by the same functional entity. Specifically, we assume the Third Party to act as an honest-but-
curious adversary. We study the information they are able to gather through the combination
of the modules they have control over.

7.1 External Attacks

We identify external attacks by applying the methodology of Ratha et al. [53], discussed in §5.
Every module as well as link between modules is recognized as a potential attack point (AP) to
external threats. For ease of comparison of our models, we combine them into one schematic and
enumerate every attack point for potential attacks in Figure 15. We can categorize these attacks
into three distinct groups: Input attacks, Channel attacks and Module vulnerabilities. In Table
1 we summarize external threats. The table contains the attack description, the attack points of
where in the model the attack could happen, followed by a possible countermeasure that could
prevent said attack. While most of external attacks are common to all models, modules and
communication channels that fall under Third Party control do not benefit from ICRC’s P&I
and may be more susceptible to our mentioned attacks. Thus when assessing the risks related
to modules AS, PDB, and their received and outgoing channels, an inherent higher probability
of occurrence must be assumed.

S F
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processor

P AS

DB

M

Token

PDB

(14)

(16)

(18)

(1) (3) (5) (7)

(9) (11)(12)
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Figure 15: Enumeration of attack points (AP) for external attacks. External attacks are categorizes
into three types: Input attacks, Channel attacks and Module attacks. We summarize these attacks
in Table 1.
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7.1.1 Input attacks

Input attacks occur when the adversary attempts to impersonate a genuine Subject. These
attacks target attack points 1, 9 and 10. They are present in all three models. Model 2 has
inherent robustness against Input attacks, since the adversary needs to steal the biometric token
beforehand, requiring supplementary effort of the attacker.

� AP 1: The attacker presents a fake biometric sample. If the sensor is unable to distinguish
fake biometrics, the attacker could be authorized and steal goods or services, by imperson-
ating an enrolled Subject. During enrolment, a malicious, already enrolled Subject may
also attempt to present a synthetic biometric trait in order to enrol an additional time.
Automatic liveness detection and supervision of the biometric acquisition process would
hinder the adversary from executing such attack.

� AP 9: A malicious Subject j presents a stolen identifier IDi. The attacker hopes that
their biometric sample, transformed using the victim’s auxiliary data (f(tj)ADi) matches
to the victim’s stored biometric template (f(ti)ADi). If the matcher or the transformation
algorithm is not robust, the system could falsely accept the culprit to the system.

� AP 10: During enrolment, the presentation and processing of identifying documents are
targetted by malicious Subjects with fake identity documents. In this scenario the at-
tacker attempts to either enrol multiple times or enrol when they should not be able to
benefit from the program. Additionally, a corrupt enrolment station administrator may
help the attacker to enrol by abusing exceptions or willingly accepting false credentials.
A successful exploitation permits the attacker to have multiple different transformation
parameters. Due to the unlinkability property of biometric protection, the same biometric
trait, transformed using different AD, cannot be linked through the multiple protected
templates. Systems, that do not require subject specific AD, are resilient against at-
tackers with multiple identifying documents, though improper enrolment is still viable.
Watermarked identity documents as well as honest staff code of conduct are required
countermeasures against these vulnerabilities.

7.1.2 Channel attacks

Channel attacks can occur during any communication between modules in all three models.
Network security, that provides message integrity, confidentiality and authenticity, is essential
for protection against channel attacks. We distinguish these attacks into three types (Replay,
Tamper and Sniffing):

� Replay:

– Replay attack on APs 3, 5 and 7: The adversary uses previously intercepted data
in order to bypass modules and authenticate using old data. By replaying previous
messages with old biometric data, the adversary could bypass several biometric pro-
cessing steps and attempt to usurp as a valid Subject using the Subject’s biometric
data.

– Replay attack on AP 11: During authentication step 2, the adversary replays another
Subject’s common identifier i. The attack provokes the databases to release data
linked to Subject i. Using an enrolled Subject’s transformation parameters AD, the
attacker attempts to be falsely matched against the stored biometric template. In
order for the database to release the biometric template linked to Subject i, required
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for correct matching, an additional replay is required during step 5 in Models 1 and
2. For Model 3, the attacker is required to have gained hold of Subject’s i biometric
token.

– Replay attack on AP 12: Following the decision step in all three models (step 8 in
Models 1 and 2, step 6 in Model 3), the decision value is transmitted to the Field
Station. Replaying a positive output of AS, an attacker could bypass the whole
biometric authentication procedure.

All described replay attacks threaten illegitimate authentication and thus are risks towards
goods and services. The most common countermeasures against replay attacks are adding
a challenge/response mechanism in the communication or timestamping the messages.

� Tampering:

– Tamper attack on APs 3 and 5: Having presented their biometric sample, the attacker
modifies the data between modules in the biometric processing chain. By replacing
their biometric data with a valid Subject’s biometric data, the attacker is able to
bypass modules and circumvent input security measures against fake or synthetic
biometrics.

– Tamper attack on APs 7 and 14: During enrolment step 6 in Models 1 and 2, the
attacker replaces the protected biometric template of a valid Subject with their own
data. A successful attack enrols the attacker instead of the valid Subject under the
victim’s common identifier i. The attacker is able to authenticate and gain goods
and services that were allocated to the valid Subject. Conversely, an malicious Sub-
ject who is already enrolled under common identifier j, may tamper with the en-
rolment procedure of another Subject i. By replacing Subject’s i passing data with
their own protected template, the attacker can enrol twice with the same protected
biometric template under two different common identifiers, resulting in multiple en-
rolments. However, for a successful attack to occur, the system must function with
non-Subject specific transformation parameters. In systems with subject dependant
AD, the attacker also requires to modify the transformation parameters in Subject’s
i pseudonymous personal data g(IDi) with their own.

– Tamper attack on AP 12 and 16: The adversary tampers with the final decision or
comparison score. By changing the transmitted value of the similarity score d or by
changing the decision value that is outputted by AS, the adversary can bypass the
authentication procedure in all three models and gain illegitimate access to services
and goods.

– Tamper attack on APs 14 and 16: Present in Models 1 and 2. During authentication
step 6 or 7, the attacker replaces the released biometric templates with their own
biometric template. Combined with the presentation of the attacker’s biometric sam-
ple at the Field Station, a successful tampering attack results in the matcher module
matching two biometric templates that were not enrolled.

The mentioned tampering attacks result in illegitimate authentication or enrolment. Tam-
pering attacks may also be used to block any valid Subject from authenticating or regis-
tering by simply scrambling the passing messages. Message authentication code (MAC)
and digital signatures during communication would render the channels tamper resistant.
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� Sniffing:

– Sniffing attack on AP 3: The adversary intercepts the biometric sample produced
by the sensor. A successful attack would permanently harm the Subject, due to
the sensitivity of the biometric data. Additionally, a stolen biometric sample of
a legitimate Subject could lead to further attacks that require a synthetic or fake
biometric sample.

– Sniffing attack on AP 5: The adversary intercepts the plain biometric feature tem-
plate. As mentioned in §2.2, the loss of a biometric feature template causes the same
harm as having the biometric sample stolen. Though the feature template is only a
subset of salient features of the sample, it is accepted that the process is reversible [18].

– Sniffing attack on AP 7, 14 and 16: The adversary intercepts the protected biometric
template. While the protection algorithm assures the secrecy of the biometric sample,
a successful interception of the protected template may lead to further attacks that
require a protected template of a legitimate Subject.

– Sniffing attack on AP 7, 11, 14 and 18: The adversary intercepts the common identifier
i of the Subject. Since i is a constant pseudonymous identifier, unique for every
enrolled Subject, continuous sniffing of i, allows external adversaries to track Subjects
across multiple authentications.

– Sniffing attack on AP 11, 18: The adversary intercepts personal processed data and
transformation parameters g(IDi). Though the personal data is assumed to be pro-
cessed and pseudonymous, an informed attacker may use this data with other infor-
mation stemming from different applications. By aggregating the collected data, the
attacker may reverse the process of pseudonymisation. Systems that use verification
and subject specific parameters are at greater risk against this threat. It allows the
adversary to mount further attacks that require correct transformation parameters
AD. Additionally, for some biometric template protection algorithms, AD may leak
information about the biometric trait or may facilitate the reversion of the protected
template. In systems that use robust protection algorithms the attack impact is
minimized.

More often than not, connections 3, 5 and 7 are direct physical links between components,
i.e. wire connections that are not linked to external networks, rendering channel attacks at
these points impractical. In all other mentioned attack points, encryption of data during
transmission is imperative to secure the system against sniffing attacks.

Aside from the usual aforementioned Man-in-the-Middle attacks, we add several unique attacks
that have their own specific goals:

� Database purge: Since the models provide Subjects the right to delete their personal
biometric data, requesting to remove entry under index i to the database, the attacker
could manipulate this type of request. The attacker, by tampering a previously sniffed
deletion request, could modify the index and request deletion of any entry, allowing them
to iteratively purge the whole biometrics database. This would lead to a DOS of the
biometrics system, requiring a re-do of the whole enrolment phase.
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Figure 16: Morphing attack for facial bio-
metrics and difference in morphing quality,
taken from [61].

� Morphing attack: With regards to injecting synthetic biometric data either as input or
in the channel, recent studies have unveiled a new type of vulnerability: morphing attack
[61]. The feasibility of such attacks was first shown for face recognition [16] and more
recently for iris [55] as well as fingerprint [15] recognition systems. These attacks revolve
around merging biometrics from multiple subjects in either the feature or image domain,
permitting any of the individual subjects to be successfully verified against the merged
reference (Figure 16). Thus with access to multiple leaked biometric samples, the attacker
could generate a merged biometric sample with which they could impersonate all of the
subjects whose biometric references were leaked with a single synthetic sample.

� Hill-climbing attack: Similarly as morphing attacks, hill-climbing attack is a specific sort of
attack that generates synthetic biometric data. In order for the attacker to be able to exert
such attack, they require access to the matcher, either the module itself (AP 17) or control
over the channel connecting the matcher to the system (AP 16). In a hill-climbing attack,
the adversary first generates a random biometric template and requests a similarity score
from the matching algorithm to a stored biometric template [42]. By reading the similarity
score, the adversary can iteratively perturb the synthetic template, following how the score
increases or decreases, until the matching score exceeds the decision threshold.

Ultimately, any Man-in-the-middle attack can be countered using standard Transport Layer
Security (TLS). It is designed to provide communications security with integrity, confidentiality
and authenticity. It secures against replay attacks and provides forward secrecy, ensuring that
any future disclosure of encryption keys cannot be used to decrypt any TLS communications
recorded in the past.
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7.1.3 Module vulnerabilities

We denote the last type of attack, that an external adversary can attempt, as module vulner-
abilities: attacks that target the system’s modules in order to either disrupt the system, by
disabling one of the modules, take control of one of the modules or break the secrecy of any data
processed. The following list iterates through our described modules and describes potential
attacks:

� Sensor (AP 2): While the sensor is usually a peripheral, only responsible for capturing
the biometric sample and sending it to the feature extractor, the attacker can still exploit
it to block the system. This can either be done by physically breaking the peripheral or
by manipulating the software inside of the Sensor, forcing it to block any future input. In
order to prevent such attacks, the Sensor module must be supervised by staff, forbidding
anybody, that are not part of the ICRC Field Staff personnel, to interact with it in any
way other than for biometric scanning.

� Feature Extractor (AP 4): The feature extraction module is usually some software on
an SDK. It performs multiple computer vision tasks such as assessing the image quality,
extraction of information and liveness detection. Adversaries that target this module and
are able to take control of it may harm the system in two ways. By taking advantage of
the liveness detection or image quality assessments present in F , the adversary could block
the system from functioning. By overriding these tasks, the adversary could set that any
presented sample is rejected. Secondly, an external adversary with remote control of F ,
could steal any passing biometric data, modify the set of features of the template and block
the module from outputting coherent data, denying service to users. Code signing and
proper permissions for modifying and executing code instructions have to be established,
forbidding any software from unknown sources to be run.

� Template Protection (AP 6): The module responsible for protecting the biometric template
is vulnerable to the same attacks as the feature extractor. Additionally, contrary to the
previous module, the template protection module generates and uses secret user specific
parameters and/or secret keys responsible for keeping the biometric data private and
secure. In an attempt to break secrecy, the adversary can use the physical side information
of the module such as timing information or power consumption statistics to deduce the
secret keys. Finally, due to the infancy of biometric template protection algorithms, it may
occur that the protection algorithm used by the system is invertible or linkable due to a
newly discovered vulnerability. Thus it is essential that the method used by the system is
rigorously analysed and proven to be flawless in it’s properties.

� Identifier Processor (AP 10): In addition to administrative vulnerabilities, presented as
input attacks, the Identifier Processor may be subject to remote threats. The module
generates and computes common identifiers of Subjects, necessary for registration and au-
thentication. Blocking the module from regenerating common identifiers, forbids the Field
Station from querying the databases and disrupts the system. Furthermore, remote access
to the module’s input, reveals identifying personal information of Subjects, before it gets
processed and pseudonymised. Finally, since subject specific transformation parameters
are combined with this data, AD is also revealed.
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� Authentication Server (AP 13): The central authority, responsible for communicating with
the field stations and authenticating individuals, may be the main focus of adversaries due
to its central role. Overriding the module would grant the attacker complete control over
the decision value output, blocking access to enrolled Subjects and granting access to
malicious individuals. During enrolment, the transfer of enrolment data to the databases
could be blocked for authentic individuals and in Models 1 and 2, the adversary could
enrol any malicious individual or themselves to the system. Additionally, in Models 1
and 2, on authentication step 6, the adversary could override the aggregation of biometric
templates. Assuming Field Station and Subject requests for release or deletion of data
from the databases are not signed by the clients, an overridden AS could produce or
replay these queries. This would allow the adversary to retrieve all personal and protected
biometric data from the system, and permit them to block the BAS from functioning, by
deleting all entries from the databases.

� Databases (AP 15, 19): Both biometric and private information databases are vulnerable
to data injection attacks. Since Model 3 enrolment requires a provision of a Token, this
model is not susceptible to this vulnerability. An adversary that has direct access to the
databases, could illegitimately enrol themselves or other individuals in the systems. An
external adversary could also attempt at wiping or breaking the databases, blocking any
Subject from authenticating. Therefore proper management for accessing the storage is
required. Storing in a secure location and granting access permission only to ICRC staff
is necessary for protection against injection attacks.

� Token (AP 8): Unique to Model 3, the Token contains the protected biometric template
and common identifier i of the Subject. An adversary with access to the Token, could
mount masquerade attacks against the system. Additionally, by modifying the data con-
tained in the Token, the adversary could attempt to illegitimately enrol themselves as a
valid Subject. A successful attack requires the attacker to learn the transformation pa-
rameters that were used for Subject i. In Model 3, these parameters are not stored on the
Token, thus requiring the attacker to first mount an attack against the PDB.

� Matcher (AP 17): An external adversary with remote control to the matcher could block
the system by forcing the module to always return a similarity score of 0. Furthermore,
a compromised matcher module could provide the adversary with protected templates,
allowing them to mount further attacks. Finally, with direct access to the module, the
attacker could attempt at a hill climbing attack as mentioned previously.

7.2 Internal Attacks

In the following we describe internal attacks and how they differ across our established models.
For these attacks, we study the data that is accessible to each functional party and assess
the risks related to privacy of individuals and their biometric data. As our adversarial model
for these attacks, we model the Third Party as an honest-but-curious entity, that attempts to
learn as much information as possible about the enrolled individuals. Following Simoens et al.
framework, we define four potential adversarial goals the Third Party could have.

� Learn biometric sample or plain biometric template of Subject i.

� Trace Subject i over multiple authentications.

� Trace Subject i over different applications.

� Link personal data of Subject i to their protected biometric template f(ti)AD.
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Due to our assumption of having one back-end server for multiple local applications, the third
goal can be reduced to the second one. Since Third Party operates from the back-end, the
ability to trace Subjects over multiple authentications, permits them to trace said Subjects over
different applications. Scenarios with multiple back-ends, where each back-end server caters
to a different disjoint set of Field Stations, would use different transformation parameters and
common identifiers for Subjects. Assuming the template protection algorithm provides perfect
unlinkability across applications, the tracing of the same Subject across different back-ends is
infeasible for an honest-but-curious adversary.

From the Third Parties point of view, Models 1 and 3 are identical. They only differ by the
storage medium of the biometric data. In these two models, the passive adversary only sees the
input and output of the matcher module. The observed data differs depending on the mode of
operation:

� Verification: The Third Party observes the tuple (f(ti)AD, f(t̃i)AD). The adversary is able
to trace any Subject over multiple authentications. Since the stored biometric template
f(ti)AD was registered only once during enrolment, it is provided as a static value to M
on every authentication attempt by Subject i. Furthermore, due to the distinctiveness
property of the biometric data, f(ti)AD is unique for every Subject. Therefore, the stored
biometric template acts as a pseudonymous identifier for the Third Party, allowing them
to trace any enrolled Subject.

� Identification: The Third Party controlled module is presented a protected biometric tem-
plate (f(t̃i)AD) and a set of stored protected biometric templates {f(t)AD}. Since the
module does not receive a static individual biometric template from the database, it is un-
able to trace Subjects with certainty. However, the adversary can trace individuals with
high probability. Let adversarial matcher receive k requests for authenticating l ≤ k Sub-
jects. At every request, M receives, in addition to the Subject’s fresh protected biometric
template (f(t̃)AD), n protected biometric templates from DB. We assume, the set of tem-
plates is static and can be ordered. On the first request, M constructs a 1 × n counting
matrix A, where A1,i indicates that the first request produced the highest similarity score
with stored template i. During the second request, M increases the value of A1,i by one,
if template i had the highest similarity score. If a different template j produced a higher
score, M adds a row to A and sets value of A2,j to one. By following the same process for
the rest of requests, M can deduce the number of unique Subjects l who authenticated,
using the number of rows of A. Additionally, M can track the number of authentications
of every individual. However the adversarial tracing may fail in two cases. Either the
comparison outputted a closer match of Subject i to a different enrollee, which happens
with probability equal to FAR. Or the comparison failed to find a match with a score
higher than the decision threshold, which occurs with probability equal to FRR.

Since M only receives protected biometric templates, the adversary is unable to link personal
data to the biometric data in Models 1 and 3. Additionally, the adversary is unable to learn the
biometric sample or plain biometric template in all of our models. No back-end party is able to
learn the plain biometric data, since the raw biometric data is only present at the Field Station
in modules S, F and P .
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In Model 2, the adversary has control over AS, M and PDB. By combining the data perceived
and produced by these modules, the Third Party is capable of the following attacks:

� The adversary is capable of tracing Subjects over multiple authentications by applying
the same methodology as described previously. Since the adversary has access to the
decision threshold δ and the decision value, the probabilistic tracing can be improved. If
the decision value is outputted negative by AS, the adversarial matcher disregards the
request and does not increment A. Although false acceptances may still happen, this
improves the tracing success probability by removing rejections from the counting matrix.

� In systems relying on verification, authentication steps 2, 5 and 6 permit the adversary to
link protected biometric data f(ti)AD to the processed personal information and transfor-
mation parameters g(IDi) on every authentication.

� In systems that provide both modes of operation, the adversary is capable of linking
processed personal data g(IDi) to the protected biometric template f(ti)AD during step
6 of enrolment.

7.3 Intrinsic Vulnerabilities

Following Jain et al. framework [28], we define Intrinsic Vulnerability Exploits as “the intrinsic
failures of the biometric authentication system that are caused solely by an incorrect decision
made by the biometric system”. These vulnerabilities occur due to limitations in the sensing,
biometric processing or matching technologies and can be exploited by an informed attacker.
Additionally, general lack of distinctiveness in the biometric feature space of the trait may cause
these errors as well. Generally, solutions that use reliable sensors, base themselves on complex
biometrics, apply robust matching algorithms or use multi-biometric systems could mitigate
these vulnerabilities [28].

False Rejects hinder the functionality of Models 1 and 2 from correctly assessing duplicate
enrollees. On deduplication, a reject indicates that the Subject is not enrolled in the system.
Thus falsely rejecting a subject, allows them to enrol twice and benefit from more goods that
were initially allocated to them. In order to counteract this threat, a small threshold δ is required
during deduplication for a low FRR.

False matches are a considerable risk in Models 1 and 2. In Model 3, a false acceptance requires
a Token linked to the true Subject for authentication. Thus, in Model 3, a false match is
only possible if the Token was stolen beforehand, requiring additional effort. False acceptances
threaten the goods and services that are allocated to the enrolled Subject. Additionally, since
an authenticated Subject is able to revoke their entry from the system, a falsely authenticated
malicious individual might attempt to delete the true Subject’s record, blocking the victim from
future authentications for goods and services. Two countermeasures are recommended:

� Requirement of re-authentication for request to delete entries would significantly reduce
the risk of deleting true Subject’s record without their knowledge or consent. Since false
acceptances are based on the probabilistic nature of the biometric comparison, the suc-
cess rate of the attack would be reduced from pr(FA) to pr(FA)2, where pr(FA) is the
probability of a false acceptance.

� Increasing the matching threshold δ would reduce the rate of false acceptances.
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The third type of exploitation is linked to the potential weakness of the used template protection
algorithm. The irreversibility property of template protection are usually based on the complex-
ity of brute force attacks. In these types of attacks, the adversary randomly generates many
different plain biometric templates and hopes to find the original biometric template which was
used to generate their stolen protected template. However, this assumes that the distribution of
the biometric features as well as the distribution of the transformation parameters were uniform.
Due to the nature of the biometric traits and the limitations of the template protection scheme,
it is possible that the distributions are largely skewered. An informed attacker could take ad-
vantage of the non-uniformity of the distributions and greatly accelerate their random search
algorithm [28,46]. In order to assure security against this exploit, a robust template protection
algorithm should be used, whose cryptographic strength has been well analysed and studied.
While it is impossible to control the distribution of the plain biometric features of individuals,
the protected template and transformation parameters should not leak any information that
would give a significant advantage to the adversary.

8 Conclusion and Future Work

The field of biometrics has vastly expanded over the last two decades with improvements in recog-
nition, image acquisition and integration of new technologies. Though significant work has been
made regarding biometric template protection, biometrics have barely improved on assessing
privacy and security challenges related to authenticating individuals. With the rising popu-
larity of biometric authentication in commercial, institutional and humanitarian applications,
the need for a standardized, robust and extensive security and privacy evaluation framework is
undoubtedly required.

However, through our work, we have shown that privacy-preserving biometric authentication
systems involve a substantial list of variables. The biometric trait, storage medium, specific
template protection algorithm, mode of authentication, and type of application behind the
system are all but a subset of essential information required for designing and evaluating a
secure biometric system. Therefore evaluation and comparison of specific systems and biometric
applications of different settings may not be possible. In this work, we have established a
framework that abstracts these variables and provides a systematic methodology for constructing
different biometric authentication system models for a general setting. By identifying logical
components and assigning them to different functional parties, we have expanded on the current
biometric security frameworks and provided a link between different BAS designs. While our
framework cannot compare specific biometric solutions, we hope our work will help the ICRC
and other organisations to ask the correct questions when interacting with biometric solution
providers. By following our methodology, the ICRC will be able to construct generic models
using the third party provider’s given information and more easily discard proposed solutions
that do not fit their digital agenda or policy. Additionally, using our provided list of threats and
countermeasure requirements, the ICRC will be able to identify and compare trade-offs between
functionality, privacy and security in new biometric system solutions.

For the three provided models, we have produced an extensive list of external and internal
threats. Though the models remain relatively abstract, we managed to identify how they com-
pare when faced against remote and local malicious adversaries. The outsourced model is the
most vulnerable to external threats, since it does not benefit from the same security assumptions
as the classical centralised system. Additionally, hosting biometric data under ICRC control,
does not provide as much biometric data security as expected, since the data has to pass through
other non-ICRC controlled modules during registration and authentication.
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While the tokenized system may provide individuals control over their own biometric data,
the system is arguably more vulnerable to external attacks, since this model is incapable of
performing identification. Contrary to systems that function with identification, this system
requires handling of auxiliary data and common identifiers, that may be targetted by adversaries.
Furthermore our framework did not take into account the intrinsic vulnerability of tokens, where
they may be forgotten or lost by enrolled subjects. All of these potential risks and vulnerabilities
render the token-based model weaker than expected. Nevertheless, token-based systems provide
additional resilience to false acceptances and, due to the data storage being non-centralized,
are immune to system-wide data purges. Since most current solutions that apply template
protection already function only through verification, the negative aspects of biometric tokens
can be quickly disregarded, due to their advantages.

The internal attacks revealed, how only the matcher module is needed to trace individuals
across authentications. Outsourcing the system, as in Model 2, provides the honest-but-curious
adversary the ability to link pseudonymous personal data to protected biometric data. Though,
as future work, it would be interesting to see how these capabilities as well as differences between
models change when the internal adversary is active and can mount attacks or create additional
messages.

In this work we have touched on different parts of biometric technologies and studied how they
impact the functionality of biometric systems individually. However, when assessing specific use
cases of biometrics in ICRC operations, a more detailed analysis on how these variables interact
with each other and impact the functionality and security of the system is required. Although
we have listed several requirements for each individual scenario, the intricacy of these situations,
combined with the sensitivity of biometric data, requires more research on these particular use
cases.

Finally, as future work, we wish to continue on developing our framework by adding a concrete
risk evaluation of biometric systems. Throughout our work we have shown how any BAS module
and link could serve as an attack point for malicious parties. Yet, not all of these vulnerabilities
carry the same impact or probability of successful attack with them. By assessing the likeli-
hood of our listed attacks, a clearer vision for enforcing specific distributions of modules and
connections may appear.
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Appendices

Appendix A

Attack Location Description
Countermeasure

examples

Spoofing
AP 1 Present fake/modified biometric

Liveness
Supervision

AP 9, AP 10
Present fake identity
Fraudulent enrolment
exception abuse

Watermarked ID
Document
Staff CoC

DOS
AP 2, 4, 6 Disrupt/break module Supervision

AP 11, 14, 15, 18, 19 Disrupt system by deleting entries Access Control

Replay
AP 3, 5, 7

Bypass biometric processing
chain modules Challenge/Response

TimestampAP 11 Replay common identifier
AP 12 Replay decision or matching score

Hill Climbing AP 16, 17
Iteratively modify synthetic digital
biometric reference by requesting
score until decision criteria is met

Digital Signature
Time-out
Score rounding

Tamper
AP 3, 5, 7, 14-16 Inject modified biometric data

MAC
Digital signature

AP 11, 14, 18 Inject enrolment data
AP 12, 16 Modify decision/score

Sniff

AP 3 Intercept biometric sample Encryption
Hardened servers
Irreversibility
of protection
scheme

AP 5 Intercept biometric template
AP 7, 8, 13-17 Steal protected template

AP 11, 13, 18, 19
Steal common identifier
and private information

Remote Control AP 4, 6, 7, 13, 17
Override module.
Intercept incoming data
modify output

Code signing

Side channel AP 6, 17
Use information leakage
to break secrecy

Shielding
locked room

Invert biometric AP 6-8, 13-19
Using auxiliary and biometric
data invert the protection to
get original biometric sample

Robust protection
scheme

Table 1: List of attacks, their attack locations as well as potential countermeasures to combat them.
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