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Abstract 

We present our recent progress in ultra-low-power intel-
ligent acoustic sensing that harnesses the high power and 
energy efficiency of cochlea-like analog feature extrac-
tion and binarized neural network classification. Com-
pared with conventional methods including the fast Fou-
rier transform-based feature extraction plus neural net-
work classification, and the more aggressive approach 
based on end-to-end neural network models, the analog 
filter bank-based handcrafted feature extraction inspired 
by mammalian cochlea has the promise of achieving the 
minimum power consumption for many existing and 
emerging always-on audio applications. System consid-
erations and circuit techniques that are used to achieve 
the high power efficiency will be presented and compar-
ison with some state-of-the-art works, and future direc-
tions will be discussed. 

1. Introduction 

Ultra-low-power (ULP) intelligent acoustic interfaces 
are finding applications in wearable electronics like 
wireless earbuds, smart watches and mobile phones, and 
may in the future enable truly immersive ambient intel-
ligence that can interact with people through natural 
conversations. Among all the intelligent functionalities 
in audio processing systems, voice activity detection 
(VAD) that distinguishes speech from background noise 
is perhaps the most widely used given that it can serve as 
a monitor [1,2] that wakes up more energy-consuming 
building blocks, such as keyword spotting (KWS), 
speaker identification (SID), automatic speech recogni-
tion (ASR) etc., when speech is detected. As an example, 
one such system is illustrated in Fig. 1. The wake-up 
signal from the VAD can be used for power-gating con-
trol of the blocks in the dashed square, and its average 
duty cycle and the other blocks’ energy efficiency deter-
mine the upper bound of the VAD’s power budget. For 
example, one wants to use voice commands to unlock 
the screen of a smart watch, and this requires a system 
that consists of VAD and SID. If the SID consumes 
100µW and its duty cycle is 10%, the VAD should con-
sumes not more than 5µW to impose a 50% power 
overhead. 

Inference sensing tasks like VAD can be functionally 
divided into two parts, acoustic feature extraction (AFE) 
and classification. With the rise of deep learning [3], the 
AFE that previous relies on domain-specific expertise 
may now be replaced by deep neural network (DNN) as 
illustrated in Fig. 2(a) where the feature extraction and 
classification are unified in one neural network architec-
ture, the same as in many vision tasks like image recog-
nition and object detection. While DNN-based feature 
extraction can largely benefit the inference accuracy, it is 
at the expense of significantly lower energy efficiency 
when compared with the handcrafted approaches like 
generating the histogram of oriented gradients (HOG) 
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Fig. 1. An audio processing system with the always-on
VAD block that wakes up the more energy-consuming
blocks including KWS, SID, and ASR, when speech is
detected. 
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Fig. 2. Three different intelligent acoustic interface ar-
chitectures: digital-intensive architectures (a) that relies
on digital NN to perform AFE and classification, (b) that 
relies on a dedicated DSP for AFE and digital NN for 
classification; (c) analog-intensive architecture that relies 
on analog signal processing for cochlea-inspired AFE 
and digital NN for classification. 
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features [4]. Similarly, for audio signals, we can expect 
the NN-based AFE has the problem of high power con-
sumption given the high input dimensionality, and yet 
this approach does not necessarily guarantee improve-
ment in inference performance, as is shown for ASR in 
[5]. Without any obvious advantage, the NN-based AFE 
does not appear attractive compared to the conventional 
handcrafted AFE. 
One type of the most widely used handcrafted acoustic 
features for a variety of audio inference tasks is the 
mel-frequency cepstral coefficients (MFCC) [6]. It 
mainly involves discrete Fourier transform (DFT), log 
energy computation of different mel-scaled bandpass 
frequency bands, and discrete cosine transform. These 
signal processing steps are commonly implemented in 
digital circuits [1,2] as represented by the digital AFE 
block in Fig. 2(b) and are not friendly to analog imple-
mentations. The state-of-the-art VAD using an architec-
ture of digital AFE plus fixed-point DNN consumes 
22µW [2], limiting the battery life in always-on sensing. 
It has been theoretically established that analog circuits 
are more energy efficient when the signal-to-noise ratio 
(SNR) requirement in a signal processing pipeline is not 
high [7,8]. In the field of neuromorphic engineering 
started in the late 1980s, this principle was extensively 
exploited in building electronic sensory systems like 
artificial cochlea [9-12] and retina [13], and biologically 
plausible spiking neural networks (SNN) [14]. Particu-
larly in silicon cochlea, the AFE is performed in analog 
domain, and the extracted features are encoded into par-
allel digital events by event-driven analog-to-digital 
converters (ED-ADC) for further processing, as illus-
trated in Fig. 2(c). This approach is the focus of this re-
view. Its potential of ULP performance becomes in-
creasingly attractive in the era of Artificial Intelligence 
meeting Internet of Things (AIoT). 

2. Silicon Cochlea for Acoustic Feature Extraction 

One key functionality in analog AFE is the massively 
parallel bandpass filtering with nearly geometrical cen-
tral frequency scaling, similar to the mammalian cochlea 
transfer functions across the basilar membrane. It is the 
first processing step in extracting and estimating the en-
ergy content of each frequency band. Another key func-
tional block for input-activity-dependent sparse coding is 
the ED-ADC. With new circuit techniques for imple-
menting these two essential functions, our attempt of 
building an ULP AFE system resulted in a 55µW binau-
ral silicon cochlea with 64×2 channels, which for the 
first time enables well intelligible input speech recon-
struction using the asynchronous output events through 
simple signal processing [15,16]. 
The main signal processing blocks in one channel are 
shown in Fig. 3. The lowpass filter (LPF) and the pro-
grammable gain amplifier (PGA) together form the 

bandpass filter (BPF). The asynchronous delta modulator 
(ADM) [17] serves the function of an ED-ADC. The 
asynchronous logic (aLogic) sends the generated events 
off-chip through address event representation (AER) 
circuits [18]. Here we describe the BPF design in detail. 
The BPF is devised from a source-follower-based (SSB) 
LPF, which was initially intended for wireless transceiv-
er applications with high power efficiency [19,20]. The 
transistor-level SSB-LPF and its RC-equivalent circuits 
are shown in Fig. 4(a) and 4(b), respectively. The value 
of R1 and R2 is the reciprocal of the transconductance of 
M1 and M2, i.e. gm1 and gm2, respectively. Because of the 
cross-coupled pFETs, R2 has a negative resistance, and it 
is crucial for obtaining a quality factor Q larger than 0.5. 
By observing the transfer function at nodes x and out, it 
is easy to find out that a 2nd-order BPF transfer function 
can be obtained by summing the voltages: 

2

2

2 1 2 1 2 2

1 2 1 2 1

C

( )
C C C C C

( ) 1

m
BPF

m m m m m

s
g

H s
s s
g g g g g




     

 

The summation is achieved through the PGA with ca-
pacitive feedback. Its input capacitors are at the same 
time the loading capacitors C1 and C2 of the BPF. 
A high Q may be beneficial for some difficult cognitive 
tasks, as is suggested by the high tuning sharpness ob-
served in mammalian cochlea. However, a high Q in 
analog circuits can be very susceptible to device mis-
match. By performing parameter sensitivity analysis, at 
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Fig. 4. (a) Circuit schematic of an SSB-LPF; (b) its 
RC-equivalent circuit; (c) an SSB-BPF derived from an 
SSB-LPF. 
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Fig. 3. Signal processing chain in a monaural channel of 
the silicon cochlea. 

Authorized licensed use limited to: EPFL LAUSANNE. Downloaded on July 14,2020 at 09:12:36 UTC from IEEE Xplore.  Restrictions apply. 



Q=10, we see that in the extreme case of choosing C1=C2, 
1% mismatch between I2U and I2D results in 41% devia-
tion of the central frequency f0. In the other extreme case 
of choosing gm1=gm2, we see that 1% mismatch between 
gm1 and gm2 results in 99.5% variation of Q. As a tradeoff 
between f0 and Q sensitivities, we chose C2/C1=26/15. At 
Q=10, this gives an f0 deviation of 1% with a 1% mis-
match between I2U and I2D, and 8% deviation of Q with a 
1% mismatch between gm1 and gm2. 
Fig. 5 shows the measured transfer functions of the BPF 
bank at Q=10. The central frequencies monotonically 
scale from about 8Hz to 20kHz with a scaling ratio of 
1.13. Fig. 6 shows the application of the silicon cochlea 
in vowel discrimination. It is evident that a higher Q 
facilitates the identification of the characteristic formants 
of different vowels.  

3. Ultra-Low-Power Voice Activity Detection 

To apply the event-driven AFE in real-life always-on 
inference sensing, we chose VAD as the starting point. 
The system architecture of the VAD is shown in Fig. 7 
[21,22]. The AFE and the classification based on bina-
rized neural network (BNN) [23] uses analog and digital 
circuits, respectively. For a higher BNN energy efficien-
cy, mixed-signal in-memory computing could have been 
used [24,25]. In order to focus on the challenge of the 
PVT variation of the analog AFE, we chose to imple-
ment a conventional Von Neumann digital classifier. 
Two main differences in the AFE processing chain com-

pared to the prior work are the added full-wave rectifica-
tion (FWR) and the integrate-and-fire (IAF) event en-
coding. These two steps are necessary in constructing the 
cochleagram representation that is widely used as the 
features in computational auditory scene analysis [26]. 
The AFE can be expressed as: 
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where tj is the timestamp of the jth event, voBPF_k is the 
BPF output voltage in channel k, fv→i is the function of 
voltage to current conversion in FWR, and Cint and Vrefdn 
is the integration capacitance and the threshold voltage 
of the IAF, respectively. The accumulated number of 
events in each channel in a 25-ms frame is used as the 
input feature for the BNN, which is the estimation of the 
area under the rectified waveform. 
The digital BNN’s input dimension is expanded from 16 
AFE channels to 48 by incorporating contextual infor-
mation using neighboring frames: to classify frame i, 
frame i-3 and i+3 are also used. Empirically this has 
been shown to improve the classification performance 
[26]. The light BNN has 3 hidden layers and the output 
layer has two neurons, with one’s activation larger than 
the other indicating voice, and noise otherwise. 
The 1µW power consumption of the VAD at a through-
put of 100class/s is achieved by extensively using pro-
posed and existing ULP techniques. Some of the exam-
ples are: in the LNA, inverter-based input stage with a 
single tail current enabled by a scaled replica of the in-
verter, and positive feedback to extend the bandwidth 
with reduced bias in the output stage; in the BPF with 
Q≈2, super-source-follower-based topology without any 
amplifier; in the IAF, a slow comparator with its delay 
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Fig. 6. Spectrograms of utterances “heed” and “had” with
most-energy-significant vowel formants labeled; meas-
ured event histograms with the two utterances as the in-
put at Q=1 and Q=10. 
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Fig. 5. Measured transfer functions of the BPF bank at
Q=10. 
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Fig. 7. VAD system architecture using cochlea-inspired 
AFE and BNN classification. 
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considered in the feature extraction modeling; in the 
digital BNN, reduced supply voltage for both logic and 
memory, and clock gating. 
One of the main problems of using analog circuits for 
AFE is the performance variation. Previously, research-
ers have been relying on the adapting capability of ma-
chine learning (ML) models to account for the large AFE 
variation after chip fabrication [27,28]. However, this is 
impractical in mass production because of the costly 
characterization and ML model training for every chip. 
To study the impact of circuit-induced feature variation 
on classification performance and to guide the circuit 
design, we built a dedicated AFE software model that 
accurately emulates the transistor-level hardware system 
with significantly improved simulation speed compared 
to using tools like Cadence Virtuoso. During chip testing, 
the BNN parameters were obtained by training the BNN 
model using the features from the software AFE, and 
loaded to all 10 tested chips. As shown in Fig. 8, the 
mean speech and non-speech hit rate, µS and µNS, and the 
corresponding 1-σ variation, σS and σNS, are given in the 
plot. Overall, the software simulation result using the 
customized AFE software model is a good prediction of 
the measured system classification performance. It is 
worth investigating in future if the hit rate variation can 
be reduced by considering the feature variation as some 
form of noise during DNN training. 

4. Discussion and Future Works 

One recent work on VAD reaches a record low 142nW 
[29], but the throughput is only 2class/s. The key tech-
nique of using frequency-scanning mixer to extract the 
energy in each frequency band is at the expense of long 
feature extraction time for each frame. The 0.5s latency 
implies that it cannot be used in many practical applica-
tions that are delay sensitive. For example, in hearing 
aids evaluation, 25ms to 30ms delay is already deemed 
as disturbing [30]. Comparing the energy efficiency, our 
VAD’s is 108class/J, and [29]’s is 1.4×107class/J. 
To further push the limit of energy efficiency, we are 
currently working on a ~100nW VAD with the same 

throughput of 100class/s. The bottleneck of the AFE in 
our previous work is the FWR which consumes more 
than 50% of the AFE power. Through hardware/software 
co-design, we find out a way of significantly reducing 
the power needed in rectification while maintaining the 
same level of speech/non-speech hit rate. We are also 
exploring using this new cochlea inspired AFE for KWS. 
The details of the on-going work will be published soon. 
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Fig. 8. The measured speech/non-speech hit rate using
the 10dB noisy speech with restaurant noise, and the 5dB
noisy speech with metro noise. The same weights trained
off-line are used for the MLP in all 10 test chips. 
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