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Abstract
Cyber-physical systems (CPSs) are real-world processes that are controlled by com-
puter algorithms. We consider CPSs where a centralized, software-based controller
maintains the process in a desired state by exchanging measurements and setpoints
with process agents (PAs). As CPSs control processes with low-inertia, e.g., electric grids
and autonomous cars, the controller needs to satisfy stringent real-time constraints.

However, the controllers are susceptible to delay and crash faults, and the commu-
nication network might drop, delay or reorder messages. This degrades the quality
of control of the physical process, failure of which can result in damage to life or
property. Existing reliability solutions are either not well-suited for real-time CPSs or
impose serious restrictions on the controllers. In this thesis, we design, implement
and evaluate reliability mechanisms for real-time CPS controllers that require minimal
modifications to the controller itself.

We begin by abstracting the execution of a CPS using events in the CPS, and the two
inherent relations among those events, namely network and computation relations.
We use these relations to introduce the intentionality relation that uses these events to
capture the state of the physical process. Based on the intentionality relation, we define
three correctness properties namely, state safety, optimal selection and consistency,
that together provide linearizability (one-copy equivalence) for CPS controllers.

We propose a labeling mechanism called intentionality clocks that can be used
by controllers and PAs to express the intentionality relation. Intentionality clocks are
robust to delays and can be used with replicated controllers to establish a total order
between the events. We use intentionality clocks to design a CPS controller and PAs
that guarantee the state safety and optimal selection properties.

Then, we design Quarts, an agreement algorithm that guarantees the consistency
property among replicated controllers. Inconsistent controllers can issue setpoints
that result in incorrect control of the process. So, agreement is typically achieved using
consensus between the replicated controllers. This can add an unbounded-latency
overhead. Quarts leverages the properties specific to CPSs to perform agreement using
pre-computed priorities among sets of received measurements, resulting in a bounded-
latency overhead with high availability. Using simulation, we show that availability of
Quarts, with two replicas, is more than an order of magnitude higher than consensus.

Intentionality clocks and Quarts together provide linearizability that enables active
replication of the central controller. Using this result, we design Axo, a fault-tolerance
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Abstract

architecture for delay and crash faults in real-time CPSs. Axo also adds new mecha-
nisms to detect and recover faulty replicas, and provide timeliness that requires delayed
setpoints be masked from the PAs. We study the effect of delay faults and the impact of
fault-tolerance with Axo, by deploying Axo in two real-world CPSs.

Then, we realize that the proposed reliability mechanisms also apply to unconven-
tional CPSs such as software defined networking (SDN), where the controlled process
is the routing fabric of the network. We show that, in SDN, violating consistency
can cause implementation of incorrect routing policies. Thus, we use Quarts and
intentionality clocks, to design and implement QCL, a coordination layer for SDN
controllers that guarantees control-plane consistency. QCL also drastically reduces
the response time of SDN controllers when compared to consensus-based techniques.

In the last part of the thesis, we address the problem of reliable communication
between the software agents, in a wide-area network that can drop, delay or reorder
messages. For this, we propose iPRP, an IP-friendly parallel redundancy protocol for 0
ms repair of packet losses. iPRP requires fail-independent paths for high-reliability. So,
we study the fail-independence of Wi-Fi links using real-life measurements, as a first
step towards using Wi-Fi for real-time communication in CPSs.

Key words: cyber-physical system, real-time, mission-critical, control system, smart
grid, autonomous car, reliability, delay, crash, software-fault, software-base control,
commercial off-the-shelf, intentionality, redundancy, consistency, linearizability, avail-
ability, consensus, agreement, bounded latency-overhead, timeliness, fault-detection,
fault-recovery, fault-masking, software-defined networking, control-plane, industrial
communication, low-latency, fail-independent paths, packet replication, real-time
communication, Wi-Fi, measurements, performance evaluation.
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Résumé
Les systèmes cyber-physiques (CPS) sont des processus d’interaction avec le monde
réel contrôlés par des algorithmes informatiques. Nous considérons des CPS où un
contrôleur logiciel centralisé échange des mesures et des valeurs de consigne avec
des agents de processus (AP) afin de maintenir un processus dans un état souhaité.
Comme les CPS contrôlent des processus à faible inertie, tels que les réseaux de
distribution électrique et les voitures autonomes, le contrôleur doit satisfaire des
contraintes strictes en temps réel.

Les contrôleurs logiciels sont cependant susceptibles de subir des retards et des
pannes, et le réseau de communication risque d’abandonner, de retarder ou de ré-
ordonner les messages. Ceci entraîne une dégradation de la qualité du contrôle du
processus physique, pouvant entraîner des dommages physiques ou mettre des vies
en danger. Les solutions de fiabilité existantes ne sont pas bien adaptées aux CPS
en temps réel ou imposent de sérieuses restrictions aux contrôleurs CPS. Dans cette
thèse, nous concevons, implémentons et évaluons des mécanismes de fiabilité pour
les contrôleurs CPS en temps réel qui nécessitent le minimum de modifications au
contrôleur lui-même.

Nous commençons par formaliser l’exécution d’un CPS en termes d’évènements
dans le CPS, et par définir les deux types inhérents de relations entre ces événements :
les relations de réseau et les relations de calcul. Nous utilisons ces relations pour in-
troduire la relation d’intentionnalité, qui saisit l’état du processus physique grâce à
ces évènements. Sur la base de la relation d’intentionnalité, nous définissons trois pro-
priétés d’exactitude : la sécurité d’état, la sélection optimale et la cohérence. Ces trois
propriétés garantissent la linéarisabilité (ou équivalence à une copie) des contrôleurs
CPS.

Nous proposons un mécanisme d’étiquetage appelé « horloges d’intentionnalité »
qui peut être utilisé par les contrôleurs et les AP pour exprimer la relation d’intention-
nalité. Les horloges d’intentionnalité sont robustes aux retards et peuvent être utilisées
avec des contrôleurs répliqués pour établir un ordre total entre les évènements. Nous
utilisons les horloges d’intentionnalité afin de créer un contrôleur CPS et des AP qui
garantissent les propriétés de sécurité d’état et de sélection optimale.

Nous proposons ensuite Quarts, un algorithme d’accord garantissant la propriété
de cohérence entre contrôleurs répliqués. Des contrôleurs incohérents peuvent émettre
des valeurs de consigne qui entraînent un contrôle incorrect du processus. L’accord
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Résumé

est généralement obtenu par consensus entre les contrôleurs répliqués, ce qui peut
rajouter un coût de latence non bornée. Quarts utilise les propriétés propres aux CPS
pour établir un accord en utilisant des priorités précalculées parmi des ensembles
de mesures, garantissant ainsi une latence bornée et une haute disponibilité. Nous
démontrons via des simulations que pour le cas de deux réplicas, Quarts offre une
disponibilité supérieure de 10x à celle garantie par la solution de consensus.

Ensemble, les horloges d’intentionnalité et Quarts garantissent la linéarisabilité
et permettent donc une réplication active du contrôleur central. Sur la base de ces
résultats, nous proposons Axo, une architecture à tolérance de pannes pour les erreurs
de retard et de panne dans les CPS en temps réel. Axo offre également de nouveaux
mécanismes pour la détection et la récupération des réplicas erronées, ainsi qu’une
garantie de rapidité moyennant le masquage des valeurs de consigne tardives par
rapport aux AP. Nous déployons Axo dans deux CPS du monde réel pour étudier l’effet
des erreurs de retard et l’impact de la tolérance d’erreurs d’Axo.

Nous revenons ensuite sur les mécanismes proposés dans cette thèse et réalisons
qu’ils s’appliquent également aux CPS non conventionnels tels que le réseau défini
par logiciel (SDN), où le processus contrôlé est le tissu de routage au sein d’un réseau.
Nous montrons que dans le contexte SDN, l’absence de cohérence peut entraîner
l’implémentation de politiques de routage incorrectes. Nous utilisons donc Quarts
et des horloges d’intentionnalité pour créer et implémenter QCL, une couche de
coordination pour les contrôleurs SDN qui garantit la cohérence du plan de contrôle.
Par rapport aux techniques de consensus, QCL offre une réduction drastique du temps
de réponse des contrôleurs SDN.

Dans la dernière partie de la thèse, nous abordons le problème de la communica-
tion fiable entre les contrôleurs et les agents de processus, dans un réseau étendu qui
peut abandonner, retarder ou réordonner les messages. Pour cela, nous proposons
iPRP, un protocole de redondance parallèle IP-compatible pour réparer les pertes de
paquets en 0 ms. iPRP exige des routes à défaillance indépendante pour garantir une
haute fiabilité. Nous utilisons des mesures du monde réel pour étudier l’indépendance
de défaillance des liaisons Wi-Fi, en tant que première étape de l’utilisation de iPRP
sur le Wi-Fi, pour la communication dans un CPS à temps réel.

Mots clés : système cyber-physique, temps réel, mission critique, système de
contrôle, réseau intelligent, voiture autonome, fiabilité, retard, accident, défaillance
logicielle, contrôle de base de logiciel, commercial, intentionnalité, redondance, cohé-
rence, linéarisation, disponibilité, consensus, accord, temps de latence borné, rapidité,
détection de pannes, récupération de pannes, masquage de pannes, mise en réseau
logicielle, plan de contrôle, communication industrielle, faible latence, chemins à dé-
faillance indépendante, réplication de paquets, communication en temps réel, Wi-Fi,
mesures, évaluation des performances.

vi



List of Abbreviations

API Application Programming Interface
BFT Byzantine Fault-Tolerance

CCDF Complementary Cumulative Distribution Function
CDF Cumulative Distribution Function

COTS Commercial Off-the-Shelf
CPS Cyber-Physical System

DDR Double Data Rate
DTLS Datagram Transport Layer Security
ECDF Empirical Cumulative Distribution Function

EV Electric Vehicle
FLP Fischer Lynch Paterson
GA Grid Agent

GPS Global Positioning System
HMAC Hash-Based Message Authentication Code

ICB iPRP Control Block
ID Identifier

IEEE Institute of Electrical and Electronics Engineers
IMB iPRP Monitoring Block
IND iPRP Network Discriminator

IP Internet Protocol
iPRP IP-friendly parallel redundancy protocol

IRB iPRP Receiving Block
ISB iPRP Sending Block

LAN Local-Area Network
LQR Linear–Quadratic Regulator

MAC Media Access Control
MPLS Multiprotocol Label Switching

MPLS-TP Multiprotocol Label Switching - Transport Profile
MPTCP Multi-Path Transmission Control Protocol

vii



List of Abbreviations

MTTF Mean Time to Instability
MTTR Mean Time to Repair

NFV Network Function Virtualization
NTP Network Time Protocol

OSPF Open Shortest Path First
PA Process Agent
PC Personal Computer

PDC Phasor Data Concentrator
PDF Probability Density Function
PLC Programmable Logic Controller
PLR Packet Loss Rate

PMU Phasor Measurement Unit
PRP Parallel Redundancy Protocol
PTP Precision Time Protocol

PV Photovoltaic
QCL Quick Coordination Layer
QCP Quick Controller Proxy
QSP Quick Switch Proxy

QUIC Quick UDP Internet Connections
RAM Random Access Memory

RIP Routing Information Protocol
RPL Routing Protocol for Low-Power and Lossy Networks

RSTP Rapid Spanning Tree Protocol
RTO Retransmission Timeout
RTT Round-Trip Time

SDN Software Defined Networking
SN Sequence number

SNSID Sequence Number Space ID
SoC State-of-Charge
TCB Timely Computing Base
TCP Transmission Control Protocol
TTA Time-Triggered Architecture

UDP User Datagram Protocol
VLAN Virtual Local-Area Network

VPN Virtual Private Network
WAN Wide-Area Network

WCET Worst-Case Execution Time

viii



Contents
Acknowledgements i

Abstracts (English and French) iii

List of Abbreviations vii

List of Figures xiii

List of Tables xvii

1 Introduction 1
1.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Global Trends and Reliability Issues in CPSs . . . . . . . . . . . . . . . . 4

1.2.1 Real-Time Control . . . . . . . . . . . . . . . . . . . . . . . . . . 4
1.2.2 Complex Control and COTS Components . . . . . . . . . . . . . 5
1.2.3 IP-Based Communication . . . . . . . . . . . . . . . . . . . . . . 6
1.2.4 Mission-Critical Applications . . . . . . . . . . . . . . . . . . . . 8

1.3 Challenges . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
1.4 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
1.5 Roadmap . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2 State of the Art 15
2.1 Controller Reliability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.1.1 Passive Replication . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.1.2 Active Replication . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.2 Communication Reliability . . . . . . . . . . . . . . . . . . . . . . . . . . 20

3 CPS Model and Intentionality 23
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

3.1.1 State of the Controlled Process . . . . . . . . . . . . . . . . . . . 25
3.1.2 Need for a New Relation . . . . . . . . . . . . . . . . . . . . . . . 26
3.1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

3.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.3 High-Level Model of the Software Agents in a CPS . . . . . . . . . . . . 28

ix



Contents

3.3.1 Controller Model . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
3.3.2 PA Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.4 Events in a CPS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31
3.5 Basic Relations between CPS Events . . . . . . . . . . . . . . . . . . . . 33

3.5.1 Network Relation . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
3.5.2 Computation Relation . . . . . . . . . . . . . . . . . . . . . . . . 33

3.6 Intentional Equivalence and Intentionality . . . . . . . . . . . . . . . . 35
3.6.1 Intentional Equivalence Relation . . . . . . . . . . . . . . . . . . 35
3.6.2 Intentionality Relation . . . . . . . . . . . . . . . . . . . . . . . . 36

3.7 Correctness Properties . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
3.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

4 Ordering Events Based on Intentionality 41
4.1 Clock-Consistency Condition . . . . . . . . . . . . . . . . . . . . . . . . 42
4.2 Clock Consistency Using Existing Solutions . . . . . . . . . . . . . . . . 43

4.2.1 Using Physical Time . . . . . . . . . . . . . . . . . . . . . . . . . 43
4.2.2 Using Logical Clocks . . . . . . . . . . . . . . . . . . . . . . . . . 45

4.3 Intentionality Clocks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
4.4 CPS Design with Intentionality Clocks . . . . . . . . . . . . . . . . . . . 49

4.4.1 Controller Design . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
4.4.2 PA Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

4.5 Formal Guarantees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52
4.6 Case Study: CPS for Scheduling EV Charging . . . . . . . . . . . . . . . 59

4.6.1 CPS Design for EV Charging . . . . . . . . . . . . . . . . . . . . . 60
4.6.2 Deadlock Due to Violation of Optimal Selection . . . . . . . . . 61
4.6.3 Design with Intentionality Clocks . . . . . . . . . . . . . . . . . . 62

4.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64

5 Quick Agreement among Replicated CPS Controllers 67
5.1 Importance of Consistency in a CPS . . . . . . . . . . . . . . . . . . . . 68
5.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70
5.3 CPS Properties Required for Quarts . . . . . . . . . . . . . . . . . . . . . 71
5.4 Quarts Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

5.4.1 Protocol Walk-Through . . . . . . . . . . . . . . . . . . . . . . . . 74
5.4.2 Collection Phase . . . . . . . . . . . . . . . . . . . . . . . . . . . 76
5.4.3 Voting Phase . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

5.5 Formal Guarantees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81
5.6 Performance Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

5.6.1 Performance Metrics . . . . . . . . . . . . . . . . . . . . . . . . . 85
5.6.2 Agreement Protocols . . . . . . . . . . . . . . . . . . . . . . . . . 86
5.6.3 Simulation Methodology . . . . . . . . . . . . . . . . . . . . . . . 87
5.6.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

5.7 Quarts+: Incorporating Asynchronous Sensors . . . . . . . . . . . . . . 94

x



Contents

5.7.1 Challenge with Asynchronous Sensors . . . . . . . . . . . . . . . 95
5.7.2 CPS Requirements for Quarts+ . . . . . . . . . . . . . . . . . . . 96
5.7.3 Quarts+ Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97
5.7.4 Formal Guarantees . . . . . . . . . . . . . . . . . . . . . . . . . . 100
5.7.5 Performance Evaluation . . . . . . . . . . . . . . . . . . . . . . . 103

5.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106

6 Axo: Tolerating Delay and Crash Faults in Real-Time CPSs 107
6.1 Timeliness in a CPS – Definitions and Challenges . . . . . . . . . . . . . 109
6.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
6.3 Axo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

6.3.1 Assumptions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
6.3.2 Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113

6.4 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123
6.5 Performance Guarantees . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

6.5.1 Timeliness Guarantees . . . . . . . . . . . . . . . . . . . . . . . . 124
6.5.2 Bounds on Recovery Time . . . . . . . . . . . . . . . . . . . . . . 127

6.6 Case Study I: COMMELEC . . . . . . . . . . . . . . . . . . . . . . . . . . 135
6.6.1 COMMELEC Background . . . . . . . . . . . . . . . . . . . . . . 135
6.6.2 Test Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136
6.6.3 Importance of Fault-Tolerance . . . . . . . . . . . . . . . . . . . 136
6.6.4 Effect of Inconsistency . . . . . . . . . . . . . . . . . . . . . . . . 138

6.7 Case Study II: Inverted Pendulum . . . . . . . . . . . . . . . . . . . . . . 139
6.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 143

7 QCL for Consistent-Controller Replication in SDN 145
7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 146

7.1.1 Problem . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 146
7.1.2 Our Approach and Challenges . . . . . . . . . . . . . . . . . . . . 148
7.1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149

7.2 System Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150
7.3 QCL Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

7.3.1 QCL Messages & Functions . . . . . . . . . . . . . . . . . . . . . 152
7.3.2 Ordering QCL Messages . . . . . . . . . . . . . . . . . . . . . . . 153
7.3.3 Exporting Switch State by QSP . . . . . . . . . . . . . . . . . . . . 154
7.3.4 Agreement at QCP . . . . . . . . . . . . . . . . . . . . . . . . . . 154
7.3.5 Data-plane Consistency . . . . . . . . . . . . . . . . . . . . . . . 156

7.4 Formal Guarantees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160
7.4.1 Control-Plane Guarantees . . . . . . . . . . . . . . . . . . . . . . 160
7.4.2 Enforceable Safety Policies . . . . . . . . . . . . . . . . . . . . . . 161
7.4.3 Safety Policy Guarantees . . . . . . . . . . . . . . . . . . . . . . . 162

7.5 Performance Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . 163
7.5.1 Simulation Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . 163

xi



Contents

7.5.2 Replication Schemes . . . . . . . . . . . . . . . . . . . . . . . . . 163
7.5.3 Safety Policy Results . . . . . . . . . . . . . . . . . . . . . . . . . 165
7.5.4 Liveness Policy Results . . . . . . . . . . . . . . . . . . . . . . . . 165

7.6 System Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . . 172
7.7 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173
7.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 174

8 Reliable Real-Time Communication in Unreliable Networks 175
8.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 176
8.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 179
8.3 Technical Challenges in iPRP Design . . . . . . . . . . . . . . . . . . . . 180
8.4 iPRP Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 182

8.4.1 Protocol Walk-Through . . . . . . . . . . . . . . . . . . . . . . . . 183
8.4.2 IP Multicast . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187
8.4.3 Crash of a Host . . . . . . . . . . . . . . . . . . . . . . . . . . . . 189
8.4.4 Addition or Removal of Network Interfaces . . . . . . . . . . . . 189
8.4.5 Duplicate Discard Algorithm . . . . . . . . . . . . . . . . . . . . 190
8.4.6 Security Considerations . . . . . . . . . . . . . . . . . . . . . . . 191

8.5 Correctness of the Discard Algorithm . . . . . . . . . . . . . . . . . . . . 191
8.6 iPRP Diagnostic Toolkit . . . . . . . . . . . . . . . . . . . . . . . . . . . . 194
8.7 Measurements with Directional Wi-Fi Links . . . . . . . . . . . . . . . . 196

8.7.1 Description of the Test Bed . . . . . . . . . . . . . . . . . . . . . 196
8.7.2 Experimental Methodology . . . . . . . . . . . . . . . . . . . . . 197
8.7.3 Measurement Results . . . . . . . . . . . . . . . . . . . . . . . . . 199

8.8 Are direction Wi-Fi links fail-independent? . . . . . . . . . . . . . . . . 201
8.8.1 Estimating the Distribution of Losses . . . . . . . . . . . . . . . . 202
8.8.2 Information-Theoretic Test of Independence . . . . . . . . . . . 203
8.8.3 Impact of Dependent Losses on Prep . . . . . . . . . . . . . . . . 205

8.9 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 205

9 Conclusion and Open Questions 209

A Discussion on Theorems in Section 3.6 215
A.1 Proof of Theorem 3.6.1 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 215
A.2 Proof of Theorem 3.6.2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 216
A.3 Proof of Theorem 3.6.3 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 216

Bibliography 219

List of Publications 237

Curriculum Vitae 239

xii



List of Figures
1.1 Architecture of a CPS . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

1.2 Response time of the COMMELEC controller as a function of time . . . 6

1.3 Tracking a dispatch plan with the COMMELEC controller . . . . . . . . 7

1.4 Effect of network losses on COMMELEC’s ability to track a given dispatch
plan . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

1.5 Energy mismatch between the dispatch plan and that provided by COM-
MELEC during a period of five minutes . . . . . . . . . . . . . . . . . . 8

1.6 Pairwise scatter plots of response times of replicas of the same COM-
MELEC controller running on different virtual machines on the same
physical machine . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

3.1 Architecture of a CPS without asynchronous sensors and actuators that
directly communicate with the controller . . . . . . . . . . . . . . . . . 24

3.2 Illustration of why the happened-before relation is not suitable for or-
dering events in a CPS in the presence of replication . . . . . . . . . . . 26

4.1 Difference between temporal order and intentionality due to replication
of the controller. The notation (1, 2, 3) represents the vector clock of an
event in the format (PA:1, C1:2, C2:3) . . . . . . . . . . . . . . . . . . . . 44

4.2 Difference between temporal order and intentionality due to delays . . 44

4.3 Example of computation at a controller as a result of a timeout indicating
the clock at the agents after each event . . . . . . . . . . . . . . . . . . . 48

4.4 Difference between Lamport clocks and intentionality clocks – An exam-
ple of erroneous incrementation of Lamport clocks with two PAs . . . . 49

4.5 Architecture and information flow of a CPS for EV charging [1] . . . . . 60

5.1 Architecture of the CPS indicating the messages exchanged with round
numbers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

5.2 Gilbert-Elliot model for simulating delay and crash faults . . . . . . . . 88

5.3 Unavailability with varying g and varying p. Unavailability of Quarts (Q)
with more than 3 replica is less than 4× 10−10 . . . . . . . . . . . . . . . 90

5.4 Mean and 99th percentile of latency in different scenarios . . . . . . . . 92

5.5 Mean and 99th percentile of messaging cost in different scenarios . . . 93

xiii



List of Figures

5.6 Architecture of a CPS with PAs and asynchronous sensors that directly
communicate with the controller . . . . . . . . . . . . . . . . . . . . . . 94

5.7 Inconsistency of Quarts with 2 replicas as a function of µ for different
values of m . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

6.1 Axo design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

6.2 Time to recover from delay-faults for varying θ . . . . . . . . . . . . . . 134

6.3 Time to recover from crash-faults for varying θ . . . . . . . . . . . . . . 134

6.4 COMMELEC architecture with 3 resources and PAs . . . . . . . . . . . . 136

6.5 13-bus CIGRÉ low-voltage benchmark grid controlled using COMM-
ELEC to provide autonomy by minimizing the total export or import of
power at bus B01. Grey areas are unused . . . . . . . . . . . . . . . . . . 137

6.6 Timeliness guarantee of Axo . . . . . . . . . . . . . . . . . . . . . . . . . 137

6.7 Energy mismatch over time in COMMELEC . . . . . . . . . . . . . . . . 139

6.8 Snapshot of the inverted pendulum from experiments . . . . . . . . . . 140

6.9 Step response of the pendulum with a single controller for different
values of controller delay . . . . . . . . . . . . . . . . . . . . . . . . . . . 141

6.10 Illustration of the inverted pendulum CPS with two controllers and one
PA (the pendulum) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

6.11 Stability of the pendulum with a replicated controller . . . . . . . . . . 142

7.1 Example of edge disjoint isolation violation . . . . . . . . . . . . . . . . 147

7.2 Components in QCL . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151

7.3 Unsafety in SCL and Passive schemes. Unsafety of QCL is 0 . . . . . . . 164

7.4 Representative scenario (Basic): ft16 with g = 2, δn = 0.5ms and param-
eter setup normal . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 170

7.5 CCDF of response and convergence times for the basic scenario . . . . 171

7.6 CCDF of convergence time for AS 1221 with parameter set normal, g = 2

and δn = 10ms. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 171

7.7 Median and tail (at 99th percentile) of 4-port fat-tree with 2 and 3 replicas
in ms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173

8.1 Overview of the iPRP design indicating the flow of a packet . . . . . . . 182

8.2 Example of a network with two connected subclouds performing iPRP 184

8.3 Placement of iPRP in the networking stack . . . . . . . . . . . . . . . . . 187

8.4 Map of the campus with the antenna locations. . . . . . . . . . . . . . . 197

8.5 Hardware used for the test-bed. . . . . . . . . . . . . . . . . . . . . . . . 198

8.6 Box plot of the PLRs for link AB, link AC and after replication for scenarios
with and without MAC-layer retransmissions, shown in log-scale. . . . 200

8.7 Two-state Gilbert model for bursty losses . . . . . . . . . . . . . . . . . 202

8.8 Box plot of parameters of the two-state Gilbert model for links AB and
AC, piab, q

i
ab, p

i
ac, q

i
ac, shown in log scale . . . . . . . . . . . . . . . . . . . 203

xiv



List of Figures

8.9 QQ-plot of the number of losses on each link showing the non-stationary
of distribution of losses across scenarios . . . . . . . . . . . . . . . . . . 203

xv





List of Tables
5.1 Unavailability results for the chosen scenarios . . . . . . . . . . . . . . 91
5.2 Inconsistency results for the chosen scenarios. Inconsistency of A and

AC is zero. ∗ No inconsistency was observed in 1010 runs . . . . . . . . . 91
5.3 Mean and 99th percentile of latency for select scenarios . . . . . . . . . 92
5.4 Mean and 99th percentile of messaging cost for select scenarios . . . . 93
5.5 Unavailability results for the chosen scenarios. ∗ No event in 1010 runs 105
5.6 Latency results for the chosen scenarios . . . . . . . . . . . . . . . . . . 105

6.1 Instability of an inverted pendulum in selected scenarios with varying θd 142

7.1 Median and tail (at 99th percentile) response times for different scenarios.
The column Setup shows the difference in each scenario from basic
setup seen in Figure 7.4 . . . . . . . . . . . . . . . . . . . . . . . . . . . . 167

7.2 Median and tail (at 99th percentile) convergence times for different sce-
narios. The column Setup shows the difference in each scenario from
basic setup seen in Figure 7.4 . . . . . . . . . . . . . . . . . . . . . . . . 167

8.1 PLR statistics obtained from measurements . . . . . . . . . . . . . . . . 199
8.2 99th percentile value of PLRs with and without MAC-layer retransmissions200
8.3 Latency statistics with MAC-layer retransmissions . . . . . . . . . . . . 201

xvii





1 Introduction

This is your last chance.
After this, there is no turning back.

You take the blue pill – the story ends,
you wake up in bed & believe what you want.

You take the red pill – you stay in Wonderland,
and I show you how deep the rabbit hole goes.

— Morpheus, The Matrix

According to the Oxford English dictionary [2], the term cyber is defined as “relating
to or a characteristic of the culture of computers, information technology, and virtual
reality”. The term physical is defined as “relating to physics or the operation of natural
forces generally”. The marriage between these two domains has resulted in CPSs that
are physical processes whose operations are monitored, coordinated and controlled
by a computing and communication core [3].

In contrast to traditional computer systems, such as database systems where com-
puters manage and control data, i.e., bits of information, CPSs control elements of
physical processes such as electric power and voltages in smartgrids [1, 4, 5, 6, 7], posi-
tion and velocity in autonomous vehicles [8, 9, 10, 11, 12], and positions of objects on a
conveyor belt in manufacturing processes [13, 14, 15]. Consequently, the physical and
software components are deeply intertwined, interacting with each other in a myriad
of ways that change with context [16].

These new interactions have led to new performance requirements, previously
unbeknownst to traditional computer systems. In this thesis, we identify some of the
requirements pertaining to the reliability of the controllers and their communication
network, we propose mechanisms that realize those requirements, and we demonstrate
the efficacy of the mechanisms through results from practical deployments.
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Chapter 1. Introduction

1.1 Background

Figure 1.1 shows the architecture of a CPS as seen in the domains of electric grids
[1, 4, 5, 6, 7], in manufacturing processes [13] and in autonomous vehicles [8, 9, 12],
among others. It consists of the physical elements and cyber components. The physical
elements are the controlled process and controlled resources. The cyber components
are the controller, PAs, sensors and actuators. We will describe these components in
more detail using the COMMELEC [4] CPS as an example.

Controller

Actuator

Controlled Resource

Sensor

Controlled Process

Process Agent

Actuator

Controlled Resource

setpoints
measurements

advertisements

Sensors

setpoints

Figure 1.1 – Architecture of a CPS

COMMELEC is a CPS for real-time control of electric grids. The controlled process
is the global state of the electric grid. This state consists of the current in all the lines
and the voltages at all the buses. The goal of COMMELEC is to implement one or more
auxiliary policies and to ensure that the currents are within the ampacity limits of the
lines and that the voltages are maintained within the respective nodal voltage limits.
The auxiliary policies include providing primary frequency-support to an upper-level
grid [17], acting as a virtual power-plant [18], or following a dispatch signal from an
external source. The process is controlled by altering the state of controlled resources.
In COMMELEC, these resources include batteries, PV panels, heat-pumps, charging
stations for EVs, etc. These resources are controlled by modulating the active- and
reactive- power injections.

The sensors and actuators are low-level agents that interface with the physical
process. The sensors read the state of the process and send it to the controller. A
message sent by the sensor to a controller indicating the state of the process is called
an advertisement. Actuators receive setpoints from the controllers or PAs and change
the state of the controlled resource. Alternatively, PAs and controllers are high-level
software agents that perform more complex control than sensors and actuators.
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1.1. Background

A constraint of the controller is to issue setpoints that keep the controlled process in
a desired state. In COMMELEC, this amounts to maintaining the currents and voltages
in the electric grid within their respective limits. A PA is responsible for satisfying the
control requirements of a single resource, i.e., controlling one part of the controlled
process. For a battery resource in COMMELEC, this amounts to ensuring that the SoC
of the battery never falls below a certain threshold. The PA for the battery resource
sends the SoC of the battery, along with the power injected by the battery, as a part
of its measurement to the controller. PAs interface with the sensors and actuators, as
shown in Figure 1.1. A PA uses its actuator to implement the setpoints received from
the controller. Also, a PA uses the sensor to read the state of the resource and send the
read state as measurements to the controller.

The controller receives measurements from PAs, and advertisements from sen-
sors. It computes and issues setpoints to PAs and actuators. We make a distinction
between measurements from PAs and advertisements from sensors, because they have
different synchrony properties. On the one hand, measurements are synchronously
generated, i.e., follow a particular pattern of generation because the PAs respond to
the controller only when they receive setpoints. On the other hand, advertisements
can be asynchronously generated in no particular relation with setpoints. Notice that
PAs are synchronous, whereas controllers can be asynchronous, as controllers issue
setpoints whenever required by the process, for instance due to timeouts.

In COMMELEC, the sensors are PMUs [19, 20] that stream voltage and current
phasors to the controller every 20ms. PMUs are periodic sensors, hence follow some
synchrony. Examples of asynchronous sensors are found in manufacturing plants,
where temperature and pressure sensors send advertisements only when the reading
crosses their threshold. Examples of actuators in COMMELEC are converters on
batteries or PV panels, and circuit breakers.

We limit ourselves to CPSs that use a centralized controller, as shown in Figure 1.1.
CPSs with multiple decentralized controllers that perform distributed control, such
as [21,22,23,24], are not considered. Distributed control schemes are more scalable and
robust to the failure of one of the controllers than their centralized counterparts are.
However, the analysis and design of distributed control schemes is more complicated
than that of the centralized control schemes [25]. Specifically, a major concern of the
distributed schemes mentioned in [26] is that the control performance might be sub-
optimal when compared to centralized scheme, because the distributed controllers
do not have as much information regarding the state of the process as the centralized
controller does. Alternatively, as the controller in the centralized scheme is a single
point of failure and the communication with the PAs is key to achieving the desired
control, such CPSs require the additional reliability mechanisms proposed in this
thesis.
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Chapter 1. Introduction

We notice that some computer systems, such as SDN [27, 28] and NFV [29, 30], also
follow the architecture in Figure 1.1 – except these systems do not control a physical
process but control the packet-forwarding rules in a network. For instance, in [31],
the PAs are switches that send their routing tables and port information in the form of
measurements to the controller that responds with routing updates to be installed on
the switches as a part of setpoints. Thus, the reliability mechanisms proposed in this
thesis are also extended to apply in the context of SDN.

1.2 Global Trends and Reliability Issues in CPSs

Here, we present the motivation for our research. We discuss the current trends in
how CPSs are designed and what kind of applications they are used for. We argue that
the new applications have stricter real-time and reliability requirements, whereas the
trends in CPS design make it difficult to achieve these requirements by introducing
unreliable components. Therefore, we need additional mechanisms to achieve the
desired reliability in real-time.

1.2.1 Real-Time Control

Emerging CPSs are real-time systems [32, 33]. The frequency of control by a CPS
that qualifies for real-time depends on the dynamics of the physical process. If the
frequency of control is faster than or comparable to the rate at which the process
demonstrates an observable change, then the CPS is said to be a real-time system.
For instance, the state in electric grids is observable every 20 ms. In non-real-time
CPSs, proposed in early 2010s [5, 34], the control is done every few seconds or minutes,
whereas recent CPSs [1, 4, 7] perform sub-second control, making them real-time
systems.

The real-time paradigm shift is brought about by applications such as unintentional
islanding [35], virtual power-plants [18] and teleprotection [36]; in contrast to less
latency-critical applications such as demand response [34] and voltage control [5].
Similar trends are also being observed in autonomous cars with the move towards level
5 autonomy (under all roadway and environmental conditions that can be managed
by a human driver) requiring sub-second control [37].

This trend poses stringent timing requirements on the control action by the CPS.
For example, teleprotection applications require that the setpoints be implemented
within 4ms after a voltage violation in the grid [36].
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1.2. Global Trends and Reliability Issues in CPSs

1.2.2 Complex Control and COTS Components

The CPS controllers are now solving complex problems in the real-time path. Some
examples of these problems are load-flow computations [38, 39], gradient descent
[7], linear projections [4], non-linear optimization, pattern recognition [8, 12] and
machine learning, all of which require significant computing power, memory and
high-level mathematical abstractions. In contrast, previous control methods [40, 41]
were less computation and memory intensive. This trend is driven by the ability of
the new algorithms to simultaneously address several aspects of real-world problems.
Moreover, the steep rise in computing capabilities has made such algorithms feasible
in real-time [42].

In order to implement the aforementioned complex control, CPS controllers exploit
the computing power and high-level abstractions of COTS hardware and software
components [43]. These controllers are implemented using industrial PCs such as
CompactRIO (from National Instruments) [44], DAP server (from Alstom) [45], MGC600
(from ABB) [46], Automation PC (from B&R Automation) [47], as opposed to low-level
PLCs [48]. These controllers run off-the-shelf Linux operating system with a real-
time patch [49], and the controller software is developed in high-level programming
languages [50] such as C, C++ and Python.

As the controllers use COTS hardware and software components they might some-
times miss the deadline for performing the control action. This is evident from Figure
1.2 that shows the response time of the COMMELEC [4] controller controlling a single
PA and running on an laptop computer with 2.3 GHz Intel Core i7 processor and 4 GB
DDR3 RAM. The data represents an execution trace of 160 days, which amounts to
140 million samples. The median computation time is 0.47ms and the 99th percentile
value is 1.09ms. Whereas the 99.99th percentile of the response time (1.89ms) is only 4
times the median, the 99.999th percentile is 305ms, hence higher than the median. The
probability that the response time in a control cycle is larger than 40ms (the deadline
in COMMELEC) is 10−5, which amounts to 0.36 deadline violations/hr, i.e., about 8
deadline violations a day. Such deadline violations are termed as delay faults. The in-
stances of these delay faults are usually bursty, thus making the controller unavailable
for several consecutive rounds.

Modern CPSs can tolerate such deadline violations because they are soft real-time
systems: Infrequent deadline misses are tolerable and the usefulness of a setpoint
degrades after the deadline has passed; as opposed to hard real-time systems, i.e.,
missing a deadline causes a system failure [51]. However, in soft real-time systems, as
the duration since the deadline increases beyond a threshold, the setpoint becomes
unsafe to implement. For example, in COMMELEC, a setpoint computed for a resource
with a certain knowledge of the line currents in the grid becomes unsafe to implement
once the line currents have sufficiently changed. Thus, tolerating delay faults involves
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Chapter 1. Introduction

Figure 1.2 – Response time of the COMMELEC controller as a function of time

not only ensuring that setpoints are issued within a deadline but also ensuring that
unsafe setpoints are not implemented.

1.2.3 IP-Based Communication

CPSs are being used to control physical processes that are spread over larger distances,
and the communication between different agents takes place over several LANs; thus
making it one larger IP-based WAN [52]. For instance, in [53], the real-time monitoring
infrastructure is spread over a campus-wide IP network. Furthermore, these networks
use COTS hardware (such as off-the-shelf switches and routers) that cannot provide the
same real-time packet-delivery guarantees as traditional communication frameworks
in control systems (CAN bus [54], FlexRay [55], AFDX [56], time-triggered Ethernet
[57]). IP-based networks are probabilistic synchronous [58], i.e., when the network
conditions are “good” the messages are delivered within a bounded-delay, but when the
network conditions are “bad”, the messages might be dropped, delayed or reordered.
Communication networks built from COTS hardware have a PLR of 10−3 losses/hr and
component failures at a rate of 10−5 failures/hr [59, 60].

To illustrate the effect of packet loss on the control by a CPS, we present results
from a case study performed with the COMMELEC CPS using T-RECS [61], a virtual-
commissioning system for the real-time control of electric grids. In this study, the
COMMELEC controller is required to track an external dispatch signal that specifies the
grid prosumption in intervals of five minutes. To this end, it must follow the dispatch
plan as closely as possible while satisfying the constraints of the grid and a single bat-
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Figure 1.3 – Tracking a dispatch plan with the COMMELEC controller

tery resource, in the presence of an intermittent PV resource. The performance metric
is energy mismatch that is defined as the cumulative absolute difference between the
dispatch plan and the power prosumed by the grid. The maximum tolerable energy
mismatch is taken as 50 kWh in a day, which amounts to 0.17 kWh in five minutes.

Fig. 1.3 shows the dispatch plan and the actual power measured at the slack bus
for a duration of five minutes. To track this dispatch plan, the GA accommodates the
variations in PV production by changing the power injected by the battery. Positive
power represents production. Notice that the dispatch plan is discrete and has abrupt
changes, whereas the path followed by COMMELEC is smooth to accommodate the
inertia of the grid and the resources.
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Figure 1.4 – Effect of network losses on COMMELEC’s ability to track a given dispatch
plan

Fig. 1.4 shows the effect of packet losses in the communication between the GA and
PAs on the tracking performance. Although the requested power is tracked with high
accuracy in the absence of packet losses and there is a slight deviation (when compared
to scenario with no packet loss) when there is a 1% packet loss. This deviation is more
profound with a higher loss rate of 10%. Figure 1.5 shows the energy mismatch as a
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function of the PLR. We see that the energy mismatch grows steadily with a higher PLR.
At 7% packet loss, the energy mismatch exceeds the maximum energy mismatch of
0.17 kWh, during an interval of five minutes. Although this violation has no effect on
the safety of the grid, it could have economic repercussions for the operating authority.
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Figure 1.5 – Energy mismatch between the dispatch plan and that provided by COMM-
ELEC during a period of five minutes

In the absence of cabling infrastructure, some CPSs also use Wi-Fi and LTE based
communications [62, 63, 64] that have a higher PLR than wired networks, thereby
adversely affecting the quality of the control. Therefore, the need to provide reliable
communication with fast repair of packet-losses (so that the quality of control by the
CPS is unaffected) is becoming more pressing.

1.2.4 Mission-Critical Applications

The loss of control by a CPS, due to the inability of the controller to perform the desired
control action within the required deadline, can cause damages to life, property and
business. The Northeastern Blackout of 2003 resulted in a 2-day power-outage in
USA and Canada that caused 6 billion dollars in economic loss and 11 deaths [65].
One of the many causes of this blackout was a large delay in the energy management
system [65, 66]. In factory automation, the average cost of downtime (the time during
which the normal operation of a plant is halted) is estimated to be 12, 500$/hr [67, 68].
Similar threats are faced by autonomous cars [69, 70, 71].

We find, based on these trends, that CPS applications are becoming mission-critical
and have stricter real-time requirements. Alternatively, they are opting for flexibility
of COTS components, which makes them susceptible to crashes and delays of the
controllers, and to packet-losses and delays in networks. These two conflicting trends
result in the need for mechanisms that enable highly reliable, real-time CPS from COTS
components. For mission-critical applications, high reliability is measured in terms
of the number of nines of availability [72], for instance 5 nines of availability implies
that the CPS is available 99.999% of the time. This implies that the downtime does not
exceed 5.26 minutes a year, i.e., 864ms a day.

8



1.3. Challenges

1.3 Challenges

Achieving high reliability entails (1) ensuring enough redundancy of the controller
and avoiding a single point of failure in the communication network so that control of
the process continues despite faults, (2) detecting and repairing controller faults and
packet losses as quickly as possible, and (3) ensuring that the faults in the software
agents and the communication network do not effect the correctness of the control.
Furthermore, the item 3 above involves ensuring the following properties. First, PAs
might receive setpoints that have violated the deadline, hence they are unsafe and
must be prevented from being implemented. Second, controllers must be prevented
from using measurements that represent an older state of the process (as the state of
the process changes with both time and implementation setpoints). Lastly, avoiding
split-brain [73] among the replicated controllers to prevent the implementation of
inconsistent setpoints at different resources.

Realizing (1) requires that the redundant components follow design diversity [74,
75], i.e., are developed independently to ensure fail-independence. This is often done
in controller design for airplanes [76, 77], where three different teams program three
different controllers in different operating systems and programming languages. This
approach is both expensive and practically infeasible for COTS-based CPSs, because
most of the off-the-shelf operating systems share the same code-bases and many
software libraries are shared between different high-level languages [78].

Figure 1.6 – Pairwise scatter plots of response times of replicas of the same COMMELEC
controller running on different virtual machines on the same physical machine

Design diversity is a prerequisite for tolerating Byzantine faults [79], such as the
controller replicas issuing incorrect setpoints or security attacks [80] such as a com-
promised controller maliciously steering the process into an undesirable state. In
this thesis, we do not address such faults and focus solely on crash and delay faults.
Fortunately, the large variations in the timing performance of modern software and the
several layers of the hardware-software stack enables us to circumvent this challenge,
and thus provide delay and crash fault-tolerance. Figure 1.6 shows the scatter plot of
response times of the three identical replicas of the COMMELEC controller that runs
on three different virtual machines hosted on the same physical machine. We find that
there is little correlation between the large delays of the controllers; this indicates that
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identical replicas can be used to mask delay faults.

A key challenge in avoiding a single point of failure in the communication network
in (1) is working with IP networks. The traditional approach to this problem is to have
cloned disjoint networks [81]. However, IP networks are often connected for ease of
management and diagnostics. It is desirable to make little or no modifications to the
existing communication infrastructure. Hence, the communication reliability mech-
anisms must provide high-reliability, despite heterogeneous non-fail-independent
networks. Furthermore, the software agents in a CPS often use IP multicast for com-
munication. The challenge then is to provide reliability with multicast, and to be
transparent to the network.

Realizing (2) is particularly challenging because of the transient nature of delay
faults that makes them difficult to detect. Although aggressive fault-detection im-
proves availability by faster detection, it might introduce false positives that reduce
availability, as a correct controller replica might be stopped to be recovered. Alterna-
tively, conservative fault-detection ensures that only truly faulty replicas as detected,
but it induces large detection delays which reduce availability.

Mechanisms for realizing (3) have been the focus of several decades of research in
distributed systems [82,83,84,85,86,87]. The purpose of these mechanisms is to ensure
agreement across replicated controllers in order to avoid the split-brain syndrome.
Agreement is often achieved through consensus among the controllers. According
to the FLP impossibility result [88], consensus in an asynchronous system can take
an unbounded amount of time to terminate. CPSs are asynchronous and require
strong consistency (or simply consistency) among the controller replicas provided
by consensus, as opposed to eventual consistency [89] provided by other approaches
[90, 91]. However, as CPSs have real-time constraints, they cannot tolerate unbounded
latency due to consensus mechanisms. Hence, new mechanisms need to be developed
in order to provide the desired consistency with a low latency-overhead.

Lastly, the physical process and the controlled resources are integral components
of a CPS and introduce new requirements that do not exist in classic computer systems.
This introduces other challenges, such as formalizing the correctness criteria of the
physical process, and abstracting the state of the physical process for use by the
reliability mechanisms.

1.4 Contributions

Our contributions in this thesis can be summarized as follows.

1. We describe high-level abstract models of the software agents in a CPS, namely
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controller and PAs. These models apply to a wide-range of CPSs in the domain
of electric grids [1, 4, 5, 6], manufacturing processes [13], autonomous vehicles
[8, 9, 12] and SDN [27]. They can be used to characterize both new and existing
CPSs in various domains. These models enable us to better understand the
reliability requirements and design the reliability mechanisms.

2. We abstract the execution trace of a CPS by using the events in the CPS and
two basic relations between those events, namely, the network relation and the
computation relation. We use these relations to define a new relation called the
intentionality relation; it better expresses the ordering of events among them-
selves and with respect to the state of the controlled process. Thus, it is useful to
formalize and to prove the correctness properties of a CPS. We use the abstract
model from item 1 and the intentionality relation to formalize four correctness
properties of a CPS. These are state-safety, optimal selection, consistency and
timeliness.

3. We present intentionality clocks, a labeling mechanism that uses logical clocks
adapted from Lamport clocks [85] for ordering events with respect to the intentionality
relation. We present the new design of a controller and a PA that uses intentionality
clocks for guaranteeing the state-safety and optimal selection correctness prop-
erties. We formally prove the guarantees provided by the new design.

4. Through a case study with an existing CPS for the optimal charging of EVs [1], we
show how violating the state-safety or optimal-selection correctness properties
can affect the CPS. In this case, the CPS enters a deadlock due to violation of
optimal selection. We show that such situations can be avoided by following our
design that requires minor modifications to the existing design.

5. To ensure consistency in the presence of replicated controllers, we propose
Quarts, a low-latency agreement algorithm that uses the existence of labeled
measurements from intentionality clocks in item 3 to perform agreement on the
measurements used for computation by the controller, as opposed to performing
agreement on setpoints done in conventional agreement mechanisms. Quarts
is designed for CPS with only controllers and PAs. We also present, Quarts+,
an extension to Quarts that maintains similar performance with addition of
asynchronous sensors.

6. We prove that Quarts and Quarts+ guarantee the consistency correctness prop-
erty and that they add a bounded latency-overhead. Moreover, through extensive
simulations, we demonstrate that Quarts and Quarts+ improve the availability
of the CPS by over an order of magnitude, when compared to other consistency-
guaranteeing agreement mechanisms.

7. We use the controller consistency provided by Quarts from item 5 to design Axo,
a delay- and crash-fault tolerance architecture that uses active replication of the
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controllers. We formally prove that Axo guarantees the last remaining correctness
property, i.e., timeliness, and maximize availability.

8. We derive bounds on the time Axo takes to detect and recover delay-faulty and
crash-faulty controller replicas. We validate the derived bounds by implementing
Axo on software-based controllers and measuring the time Axo takes to detect
and recover the replicas in a virtualized environment.

9. We implement the reliability mechanisms, intentionality clocks (item 3), Quarts,
Quarts+ (item 5) and Axo (item 7), in the COMMELEC controller [4]. Through this
exercise, we demonstrate that the proposed reliability mechanisms can be easily
implemented on CPS controllers with minimal modifications to the existing
software.

10. We deploy the new, reliable COMMELEC controller in a full-scale replica of the
CIGRÉ low-voltage benchmark microgrid on the EPFL campus [92], and also in
the T-RECS virtual-commissioning system for real-time control of electric grids.
We compare the performance of COMMELEC, with and without the reliability
enhancements.

11. Examining the model of the CPS from item 1, we identify that SDN fits this
model and that the proposed reliability mechanisms can be extended to design a
highly available SDN control-plane. To this end, we present QCL, a transparent
coordination layer between single-image SDN controllers such as POX [93] and
RYU [94] and SDN switches, which guarantees control-plane consistency with
low latency-overhead. We prove the consistency guarantees of QCL. We show that
it can be used to correctly enforce any routing policy or controller application
that is supported by the underlying single-image controller.

12. We evaluate the performance of QCL through simulation and show that QCL
drastically reduces the tail response-times and convergence-times in an SDN net-
work when compared to other consistency-guaranteeing replication mechanisms.
Reducing tail latency is one of the key requirements of modern datacenter net-
works [95]. We implement QCL along with the POX single-image controller and
study its performance in 4-port fat-tree datacenter network [96] in a virtualized
environment [97].

13. To provide reliable communication between the software agents in an IP-based
network, we propose iPRP, an IP-friendly parallel redundancy protocol. The key
contribution in the iPRP design is achieving replication of packets such that it is
transparent to both the control application and the network.

14. We study the fail independence of directional Wi-Fi links, through a measurement
campaign from a deployment of redundant Wi-Fi links on the roof-tops of the
EPFL campus. We show that, although the links are not strictly fail-independent,
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the aggregate PLR with two links is very close to what it would have been if they
were fail-independent. Hence, we conclude that iPRP can be used to enhance
the reliability of Wi-Fi links, in CPSs where wired communication is not possible.

1.5 Roadmap

In Chapter 2, we review the literature on existing reliability mechanisms developed
for distributed systems. Then, in Chapter 3, we introduce the high-level abstractions
for a controller and a PA; and we define the intentionality relation and three of the
correctness properties of a CPS that we will be addressing in the rest of this thesis.
These properties are state safety, optimal selection and consistency.

In Chapter 4, we present intentionality clocks that can be used to order events in a
CPS according to the intentionality relation. We present new designs of CPS controller
and PAs that implement intentionality clocks, and we prove that this design guarantees
state safety and optimal selection. We conclude this chapter with a case study of a CPS
for charging EVs.

In Chapter 5, we present Quarts, a bounded latency-overhead agreement mecha-
nism that guarantees the consistency correctness property in a CPS with one or more
delay- or crash-faulty controller replicas and any number of PAs. Then, to continue
providing the same guarantees in the presence of asynchronous sensors, we propose
an extension, Quarts+. We prove the consistency and bounded latency-overhead
properties of Quarts and Quarts+, and we compare their performance with existing
reliability mechanisms for guaranteeing consistency.

In Chapter 6, we define the last correctness property addressed in this thesis,
namely timeliness. Then, we fit all the reliability mechanisms together to obtain Axo,
a delay and crash fault-tolerance mechanism for CPS controllers. Axo uses active
replication of the controllers and relies on Quarts for controller consistency. It exploits
the fact that timing profiles of different controllers are not significantly correlated.
Thus, when one of the controller replicas is delay faulty, another replica can continue
to provide the desired control. Besides improving availability, Axo guarantees the time-
liness property that requires that non-timely setpoints (unsafe) are never implemented.
Additionally, it detects and recovers delay-faulty and crash-faulty controller replicas.
We conclude this chapter with results from deployment of the reliability mechanisms
with the COMMELEC controller and an LQR [98] controller for an inverted pendulum.

In Chapter 7, we apply the proposed reliability mechanisms to provide control-
plane consistency with low latency-overhead in SDN. We present the design of this new
system, QCL, and we prove that it achieves the strong consistency guarantees. Through
an implementation of QCL, we show that QCL is transparent to the SDN controllers
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and switches. We evaluate its performance in simulation and present results from
deployment in a virtualized datacenter network.

In Chapter 8, we present iPRP, an IP-friendly parallel redundancy protocol for
repairing packet-losses in real-time CPSs. We also evaluate the feasibility of using iPRP
to provide high-reliability with unreliable, directional Wi-Fi links, through a 45-day
long measurement campaign on the EPFL campus.

In Chapter 9, we conclude the thesis by summarizing our findings. We also present
our vision for the future of COTS-based real-time CPSs and the research challenges
that need to be addressed in realizing that vision.
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2 State of the Art

Lives of great men all remind us
We can make our lives sublime,

And, departing, leave behind us
Footprints on the sands of time;

— H. W. Longfellow, A Psalm of Life

In this chapter, we review the current mechanisms for providing controller relia-
bility and communication reliability. We discuss their inadequacies in addressing the
requirements of real-time CPSs, specifically in addressing delay faults in controllers
and fast packet repair in IP networks, thereby underpinning the need for new reliability
mechanisms.

2.1 Controller Reliability

Reliability in the presence of software and hardware faults of the CPS controller is
provided by redundancy, i.e., replication of the controller. The replication techniques
can be broadly classified into two categories: (1) primary-backup replication [99],
also called passive replication, and (2) state-machine replication [100], also called
active replication. These techniques are discussed in the context of generic distributed
systems in detail in [101]. Here, we will discuss these techniques in the context of CPSs.

The basic correctness criterion for replication techniques is linearizability, [102]
also called one-copy equivalence. This gives the illusion, to the PAs, of a single con-
troller by ensuring that all the controller replicas process the measurements in the
same order and issue the same setpoints, thereby making the replication transparent
for the PAs.

The first property of linearizability is order : If two controller replicas both perform

15



Chapter 2. State of the Art

two computations using one of the measurements m1 and m2 in each computation,
then they use m1 and m2 in the same order. Linearizability in classic distributed sys-
tems, such as database systems, also includes the atomicity property: if one controller
replica performs computation, then all correct controller replicas perform the same
computation. CPSs do not need atomicity, rather a weaker property, consistency. It
states that if two controller replicas issue setpoints for the same PA in the same control
round, then the issued setpoints are the same. Consistency is easier to provide than
atomicity. This enables low-latency reliability mechanisms that satisfy the real-time
constraints of CPSs.

Next, we will describe passive and active replication techniques in detail.

2.1.1 Passive Replication

Passive-replication techniques [86, 99, 103, 104] are also called primary-backup tech-
niques because they use one primary controller to receive measurements from the PAs
and issue setpoints to the PAs, and one or more backup (or standby) controllers that
monitor the primary replica for faults.

When the primary controller receives measurements, it computes setpoints and
sends the computed setpoints to the backups to synchronize the state of the primary
replica and of the backups. Before issuing setpoints, the primary controller waits for
acknowledgments of state synchronization from the backups. In the absence of faults,
this scheme has a latency overhead of one RTT and trivially ensures linearizability,
because a single replica (the primary) is handling all the measurements.

The backups use a failure detector [58,105] to check if the primary replica is correct.
The failure detector is implemented by heartbeat mechanisms [106, 107]. When the
primary replica is detected as faulty, a new primary is elected through a leader election
mechanism [108, 109]. Leader election requires that all the backups agree on the
new chosen leader. This is a consensus problem and can take unbounded time in an
asynchronous network, as discussed below.

Consensus is a fundamental problem in distributed computing that is the basic
building block of several abstractions such as leader election, failure detection [105],
group membership [110]. Solving a consensus problem requires agreement on a data
value among a number of (faulty or non-faulty) agents. Protocols that solve consensus,
must satisfy the following properties [111]:
• Termination: Every correct agent decides some value
• Integrity: If all the correct agents proposed the same value v, then any correct process
that decides a value, decide v
• Validity: If a process decides a value v, then v must have been proposed by some
correct process
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• Agreement: All correct processes must agree on the same value

According to the FLP impossibility result [88], the termination and agreement prop-
erty cannot be guaranteed together in an asynchronous setting. CPSs communicate
with an asynchronous network that might drop, delay or reorder messages, and the
software agents might take unbounded time to respond due to software faults. Thus, all
problems that require solving consensus, cannot guarantee termination in a bounded
time. As CPSs have real-time requirements, the mechanisms that rely on consensus
are often not suitable. In the case of leader election for choosing a new primary in
passive replication, the CPS remains unavailable during the time it takes for consensus
to terminate, thereby reducing availability.

Additionally, designing a perfect failure detector (an instance of the consensus
problem) is also proven to be impossible in an asynchronous setting [105]. Therefore,
the CPS can have multiple primary replicas in case of a partition. Also, most failure
detectors work best for crash-only faults. However, delay faults follow the crash-
recovery model (are transient), wherein a replica that could not issue setpoints due to a
delay fault can issue the same setpoints after the fault has passed. In this case, a primary
replica that was detected as faulty by the failure detector can issue setpoints after it
stops being delayed. As a primary replica does not expect to have other primaries
at the same time, it does not perform agreement to ensure the order or consistency
properties. Hence, having multiple primaries might violate linearizability. We explore
this in detail in Chapters 4 and 5.

Moreover, implementation of a setpoint issued by a delayed controller can be
unsafe for the CPS. This is because the state of the process used for computing the
setpoint might be significantly different from the state of the process at the time of
implementing the setpoint, possibly resulting in a incorrect behavior. We further
explore this problem in Chapter 6.

In passive replication, the backup replicas cannot issue setpoints to the PAs. Fur-
thermore, as the process of detecting a fault and performing a failover (by leader
election) is time-consuming, the CPS is unavailable is during the time the primary is
faulty. We conclude that passive-replication techniques are not best suited for tolerat-
ing delay faults. The availability can be improved by faster failure-detection. However,
a faster detection can lead to more false positives, whereby a non-faulty primary is
wrongly detected as faulty. This increases the chances of multiple primaries at the
same time, thereby violating linearizability.

In practice, passive replication can use hot or cold standbys. Hot standbys are faster
in resuming control after a failure of the primary but need longer state-synchronization
after each computation. Both these techniques suffer from possible violations of
consistency and poor availability in the presence of delay faults.
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Moreover, availability of hot standbys can be also increased by checkpointing
techniques [112], where the state of the primary is constantly logged and the newly
elected primary is instantiated form the last logged state. This state includes the
internal controller state such as received measurements and the state external to
the control logic such as that of the operating system (memory address space, file
descriptors, signal handlers, etc.). However, these techniques add latency in the real-
time path and do not address the issue with multiple primaries.

Lastly, we note that passive-replication techniques need only one primary to per-
form computation and issues setpoints. Thus, they need f + 1 replicas to tolerate f
faulty replicas.

2.1.2 Active Replication

In active-replication techniques [76, 100, 113, 114, 115] all replicas receive measure-
ments from the PAs and compute and issue setpoints to the PAs. As the state is repli-
cated across at each replicas, these techniques are also called state-machine replication
techniques. Thus, when a replica is delay or crash faulty, others replicas continue to
control the CPS, thereby remaining available.

In contrast to passive replication, active-replication techniques require that the
CPS controller be deterministic. This property is satisfied by most CPS controllers
[1, 4, 7, 13, 41, 93, 94, 116], thus allowing for active replication techniques to be applied
to CPSs.

In order to satisfy the linearizability correctness criteria, active-replication tech-
niques need to ensure order and consistency. One approach to provide order is to
ensure that all non-faulty replicas receive measurements from the PAs in the same
order. This is achieved by total-order multicast [117] that relies on a failure detector
and that in turn uses consensus. Alternatively, the replicas might also choose one
replica to issues setpoints to the PAs, using a leader-election mechanism that also
relies on consensus.

Order can also be achieved through a labeling scheme obtained using timestamps
from time-synchronized physical clocks, or logical clocks such as scalar clocks [85]
or vector clocks [118]. Timestamps or clocks are used to label messages/events, and
thus order them, according to a relation. The conventional relation used in distributed
systems is the “happened-before” relation introduced in [85]. However, this relation
is unable to relate the events to the evolution of the state of the physical process as
shown in Chapter 4. Thus, the resulting ordering of events is not applicable to the
CPSs. We address this problem by introducing a new relation, called the intentionality
relation, and propose a labeling scheme named intentionality clocks in Chapters 3 and
4.
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To provide consistency among replicated controllers, active-replication schemes
perform consensus to reach agreement. They either choose the setpoints that will
be issued to the PAs or choose the replica that will send the setpoints to the PAs. As
mentioned in Section 2.1.1, consensus in an asynchronous system has a poor latency
performance and in the worst case can add unbounded latency as proven in [88]. We
found that for a large class of CPSs, the termination property of consensus can be
relaxed. In other words, a CPS controller can compute and issue correct setpoints in
a round, even if it failed to compute in the previous round. Thus, for such CPSs, the
FLP impossibility result can be avoided, and agreement can be provided without using
conventional consensus. This is property is used in Chapter 5 to design a low-latency
agreement mechanism to ensure consistency.

Some systems such as transactional database systems require a weaker form of
consistency called eventual consistency [89]. Eventual consistency ensures that after
a sufficiently long quiescent period during which no events occur, all controllers
will eventually have the correct view of the system, thereby ensuring consistency.
However, there might exists periods of time during which consistency might be violated.
Mechanisms that ensure eventual consistency typically have a low latency-overhead.
This property is used by SCL [31], to design a low-latency fault-tolerance protocol
for SDNs. However, as we describe in Chapter 7, SDNs (CPSs in general) require the
strong-consistency model, and cannot benefit from eventually consistent schemes.

Note that, active-replication techniques require 2f+1 controller replicas, to tolerate
f faulty replicas, which is f replicas more than passive replication. However, as only
active replication can tolerate delay faults, we will use it in Chapter 6 and rely on a
the new, low-latency agreement mechanism that has a lower replication-cost that
conventional consensus.

In active replication, when the controller replicas are assumed to be non-malicious,
like in the case of delay and crash faults, the PAs accept the first received measurement
and implement it. However, active replication can also tolerate malicious or Byzantine
faults [119] using special techniques under the class of BFT protocols [79, 120, 121, 122].
BFT protocols add a minimum of 2 RTT delay and suffer from the same unbounded-
latency problem as non-BFT active-replication techniques. As delay faults follow the
crash-recover model and not fail-stop model of crash-only faults, BFT protocols could
be a possible solution to tolerate delay faults. Such a scheme could mark a delay-faulty
setpoint as unsafe and treat it as a setpoint issued by a malicious agent. However, their
poor latency performance makes using BFT protocols inefficient.

Availability in active replication can be increased by proactive recovery techniques
[123, 124] that recover (or reboot) a replica before it is detected as faulty in order to
maintain enough non-faulty replicas at all times. These techniques monitor, over a
long period of time, the performance of the software and use software aging techniques
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[125, 126] to decide if the replica must be rebooted. Although such techniques have
been successfully applied to study aging in the operating systems [127] and web
servers [124, 128, 129], the impact of software aging on latency performance of CPS
controller is not well-understood. The authors in [130] show that delay faults in a
CPS do not follow any particular pattern, making it hard to decide when to perform
proactive recovery. In any case, proactive recovery and software aging techniques
do not remove the need for agreement between the controller replicas, which is the
central problem with active replication.

Instead of tolerating faults by redundancy, a different school of thought aims to
prevent faults by designing controllers that never exceed a certain WCET. Such tech-
niques [131, 132] require using specialized hardware and software components. For
example, the authors in [132] propose the TCB architecture, that employs a hard real-
time module to implement the time-critical operations on the CPS controller. In this
way, core components of the CPS controllers are designed to never experience delay
faults. A similar approach is taken by TTA [131], where all the operations of the con-
troller are appropriately scheduled based on their WCETs such that the no deadlines
are violated. While these approaches prevent delay faults in theory, they are inapplica-
ble to COTS-based CPSs that heavily rely on general-purpose, off-the-shelf hardware
and software components.

2.2 Communication Reliability

The most common technique for providing reliable communication is to use the TCP
transport layer that ensures reliable in-order delivery of messages by detecting packet
losses and repairing them by retransmissions. The in-order delivery mechanism of TCP
prevents packets from being forwarded to the application layer at the receiver until all
previously sent packets have been delivered. The stalling of new packets is detrimental
in CPSs where newer packets supersede older ones as they represent the more recent
state of the controlled process. This issue, called head-of-line blocking [133], renders
TCP unsuitable for such real-time traffic. Consequently, solutions based on TCP, such
as MPTCP [134], also suffer from the same issue.

Recently, a UDP-based reliable transport protocol, QUIC [135, 136] was proposed.
QUIC uses multiple streams and provides in-order delivery of packets within a stream,
thereby alleviating the head-of-line-blocking problem. In both QUIC and TCP, the
time after which a packet is retransmitted is determined by the RTO that is used to
estimate the RTT of the network. The RTO is doubled after each packet loss [137].
Thus, in cases of bursty losses or component failures, the time to repair a packet loss
increases indefinitely [138]. Moreover, both TCP and QUIC, i.e., temporal redundancy
techniques, on their own, cannot provide reliability against component failures that
require sending packets along a different functional path. Other variations of temporal
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redundancy include coding techniques [139] that also suffer from the same issues as
TCP and QUIC, in addition to added encoding and decoding delay. Lastly, TCP and
QUIC are connection-oriented transport protocols and do not support connection-
less IP-multicast communication, a key requirements in many CPSs where multiple
receivers can asynchronously tune-in to a multicast group.

To address component failures, spatial redundancy is exploited wherein, when a
failure is detected, the retransmitted packets are routed through a different path. The
simplest way to achieve this is through routing protocols such as OSPF [140], RIP [141]
and RSTP [142]. These protocols detect a link or router failure through signaling mech-
anisms and take few seconds to converge on the new route, thus restoring connectivity.
The time to restore connectivity and repair packet losses can be further improved by
pre-computing the backup routes. This is done by in RPL [143] and MPLS-TP [144],
which perform a switchover to the pre-computed path when a failure is detected. The
most promising of these solutions, MPLS-TP can provide fail-over times as low as
50ms that is still high for several real-time CPSs applications, for example high-speed
teleprotection, load shedding, and PMU data delivery in smartgrids [52].

To repair packet-loss in 0ms, PRP [145, 146] was conceived in the context of real-
time communication in substation automation. The end-hosts that use PRP either
have two interfaces connected to two fail-independent networks or provide the two
required interfaces by using a specialized multi-interface middle box called red box
[146]. PRP requires that the two fail-independent networks be clones of each other,
each network be a single LAN with no routers, and the two interfaces of an end-host
have the same MAC address. Each MAC frame at the sender is transmitted over the two
networks, along with a sequence number. The receiver forwards the first received copy
to the application. At the receiver, a MAC frame with a previously registered source
MAC address and a sequence number pair is discarded, thereby ensuring that only one
copy of a message is received by the application.

Although PRP provides the desired fail-over time, it is not natively applicable in
CPSs that communicate in an IP-based network, i.e., a WAN, for the following reasons.
First, PRP inserts the sequence numbers and other control information as a trailer to
the MAC layer. Each router in IP network strips the MAC header and creates a new
one for the next hop. Thus, the PRP control information is lost and a duplicate discard
cannot be performed. Second, as PRP is a MAC-layer solution, it does not natively
support IP multicast. These two issues can be remedied by creating an overlay network
using VLANs [147] or virtual private network (VPN) [148]. These however, add extra
latency in the real-time path. Another drawback of PRP is that its duplicate-discard
algorithm ensures that at most one copy of a packet is forwarded to the application only
when messages are delivered without reordering [81], as found in a LAN environment.
However, in WANs, middle-boxes such as scrubbers and load-balancers might cause
packets of the same flow to be delivered out-of-order [149]. The PRP discard algorithm
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[81] can deliver duplicate copies to the application, in scenarios with packet reordering.

The authors of [150] propose modifications to PRP so that it can be applied in WANs.
However, these modifications were neither fully designed or implemented, and do not
address the the comparability with the TCP/IP stack. Moreover, these modifications
require that the intermediate routers be modified to accommodate the replication
header, making it difficult to deploy in existing networks. We address these problems
through iPRP in Chapter 8, that is IP friendly and designed to be transparent to the
network.
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3 CPS Model and Intentionality

I may not have gone where I intended to go,
but I think I have ended up where I needed to be.

— Douglas Adams, The Long Dark Tea-Time of the Soul

In Chapter 1, we introduced the architecture of a CPS with one central controller,
one or more PAs, and one or more asynchronous sensors. In this chapter, we present
a formal model of the software agents, namely the controller and the PAs. We use
this model to create an abstraction of a CPS, based on the events that occur in the
CPS. Using this event-based abstraction, we characterize the interactions between the
software agents and qualify how they affect the underlying controlled process. We
define the desired correctness properties in a CPS. We only consider CPSs with one or
more PAs, and no asynchronous sensors that directly talk to the controller. These are
explicitly handled in Chapter 5.

3.1 Introduction

Figure 3.1 shows the architecture of a CPS with a central controller, two PAs, and no
asynchronous sensors or actuators that speak directly with the controller. Recall from
Chapter 1 that the sensors and actuators interact with the physical process, by reading
and altering its state, respectively. Together, the software agents, namely controller
and PAs, achieve the desired control of the physical process.

PAs are software agents responsible for controlling a sub-process, i.e., one part
of the controlled process. PAs interface with the sensors and actuators, as shown
in Figure 3.1. They implement the setpoints received from the controller through
their actuators, read the state of the resources through sensors, and send them as
measurements to the controller. PAs are assumed to be synchronous, in the sense that
they do not issue measurements out of turn, but only do so in response to a setpoint
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Figure 3.1 – Architecture of a CPS without asynchronous sensors and actuators that
directly communicate with the controller

implementation. This makes the modeling and analysis of a CPS more tractable. In
Chapter 7, we show that our techniques are amenable application for the control of
CPSs with asynchronous PAs with minor modifications.

A central controller performs the high-level control of the physical process by
receiving measurements from PAs and by sending setpoints to PAs. The purpose of the
controller is to keep the controlled process in a desired state. To this end, it receives
measurements from the PAs, performs computation, and issues setpoints to the PAs.
The central controller is a single point of failure and is replicated for high availability.
We assume the controller to be susceptible to crash and delay faults. We do not account
for Byzantine faults, where a controller can behave arbitrarily in the event of a fault
and might produce malicious setpoints in order to jeopardize the safety of the CPS.
The delay and crash fault-model is formally defined in Chapter 5.

The controller is asynchronous, i.e., one controller replica can choose to issue
setpoints at a time when another replica does not. This can occur due to timeouts.
For example, the COMMELEC controller in [4] issues setpoints if 500ms have elapsed
since the last time it did so, whereas normally, a control cycle occurs every 60− 100ms.

The software agents exchange measurements and setpoints using a network that
can drop delay, and/or reorder messages. We assume the absence of malicious alter-
ations or corruptions in the messages.

For the ease of explanation, we assume that the number of PAs and the number
of controller replicas in the CPS is known and a constant. The addition and removal
of software agents is assumed to be performed on the non-real-time path. In CPSs,
where the churn of the software agents is high, the number of agents can be obtained
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in an out-of-band fashion by using non-group membership algorithms such as [110,
151]. In the interval between addition or removal of an agent and the new group
membership reliably installed on all agents, the reliability mechanism developed in
this dissertation will still continue to guarantee their correctness properties, albeit with
reduced liveness.

3.1.1 State of the Controlled Process

The state of the sub-process controlled by a PA is altered by implementation of a
setpoint. The new state is captured in the resulting measurement. The controller
uses measurements from different PAs to recreate the new state of the entire process
that it then uses to compute setpoints. The setpoints computed with this state are
only valid as long as the recreated state reflects the actual state of the process. Any
subsequent setpoint implementations change the process state, making the former
setpoints unsafe for implementation. Therefore, to achieve the desired control, the
state of the process at the time of setpoint implementation must be the same as that
used by the controller for computing the corresponding setpoints. Hence, before
implementing a setpoint, the PA must be able to ascertain whether the setpoint reflects
the state it last advertised. In other words, it must be able to infer if a received setpoint
was caused by the measurement it last advertised.

Similarly, a controller must be able to ascertain whether a measurement received
from a PA represents the most recent state of that sub-process or the state corre-
sponding to earlier setpoint implementations. This causal relationship can be better
understood using the notion of control rounds. Software agents must be able to at-
tribute a round number to received messages, to compare it with the round number
they are currently executing, and to treat the message appropriately.

Note that, we use the term “state of the process” as a proxy for the state of the PAs.
Although the state of the physical process is continuous and evolving, the state of the
PAs is discrete and only changes upon a setpoint implementation. In real-time control,
the CPS issues setpoints at a rate faster than the dynamics of the underlying process.
Hence, the evolution of the state of the process between two setpoint implementations
is minimal, thereby justifying our usage of the term. In cases where the latency between
consecutive setpoint implementations is larger than the desired rate of control, due
to a delayed controller for instance, the state of the process between two-setpoint
implementations is significantly different. Such scenarios are avoided by satisfying the
timeliness properties of the CPS, as discussed in detail in Chapter 6.
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Figure 3.2 – Illustration of why the happened-before relation is not suitable for ordering
events in a CPS in the presence of replication

3.1.2 Need for a New Relation

When the controller is replicated, assigning a consistent round number to events tradi-
tionally requires consensus between the replicas. For example, to order events across
replicated processes in classic distributed systems, the processes in [86] undertake
consensus with several rounds of message exchanges. Due to network losses and
delays, and due to software faults, consensus might require unbounded time [88],
making it unsuitable for real-time systems such as CPSs.

In the literature, this problem is circumvented by using message labels (that repre-
sent the causal order between the messages) to infer the round number. The causal
order between the messages is derived using the happened-before relation [85]. In
the presence of replication of the controller, or of random network or computation
delays, messages that intend to cause a certain effect do not necessarily succeed, due
to competing messages. This is illustrated through the example in Fig. 3.2.

In Fig. 3.2, the controller is replicated, and its two replicas C and C ′ receive the
measurement M0 sent by the PA. This measurement is used by each replica in the
computation of a setpoint, resulting in SP1 and SP ′1 in C and C ′, respectively. In such
a scenario, SP1 and SP ′1 belong to the same “generation” or the same “control round”,
and are said to be equivalent. SP1 is received by the PA, and its implementation results
in M1. However, due to a delay at C ′, M1 is received before SP ′1 is issued. Although M1

can be said to have happened before SP ′1, M1 is nonetheless caused by an equivalent
of SP ′1, namely SP1.

In the previous example, we say that SP ′1 intends to have caused M1, but it did not
succeed because a competing equivalent event (SP1) was received earlier. In order to
formally capture this phenomenon, we introduce the intentionality relation. This rela-
tion enables us to implement a solution to the ordering problem. The implementation
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is described in Chapter 4.

3.1.3 Contributions

Our main contributions in this chapter can be summarized as follows.

First, we describe a high-level abstract models of the software agents in a CPS.
These models apply to a wide range of CPSs in the domain of electric grids [1, 4, 5, 6],
manufacturing processes [13], autonomous vehicles [8, 9] and SDN [27]. As a result,
they can be used to characterize both new and existing CPSs in various domains.

Second, we describe an abstraction of CPSs with one, possibly replicated, central
controller, and one or more PAs. This abstraction models the execution trace of a
CPS by using two basic relations: (1) the network relation ( n−→, read network) used to
represent message exchange and (2) the computation relation ( c−→, read compute) used
to represent the computation by software agents.

Third, we formally define the intentionality relation (→, read intends) by using
the network relation and the computation relation. We also describe an intuition
for competing events and formally define this notion under the name, intentional
equivalence. The intentionality relation accurately captures the state of the controlled
physical process and is useful in proving properties of a CPS.

Lastly, we use the intentionality to formalize the correctness properties of a CPS,
which are provided by the solutions in the rest of the dissertation, namely, state safety,
optimal selection and consistency.

3.2 Related Work

To the best of our knowledge, we are the first to present a formal model of a CPS that
captures the evolution of the state of the controlled physical process, along with an
abstraction of the software agents in the CPS. Previous models of CPSs can be broadly
divided into three categories: (1) domain-specific models that describe in detail, the
various domain-specific operations carried out by the software agents [1, 4, 5, 8, 13],
(2) models from control theory that capture the physics of the controlled process in
great detail [40, 152, 153, 154], and (3) schedulability-based models that capture the
deadlines of tasks in a CPS [155, 156].

The domain-specific models [1, 4, 5, 7, 8, 13] give detailed descriptions of the op-
erations required to achieve the desired control. For example, [7] describes a very
high-level exchange of messages between the agents and a very detailed discussion
of the optimization problem to be solved in order to steer an electric grid into the
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desired state. Such models do not lend themselves well for description of the network
asynchrony, or the delay- and crash-faulty nature of the software agents. Therefore,
they are not suited for reasoning about the reliability of the CPSs considered in this
work.

CPSs have previously been modeled and studied in the control theory under the
names of networked-controlled systems [157] or real-time control systems [40]. These
models concern with details of the physics of the process and focus on studying the
efficacy of a control policy in maintaining stability of the process [152, 153, 154].

Lastly, the models in [155, 156] view the CPS as a series of tasks that need to be
scheduled within a certain deadline. Such models use a synchronous model of compu-
tation for the software agents and are not applicable for studying delay and crash faults.
Moreover, these models do not describe the various software functions implemented
by the software agents.

In our proposed models, we use the events that occur in a CPS, such as sending or
reception of a message, or a timeout at a software agent. Such event-based abstractions
are a standard practice in classic distributed systems, such as [158], where the authors
use events to qualify database systems. However, it is the formalization of the relations
between these events that truly characterizes a system. In our case, these relations
are the network relation and the computation relation that model the most basic
operations performed by the software agents in the CPS.

We introduce the intentionality relation in order to capture the state of the con-
troller process and track how it evolves with the implementation of setpoints. We ex-
plain the need for such a relation by demonstrating the difference between happened-
before [85] and intentionality through the example in Section 3.1.2.

3.3 High-Level Model of the Software Agents in a CPS

In this section, we describe the model of the software agents in a CPS, namely con-
trollers and PAs. These models are an abstraction of the various software functions
implemented by the agents. The models were developed by studying a wide range
of real-world CPSs, such as CPS for the real-time control of electric grids [1, 4, 5, 6],
those used in manufacturing processes [13] and in autonomous vehicles [8,9]. In these
CPSs, the controller process is a physical process such as the voltages and power in
an electric grid, the production line in the manufacturing process, and the speed and
trajectory of a self-driving car. Alternatively, the CPS model also applies to SDN [27],
where the controller process is “virtual”, i.e., the routing of flows in a communication
network.

Although the models of the controller and PA described here only capture the
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internal working of the agent, they cause events in a CPS such as the sending or
reception of a measurement or a setpoint. These events are related to each other
through the state of the controlled process. We use the models developed here to
abstract out these relations, in Sections 3.5 and 3.6.

3.3.1 Controller Model

Algorithm 3.1: Abstract model of a controller

1 M← ∅; // Set of measurements received

2 Z← [ ]; // Vector of measurements used in a computation

3 X← [ ]; // Vector of setpoints issued

4 Tnow; // Current absolute time

5

6 on reception of a measurement m
7 M← aggregate_received_measurements(M, m) ;
8 end;
9

10 repeat
11 decision, Z← ready_to_compute(M, Tnow);
12 if decision then
13 X← compute(Z) ;
14 issue(X);
15 end
16 forever;

Algorithm 3.1 shows the abstract model of a single, non-replicated controller. It
implements two routines, one to receive measurements from the PAs, and another one
to compute and issue setpoints to the PAs. The two routines might interleave.

In the first routine, it implements the function aggregate_received_measurements
in Algorithm 3.1 line 7. This function updatesM, the set of measurements received
by the controller from all PAs. M represents the state of the physical process as
observed by the controller. The function aggregate_received_measurements could be
implemented in several ways. For instance, a controller might decide to keep only the
latest message received from each PA, in which case, theM comprises one entry from
each PA. This is observed in the the COMMELEC CPS [4]. Alternatively, a controller
might choose to keep any subset of received messages.

In the second routine, the controller implements three functions: ready_to_compute
in Algorithm 3.1 line 11, compute in Algorithm 3.1 line 13, and issue in Algorithm 3.1
line 14.

The function ready_to_compute decides if the controller can compute and issue
setpoints by using the current state of the physical process that it observes throughM
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and based on the current time Tnow. For example, each time it receives a measurement,
an SDN controller [27] decides to compute. Alternatively, the controller in [4] performs
a computation either when it receives a new measurement from all PAs or when it a
certain time has elapsed since the last time it issued setpoints. As a result, a controller
can decide to perform a computation without having received any new measurement.

When ready_to_compute returns true, it also returns the vector of measurements
to be used in ensuing computation (Z). Z can contain any number of measurements
from each PA. However, if a controller decides to compute without any measurement
from a PA, then in order to guarantee correctness, it must account for this missing
information. The controllers that do so, for example, [159, 160], are robust to message
losses. The controllers that fail to account for missing measurements must wait for all
the information before deciding to compute, in order to guarantee correctness.

The function compute uses the vector Z to compute the vector of setpoints for the
PAs (X). Once again, there are different ways in which a controller might implement
the compute function. On the one hand, X can contain one setpoint for each PA as
seen in [4]. In [4], the controller regularly sends a setpoint to each PA as a part of a
keep-alive mechanism even if there is no change in the operating point of a PA. On the
other hand, X can contain many setpoints for a subset of the PAs as seen in [27], where
the controller sends setpoints to only the switches that require new updates after a
network event.

The function issue sends the setpoints in X to the respective PAs by implementing
a network call. All the functions implemented by the controller are assumed to be
deterministic, i.e., they return the same output if given the same input.

From Algorithm 3.1, we notice that the controller can be stateful, as dictated
by the semantic of the aggregate_received_measurements function that maintains
M. Furthermore, the controller is asynchronous as dictated by the semantic of the
ready_to_compute function that might choose to return true any time.

Note that splitting the main routine of the controller into the two functions ready_to_compute
and compute instead of just one compute function makes our model more expressive.
This split enables us to reason about timeliness properties of the CPS, as discussed
further in Chapter 6.

3.3.2 PA Model

Algorithm 3.2 describes an abstract model of a single PA, unaware of controller repli-
cation. As the PA is responsible for a single sub-process, as opposed to the controller
that is responsible for the entire physical process, the PA is simpler with a single rou-
tine. For each received setpoint, the PA implements the setpoint using the function
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Algorithm 3.2: Abstract model of a PA

1 on reception of a setpoint s
2 implement_setpoint(s);
3 z ← create_measurement ;
4 issue(z);
5 end;

implement_setpoint, through its actuator. In this way, it alters the state of the sub-
process and, consequently, affects the state of the entire physical process through the
actuator.

Then, the PA reads the new state of the sub-process through the create_measurement
function that returns the measurement z. Finally, z is sent to the controller using the
function issue.

From Algorithm 3.2, we notice that a PA is stateless. Furthermore, we notice that a
PA is synchronous and responds when triggered by a setpoint.

Examples of PAs are the resource agents in the COMMELEC CPS [4] that are re-
sponsible for control of individual electrical resources such as batteries, PV panels,
and heat-pumps. These PAs receive active and reactive power setpoints form the
central controller and implement them through actuators such as battery converter
or PV inverter. For the create_measurement function, these PAs read the state of their
resource such as the SoC of a battery or the current power-injection of the PAs.

Alternatively, in SDN [27], the PAs are switches of the network that advertise their
current link-status and routing-table entries. The setpoints in this CPS are the also
routing rules to be implemented by the switches.

3.4 Events in a CPS

We abstract the execution of a CPS as a trace of events occurring on different software
agents. We define three types of events that can occur on a software agent: sending
event, reception event, and timeout event. When software agentA executes the function
issue (Algorithm 3.1 line 14 or Algorithm 3.2 line 4), we say that A experiences a send-
ing event. As the network might drop messages or delay messages, the message sent
by A might either be received timely or the intended receiver B times out before the
reception. Upon successful reception of the message by B, we say that B experiences
a reception event. Alternatively, if B times out beyond a deadline, then B experiences
a timeout event.

A timeout event could also be caused by firing of a timer by the internal logic of a
software agent. Consider the case where agentA sends a message toB and is expecting
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a reply within some deadline. If B does not receive this message, then, no response
is generated for A. Thus, A will eventually timeout after the deadline and is said to
experience a time-out event. Hence, a time-out can occur on an agent even if no
message is sent by any agent.

An event is uniquely represented by a 4-tuple (sa, pa,m, l) where (1) sa is the unique
identifier of the agent on which the event occurs, (2) pa is the identifier of either the
PA on which the event occurred, or the PA for which the event is intended, (3) m is the
message encapsulated in the event, and (4) l is an event label given by the software
agent on which the event occurs. For sending or reception events, the encapsulated
message is the measurement or setpoint exchanged, and timeout events encapsulate
⊥, representing the absence of a message.

Let C, P be the sets of identifiers of all controller replicas and PAs, respectively.
Then, the set of identifiers of all software agents is S = C ∪ P . LetM be the set of all
messages with⊥∈M, and L be a partially ordered set of labels. We denote the set of
all events that occur in an execution trace by E ⊂ S × P ×M× L. No two distinct
events have the same 4-tuple (sa, pa,m, l). Furthermore, we require that the abstract
labeling scheme used to obtain L ensures that labels of events occurring on the same
software agent, for the same PA, are different. In practice, such a labeling of events is
achieved through physical timestamps, a permanent sequence numbering scheme,
Lamport clocks [85], Vector clocks [118], etc. Also, for CPSs that do not implement any
labeling mechanism on events, the model still applies by successively numbering all
events of each software agent with increasing integers.

Sending events are generated as a result of a computation by a software agent
(Algorithm 3.1 line 13 or Algorithm 3.2 lines 2-3). Thus, they are termed as output
events. Reception and timeout events are considered input events. This dichotomy
of input-output events is similar to that of sending-receiving events used in classic
distributed systems literature. We use a different name because we also have timeout
events in our model.

The set of input events E i (which includes reception and timeout events) and the
set of output events Eo (which includes sending events) are such that E = E i ∪ Eo and
E i ∩ Eo = ∅. Note that, due to network retransmissions, a single output event can
result in different input events at the same PA, as each of these input events will have
different labels l.

To bootstrap the CPS, we assume that a controller starts with p sending events, one
for each PA. These events are called initial sending events. The set of all initial sending
events is represented by I.
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3.5 Basic Relations between CPS Events

In this section, we define two relations, namely the network relation and the computa-
tion relation, that exist between the events in a CPS. For a relation r−→ and an event a,
we denote by r(a) and r−1(a) the image and pre-image of a by r−→, respectively.

3.5.1 Network Relation

Software agents exchange messages by using a communication network. Thus, a
network relation ( n−→) exists between events at different agents. This relation maps an
output event (sending event) at one agent to an input event (reception/timeout event)
at another agent. Formally, we abstract the properties of a network relation as follows.

Definition 3.1 (Network Relation). n−→ is a network relation iff n−→⊂ Eo × E i and

• for any a ∈ Eo, there exists b ∈ E i s.t.

1. a n−→ b, b.pa = a.pa, and n−1(b) = {a}
2. If a.sa ∈ C, then b.sa = a.pa

3. If a.sa ∈ P, then b.sa ∈ C

• for any b ∈ E i, there exists a ∈ Eo s.t. n−1(b) = {a}

Intuitively, a n−→ b (read “a network b”) if a is a sending event and b is its correspond-
ing reception event or the corresponding timeout event that occurs on the intended
destination. Notice that for a sending event that occurs on a controller, the corre-
sponding input event occurs on a PA, and for a sending event that occurs on a PA, the
corresponding input event occurs on a controller.

At a controller, the output of the function issue is a sending event that is an input
to n−→. The corresponding output of n−→ is a reception event at a PA that occurs on
Algorithm 3.2 line 1.

At a PA, the output of the function issue is a sending event that is an input to
n−→. The corresponding output of n−→ is either a reception event at the controller or a

timeout event at the controller at lines 6 or lines 11 in Algorithm 3.1. Although the
former is evident from the pseudo-code, the latter case is when a controller times out
and decides to compute without the latest measurement from this PA.

3.5.2 Computation Relation

A computation performed by a software agent can be represented as a mapping from
a set of input events to a set of output events. As noted in Section 3.3.1, the compute
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function can take as input any subset of the set of received measurementM, but if it
does decide to compute without a measurement from a PA, then, in order to ensure
correctness, the controller must appropriately account for that PA. This is characterized
by timeout events from those PAs.

Alternatively, if a controller uses several measurements from a PA or issues several
setpoints for one PA after a computation, then it can be viewed as one aggregate
measurement or setpoint. As a result, we can simplify the computation of the controller
as a follows. The compute function at a controller uses p measurements, one from each
PA, and computes p setpoints, one for each PA.

From Algorithm 3.2, we know that upon reception of a setpoint, a PA imple-
ments it through the actuator by using the function implement_setpoint in line 2.
Then it reads the state of the sub-process through a sensor by using the function
create_measurement in line 3. The combination of two functions is viewed as a com-
putation at a PA that takes a singleton set of input events and produces a singleton set
of output events.

We abstract the properties of a computation relation (
c−→) as follows.

Definition 3.2 (Computation Relation). c−→ is a computation relation iff c−→⊂ E i × Eo

and

1. for any a ∈ E i

(a) If a.sa ∈ P , then ∃b ∈ Eo : a.sa = b.sa,
a.pa = b.pa, c(a) = {b}, and c−1(b) = {a}

(b) If a.sa ∈ C, then

• ∀ i ∈ P, ∃! b ∈ c(a) : b.pa = i

• ∀ b ∈ c(a), b.sa = a.sa

• ∀ b, b′ ∈ c(a), c−1(b) = c−1(b′)

• ∀ b ∈ c(a), ∀ i ∈ P, ∃!a′ ∈ c−1(b) : a′.pa = i

2. for any a ∈ Eo \ I, there exists b ∈ E i s.t. b.pa = a.pa and b ∈ c−1(a).

In rule (1), we see that at the PA, the computation relation takes one input event and
produces one output event, as evident from the functions implement_setpoint and
create_measurement. However, at the controller, for every input event that is an input
to the computation relation, there exist p− 1 other input events, all from different PAs
that are also an input. Furthermore, the result is also p output events. This is because
the function compute takes vector Z as input that has a size p and returns vector X that
also has a size p.

34



3.6. Intentional Equivalence and Intentionality

3.6 Intentional Equivalence and Intentionality

In this section, we formalize the notion of intentionality, a relation between events in
a CPS that captures the order between measurements and setpoints. To this end, we
first define an equivalence relation between events, called intentional equivalence.

3.6.1 Intentional Equivalence Relation

In the presence of controller replication and message retransmission, certain events
that occur in the same “control round” in a CPS are functionally the same, i.e., they
steer the physical process to a similar state. The intentional equivalence relation (≡)
captures this.

We list the properties that are used to define this relation. The intentional equiva-
lence relation is defined as the smallest relation satisfying the following properties.

1. If a and b are the initial sending events at controller replicas, and a.pa = b.pa then
a ≡ b

2. If a n−→ b and a n−→ c, then b ≡ c

3. If a ≡ ã, a n−→ b and ã n−→ c =⇒ b ≡ c

4. If a c−→ b, a c−→ c and b.pa = c.pa, then b ≡ c

5. If a ≡ ã, a c−→ b, ã c−→ c and b.pa = c.pa =⇒ b ≡ c

The intuition behind rule (1) is that initial sending events are computed without
any knowledge of the state of the system. They are polling events and do not steer the
system in any direction. Hence, those sent to the same PA are equivalent.

For rule (2), the underlying intuition is that reception events and their correspond-
ing timeout events convey similar information to the controller, as do multiple re-
ception events corresponding to the same sending events (i.e., retransmission). A
reception event informs the controller of the state of the process, whereas the cor-
responding timeout event forces the controller to estimate the missing state before
computation. Recall from Section 3.3.1 that, when a controller of a CPS computes using
timeout events, it accounts for the missing information, in order to ensure correctness.
Thus, reception events and corresponding timeout events are equivalent.

From Definition 3.2, there exists a single output event resulting from a computation
relation for each PA. Rule (4) states that if an event causes, after computation, two
events for the same PA, then the resulting events are equivalent. In fact, the resulting
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events are the same event, and are therefore equivalent by the reflexive property of the
intentional equivalence relation (Theorem 3.6.1). Finally, rules (3) and (5) mean that
equivalent events, when subject to the same relation, result in equivalent events.

To better understand the intuition behind equivalent events that result in similar
changes to the state of a CPS, consider a controller that receives partial information
from its PAs. A well-designed controller would compute only if it can reconstruct
the missing information from the partially received information, thus resulting in
safe setpoints. For example, a controller with two PAs, one with a 1 Hz update rate
and another with a 10 Hz update rate, would require a measurement from the latter
every 100 ms, whereas from the former only once every 1 s as it knows that the state
of the slow PA has not changed during that second. Thus, a timeout event on the
measurement from that PA is equivalent to a reception event.

Events resulting from retransmissions encapsulate the same message verbatim,
and are hence deemed equivalent.

The following theorem states that the intentional equivalence is, indeed, an equiva-
lence relation.

Theorem 3.6.1. “Intentional equivalence” is reflexive, symmetric and transitive.

The proofs of Theorems 3.6.1, 3.6.2, and 3.6.3 are not central to our discussion and
proving them in the general case requires a tedious enumeration of several cases, in a
manner similar to the one followed in the proofs of the main results of our solution to
provide intentionality in a CPS (Theorems 4.5.1 and 4.5.2). However, from the result of
Theorem 4.5.1, these theorems can be easily shown to hold for CPSs that implement
the Intentionality clocks described in Chapter 4. These proofs are presented in the
Appendix A.

3.6.2 Intentionality Relation

We define the intentionality relation (→), where a→ b is read as “a intends b”, by using
the relations defined in the previous sections. It is the smallest relation satisfying the
following properties:

1. If a n−→ b, then a→ b

2. If a n−→ b and ã ≡ a, then ã→ b

3. If a c−→ b, then a→ b

4. If a c−→ b and ã ≡ a, then ã→ b
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5. If a→ b and b→ c, then a→ c

Based on these properties, the following theorems hold.

Theorem 3.6.2. For any two events a, b: a→ b =⇒ b 6→ a.

Theorem 3.6.3. For any two events a, b, such that a.pa = b.pa: (a 6→ b ∧ b 6→ a) ⇐⇒
a ≡ b.

Let Ep = {e ∈ E|e.pa = p}. Recall that Ep/≡ represents the factorization of the set Ep
by the relation≡. Then, as a consequence of Theorem 3.6.3, the intentionality relation
induces a total order on Ep/ ≡, for any p ∈ P . In other words, the intentionality relation
induces a total order on any set of events concerning the same PA and belonging to
different equivalence classes.

3.7 Correctness Properties

As noted in Section 3.1.1, the state of the physical process changes after every setpoint
implementation. Thus, when a controller uses two input events e : (sa1, pa1,m1, l1)

and e′ : (sa1, pa1,m2, l2) such that e→ e′, the message m2 reflects a more recent state
of the sub-process controlled by PA1 than the message m1. If the controller uses the
“old” event e in the computation of setpoints, then the resulting setpoints might not
be compatible with the most recent state of the process, thereby causing incorrect
control of the CPS. Hence, a controller must only use those measurements from a PA
in computation that reflect the current state of the CPS, i.e., a state that was the result
of the last setpoint implementation by a PA. Similarly, a PA must only implement those
setpoints that were computed by accounting for its most recent state. This notion is
formally captured by the correctness property of state safety.

Definition 3.3 (State Safety). A CPS satisfies the state safety property iff, whenever a
software agent uses an event a as input for computation, then the last sending event b
that occurred on this software agent, where b.pa = a.pa, is such that b→ a.

Notice that discarding all messages can trivially satisfy the state-safety property.
However, this will render the physical process uncontrolled by a complete loss of
control. Therefore, the selection of events must be optimal, i.e., only those events that
violate the safety property must be discarded. This property is formally defined as
follows.

Definition 3.4 (Optimal Selection). A CPS satisfies the optimal selection property iff an
event a on a software agent is discarded only if there exists another event b, with b 6→ a

that: (1) occurred on this software agent or (2) this software agent was informed that b
occurred on its replica.
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The first part of the optimal selection property, on its own, states that an event
a must be accepted by a software agent if the last sending event b on this software
agent intended to cause a. Recall that if b → a, then all events that occurred on this
software agent before b also intend to cause a. Thus, a presents new information, i.e.,
information about the state of the process after the implementation of the last-sent
setpoint. In the presence of replication, however, an event that was intended by the last
sending event, does not necessarily present new information, as seen in the following
example.

A controller replica that last computed setpoints in round l might receive two
measurements from the same PA: one from round l + 1 and another from round l + 2,
before it is ready to compute. This can occur due to another controller replica driving
the CPS into round l + 2. In this scenario, the first controller might ignore the message
from round l + 1 as the message from round l + 2 supersedes it. The controller will,
therefore, compute using reception events from round l+ 2 and declare timeout events
for PAs from which it has not received measurements from that round. This condition
is captured by the second part of the optimal selection property.

The intentionality relation relies on the intentional equivalence relation. In the pres-
ence of replication, however, different replicas might send different sets of setpoints
in a given “control round”. This can happen as a result of the replicas using different
combinations of reception and timeout events in their computation. Although these
input sets are deemed equivalent in our model, the encapsulated setpoints might
not be the same. In practice, to ensure that the messages encapsulated in equivalent
output events are the same, the controller replicas in a CPS must satisfy consistency as
defined below.

Definition 3.5 (Consistency). A CPS satisfies the consistency property iff, for two events
a, ã ∈ Eo, if a ≡ ã, then a.m = ã.m.

Consistency can be provided by controller replicas performing an agreement, either
matching their output, as done in consensus protocols [86, 161], or their input, as done
in Quarts [162], described in Chapter 5.

The three properties mentioned here, namely state safety, optimal selection and
consistency, are not the only correctness properties desired in a CPS. For instance, as
CPSs are often real-time systems, they also need to satisfy some timeliness properties
which are addressed in Chapter 6. There are also other correctness properties that are
important, but beyond the scope of this dissertation. One such key example is safety
in the presence of malicious controller replicas, i.e., PAs never implement a malicious
setpoint.

Note that the three properties considered here are all safety properties and none
are liveness properties, as described in the distributed systems literature [83]. Thus,
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the FLP impossibility result [88] does not prevent simultaneously guaranteeing all
three of them. Moreover, all these properties can be satisfied by making the controllers
perform consensus. However, as consensus cannot be performed in bounded time
in an asynchronous system [88], these methods are not applicable to real-time CPSs.
Hence, the challenge is to satisfy these correctness properties with low or bounded-
latency overhead. We present mechanisms that guarantee state-safety and optimal
selection with zero latency-overhead in Chapter 4, and a bounded latency-overhead
mechanism for providing consistency in Chapter 5. The newly proposed mechanisms
are presented as modifications to the design of the software agents (Algorithms 3.1,
3.2), so that they can be implemented with minor modifications to existing software
agents.

If a software agent uses an event a for computation, then the last sending event b that
occurred on this software agent, where b.pa = a.pa, is such that b→ a.

An event a must only be discarded if there exists another event b, such that b 6→ a

that: (1) occurred on this software agent, or (2) this software agent was informed that b
occurred on its replica.

For two events a, ã ∈ Eo, if a ≡ ã, then a.m = ã.m.

3.8 Conclusion

We presented a formal model of a CPS, based on the events that occur in the CPS and
the relations among these events. We formalized the basic relations namely, network
relation and computation relation. We used these relations to define the intentionality
relation. Similar to the happened-before relation, the intentionality relation imposes
an ordering between events. However, if a→ b, then it does not necessarily mean that
a happened-before b. Instead, b could have resulted from an event ã that happened
before a and b. The newly defined intentionality relation captures the evolution of
the state of the controlled physical process in a CPS. It is hence useful in defining and
proving the properties required for correct operation of a CPS. We defined three such
properties namely, state safety, optimal selection and consistency.
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4 Ordering Events Based on
Intentionality

Ever since the dawn of civilization,
people have not been content to see

events as unconnected and inexplicable.
They have craved an understanding
of the underlying order in the world.

— Stephen Hawking, A Brief History Of Time

In Chapter 3, we described the intentionality relation and the associated correctness
properties that are desired in a CPS. In order to satisfy these properties, software agents
in the CPS need to order, according to the intentionality relation, the events that occur
in the CPS. In this chapter, we describe intentionality clocks, a labeling mechanism
based on logical clocks, and adapted from Lamport clocks [85]. These clocks accurately
describe the intentionality relation and can be used by software agents to achieve
the required ordering. For this, we first define the clock-consistency condition and
the strong clock-consistency condition that will be used to prove the one-to-one
correspondence between intentionality clocks and the intentionality relation. Using
examples, we show the inability of physical time, and other existing solutions, in
achieving the strong clock-consistency condition.

We present the design of the CPS software agents (controllers and PAs) that uses the
intentionality clocks to achieve two of the desired correctness properties, namely state
safety (Definition 3.3) and optimal selection (Definition 3.4) defined in Chapter 3. The
state safety property ensures that the computation of setpoints by a controller occurs
using the most recent state of the CPS; and the setpoints implemented by PAs are
those computed using the most recent state of the CPS. The optimal-selection policy
ensures that the software agents of the CPS do not erroneously discard measurements
or setpoints containing useful information.

Several industrial solutions circumvent the ordering problem by using frameworks,
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such as TTA [131] and TCB [163]; they provide synchrony guarantees. However, using
such frameworks requires specialized hardware, in addition to a complete redesigning
of the application to fit the framework. In contrast, we propose a solution that requires
neither. This lends to an ease of deployment in existing CPSs.

Lastly, we analyze a CPS for the optimal charging of EVs [1] that uses a form of
labeling mechanism that violates the optimal-selection property. We show how this
can cause a deadlock in the CPS and propose modifications to the design.

4.1 Clock-Consistency Condition

In order for a labeling mechanism to accurately capture a relation, it must both describe
and infer the relation. For two events a and b, we say that a clock mechanism C

describes a relation x−→ if the event labels are such that C(a) < C(b) =⇒ a
x−→ b, where

C(a) and C(b) are the labels of events a and b, respectively. Moreover, we say that
the clock mechanism infers a relation x−→ if a x−→ b =⇒ C(a) < C(b). If the labeling
mechanism both describes and infers the relation x−→, it is said to satisfy strong clock-
consistency under the relation x−→. Alternatively, if a labeling mechanism only infers
the relation, then it is said to satisfy the clock-consistency condition under relation
x−→ [85].

For example, under the “happened-before” relation that provides causal order,
Lamport clocks [85] satisfy the clock-consistency condition, as they can only infer the

relation, i.e., a h−→ b =⇒ LC(a) < LC(b), where h−→ is the happened-before relation
and LC(a) is the label of event a obtained using Lamport clocks. As Lamport clocks
cannot describe the happened-before relation, Vector clocks [118] were introduced.
Vector clocks both describe and infer the happened-before relation, thus satisfy the
strong-clock consistency condition.

Under the happened-before relation, if two events have the same label, they are
not comparable or concurrent. However, under the intentionality relation, if two
events have the same label, they are intentionally equivalent. Thus, the definition
of strong clock consistency needs to be modified to account for equivalent events
as follows. For two events a and b, we say that a clock mechanism C describes the
intentionality relation if the event labels are such that C(a) < C(b) =⇒ a → b and
C(a) = C(b) ∧ a.pa = b.pa =⇒ a ≡ b. We say that the clock mechanism infers the
intentionality relation if a → b =⇒ C(a) < C(b) and a ≡ b =⇒ C(a) = C(b). The
strong clock-consistency condition is satisfied if a clock mechanism both describes
and infers the intentionality relation.

Traditional distributed systems provide causal order according to the happened-
before relation. This is achieved through one of several mechanisms such as times-
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tamps, Lamport clocks [85], or vector clocks [118]. In Section 4.2, we describe the
inability of timestamps and vector clocks to satisfy the strong clock-consistency condi-
tion under the intentionality relation.

4.2 Clock Consistency Using Existing Solutions

4.2.1 Using Physical Time

Here, we answer the question, “Is physical time sufficient to guarantee the strong
clock-consistency condition under the intentionality relation?”

As CPSs are real-time systems, they generally keep track of physical time. To
maintain synchronized global time on all software agents, their physical clocks are
synchronized either using GPS-based clock-synchronization or network-based clock-
synchronization (e.g., PTP [164], NTP [165]). These time-synchronization solutions
provide a synchronization accuracy δs that ranges from sub-microsecond to one mil-
lisecond.

CPSs often use the availability of synchronized physical clocks to reason about
the temporal ordering of events. However, as we see in the following examples, the
temporal ordering of events does not coincide with intentionality. We use the notation
TS(a) to denote the timestamp of event a obtained using physical time at a software
agent. If two events a and b occur on the same software agent such that b is temporally
after a, then TS(a) < TS(b).

Consider a CPS with two controller replicas and a single PA, as shown in Figure
4.1. We will consider a perfect time-synchronization (δs = 0). Since a → b and
a ≡ ã, we have ã→ b, by rule 4 of the intentionality relation (Section 3.6.2). However,
TS(a) < TS(b) < TS(ã). Thus, we have ã → b and TS(b) < TS(ã). Therefore, we
conclude that, on their own, physical clocks cannot infer intentionality.

Another example emphasizing the difference between temporal order and intentionality,
shown in Figure 4.2, concerns a CPS with one non-replicated controller and two non-
replicated PAs. Due to network delay, the reception event b2 occurs on PA2 much
later than the reception event b1 at PA1. As a result, the reception event d1 from PA1

occurs much earlier than the corresponding reception event d̃2 from PA2. Instead, the
controller moves on with a timeout event d2 for PA2. Consequently, the events e1, f1,
g1 and h1 take place. Then, we have a2 → d2 → e1 → h1. But, d2 ≡ d̃2 =⇒ d̃2 → h1.
However, on the controller, the time of occurrence of h1 occurred is less than that
of d̃2, i.e., TS(h1) < TS(d̃2). Once again, the temporal order does not coincide with
intentionality.

Hence, we conclude that on their own, physical clocks are not sufficient to provide
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strong-clock consistency under the intentionality relation and require an additional
mechanism to do so. In fact, the problem is not that it fails to either infer or describe
the relation, but that temporal order does not coincide with intentionality. As a result,
if physical clocks are used by the software agents to order events, the CPS might violate
the safety properties such as state safety and optimal selection. In Section 4.3, we
present a mechanism that describes the intentionality relation by using logical clocks
instead of physical clocks. This mechanism has an added benefit that it does not
require synchronized physical time.

4.2.2 Using Logical Clocks

To demonstrate the inability of Lamport clocks or vector clocks in providing strong
clock-consistency condition, we will use the example in Figure 4.1 and attribute the
message labels using these clock mechanisms, instead of physical time.

In order to obtain labels that use Lamport clocks, we use the algorithm presented
in [85]; it is given by three simple rules:

1. A software agent increments its counter before each event in that software agent

2. When a software agent sends a message, it includes its counter value with the
message

3. Upon receiving a message, the counter of the recipient is updated, if necessary,
to the greater of its current counter and the timestamp in the received message.
The counter is then incremented by 1, before the message is considered received.

As a result, we obtain the following allocation of labels: x.l = 1, y.l = ỹ.l = 2,
z.l = z̃.l = 3, a.l = 4, b.l = 5 and c.l = 6. Moreover, ã.l = max(z̃, b) + 1 = 6. Thus, we
have LC(b) < LC(ã). However, ã ≡ a and a→ b. Thus, by rule 4 of the intentionality
relation, ã→ b. Therefore, strong-clock consistency condition is violated.

Vector clocks, in contrast to scalar Lamport clocks, use a vector of logical clocks,
with one clock per software agent. The vector clocks are maintained according to the
following rules:

1. Each time a process experiences an internal event, it increments, by 1, its own
logical clock in the vector.

2. Each time a process sends a message, it increments, by 1, its own logical clock in
the vector and then sends a copy of its own vector.

3. Each time a process receives a message, it increments, by 1, its own logical
clock in the vector by one and updates each element in its vector by taking the

45



Chapter 4. Ordering Events Based on Intentionality

maximum of the value in its own vector clock and the value in the vector in the
received message (for every element).

Applying these rules to the example in Figure 4.1, we obtain the vector clocks
of the events as shown in Figure 4.1. The comparison on vector clocks is defined
as V C(x) < V C(y) ⇐⇒ ∀z [V C(x)z ≤ V C(y)z] ∧ ∃z′ [V C(x)z′ < V C(y)z′ ], where
V C(x)z is the value of the logical clock of event x in position z. For example, in a
distributed system with three agents A,B,C with vector clock v1 = 〈A : 2, B : 3, C : 4〉,
v2 = 〈A : 3, B : 3, C : 4〉, v3 = 〈A : 3, B : 0, C : 4〉, we have:

• v1(A) < v2(A), v1(B) = v2(B) and v1(C) = v2(C). Therefore, v1 < v2.

• v1(A) < v3(A), v1(B) ≮ v3(B) and v1(C) = v3(C). Therefore, v1 ≮ v3 and v1 ≯ v3.
v1 and v3 are incomparable.

Thus, for the events in Figure 4.1, we obtain V C(a) < V C(b) < V C(ã). But, we
have from intentionality that ã→ b. Hence, the strong clock-consistency condition is
violated.

The central problem is that Lamport clocks and Vector clocks were designed to
infer or describe the happened-before relation that is different from the intentionality
relation because of intentional equivalence. Moreover, vector clocks for two events
a and b on two different software agents are sometimes not comparable because one
entry in a might be larger than the corresponding entry in b, and another entry might
be smaller. Such events are labeled concurrent events under the happened-before
relation. However, such events under the intentionality relation might be equivalent or
might be causally related. Therefore, to avoid the issue of incomparable vector clocks,
we use scalar clocks in our design of intentionality clocks.

Other clock mechanisms derived from vector clocks such as plausible clocks [166],
dynamic vector clocks [167] and interval tree clocks [168] address the scalability issues
in vector clocks. When it comes to intentionality, they suffer from the same limitations
as vector clocks.

4.3 Intentionality Clocks

Intentionality clocks is a mechanism for maintaining, updating and synchronizing
logical clocks across all software agents in a CPS with one or more replicas of a central
controller and, with one or more PAs. It is adapted from the Lamport clocks abstraction
that was designed for general distributed systems, to accommodate the specificities of
events in CPSs.
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Similar to Lamport clocks, each agent maintains and updates a local logical clock
(C). The agent also maintains a set of the labels of all the events it has recorded
from other agents so far L. The labels of events are assigned using both C and L,
such that they guarantee the strong clock-consistency condition. These labels are
communicated, by the software agent, along with the message encapsulated in the
sending event. The labels of the reception and timeout events corresponding to that
sending event are updated according to the following rules:

1. The event label of a sending event at an agent is the value of its logical clock, right
before the sending event.

2. If a is a sending event and b a reception or a timeout event, such that a n−→ b, then
b.l = a.l + 1.

3. The logical clock of an agent is never decremented.

4. The logical clock of an agent is only incremented by 1 after a computation and as
follows before a computation.

(a) If C < max(L), then C ← max(L)

(b) If C >= max(L), then C ← C + 3

Rule 1 of intentionality clocks states that a software agent attaches the value of its
current clock C to the sending event, so that other agents understand the state of the
controller process as seen by this software agent at the logical time instant C. Rule 2
follows from the definition of the network relation. Rule 3 is a result of the fact that the
state of the controlled process evolves only in one direction. In other words, time does
not go backwards.

Rule 4 dictates that, in order for the clock to represent a “control round”, the clock
must be incremented only when a computation happens. Before a computation using
timeout events, an agent must account for all the missing information. In order to
properly label the timeout events as belonging to the new control round, the agent
must increment its clock to the highest label it has seen so far. This is a proxy to the
most recent state of the process recording by this software agent. This includes two
cases: (1) either it has recorded the most recent information from other agents, i.e.,
C < max(L) or (2) this agent has the most recent state of the controlled process. In
case (1), the clock takes the value of the received labels.

Case (2) is an example of a software agent that decides to compute as a result
of a timeout, for example, a COMMELEC controller [4] performing a computation
because of a timeout since the last time it performed computation. Figure 4.3 shows
the example of one such computation. In this case, the controller must account for
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Figure 4.3 – Example of computation at a controller as a result of a timeout indicating
the clock at the agents after each event

any possible setpoint implementations that could have occurred since its last setpoint
issued (a). To this end, it uses the timeout a timeout event (d) for the measurement
sending event (c) that would have resulted form the implementation of its last setpoint.
From Figure 4.3, we see that a n−→ b

c−→ c
n−→ d. If the clock at event a is C, then it will be

C + 1, C + 2 and C + 3 at events b, c, d, respectively. The clock is incremented by 1 after
the computation, to result in the setpoint sending event e.

Compared to Lamport clocks [85], there are two main distinctions in the design of
intentionality clocks. First, in our solution, the logical clock at an agent is incremented
only when the agent performs a computation. This enables the controller to infer
the intentionality relation by using its local logical clock, and to have a notion of the
control round. In contrast, the Lamport clock at an agent is updated after every event
that occurs at that software agent. Thus, the agents lose the information required to
infer the intentionality relation and to have a notion of the control round. For example,
in Figure 4.4, a CPS with two PAs that uses Lamport clocks increments its clock each
time it receives a message from a PA. As a result, it will infer the relation between events
b1 and b2 as b1 → b2. A similar problem arises in a CPS with replicated controllers,
where a PA erroneously increments its clock twice every time it receives setpoints from
two different controller replicas.

Second, in intentionality clocks, the label of a reception event is one more than
the label of the corresponding sending event. In contrast, in Lamport clocks, for a
reception event b that occurs when the value of the logical clock of the agent is C is
b.l = max(a.l, C) + 1, where a is the corresponding sending event. Due to the presence
of delayed controller replicas or message retransmissions by the network, reception
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Figure 4.4 – Difference between Lamport clocks and intentionality clocks – An example
of erroneous incrementation of Lamport clocks with two PAs

events from previous control rounds might have a label higher than reception events
from current control round. Consequently, it cannot guarantee the strong clock-
consistency condition.

Next, we present the design of software agents that use intentionality clocks. We
will prove in Section 4.5 that such a design satisfies strong-clock consistency and
guarantees state safety and optimal selection.

4.4 CPS Design with Intentionality Clocks

4.4.1 Controller Design

Algorithms 4.1 and 4.2 describe the design of a controller with intentionality clocks;
this design satisfies the state safety and optimal-selection properties. The model of
the controller is the same as the one given by Algorithm 3.1. The parts in red are
our modifications for satisfying the aforementioned properties (together with the
implementation of Algorithm 4.3).

Each controller maintains a logical clock (C), in addition to the set of received
measurements (M) and a set of labels of received measurements L. Upon receiving
a measurement from a PA, the controller declares a reception event with a label, one
more than the label of the received message (Algorithm 4.1, line 9). The controller adds
the measurement toM and adds the label of the reception event to L.

The controller also occasionally checks if it has accumulated, through the mea-
surements, enough information about the state of the physical process required to
compute setpoints. To this end, it uses the ready_to_compute function. As noted in
Section 3.3.1, the controller can choose to start a computation of setpoints by consid-
ering any form of information provided by measurements fromM. Moreover, we can
augment the ready_to_compute function with the labels inL, as they expose additional
information, by giving insight into the intentionality relation between the events.
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Algorithm 4.1: Abstract model of a controller with intentionality clocks

1 M← ∅ ; // Set of measurements received

2 Z← [ ] ; // Vector of measurements used in a computation

3 X← [ ] ; // Vector of setpoints issued

4 Tnow ; // Current absolute time

5 C ← 0; // Intentionality clock on this controller

6 L ← {}; // Set of labels of received measurements

7

8 on reception of a message m with label l from a PA i
9 Declare reception event a : (my_id, i,m, l + 1);

10 M← aggregate_received_measurements(M, m) ;
11 L ← a.l ∪ L;
12 end;
13

14 repeat
15 decision, Z← ready_to_compute(M, Tnow);
16 if decision then
17 Z, C,L ← choose_measurements(Z, C, L);
18 X← compute(Z) ; // Using measurements with label C − 1

19 issue(X, C); // Sending events

20 end
21 forever;

When the controller decides to compute setpoints, it must first update its clock
and choose the correct measurements to compute with, using Algorithm 4.2, in order
to satisfy the state safety and optimal-discard correctness properties. This function
implements rule 4 of the intentionality clocks. First, the controller computes the
highest label of the events it has seen: C ′. This represents the most recent events the
controller has encountered. Then, for all PAs from which the highest label of received
events is less than C ′, the controller declares a timeout event (line 4), thereby explicitly
acknowledging that it lacks the most recent information from this PA. The controller
can then account for this missing information in the subsequent computations. The
logical clock C is set as C ′ + 1 to mark the computation operation and the resulting
setpoints are issued by way of sending events with the label being the current logical
clock.

Note that the model of the compute function in Algorithm 4.1 permits a controller to
send multiple setpoints for the same PA. However, the computation relation (Definition
3.2) permits only one setpoint sending event per PA. This difference between an event
and the setpoint messages is reconciled by encapsulating all the setpoints for one
PA, resulting form a computation, into the one event. A similar mechanism can be
applied to reconcile the difference that the compute function permits using multiple
measurements from the same PA, whereas the computation relation requires only one
reception or timeout event from each PA.
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Algorithm 4.2: Function: choose_measurements(Z, C, L)

1 C ′ ← max(C + 3,max(L));
2 for each PA i do
3 if the maximum label in L from PA i is not equal to C ′ then
4 Declare timeout event a : (my_id, i,⊥, C ′);
5 Z[i]←⊥;
6 L ← a.l ∪ L;
7 end
8 end
9 C ← C ′ + 1;

10 Return Z, C,L;

The controller is designed to be soft state [169]. When a controller boots or reboots
after a crash, its logical clock is set to zero, and the listsM and L are reinitialized. Thus,
it would use all subsequent reception or timeout events for computation, because
their labels would be≥ 0. This behavior is in accordance with the state safety property,
as a freshly rebooted controller de-facto has no last setpoint sending events. However,
as described in Section 4.4.2, these sending events would be disregarded by the PAs as
they do not reflect their most recent state. Note that, upon booting or rebooting, the
controller sends setpoints corresponding to the initial sending events, indicated by S0,
with the label 0.

From lines 1 and 9 in Algorithm 4.2, we see that the logical clock of a newly booted
controller is re-synchronized with that of the other software agents before computation,
by taking the maximum of the labels of the received measurements. This is discussed
further, in Section 4.4.2.

4.4.2 PA Design

Algorithm 4.3 describes the design of a PA with intentionality clocks; the design com-
plements Algorithms 4.1 and 4.2 in satisfying the state safety and optimal-selection
properties. Each PA maintains a clock C that is initialized with 0 upon booting.

Upon the reception of a setpoint from a controller, the PA declares a reception
event with a label one more than that received in the message. Then, the PA compares
the label of the event with its local logical clock. If the reception event has a higher
label, then the PA implements the setpoint, else it is discarded because it violates the
state safety property. In other words, a reception event with a label less than the logical
clock of the PA means that the corresponding sending event was not computed with
the most recent state of this PA. In this way, setpoints from delay-faulty controllers or
freshly booted controllers are not implemented, thereby upholding the state safety
property.
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Algorithm 4.3: Abstract model of a PA with intentionality clocks

1 on boot
2 C ← 0;
3 z ←⊥;
4 end;
5 on reboot
6 C ←stored C;
7 z ←⊥;
8 end;
9 on reception of a setpoint s with a label l from a controller

10 Declare reception event a : (my_id,my_id,m, l + 1);
11 if C < a.l ;
12 then
13 C ← a.l;
14 implement_setpoint(s);
15 C ← C + 1;
16 Store C;
17 z ← create_measurement();
18 end
19 issue(z, C);
20 end;

After implementing the setpoint through an actuator, the PA increments its logical
clock to mark the computation of a new measurement. The PA computes a new
measurement through a sensor and sends the measurement to the controller by a
sending event labeled with the current logical clock.

Each PA stores its logical clock before computing measurements. When a PA
recovers after a crash, it initializes its logical clock to the last stored value1. In this way,
the PA keeps track of the last state it advertised to the controller.

Controllers and PAs update their local logical clocks to reflect the labels they observe
(Algorithm 4.2 line 1, Algorithm 4.3 line 10). Notice that, upon receiving a setpoint
with a label lower than its logical clock, a PA also sends both the latest computed
measurement and the current value of the local clock. This serves to re-synchronize
the software agents that miss some control rounds due to message losses, crashes and
recoveries, or delays.

4.5 Formal Guarantees

We formally prove that our mechanism of intentionality clocks and Algorithms 4.1, 4.2,
and 4.3 guarantee state safety and optimal selection. The first step lies in proving that

1Constantly increasing counters might cause a counter overflow. However, a 64-bit counter incre-
mented once every millisecond takes much longer than the lifetime of any CPS to wrap around.
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the intentionality clocks under our mechanism infer and describe the intentionality
relation.

Theorem 4.5.1 (Strong Clock-Consistency). In a CPS that implements Algorithms 4.1,
4.2, 4.3: for any two events a and b,

C (a) < C (b) ⇐⇒ a→ b

C (a) = C (b) and a.pa = b.pa ⇐⇒ a ≡ b

Proof. The proof follows from Lemmas 4.5.1, 4.5.2, 4.5.3 and 4.5.4 below.

Lemma 4.5.1. a ≡ b =⇒ C (a) = C (b) and a.pa = b.pa.

Proof. If a ≡ b, then from the properties of the intentional equivalence relation, a.pa =

b.pa, and one of the following five cases must hold:

1. a and b are initial sending events.

2. ∃ c: c n−→ a and c n−→ b

3. ∃ c, c̃: c ≡ c̃, c n−→ a, c̃
n−→ b

4. ∃ c: c c−→ a and c c−→ b

5. ∃ c, c̃: c ≡ c̃, c c−→ a, c̃ c−→ b

We prove the statement of the lemma by induction.

Base case: c, c̃ are initial sending events.
From item 1: c ≡ c̃.
From Algorithm 4.1, line 2: C (c) = C (c̃) = 0.
Then, c ≡ c̃ =⇒ C (c) = C (c̃).

Inductive hypothesis: C (c) = C (c̃). (For cases 2 and 4, c = c̃ and this hypothesis
holds trivially).

Inductive step: We show that the statement of the lemma also holds for a and b.
In cases 2 and 3, by Lemma 4.5.6:
C (a) = C (c) + 1 = C (c̃) + 1 = C (b).
In cases 4 and 5, by Lemma 4.5.5:
C (a) = C (c) + 1 = C (c̃) + 1 = C (b).

Lemma 4.5.2. C (a) = C (b) and a.pa = b.pa =⇒ a ≡ b.
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Proof. We prove this by induction on l = C (a) = C (b).

Base case: For l = 0, a and b are initial sending events.
By rule 1 of intentionality: a.pa = b.pa =⇒ a ≡ b.

Inductive hypothesis: ∀ e, f : C (e) = C (f) = k − 1 and e.pa = f.pa =⇒ e ≡ f .

Inductive step: We show that, ∀ a, b : C (a) = C (b) = k and a.pa = b.pa =⇒ a ≡ b.

Case 1: a and b are input events.
By Definition 3.1: ∃ e, f : e n−→ a and f n−→ b.
Then, from Definition 3.1: e.pa = a.pa and f.pa = b.pa

Thus, e.pa = f.pa.
By Lemma 4.5.6: C (e) = C (a)− 1 = k − 1.
By Lemma 4.5.6: C (f) = C (b)− 1 = k − 1.
Thus, by the inductive hypothesis: e ≡ f .
Thus, by rule 3 of intentional equivalence: a ≡ b.

Case 2: a and b are output events.
By Definition 3.2: ∃ g, h: g c−→ a, h c−→ b, and g.pa = h.pa.
Then, from Lemma 4.5.5: C (g) = C (a)− 1 = k − 1.
Also, from Lemma 4.5.5: C (h) = C (b)− 1 = k − 1.
Thus, by inductive hypothesis: g ≡ h.
Thus, by rule 5 of intentional equivalence: a ≡ b.

Case 3: a is an input event and b is an output event.
We prove that this is an impossible case.
By Definition 3.1: there exists an input event e, such that e.pa = a.pa and e n−→ a.
By Definition 3.2: there exists an output event f , such that f.pa = b.pa and f c−→ b.
Then, by Lemma 4.5.6: C (e) = C (a)− 1 = k − 1.
Also, from Lemma 4.5.5: C (f) = C (b)− 1 = k − 1.
Then, C (e) = C (f) and e.pa = f.pa.
From the induction hypothesis: e ≡ f .
By the properties of the intentional equivalence relation, e and f are either both input
events or both output events.
Contradiction.

Lemma 4.5.3. a→ b =⇒ C (a) < C (b).

Proof. By the definition of the intentionality relation (Section 3.6.2), a → b has 5
possible cases.
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Case 1: a n−→ b.
Then, by Lemma 4.5.6: C (b) = C (a) + 1.
Thus, C (a) < C (b).
Case 2: a ≡ ã and ã n−→ b.
From Lemma 4.5.1: a ≡ ã =⇒ C (a) = C (ã).
By Lemma 4.5.6: C (b) = C (ã) + 1.
Thus, C (a) < C (b).
Case 3: a c−→ b

From Lemma 4.5.5: C (b) = C (a) + 1.
Thus, C (a) < C (b).
Case 4: a ≡ ã and ã c−→ b.
From Lemma 4.5.1, C (a) = C (ã).
From Lemma 4.5.5: C (b) = C (ã) + 1.
Thus, C (a) < C (b).
Case 5: a→ c and c→ b.
From cases 1-4: C (a) < C (c) and C (c) < C (b).
Therefore, C (a) < C (b).

Lemma 4.5.4. C (a) < C (b) =⇒ a→ b.

Proof. C (a) < C (b) =⇒ C (b) = C (a) + k, k > 0.
We prove the lemma by induction on k.

Base case: For k = 1, C (b) = C (a) + 1

Case 1: b is an input event.
By Definition 3.1: ∃ c : c

n−→ b.
By Lemma 4.5.6: C (b) = C (c) + 1.
Thus, C (c) = C (a).
From Lemma 4.5.2: c ≡ a.
Hence, from rule 2 of intentionality: a→ b.

Case 2: b is an output event.
By Definition 3.2: ∃ c : c

c−→ b.
From Lemma 4.5.5: C (b) = C (c) + 1.
Thus, C (c) = C (a).
From Lemma 4.5.2: c ≡ a.
Hence, from rule 4 of intentionality: a→ b.

Inductive hypothesis: Let, for some k > 1

∀ e, f : C (f) = C (e) + k =⇒ e→ f .
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Inductive step: We show that
∀ a, b : C (b) = C (a) + k + 1, a→ b.
∃ c : C (b) = C (c) + 1, C (c) = C (a) + k.
From the inductive hypothesis: a→ c.
Also, from the base case: c→ b.
Therefore, from rule 5 of intentionality: a→ b.

Lemma 4.5.5. a c−→ b =⇒ C (b) = C (a) + 1

Proof. In Algorithm 4.2, a is either from a reception event from a PA with label C ′ or a
timeout event with a label C ′ (line 6). In line 8, we have C = C ′ + 1 and the sending
event b has a label C. Thus, C (b) = C (a) + 1.

In Algorithm 4.3, the sending event b has a label C that is updated in lines 10 and 12. In
line 10, we haveC = C (a) and in line 12, we haveC = C+1. Thus,C (b) = C (a)+1.

Lemma 4.5.6. a n−→ b =⇒ C (b) = C (a) + 1

Proof. At the PA
A sending event a at a controller replica occurs in line 17 of Algorithm 4.1.
The corresponding reception event b at a PA occurs at line 8 of Algorithm 4.3.
From Algorithm 4.3, line 8: C (b) = C (a) + 1.

At the Controller
Algorithm 4.1 line 9: a reception event b has a label b.l = l + 1, where l is the label of
the corresponding sending event a at a PA (Algorithm 4.3, line 16).
Thus, C (b) = C (a) + 1.

Algorithm 4.2 line 4: We declare timeout events with label C ′, for each PA i, such that
the maximum label in L of the events corresponding to i is different from C ′.
We trace the events that caused one such timeout event b.
Since a n−→ b, it follows that a is the sending event at a PA, such that a.pa = b.pa that was
lost or delayed, thus causing the timeout event b.
Let g be the last sending event at a controller, such that there exists a chain of events
g

n−→ f
c−→ d

n−→ c, where c is a reception event at the controller on which b occurred, and
c.l = C ′. (Definitions 3.1 and 3.2).
Thus, from result of this lemma at the PA: d.l = C ′ − 1.
From Lemma 4.5.5: f.l = C ′ − 2.
From the earlier statement at the controller: g.l = C ′ − 3.
The controller declares timeout events to acknowledge that it lacks information from
some PAs, that it has from other PAs. This information is the state of the sub-processes
after the implementation of the setpoints encapsulated in the last sending events that
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resulted from the same computation relation at some controller replica.
Thus, from Definitions 3.1 and 3.2: there exists another chain of events, g n−→ h

c−→ a,
such that h.pa = a.pa.
From result of this lemma at the PA: h.l = C ′ − 2.
From Lemma 4.5.5: a.l = C ′ − 1.

Theorem 4.5.2 (State Safety & Optimal Selection). A CPS that implements Algorithms
4.1, 4.2 and 4.3 guarantees state safety and optimal selection.

Proof. The proof has two parts: state safety and optimal selection.

State Safety

At the controller: Algorithm 4.2 line 10, the controller computes setpoints using mea-
surements with label C ′.
C ′ is greater than the label of the last setpoint issued at line 17 in Algorithm 4.1 with
label C, as C ′ = max(C + 3,max(L)) (Algorithm 4.2, line 1).
From Theorem 4.5.1: C (b) < C (a) =⇒ b→ a.
Thus, when an event a with label C ′ is used by the controller for computation, and
another event b was the last event issued by the controller with label C, then C ′ >

C =⇒ b→ a.

At the PA: The computation at PA, i.e., implementation of a setpoint followed by
subsequent computation of a measurement, is triggered only if Algorithm 4.3 line 9 is
true.
Therefore, if an event a with label a.l is used in a computation by a PA when its CPS
causal clock is C, then C < a.l.
However, C is the label of the sending event b, corresponding to the last measurement
issued.
Therefore, by Theorem 4.5.1: C (b) < C (a) =⇒ b→ a.

Optimal Selection

At the controller: Consider a reception event a with label a.l at a controller, when its
clock is C.

Case 1: a.l ≤ C.
Let b is a sending event corresponding to the last setpoint sent to the same PA.
From Theorem 4.5.1: C (a) ≤ C =⇒ b 6→ a.
From Algorithm 4.2 line 1, we have a.l < C + 3 < C ′.
In line 10, the controller computes with events of label C ′.
Thus, the event a is not used in computation, i.e., discarded.
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Case 2: a.l > C and a.l 6= max(L).
Consider an event e such that C (e) = max(L).
From Theorem 4.5.1: C (a) < C (e) =⇒ a→ e.
From Lemma 4.5.7: C (a) < C (e) =⇒ C (e) > C (a) + 4.
Let d be the sending event on a PA, such that d n−→ e.
Then, C (d) = C (e)− 1.
Let c be the reception event on the PA, such that c c−→ d.
Then C (c) = C (e)− 2.
Let b be the sending event on a controller, such that b n−→ c.
Then C (b) = C (e)− 3.
Thus, C (b) > C (a).
By Theorem 4.5.1: C (b) > C (a) =⇒ b 6→ a.
Hence, a must be discarded.
From Algorithm 4.2 line 1, we have a.l < max(L) < C ′.
In line 10, the controller computes with events of label C ′.
Thus, the event a is not used in computation, i.e., discarded.

Case 3: a.l > C and a.l = max(L)

From Lemma 4.5.7: a.l > C + 3.
From Algorithm 4.2 line 1: a.l = C ′.
In line 10, the controller computes with events of label C ′.
Thus, the event a is used in computation, i.e., not discarded.

At the PA: An event a is discarded by the PA only if a.l ≤ C (Algorithm 4.3, line 9), where
C is the label of the event b corresponding to the last measurement sent.
Thus, from Theorem 4.5.1, if a is discarded, b 6→ a.

Lemma 4.5.7. For any two events a and b occurring at the same software agent, if a and
b are both input events or both output events, then [C (b)− C (a)] % 4 = 0.

Proof. We start by proving the statement for output events at the controller, by using
induction.

Base case: Let a be an initial sending event. Then, C (a) = 0.
Let b be an event occurring on a PA, such that a n−→ b.
Let c be a sending event on the same PA, such that b c−→ c.
Let d be an event on the controller, such that c n−→ d.
Let e be the sending event on the controller, such that d c−→ e.
Then,C (e) = 4 and [C (e)−C (a)] % 4 = 0, where e and a are both output events. Thus,
the statement is true for the first two sending events on all controllers.

Inductive hypothesis: Consider an instance of the execution trace at time t0 at which
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there is no event in the CPS b, such that C (b) ≥ l. At this instant, letA be the set of all
sending events on all controller. Clearly, ∀a ∈ A, C (a) < l. We assume the hypothesis
be true for all a ∈ A.

Inductive step:
Consider a0 ∈ A, be such that ∀ a ∈ A, C (a0) ≥ C (a).
By the induction hypothesis: C (a0) = 4k, where k ∈ N.
We show that the hypothesis is also true for the first sending event b that occurs at a
controller after t0 such that a0 → b.
∀ c, (c.sa = PA1 ∧ a0

n−→ c) =⇒ C (c) = 4k + 1.
∀ d, (d.sa = PA1 ∧ c

c−→ d) =⇒ C (d) = 4k + 2.
∀ e, (e.sa ∈ C ∧ e.pa = PA1 ∧ d

n−→ e) =⇒ C (e) = 4k + 3.
∀ f , (f.sa = e.sa ∧ e

c−→ f) =⇒ C (f) = 4k + 4.
Thus, [C (f)− C (a0)] % 4 = 0.
f is a sending event on a controller and C (f) > C (a0).
Thus, f /∈ A.
Also, f is the first sending event that occurred after t0.
Thus, the hypothesis holds for all sending events at controllers.

Sending events at controllers have label of the form 4k.
By Lemma 4.5.6: input events at PAs have label of the form 4k + 1.
From Algorithm 4.3: output events at the PAs have label of the form 4k + 2.
By Lemma 4.5.6: input events at the controller have label of the form 4k + 3.

4.6 Case Study: CPS for Scheduling EV Charging

We present, via a case study, a practical application of the intentionality relation and
the intentionality-clocks mechanism. We take the example of a CPS for scheduling
the charging of a fleet of EVs, which provides a schedule that accounts for both the
vehicles’ demand and the vehicle-to-grid regulation services [1].

One of the purposes of this CPS is to charge each vehicle based on the vehicle’s de-
mand, and the other purpose is to provide frequency support for the grid. Modulating
the charging schedule of the EVs, by charging at a higher or lower rate, or even dis-
charging into the grid for some time in cases of downward excursion of frequency, can
provide frequency support. In practice, the EVs must respond to regulation requests
every two to four seconds [170].

The paper [1] presents a solution to the problem assuming an ideal communication,
and without considering the failure of the software agents. However, such a mission-
critical control requires high levels of reliability in a real deployment. It is, therefore,
desirable to replicate the controller.
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Figure 4.5 – Architecture and information flow of a CPS for EV charging [1]

In Section 4.6.2, we use the intentionality relation to analyze their CPS design for
possible issues that could arise when the controller is replicated. We find that a naive
extension to their design violates the optimal-selection property. Consequently, due
to software and network faults, the CPS can encounter a deadlock situation, whereby
frequency support will no longer be achieved. This might result in the instability of the
underlying electrical grid.

4.6.1 CPS Design for EV Charging

In this section, we analyze the system model of [1] and show how our system model,
presented in Section 3.3, applies.

Figure 4.5 presents an architectural view of the system consisting of EVs and the
aggregator, as shown in [1]. It comprises EVs that represent the controlled sub-process
from our model, the EV agents labeled 1 through n that correspond to the PAs from
our model and the central aggregator that is the controller of the CPS. The controller
receives a charging/discharging (henceforth referred to as charging) schedule from
each PA. This schedule represents the measurements in our model. The controller
computes control signals (setpoints) for each of the EVs, using the received charging
schedules.

The algorithms of the controller and the PAs used for achieving the desired vehicle-
to-grid regulatory service are described in [1] in Algorithms 2A and 2B. We abstract this
process and summarize it, as shown in Algorithm 4.4. The controller periodically starts
an iterative process that consists of several control rounds, subject to convergence
of the algorithm. Each iterative process is independent from the previous one, as if
the controller had a fresh start. The triggering of a new iterative process (line 2) is
a timeout event in our model, which further causes n sending events, one for each
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PA (line 4). These events represent the initial sending events as they are computed
without using measurements.

From Algorithm 4.4, we see that the CPS in [1] uses a labeling scheme with label
m. In Section 4.6.2, we show that this labeling scheme violates optimal selection
(Definition 3.4), consequently the system can enter a deadlock situation. In line 6, we
see that, before beginning computation in line 7, the controller waits for schedules
from each PA. Thus, the ready_to_compute function of this CPS is the presence of
one reception event corresponding to the current round with label m, from each PA.
Timeout events do not occur within an iteration.

In lines 7-13, we see that the computation relation takes as input one schedule from
each PA and produces one control signal for each PA. In other words, the computation
relation takes as input one reception event from each PA and outputs one sending
event for each PA. This is same as our computation relation (Definition 3.2).

The iterative process (lines 5-13) continues until the control has converged. It
terminates with the sending of control and stop signals in the setpoints of the last
computation.

Each EV agent (PA) also keeps track of the on-going control round by using label
m. It only accepts charging schedules (setpoints) that belong to the current round
(line 20). Upon receiving a setpoint from the current round, the PA checks if it is
accompanied with a stop signal (line 22). The presence of a stop signal is an indication
of the termination of the iterative process and results in implementation of the setpoint.
Alternatively, when the stop signal is absent, the PA sends its new charging schedule as
a measurement to the controller and increments m by one.

4.6.2 Deadlock Due to Violation of Optimal Selection

Here, we describe a scenario in which the CPS in [1] can enter a deadlock situation
when the controller is replicated, due to the controller replicas having different round
labels.

Consider a scenario with two replicas of the controllerC1 andC2, with labelm1 and
m2, respectively. Consider a PA, PA0, with label m0. Consider a situation when both
controllers sent out setpoints to PA0 with label 5. Then, m1 = m2 = 5. PA0 receives this
setpoint, implements it, sends a measurement with label m0 = 5 and increments its
label to 6. Thus, after this round, we have m1 = m2 = 5 and m0 = 6. Now, if C2 does
not receive the measurement from PA0 and C1 received measurements from all PAs, C1

will begin computation and C2 will be stalled. After this computation, we have m1 = 6

and m2 = 5. Moreover, PA0 implements the setpoint and increments its label m0 to 7.
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Algorithm 4.4: Abstraction of the iterative process of scheduling EV charging [1]

1 At the Aggregator (Controller)
2 repeat periodically
3 m← 0;
4 Send a request for schedules with label m to each PA;
5 repeat
6 if schedules labeled m from each PA are received then
7 Perform computation of control signals;
8 m← m+ 1;
9 if control has not converged then

10 Send new control signals with label m to each PA;
11 end
12 end
13 until control has converged;
14 Send control signals and stop signals with label m to each PA;
15 forever;
16

17 At the EV Agent (PA)
18 m← 0;
19 on reception of a control signal with label k from aggregator
20 if k == m then
21 Compute new charging schedule;
22 if stop signal received then
23 m← 0;
24 Implement charging schedule until next control signal;
25 else
26 Send schedule to aggregator with label m;
27 m← m+ 1;
28 end
29 end
30 end;

Next, let C1 crash due to a software failure and reboot. Then, it requests for sched-
ules with m1 = 0. However, as PA0 is expecting messages from round 7, it ignores
these requests. PA0 also discards any messages from C2, as they will have a label 5.
Moreover, C2 discards the received measurements with label 6 because its label is
m2 = 5. This is a violation of the optimal-selection property by C2. Hence, the CPS
enters a deadlock state because there is no mechanism to resynchronize the label.

4.6.3 Design with Intentionality Clocks

To remedy the problem of deadlock, we altered the labeling mechanism in Algorithm
4.4 with intentionality clocks. The new design is given by Algorithm 4.5. At the con-
troller, we resynchronize the label using Rule 4(a) of intentionality clocks, i.e., by
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declaring timeout events in order to move to a new round of computation. This mech-
anism is given by lines 6-8 of Algorithm 4.5. Furthermore, at the PA, we solve of the
issue of not recording reception events with lower round labels by adding lines 33-35.
Upon a reception event with a lower label, the PA must not implement the setpoint in
order to satisfy state safety. Instead, the PA advertises its most recent state by sending
the schedule with its current label m.

As proven earlier, our design (Section 4.4) satisfies the optimal selection property
even in the presence of controller replication and of software and network faults (as
shown in Theorem 4.5.2). Therefore, the problem encountered by the design in [1]
can be avoided by applying intentionality clocks and tuning the design of the software
agents according to Algorithm 4.5.
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Algorithm 4.5: Design of scheduling EV charging in [1] with intentionality clocks

1 At the Aggregator (Controller)
2 repeat periodically
3 m← 0;
4 Send a request for schedules with label m to each PA;
5 repeat
6 if a schedule with label k > m is received from a PA then
7 m← k; // Declare timeout events for all m < k

8 end
9 if schedules labeled m from each PA are received then

10 Perform computation of control signals;
11 m← m+ 1;
12 if control has not converged then
13 Send new control signals with label m to each PA;
14 end
15 end
16 until control has converged;
17 Send control signals and stop signals with label m to each PA;
18 forever;
19

20 At the EV Agent (PA)
21 m← 0;
22 on reception of a control signal with label k from aggregator
23 if k == m then
24 Compute new charging schedule;
25 if stop signal received then
26 m← 0;
27 Implement charging schedule until next control signal;
28 else
29 Send schedule to aggregator with label m;
30 m← m+ 1;
31 end
32 else
33 if k < m then
34 Send schedule to aggregator with label m;

// Declare reception event

35 end
36 end
37 end;

4.7 Conclusion

We address the problem of enabling software agents in a CPS, namely controller and
PAs, to provide a notion of rounds of computation in the presence of network losses or
delays, or of the replication of the controller. We show that, in such settings, the causal
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(or happened-before) relation, traditionally used in distributed systems literature,
does not enable the capturing of the control rounds. Instead, we find that the newly
proposed intentionality relation is a good choice for enforcing such rounds.

We present a clock mechanism, intentionality clocks; it was used in the design of a
controller and a PA that guarantees the strong clock-consistency condition under the
intentionality relation. We consider two correctness properties, namely state safety
and optimal selection: they describe how the agents must treat events in order to
respect intentionality. We prove that the design guarantees these properties. Lastly,
through a case study of a real-world CPS for charging EVs, we demonstrate the practical
relevance of the introduced concepts.

As the design of the software agents with intentionality clocks now enables using
round-numbers to order events in an otherwise orderless CPS, designing reliability
mechanisms for a CPS with intentionality clocks is easier. As these clocks impose a
round number on a CPS with asynchronous software agents, the asynchrony is hidden
from the agents who can simply compare the labels to check whether a received
message belongs to a newer control round or an older control round. Moreover, the
execution trace of a CPS with intentionality clocks can be represented as a DAG with
the nodes being the events and the edges being the network and computation relations
between those events. Such a DAG lends itself well to automated checking of properties
on a CPS.

Therefore, we can focus on ensuring the rest of the correctness properties such as
consistency and timeliness within one round. In Chapter 6, we present results from
the implementation of intentionality clocks, along with other reliability mechanisms,
in a CPS for real-time control of electric grids [4]. We study the impact of violations of
the correctness properties on the physical process, through experiments in a virtual
commissioning environment [61].

One possible avenue for the extension of the theory of intentionality relation and
the design of intentionality clocks is to include CPSs with hierarchy of controllers,
or those with asynchronous sensors that send out-of-band measurements to the
controllers.
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5 Quick Agreement among Repli-
cated CPS Controllers

To talk, or not to talk,
that is the question.

In this chapter, we present mechanisms for ensuring that the CPS guarantees the
consistency property (Definition 3.5 in Section 3.7). In order to ensure consistency, the
controller replicas need to perform agreement, before issuing setpoints to the PAs. Tra-
ditionally, in active-replication schemes, agreement is achieved using consensus [161].
However, consensus is known to have a poor latency-performance as the agreement
requires several rounds of message exchanges between the replicas and can take an
unbounded amount of time to terminate [88]. This makes consensus unsuitable for
real-time CPSs, as they require consistency with a low-latency overhead.

To address the latency issues with consensus, we present Quarts; this name stands
for quick agreement in real-time systems. In Quarts, the controller replicas perform
agreement on input, i.e., measurements, as opposed to agreement on output, i.e.,
setpoints as done in some consensus mechanisms [161]. Then, certain properties of
CPSs enable the controller replicas to locally choose which measurements to use in
a computation without having to exchange messages (“talk”) with other replicas. In
Quarts, a replica can choose to not talk with other replicas and reach agreement in
such a way that consistency is always guaranteed. In rounds when the replicas do
not exchange messages for agreement (which are a majority of the rounds in CPSs
with two replicas), the latency overhead is zero. In other cases, the latency overhead
is bounded. In this way, by efficiently deciding when to and when not to talk with
other replicas for agreement, Quarts provides a bounded latency-overhead and a lower
average latency-overhead when compared to consensus.

Quarts is applicable to CPSs with only the controller and PAs, and not with asyn-
chronous sensors. This is because Quarts relies on labeled measurements, where the
labels are consistent across all PAs, like in the case of labels obtained from intentionality
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clocks (Chapter 4). Asynchronous sensors do not share the same labeling scheme,
hence need to be handled differently. To this end, we propose an extension to Quarts,
namely Quarts+. It ensures consistency and bounded latency-overhead similarly to
Quarts at a slightly reduced availability. Both Quarts and Quarts+ have a consider-
ably higher availability than existing passive- and active-replication techniques for
consistency.

The rest of this chapter is structured as follows. We begin by explaining the need
for consistency, in Section 5.1. We also elaborate on the intuition behind the definition
of the consistency property (Definition 3.5) based on output events in the CPS, and
we relate it to the setpoints output by the controller replicas. In Section 5.3, we list the
properties of CPSs required by Quarts. We present the design of Quarts in Section 5.4,
followed by the proofs of the consistency and bounded latency-overhead properties of
Quarts in Section 5.5.

In Section 5.6, we use discrete-event simulation to compare the consistency, avail-
ability, latency and messaging-cost of passive and active replication schemes with
that of Quarts. We find that unlike Quarts that provides 100% consistency, passive-
replication schemes have non-zero inconsistency, which renders them unsafe as a
replication mechanism for CPS controllers. We also find that Quarts can provide avail-
ability up to 10×higher than consistency guaranteeing active-replication schemes such
as consensus. Furthermore, both the average and tail-latency of Quarts are bounded
and lower than consensus. Lastly, we find that Quarts has a messaging cost similar to
consensus but higher than passive-replication schemes. The higher messaging-cost is
the price of consistency.

In Section 5.7, to provide agreement in CPSs with asynchronous sensors, we present
the extension, Quarts+. In Section 5.2, we review the related work on consistency
achieving mechanisms. We summarize our findings and conclude this chapter in
Section 5.8.

5.1 Importance of Consistency in a CPS

Let a and ã be two intentionally equivalent setpoints sending events occurring on
different controllers. From Theorem 4.5.1 that proves the strong-clock consistency
in a CPS that uses the controller and the PA design presented in Chapter 4, we have
a.l = ã.l. In other words, a and ã belong to the same computation round.

Although, the setpoints encapsulated by a and ã belong to the same computation
round, they can result from computations that use different sets of input events (diff-
erent combinations of receptions and timeout events). This is possible because of
redundancy in the sensor network, or due to the controllers’ ability to compute with
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partial information [160]. Furthermore, when the computations use different input
events, the resulting output events can encapsulate different messages. Recall from
Section 3.7 that this violates the consistency property that states that if two output
events are intentionally equivalent, then they encapsulate the same message.

As the physical process can have several feasible operating points, it is natural
for two different controller replicas to output different setpoints in the computation
round, both of which are feasible. Hence, on its own, the violation of consistency
property does not necessarily affect the control of the process. However, as these
setpoints are sent over a network that can drop, delay, or reorder messages, their
implementation might be interleaved. Hence, the control of the process resulting from
the final implementation of setpoints can deviate from the correct control behavior of
the CPS. In other words, issuing setpoints that violate the consistency property might
result in an incorrect control of the CPS, as clarified by the following example.

Consider an operation of the COMMELEC CPS [4]: it controls a microgrid by mod-
ulating the power injections of a battery and a PV. The line connecting the microgrid to
the main grid cannot support more than 100 kW . One controller replica might instruct
the PV to inject 50 kW and the battery to absorb 50 kW . Another controller replica,
due to receiving a different subset of input measurements, might instruct the PV to
inject 200 kW and the battery to absorb 200 kW . Although setpoints from either one of
the controller replicas respect the ampacity limits, the interleaving of setpoints from
the two replicas does not. In other words, a sequence of message losses might result in
the PV receiving only the instruction to inject 200 kW , and the battery receiving the
instruction to absorb 50 kW . This causes the grid to export 150 kW , thus violating the
limits of the main line.

Although two events a and ã have the same labels, they might not be encapsulating
the same messages, thereby violating consistency for events a and ã. Furthermore, the
corresponding output events at PAs, c such that a n−→ b

c−→ c and c̃ such that ã n−→ b̃
n−→ c̃,

might also not encapsulate the same messages, thereby violating consistency for events
c and c̃. This effect can be noticed for all subsequent setpoints and advertisements,
i.e., violating consistency for two output events can violate consistency for subsequent
output events. In order to guarantee consistency, and to be able to enforce intentional
equivalence in practice, there needs to be a mechanism that ensures that when two
controller replicas perform computations to issue setpoints with the same label, the
setpoints for the same PA have the same value. We call this property computation
consistency, and we show in Lemma 5.5.5 that it is sufficient to ensure consistency for
all output events.
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5.2 Related Work

Achieving consistency among the replicas within bounded latency is impossible, as
shown in the CAP theorem [171]. The CAP theorem states that during a partition (in
an asynchronous network), consistency and availability (bounded latency) cannot
be achieved together. Hence, the problem of ensuring consistency among replicas
involves trading off availability for consistency or vice versa under different fault
models. Broadly, two types of solutions tackle this problem from different perspectives:
passive replication [99] and consensus-based active replication [114, 115, 161, 172].

Passive replication [99] is commonly used in CPSs as it avoids agreement by having
one primary replica compute and issue setpoints. If the primary is detected as faulty,
the standbys elect a new primary by consensus. As failure detection is imperfect in an
asynchronous setting [58], the standbys might incorrectly detect the primary as faulty
and elect a new primary, and the original primary would not be notified, resulting in
two primaries, thus leading to potential inconsistencies. Most passive-replication re-
search considers the crash-only fault model, under which passive replication improves
availability at a negligible cost of inconsistency. For real-time CPSs, however, delay
faults are more relevant. The intermittent nature of delay faults causes more false
positives by failure detectors, hence more inconsistencies. Imperfect fault-detection
can also lead to false negatives, in which case the primary is faulty and undetected,
resulting in poor availability. Moreover, the election of a new primary replica relies on
consensus between the backup replicas, and consensus has poor latency performance,
thereby unsuitable for real-time systems.

Active-replication solutions work by having all replicas receive inputs and compute
setpoints. These replicas then hold a consensus to agree on one of two equivalent
decisions: either which replica issues the setpoints, or what set of setpoints all replicas
should issue. As mentioned in Section 2.1.1, consensus consists of four properties:
agreement, termination, validity, and integrity [115]. Validity and integrity address
issues that arise due to Byzantine faults and are not under consideration in this work.
Agreement and termination are impossible to guarantee together, within a bounded
delay and in an asynchronous setting [88]. As real-time CPSs require low latency, this
results in low availability.

Quarts focuses on a class of CPSs for which termination is not always necessary, as
they can correctly compute setpoints even if some previous computation was missed
(refer to properties in Section 5.3). This enables agreement via voting that, irrespective
of the success, ends after a bounded time. Moreover, performing agreement on the
input, rather than over the setpoints or the issuing replicas, affords a phase of collection
prior to agreement. This increases the chances of a successful vote, thereby improving
availability.
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We use a composite voter [173] that, in cases of no majority, selects the output of
one of the replicas, based on a predetermined order. Unlike in [173], where the order is
replica-based, i.e., in the case of a tie, one of the replica has a priority higher that the
others, we use an ordering based on the number of measurements, i.e., in the case of
a tie, the replica with most measurements has a higher priority. This scheme is more
suited to CPSs as it results in the option with most measurements being chosen. Also,
we use plurality voting or relative-majority voting [174], instead of absolute-majority
voting. In plurality voting, the option with most votes is chosen irrespective of its
fraction of absolute votes, thereby providing a higher chance of agreement.

5.3 CPS Properties Required for Quarts

Figure 5.1 shows the architecture of a CPS with one or more replicated controllers, m
PAs, and no asynchronous sensors, and it indicates the messages exchanged with a
round labeled with label r. We assume that the controllers and PAs follow the design
with the logical clocks presented in Chapter 4. Thus, all messages are associated with
a label derived from a logical clock of the sending software agent. The m PAs read
measurements from their sensors and send them to the controllers, each measure-
ment is marked with a label (r). To ensure agreement, Quarts requires only that the
messages are consistently labeled and does not specifically require labels derived from
intentionality clocks. Labeling can be also be obtained by time-synchronization or
through other logical clocks [85, 118]. However, for simplicity, we consider that the
labels are derived from intentionality clocks.

Network Network
M; r

m PAs
x1r

xjr

xmr

Z; r X; rController A1; : : : ; Am

m PAs

CH

Controller replica

Controller replica

(from

sensors) (to

actuators)

Figure 5.1 – Architecture of the CPS indicating the messages exchanged with round
numbers

The model of the controller that receives and processes these measurements to
produce setpoints is given by Algorithm 5.1. This algorithm is similar to Algorithm 4.2
in Chapter 4 with some key modifications. First, we express the variables in terms of
measurements and setpoints, as opposed to using events, because they lend them-
selves well to explaining the mechanisms in Quarts. Second, we make the controller
state (H) explicit because it affects the computed setpoints, consequently affecting
consistency. Third, we do not mention the set of all received measurementsM and
the fact that computations can be triggered by current time Tnow, as these parame-
ters have no bearing on the design of Quarts and its guarantees. Last, the function
choose_measurements (Algorithm 4.2) that is pivotal in providing the state safety and
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optimal selection property is assumed to be implemented within the compute function
(Algorithm 5.1 line 13).

Algorithm 5.1: Model of the CPS controller with labels and without events

1 r ← 0 ; // highest label of measurements received

2 r− ← 0 ; // highest label of measurements computed with

3 Z← [ ] ; // vector of measurements with label r

4 H← ∅ ; // controller state

5

6 repeat // Thread 1: Receive and aggregate measurements

7 Z, r ← aggregate_received_measurements(r);
8 forever;
9

10 repeat // Thread 2: Compute and issue setpoints

11 decision← ready_to_compute(Z,H, r);
12 if decision then
13 X← compute(Z,H, r − r−);
14 H← update_state(Z,H, r − r−);
15 issue(X, r);
16 r− ← r;
17 end
18 forever;

Note that, the computation of setpoints X corresponding to label r depends on
measurements of label r (Z), state (H), and correction factor (r − r−). The correction
factor indicates when the last setpoint was computed and is used to handle intermit-
tent measurements, as discussed in Property 5.2. Also, each computation results in
a new state. To highlight the updates of the controller state in each computation, we
introduce a new function update_state (Algorithm 5.1 line 14) that uses the vector of
measurements (Z), the previous state (H) and the correction factor (r − r−).

The measurements and setpoints are sent over a non-ideal network that might
delay or drop messages. In case of no loss, the propagation delay is bounded by δn.
The message processing time of non-faulty replicas is negligible with respect to. δn.
This network model is called probabilistic synchronous [58].

Given that the state is used in the computation of setpoints (line 13), Quarts requires
replicas to agree on the state. To this end, the following property is expected to hold.

Property 5.1. The state used by the controller for computing the setpoints can be known
exactly.

This property is satisfied by a wide range of controllers, including controllers using
Kalman filters [41] where the state is the gain matrix, or more sophisticated controllers
like [175], where the state is the time of the most recent voltage violation.
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The controller is assumed to be susceptible to delay and crash faults. The intermit-
tent nature of delay faults makes real-time agreement more challenging. As a controller
can be delay faulty for an arbitrarily long time, solutions that rely on failure detection
will incur a high latency-overhead for each setpoint. In order to address the challenges
of such intermittent faults, we require the controller to satisfy the following property.

Property 5.2. The controller can compute correct setpoints in the presence of intermit-
tent measurements.

In other words, a controller is assumed to be robust to non-idealities in the commu-
nication network or the software agents. Examples of such controllers are those that
use a Kalman filter that accounts for intermittent measurements [159] and the robust
COMMELEC controller that can handle missing measurements [160]. Controllers of
CPSs that exhibit this property can compute and issue setpoints, despite intermittent
faults, either in the network (losses of measurements) or in the controller (delay faults).
On the contrary, CPS controllers that do not exhibit Property 5.2, will eventually perma-
nently fail to compute and issue setpoints due to network losses, even in the absence
of software faults. This is because a controller that fails to compute setpoints for a
label r, cannot compute setpoints for all labels greater than r.

From this property, we find that a controller might compute setpoints for label
k < r − 1, be delay faulty for some time and then compute setpoints for label r, by
using the state corresponding to label k, without the knowledge of the intermediate
states. Note that the resulting setpoints would be correct, but might be sub-optimal
when compared to those computed using the state corresponding to label r − 1.

Lastly, as we use active replication, multiple replicas will issue setpoints of the same
label to the PAs. Therefore, we require the following property to hold.

Property 5.3. PAs are able to handle duplicate setpoints.

This property is satisfied by the CPSs if they already satisfy the state-safety property
(Theorem 4.5.2) by using intentionality clocks. Other CPSs can either use their labeling
schemes to perform de-duplication of received setpoints or use absolute setpoints,
rather than differential setpoints. An example of absolute setpoints is an electric-grid
controller instructing a battery agent that is injecting 8 kW to ‘set the injected power
to 10 kW ’, rather than to ‘increase the injected power by 2 kW ’. Receiving identical
duplicates of the former has the same effect as receiving a single setpoint.

5.4 Quarts Design

We take a top-down approach to describing the design of Quarts. In Section 5.4.1, we
give a walk-through of a typical operation of Quarts by using, as example, a CPS for
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the control of electric grids that uses a Kalman-filter based controller [176]. Then, in
Sections 5.4.2, 5.4.3, we detail the design of the individual building blocks of Quarts.

5.4.1 Protocol Walk-Through

Quarts is applied to a CPS by replicating the controller, adding the red part (Algorithm
5.2 lines 12-14, 16), and implementing the collect_and_vote function (Algorithm 5.3)
that implements Algorithms 5.4, 5.5 and 5.6. In order to guarantee consistency, this
function performs agreement between the controller replicas and overwrites the set
of measurements Z, the state H, and the label of the last setpoint computation r−.
The function returns False when this replica should not compute for this label. The
collect_and_vote function has two parts, Collection and Voting, described in Section
5.4.2 and 5.4.3, respectively.

Algorithm 5.2: Model of the CPS controller with Quarts (in red).

1 r ← 0 ; // highest label of measurements received

2 r− ← 0 ; // highest label of measurements computed with

3 Z← [ ] ; // vector of measurements with label r

4 H← ∅ ; // controller state

5

6 repeat // Thread 1: Receive and aggregate measurements

7 Z, r ← aggregate_received_measurements(r);
8 forever;
9

10 repeat // Thread 2: Compute and issue setpoints

11 success← False;
12 if r > r− then
13 success, Z,H, r− ← collect_and_vote(Z,H, r, r−);
14 end
15 decision← ready_to_compute(Z,H, r);
16 if success and decision then
17 X← compute(Z,H, r − r−);
18 H← update_state(Z,H, r − r−);
19 issue(X, r);
20 r− ← r;
21 end
22 forever;

The novelty of Quarts is that it performs agreement on measurements Z and the
state H before computation, as opposed to agreement on setpoints done by existing so-
lutions. By agreement on H for a label r, the replicas implicitly agree on the correction
factor, r − r−, which affects the subsequent compute and update_state functions. Our
choice to agree on the input stems from the observation that it enables an optimization
that increases the probability of a successful agreement. This optimization is referred
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to as the collection phase and involves replicas exchanging measurements and the
state in order to minimize the missing information in each replica.

Agreement is done in the subsequent voting phase, where replicas exchange a
digest of the measurements and the state they have. The subset of measurements
corresponding to the most-common digest is chosen for computation. The details of
the digest and the voting phase are explained in Section 5.4.3.

From Algorithm 5.2, note that the setpoints returned by the compute function are
uniquely determined by Z, H and r − r−. An example of such a controller is [176]: it
uses a Kalman filter for estimating the state of an electric grid and uses the estimated
state to compute and issue setpoints to PAs to maintain the grid in a feasible state.
Here, Z is composed of voltage and current phasors, and H is the Kalman-gain matrix,
and the r − r− represents the “jump” in the linear state of the controlled process since
the last time a computation was performed by the controller. Recall that in a Kalman
filter [159], the measurements, the Kalman-gain, and the correction-factor uniquely
determine the output. Hence, agreeing on Z, H, and r− for a given r is sufficient for
agreeing on the value of the setpoints.

With Quarts, the aforementioned CPS [176] works as follows. Every 20 ms, the PAs
send measurements, with a new label. When the first measurement with a new label r
is received, the replica sets a timeout by which it expects to receive all measurements.
One possible value of the timeout is the one-way delay of the network (δn). As the
measurements are sent over a lossy network, the controller replicas receive different
subsets of measurements. Upon timeout, each replica queries other replicas for the
missing measurements. Moreover, each replica that has a state with a label less than
r − 1 requests others for their most recent state. This way, more replicas have a similar
state and a set of measurements after collection, and the subsequent voting phase is
more likely to succeed.

Algorithm 5.3: collect_and_vote(Z, H, r, r−)

1 // Part 1: Collection
2 Zcoll ← collect_missing_measurements(Z, r);
3 Hcoll, r

−
coll ← collect_missing_state(H, r−);

4 S ← indices of entries in Zcoll;
5 send digest(S , r−coll, r) to all voters;
6

7 // Part 2: Voting
8 success, Schosen , r

−
chosen ← vote(r);

9 if success and r−chosen = r−coll and Schosen ⊆ S then
10 return True, Zcoll[Schosen ],Hcoll, r

−
coll;

11 else
12 return False, Zcoll[Schosen ],Hcoll, r

−
coll ;

13 end

75



Chapter 5. Quick Agreement among Replicated CPS Controllers

The collection phase in Algorithm 5.3 is realized through the functions collect_missing_measurements
and collect_missing_state (Algorithms 5.4, 5.5). Each of these functions lasts for at
most 2δn at each replica, as detailed in Section 5.4.2. These functions are independent
and can run simultaneously, resulting in a bounded latency of 2δn for the collection
phase.

At the end of the collection phase, each replica sends to other replicas a digest of
the measurements it has obtained thus far. This begins the voting phase, in which each
replica chooses, using the vote function (Algorithm 5.6), the set of measurements and
the state to be used for computing setpoints corresponding to this label. If voting is
unsuccessful, or if the corresponding replica does not possess the chosen measure-
ments or state, then False is returned (Algorithm 5.3, line 12). This prohibits the replica
from computing setpoints (Algorithm 5.2, line 16). The voting phase has a bounded
duration of 3δn and is explained further in Section 5.4.3.

Note that, the voting phase requires an upper bound on the number of controller
replicas (faulty and non-faulty). This can be achieved either by statically configuring
the number of replicas every time a new replica is added or removed, or by using a
group membership algorithm such as [151]. As the addition of replicas is not done on
the real-time path, the introduction of a new replica can wait until the termination of
the group membership algorithm.

In the special case of two controller replicas, it is possible that both the collection
and the voting phase at a controller might last for zero time. This case occurs when the
controller receives measurements from all the PAs for this round, thereby not needing
to query other controllers for measurements. Moreover, as we shall see in Section 5.4.3,
receiving all measurements in a round entitles a controller in a two-replica system to
decide without voting. Additionally, in CPSs where the network losses are low, this
case occurs in a vast majority of the rounds for at least one of the replicas, thereby
adding zero latency for agreement. Note that a replica that moves to computation on
receiving all the measurements in a certain round still continues to help other replicas
by participating in the collection and voting phases without delaying computation.

Lastly, a controller replica must perform agreement for a round at most once.
In order to ensure this property across reboots, controllers store the highest round
number in which it participated in agreement on a persistent storage (such as disk).
Upon reboot, this number is retrieved and the replica does not take part in agreement
for previous rounds.

5.4.2 Collection Phase

The collection phase consists of replicas exchanging measurements and state, as
presented in Algorithms 5.4 and 5.5, respectively. As mentioned earlier, these can run
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Algorithm 5.4: collect_missing_measurements(Z, r)

1 S ← indices of entries in Z;
2 send Quarts_Query<S̄ , r> to all replicas; // Ask for missing indices
3 repeat
4 if Quarts_Query<Q , l> received and l = r then
5 // Received query, send response
6 send Quarts_Response<Z [Q ∩ S ], r> to all replicas;
7 else if Quarts_Response<P, l> received and l = r then
8 // Received response, update set of measurements
9 Quarts_Update Z to include P;

10 Add received entries to S ;
11 end
12 until timer 2δn expires;
13

14 return Z; // Return set of measurements after collection

simultaneously. The collection phase, designed with delay faults in mind, is terminated
after 2δn. Thus, non-delay-faulty replicas can proceed with the voting phase without
waiting for delay-faulty ones.

The main premise of collection is that the measurements and the state with the
same label have the same value. This is possible because of use intentionality clocks
(described in Chapter 4). At a PA, every time it issues a measurement, it increments
its local intentionality clock and tags the measurement with the value of the clock.
Moreover, the intentionality clocks are always incremented and never decremented.
Thus, two different measurements have different labels. Alternatively, measurements
with the same label have the same value as they are generated by the same PA. The
case of the state is more involved and is covered by Lemma 5.5.4.

Collecting Measurements

Each replica calls collect_missing_measurements(Z, r) (Algorithm 5.4). It forms S , the
set of IDs of the PAs from which it has received measurements with label r. Then, it
sends a Quarts_Query to all replicas asking for the missing measurements (entries of
S̄ ).

For each Quarts_Query received, the replica sends a Quarts_Response that contains
the queried measurements that it has. Also, for each Quarts_Response received, the
replica updates the vector Z to include the newly received measurements. These
exchanges include the label r to ensure that stale measurements, caused by delay-
faulty replicas sending queries or responses, are ignored.

As this phase is performed simultaneously by all non-delay-faulty replicas, its delay
is upper-bounded by 2δn, the time required for queries and responses to be delivered.
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Algorithm 5.5: collect_missing_state(H, r−)

1 send Quarts_Advertisement<r−> to all replicas; // Advertise state label
2 repeat
3 if Quarts_Advertisement<l> received and l < r− then
4 // Received advertisement with smaller label, send my state
5 send Quarts_Update<H, r−> to all replicas;
6 else if Quarts_Update<H′, l> received and l > r− then
7 // Received state with higher label, update my state
8 H← H′;
9 r−← l;

10 end
11 until timer 2δn expires;
12

13 return H, r−; // Return state and label after collection

Collecting State

Similarly, each replica calls collect_missing_state, passing it as input the current
state (H), and the label (r−) of the measurements involved in the computation lead-
ing up to that state, henceforth referred to as the state label. The replica sends a
Quarts_Advertisement with the label of its state r−.

If a replica receives a Quarts_Advertisement with a label lower than its own, it sends
a Quarts_Update with its state and label to all replicas, so that they can synchronize
their state accordingly. If a replica receives a Quarts_Update with a label higher than
its own, it changes its state and label.

5.4.3 Voting Phase

The collection phase ends with each replica sending its digest to all the voters. A digest
with a label l consists of (1) an indicator set S of measurements with label l that this
replica has, and (2) the state label r− at this replica. Quarts uses a total order among
digests. Consequently, we have a function max that returns the largest digest, based
on the total order. For each label, there exists a largest possible digest (full_digest)
that does not contain any missing measurements and that has r− = l − 1. A possible
implementation of the digest is a concatenation of the state label with the bit-mask of
the measurements. For instance, computing setpoints with label l = 25: if r− is 24 and
a replica has received measurements from PAs 1, 2, and 5 (m = 5), then its digest would
be “24.11001”. The lexicographic ordering of the digest string gives the total order, with
“24.11111” being the full_digest. We use this implementation in our simulations.

Each replica maintains a list v of digests received with label r from other replicas,
with at most one entry per replica. From v, it attempts to vote and choose a digest,
such that all replicas choosing a digest with label r, choose the same digest.
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The voter also maintains two lists and three integers that are updated when a new
digest is received and stored in v. As the same digest can be received from several
replicas, we count the number of occurrences of each unique digest in v. We store the
digests with the highest count in Smc and their count in fmc. Similarly, the digests with
the second highest count are stored in Ssec and their count in fsec. Finally, the number
of empty elements in v, which is the number of replicas from which the voter has not
received digests, is stored in f0.

There are four cases in which the voter can choose a digest. In all other cases, the
voter has to wait for more digests. (1) The number of empty cells in v is zero (lines
13-15). In this case, the voter has to choose one of the digests that are most common.
If there is only one, it is chosen; otherwise, it chooses the largest among them. (2)
There is only one most-common digest, and it will remain the most-common digest
no matter what the replicas that have yet to send digests send (lines 16-18). It is chosen
(as the obvious majority). (3) There is only one most-common digest, and there is at
least another digest (second most-common digest), and no matter what the replicas
that have yet to send digests send, any second most-common digest can be at most
as common as the most common one (lines 19-24). In this case, if the most common
digest is larger than all the second most common digests, the voter chooses it. (4)
The full_digest is the only most common one and no other digest can become more
common. As it is the largest by definition, it is chosen.

This approach enables the voter to successfully vote, before receiving digests from
all replicas, while guaranteeing consistency and accounting for delay-faulty replicas.
For instance, in a CPS with two controller replicas, when one of the replicas has
full_digest and has not received any other digests from other replicas, we have
fmc = 1, fsec = 0 and f0 = 1. Thus, item 4 (lines 25-31) is triggered, and the replica
successfully votes without having received any digests from the other replica. Thus
a two-replica CPS is available when one of its replicas is faulty, if the other replica
receives all measurements and is up-to-date on the state.

Note that, the voter returns unsuccessfully after 3δn, which is enough time for the
non-faulty replicas to send their digests.
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Algorithm 5.6: vote(r)

1 v← []; // vector of digests from each replica
2 Smc ← set of most common digests in v;
3 Ssec ← set of second most common digests in v;
4 fmc ← count of each element of Smc in v;
5 fsec ← count of each element of Ssec in v;
6 f0 ← number of empty cells in v;
7 repeat
8 // Receive collection message
9 if digest (S , r−, l) received from replica j and l = r then

10 v[j]← (S , r−);
11 update Smc,Ssec, fmc, fsec, f0 using v;
12 // Attempt vote
13 if f0 = 0 then
14 // All digests received, choose max of Smc
15 return True, max(Smc);
16 else if |Smc| = 1 and fmc > fsec + f0 then
17 // Only one most common digest, and clearly the plurality
18 return True, Smc[0];
19 else if |Smc| = 1 and fmc = fsec + f0 and fsec 6= 0 then
20 // 2nd most common digests could have equal count
21 if Smc[0] > max(Ssec) then
22 // Most common digest is the largest
23 return True, Smc[0];
24 end
25 else if |Smc| = 1 and fmc = fsec + f0 then
26 // Other digests could have equal count
27 if Smc[0] = full_digest then
28 // Most common digest is the largest
29 return True, Smc[0];
30 end
31 end
32 end
33 until timer 3δn expires;
34 return False, NULL; // Return false because vote was unsuccessful
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5.5 Formal Guarantees

According to Definition 3.5, consistency is defined for two output events a and ã as: if
a ≡ ã, then a.m = ã.m. To prove that Quarts guarantees consistency, we first show that
the computations in the same round of controller replicas that use Quarts output the
same set of setpoints. This is captured by the notion of computation consistency as de-
fined below. Then we show that is sufficient to guarantee the consistent computations
property in order for a CPS to ensure consistency.

Definition 5.1 (Computation Consistency). Computation consistency is said to hold
for label r for a CPS iff all the setpoints with label r for the same PA have the same value.

Theorem 5.5.1 (Computation Consistency). A CPS that satisfies the model in Section
5.3 and implements Quarts (Algorithm 5.2) guarantees computation consistency in the
presence of any number of delay- or crash-faulty replicas.

Proof. The proof requires the following lemmas.

Lemma 5.5.1. If Algorithm 5.6 returns True for a label r for controller replicas Ci and
Cj , then the chosen digests Sichosen and Sjchosen are equal.

Proof. For label r, one of the lines 16, 19, 24 or 30 of Algorithm 5.6 would have been
triggered on the replicas.
Line 16 The number of empty cells in v is zero. In this case, the voter has to choose
one of the digests that are most common. If there is only one, it is chosen, otherwise, it
chooses the largest among them.
Line 19 There is only one most-common digest, and it will remain the most-common
digest no matter what the replicas that have yet to send digests send. It is chosen (as
the obvious majority).
Line 24 There is only one most-common digest, and there is at least another digest
(second most common), and no matter what the replicas that have yet to send digests
send, the second most-common digest will be at most as frequent as the most common.
In this case, if the most-common digest is larger than all the second most-common
digests, the voter chooses it.
Line 30 The full_digest is the only most common one and no other digest can be-
come more common. As it is the largest by default, it can be chosen immediately.

Let Zir, Zjr be the vector of measurements used for computation by controller Ci, Cj in
round r, respectively. Then, we have the following result.

Lemma 5.5.2. ∀ r, i, j, Zir = Zjr
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Proof. Zri is the set of measurements used for computation for label r by a Ci in
Algorithm 5.2 line 17.
If controller replicas Ci and Cj compute setpoints for label r, i.e., line 17 of Algorithm
5.2 is triggered, then on both Ci and Cj the function collect_and_vote must have
returned True (Algorithm 5.3 line 10).
Therefore, the function vote must have returned True, for label r.
From Lemma 5.5.1, we know that, ∀ r, if Algorithm 5.6 on controller Ci and Cj returns
True, then Sichosen = Sjchosen.
Additionally, as the measurements for label r received by from the same PA by Ci and
Cj are identical, Sichosen = Sjchosen =⇒ Zir = Zjr.

Next, we can show that two controller replicas that compute setpoints use the same
state labels as shown below.

Lemma 5.5.3. When replicas Ci and Cj compute setpoints for a label r using state
labels r−i and r−j respectively, r−i = r−j .

Proof. If controller replicas Ci and Cj compute setpoints for label r, i.e., line 17 of
Algorithm 5.2 is triggered, then on both Ci and Cj the function collect_and_vote
must have returned True (Algorithm 5.3, line 10).
Therefore, the function vote must have returned True, for label r.
From Lemma 5.5.1, we know that, ∀ r, if Algorithm 5.6 on controller Ci and Cj returns
True, then Sichosen = Sjchosen.
From Section 5.4.3, we see that if two digests are equal, then they have the same state
labels.
Therefore, Sichosen = Sjchosen =⇒ r−i = r−j .

Lastly, we can show that the states represented by the same state labels are identical.

Lemma 5.5.4. ∀ r, i, j, r−i = r−j =⇒ Hi
r = Hj

r

Proof. We prove this lemma by strong induction on r, the label of setpoint being com-
puted.
Base Case: When r = 1, r−i = r−j = 0, then the states used for computing the first

setpoint are Hi
r = Hj

r = ∅. Thus, the statement holds for r = 1.

Induction Hypothesis: Let the statement hold of the labels in [1, l], where l > 1.
Thus, ∀ r ∈ [1, l − 1], i, j, r−i = r−j =⇒ Hi

r = Hj
r

This means that any two replicas, which computed setpoints for a label r ∈ [1, l − 1]

and had the same state label, had the same state.
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Inductive Step: To show that, for label l, ∀ i, j : Ci, Cj compute setpoints for la-
bel l, l−i = l−j =⇒ Hi

l = Hj
l .

When a replica computes a setpoint, its state is updated by line 18 of Algorithm 5.2.
When both Ci and Cj performed a computation of setpoints for label l − 1, then the
label of their state would be updated to l − 1. Hence, l−i = l−j = l − 1.
Additionally, as, the states and correction factors used for this computation are the
same, due to the induction hypothesis, and from Lemma 5.5.2, we know that the mea-
surements used for the computation are also the same; the states resulting from the
computation are also same (Algorithm 5.2, line 18).
Therefore, we have l−i = l−j = l − 1 and Hi

l = Hj
l

Thus, by principle of induction, ∀ r, i, j, r−i = r−j =⇒ Hi
r = Hj

r

From Algorithm 5.2, we see that the setpoints depend entirely on the measurements
Z used for computation, the state H, and the state label r−. Hence, it suffices to
show that, any two replicas, Ci and Cj , which compute setpoints for label r by using
measurements Zir and Zjr, states Hi

r and Hj
r, and state labels r−i and r−j , respectively,

will have Zir = Zjr, Hi
r = Hj

r, and r−i = r−j . This is shown by Lemmas 5.5.2, 5.5.4 and
5.5.3, respectively.

Now, we show that Quarts guarantees the consistency property (Definition 3.5) in a
CPS that satisfies the properties mentioned in Section 5.3.

Theorem 5.5.2 (Quarts Consistency). A CPS that satisfies the model in Section 5.3
and implements Quarts (Algorithm 5.2) guarantees consistency in the presence of any
number of delay- or crash-faulty replicas.

Proof. To prove this result, we will show that for a CPS that uses intentionality clocks
to label messages, computation consistency is sufficient to provide consistency in the
following lemma.

Lemma 5.5.5. A CPS that implements intentionality clocks (Algorithms 4.1 and Algo-
rithm 4.3) and guarantees computation consistency also guarantees consistency.

Proof. Let a, ã ∈ Eo be such that a ≡ ã. To show that when the CPS implements
intentionality clocks and guarantees consistency, a.m = ã.m

From the strong clock-consistency property of intentionality clocks under the inten-
tional equivalence relation in Theorem 3.6.3, a ≡ ã =⇒ a.m = ã.m

Then, a ≡ ã =⇒ a.pa = ã.pa

The events a and ã can be either setpoint sending events or measurement sending
events
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Case 1: a and ã are setpoint sending events
Let x and x̃ be the setpoints encapsulated in a and ã, respectively
Thus, a.m = x and ã.m = x̃

Also, a.l = ã.l =⇒ that the setpoints x and x have the same label
Moreover, a ≡ ã =⇒ a.pa = ã.pa

As the CPS satisfies computation consistency, x = x̃

Therefore, a.m = ˜a.m

Case 2: a and ã are measurement sending events
Let us assume that a and ã are two different measurement sending events such that a
occurs before ã
Let t0 and t1 be the time instants at which the PA executes the implement_setpoint
and create_measurement functions to generate event a
Then, from Algorithm 4.3, we know that the value of the intentionality clock at time t1
is Ct1 = a.l and at time t0 is Ct0 = a.l − 1

Let t2 and t3 be the time instants at which the PA executes the implement_setpoint
and create_measurement functions to generate event ã
Then, from Algorithm 4.3, we know that the value of the intentionality clock at time t3
is Ct3 = ã.l and at time t2 is Ct2 = ã.l − 1

As a occurs before ã , we have t3 > t1
As Algorithm 4.3 is sequential without preemption, we have t0 < t1 < t2 < t3
Moreover, we have a.l = ã.l

Thus, Ct1 = a.l > a.l − 1 = Ct2 , but t1 < t2
This is a contradiction as intentionality clocks are never decremented (Algorithm 3.2
lines 13 and 15)
Thus, a and ã are the same event. Therefore, a.m = ã.m

In Section 5.3, we assume that the CPS implements intentionality clocks and in Theo-
rem 5.5.1, we prove that such a CPS guarantees computation consistency. Thus, we
have that it also guarantees consistency.

CPSs aim to have minimal latency between the generation of measurements and
the issuing of setpoints. Hence, agreement protocols for CPSs must have a low latency-
overhead. The latency overhead of a replica due to Quarts is the time spent in the
collect_and_vote function (Algorithm 5.2, line 7). It depends on the network delay
between the controllers. As described in Section 5.3, we consider a lossy network with
a bounded propagation delay δn for non-lost packets. For a CPS using such a network,
Quarts guarantees bounded latency-overhead for each replica that issues a setpoint.

Theorem 5.5.3 (Quarts Bounded Latency-Overhead). When a non-faulty replica of
a CPS following the model in Section 5.3 and using Quarts (Algorithm 5.2) issues a
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setpoint, its latency overhead is bounded by 5δn.

Proof. As mentioned earlier, the latency overhead of a replica due to Quarts is the time
spent in the collect_and_vote function (Algorithm 5.2 line 7). The collect_and_vote
function, described in Algorithm 5.3, consists of three functions: collect_missing_measurements,
collect_missing_state, and vote. As the statement applies only to non-faulty repli-
cas, we know from Section 5.3, that the operations that do not involve waiting for the
network to deliver messages have negligible delay.

The collect_missing_measurements (Algorithm 5.4) and collect_missing_state
(Algorithm 5.5) functions can be merged into one function without requiring paral-
lelism. The resulting function would send a Quarts_Query and a Quarts_Advertisement,
then continue listening to Quarts_Queries, Quarts_Responses, Quarts_Advertisements,
and Quarts_Updates until the timer of 2δn expires. As it is designed to terminate after
the timer expires, this collection function results in a bounded latency-overhead of
2δn.

The vote function is also designed to terminate after the timer expires. Its timer,
however, is 3δn (Algorithm 5.6 line 33). Therefore, the voting phase has a bounded
latency-overhead of 3δn.

As a result, Quarts is shown to have a bounded latency-overhead of 5δn due to its
collection and voting phases.

5.6 Performance Evaluation

We evaluate the consistency (Definitions 3.5) of Quarts and that of existing protocols
[99, 161]. We also evaluate other performance metrics of CPSs, namely availability
(Definition 5.2), latency (Definition 5.3) and messaging cost. The analytical evaluation
of these metrics appears to be mathematically intractable. Therefore, we perform the
evaluation by using discrete-event simulations.

5.6.1 Performance Metrics

From Definition 3.5, we obtain a measure of consistency as follows. If consistency
holds for a CPS for setpoints with label r, then put γr = 1, else γr = 0. Note that γr = 1,
when no setpoints are sent by a CPS with a label r, or when only one of the replicas
sends setpoints for label r. The measure of consistency of a CPS is given by Γ = E [γr].

In addition to providing consistency, a controller of a CPS is required to have high
availability.
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Definition 5.2 (Availability). Availability is said to hold for a CPS for a setpoint with
label r with respect to. a PA Aj , iff Aj receives a setpoint with label r.

If availability holds for a CPS for setpoints labeled r for a PAAj , then putψjr = 1, else
ψjr = 0. Then, a measure of the availability for setpoints with label r is ψr = 1

h

∑h
j=1 ψ

j
r ,

and the availability of a CPS is Ψ = E [ψr].

Besides high availability, CPSs require low latency. Let Sir, 1 ≤ i ≤ m be the time
instant at which sensor i sends measurement with label r, and Ijr , 1 ≤ j ≤ g be the
time instant at which the controller Cj issues the setpoints with label r. Then, latency
is defined as follows.

Definition 5.3 (Latency). Latency of a CPS for a setpoint with label r is δr = minj∈[1,g] I
j
r−

mini∈[1,m] S
i
r.

From Definition 5.3, we compute the mean latency of a CPS with an agreement
protocol as ∆ = E[δr]. Besides having a low mean-latency, it is important that the delay
distribution is light-tailed. So, we also consider the 99th percentile of latency (δp99) in
our evaluation.

Another important performance metric for CPSs is the messaging cost needed
to provide consistency and high availability. For simplicity, we use the number of
messages exchanged as an indicator of messaging cost. Specifically, the messaging
cost (ωr) of a CPS for computing and sending setpoints corresponding to label r is
evaluated as the total number of messages labeled r exchanged by the replicas among
each other and with the actuators. We consider the mean (Ω) and 99th percentile (ωp99)
of messaging cost.

In summary, the metrics of interest are consistency (Γ), availability (Ψ), mean and
99th percentile of latency (∆, δp99), and mean and 99th percentile of messaging cost (Ω,
ωp99).

5.6.2 Agreement Protocols

The state-of-the-art agreement protocols, against which we compare the performance
of Quarts, are active replication with Fast-Paxos consensus [161] and passive repli-
cation with hot or cold standbys [99]. Hereafter, we denote them as AC, PH, and PC,
respectively. We denote Quarts as Q.

Protocol AC All replicas receive measurements and perform computations. Before
sending setpoints to the actuators, the replicas agree on which replica sends the
setpoints for this label (which is equivalent to agreeing on which setpoint is sent), by

86



5.6. Performance Evaluation

using a consensus protocol. We choose the widely used Fast Paxos [161] protocol for
consensus, as it is optimized for low latency and guarantees consistency. This is an
example of an active-replication-based agreement protocol that ensures consistency
by agreement on the setpoints, as opposed to agreement on the measurements, as
done by Quarts.

Protocol PC This is a passive-replication scheme, in which only the primary replica
sends setpoints to the actuators. In PC, the standbys are cold, i.e., only the primary
replica receives measurements and computes setpoints. After each computation, the
primary replica sends heartbeats to the standbys, the absence of which is used to
detect the failure of the primary replica. The heartbeats also serve as a mechanism
for the synchronization of the state of the standbys with that of the primary replica.
When the primary replica is detected as faulty, the standbys elect a leader among
themselves by using Fast Paxos to hold a consensus. As the cold standbys do not
receive measurements, the newly elected primary replica can only begin computing
setpoints for next label.

Protocol PH This agreement protocol is the same as protocol PC, except that the
standbys in protocol PH are hot, i.e., they receive measurements and compute set-
points but do not send them to the actuators. As a result, when a new primary replica
is elected after the failure of the existing primary replica, it can issue setpoints for the
current label and does not have to wait for the reception of measurements of the next
label.

PC and PH are expected to have latency lower and availability higher than the
active-replication scheme AC, as the replicas do not hold consensus for every label.
For this reason, passive replication is the traditional choice of agreement protocol for
CPSs and is included in our evaluation.

5.6.3 Simulation Methodology

We consider a CPS for the control of electric grids that uses a Kalman-filter based con-
troller [176]. In this CPS, the PAs send measurements every T = 20 ms. As mentioned
in Section 5.3, the network is considered to be probabilistic synchronous [58], in which
packets are dropped with a probability p, and are otherwise received within a delay
bounded by δn = 0.5 ms. We simulate this using a Bernoulli random variable with
success probability 1− p. The detailed fault model is described below.
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Fault Model

The controller replicas are considered to have independent faults that consist of both
crashes and delays. Crash faults are fail-stop, causing a replica to be faulty indefinitely
until it is externally recovered. Delay faults are intermittent, i.e., a delay-faulty replica
might turn non-faulty after the duration of the computation that was delayed.

To simulate the bursty behavior of faults, we incorporate delays in the Gilbert-Elliot
model [177] as follows. Each replica could be in one of two states: normal state (N) or
crashed state (C), independent of other replicas. As shown in Figure 5.2, the transition
probabilities fromN toC andC toN are qC and qN , respectively. In stateN , the replica
is faulty (its delay exceeds a threshold τ ) with a probability pd, which simulates delay
faults. The computation delay of a replica is drawn from an exponential distribution
with a mean µ such that P(delay > τ) = pd, where τ is the threshold for a non-faulty
replica computation. The replica is considered unavailable if its delay is such that it
fails to send the setpoint before new measurements arrive.

Normal (N)
P(fault) = pd

Crashed (C)
P(fault) = 1

qC

qN

Figure 5.2 – Gilbert-Elliot model for simulating delay and crash faults

In state C, the replica is faulty with probability 1, thereby simulating crash faults.
The transition from state C to state N signifies a repair after crash faults. The parame-
ters (qC , qN , µ) of the model are evaluated from the desired probability of crash faults
(θc), probability of delay faults (θd), MTTR from crash faults (R), and delay threshold
(τ ) of the CPS as follows. First, we note that the MTTR is the mean time before a replica
exits state C. Thus, we have

R = 1/qN

=⇒ qN = 1/R (5.1)

Then, to compute θc, we evaluate the stationary probabilities of states N and C, πN
and πC , respectively

πN =
qN

qC + qN

πC =
qC

qC + qN
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πC is the total time spent by a controller replica in state C. As the replica is faulty with
a probability 1 in state C, we obtain

θc = πC × 1

θc =
qC

qC + qN

=⇒ qC =
θc

R(1− θc)
(5.2)

Similarly, we obtain pd using the stationary probability of state N as follows

pd =
θd
πN

=
θd

1− θc

Moreover, pd is also the probability that the replica takes more than the delay threshold
(τ ) to compute a setpoint when its delay follows an exponential distribution with mean
1/µ. Thus, we also have

pd = P( Exp[1/µ] > τ )

= e−τ/µ

=⇒ µ = − ln(pd)

τ
(5.3)

The parameters θd, θc and R are varied across different scenarios and τ is taken as
constant with value 8 ms for the CPS. When the computation delay of the replica is
greater than the length of the control round T , the replica is considered unavailable for
the setpoint of the corresponding label. Lastly, in protocols PC and PH, the timeout
after which a primary replica is detected as faulty is taken as τ , so as to allow the
primary replica sufficient time to send heartbeats to the standbys. Moreover, it leaves
the standys with 12 ms, i.e., 12 RTTs, to elect a new primary replica.

Quality of the Estimation

We use the relative accuracy (β) of an estimate (x̂) of a probability (either unavailability
of inconsistency) at a confidence level 1 − α as the measure of the quality of the
estimate. Specifically, a 1 − α confidence interval of x̂ has a length of η times the
standard deviation of x̂, where η is obtained from the relation N0,1(η) = 1− α/2. Then,

c is given by c =

√
x̂(1−x̂)/R

x̂ ≈ 1√
Rx̂

, where R is the number of rounds. Therefore, we
obtain β = η√

Rx̂
. To obtain a relative accuracy of 10% with a 95% confidence level, we

obtain β = 10% and η = 1.96.
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We run each simulation until the relative accuracy of the estimate is less than 10%

at a 95% confidence level. In other words, the 95% confidence interval of the estimated
value has a half width, from the central value, less than 5%. Hence, all our results can
be interpreted with the 95% confidence interval as [0.95x̂, 1.05x̂].

5.6.4 Results

We simulated the 4 protocols (Q, AC, PC, PH) for several scenarios with 2 values of m
(10 and 100), 5 values for each of g (1 through 5), 3 different fault models, and 10 values
of p (between 10−4 and 0.05). Our simulation platform was a high-throughput cluster
with 278 nodes; and the simulation campaign lasted a total of 10 days. We consider the
following to be the nominal parameters of the CPS: g = 2,m = 10, p = 10−3, θc = 10−4,
θd = 10−3, R = 1 s, δn = 0.5 ms, τ = 8 ms, and T = 20 ms. Henceforth, unless
specified otherwise, this is the set of parameters used.

Besides presenting results as a function of varying p and g, we also present results
from five characteristic scenarios. Scenario #1 is the nominal scenario as mentioned
above. Scenario #2 has m = 100 instead of m = 10 and shows the affect of number of
PAs. Scenario #3 has a more relaxed fault model than the nominal scenario. Scenarios
#4 and #5 have only crash faults and no delay faults. Moreover, Scenario #5 has g = 3

and shows the performance with 3 replicas in the absence of delay faults.

1 2 3 4 5
Number of Replicas (g)

10-3

10-5

10-8

Q

AC

PH

PC

10-4 10-3 10-2

Network Loss Probability (p)

10-5

10-3

10-1

Q

AC

PH

PCU
n
a
v
a
ila
b
ili
ty
 (
1
−
Ψ
)

Figure 5.3 – Unavailability with varying g and varying p. Unavailability of Quarts (Q)
with more than 3 replica is less than 4× 10−10

Figure 5.3 shows the unavailability (1−Ψ) for varying g and varying p. Tables 5.1,
5.2, 5.4 and 5.3 show the detailed simulation results for the chosen scenarios.
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Finding 5.1. Quarts provides availability higher than that of AC, PC and PH, while
maintaining 100% consistency.

Unavailability (1−Ψ)
Scenario: (m, g, θc, θd) Q AC PH PC

#1: (10, 2, 10−4, 10−3) 9.12×10−5 1.24×10−3 9.87×10−4 1.02×10−3

#2: (100, 2, 10−4, 10−3) 1.46×10−4 1.19×10−3 9.76×10−4 1.03×10−3

#3: (10, 2, 10−5, 10−4) 1.02×10−5 9.98×10−4 1.01×10−3 9.96×10−4

#4: (10, 2, 10−4, 0) 8.14×10−5 1.37×10−3 1.01×10−3 1.02×10−3

#5: (10, 3, 10−4, 0) 2.25×10−8 1.01×10−3 1.01×10−3 9.92×10−4

Table 5.1 – Unavailability results for the chosen scenarios

We simulate the protocols for g = [1, 5]. The first plot of Figure 5.3 shows that the
unavailability (1 - Ψ) of Quarts is more than an order of magnitude lower than that
of other protocols with 2 replicas, and 4 orders of magnitude lower with 3 replicas.
Additionally, for more than 3 replicas, Quarts showed no unavailability in 1010 runs (∼ 3
days of simulation). Simulating such extremely rare events requires more sophisticated
techniques such as Importance Sampling and Palm Calculus [178] and is left for future
work.

Inconsistency (1− Γ)
Scenario: (m, g, θc, θd) PH PC

#1: (10, 2, 10−4, 10−3) 1.92×10−4 1.28×10−3

#2: (100, 2, 10−4, 10−3) 1.68×10−3 1.50×10−3

#3: (10, 2, 10−5, 10−4) 2.40×10−5 1.38×10−4

#4: (10, 2, 10−4, 0) (0, 4× 10−10]∗ (0, 4× 10−10]∗

#5: (10, 3, 10−4, 0) (0, 4× 10−10]∗ (0, 4× 10−10]∗

Table 5.2 – Inconsistency results for the chosen scenarios. Inconsistency of A and AC is
zero. ∗ No inconsistency was observed in 1010 runs

In order to put the availability improvement with Quarts into perspective, we ana-
lyze the MTTF [72] of the CPS, where a failure is defined as the inability of controllers
to reach agreement hence not issue setpoints. For the CPS under study that sends
setpoints every 20 ms, for g = 1, an availability of 0.9987 translates to an MTTF of 18.2

s. Using two replicas, the protocols AC, PC and PH can increase the MTTF to 18.4 s,
19.6 s and 19.9 s, respectively. By comparison, the MTTF with Quarts is 5 minutes. Fur-
thermore, the MTTF with 3 replicas for protocols AC, PC, PH and Q is 19.7 s, 19.2 s, 19.9

s, and 4.54 days. As seen above, the existing protocols show marginal improvement in
availability with each additional replica, whereas Quarts enjoys a significant increase.

The second plot of Figure 5.3 confirms Finding 5.1 for different values of p. We see
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that, even at extremely high-values of p = 0.02, Quarts has Ψ = 0.9991; whereas this
value drops down to 0.98 for other protocols. This finding is further re-affirmed by the
results of the scenarios shown in Table 5.1.

The availability improvement of Quarts comes without any consistency penalty.
We find that the consistency of Quarts and AC is 1. However, the consistency guarantee
of AC comes at the cost of low availability, compared to Quarts. In contrast, PC and PH
have an inconsistency between 10−5 and 10−3 in the presence of delay faults, for the
scenarios considered, as seen in Table 5.2. In the absence of delay faults, the probability
of inconsistency for PC and PH could not be captured by our simulations in 1010 runs
hence can be considered small. For these scenarios, however, their availability is still
lower than that of Quarts.

Latency in ms (∆, δp99)
Scenario: (m, g, θc, θd) Q AC PH PC

#1: (10, 2, 10−4, 10−3) (0.96, 3.08) (4.28, 8.78) (1.40, 5.59) (1.41, 5.59)
#2: (100, 2, 10−4, 10−3) (0.98, 3.11) (4.27, 8.78) (1.40, 5.58) (1.41, 5.59)
#3: (10, 2, 10−5, 10−4) (0.82, 2.42) (3.91, 8.09) (1.12, 4.26) (1.12, 4.26)
#4: (10, 2, 10−4, 0) (0.39, 0.78) (3.52, 4.18) (0.25, 0.5 ) (0.25, 0.5 )
#5: (10, 3, 10−4, 0) (0.50, 0.84) (3.50, 4.15) (0.25, 0.49) (0.25, 0.5)

Table 5.3 – Mean and 99th percentile of latency for select scenarios

Finding 5.2. Quarts has a lower average-latency and tail-latency than other consistency-
guaranteeing protocols.
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Figure 5.4 – Mean and 99th percentile of latency in different scenarios

Table 5.3 and Figure 5.4 show that the mean latency of Quarts is less than that of
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AC with a factor of 4. PC and PH have a comparable mean that comes at the expense
of consistency. Quarts has a better mean latency than AC, as it does not perform
consensus in each cycle. Furthermore, in Quarts, when a replica is up-to-date, i.e., has
all the measurements and the state label r − 1, it can enter the voting phase without
waiting for the collection timer (2δn) to expire. In the meantime, it continues to listen
for queries and sends responses to other replicas.

We also see in Table 5.3 and Figure 5.4 that the tail-latency of Quarts is lower than
that of other protocols in the presence of delay faults, and comparable to that of PC
and PH in the absence of delay faults. Such low tail-latency is due to the bounded
latency-overhead of Quarts as shown by Theorem 5.5.3.

Finding 5.3. Guaranteeing consistency comes at the marginal expense of a higher mes-
saging cost.

Messaging cost in messages/label (Ω, ωp99)
Scenario: (m, g, θc, θd) Q AC PH PC

#1: (10, 2, 10−4, 10−3) (4.04, 6) (5.17, 6) (3.87, 8) (3.00, 3)
#2: (100, 2, 10−4, 10−3) (4.38, 6) (5.17, 6) (3.87, 8) (3.00, 3)
#3: (10, 2, 10−5, 10−4) (4.04, 6) (5.10, 6) (3.74, 7) (3.00, 3)
#4: (10, 2, 10−4, 0) (4.04, 6) (5.02, 5) (3.50, 4) (3.01, 3)
#5: (10, 3, 10−4, 0) (9.18, 15) (9.02, 9) (6.67, 8) (5.01, 5)

Table 5.4 – Mean and 99th percentile of messaging cost for select scenarios

#1 #2 #3 #4 #5
Scenarios

0

3

6

9

Ω

Q

AC

PH

PC

#1 #2 #3 #4 #5
Scenarios

0

5

10

15

ω
p
99

Q

AC

PH

PC

M
e
ss

a
g
in

g
 C

o
st

 (
m

e
ss

a
g
e
s/

la
b
e
l)

Figure 5.5 – Mean and 99th percentile of messaging cost in different scenarios

The mean messaging cost of Quarts and AC is marginally higher than that of PC
and PH and increases with the number of replicas. This is due to the collection phase
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in Quarts and the consensus employed by AC, for every setpoint. Such an exchange of
messages is the price to pay for achieving consistency. Table 5.4 and Figure 5.5 show
the mean and 99th percentile of the messaging cost. We see that the messaging cost
of Quarts is comparable to that of the other consistency-guaranteeing protocol (AC),
thereby reaffirming Finding 5.3.

5.7 Quarts+: Incorporating Asynchronous Sensors

Quarts provides consistency for CPS with one or more controller replicas, one or more
PAs and no sensors that directly communicate with the controllers. However, CPSs
often use asynchronous sensors that asynchronously record the state of the process and
send it to the controller in the form of out-of-band advertisements. The measurements
sent by PAs are considered in-band because they are sent in response to the setpoints
issued by controller replicas.

Figure 5.6 shows the architecture of such a CPS. Examples of asynchronous sensors
include PMUs (in the COMMELEC CPS) that periodically sense the voltage and current
at different points in the grid [53], temperature and pressure sensors in manufacturing
plants, etc. As the controller uses these out-of-band advertisements in the computa-
tion of setpoints, in addition to using measurements from PAs, Quarts’ agreement on
measurements alone no longer ensures consistency. Consequently, in order to con-
tinue providing consistency with the addition of asynchronous sensors, the replicas
also need to agree on advertisements. To this end, we propose Quarts+: it builds upon
Quarts, to provide the same consistency guarantees for a wider range of CPSs.

Controller

Actuator

Controlled Resource

Sensor

Controlled Process

Process Agent

Actuator

Controlled Resource

Sensor

Process Agent

setpoints

advertisements

setpoints

Sensors

measurements measurements

Figure 5.6 – Architecture of a CPS with PAs and asynchronous sensors that directly
communicate with the controller

The central issue is that Quarts requires that all inputs share the logical label,
such as Lamport clocks [85] or intentionality clocks. Logical clocks require a two-way
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communication between agents. As asynchronous sensors do not communicate with
the PAs, nor does the controller send messages to asynchronous sensors, they cannot
use logical clocks. Instead asynchronous sensors use timestamped advertisements.
Hence, Quarts cannot be directly applied to CPSs that include them.

Consider an example in which two controller replicas, C1 and C2, reach the same
round at different time instances and receive advertisements, a1 and a2, from the
same asynchronous sensor, respectively. In order for the controllers to agree on which
advertisement to use, they cannot use Quarts hence must resort to general consen-
sus. In other words, in the absence of unified labeling schemes for all messages,
namely measurements, setpoints and advertisements, the problem is to reconcile
differences between the labeling scheme used by controllers and PAs, and the one used
by asynchronous sensors. It is impossible to guarantee such a reconciliation within a
bounded-delay [88]. In Section 5.7.1, we further detail this problem.

We observe that for asynchronous sensors with a known minimal inter-arrival
time of the events (Λ), consensus can be circumvented. We specify this and other
requirements on the CPS in Section 5.7.2. Using these properties, we extend Quarts to
guarantee consistency within bounded-delay for CPSs with both PAs and asynchronous
sensors. The new design (Quarts+) adds a bounded latency-overhead of 1 RTT to the
Quarts protocol. Moreover, for a vast majority of the cycles, the added latency-overhead
is 0, thereby enabling Quarts+ to benefit from the low latency and high availability
enjoyed by Quarts. We present the design of Quarts+ in Section 5.7.3, and prove its
consistency and bounded-latency guarantees in Section 5.7.4.

Lastly, in Section 5.7.5, we use discrete-event simulation to compare the availability,
consistency, and latency of Quarts+ with Quarts and other state-of-the-art agreement
schemes that were also used for evaluation of Quarts in Section 5.6.

5.7.1 Challenge with Asynchronous Sensors

The design of a deterministic voting function and the existence of a full_digest
hinges on the ability of each controller replica to form a digest. As noted earlier, Quarts
is able to do so because in each round, each PA sends exactly one measurement.
Moreover, measurements in the same round are assigned the same label by using
intentionality clocks. In order to create a digest with ones and zeros, a controller
can simply answer the question “Did I receive a measurement from PA i in round l?”.
However, a controller replica cannot answer the same question for advertisements
from asynchronous sensors.

This is because asynchronous sensors do not follow the same labeling scheme as
the PAs, nor do they follow a consistent labeling scheme among themselves. For ex-
ample, an event-driven sensor timestamps the advertisements when the event occurs,

95



Chapter 5. Quick Agreement among Replicated CPS Controllers

independently from the advertisements on other sensors. Additionally, asynchronous
sensors do not follow the same rounds as the PAs. For instance, in COMMELEC [4], the
computation round takes about 100 ms on average, whereas the asynchronous sensors
send advertisements periodically every 20 ms. Thus, on average, there are five adver-
tisements per one measurement. Furthermore, consistently choosing one of these
five advertisements in a round is another consensus problem, faced with the same
impossibility of bounded-time convergence limitations as mentioned earlier [88].

Therefore, with the introduction of asynchronous sensors, Quarts can no longer
form a digest and cannot vote on a digest to provide a consistent set of inputs (advertise-
ments and measurements) to be used for computation by the controller replicas. This
is the challenge in realizing low-latency agreement in the presence of asynchronous
sensors. To address this challenge, we require certain properties from the CPS, as
mentioned below.

5.7.2 CPS Requirements for Quarts+

In addition to the properties of a CPS required by Quarts, mentioned in Section 5.3,
we also assume that all agents (controllers, PAs and sensors) are time-synchronized
either by using GPS-based technique [179] or network protocols such as NTP [165] or
PTP [164].

The asynchronous sensors regularly measure the state of the process and send
out-of-band advertisements to the controllers. These advertisements are timestamped
at the time of measuring. We assume a lower bound on the minimum interval, between
two measuring events at a sensor i, is known and given by Λi; and we assume that the
granularity of the timestamps is such that no two advertisements from the same sensor
have the same timestamp. In many cases, the sensors are quasi-periodic with a small
jitter [40]. In cases where the sensor is strictly periodic, Λi is equal to its period. We also
assume that measurements from PAs are also timestamped at the time of measuring.
As a result, if a PA sends the same measurement to two different controllers, then both
the copies have the same timestamp.

Note that, based on these assumptions, the losses of advertisements caused by net-
work losses or sensor delays are part of the model. Retransmissions are also permitted
by the model. However, a sensor that hangs then wakes up and sends two consecutive
different advertisements with timestamps less than Λi apart is not considered.

With the addition of asynchronous sensors, the compute function of the controller,
described in Chapter 3 and used for Quarts in Algorithm 5.2, is adapted to include
advertisements, as follows. Each computation takes as input at most one measurement
from each PA and at most one advertisement from each sensor, then it produces as
output exactly one setpoint for each PA. Note that the difference is that advertisements
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were not used in the compute function earlier.

5.7.3 Quarts+ Design

CPS controllers that use Quarts+ first perform Quarts to agree on the measurements
from the PAs. Additionally, in order to overcome the problems with Quarts and asyn-
chronous sensors discussed in Section 5.7.1, Quarts+ adds the following mechanisms
so that controller replicas can create a digest for voting, from their advertisements and
measurements. Note that this digest is functionally the same as the one used in Quarts
but contains information about advertisements, in addition to the information about
measurements contained in the one used by Quarts.

The only change required at the sensors and PAs is that they timestamp their outgo-
ing measurements and advertisements, as described in Section 5.7.2. The timestamps
are communicated to the controller replicas along with the measurements and adver-
tisements. Next, the controller replicas perform agreement on measurements by using
Quarts, as described in Section 5.4. As a result, a replica that successfully completes
the voting phase for a round will produce a chosen digest D of measurements and their
timestamps. Then, the successful replicas use a deterministic function (F) to obtain
a timestamp T0 from the chosen digest D and the timestamps of the measurements
therein.

Next, each controller replica uses T0 and Λi to choose at most one advertisement
from every asynchronous sensor i. If two controllers choose an advertisement from
a sensor, then the mechanism guarantees that they choose the same advertisement.
Then, to form a digest, the controllers use both the measurements voted upon by
Quarts and the locally chosen advertisements. Each controller exchanges its digest
with other controllers, and they all vote on the input vectors to choose the set of inputs
(both measurements and advertisements) to be used in the computation of setpoints
in this round.

Quarts+ is designed such that successful choosing of advertisements from all sen-
sors results in a full_digest. Therefore, similar to Quarts, in a CPS with two controller
replicas, if a controller replica has the full_digest (of both measurements and ad-
vertisements), it skips both the collection and voting phases and incurs zero latency-
overhead. The resulting model of a controller with the Quarts+ agreement mechanism
is described in Algorithm 5.7. The parts in red represent the modifications made to the
controller by Quarts+.

Note that, at line 15, we use the function quarts that is a wrapper around the
collect_and_vote function described in Algorithm 5.3. Similar to collect_and_vote,
the function quarts receives as input the vector of received measurements Z and the
round number r. Then, if the voting was successful, it performs the collection phase
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and voting phase of Quarts and returns success_quarts, along with the chosen digest
and the vector of chosen measurements.

Algorithm 5.7: Controller model with Quarts+ (parts in red)

1 r ← 0; // highest label of measurements received

2 Z← [ ]; // vector of measurements with label r

3 Y ← ∅; // list of timestamped advertisements

4 V← [ ]; // vector of inputs to be used for computation

5 Λ← [Λ1, ...,Λn]; // lower bounds of inter-arrival time of sensors

6

7 repeat
8 Z, r ← aggregate_received_measurements(r);
9 Y ← aggregate_received_advertisements();

10 forever;
11

12 repeat
13 success← False;
14 if r > r− then
15 success_quarts, D, Z← quarts(Z, r);
16 if success_quarts then
17 T0 ← F(D,Z);
18 success, V← agree_on_advertisements(D,Y, r, T0,Λ);
19 end
20 end
21 decision← ready_to_compute(V, r);
22 if success and decision then
23 X← compute(V);
24 issue(X, r);
25 end
26 forever;

In lines 8 and 9, the controller collects measurements and advertisements, respec-
tively. Lines 15-25 constitute the computation performed by a controller. A new round
of computation begins when the controller receives measurements with a label higher
than what it has seen before. This triggers Quarts in line 15, which is followed by the
mechanism introduced by Quarts+: agree_on_advertisements in line 18. If the agree-
ment is successful, the chosen vector of inputs V is used for the actual computation of
setpoints in line 23.

Obtaining T0 from Measurements

The collect_and_vote function of Quarts returns a unique digest D for a label r, within
a bounded delay 5δn. If a replica is successful in choosing D, then it has chosen the
same subset of measurements as all other replicas in that round. In line 17 of Algorithm
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5.7, each replica then uses a predefined deterministic function F , such as max or min,
to obtain the timestamp T0 from the set of measurements in the chosen digest D. For
instance, if F = max and D = 10110 for label r = 5, then the T0 corresponding to label
5 is max(t51, t

5
3, t

5
4), where tri is the timestamp of the measurement from PA i in round r.

As the function F is same on all replicas, and so is the chosen digest D, this approach
guarantees that all the replicas that choose T0 in a particular round, choose the same
T0, without additional latency overhead.

Obtaining Consistent Advertisements from T0

After T0 is obtained, line 18 of Algorithm 5.7 is triggered, which in turn calls Algorithm
5.8. The first part of Algorithm 5.8 (lines 2-6) creates a digest for advertisements. Each
replica locally decides if it has a particular advertisement from each sensor. To this
end, in line 3, each replica uses the function has_recent_advertisement for each of
the asynchronous sensors.

Algorithm 5.8: agree_on_advertisements(D,Y, r, T0,Λ)

1 M[]← 0; // digest of advertisements

2 for each asynchronous sensor i do
3 if has_recent_advertisement(Y, T0,Λi) then
4 M[i]← 1;
5 end
6 end
7

8 Send M to all replicas;
9 Vote on received digests to choose M′ using Algorithm 5.6;

10

11 if M′ is a subset of M then
12 V←measurements(D);
13 V.append(advertisements(M′);
14 return true, V; // success

15 else
16 return false; // failure

17 end

The function has_recent_advertisement is as described in Algorithm 5.9. First, it
sub-samples, the advertisements from some sensor i from the list of all advertisements
Y, then it stores them in the list Yi. Then, to check for the two conditions C1 and C2,
the controller replica uses T0, along with the lower bound on the inter-arrival time
between advertisements from that sensor (Λi). Condition C1 checks if the controller
replica has received an advertisement from that sensor with timestamp in the interval
[T0, T0 + Λi). Then, in condition C2, the controller replica checks the same in the
interval [T0, T

′ + 2Λi), where T ′ is the timestamp of the last received advertisement
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from that sensor before T0.

Algorithm 5.9: has_recent_advertisement(Y, T0,Λi)

1 Yi ← all advertisement from sensor i;
2 C1: ∃ advertisement y ∈ Yi such that y.t ≥ T0 and y.t < T0 + Λi;
3 T ′ ← highest timestamp of advertisement in Yi less than T0;
4 C2: ∃ advertisement y ∈ Yi such that y.t ≥ T0 and y.t < T ′ + 2Λi;
5 if C1 or C2 holds then
6 return True;
7 else
8 return False;
9 end

It is guaranteed that at most one advertisement lies in the union of the two intervals
[T0, T0+Λi) and [T0, T

′+2Λi), considered by conditionsC1 andC2, respectively. Hence,
if either condition holds, the replica can choose the advertisement with a timestamp
in this interval, and any replica that does so will choose the same advertisement. This
is due to the lower-bound on the inter-arrival time, Λi, and is the subject of Theorem
5.7.1.

In other words, no two controller replicas choose a different advertisement for the
same sensor in the same round. In this way, by restricting the choice of advertisement
from each sensor in the same round, Quarts+ enables controller replicas to answer the
question that Quarts cannot answer in the presence of asynchronous sensors in Section
5.7.1, i.e., “Did I receive an advertisement from sensor i in round l?”. Consequently,
the controller replicas can now form a digest for advertisements M; this digest is then
voted upon by using the function vote used in Quarts in Algorithm 5.6.

Upon successful voting, in lines 11-15 of Algorithm 5.8, the controller uses the
chosen digest of measurements (D) and the chosen digest of advertisements (M) to
choose from the corresponding measurements and advertisements. These measure-
ments and advertisements are added to the input vector for computation V and sent
to the ready_to_compute function of the controller at line 21 in Algorithm 5.7, thus
marking the end of the Quarts+ mechanism. Note that from line 22 of Algorithm
5.7, the controller can compute and issue setpoints in a round, but only if Quarts+
completes successfully in that round. In this way, the availability of the controller is
traded-off for a guaranteed consistency. In Section 5.7.5., we evaluate the availability
performance of Quarts+ and compare it with that of other agreement mechanisms.

5.7.4 Formal Guarantees

Quarts+ guarantees consistency and it trades-off availability in order to maintain a
bounded latency-overhead, thus satisfying the low-latency requirement of real-time

100



5.7. Quarts+: Incorporating Asynchronous Sensors

CPSs. In this section, we formally prove the consistency and bounded latency-overhead
guarantees of Quarts+ for CPSs that follow the system model described in Section 5.7.2.

Theorem 5.7.1 (Quarts+ Consistency). A CPS that satisfies the model in Section 5.7.2
and implements Quarts+ (Algorithm 5.7) guarantees consistency in the presence of any
number of delay- or crash-faulty controller replicas, and of any number of asynchronous
sensors.

Proof. As a result of Lemma 5.5.5, it is sufficient that computation consistency holds
in order for consistency to be guaranteed
From Algorithm 5.7, we see that the computed setpoints depend entirely on the input
vector V of measurements and advertisements (line 15)
We also see that the decision to compute depends on the boolean success returned by
the function agree_on_advertisements (line 12) and the function ready_to_compute
(line 13)
However, as the ready_to_compute depends only on V and r, it suffices to show that,
for every round r, replicas that receive a success flag set to true have the same V

First, in line 10, collect_and_vote returns the voted upon digest D and the chosen
vector of measurements Z

From Theorem 5.5.1, D and Z are guaranteed to be the same across all replicas that
successfully voted
Else, from Algorithm 5.7 lines 16 and 13, we see that the controller will not compute in
this round

Second, in line 11, F(D,Z) is called
As this function is defined to be deterministic, and since D and Z are the same across
all replicas, the returned T0 is also the same across all replicas
Therefore, in line 12, we pass to agree_on_advertisements the same D, r, T0 and Λ,
and a possibly different Y.

We now look at Algorithm 5.8. In line 9, we perform the deterministic voting function
presented in Algorithm 5.6, and in lines 11-17, we return success only if the voted-upon
digest of measurements and advertisements is a subset of the present inputs at the
controller replica.
These two deterministic functions guarantee that V would be the same across all
replicas, as long as the digests are formed correctly, i.e., that a replica sets its ith bit to 1

if and only if it has the ith measurement corresponding to a given round.
However, as advertisements do not belong to a round, then we must ensure that if two
replicas set their ith bit to 1 in round r, then both replicas have the same advertisement
from sensor i.
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This is achieved by the has_recent_advertisement function that takes as input Y, T0,
and Λi; T0, and Λi begin the same across replicas.

This function performs the following operation (Algorithm 5.9).
Let T ′ be the highest timestamp less than T0 of a measurement in Y received from
sensor i (lines 1, 3).
It returns true if and only if there exists a measurement from sensor i with timestamp t
such that t ∈ [T0,max(T0 + Λi, T

′ + 2Λi)).
Given that the interval is composed of deterministic linear operations on variables of
common value across replicas, the problem is reduced to showing that at most one
measurement exists with a timestamp in this interval.

We will prove this by contradiction.
Let t1, t2 ∈ I = [T0,max(T0 + Λi, T

′ + 2Λi)), such that t1 < t2.
We have, t1 ≥ T0 and t2 ≥ t1 + Λi.
Thus, t2 ≥ T0 + Λi.
Moreover, as t1 is the first arrival after T ′, t1 ≥ T ′ + Λi.
Thus, t2 ≥ T ′ + 2 ∗ Λi Hence, t2 ≥ max(T0 + Λi, T

′ + 2 ∗ Λi)

Next, we prove the bounded latency-overhead of Quarts+.

Theorem 5.7.2 (Bounded Latency-Overhead). When a non-faulty replica of a CPS
following the model in Section 5.7.2 and using Quarts+ (Algorithm 5.7) issues a setpoint,
its latency overhead is bounded by 6δn.

Proof. From 5.5.3,we have that when a non-faulty replica of a CPS using Quarts issues
a setpoint, its latency overhead is bounded by 5δn.

Quarts+ first consists of calling Quarts, thus incurring an upper bound of 5δn latency
overhead.
Then, Quarts+ performs local computations that require negligible computation time
(in the order of nano seconds), compared to network transmission (in the millisec-
onds).
Finally, Quarts+ performs an extra round of voting on the measurements digests (Algo-
rithm 2 line 9).
This terminates after δn as described in the Algorithm 5.6.

Hence, the latency overhead is bounded by 5δn + δn = 6δn.
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5.7.5 Performance Evaluation

We use discrete-event simulation to evaluate the availability (Definition 5.2), latency
(Definition 5.3) of Quarts+ (referred to as Q+). We compare these results with those of
Quarts (referred to as Q), and other agreement protocols used in Section 5.6, namely
active replication using Fast Paxos [161] consensus algorithm (referred to as AC) and
passive replication using cold standbys (referred to as PC). We also show that Quarts has
non-zero inconsistency (Definition 3.5), thereby underpinning the need for Quarts+.
We do not report on the messaging cost of Quarts+, as this is similar to that of Quarts.

We use the same fault-model as described in Section 5.6.3, with the following
parameters: probability of delay faults θd, probability of crash faults θc, and the MTTR
from crash faults R.

Recall from Section 5.6.3 that the factors of the simulation that depend on the
CPS are (i) the number of replica g, (ii) the number of PAs m, (iii) the communication
loss probability p, (iv) the upper-bound on one-way network latency δn, (v) threshold
for non-faulty computation τ , and (vi) the cycle time of the CPS T . In addition to
these, we also have the number of asynchronous sensors n and the inter-arrival time
between advertisements received from the same asynchronous sensor modeled as
an exponential distribution with mean 1/µ shifted by Λ. The probability density
function of the inter-arrival time between two consecutive measurements from the
same asynchronous sensor is given by:

f(x;µ,Λ) =

 1
µe
− (x−Λ)

µ , x ≥ Λ

0 ,otherwise

We use the COMMELEC CPS for real-time control of electric grids [4] as it consists
of both PAs and asynchronous sensors. In COMMELEC, the cycle time T is 100ms and
the asynchronous sensors are PMUs that send measurements at least 20 ms apart, thus
Λ = 20ms.

We varied the aforementioned parameters with n = {5, 25}, m = {5, 10, 50, 100},
g = {2, 3}, q = {10−4, 10−3}, θd = {10−4, 10−3, 0}, θc = {10−5, 10−4}, µ = {21, 22, 25, 30}
and four protocols. This results in a total of 3000+ simulations that were performed on
a high-throughput cluster with 278 nodes, each simulation running either until the
95% confidence interval of the estimated value has a half width, from the central value,
less than 5% or a maximum of 1010 runs. Hence, all our results can be interpreted with
the 95% confidence interval as [0.95x̂, 1.05x̂], where x̂ is the reported estimate. Due to
space restrictions, we show results from a few representative scenarios. We use, unless
otherwise specified, n = 5,m = 5, g = 2, T = 100 ms, µi = 21 ms, Λi = 20 ms, p = 10−3,
δn = 0.5 ms, θd = 10−3, θc = 10−4, R = 5 s.
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Figure 5.7 – Inconsistency of Quarts with 2 replicas as a function of µ for different
values of m

Results

First, we study the inconsistency of Quarts to show the need for agreement on the
measurements from asynchronous sensors. Figure 5.7 shows the inconsistency of
Quarts as a function of µ for different number of sensors. We see that the inconsistency
of Quarts increases with more asynchronous sensors and ranges between 10−2 to 10−8

for 5 sensors and 10−1 to 10−6 for 100 sensors. As µ increases, the measurements
become less frequent, resulting in lower inconsistency.

As inconsistency increases with the number of sensors, so does the need for the
extra agreement mechanism added by Quarts+. This incurs an additional availability
penalty that ranges from 1-5x for 5 sensors and 5-18x for 100 sensors. Specifically, the
average availability of Q+ for n = 5 for different values of µ is 1.2× 10−4 and for same
for Q is 2.5× 10−5. At n = 100, these values are 2.4× 10−4 and 1.4× 10−5, respectively.
Hence, we conclude the following.

Finding 5.4. The inconsistency of Q increases with the number of asynchronous sensors.
The price to pay to avoid this higher inconsistency with Q+ is a larger availability
reduction, compared with Q.

Next, we compare the availability and latency of Q+ with other protocols by using
six characteristic scenarios, similar to those used for evaluation of Quarts in Section
5.6. The results for availability and average latency are as shown in Tables 5.5 and 5.6,
respectively. Scenario #1 is the basic setup we have been using, as described in Section
5.6.3. Scenario #2 shows the impact of more controller replicas. Scenario #3 shows the
impact of lower network loss rate. Scenario #4 shows the impact of lower delay fault
probability. Scenarios #4 and #5 are for crash-only faults.

Finding 5.5. Availability of Q+ is lower than that of Q but higher than AC and PC.

Except for in Scenario #3, we see that the availability of Q+ is almost an order
of a magnitude higher than that of AC and PC. In Scenario #3, the availability of Q+
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Unavailability (1−Ψ)
Scenario: (g, p, θc, θd) Q+ Q AC PC

#1: (2, 10−3, 10−4, 10−3) 9.9× 10−5 4.8× 10−5 1.1× 10−3 9.8× 10−4

#2: (3, 10−3, 10−4, 10−3) 4.62× 10−7 (0, 4× 10−10]∗ 9.37× 10−4 1.03× 10−3

#3: (2, 10−4, 10−4, 10−3) 1.18× 10−4 3.35× 10−7 1.73× 10−4 9.92× 10−5

#4: (2, 10−3, 10−4, 0) 1.63× 10−4 1.60× 10−5 1.10× 10−3 9.80× 10−4

#5: (3, 10−3, 10−4, 0) 3.33× 10−7 (0, 4× 10−10]∗ 9.93× 10−4 9.79× 10−4

Table 5.5 – Unavailability results for the chosen scenarios. ∗ No event in 1010 runs

is comparable to that of PC, as PC performs very well when the network losses are
extremely low. However, it is worth noting that the inconsistency of PC in Scenario
#3 is 1.3× 10−3 due to false-positives in fault-detection and the presence of multiple
primary replicas, thus making it is unsafe for use.

In Scenario #4, we see that in the absence of delay faults, PC has no inconsistency
and has only 6x lower availability when compared to Q+. This good performance of PC
is attributed to the design of PC being tailored for crash-only faults. However, as only
the primary controller replica is involved in the control, PC fails to reap the full benefits
of additional replicas, as seen by the availability in Scenarios #2 and #5. Furthermore,
Q+ also has a significant increase in availability when compared to AC, with each
additional replica. This is similar to Q as found in Section 5.6, where agreement on
input was shown to reap maximum benefits from replication.

Finding 5.6. Average latency of Q+ is close to that of Q and significantly lower than that
of other consistency guaranteeing protocol AC.

Average Latency (∆)
Scenario: (g, p, θc, θd) Q+ Q AC PC

#1: (2, 10−3, 10−4, 10−3) 0.245 0.243 3.517 0.249
#2: (3, 10−3, 10−4, 10−3) 0.455 0.306 3.502 0.249
#3: (2, 10−4, 10−4, 10−3) 0.242 0.242 3.504 0.250
#4: (2, 10−3, 10−4, 0) 0.169 0.167 3.515 0.250
#5: (3, 10−3, 10−4, 0) 0.401 0.259 3.500 0.250

Table 5.6 – Latency results for the chosen scenarios

Similarly as in Q, the replicas in Q+ do not need to communicate in each round to
reach agreement. A replica only performs agreement when it does not have the full
digest for inputs. This results in a low average latency of Q+ because, in the majority
of the cases, the replicas compute and issue setpoints with zero latency overhead; as
opposed to AC where the replicas require consensus in each round. The tail latency of
Quarts+ is bounded and is similar to that of Quarts with an extra latency of δn.
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5.8 Conclusion

We considered the problem of agreement between replicated controllers in real-time
CPSs. We explained the need for agreement as a requirement for ensuring consis-
tency among the setpoints issued by controllers. We showed that failure to ensure
consistency can result in incorrect control of the underlying physical process by the
controller. The problem of agreement is particularly relevant when the controller
replicas are susceptible to delay faults (in addition to the usual crash faults) and the
CPS uses a reliable communication network that can drop, delay, or reorder messages.

We presented Quarts, an agreement protocol for CPSs among actively replicated
controllers. Quarts is designed and formally proven to guarantee consistency with a
bounded latency-overhead in a CPS with only PAs and no asynchronous sensors. To
continue providing the same guarantees in the presence of asynchronous sensors, we
presented an extension to Quarts, named Quarts+. We performed extensive perfor-
mance evaluation of both Quarts and Quarts+, and compared their performance with
that of existing agreement protocols using discrete-event simulation under different
conditions of number of replicas, network losses, fault profiles, etc. We showed that
besides guaranteeing consistency, the newly proposed mechanisms improve the avail-
ability of a CPS by more than an order of magnitude, when compared with existing
agreement protocols. Moreover, Quarts and Quarts+ also improve the tail-latency
performance of the CPS. These benefits come at a marginal increase in messaging cost
when compared to passive replication schemes.

As a result of Quarts and Quarts+ reliability mechanisms, we have a CPS that also
guarantees the the last of the desired correctness properties defined in Section 3.7, i.e.,
consistency, in addition to state safety and optimal selection provided by intentionality
clocks in Chapter 4. Together, these three properties imply linearizability, i.e., one-
copy equivalence. Therefore, we can implement active replication schemes with low
latency-overhead such that they do not alter the control behavior of a reliable, non-
replicated controller. In Chapter 6, we use these mechanisms to design Axo, a delay and
crash fault-tolerance architecture for CPSs; it provides high-availability while ensuring
correct control behavior. We also implement these mechanisms and demonstrate the
importance of consistency in the context of COMMELEC, a CPS for control of electric
grids. Moreover, we also apply these reliability mechanisms to SDN; these mechanisms
have similar characteristics and requirements as CPSs. To this end, we design QCL that
uses Quarts for agreement among replicated SDN controllers, and we show that it can
reduce the latency in installation of routing updates in a communication network by
several order of magnitude when compared to consensus-based approaches.
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6 Axo: Tolerating Delay and Crash
Faults in Real-Time CPSs

The highest result of education is tolerance.
– Helen Keller

A software fault is the inability of software to perform its required function. A
fault in the central controller of a CPS can result in a failure, i.e., the controller failing
to maintain the underlying physical process in the desired state. As noted in the
earlier chapters, replication of the unreliable components (controllers) is used to avoid
such failures, despite faults. The ability of a CPS to continue performing the desired
control of the physical process despite faults in some of its components is called
fault tolerance. There are three main elements to fault tolerance: fault masking, fault
detection, and fault recovery. The reliability mechanisms described in Chapters 4 and
5, namely intentionality clocks and Quarts, cannot provide fault tolerance on their
own, as they are not helpful in the masking, detection or recovery from faults. However,
they enabled us to design Axo1, a delay and crash fault-tolerance scheme that uses
active replication of the central controller, introduced in this chapter.

The central idea of active replication is that by having enough replicas of the con-
troller, there will always be at least one non-faulty replica available to issue setpoints
to the PAs. In active replication, it is essential to ensure that the issued setpoints are
identical to those that would have been issued by a single non-faulty controller. This
property is called linearizability or one-copy equivalence and requires that the fault-
tolerance scheme ensure that all events in the CPS are correctly ordered (as done by
intentionality clocks in Chapter 4) and that the issued setpoints ensure consistency (as
guaranteed by Quarts and Quarts+ in Chapter 5). Although linearizability is a necessary
correctness criteria for a fault-tolerance scheme, it is not sufficient. For instance, in a
CPS with three replicated controllers, if the faulty controllers are unchecked, then over
time, all three of the controllers could turn faulty and none of the replicas would then

1Named after Axolotl, a species of salamander found around Mexico: it is extensively used in scientific
research due to its ability to quickly regenerate limbs.
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be available to issue setpoints. Thus, the faulty replicas need to be quickly detected
and recovered.

In addition to fault detection and fault recovery, as the state of the physical process
in the CPS evolves with time, all measurements and setpoints have a validity horizon
or an expiry time associated with them. For example, in a CPS for control of electric
grids, let a controller receive measurements generated at t0 form all the resources. The
controller issues, based on the the snapshot of the grid at t0, a setpoint to the battery
instructing it to inject more power into the grid. Let the setpoint be received at the
battery at time t1 > t0, such that the line connecting the battery to the grid at time t1 is
congested. It might be unsafe for the battery to inject more power into this line as this
could result in breakage of the line. This characteristic of CPSs, where the same setpoint
is valid at one time and invalid later on, is captured by the timeliness correctness
property, which is orthogonal to the state safety, optimal selection and consistency
correctness properties discussed earlier. We begin this chapter by formalizing the
timeliness property and describing the challenges associated with ensuring timeliness
in a CPS designed using COTS components that are susceptible to delay and crash
faults.

Then, in Section 6.2, we review the related work on providing delay and crash
fault-tolerance. This is followed by the design of Axo in Section 6.3. The Axo design
comprises two libraries: the controller library and the PA library. These libraries are
agnostic to the logic of the CPS controller and the PAs, and they are designed such
that they can be easily integrated with an existing CPS. We demonstrate this through
an open-source implementation of Axo that is described in Section 6.4. Using this
implementation, we also study the latency overhead due to Axo. In Section 6.5, we
prove the fault-tolerance properties of Axo. Specifically, we prove that Axo guarantees
timeliness with minimal reduction in availability. Additionally, we derive bounds on
the time Axo takes to detect and recover from crash and delay faults, and we validate
these bounds through experiments with the Axo implementation.

Lastly, we consolidate the other reliability mechanisms, (intentionality clocks,
Quarts and Quarts+) with Axo to obtain an implementation of full-tolerance proto-
col that guarantees both linearizability and timeliness, therefore enabling real-time
CPSs to operate correctly despite delay- and crash-faulty controllers and unreliable
communication. We study, through two deployments with different CPS, the impact of
fault-tolerance on the control performance of CPSs. The CPSs used are:
• The COMMELEC CPS for real-time control of electric grids (Section 6.6)
• An inverted pendulum controlled by an LQR controller (Section 6.7)

Our concluding remarks are presented in Section 6.8.

108



6.1. Timeliness in a CPS – Definitions and Challenges

6.1 Timeliness in a CPS – Definitions and Challenges

In order to formalize timeliness, we first introduce conception time and validity horizon.
The conception time tc for a setpoint is defined as the time instant at which the
controller begins processing the measurements used for computing this setpoint.
This time is the instant at which the controller finishes reconstructing the perceived
state of the physical process, using the measurements received from the PAs and
advertisements from the sensors. The perceived state is used for computation of the
subsequent setpoints. Thus tc is the time instant at which the perceived state of the
physical process by the controller is closest to the actual state.

Recall that we assume a controller can only be crash or delay faulty, and not Byzan-
tine faulty. Therefore, as the controller deems this state to be usable for computation
(using the ready_to_compute function of Algorithm 3.1) before actually starting to com-
pute the setpoints, the setpoints computed using this state cannot steer the physical
process into an infeasible state, if they are implemented at tc.

However, as the actual state of the physical process evolves with time and the
perceived state at the controller is constant, these computed setpoints would only be
valid for some time. This is called the validity horizon of the setpoints. For instance,
in the COMMELEC [4] CPS, the measurements sent by the PAs are usually valid for
few tens of milliseconds, as they include a short-term prediction of the state of the
electric resource. In the case of a PV, this prediction indicates the power that the PV
can inject in the next few milliseconds, based on the short-term prediction of the
solar irradiance at that time instant. The quality of this prediction degrades with time,
therefore, reducing the quality of the perceived state of the grid reconstructed using
that measurement. Hence, if the setpoints computed using this measurement were to
be implemented at a time when the solar irradiance is much different, thereby causing
the PV to inject a much higher or lower power, then they could drive the grid into an
infeasible state. Therefore, we define a valid setpoint as follows.

Definition 6.1 (Valid Setpoint). A setpoint is valid, if and only if, at the time of reception
(tr) at a PA, tr ≤ tc + τo, where tc is the conception time of this setpoint and τo is the
validity horizon. Else, it is invalid.

Note that, as each setpoint is sent to exactly one PA, each setpoint has a well-
defined time of reception, hence, a well-defined valid or invalid status. Moreover,
the setpoints sent to different PAs resulting from the same computation have the
same conception time, but possibly different times of reception. Thus, we define the
timeliness correctness property for one PA as follows.

Definition 6.2 (Timeliness). Timeliness is said to hold for a PA P , if and only if all
setpoints received by P are valid.
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In order to ensure timeliness, the software agents (controllers and PAs) in the
CPS need to accurately measure tc and tr. However, in the presence of delay faults,
an accurate measure cannot be obtained due to the non-zero execution time of the
measuring function calls. Thus, the software agents can only obtain estimates t∗c and
t∗r , respectively. These estimates should be obtained such that they do not violate
timeliness. For example, if tc < t∗c , then the setpoints could be accepted until t∗c + τo >

tc + τo, thereby possibly violating timeliness. Alternatively, if tc > t∗c , valid setpoints
could be incorrectly discarded. Axo’s approach to solving this issue and the associated
assumptions are presented in Section 6.3.

In addition to correctly accepting and discarding setpoints, faulty controller replicas
must be detected and recovered (repaired by rebooting). We define a faulty controller
as follows.

Definition 6.3 (Faulty Controller). A controller C is faulty at time t, if all the setpoints
whose conception time equals the latest conception time at or before t are invalid.

As seen from Definition 6.3, a controller can be faulty for some time and then
issue a setpoint that is valid at a PA, whereby it stops being faulty without any external
intervention. This highlights the intermittence of delay faults that makes them difficult
to be detected. Crash faults are a special case of delay faults with the duration of the
fault being infinite, i.e., the controller replica continues to remain faulty until repaired.

Crash faults are typically detected by probing mechanisms such as heartbeat [107].
This approach is inutile for delay faults as they are an end-to-end phenomena, with
the two ends being the controller and the PA. A faulty replica can correctly send
the heartbeat while incurring a delay in the computation, thereby fooling the failure
detector and remaining undetected. To address this issue, we introduce a feedback
mechanism, in the form of validity reports, from the PAs to the controller replicas, as
described in Section 6.3.

A single computation can result in several setpoints, some of which are received
at their respective PAs within the validity horizon and others are not. In this case,
the controller replicas receive several conflicting validity reports. Additionally, as the
communication network can drop, delay or reorder messages, controller replicas can
lose some validity reports or receive old validity reports. The challenge then is to
efficiently aggregate and reconcile recent validity reports to decide whether a replica is
faulty.

Lastly, as delay faults are transient, it is non-trivial to decide when to regard a replica
as faulty. For instance, if a replica is delay faulty for only one computation, it could be
superfluous to detect as faulty because rebooting it would be more disadvantageous
than letting that replica to continue running. Alternatively, if each delay-faulty replica
is left undetected for long time, then all the replicas might be faulty at a later time,
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thereby resulting in loss of control by the CPS.

6.2 Related Work

To the best of our knowledge, Axo is the first scheme that addresses delay-fault toler-
ance for CPSs that use COTS-based hardware and software components.

In the literature, delay faults for real-time systems have been studied under the
name of timing faults [132, 180, 181, 182]. The scheme closest to Axo is the work done
by Veríssimo and Casimiro on TCB [132]. They propose the TCB architecture and
an associated programming model that dictates how to encapsulate and rewrite the
time-critical functions of real-time CPSs in the TCB module. The TCB module is a hard
real-time component designed such that every function has a bounded WCET. This
approach is not applicable to the upcoming COTS-based CPSs that are characterized
by their large code-base that consists of third-party libraries and generally complex
functions, for which it is not feasible to rewrite and implement in the TCB. Moreover,
several components of the TCB architecture require an implementation specific to
each CPS, whereas Axo is a layer of software that can be used on any CPS that satisfies
the assumptions (Section 6.3.1) and requires only minor additions to the CPS controller
software. This enables the deployment of Axo on existing CPSs. We demonstrate this
by deploying Axo on two different CPSs.

Another approach to delay-fault tolerance is the timing-failure detection under
the TTA that also relies on bounding the WCETs of the different function calls. This
requires the static analysis of generally complex functions that might include COTS
software. Additionally, we have also seen that in some CPSs such as COMMELEC [4],
the execution time heavily depends on the parameters provided at run time. This
would require further dynamic analysis of the execution time, a task that does not fit
within the real-time constraints of CPSs. Moreover, TTA requires a priori knowledge
of all time instants at which a controller or a PA sends and receives messages in a
round [183]. This is a much stronger requirement than TCB and cannot be applied to
COTS-based CPSs.

Other work [180] in this field has focused on improving the QoS and response time
of the systems. The authors focus on transaction systems as opposed to CPSs, and do
not aim at providing hard real-time constraints, as Axo does.

Active replication protocols, such as [76, 100, 113, 114], use multiple replicas, all of
which simultaneously compute setpoints. When one of the replicas is delay faulty, it
can still send a setpoint at some time after its validity horizon. The implementation
of such a setpoint violates the timeliness property hence jeopardizes the control of
the process done by other correct controller replicas. To discard such setpoints and
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provide timeliness in the presence of delay faults, Axo uses active replication with
an added mechanism. Active replication techniques rely on replica determinism (or
linearizability) for correct control [184]. We use Quarts and intentionality clocks to
provide replica determinism.

To detect inconsistencies [86], mechanisms for fault detection rely on monitoring
the replica, such as using heartbeats [99], or on probing the replica for its current state.
Such mechanisms target crash-only faults and cannot be extended to delay faults that
are inherently an end-to-end property. Replicas themselves do not contain any state to
indicate whether or not they are delay faulty, hence probing or monitoring the replicas
will not provide insight for delay-fault detection. Our solution makes use of the PAs in
order to correctly detect delay faults.

Another method for to detecting faults is through the detailed modeling of the
controller under faulty and non-faulty conditions [125, 185]. The trained models are
then used to classify a replica as faulty during run-time. Such methods are prone to
modeling errors and are limited to CPSs that have constant workloads, making them
unsuitable for generic CPSs where the workload of the controller is not known a priori.

6.3 Axo

We first describe the assumption on the controller and PAs required by Axo in Section
6.3.1, followed by the design of Axo in Section 6.3.2.

6.3.1 Assumptions

We assume that the software agents in the CPS, namely the controller replicas and the
PAs, are time-synchronized. As CPSs perform real-time operations on distributed
nodes, they naturally have a global notion of time either obtained by GPS [179]
or network protocols such as NTP [165] or PTP [164]. The inaccuracy of the time-
synchronization protocol is upper-bounded and the bound (δs) is known to Axo.

We also assume that there exists a known validity horizon τo for each setpoint. Axo
requires τo as input in order to perform fault masking and fault detection.

We consider the same controller model, as in the previous chapters (introduced
in Algorithm 3.1). In order to have linearizability, Axo requires that the controllers
implement intentionality clocks (Chapter 4) for the ordering of events, and Quarts and
Quarts+ (Chapter 5) for consistency. The resulting design of the control is augmented
with a new mechanism to provide timeliness, as described in Section 6.3.2. The con-
troller is assumed to be susceptible to crash or delay faults. Byzantine faults [119] that
result in malicious setpoints are not considered.
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The PAs are assumed to be non delay-faulty. Unlike the central controller, the PAs
are not single-points of failure of the CPS. When a PA fails, one controlled resource is
affected but not the entire physical process. Moreover, the functions implemented by
PAs are often simpler than the those implemented by the controller. Thus, they are less
susceptible to delay faults.

As in previous chapters, we assume a probabilistic synchronous network [58] that
can drop, delay, reorder or retransmit messages.

6.3.2 Design

Overview

Axo uses the active replication of the central controller with 2g+ 1 replicas to tolerate g
crash and delay faulty replicas. In the special case of g = 1, Axo only requires g + 1 = 2

replicas. This is because fault masking, fault detection and fault recovery in Axo can
be performed with g + 1 replicas, but the agreement mechanism (Quarts) generally
requires 2g + 1 replicas, except in the case of g = 1.

Each controller is assigned a unique replica ID that serves as an identifier for
all ensuing Axo-related message exchanges. Each controller independently receives
measurements and advertisements, performs agreement on the measurements by
using Quarts, performs agreement on advertisements using Quarts+, computes and
issues setpoints. In order to ensure timeliness, Axo needs to discard invalid setpoints
at the PA. To this end, it performs timestamping of outgoing setpoints at a controller.
The code of the controller is instrumented to obtain an estimate (t∗c) of the conception
time and to send this estimate to Axo. At the controller, Axo attaches the received
timestamp to the outgoing setpoint. At the PA, the setpoint is accepted or discarded
based on its validity. All these operations are done transparently with respect to the
controller and the PAs. For this, Axo uses one library at the controller replica and one
at the PA namely, the controller library and the PA library (as shown in Figure 6.1).

The controller library comprises three components: the tagger, the detector and
rebooter. The PA library consists of the masker. Together, the tagger and masker
achieve fault-masking, i.e., discard invalid setpoints. The tagger receives t∗c from the
controller. It also intercepts all outgoing setpoints at a controller replica and appends
each setpoint with the last received timestamp t∗c . Additionally, the tagger creates
the Axo header that contains other information regarding the state of this replica.
This includes the health of the replica (h), a score that indicates the recent latency
performance of the replica and that is used to decide if the replica is delay faulty
(see Section 6 for more details). The health is constantly updated using its current
value and the validity of new setpoints. Thus, a newly added replica, or a replica that
lost some messages, can seamlessly synchronize with its peers and reconstruct the
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Figure 6.1 – Axo design

latest state of the all other replicas in the CPS. In this way, Axo exploits the inherent
communication between PAs and the controller replicas in a CPS to maintain the
the detection mechanism soft-state [169]. The setpoint, along with the Axo header,
containing the information required for fault-masking and recreating the original
setpoint, is sent to the masker on the corresponding PA.

At the masker, the setpoint is accepted or discarded based on the time of reception,
the validity horizon and t∗c . Then, the masker sends a validity report to all the controller
replicas, indicating whether the received setpoint was valid or not. This enables them
to decide whether the controller replica that sent the setpoint is non-faulty or not. If
the setpoint is valid, the masker reconstructs the original setpoint and forwards it to
the PA that receives and implements it as if it were sent directly by a controller.

The detector on each replica processes the received validity reports to update its
health and that of other replicas, in order to detect a crash- or delay-faulty replica.
When a replicaCi is detected as faulty by another replicaCj , the detector onCj informs
its rebooter to recover replica Ci by rebooting it. As noted in earlier works on software
faults [124, 128, 186], simply rebooting a machine resets the state of the operating
system and the software stack, thereby making it non-faulty.

Next, we described the fault-masking, fault-detection and fault-recovery mecha-
nisms in detail.
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Fault Masking: Tagger and Masker

Algorithm 6.1: Controller model with all the reliability mechanisms namely
intentionality clocks, Quarts, Quarts+ and Axo. The parts in red show the modifi-
cations to the controller made by Axo

1 r ← 0; // highest label of measurements received

2 Z← ∅; // vector of measurements with label r

3 Y ← ∅; // list of timestamped advertisements

4 V← ∅; // vector of inputs to be used for computation

5 Λ← [Λ1, ...,Λn]; // lower bounds of inter-arrival time of sensors

6

7 repeat
8 Z, r ← aggregate_received_measurements(r);
9 Y ← aggregate_received_advertisements();

10 forever;
11

12 repeat
13 success← False;
14 if r > r− then
15 success_quarts, D, Z← quarts(Z, r);
16 if success_quarts then
17 T0 ← F(D,Z);
18 success, V← agree_on_advertisements(D,Y, r, T0,Λ);
19 end
20 end
21 t∗c ← Tnow;
22 decision← ready_to_compute(V, r, Tnow);
23 if success and decision then
24 send t∗c to the tagger ;
25 X← compute(V);
26 issue(X, r);
27 end
28 forever;

Fault masking is achieved by the tagger and the masker, using the controller to
obtain an estimate t∗c of the conception time of a setpoint tc. To explain this mechanism,
we present the consolidated model of the controller in Algorithm 6.1. It comprises
all the reliability mechanisms introduced in this thesis, namely intentionality clocks,
Quarts, Quarts+ and Axo. The label r is obtained using intentionality clocks. Lines
13-18 represent Quarts and Quarts+. The newly added lines in red (lines 21 and 24) are
due to Axo and will be the focus of our attention.

The purpose of the extra lines added to the controller by Axo is to obtain an estimate
t∗c such that t∗c < tc (to ensure timeliness) and that t∗c is as close as possible to tc to
minimize reduction in availability, as discussed in Section 6.1. The increased expres-

115



Chapter 6. Axo: Tolerating Delay and Crash Faults in Real-Time CPSs

siveness of our controller model due to the ready_to_compute function enables us to
obtain such an estimate. As the controller deems the perceived state of the process
sufficient to compute setpoints at Algorithm 6.1 line 22, it is therefore the conception
time of the subsequent setpoints. As the controller is susceptible to delay faults, it
might incur a large delay in the ready_to_compute function. So, we measure t∗c at line
21. The recorded timestamp is sent to the tagger at line 24.

Algorithm 6.2: Tagger

1 t∗c ← 0;
2 for each message received do
3 if message is timestamp then
4 Update t∗c ;
5 else if message is setpoint SP then
6 Prepend Axo header and send SP to the masker of the PA;
7 else if message is from detector then
8 Update td and h ;
9 end

10 end

The tagger is as described in Algorithm 6.2. For each setpoint, it receives the
timestamp t∗c from the controller and intercepts setpoints on their way to the PA. Then
it uses the t∗c to create the 20-byte Axo header that comprises
• Replica ID (1 byte)
•Destination port of the original setpoint (2 bytes)
• Setpoint timestamp: estimate of the conception time of this setpoint t∗c (8 bytes)
•Detector timestamp: computed as the last time at which its detector processed a

validity report td (8 bytes)
• The health of the replica h (1 byte)

The last two fields of the Axo header are obtained from the detector. These values
are regularly updated every time the detector processes a validity report received from
the PAs (Algorithm 6.2 line 8). The tagger prepends the Axo header to the setpoint and
sends it to the masker.

Algorithm 6.3: Masker

1 for each setpoint received do
2 if Tnow ≤ t∗c + τ then
3 Remove Axo header and send setpoint to PA;
4 end
5 Send validity report to detectors of controllers;
6 end

The design of the masker is given by Algorithm 6.3. For each received setpoint, the
masker records the time of reception. Then, it compares the t∗c in the Axo header of the
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received setpoint with τ , where τ is a conservative measure of the validity horizon. It
is computed using the upper-bound on the inaccuracy of the time-synchronization
(δs) and the upper-bound on the computation time at the masker between performing
the validity check (line 2) and sending the setpoint to the PA (line 3). τ is given by
τo − (2δs + δm). As proven in Theorem 6.5.1, this approach guarantees timeliness.

If the setpoint is valid, the masker removes the Axo header, modifies the destination
port of the message using the destination port in the Axo header, and forwards the
setpoint to the PA. It also uses the other fields in the Axo header to create and send a
validity report to all controller replicas. A validity report VR consists of the following
five fields, first four of which are same as found in the Axo header:
• timestamp t∗c of the setpoint (VR.ts)
• Replica ID (VR.id)
• The health of the replica (VR.h)
•Detector timestamp of the issuing replica (VR.td)
• A flag indicating if the setpoint was valid at the time of reception (VR.v)

Fault Detection: Detector

The design of the detector is given by Algorithm 6.4. It consists of five main blocks:
initialization (line 1), the aggregation of validity reports (lines 5-15 and 38-41), update
of the detector timestamp (lines 18-19), delay-fault detection (lines 21-25), and crash-
fault detection (lines 28-34).

The detector on each replica maintains a database DB with one record for each
replica, including itself. We denote each record in the database by db. The record db

for a replica with ID id is obtained as db = DB[id] and contains the following fields:
• Setpoint timestamp: the highest t∗c in all the validity reports processed for that

replica (db.ts)
•Detector timestamp: the highest received detector timestamp (db.td)
• The health of that replica with ID id, as seen by current replica (db.h)
• Non-faulty flag: A flag showing if the replica was non-faulty in the last validity

report (db.nf )

When the detector boots, it initializes the record in the database with its own ID
(line 1) as follows. The setpoint timestamp (ts) and the detector timestamp (td) are set
to the current time. The heath field for a healthy replica is set to its maximum value
Hmax. The non-faulty flag (nf ) field is set to true as the replica is considered non-faulty
at boot.

The detection mechanism is triggered at a replica, when it receives a validity report
(VR). The first part of the detection mechanism is the aggregation of validity reports
(lines 5-15 and 38-41). As validity reports can be delayed, lost, retransmitted, or
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reordered, aggregating them efficiently is tricky. To efficiently aggregate the reports,
we identify each report with its setpoint time VR.ts. As all the reports from a single
computation have the same conception time, the validity reports resulting from all
the PAs corresponding to this computation have the same ts. Alternatively, we could
also use the label of the setpoint obtained from the intentionality clock. When a new
validity report is received, the database for this record is updated according to the
function updateDB given by Algorithm 6.5.

In updateDB function, the setpoint timestamp db.ts and the detector timestamp
db.td of the database record for the replica in the validity report are set to the respective
values in the validity report. This indicates that the replica in the validity report was
active at VR.ts and that its detector was active at VR.td, thereby other replicas are not
to mark it as crash faulty. Then, the health of the replica is updated using exponential
averaging with a parameter α, and penalty −Hmax when the replica was faulty, or a
bonus +Hmax when the replica was non-faulty. The exponential averaging serves three
purposes:
(1) It smoothens out the health and dampens the effect of outliers, thus preventing
short and transient delay faults from resulting in costly rebooting.
(2) It captures the recent history of replica, thus a marking a replica that has a high
frequency of delay faults, as faulty.
(3) It keeps the health between−Hmax and +Hmax, thereby preventing overflow.

By using exponential averaging, Axo marks a replica as delay faulty based on the
frequency of delay faults rather than the presence or absence of the faults. The value
α (0 ≤ α ≤ 1) represents the weight given to the historical performance of the replica
and the instantaneous frequency of delay faults that is deemed as faulty by the CPS.
The last operation in the updateDB function is to set the non-faulty flag of the controller
replica to the value of the valid flag present in the current validity report. Notice that
we update the health, based on the previous value of the non-faulty flag. This is done
to avoid penalizing a replica in the cases when some of the PAs receive invalid setpoints
and others receive valid setpoints. Recall from Section 6.1 that a replica must not be
detected as faulty if only some of the PAs receive invalid setpoints for a given label. To
this end, the detector performs a logical OR of the VR.v flags received in reports with
the same setpoint timestamp (lines 38-41). Thus, if at least one of the PA receives a valid
setpoint in a round from the controller replica, the controller is deemed non-faulty. As
the replica needs to be deemed non-faulty even if the last validity report returns with
the valid flag set to true, we delay the update of health until the next validity report
for this setpoint. This adds extra latency in the detection of a faulty replica, which is a
small price to pay to avoid costly rebooting of non-faulty replicas.

After processing the report and updating the database, the detector timestamp
of the replica is updated at Algorithm 6.4 lines 18. Then, the detector timestamp
and the health of this replica are sent to the tagger; they are then sent to the PAs in
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subsequent Axo headers, and in turn echoed in the validity reports. In this way, newly
added replicas can learn about the existing replicas, the last time they were active, and
their health score; thereby making detection soft state [169]. When a validity report
corresponding to a replica that is already present in the database is received (lines
14−15), the health in the database is updated to the minimum of the existing health
and the received health. Thus, replicas do not overestimate the health of other replicas,
hence a truly faulty replica is quickly detected.

Once the reports have been aggregated and the tagger has been informed of the
new database information, the detector can perform the actual fault-detection. A
replica is detected as delay faulty (lines 21-25) when its health in the database falls
below a threshold. For a replica to be detected as delay faulty by its own detector, the
threshold Hint is used; whereas detecting other replicas makes use of the threshold
Hext < Hint. This enables a replica to be detected by its own detector, before it is
detected by others. This is particularly useful, as the routine for internal recovery, is
quicker than that for external recovery as described in the section on fault recovery.

The parameter α and the two thresholds for health, Hint and Hext, can be varied to
trade-off speed of detection for tolerance of transient delay-faults. A higher α gives less
weight to the penalty term causing slower detection, and vice versa. On the contrary,
a higher Hint or Hext reduces the number of invalid setpoints permitted by a replica
before being deemed faulty, causing faster detection.

For crash-fault tolerance, we use the parameter τc that is the time of relative inac-
tivity of a software agent after which it is considered crash faulty. Thus, if a replica is
stalled for longer than τc, it is deemed faulty. In Axo, we compare the inactivity of a
replica with that of its peers, instead of using a constant time of inactivity to detect
a crash fault. This is particular useful in CPSs with a non-constant rate of issuing
of setpoints, where waiting for a constant time of inactivity of a replica can result in
incorrect fault-detection. For each replica in its database, the detector compares the
value of ts with the maximum of all ts’s. If the difference is greater than τc, then that
replica is deemed crash faulty. In this way, a replica is only considered to be crash
faulty if it has been inactive for a period of τc while other replicas have been active. A
similar check is done for td’s, to detect detector crashes.

Fault Recovery: Rebooter

The design of the rebooter is given by Algorithm 6.6. The rebooter reacts to two types
of detection messages from its local detector, namely internal detection message
(INT_DET) and external detection message EXT_DET. To communicate with other re-
booters in order to perform remote recovery, the rebooter uses the external recovery
request message (EXT_REC) and ACK messages. The messages from the detector to the
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rebooter (INT_DET and EXT_DET) are timestamped with the setpoint timestamp present
in the validity report that caused the detection event.

When a replica Ci detects another replica Cj as faulty, by using Algorithm 6.4, the
detector on Ci sends an EXT_DET to its local rebooter. This triggers the rebooter on
Ci to initiate recovery of the faulty replica Cj by sending external recovery requests
(EXT_REC) as seen in Algorithm 6.6 lines 8-17. In order to confirm that Cj has indeed
rebooted due to this detection event, Ci waits for an ACK message for a time Tr after
sending the EXT_REC. In order to maximize the chances of successful recovery, in the
presence of network losses, Ci repeats this process until the ACK is received, with a
maximum of maxSend number of tries, as configured. Furthermore, when Cj accepts
the reboot request from Ci, it sends an ACK with a timestamp t+ τreboot to all controller
replicas, where τreboot is a parameters that dictates the minimum interval between
consecutive reboots. When a replica that is currently performing external recovery of
Cj receives an ACK with a timestamp larger than that of the detection event, it marks
Cj are recovered and stops the recovery protocol.

The threshold τreboot is also used to minimize superfluous reboots in the presence
of message losses: for example, in a case whenCi andCk both detectCj as faulty, but in
different rounds. This can happen due to network losses causing some validity reports
being lost at Ci, thus making Ci and Ck have different timestamps of detection events.
As a result, they will send EXT_REC messages with different timestamps, triggering
different reboots. This is avoided by using τreboot.

Alternatively, when a replica detects itself as faulty, it sends an INT_DET to its re-
booter. When a rebooter receives an INT_DET with a timestamp higher than the last
time that the replica rebooted, the replica is immediately rebooted. In contrast to
external recovery, internal recovery does not incur any latency or messaging overhead.
Therefore, it is preferred over external recovery. Hence, the threshold for external
recovery (Hext) is chosen to be less than that for internal recovery (Hint).

In order to avoid multiple reboots from the same detection event, the rebooter
stores the last time it rebooted (lastReboot) in a persistent storage (such as disk) and
reads it at the time of initialization.

Given that the rebooter needs to respond to remote reboot requests, it needs to
be non-susceptible to crash faults. Else, the replica cannot be recovered, as it is not
possible to remotely reboot an unresponsive machine. In our analysis, we assume that
the part of the rebooter that handles external recovery requests is non crash-faulty. In
our implementation, we achieve this by using a simple heartbeat mechanism on the
detector that monitors the rebooter and that re-instantiates it in case of faults.
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Algorithm 6.4: Detector

1 initialize DB[myID];
2 for each report VR received do
3 if VR.id 6∈ DB or VR.ts > DB[VR.id].ts then
4 // New report

5 if VR.id 6∈ DB then
6 // New replica

7 create DB[VR.id];
8 DB[VR.id].ts← VR.ts;
9 DB[VR.id].td← VR.td;

10 DB[VR.id].nf ← VR.v;
11 DB[VR.id].h← Hmax;
12 else
13 // Existing replica

14 DB[VR.id].h← min(VR.h,DB[VR.id].h);
15 updateDB(DB[VR.id],VR);
16 end
17 // Update and send detector timestamp to the tagger

18 DB[myID].td← max(DB.ts);
19 Send DB[myID].h,DB[myID].td to tagger;
20 // Delay fault detection

21 if VR.id 6= myID and DB[VR.id].h ≤ Hext then
22 EXT_DET(DB[VR.id].ts,VR.id);
23 delete DB[VR.id];
24 else if DB[myID].h ≤ Hint then
25 INT_DET(DB[myID].ts);
26 end
27 // Crash fault detection

28 for each id in DB do
29 if max(DB.ts)−DB[id].ts > τc or max(DB.td)−DB[id].td > τc then
30 if id = myID then
31 INT_DET(max(DB.ts));
32 else
33 EXT_DET(max(DB.ts), id);
34 delete DB[id] ;
35 end
36 end
37 end
38 else if VR.ts = DB[VR.id].ts then
39 // Possibly new report from a different PA

40 DB[VR.id].nf ← DB[VR.id].nf ∨VR.v;
41 end
42 end
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Algorithm 6.5: updateDB(db,VR): Function to update detector database

1 db.ts← VR.ts;
2 db.td← VR.td;
3 if db.nf then
4 db.h← α× db.h+ (1− α)×Hmax;
5 else
6 db.h← α× db.h− (1− α)×Hmax;
7 end
8 db.nf ← VR.v;

Algorithm 6.6: Rebooter

1 lastReboot← loadLastReboot();
2 for each message received do
3 if message is INT_DET(t) then
4 if t> lastReboot + τreboot then
5 saveLastReboot(t) ;
6 reboot the replica;
7 end
8 else if message is EXT_DET(t1, ID) then
9 sentCtr← 0;

10 while sentCtr < maxSend do
11 send EXT_REC(t1) to replica ID;
12 sentCtr++;
13 listen for Tr ;
14 if (ACK(t2) received) and (t2 ≥ t1) then
15 break;
16 end
17 end
18 else if message is EXT_REC(t) then
19 if t> lastReboot + τreboot then
20 send ACK(t + τreboot) to all replicas;
21 saveLastReboot(t);
22 reboot the replica;
23 else
24 send ACK(lastReboot + τreboot);
25 end
26 end
27 end
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6.4 Implementation

We developed an open-source proof-of-concept implementation of Axo in C++2. In
order to demonstrate how Axo can be easily integrated with an existing CPS, we de-
signed an API in C++ that can be used to instrument a CPS controller to measure t∗c
and send it to the tagger, as described in Algorithm 6.1.

The API provides two functions for recording t∗c , (get_timestamp_ptp and get_timestamp_gps)
and one function (send_timestamp) to send it to the tagger in the desired format. We
make a distinction between the CPSs that use PTP- or GPS-based time-synchronization
because PTP-based time-synchronization has a much lower clock-update rate, when
compared to GPS. This can result in a time-synchronization inaccuracy of δs ∼ 5ms.
Thus, in order to be able to mask delays in the range of milliseconds with PTP-based
time-synchronization, we use the offset of the slave clock from the master clock to
correct the timestamp, by using the function get_offset. This function is called period-
ically with a period Toffset (default 1 s). This approach lowers the time-synchronization
inaccuracy to δs ∼ 100 µs. The three functions need to be inserted in the controller at
the appropriate locations, as required by Algorithm 6.1. Besides these modifications to
the controller using the Axo API, the installation of Axo is plug-and-play. It requires
no more information about the inner workings of the controller or the PAs, hence is
agnostic to the CPS.

In order to characterize the latency overhead due to the Axo API, we profiled its
function calls on the NI cRIO-9068 industrial computer that is commonly used for in-
field deployments of CPSs. The average time spent in the get_timestamp_gps function
is ∆gps = 14.26 µs, and the time spent in the send_timestamp function is ∆send =

33.18 µs. The time spent in the get_timestamp_ptp function, however, depends on the
period (Toffset) with which the get_offset function is called. The get_offset function
takes about 194 µs on average. Thus, the average time taken by the get_timestamp_ptp
function (∆ptp) is in the range [194 µs, 209 µs]. Therefore, the latency-overhead due
to the Axo API when the CPS uses GPS is ∆gps + ∆send = 46.44 µs and, the latency-
overhead when the CPS uses PTP is in the range [227.18 µs, 242.18 µs].

To achieve a plug-and-play design, the tagger needs to intercept setpoints sent from
the controller to the PAs. To this end, we use the libnetfilter_queue3 (NF_QUEUE)
framework from the Linux iptables project. NF_QUEUE is a user-space library that
exposes a network-layer interface that enables filtering and modifying packets, trans-
parent to the application layer. We use this interface to filter packets, based on the
destination IP address of the PAs and the destination port number of the PA application,
thus, limiting the footprint to only the relevant packets. In the NF_QUEUE framework
all filtered packets are queued until further dequeued by a user-space application.

2Available at https://github.com/Wajeb/axo.
3http://www.netfilter.org/projects/libnetfilter_queue/
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Thus, once the filtering rules are in place, all the packets remain in the queue until they
are dequeued by the tagger. Therefore, if the tagger crashes, the setpoint cannot bypass
Axo, thereby upholding the timeliness property by trivially discarding all setpoints at
the controller.

To ensure that the rebooter always functions correctly despite crashes, in order to be
remotely recovered by other replicas, we implement a heartbeat mechanism between
the detector and rebooter. When the detector loses five consecutive heartbeats, it
attempts to reinstantiate the rebooter. If it fails, the detector will reboot the machine.

We also incorporated Quarts and intentionality clocks along with the Axo imple-
mentation, as libraries that can be used by a CPS for ordering of events and controller
consistency. The proof-of-concept implementation currently supports up to 256 con-
troller replicas. However, in practice most CPSs do not use more than 3 or 4 replicas.
We deploy this implementation with two CPS and present the results of the case studies
in Sections 6.6 and 6.7. We also use the same implementation with SDN in Chapter 7.

6.5 Performance Guarantees

In this section, we will prove that the Axo design presented in Section 6.3 guarantees
timeliness and maximizes availability. We also derive and experimentally validate
bounds on the detection and recovery time of Axo, for delay and crash.

6.5.1 Timeliness Guarantees

Recall from Definition 6.2 that timeliness requires that the PAs never implement invalid
setpoints. For Axo, we have the following result.

Theorem 6.5.1 (Axo Timeliness). If all controller replicas of a CPS use the controller
library and all PAs use the PA library described in Section 6.3.2, then timeliness is
guaranteed for all PAs.

Proof. Let s be a setpoint computed at some controller replica C with a timestamp
t∗c ≤ tc, where tc is the first instant at which the measurement to compute this setpoint
were processed. (refer Section 6.1)
As C contains the controller library, then s will be intercepted by the tagger.
If P does not contain an PA library, it will never receive s, thereby upholding timeliness.
Otherwise, the tagger will forward s to the masker of P .
Recall from Section 6.1 that the time at which the setpoint is received at P is tr.
By Definition 6.1, s is valid if and only if tr ≤ tc + τo.
Based on Algorithm 6.3 line 2, the masker of P will only accept s at t∗r ≤ t∗c + τ .
Recall that both t∗c and t∗r are measured locally at C and P , respectively.
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Since the inaccuracy in time-synchronization protocol is δs, the true time at which the
setpoint is received at the masker is t′r ≤ t∗r + δs.
Similarly, the true time at which the setpoint is first valid tc ≥ t∗c − δs. Therefore,
t∗r ≤ t∗c + τ =⇒ t′r ≤ tc + τ + 2δs
Since the processing time of the masker is bounded by δm, then tr ≤ t′r + δm.
Thus, any accepted setpoint will arrive at P at tr ≤ tc + τ + 2δs + δm.
But τ = τo − 2δs − δm
So, the masker of P will only accept and forward s to P if tr ≤ tc + τo.
Therefore, any setpoint s received by P will be valid.

Note that a CPS, where the PAs discard all setpoints, also trivially satisfies timeliness.
However, such a CPS would fail to control the physical process as no setpoints are
implemented. Therefore, besides providing timeliness, a CPS must be available to
perform the control of the physical process. A measure of how available a CPS is when
providing timeliness is given by Timely Availability as follows.

Definition 6.4 (Timely Availability). Timely availability is said to hold for a PA P in an
interval [a, b], if and only if P receives at least one valid setpoint in [a, b] from a set of
controller replicas C. Consequently, C is said to provide timely availability for P in [a, b].

Additionally, when the replicas in C use a fault-tolerance protocol f– such as Axo –
to provide availability, we say that f provides timely availability.

Recall from Section 6.3.1 that the upper-bound on the synchronization inaccuracy
of the time-synchronization protocol is δs. Thus, any measurement of time has an
uncertainty of δs. Consequently, the uncertainty in recording the end-to-end delay
of a setpoint is 2δs. Therefore, to guarantee timeliness, any fault-tolerance protocol
needs to conservatively discard setpoints with an end-to-end delay greater than τo −
2δs. Moreover, this deadline needs to be further offset, in order to account for the
computation time of the fault-tolerance protocol (δf ). Hence, in order to tolerate
delay faults, all fault-tolerance protocols need to discard potentially valid setpoints
whose end-to-end delay lies in the uncertainty interval [τo − 2δs − δf , τo], thereby
reducing availability. For Axo, we have the following result that shows how Axo provides
timely availability when any other fault-tolerance protocol with the same timeliness
guarantees also provides timely availability.

Theorem 6.5.2 (Axo Timely Availability). Consider an interval [a, b] and a fault-tolerance
protocol f that, using a set of g replicas C, guarantees timeliness for a PA P . If f provides
availability for P in [a, b], and the time taken by f to process a setpoint is at least as
much as that taken by Axo, then Axo, using C, also provides availability for P in [a, b].

Proof. Consider a CPS with a PA P .
Let C = {C1, ..., Cg} be a set of g replicas of the controller of this CPS.
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Let S be the set of setpoints sent by all controllers in C in the interval [a− τo, b].
Consider a fault-tolerance protocol f , applied to C, that guarantees timeliness for P .
Denote by Cf the set of controllers C when f is applied to them.
LetR = {s ∈ S : s is received by P in [a, b] and s is valid}.
Formally, f : S 7→ Rf ⊆ R.
In other words,R is the set of valid setpoints sent by C and received by P in [a, b]. Rf
is the subset ofR that are received by P when f is applied to C. Therefore, f provides
availability for P in [a, b], if and only if |Rf | > 0. Note that we only consider the interval
[a− τo, b] for the set S, since setpoints sent outside this interval can never be valid if
received in [a, b].
We define the following operations and sets:
Let Sf ⊆ S, be the set of setpoints, sent by C in [a− τo, b], that f permits to be sent to P .
That is, S \ Sf is the set that f discards before sending.
Let αf : S 7→ Sf
Let Nf ⊆ Sf be the set of setpoints that the network delivers to P in [a, b], when f is
applied.
Then,Nf = {s ∈ Sf : s is delivered to P in [a, b]}
Let γ : Sf 7→ Nf
Then,Rf ⊆ Nf
Let βf : Nf 7→ Rf
Therefore, f = βf ◦ γ ◦ αf
Intuitively, αf is the operation of discarding setpoints before sending them, and thus
depends on the fault-tolerance protocol. γ is the operation performed by the network,
which is considered to be transparent to the fault-tolerance protocol. βf is the op-
eration of discarding setpoints before they are received at P , in order to guarantee
timeliness.
Let Fg be the class of fault-tolerance protocols that guarantee timeliness to hold for P
by using controllers in C. We consider all f ∈ Fg to have at least as much processing
time for each setpoint as Axo.
As Axo guarantees timeliness (Theorem 6.5.1), Axo ∈ Fg
As Axo uses active replication, it ensures that all g controller replica in C are active and
send setpoints to P .
Furthermore, as the tagger (Algorithm 6.2) never discards setpoints, all the setpoints
sent by the controllers are forwarded to P .
However, the tagger incurs a processing time to each setpoint, thus not all setpoints
will still be sent in [a− τo, b].
This processing time is also incurred by all f ∈ Fg, therefore

∀f ∈ Fg : Sf ⊆ SAxo ⊆ S (6.1)

Now we apply γ. Since γ is transparent to the fault-tolerance protocol, then ∀A,B, s ∈
A ∩ B and s /∈ γ(A) =⇒ s /∈ γ(B).
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Then, it follows from Equation 6.1, that

∀f ∈ Fg : Nf ⊆ NAxo (6.2)

Since all fault-tolerance protocols f ∈ Fg guarantee safety, they need to discard invalid
setpoints.
Let, τf ≤ τo be the delay after which f discards setpoints.
Note that τAxo = τ = τo − 2δs − δm.
Then

Rf = βf (Nf ) = {s ∈ Nf : end-to-end delay of s ≤ τf} (6.3)

Note that,

∀A,∀f1, f2 ∈ Fg, τf1 ≤ τf2 =⇒ βf1(A) ⊆ βf2(A) (6.4)

To guarantee safety, any fault-tolerance protocol needs to conservatively discard set-
points that lie within the uncertainty interval brought about by the uncertainty in
measuring time (δs) and the processing time of the setpoint (δf ). Since, δf ≥ δm, then

∀f ∈ Fg, τf ≤ τ (6.5)

Then, using Equations 6.2, 6.3, 6.4, 6.5, we conclude that

∀f ∈ Fg,Rf ⊆ RAxo
=⇒ ∀f ∈ Fg, |Rf | > 0 =⇒ |RAxo| > 0

6.5.2 Bounds on Recovery Time

Now, we derive upper and lower bounds on the distribution of recovery time with Axo.
The recovery time is the time taken for a replica to be detected and recovered, after
it starts being faulty. Evaluating the exact expression for recovery time seems to be
mathematically intractable. Hence, we derive the bounds and validate them through
experimental results of fault recovery obtained using the implementation of Axo, as
described in Section 6.4 along with a test CPS controller. Besides validating the com-
puted bounds, this also serves as a validation of the proof-of-concept implementation
of Axo.
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Analytical Controller and Fault Model

Although the fault model used in simulation studies for Quarts in Section 5.6 expresses
both delays and crash faults, along with the delays in each round, it does not lend itself
well for mathematical analysis. We will use a simplified fault model described below.

The faults on a controller replica are independent of the faults on other replicas.
Each controller replica is in one of two-states faulty or non-faulty. As a controller
replica experiences different delay in the faulty and non-faulty states, the inter-arrival
times of setpoints issued by the setpoints follow different distributions in the two states.
The inter-arrival time of setpoints follows a Poisson process with rate λn, when the
replica is in the non-faulty state; and a rate λf , when the replica is in the faulty state. As
the delays in the faulty state are larger, the frequency of setpoints in the faulty state is
lower, i.e., λf < λn. Furthermore, the probability that a setpoint issued by a controller
replica takes more than τ , i.e., the probability that a computation results in invalid
setpoints is θ. Then, the stationary probability of a replica being in the non-faulty state
is πn =

λf (1−θ)
λf (1−θ)+λnθ ; and the average rate of sending setpoints is λ0 = λf (1−πn)+λn πn.

As in previous chapters, the communication network is assumed to be probabilistic
synchronous [58] with a loss probability p and the maximum one-way network latency
of the messages received messages δn.

Lastly, we assume that at least one of the PAs is non-faulty and capable of receiving
setpoints. A CPS without any non-faulty PAs would remain uncontrolled with or
without Axo, and is thus uninteresting. Note that additional non-faulty PAs increase
the chances of detection and recovery, thereby improving the derived bounds.

Analytical Results

Theorem 6.5.3 (Delay-Fault Recovery). In a CPS with g controller replicas, if a replica
C0 starts to be delay faulty at time t = 0 and remains faulty till time t, then a lower
bound (Pld(t)) and upper bound (Pud(t)) on the probability that it is recovered by time t is
given as follows:

Pld(t+ 2δ) =
γNπnβ

β + η
×

[
1

(γ + η)N
(1− Γ(N, γt)

(N − 1)!
)− e−(β+η)t

(γ − β)N
(1− Γ(N, (γ − β)t)

(N − 1)!
)

]
Pud(t) = 1− (1− P1(t))g−1

P1(t) = 1− Γ(N, γt)

(N − 1)!
− γN

(γ − β)N
e
−(1−p)
Tr

t

[
1− Γ(N, (γ − β)t)

(N − 1)!

]
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where,

β = (1−p)/Tr, γ = λf (1−p)2, η = λnθ, N =
log(12( HextHmax

+ 1))

log(α)
, Γ(x, s) =

∫ ∞
s

tx−1e−tdt

Proof. First, we derive the probability for g = 2.

In a two-replica CPS, the probability that the delay-faulty replica C0 issues enough
delayed setpoints in [0, t1] to be detected by the second replica C1, given that C1 is
non-faulty throughout is computed as follows.

P∗det(t1) = P(C0 issuing i ≥ N setpoints in [0, t1] that are

received by C1) = 1−
N−1∑
i=0

(λf (1− p)2t1)ieλf (1−p)
2t1

i!
(6.6)

Equation 6.6 is based on the model of the controller described in the previous
section: it gives the cumulative distribution function (CDF) of a Poisson distribution,
where the parameter is the rate of a faulty replica issuing setpoints (λf ) multiplied by
the probability of the corresponding report being received (1− p)2. N is the number of
consecutive reports, corresponding to delayed setpoints, that are sufficient to detect a
delay fault. N can be derived from α,Hext, and Hmax, from Algorithms 6.4, 6.5, and is
as mentioned in statement of the theorem.

The PDF of the above expression can be obtained by taking the derivative, resulting
in the Erlang distribution.

Pdet(t1) =
d

dt1
P∗det(t1) =

(λf (1− p)2)N tN−11 e−λf (1−p)
2t1

(N − 1)!
(6.7)

In a two-replica CPS, the probability that C1 will recover a delay-faulty replica C0,
that was detected as faulty at t1+d, at [t2, t2+dt], given thatC1 is non-faulty throughout,
is given by Pr(δt), where δt = t2 − (t1 + d).

Pr(δt) = P(C0 receives one reboot message in [t2, t2 + dt])

=
d

dδt
(1− e

−(1−p)δt
Tr ) =

1− p
Tr

e
−(1−p)δt

Tr (6.8)
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Equation 6.8 can be obtained by modeling the process of receiving reboot messages
(Algorithm 6.6) as a Poisson process of rate (1− p)/Tr, where 1− p is the probability of
receiving a reboot message and 1/Tr is the rate at which they are sent. The approxi-
mation of the periodic sending process, as an exponential one, is justified by the low
rate of the Poisson process. This approximation facilitates the derivation of the above
expression.

The probability of C1 being non-faulty in [0, δt] is:

Pnf (δt) = P(C1being non-faulty at t = 0 and in (0, δt])

= πne
−λnθδt (6.9)

In Equation 6.9, we consider the fault model of a controller replica, where πn is
the stationary probability of being in a non-faulty state. This is multiplied by the
probability of not transitioning to the faulty state, within a period of δt.

Using Equations 6.7, 6.8, 6.9, we can define the lower and upper bounds on recov-
ering a delay-faulty controller replica.

For a lower bound, we consider a two-replica system, the worst-case network delay,
and that a faulty replica cannot help in detection and recovery. Increasing the number
of replicas, decreasing the network delay, or considering the cases in which faulty
replicas can take part in detection or recovery, will increase the probability. Therefore,
the lower bound is justified. It is given as follows:

Pld(t) =

t−2δ∫
t1=0

Pdet(t1)
t∫

t2=t1+2δ

Pr(t2 − t1 − 2δ)Pnf (t2 − 2δ) dt2 dt1

Note that the lower bound always considers two-replica CPSs regardless of g.

For an upper bound, we relax the condition of dependence between replicas:
we consider that each additional replica in the system can detect and recover C0

independently. We also consider that all these replicas are always non-faulty, and that
the network has zero delay. These relaxations always result in an increase in the actual
probability. Therefore, the upper bound is justified. It is given as follows:
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Pud(t) = 1− (1− P1(t))g−1

P1(t) =

t∫
t1=0

Pdet(t1)
t∫

t2=t1

Prec(t2 − t1) dt2 dt1

The derivation of Pld(t) and Pud(t) results in the statement of the Theorem.

Theorem 6.5.4 (Crash-Faulty Controller). In a CPS with g controller replicas, if a replica
C0 starts to be crash faulty at time t = 0 and remains faulty till time t, then a lower
bound (Plc(t)) and upper bound (Puc (t)) on the probability that it is recovered by time t is
given as follows:

Plc(t) = P2(t− 2δ)

P2(t) =



Be
−(D+G) τc

Tr

D+E+G

(
A(1−p)Tr
E+G e−(E+G) t

Tr + e
D t
Tr

D+F+G

)
−Be

−(D+G) τc
Tr

F+G

(
A(1−p)Tr
D+F+G e

−(F+G) t
Tr + 1

E+G

)
t ≤ τc

e−(E+G) t
Tr

AB(1−p)Tr
(
e
−(D+G) τc

Tr −eE
τc
Tr

)
(E+G)(D+E+G)

 t > τc

−e−(F+G) t
Tr

AB(1−p)Tr
(
e
−(D+G) τc

Tr −eF
τc
Tr

)
(F+G)(D+F+G)


−
B

(
e
−(D+G) τc

Tr −e−G
τc
Tr

)
(F+G)(E+G)

Puc (t) = 1− (1− P3(t))g−1

P3(t) =



e−D
τc
Tr

[
EJ

(D+E)(D+J)e
D t
Tr + DJ

(D+E)(J−E)e
−E t

Tr t ≤ τc
− DE

(D+J)(J−E)e
−J t

Tr − 1
]

DJ
(J−E)(D+E)(e

−D τc
Tr − eE

τc
Tr )e−E

t
Tr t > τc

− DE
(J−E)(D+J)(e

−D τc
Tr − eJ

τc
Tr )e−J

t
Tr

−(e−D
τc
Tr − 1)

where,

A =
λ0

λn(1− p)Tr − 1
, B = (1− p)3Trλnπn, D = (1− p)2Trλo
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E = (1− p), F = λn(1− p)2Tr, G = λnθTr, J = (g − 1)λn(1− p)2Tr

Proof. We first derive the following probabilities.

We define the notion of awareness, where a replica Ci is aware of replica C0 at ta, if
the detector database at Ci contains an entry for C0 at ta. This condition is satisfied if
C0 sends a setpoint with a conception time t0 > ta − τc, the report of which is received
by Ci. The probability of such an event, given that C0 conceives another setpoint at ta
and that Ci is non-faulty throughout, is given as Pa(δt), where δt = t0 − ta:

Pa(δt) = P(C0 issues a setpoint of conception time t0 − δt,which is received by Ci)

= λ0(1− p)2e−λ0(1−p)2δt (6.10)

Equation 6.10 considers the controller model described earlier and uses the time-
reversal property of Poisson processes.

We now consider a g-replica CPS, in which C0 crashes at t0, the other g − 1 replicas
are assumed to be able to detect this independently, and are all non-faulty throughout.
For this, each controller can be modeled as receiving setpoints at a rate of (g−1)λn(1−
p)2. The network is considered to have a fixed one-way delay of d for packets that
are not dropped. Under such conditions, the probability of a replica Ci detecting C0

as crash faulty in the interval [t1, t1 + dt], given the above conditions and that Ci was
aware of C0, is given as Pc(δt, g), where δt = t1 − t0 − d.

Pc(δt, g) = P(Cj 6= C0 conceivs a setpoint at t1 − d, the report of which is received by Ci at t1)

=

{
0 δt < τc

(g − 1)λn(1− p)2e−(g−1)λn(1−p)2(δt−τc) δt ≥ τc
(6.11)

Note that the above expression is an upper bound when g > 2, but is exact when
g = 2, since the condition of independence is not required when there is only one
replica participating in detection.

Next, we derive a lower bound and upper bound on the probability of recovering
from a crash fault by using Equations 6.10 and 6.11. We will also use Pr and Pnf from
Equations 6.8 and 6.9, respectively.

The conditions for lower and upper bound are similar to those presented in the
proof of Theorem 6.5.3. For a lower bound, we consider a two-replica CPS, the worst-
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case network delay, and that a faulty replica cannot help in detection and recovery.

Plc(t) =

τc∫
t0=max(0,τc−t)

t−2δ∫
t1=τc−t0

t∫
t2=t1+2δ

Pa(t0)Pc(t1 + t0, 2)×

Pr(t2 − (t1 + 2δ))Pnf (t2 + (t0 + 2δ)) dt2 dt1 dt0

For an upper bound, we relax the condition of dependence between replicas:
we consider that each additional replica in the system can detect and recover C0

independently. We also consider that all these replicas are always non-faulty, and that
the network has zero delay. These relaxations always result in an increase in the actual
probability. Therefore, the upper bound is justified. It is given as follows:

Puc (t) = 1− (1− P3(t))g−1

P3(t) =

τc∫
t0=max(0,τc−t)

t∫
t1=τc−t0

t∫
t2=t1

Pa(t0)Pc(t1 + t0, g)× Pr(t2 − t1) dt2 dt1 dt0

The derivation of Plc(t) and Puc (t) results in the statement of the Theorem.

Experimental Validation

We use three controller replicas (g = 3): each with a test controller and the controller
library, and one PA with the PA library. The setup includes two computers connected
by an Ethernet link. For the PA, we use a Lenovo T410 laptop with a 2.67 GHz Intel
Core i7 processor with 4 GB RAM running a 64-bit Ubuntu operating system. For the
controller replicas, we use 64-bit Ubuntu Virtual Machines that are each configured
with 1 GB RAM using VirtualBox. The virtual machines run on a MacBook Pro with
MacOS 10.10.5, a 2 GHz Intel Core i7 processor and 16 GB RAM. All three controller
replicas are configured to be in the same LAN that is bridged to the physical Ethernet
interface in order to communicate with the PA.

The times of computation of the test controller are drawn from a Poisson process
with a rate λn = 1/100 s−1 when the controller is non-faulty and λf = 1/200 s−1

when the controller is faulty. The validity horizon τo is 17ms, the upper-bound on the
masker’s computation time is δm = 0.1ms, the upper-bound on the synchronization
inaccuracy is δs = 1 ms, and the upper-bound on the network latency is δn = 2 ms.
Lastly, the threshold, after which an inactive controller is considered crash faulty, τc is
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Figure 6.2 – Time to recover from delay-faults for varying θ
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Figure 6.3 – Time to recover from crash-faults for varying θ

taken as 500 ms.

In each experiment, C0 is configured to start being faulty at a random time and
remain so until recovered, whereas C1 and C2 follow the parameters of the scenario.
The time at whichC0 starts being faulty and the time at which it is recovered is recorded,
and their difference is reported as the recovery time. We repeat each experiment 10
times to obtain the confidence intervals on the various quantiles of the distribution of
recovery times.

We performed experiments for different values of p and θ. We noticed, from both
our experiments and the analytical lower and upper bounds, that the packet loss
probability p did not have a major effect on the probability of detection in the range of
0% and 2% loss probability (a realistic range of loss probabilities for CPSs). This result
shows that the detection and recovery algorithms of Axo are resilient to network losses
in this range.
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However, the dependence on θ is significant. Figure 6.2 shows the results of the
experimental simulation of a delay-faulty C0, with p = 1% and θ = 0.01, 0.02. Figure
6.3 shows the same for a crash-faulty C0. We notice that the experimental distribution
is within the analytically computed bounds. In addition to validating the lower and
upper bounds, these results show the effect of a higher fault rate on the detection and
recovery performance.

6.6 Case Study I: COMMELEC

Here, we study the effect of the reliability mechanisms proposed in this thesis namely
(Quarts, Quarts+ and Axo) on the control of an electric grid by the COMMELEC [4] CPS.
We give a brief background on COMMELEC in Section 6.6.1, followed by the description
of the test-setup in Section 6.6.2. Then, we present results from two experiments that
demonstrate the importance of fault detection and recovery in Section 6.6.3, and the
effect of inconsistency in Section 6.6.4.

6.6.1 COMMELEC Background

In COMMELEC, the electric grid is controlled by a central controller, called the GA.
COMMELEC also includes resource agents that send the state of a single resource, such
as a battery or a PV. These form the PAs of the COMMELEC CPS as shown in Figure
6.4. It also comprises PMUs that periodically (every 20 ms) stream the state of the grid
in the form of voltage and current phasors. The PMUs constitute the asynchronous
sensors in the COMMELEC CPS. In Figure 6.4, we have a COMMELEC CPS with one
GA, one battery resource, one PV resource, one load resource, and three PAs. Using
the measurements from the PAs and the advertisements from the sensors, the GA
computes and issues setpoints. The control round lasts roughly 100 ms.

The main goal of the GA is to maintain the grid in a feasible state, i.e., respect the
voltage limits at the buses in the electric grids and the ampacity limits in the lines.
The GA also implements one or more auxiliary policies such as providing primary
frequency support, acting as a virtual power plant, or following a dispatch signal.

The GA follows the model of the controller presented in Algorithm 3.1 that trans-
forms to 6.1, with the inclusion of the reliability mechanisms. It is implemented in
C++, uses third-party software libraries, and runs on an off-the-shelf Linux computer.
It is susceptible to both crash and delay faults, as shown in Section 1.2.2.

135



Chapter 6. Axo: Tolerating Delay and Crash Faults in Real-Time CPSs
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Figure 6.4 – COMMELEC architecture with 3 resources and PAs

6.6.2 Test Setup

We used the 13-bus CIGRÉ low-voltage benchmark grid, with three resources: a 15kW
uncontrollable load of heaters in a building, a 25kW/25kWh battery storage, and a
20kW uncontrollable PV as shown in Figure 6.5. There are five PMUs streaming voltage
and current phasor measurements to the GA, at different locations in the grid. In this
case study, we configured the GA to assist autonomy, i.e. the power imported from,
and exported to, the upper-level grid should be minimized at all times.

6.6.3 Importance of Fault-Tolerance

In this experiment, we use COMMELEC with two physical replicas, each running one
instance of the GA on an off-the-shelf Scientific Linux (version 7.1). We use the on-
campus microgrid facility at EPFL [92]; it is a 1-1 scale replica of the the 13-bus CIGRÉ
low-voltage benchmark grid shown in Figure 6.5.

The setpoints have a validity horizon (τo) of 10 ms. Consequently, the controller
is designed to compute and issue setpoints within 10 ms. First, we measured the
computation times for around 10 million measurements. We observe that 32 setpoints
(0.00032 %) have a computation time greater than 10 ms. Therefore, we conclude that,
although very rare, delay faults are observed in real-life deployments of CPS. Also,
delays added due to the communication network further increase the risk of delay
faults.

In order to demonstrate the fault tolerance of Axo, we artificially reduce τo to 7 ms,
increasing the number of faults. We use Axo with two controller replicas (C1, C2). The
time after which a replica is considered crash faulty (τc) is 500 ms. The time between
successive recovery messages (Tr) is 1 ms. For time synchronization between the
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Figure 6.5 – 13-bus CIGRÉ low-voltage benchmark grid controlled using COMMELEC
to provide autonomy by minimizing the total export or import of power at bus B01.
Grey areas are unused
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Figure 6.6 – Timeliness guarantee of Axo

replicas and the PAs, we use PTP that has a synchronization inaccuracy (δs) of 1 ms.
Lastly, the upper bound on the computation time of the masker (δm) is 0.1 ms. This
leaves us with τ = 4.9 ms.

Figure 6.6 shows the empirical CDF of delays of setpoints sent by C1 and C2, mea-
sured at the masker. It also shows the effective delay of setpoints at the PAs, after the
unsafe ones were discarded by the Axo masker. We observe that, although the setpoints
sent by controllers have delays > 4.9 ms (= τ ), the setpoints eventually received at
the PAs are all valid, i.e., have an end-to-end delay < 4.9 ms < 7 ms (= τo), thereby
demonstrating the timeliness property of Axo.

Additionally, the set of controller replicas is said to be available if the PAs receive
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a setpoint every 100 ms. We find that the availability with C1 alone is 97.36% and
with C1 alone is 97.54%, which amounts to about 38 and 35 minutes of downtime.
With Axo, however, the availability was found to be 99.86%, which is only 1.5 minutes
of downtime. In these experiments, the controller replicas were recovered 38 times,
thereby demonstrating the importance of fault recovery in providing high availability.

6.6.4 Effect of Inconsistency

In this experiment, we study the effect of inconsistent setpoints on the autonomy
performance of COMMELEC by experimenting with and without Quarts+. Inconsistent
setpoints might cause undesirable effects in the the grid and the resources, hence are
unsafe to be tested in the real-grid. We used T-RECS [187], a virtual commissioning
tool for studying the control performance of CPSs for electric grids in the presence of
network and software non-idealities. T-RECS has been validated to give results that
are reproducible on the campus microgrid, as shown in [187]. Therefore, the results
obtained from T-RECS can be considered to be similar to those that would have been
obtained from the real grid.

In order to highlight the effect of inconsistency, we performed stress tests, in
which we subject the GA replicas to artificial delays in computation and a burst of
extreme network conditions of 10% loss rate. The aim is to understand the effect of
inconsistency on a CPS, without running experiments over several days or weeks, as
would be required due to the low probability of inconsistency observed in Section
5.7.1.

In each experiment, we record the power at the slack bus (connecting the microgrid
to the upper-level grid), and compute the energy mismatch in order to quantify the
error in the control performance of the COMMELEC GA. The energy mismatch, in this
case, is the integral of the absolute value of the power profile observed at bus B01. We
also compute the maximum deviation from zero power at any given point.

First, we benchmark the performance of a single non-replicated GA that is not
exposed to delay faults or message losses. Then, we compare this to two cases, one
in which the two replicated GAs do not perform agreement, and one in which they
perform agreement with Quarts+.

We observe, in Fig. 6.7, the energy mismatch of the three scenarios discussed earlier.
The ideal case provides the benchmark tracking-performance level, and it encounters
some mismatch due to the unpredictable nature of real-time PV production and load
consumption. For the entire duration of the experiment, Quarts+ shows a better
performance than the non-agreeing case.

Furthermore, we recorded the worst-case deviation from the tracking signal (zero
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Figure 6.7 – Energy mismatch over time in COMMELEC

power) for each scenario. We observe that the non-agreeing case has a value of 33 kW:
this exceeds the ampacity limit of the line connected the microgrid to the upper-level
grid. Note that a single replica would never compute a set of setpoints that results in
such a violation. The inconsistency between the replicas producing different outputs
led to this. We do not observe such violation when using Quarts+.

Finally we observed, in 4% of the rounds, potential inconsistencies that would
have arisen had we not performed agreement on advertisements. This highlights the
importance of including asynchronous sensors in the agreement protocol.

6.7 Case Study II: Inverted Pendulum

In this section, we demonstrate how applying Axo affects the stability of an inverted
pendulum system, a common control problem as seen in a motorized two-wheeled,
self-balancing personal transporter such as a Segway. We use the example in [188], of
an inverted pendulum mounted on a motorized cart, in an LQR controller attempts to
maintain the pendulum upright by modulating the voltage of the motor, thus changing
the force applied on the cart. The controller periodically receives the state of the
pendulum. This state includes the position of the pendulum on the x-axis (x), the
pendulum angle measured from the y-axis (φ) and the derivatives of the x and φ. The
state information forms the measurement that is sent by the pendulum that is the
PA. The goal of the LQR controller is to keep the pendulum upright with φ = 0◦ and
pivoted at x = 0m.

For the experiments, we use Mininet [97], where the LQR controller and the PA
are hosted on different nodes. The controller and the PA communicate by using a
communication network with a loss probability p = 0.001 and the upper bound on the
one-way delay δn = 0.5 ms. The controller operates at 100 Hz, resulting in a control
cycle of 10 ms. Figure 6.8 shows a snapshot of the inverted pendulum setup from the
experiments. We record the x and φ in each experiment.

To highlight the effect of delay on the stability of the pendulum, we evaluate the
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Figure 6.8 – Snapshot of the inverted pendulum from experiments

step response of the CPS with a single controller, when a step of 1N is applied as an
external force. Figure 6.9 shows the step response for different values of controller
delay. We see that φ and x experience a higher overshoot and a longer settling time as
the mean delay of the controller increases. For delays greater than 20ms, the system
becomes entirely unstable. This shows the real-time requirements of an inverted
pendulum system, hence the applicability of Axo in masking, detecting, and recovering
from delay faults.

Next, we study the impact of Axo on the stability. For this, we use two replicas of
the LQR controller as shown in Figure 6.10. As the CPS consists of only one PA, each
controller issues only one setpoint in a round. Thus, this CPS does not require Quarts.
Hence, we use only Axo for these experiments. The LQR controller is written in Python.
Therefore, we created an Axo API in Python and integrated it with the LQR controller
on each replica. The Python API is only 15 lines of code, thereby indicating the ease of
deployment of Axo with a new controller.

We evaluate three metrics: the instability rate, MTTI, and MTTF. Instability rate is
the fraction of the time the pendulum experiences an overshoot (φ > 20◦ or x > 0.2 m),
and the MTTI is defined as the mean time until an overshoot occurs. The MTTF is the
mean time until the pendulum reaches an angle that the LQR controller is not tuned
to handle (φ > 35◦).
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Figure 6.9 – Step response of the pendulum with a single controller for different values
of controller delay

We use a bursty delay-fault model. Crash faults are not introduced because the
system of two replicated controllers without Axo fails to control the pendulum after
some time, as the replicas are not recovered. The delay of each controller is exponen-
tially distributed with a mean of 2ms in the good state and 80 ms in the bad state. The
probability of transition to the bad state is θd, which is varied across several scenarios;
and the mean burst length is 20 computation cycles.

Figure 6.11 shows the additional stability brought about by using Axo for a repre-
sentative fault-scenario (θd = 10−3). Table 6.1 shows the computed metrics after a
large number of runs. The results are to be interpreted as the mean of an exponential
distribution obtained by fitting. The results show that, for all scenarios, Axo improves
stability in all the metrics by up to 25x, with the improvement becoming more apparent
as the probability of delay faults increases.
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Figure 6.10 – Illustration of the inverted pendulum CPS with two controllers and one
PA (the pendulum)
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Figure 6.11 – Stability of the pendulum with a replicated controller

Scenario Instability (%) MTTI (s) MTTF (s)
(θd) No Axo Axo No Axo Axo No Axo Axo

#1: 1× 10−3 19.56 1.86 57.89 79.16 73.30 118.32
#2: 2× 10−3 23.93 2.78 25.33 31.70 22.29 47.06
#3: 5× 10−3 54.04 6.25 7.31 7.42 1.28 32.73

Table 6.1 – Instability of an inverted pendulum in selected scenarios with varying θd
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6.8 Conclusion

In this chapter, we presented Axo, the first protocol for tolerating delay faults in real-
time CPSs that use COTS-based hardware and software components. We describe
the masking, detection, and recovery mechanisms for delay and crash faults. These
mechanisms are designed to be soft state to enable the seamless addition of new
replicas and removal of faulty replicas. Moreover, Axo is designed to be controller-
agnostic, enabling easy deployment to a wide range of existing CPSs.

We formally proved that Axo guarantees the timeliness correctness property. In
conjunction with the Quarts and intentionality clocks presented in earlier chapter,
the consolidated design of a CPS with all the reliability mechanisms provides delay
and crash fault tolerance. Specifically, this includes linearizability provided by Quarts
and intentionality clocks, and timeliness provided by Axo. We also analytically char-
acterized the time to recover a faulty replica by Axo and experimentally validated the
evaluated expressions.

We presented an open-source implementation of Axo in C++ and an API that can
be used by existing CPSs to instrument their controller in order to use Axo. We used
this implementation to demonstrate the fault-tolerance properties of Axo through two
case studies with real-world CPS namely, the COMMELEC CPS for real-time control
of electric grids and an inverted pendulum CPS. In the first study, we deployed Axo
and Quarts with COMMELEC in a full-scale microgrid test-bed on the EPFL campus
and demonstrated that the resulting CPS can continue to perform the desired control
even in the presence of delay and crash faults. We also demonstrated the importance
of Quarts+ by showing how inconsistent setpoints issued by disagreeing controller
replicas can adversely affect the control policies of the COMMELEC controller. In the
second study, we showed that tolerating delay faults with Axo improves the stability of
an inverted pendulum and increases its MTTI.

In this way, we designed reliability mechanisms for real-time CPSs, formally proved
their correctness properties, and demonstrated their reliability properties through
implementation and deployment with real-world CPSs.
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7 The Quick Coordination Layer for
Consistent-Controller Replication
in SDN

Quick decisions are unsafe decisions.
- Sophocles, 450 BC

Challenge accepted!
- Quarts, 2018 AD

In the previous chapters, we designed reliability mechanisms for CPSs, i.e., com-
puter systems that control a physical process. Now, we notice that communication
networks such as SDNs also fit the model of CPSs. The difference in SDNs is that the
controlled process is not a physical process, rather the routing rules in the commu-
nication network. We find that SDNs conform to the model of the CPS presented in
Chapter 3, as follows. The CPS controller is the centralized SDN controller and the PAs
are switches. The switches send information about the events in the communication
network to the controller in the form of measurements. The controller receives these
events, computes routing updates and sends them as setpoints to the switches. The
switches implement the routing updates in order to realize the desired communication
policies in the network.

The SDN controller is a single point-of-failure that is susceptible to crash and delay
faults and is often replicated for high availability. The replicated controllers need
to coordinate in order to achieve control-plane consistency. This problem is similar
to the agreement problem discussed in Chapter 5. Failure to perform agreement
before installing the routing updates, potentially violating control-plane consistency,
can result in the violation of certain safety policies of the SDN controller such as
edge-isolation, edge-disjoint isolation. Alternatively, the conventional approach to
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achieving control-plane consistency uses consensus that adds some latency on average
and a very high latency in the tail. In this chapter, we use Quarts (Chapter 5) and
intentionality clocks (Chapter 4) to design QCL for achieving agreement with low
latency-overhead. With QCL, we can quickly and safely install updates on the switches.
This greatly improves both the average and tail-latency of replicated SDN controllers,
in comparison with replication schemes that use consensus.

7.1 Introduction

SDN relies on a “logically-centralized” controller with a global view of the network
to manage the network state and to implement networking policies. In practice, to
address controller failures, a highly available logically centralized controller is imple-
mented by replicating a single-image controller. Implementing a logically-centralized
controller also involves using multiple controllers for scalability, e.g., by sharding the
state between controllers, but this is orthogonal to the issue of state-machine replica-
tion for high reliability studied in our work. The challenge with replication is to ensure
control-plane consistency with low latency.

In the literature, two types of approaches are proposed to ensure control-plane
consistency for replicated single-image controllers. On the one hand, there are high-
latency consensus-based approaches that guarantee (strong) consistency, such as
Onix [189], Ravana [190] and Onos [191]. On the other hand, we have SCL [31] that
only provides eventual consistency guarantees [89], in order to provide low latency and
high availability. Eventual consistency ensures that in absence of network events, all
controllers will eventually have the correct view of the network, i.e., topology, desired
policy and the forwarding rules installed in the network will eventually be the same
as those computed by a single-image controller that uses the same view. As a result,
replication schemes that guarantee eventual consistency do not wait for agreement
between replicas; they proceed with an update installation, as soon as one replica is
aware of an event.

7.1.1 Problem

Although eventual consistency is sufficient to provide some safety policies such as
way-pointing and node isolation [31], it cannot guarantee a large number of safety
policies, such as edge isolation, node disjoint isolation, edge disjoint isolation [192],
and other policies that refer to more than one flow at a time. These safety policies
are required by applications that need isolated resources (switches or physical links)
in order to exchange privacy-sensitive data while sharing network infrastructure, as
traffic patterns can reveal information. Existing solutions fall short in cases when these
policies also require low latency. For instance, isolated delivery of sensitive data is a
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Figure 7.1 – Example of edge disjoint isolation violation

common security requirement for data exchange between financial institutions.

We show an illustration of the problem with eventual consistency and one such
safety policy: edge disjoint isolation. Consider the network state shown in Figure
7.1(a). We have two flows, f1 and f2, starting from switches 1 and 2, and terminating at
switches 11 and 10, respectively. Two controllers,C1 andC2, initially have the same view
of the network. They both implement shortest-path routing, as well as edge disjoint
isolation safety policy, i.e.,, the paths of flows f1, f2 should not share a common link.
The initial routing paths of flows f1 and f2 are 1− 4− 11 and 2− 5− 10, respectively.

Let us assume that two events occur: links 1 − 4 (event e1) and 5 − 10 (event e2)
break almost simultaneously (Figure 7.1(d)). Due to different network delays, C1 first
learns only about e1, and C2 first learns about e2. They do not ensure agreement but
rather each issues updates to modify the routing tables of the switches involved in the
new paths and in the old paths. We assume that a switch uses the last installed update
for a flow to serve packets of that flow. Moreover, in SCL [31], the controller uses the
last known state from a switch to compute updates. As a result, C1 andC2 compute the
new routes as shown in Figures 7.1(b) and 7.1(c), respectively, and issue updates for
the switches. Each controller considers the edge disjoint isolation to be satisfied, but,
an interleaving of the updates from C1 and C2 can violate the safety policy as shown
in Figure 7.1(d). The state in Figure 7.1(d) could be reached by the following order of
events: C1 installs its updates on all involved switches, then C2 installs its updates, but
the update fromC2 for switch 1 is delayed due to e.g., network losses. Conversely, if the
controllers had a consistent view of the network, i.e., were in agreement, the computed
routes could be: f1 via 1− 6− 7− 8− 11 and f2 via 2− 3− 9− 10.

Additionally, existing eventually consistent schemes such as SCL [31] are unable to
support reactive applications, such as NATs and firewalls, for which the first packet
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triggers an update installation and subsequent packets have to be handled by rules that
causally follow from the first rule. Although vector-clock based labeling is a possible
solution for achieving causal order, it can only provide partial order, as two vector
clocks can be incomparable. Achieving total order would require the controllers to
agree on the labels of sent updates. Hence, satisfying all safety policies in a general
SDN and implementing all networking applications, requires consistency that typically
relies on consensus. However, forming consensus is known to suffer from high latency.
In this chapter, we achieve the best of both worlds, i.e., guaranteeing consistency
(like consensus mechanisms), while obtaining low latency (like eventually consistent
schemes).

7.1.2 Our Approach and Challenges

We answer the question: When can a controller replica proceed with computing the
updates without agreement with other replicas and without violating control-plane
consistency? The challenge lies in the fact that even-though the ground truth of the
SDN lies in the switches, it is difficult to consistently retrieve it on all the replicas; even
in a failure-free scenario due to unavoidable network and processing delays.

In our work in Chapters 4 and 5, we have shown that for a special class of real-
time CPSs, it is possible to forgo agreement in most cases and to use light-weight
agreement instead of generic consensus. These systems have a known number of
replicas controlling a known number of distributed agents; and the controller performs
deterministic computation. Although these prerequisites are satisfied by SDN, some
key challenges need to be addressed before the solutions can be applied.

In this work, we apply Quarts for agreement, as proposed in Chapter 5. Recall that
Quarts is a low-latency agreement mechanism, which requires a consistent labeling
of events in the SDN. Labeling is also needed to have a total order among updates
sent, in order to implement reactive controller applications such as NAT. For this, we
use intentionality clocks proposed in Chapter 4 that can express the relationships
among SDN events better than the classic logical clocks such as Lamport clocks [85]
or vector clocks [118]. However, intentionality clocks apply only to systems where the
distributed agents are synchronous or round based. We extend the labeling solution to
SDN, where the switches are asynchronous.

Lastly, Quarts performs best with regards to latency when all the switches advertise
their state at the same time. This is not the norm in SDN, where only switches expe-
riencing an event communicate with the controller. We address this problem with a
probing-mechanism (details in Section 7.3.4).
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7.1.3 Contributions

We present QCL, a distributed coordination layer connecting single-image controllers
replicas and switches in SDN. QCL builds upon the eventually consistent scheme of
SCL [31] and extends it with the Quarts low-latency agreement mechanism to addresses
the aforementioned challenges. As a result, QCL guarantees strong control-plane
consistency at a small cost in latency, compared to eventually-consistent solutions.

We formally prove that QCL can implement all the safety policies and networking
applications like the underlying single-image controller. On top of that, we characterize
the set of safety policies that can be satisfied by the eventually-consistent schemes and
show that the corresponding set is larger for QCL. Finally, we prove that the worst-case
latency overhead of agreement in QCL is upper-bounded.

We evaluate QCL through a simulation and study availability, response latency
and consistency for various network policies. We compare the performance of QCL
to that of SCL [31] and consensus-based schemes [190, 191] in both, datacenter and
ISP topologies. We find that, with QCL, the median data-plane convergence time
after an event is 0.6× that of Ravana [190] and 0.5× that of Consensus [191]. The
latency improvement with QCL is more profound at the 99th percentile of convergence
time, with QCL being 160× faster than Consensus and Ravana. When compared to
the eventually-consistent scheme SCL, the median latency of QCL is double that of
SCL and the tail latency is comparable. However, SCL can violate the safety policy of
edge disjoint isolation with a probability in [6× 10−7, 4× 10−4] for different values of
network loss rate and number of replicas (see Section7.5). The low median-latency
and drastically lower tail-latency render QCL an ideal replication scheme when strong
consistency is required.

We show the applicability of our solution through a proof-of-concept implementa-
tion with the POX SDN controller [93]. We compare our implementation with SCL and
show that our solution has comparable performance with SCL in both response and
convergence time.

The rest of the chapter is organized as follows. We introduce the system model in
Section 7.2. We present the design of QCL in Section 7.3 and elaborate the formal con-
sistency and latency guarantees of QCL in Section 7.4. We evaluate QCL’s performance
in detail through simulation in Section 7.5, and we present implementation results in
Section 7.6. Finally, we review related work in Section 7.7 and provide our conclusions
in Section 7.8.
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7.2 System Model

We consider that the SDN setup comprises multiple replicas of a single-image con-
troller (e.g., POX [93], Ryu [94]) that communicate with and install updates on switches.
In this section, we describe our assumptions about the communication network, the
switches, and the requirements on the single-image controller. The network can drop,
delay and reorder packets, and links in the network can fail at any point in time. Similar
to previous chapters, the one-way propagation delay between any two end-points is
bounded by δn – everything beyond is considered to be a delay fault.

A controller can suffer at any point in time from a crash fault or a delay fault.
Byzantine faults are not considered. We require the following properties from the
single-image controller.

• Controller applications are deterministic. If given the same network state, each
replica will compute the same set of updates. This is the key requirement present in all
the previous works [31, 162, 190].

• Controllers trigger computation upon receiving an event. Like in SCL, the con-
trollers do not incrementally update the retained state. Instead, they recompute the
state based on received messages from the switches. This makes the controller stateless
and enables QCL to perform low-latency agreement.

We relax some constraints of SCL. In addition to proactive controller applications
that compute updates, based on the network state, we enable reactive controller
applications that respond to individual packet-ins, e.g., NAT and firewall.

As normally done in SDN deployments, we assume that switches communicate
only with controllers and not with each other. Idempotent behavior is required when
a switch installs updates, i.e., installing the same update twice has the same result as
installing it once. QCL ensures control-plane consistency by performing agreement.
However, for data-plane consistency, we rely on existing mechanisms for consistent-
update installation, which are included in the design for completeness, but we claim
no novelty. Specifically, we integrate the labeling-based mechanism proposed in [193].

7.3 QCL Design

QCL acts as a coordination layer for single-image controllers (e.g, POX, Ryu). The
design of QCL is inspired by that of SCL [31]. Similarly to SCL, QCL consists of two
components: the QSP and the QCP, shown in Figure 7.2. There is one QCP on each
controller and one QSP on each switch. We use the term proxy to refer to either a QSP
or a QCP. Algorithms 7.1 and 7.2 describe the design of QCP and QSP, respectively.
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Figure 7.2 – Components in QCL

A QSP receives OpenFlow [194] events from its corresponding switch and then
relays the state of the switch to the QCPs. The events can either be network events that
depend on the topology of the network, such as a change of port status, or packet-ins.
The two types of events are handled differently by the QSP, as described in Section 7.3.3.
All events are labeled according to the labeling scheme described in Section 7.3.2.

A typical example of the working of QCP is as follows. When an event occurs at a
switch, it is relayed to all the QCPs by the QSP of that switch. When a QCP receives this
message, it probes all other QSPs for the most recent state of their switches. All QSPs
that receive a probe, respond with their most recent state. The mechanism used by a
QSP to export the state of a switch is described in Section 7.3.3. The QCPs wait for the
responses from the QSPs, for a fixed time after sending out the probes. Once this time
passes or all responses from all QSPs are received, the QCPs perform agreement on
the received messages by communicating with each other using Quarts proposed in
Chapter 5.

When two or more QCPs use Quarts, each QCP either decides on a set of inputs to
be used in the update computation by its controller or decides not to let the controller
compute. Furthermore, if two or more QCPs decide to compute, they will necessarily
choose the same set of inputs. QCPs that decide to compute, send the chosen input
upstream to their SDN controllers. Although it is possible that two QCPs decide
differently, i.e, to compute or not to compute, these difference do not affect controller
agreement and control-plane consistency. This is because a QCP deciding to not
compute is equivalent to the controller not issuing any updates, thereby not conflicting
with other compute updates. Moreover, agreement on input as opposed to agreement
on the updates as done in consensus results in optimizations that enable low-latency
response to network events by QCL. The agreement mechanism used by QCL, that
uses Quarts at the heart of it, is given by Algorithm 7.3 and detailed in Section 7.3.4.
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When a controller sends the computed updates to its QCP, the QCP relays them
to the QSPs with appropriate labels. Additionally, in order to distinguish between
messages from different controllers, each proxy is given a unique id. If a QSP does not
receive an update in response to one or more of its events, either because of network
losses or as a result of the controllers not computing due to Quarts, the QSP will trigger
a new round of agreement after a timeout of Tret. To this end, after the timeout, the
QSP will send the same events with a higher label to the QCPs. Similarly, if an update
received by the QSP does not use the most recent state of the underlying switch, then
this update this discarded, and the same events are sent later with the higher label.
This is discussed further in Section 7.3.5.

The number of QCPs (n_qcp) and QSPs (n_qsp) are assumed to be constant and are
known to all the QCPs. Addition and removal of both switches and controllers, and
planned policy changes are all assumed to be infrequent; they are handled by a policy
coordinator, using a non time-critical mechanism such as two-phase commit [195]
between the policy coordinator and the controller replicas.

7.3.1 QCL Messages & Functions

QCL uses three types of messages for communication between a QSP and a QCP,
namely Status, Probe and Update. Each message has a label l. The other fields in the
individual messages are described below.

Status<l, i,m> is the message used by a QSP to advertise the state of the corresponding
switch, when an event occurs on the switch or is sent by a QSP in response to Probe. i
is the id of the QSP and m is the body of the message.

Probe<l> is the message used by a QCP to query the current state of a switch from the
QSP.

Update<l, ack,m> is a routing update to be installed on the switch, sent by a QCP to a
QSP. ack indicates to the switch if its Status message was used in computation of this
update, in which case, ack = True, else it is False. m is the body of the message that
contains the actual routing updates.

In addition to the these messages, the QCPs also exchange other messages for
agreement, as described in Section 7.3.4.

The four main functions performed by a QCP are (i) receiving status messages from
QSPs and initiating Quarts (first function of Algorithm 7.2), (ii) performing Quarts to
obtain the agreed upon status messages (Algorithm 7.2 line 11), (iii) sending the output
of Quarts to the controller for the computation of the updates (second function of
Algorithm 7.2, and (iv) sending the Update messages, including the updates received
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from their controllers, to the related QSPs (third function of Algorithm 7.2).

The four main functions performed by a QSP are (i) sending Status messages to
QCPs when receiving an event from the switch (first function of Algorithm 7.1), (ii)
responding to Probe messages received by QCPs with Status messages (second function
of Algorithm 7.1), (iii) sending to QCPs Status messages if there exist events for which
it has not received an update (third function of Algorithm 7.1) after a timeout of Tret,
and (iv) receiving and checking the Update messages and sending them to the switch
(fourth function of Algorithm 7.1).

7.3.2 Ordering QCL Messages

Ensuring control-plane consistency requires that all the proxies have the same message
ordering. The QSPs export a snapshot of the SDN to the QCPs using Status messages.
A snapshot consists of the network topology and the state of the forwarding tables
at all switches. The snapshot is recreated at the controllers from received Status
messages. Each time a switch event occurs at a QSP, the snapshot of the SDN changes.
Additionally, the snapshot also changes every time a new update is installed.

We employ a labeling mechanism that uses scalar logical-clocks to label all outgoing
messages. The purpose of the labeling mechanism is to ensure that messages belonging
to the same snapshot have the same label. For instance, if event e2 occurs after e1 on
the same switch, then the corresponding Status messages must have different labels
and the label of e2 must be higher. This property is called local causality. If a controller
computes two updates for two different switches in response to the same snapshot,
then they must have the same label because they belong to the same snapshot.

To achieve this behavior, we use intentionality clocks (Chapter 4) that are adapted
from Lamport clocks [85] to capture the notion of a snapshot in a system. Each QSP
and QCP maintains a local logical-clock. Each outgoing message is tagged with a label.
The label is obtained as the value of the local logical-clock right before sending the
message. The logical clock is never decremented. It is incremented by the following
rules as mentioned in Section 4.4: (1) each QSP increments its logical clock by one,
when it receives an event from the switch or when it experiences a timeout (Algorithm
7.1 lines 7 and 27). (2) On receiving a message, the logical clock at each recipient is
updated to the maximum of the local clock and the received label.

Thus, the labels of the outgoing messages from a QSP (Status) follow the same
causal order as that of the events on the switch. This also enables QCL to support
reactive controller applications such as NAT and firewall. The labels ensure that
message ordering at the controllers is the same as the causal order at each switch. To
ensure that the total order is maintained across QSP reboots, we augment the label
with an epoch that is incremented at each QSP reboot. We assume that the epoch is
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stored in a persistent storage.

7.3.3 Exporting Switch State by QSP

Recall that the QSPs export the state of their switch by using Status messages so that
the controllers can recreate the state of the network in order to compute updates
in SDN. This approach is similar to SCL [31]. Although SCL allows only for network
events that concern topology changes, we also allow for packet events (PACKET_IN in
OpenFlow [194]) that require a per-packet update from the controllers.

The Status message after a network event includes the new state of the switch that
comprises port status and flow-table entries. As a result, a new network event at a
switch can overwrite an older network event. In contrast, packet events do not over-
write themselves. The Status after a packet event includes the OpenFlow PACKET_IN
message, in addition to port status and flow-table entries as before. Moreover, all
subsequent Status messages from this QSP must include this information until the
corresponding Update has been installed on the switch. For this, we update the vector
packet_events when a packet event occurs and an update is installed, in Algorithm 7.1
lines 9 and 37, respectively.

In Algorithm 7.1, we see that the current state of the switch that is exported in
Status messages is only updated with the clock at lines 11, 20 and 28. This ensures
that all outgoing messages from a QSP with the same label have the same body, a key
property to ensure control-plane consistency as seen in Section 7.3.4.

7.3.4 Agreement at QCP

We use the Quarts agreement algorithm at the QCPs. Quarts performs agreement on
the input of the QCPs, i.e., Status messages, as opposed to agreement on the output, i.e.,
Update messages, as done by consensus mechanism [115]. To do so, Quarts requires
labeled messages from each QSP such that any two messages with the same label from
the same QSP have the same body. In QCL, this is provided by the labeling scheme
described in Section 7.3.2.

In order to minimize latency, the QCPs using Quarts first decide whether they need
coordinate with others to reach agreement or can locally decide on the set of messages
that will be agreed upon by other QCPs. The deciding condition is the presence of the
most recent state from each QSP. When an event occurs on a switch in SDN, only that
switch communicates with the controllers. In QCL, this would mean that only one
switch will send a Status message with a new label to the QCP. In such a scenario, for
each new label, the QCPs need to agree and cannot decide locally, as no QCP would
have the Status from all QSPs corresponding to the new label. Hence, we introduce a
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probing mechanism before beginning agreement at line 13 in Algorithm 7.2. When a
QCP receives a Status message, it sends a Probe message to all QSPs asking for their
state corresponding to the label of the received Status. The QSPs reply with the Status
message. This mechanism is similar to probing in SCL where the controller proxies
periodically probe the switch agents, except that probing in QCL is lazy, i.e., initiated
only when an event occurs. Lazy probing has a lower bandwidth requirement.

The probing phase lasts for a fixed time of 2δn, where δn is the bound on the one-way
network latency as described in Section 7.2. At the end of the probing phase, Quarts is
initiated with the vector of received Status messages (Algorithm 7.3 line 11) and the
value of the local logical-clock. Quarts is round based, where a round is indicated by a
label (e.g., C in Algorithm 7.3, line 11). Each round has two bounded-latency phases,
namely collection and voting. During collection, each QCP collects missing Status
messages from other QCPs. This also lasts for a period of 2δn, during which if a QCP
misses a Status message a QS, then it queries other QCPs for this message, and receives
the message from QCPs that have it. In the voting phase, each QCP shares a digest with
its peers: this is a message indicating the QSPs from which it has received the Status
messages. Then, each QCP uses the received digest to choose one digest by using a
deterministic voting function. If, at a QCP, two digests are tied with the same number
of votes, then the digest with the highest number of messages is chosen. The chosen
set of messages Magreed is forwarded to the respective controllers for computation.

Note that a possible outcome of the collect_and_vote function in Algorithm 7.3
line 11 that implements Algorithm 5.3 from Quarts is success = False. In this case, the
QCP will not forward the Status messages to the controller (Algorithm 7.2 line 15) and
prepare for the next round. Conversely, if success is True on two QCPs for in the same
round, then Quarts [162] guarantees that their Magreed is identical.

Recall that the controller is assumed to recompute the state of the network from
the received inputs. Thus, if Magreed does not have the Status message from a switch,
this switch is treated to be a part of network partition. As we shall see in Section
7.4, this behavior does not impact safety policies such as edge-disjoint isolation and
only affects liveness policies such as shortest-path routing. As similar phenomenon is
observed in SCL when all the SCL probe replies from a switch are lost in a round.

As the controller is assumed to be deterministic (see Section 7.2), when two con-
trollers compute updates with the same set of Status messages, the resulting Update
messages will be identical. Also, as network partitions and failures are infrequent, most
of the times, all QCPs have all the Status messages after the probing phase. Therefore,
most of the times the QCPs will skip the collection phase and go straight to voting.
In the special case of two controller replicas, if a QCP has all the messages after the
probing phase, it skips both collection and voting, and forwards the messages to the
controller without any added-latency due to agreement. This is possible because in
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rounds when the other replica has fewer messages, the replica with fewer messages will
choose not to compute as a result of voting phase, because the digest corresponding to
all messages has the highest priority.

Note that we use Quarts (without agreement on controller state) as described in
Chapter 5, without any modifications to the collection and voting phase. In Chapter 5,
the QCPs perform agreement only once, as it was designed for real-time CPSs, where
performing agreement on messages after their real-time deadline is passed is superflu-
ous. This however, is not true in SDN. Thus, if a QCP does not reach agreement after a
first attempt, more attempts for agreement can be performed. As the QCPs exchange
Status messages with each other in the collection phase, it increases the chances that
all QCPs have the whole set of messages. Thus, performing more collection rounds
improves the chances of success of the subsequent voting.

In Algorithm 7.2, for ease of presentation, the QCP does not process Status messages
if the controller is busy computing. However, this can be optimized for even lower
latency, by performing agreement among QCPs for a higher label while the controller
computes updates for an older label.

7.3.5 Data-plane Consistency

The agreement mechanism described earlier guarantees control-plane consistency.
However, in order to enforce the safety policies, the updates also need to be installed
consistently on all the switches, i.e., data-plane consistency is needed. For consistent
update-installation, we rely on prior work [193], where a packet is tagged with a label
by the first switch in its data path and all subsequent switches serve the packet with a
rule with the same label. Thus, at the time of installing the updates, we use the label
in the Update messages sent by the QCP to tag the rules as belonging to a particular
snapshot of the network.

Additionally, from Algorithm 7.1 line 35, we see that an Update is only forwarded to
the switch, if it was computed with the most recent state of the switch. Although we
have not found any safety policies that could be violated by not performing this check
before installing the update, it certainly is a good practice for liveness. For instance,
the switch could be instructed to forward packets on a port that is down, in which
case the update will be installed and the QSP will not trigger new computations, as the
acked field will be set to true, thereby violating connectivity (a liveness policy).
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Algorithm 7.1: QSP Design

1 C← reads epoch from persistent storage;
2 S ←⊥; // Current status

3 acked← True; // Was the last event acked?

4 Set event_timer to Tret ; // Timer to send a Status message

5 packet_events← [ ] ; // Unacknowledged packet events

6 on event e received from the switch
7 C ← C + 1;
8 if e is a packet event then
9 Add e to packet_events ;

10 end
11 S ←Updated current status ;
12 acked← False ;
13 Send Status< C, id, S>to all QCPs;
14 Set event_timer to Tret; // Send Status if fires before Update

15 end;
16 on receive Probe<l>
17 if C ≤ l then
18 if C < l then
19 C ← l;
20 S ←Updated current status ;
21 end
22 end
23 Send Status< C, id, S>to all QCPs;
24 Set event_timer to Tret;
25 end;
26 on event_timer fires and acked = False
27 C ← C + 1 ;
28 S ←Updated current status ;
29 Send Status< C, id, S>to all QCPs;
30 Set event_timer;
31 end;
32 on receive Update<l, ack, m>
33 if C ≤ l then
34 C ← l;
35 if ack then
36 Send m to the switch;
37 Remove all acked events from packet_events ;
38 acked← True;
39 Cancel event_timer;
40 end
41 end
42 end;
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Algorithm 7.2: QCP Design

1 C ← 0; // Logical clock use to label events

2 S_Crt← [ ]; // Vector of current status messages

3 ACK← [ ]; // ACKs to be sent to the switches

4 controller_free← True;
5 compute← False;
6 qcp_free← True;
7 on reception of Status<l, i, m> and qcp_free = True
8 if C < l then
9 C ← l; // New status; update clock

10 S_Crt← [ ];
11 S_Crt[i]← m;
12 qcp_free← False;
13 Send Probe<C> to all QSPs ;
14 success, S_Crt← Agreement(S_Crt, C, n_qsp);
15 if success then
16 for 1 ≤ i ≤ n_qsp do
17 if S_Crt[i] =⊥ then
18 ACK[i]← False;
19 else
20 ACK[i]← True;
21 end
22 end
23 compute← True;
24 else
25 qcp_free = True;
26 end
27 end
28 end;
29 on controller_free = True and compute = True
30 controller_free← False;
31 compute← False;
32 Send S_Crt to the controller;
33 end;
34 on reception of computed updates from the controller
35 for each update m for QSP i do
36 Send Update< C, ACK[i], m> to QSP i;
37 end
38 qcp_free← True;
39 controller_free← True;
40 end;
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Algorithm 7.3: Agreement(S_Crt, C, n_qsp)

1 repeat
2 on reception of Status<l, i, m>
3 if C = l then
4 S_Crt[i]← m;
5 end
6 if

∑
i(S_Crt[i] 6=⊥) = n_qsp then

7 break;
8 end
9 end;

10 until timer 2δn expires;
11 success, Magreed ← collect_and_vote(S_Crt, C); // Algorithm 10 of Quarts

12 return success, Magreed;
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7.4 Formal Guarantees

In this section, we provide formal guarantees for QCL concerning control-plane con-
sistency and enforcing safety policies. We define control-plane consistency and prove
that QCL guarantees consistency. To this end, we first provide the definition of enforce-
able safety policies. This is followed by proving that QCL guarantees the enforceable
safety policies.

Furthermore, as QCL requires agreement on events before deciding on updates
for switches, when agreement is not successful, no updates are sent to the switches.
However, events that are unacknowledged at a switch, trigger a retransmission in order
to re-initiate a computation. Moreover, when an event is a network event, it might be
overwritten by a more recent network event, e.g., a port down event followed by port
up event is essentially a port up event. We call such events converse events. We show
that all events are eventually acknowledged by QCL, unless their converse events take
place.

Lastly, we compare the set of enforceable safety policies by QCL and SCL. We
show that the set of safety policies that can be satisfied by QCL is a superset of the
corresponding set of SCL.

7.4.1 Control-Plane Guarantees

Recall from Section 7.3, that the QCPs receive events as Status messages, perform
agreement using Quarts, forward the vector of agreed Status messages to their respec-
tive controllers, receive the updates issued by their controllers and forward them to
the QSPs. Consistency is said to hold in SDN for label r if and only if the updates with
label r sent by QCPs to QSPs have the same value for the same QSP.

Theorem 7.4.1 (QCL Consistency). The design of QCP presented in Algorithm 7.2 guar-
antees consistency in the presence of any number of delay- or crash-faulty replicas.

Proof. From Lemma 5.5.2, Quarts ensures that if two QCPs,Qi andQj , return success = True
for label C (Algorithm 7.3 line 11), then they have the same Magreed. Furthermore, as
controllers are stateless and deterministic, agreement on the inputs used for updates’
computation is sufficient to guarantee that the resulting updates received by Qi and
Qj from the respective controllers are identical. Lastly, the value of the label does not
change while the controller is computing, i.e., while qcp_free =False (Algorithm 7.2
lines 7, 12 and 38). Hence, the outgoing updates have the same label.

In addition to providing control-plane consistency, it is desirable to have a low-
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latency overhead due to an agreement mechanism among QCPs, which is implemented
by Algorithm 7.3. The latency overhead of a QCP is defined as the time spent by the
QCP in Algorithm 7.2 line 14.

Theorem 7.4.2. (Bounded Latency-Overhead) The latency overhead of a non-faulty
QCP is less than or equal to 7δn.

Proof. The duration of Quarts at a QCP is at most 5δn (From Theorem 5.5.3). Moreover,
the probing phase (Algorithm 7.3 lines 1− 10) takes at most 2δn.

7.4.2 Enforceable Safety Policies

Safety policies must never be violated by a controller. We define a safety policy s as
enforceable if there exists a single-image controller C that never violates s. Then, s is
said be enforceable by C or C enforces s. Let SC be the set of the enforceable safety
policies by the single-image controller, C. Moreover, we say that s is enforceable by
a logically centralized controller LC with one or more controller replicas of C, if LC
never violates s. The set of all safety policies enforceable by LC is SLC .

From SCL [31], we have that Sscl (the set of safety policies enforceable by SCL)
includes a policy s if and only if it can be expressed entirely as a condition on exactly
one path, i.e., the path violates or obeys the policy regardless of other existing paths
in the network. For example, way-pointing states that the packets of a flow should
follow a path that includes a given set of switches in the network. On the contrary, the
definition of safety policies in SC can concern multiple flows, hence multiple paths.
For example, edge disjoint isolation for flows f1 and f2 states that their paths p1 and p2
should not share a link. Note that Sscl ⊂ SC .

From prior literature on distributed systems [192], we know that when the control-
plane is sharded across different controllers, it is impossible to enforce safety policies
in SC . However, we do not consider sharding in this chapter, thereby the impossibility
result does not apply.

From the example of edge disjoint isolation in Figure 7.1, we notice that policies
in SC require control-plane consistency. Specifically, the controllers C1, C2 that are
replicas ofC, compute two different sets of paths for flows f1, f2, each set satisfying the
safety policy. However, the true paths followed come from different controllers, and
this interleaved set of paths does not satisfy the safety policy. In the absence of control-
plane consistency, there needs to be a mechanism so that all switches, serve all flows,
by using the updates from the same “chosen” controller; this is in fact a consensus
problem and is faced with the same drawbacks of doing consensus in control-plane.
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7.4.3 Safety Policy Guarantees

We prove that for any single-image controller C, each safety policy in SC is enforceable
when replicating C with QCL.

Theorem 7.4.3. (QCL Safety) For any single-image controller C, each s ∈ SC is enforce-
able by a logically-centralized controller obtained by replicas of C using QCL, under the
model described in Section 7.2.

Proof. As s is enforceable by C, the set of updates for label r, U0
r , computed by C,

does not violate s. Let U ir be the set of updates computed by the ith replica of C, Ci.
Control-plane consistency implies that U ir = U0

r for any Ci. Furthermore, as updates
are assumed to be idempotent, an installation of U ir for each Ci has the same result as
an installation of U0

r .

Note that, as Sscl ⊂ SC and Sqcl = SC , QCL enforces more safety policies than those
enforced by SCL.

As QCL requires agreement on Status messages before deciding on updates for
switches, when agreement is not successful, no updates are sent to the switches. Also,
as explained in Section 7.3.3, a network event that overwrites another network event
is denoted as converse event. For instance, a port up event overwrites a previous
port down event. QCL ensures that events are not lost. This is an important property
showing that consistent updates will be eventually computed, thereby providing live-
ness. For each unacknowledged event at a switch, computation of updates will be
re-triggered by Status messages from its QSP, until an update is received.

Theorem 7.4.4. (No Lost Events) QCL guarantees that every event will be eventually
acknowledged except if the converse event takes place.

This result derives from the fact that the QSP (i) sets the acked field to false when an
event occurs (Algorithm 7.1 line 12), (ii) tracks if the last event emerged at the switch
has been acknowledged (variable acked at line 26 of Algorithm 7.1) and (iii) installs
updates only if they have been computed accounting for the current state of the switch
(checked at the receive Update function of Algorithm 7.1, line 35).

Moreover, in order to correctly implement reactive controller applications such as
NAT and firewall, it is important to ensure that all packets in the flow (after the first) are
handled by updates that causally follow after the first update. This requires that any
two updates received at a switch (possibly from different controllers) are comparable,
i.e., there must exist a total order among updates. The labeling mechanism and control-
plane consistency in QCL guarantees that two updates u1 and u2 with labels l1 and l2,
respectively, received at a switch, are identical if l1 = l2. Alternatively, if l1 < l2, then u1
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is time-wise before u2, proving total order. Consequently, we conclude that QCL can
be used to implement reactive controller applications.

7.5 Performance Evaluation

We use discrete-event simulation to compare the performance of QCL with other
replication schemes [99, 161, 190, 191]. We begin by describing our simulation setup
in Section 7.5.1, followed by description of the replication schemes in Section 7.5.2.
Finally we present the results of the study on safety policy (edge disjoint isolation) and
liveness policy (shortest path) in Section 7.5.3 and Section 7.5.4, respectively.

7.5.1 Simulation Setup

The data-plane is modeled as a graph of switches and the corresponding flows, and
the control-plane is modeled as g independent controllers whose computation time is
drawn according to the combined delay- and crash-fault model introduced in Section
5.6 for the performance evaluation of Quarts. This fault model is an adaption of the
Gilbert-Elliot model [177], where the controller is either in the state of normal operation
N or crashed C. When in state N , a controller can either finish its computation within
a deadline τ or be delayed with probability θd and exponentially distributed delay time.
When in state C, the controller is crashed and does not issue updates. The controller
enters this state with a probability θc and returns to state N after a MTTR of 30 s. We
take τ = 10ms as the mean update computation time of a non-faulty controller.

We use an out-of-band communication network between the data-plane and
control-plane that is modeled as probabilistic synchronous [58]. The out-of-band
network will drop or delay messages, with a probability p. Messages that are delivered
have a maximum delay of δn.

We do two types of experiments. First, in order to highlight the additive value of
QCL, we study the probability of a safety policy violation under eventual consistency,
namely edge disjoint isolation. We use the topology shown in Figure 7.1(a). Second,
we compare liveness policies and delay properties of the replication schemes by simu-
lating two datacenter fat-tree topologies [96] with 8 and 16 port switches referred to as
ft8 and ft16, respectively. We also simulate an ISP topology, AS 1221, mapped in the
Rocket-Fuel Project [196]. We also vary the MTTF λf and MTTR λr of the links in the
network.

7.5.2 Replication Schemes

We also study the following replication schemes.
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Figure 7.3 – Unsafety in SCL and Passive schemes. Unsafety of QCL is 0

Ravana [190]: Ravana guarantees consistency and uses primary-standby replica-
tion [99]. Before responding to an event, the primary replica synchronizes with the
standby replicas using view-stamped replication [86]. The latency overhead in Ra-
vana is caused by the state-synchronization mechanism. We implement the “totally
ordered events” flavor of Ravana from [190] to compare with QCL that also provides
total ordering among events.

Passive: We implement the “weakest” flavor of Ravana [190], which provides lower
latency than Ravana, at the cost of eventual consistency. The state synchronization
between the primary and standbys is performed using an unreliable mechanism,
where the standbys might be out-of-sync for some time. If the failover from primary to
standby happens during this period, then safety rules can be violated. Moreover, when
the primary is detected as faulty by one or more backups, a new primary is elected
using a leader election mechanism that employs consensus, which adds latency.

SCL [31]: SCL is an active replication scheme that provides eventual consistency.
To provide low latency, the controllers forgo agreement. As a result, the response time
of SCL is the smallest among all the replication schemes. Any possible state conflicts
among the controller replicas are resolved via a periodic-gossip mechanism, and safety
policies might be violated during the period of conflict.

Consensus [191]: To study the latency performance of consensus, we simulate
ONOS [191]. However, instead of using Paxos [115] for consensus, we use Fast Paxos
[161] that is optimized for lower latency. ONOS is a consistency-guaranteeing replica-
tion scheme, but suffers from higher response time due to consensus latency.

In QCL, if a switch does not receive updates for an event for a period Tret = 1 s

since the last time a Status message was sent, it resends the Status to all the controllers
to re-initiate the computation of the updates. In SCL, the gossip mechanism among
QCPs is performed every Tret = 1 s.
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7.5.3 Safety Policy Results

We quantify the safety violation by SCL and Passive schemes when the safety policy is
edge disjoint isolation for flows f1 and f2 in Figure 7.1. We notice that violation of the
edge disjoint isolation can be observed in ISP-like topologies where redundant paths
of different hop-count are available for each flow, as opposed to a datacenter topology
where the redundant paths are mostly of similar hop-count.

In each iteration, we create two simultaneous link events: breaking of link 4−11 and
link 5− 10. Once the rules from all the controller replicas are installed, we check if the
paths violate edge disjoint isolation. Unsafety is defined as the fraction of iterations in
which edge disjoint isolation is violated. We use θd = 1×10−3, θc = 1×10−4, δn = 1ms;
and vary g as 2 or 3, and p as 1%, 5% or 10%.

Figure 7.3 shows the unsafety of SCL and Passive as a function of network loss rate
p for different number of replicas g. We see that, for both schemes, unsafety increases
with p. For SCL, unsafety with two replicas is 6×10−7 at p = 1% and 4×10−4 at p = 10%,
whereas for Passive it is 3 × 10−7 at p = 1% and 4 × 10−4 at p = 10%. The unsafety
of Passive is slightly lower than SCL because it does unreliable state synchronization
as opposed to no-agreement in SCL. As noted earlier, a safety policy must never be
violated by an SDN controller; QCL adheres to this property (Theorem 7.4.3). An
unsafety of 4× 10−4 with SCL motivates control-plane consistency.

The unsafety of SCL increases sharply with more replicas, as the probability of
disagreement increases with more replicas. Hence, as more replicas are used for higher
availability, the agreement between the replicas becomes critical.

7.5.4 Liveness Policy Results

We measure response time as the time between the occurrence of an event at a switch
and the installation of the new update on that switch. During this interval, a new event
might occur on this or another switch, i.e., the network snapshot is modified. This will
trigger a computation of new updates. Hence, installation of an update at a switch does
not necessarily imply that the required liveness (shortest path) policy is satisfied. Also,
partial installation of updates i.e., at a subset of the switches involved after a network
event does not necessarily imply that the required liveness policy is satisfied. We say
that the data-plane has converged if both safety and liveness policies are satisfied after
an event. Thus, convergence time is time between occurrence of an event and the
convergence of the data-plane. We show the median and tail (99th percentile) response
and convergence times. We also measure unavailability as the fraction of time during
which the shortest path liveness policy is violated for at least one flow.

In this section, we use two sets of parameters: normal and aggressive. In the
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normal setup, we use p = 1×10−3, θc = 1×10−4, θd = 1×10−3, λf = 24 hrs, λr = 12 hrs.
In the aggressive setup, we use p = 1× 10−2, θc = 1× 10−3, θd = 1× 10−2, λf = 12 hrs,
λr = 6 hrs. With these values of λf and λr, in ft16 with 3072 links, there is an event
every 15 s and 7.5 s in the normal setup and the aggressive setup, respectively. We
vary the number of controller replicas g and network delay δn.

We use ft16 with the normal parameter set, g = 2 and round-trip time of 1ms, i.e.,
δn = 0.5ms as a basic scenario to highlight the main findings. We do sensitivity studies
for varying δn, g, different topologies and fault profiles. Figure 7.4 shows the ECDF of
response times and convergence times, along results on unavailability for different
schemes.

Finding 7.1. The median response and convergence time with QCL is lower than that
of consistency-guaranteeing schemes and higher than that of eventually-consistent
schemes.

Taking a closer look, we see from Scenario 1 in Table 7.1 that the median response
time with QCL is 0.6× that of Ravana and 0.5× that of Consensus. To better visualize
the improvement in the tail, we show on the log scale the CCDF of the response and
convergence times in Figure 7.5. From Scenario 1 in Table 7.1, we see that the median
and the tail response times of QCL are 1.2× and 1.1× that of SCL, respectively. In
contrast, the tail response time of Ravana, Passive and Consensus is 2× that of QCL,
whereas the tail convergence time is two orders of magnitude (∼ 160×) larger than that
of QCL. This makes QCL clearly a better choice for datacenter networks that aim for
low tail-latency [95].

Finding 7.2. The tail response and convergence time with QCL is comparable to that
of eventually-consistent schemes and drastically lower than consistency-guaranteeing
schemes.

The improvement in response time due to QCL is attributed to the unbounded
latency overhead of some form of consensus mechanism used in Passive, Ravana and
Consensus. Also, the underlying agreement algorithm of QCL, has a higher probability
of reaching an agreement than Consensus.

Due to its lower response and convergence time, QCL has an availability three
orders of magnitude higher than Passive, Ravana, and Consensus, as shown in Figure
7.4(c). The unavailability of QCL (7.1 × 10−6) is comparable to that of SCL (5.9 ×
10−6); this highlights the efficacy of QCL in maximizing liveness and providing safety
guarantees. The drastically high availability of QCL and SCL is also the reason for the
low tail-latencies measured at 99th percentile. Note that the tail measured at 99.99th

percentile and the maximum response time and convergence time for SCL and QCL
also show a similar trend. Findings 1 and 2 are true also for other scenarios (see Tables
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Median and Tail Response Time [ms]
# Setup SCL QCL Passive Ravana Consensus

1 Basic 0.73, 3.86 1.9, 4.56 1.3, 7.01 2.82, 9.35 3.77, 8.91
2 g = 3 0.57, 2.56 1.91, 3.65 1.27, 6.84 2.81, 8.29 3.65, 8.44
3 δn = 0.1ms 0.55, 3.18 0.74, 3.57 1.05, 7.39 1.38, 6.61 2.19, 7.66
4 δn = 1ms 1.05, 3.89 3.22, 6.1 1.48, 6.44 4.7, 11.49 7.01, 12.92
5 g = 3, δn = 1ms 0.83, 2.84 3.42, 5.23 1.62, 7.77 4.65, 9.64 7.03, 12.37
6 ft8 0.79, 3.39 1.52, 4.1 1.27, 6.59 2.78, 7.84 3.72, 9.12
7 aggressive 0.76, 3.72 2.16, 5.3 1.33, 7.18 2.83, 8.33 3.77, 11.1
8 g=3, aggressive 0.59, 2.27 1.89, 3.92 1.27, 7.27 2.83, 7.76 3.65, 8.79

Table 7.1 – Median and tail (at 99th percentile) response times for different scenarios.
The column Setup shows the difference in each scenario from basic setup seen in
Figure 7.4

Median and Tail Convergence Time [ms]
# Setup SCL QCL Passive Ravana Consensus

1 Basic 0.77, 5.01 1.93, 5.32 1.39, 815.79 2.89, 759.48 3.84, 855.36
2 g = 3 0.59, 2.71 1.92, 3.89 1.41, 858.44 2.91, 861.6 3.69, 791.75
3 δn = 0.1ms 0.6, 3.71 0.75, 4.0 1.13, 825.56 1.42, 759.94 2.21, 829.39
4 δn = 1ms 1.09, 4.53 3.25, 6.87 1.53, 688.12 4.82, 764.15 7.05, 854.38
5 g = 3, δn = 1ms 0.86, 2.99 3.45, 5.68 1.71, 880.37 4.73, 875.17 7.08, 786.05
6 ft8 0.82, 3.88 1.54, 4.4 1.35, 749.94 2.83, 617.33 3.75, 813.46
7 aggressive 0.88, 6.07 2.28, 10.29 1.53, 887.37 2.98, 922.55 3.98, 971.8
8 g=3, aggressive 0.63, 2.93 1.97, 4.6 1.49, 912.17 2.96, 967.87 3.72, 865.85

Table 7.2 – Median and tail (at 99th percentile) convergence times for different scenarios.
The column Setup shows the difference in each scenario from basic setup seen in Figure
7.4

7.1 and 7.2). Next, we study the variation in the latency improvement of QCL with
different parameters. Specifically,

Finding 7.3. The latency improvement of QCL increases with more replicas and de-
creases with larger network delay and larger network size.

From Scenarios 1 and 2 in Tables 7.1 and 7.2, we see that the response and con-
vergence times of all schemes reduces with more replicas. The addition of replicas
makes the controller more “available”, in the sense that the controller becomes more
reactive [111]. As QCL can reach an agreement with fewer available replicas, its prob-
ability of agreement increases faster than Consensus and Ravana, by adding more
replicas. Hence, with g = 3, the latency improvement increases on average by 2.2×
for tail response time and by 200× for tail convergence time. A similar trend is seen in
Scenarios 4 and 5.
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In Scenarios 3 and 4, we vary the one-way network latency δn to 0.1ms and 1ms,
respectively, from 0.5ms in the basic scenario. As QCL performs agreement, its latency
is limited by the latency of the out-of-band control network. Thus, we find that average
convergence time of QCL increases as δn increases. However, the difference in increase
is much lower than that of Ravana and Consensus because, on average, the agreement
mechanism of QCL exchanges less traffic than Consensus and Ravana. As a result,
for δn = 0.1ms, we see that the tail-latency improvement with QCL, with respect to
Consensus and Ravana, is 2.1× for response time and 205× for convergence time, on
average. For δn = 1ms, these drop to 1.9× and 110×, respectively.

We also find that at lower δn QCL closely follows SCL, whereas the difference is
larger with high values of δn. This is because SCL is even less network-intensive in
responding to events as it does not perform agreement. Hence, the response time of
SCL is very close to δn. As seen earlier, the performance of QCL can be further improved
to be closer to SCL with more controller replicas. When more replicas cannot be used,
a marginally higher convergence time is a small price to pay for guaranteed control-
plane consistency. Alternatively, for SDN controllers that do not require control-plane
consistency and do not implement applications based on packet events such as NAT
and firewalls, SCL could be used instead of QCL, for lower latency. However, we remark
that this seriously reduces the utility of the SDN controller.

As QCL performs agreement on n_qsp number of Status messages, its performance
depends on the number of QSPs. We see from Scenarios 1 and 6 that, as the size of
the network increases, the convergence time of QCL increases. The same effect is also
observed in Consensus schemes, albeit for a different reason. In Consensus schemes
in large networks, more events might occur while the controllers are agreeing, thereby
increasing the convergence time.

As noted earlier, the performance of QCL is dictated by the performance of agree-
ment algorithm Quarts. Thus, the convergence time of QCL depends on the success of
Quarts, which depends on the fault parameters θc and θd, and the network loss rate
p. Scenario 7 with the aggressive setup shows the impact of these parameters. We
see that the performance of all schemes is affected by increased fault-rate; and the
low-latency schemes QCL and SCL are affected the most. This can be remedied by
appropriately dimensioning the degree of replication when the controller is expected
to be faulty, as shown by the similarity in performance of Scenarios 1 and 8. For a more
details on the performance of Quarts for a wider range of fault profiles, see Chapter 5.

ISP Topology In order to study the performance of QCL in a non-datacenter topology,
we simulated the AS 1221 ISP topology with δn = 10 ms in Scenario 7. Figure 7.6
shows that although the tail convergence time of QCL is increased when compared
to SCL due to larger one-way latency, the large improvement when compared to
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Consensus, Ravana and Passive is still preserved. Moreover, as ISP networks have
multiple, redundant paths of different costs, there is a higher chance of violating safety
policies, such as edge disjoint isolation, than in datacenter networks, as explained in
Section 7.5.3. Therefore, such networks can benefit from both low latency and zero
safety violation, offered by QCL.

Lastly, to characterize the quality of service of the shortest path policy, we measured
path-inflation, i.e., the relative increase in number of hops in the observed path of the
flow when compared to the actual shortest path. We did not observe any difference
between the path-inflation with different schemes. This can be attributed to the large
number of equal cost redundant paths in datacenter topologies. For the ISP topology
AS1221 in setup 9, we notice that the 99th percentile of the maximum path-inflation
across all flows, was 25% for SCL and QCL, 75% for Ravana, and 100% for Consensus.
The median value of the same metric was same for all schemes. We attribute the
slightly better path-inflation for SCL and QCL due their higher availability and quick
response.
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Figure 7.4 – Representative scenario (Basic): ft16 with g = 2, δn = 0.5ms and parameter
setup normal
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Figure 7.5 – CCDF of response and convergence times for the basic scenario

0 200 400 600 800 1000
Convergence Time [ms]

10−2

10−1

100

CC
DF

scl
passive
qcl
ravana
consensus

Figure 7.6 – CCDF of convergence time for AS 1221 with parameter set normal, g = 2
and δn = 10ms.
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7.6 System Implementation

We evaluate our proof-of-concept implementation of QCL against the original SCL
implementation used in [31]. We run the two systems in the same environment with
Mininet 2.2.1 [97]: 20 switches and 16 hosts are connected via 48 1Gb links (with the
default Mininet behavior) forming a 4-port fat-tree. We use a single machine with
two Intel Xeon E5-2680 (Haswell) processors with a total of 24 cores and 48 hyper-
threads running at 2.5 GHz, and 256GB of main memory. We run Ubuntu LTS 16.04.2
distribution with the Linux kernel version 4.4.0. In both QCL and SCL we run POX
controllers with shortest-path application and pair them with their corresponding
QCPs via OpenFlow 1.0 [197]. On the switch side we run unmodified Open vSwitch
[198] (version 2.5.2) that communicates with the QSP layer, also via OpenFlow 1.0.

Note that QCP (Algorithm 7.2) needs to differentiate between updates received from
controllers as a result of two successive computations, in order to label them with the
correct label. To this end, it uses the flag controller_free to check if the single-image
controller finished computing, before sending new Status messages, thereby ensuring
that the received updates correspond to the last Status messages. We implement this
mechanism by sending an OpenFlow handle_QUEUE_GET_CONFIG_REQUEST message
from the controller to the QCP, when the controller completes a computation. When
this message is received, the controller_free flag is set to True, to indicate that the
controller is now available to perform a new computation.

We analyze the response and convergence times (defined in Section 7.5) of both
QCL and SCL across 200 random single-link failures. The time between consecutive
events is one minute. This scenario is similar to the one used for the evaluation of SCL
in [31].

In Table 7.7 we show our results with two and three single-image controller replicas.
We find that the QCL and SCL are comparable in both response and convergence
times. This is due to the fact that in good network conditions, QCL does not need to
perform the collection phase of Quarts and can go straight to the voting phase after the
probing, as described in Section 7.3.4. The probing phase lasted an average of 20ms

during which all the Status messages were received. In cases where the controllers
entered Quarts, the additional latency was 3ms. Notice that while the response time
of QCL is slightly higher than SCL due to the probing delay, the convergence time
of QCL is slightly better than SCL due to control-plane consistency in QCL ensuring
that different controllers do not install conflicting updates. As a result, the data-plane
converges faster with QCL in our implementation.

From evaluation in [31] we know that for the same 4-port fat-tree topology ONOS is
expected to be 1.24× and 1.63× slower than SCL, for the tail response and convergence
time respectively. Similar results are expected for QCL. Note that the large latency-
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Figure 7.7 – Median and tail (at 99th percentile) of 4-port fat-tree with 2 and 3 replicas
in ms

improved observed in Section 7.5 is not visible in this implementation study because
the high latency with Consensus (ONOS) is observed in cases of network partitions not
studied here.

7.7 Related Work

Numerous related works evaluate the trade-off between the inconsistent global view
network and latency performance of SDN controller applications [199, 200].

On the one hand there are numerous approaches that focus on ensuring control-
plane consistency, but impose high delays in responding to network events. For
instance, Hyperflow [201] that passively synchronizes network-wide views of OpenFlow
controllers. Furthermore, ONOS [191] uses Paxos, that is known to have high latency
and complicated implementations [31, 111]. Raft is designed to be easy to understand,
but it is equivalent to Paxos in terms of correctness and performance - therefore the
approaches that use Raft (e.g. ONIX) [189, 202] have the same latency issues like those
that use Paxos. Ravana comes in many different flavors that offer different levels of
consistency guarantees. The strongest one offers exactly-once event processing and
exactly-once execution of commands that comes at a big latency price [190]. On the
other hand approaches like SCL chose the opposite trade-off, as we saw in Section 7.1.
The trade-offs in SCL [31], Ravana [190] and Consensus [191] have been extensively
studied in our performance evaluation study in Section 7.5.
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QCL managed to get the best of both worlds by using Quarts to perform agreement
among controller replicas only when needed.

An orthogonal problem is to control-plane consistency is the consistency of updates
under asynchronous installation of updates to the switches [193,203,204,205,206]. For
that purpose QCL uses packet labeling (e.g., as in [193], [206]) as described in Section
7.3.5.

7.8 Conclusion

We have presented QCL, a coordination layer for replicated single-image controllers
that guarantees control-plane consistency with low-latency. Through simulation, we
find that QCL provides a 160× improvement in tail latency when compared to other
consistency-guaranteeing mechanisms in datacenter topologies. We have formally
proven that the QCL can be used to enforce all safety policies that are enforceable by
the underlying single-image controller. Also, it can be applied for both stateless and
reactive controller applications. Note that, in this work QCL is applied to stateless
controller applications. However, Quarts can handle state and we are planning to
adapt QCL for stateful controller applications in our future work.
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8 Reliable Real-Time Communica-
tion in Unreliable Networks

Look, if you had one shot
Or one opportunity
To deliver a packet

One moment
Would you capture it,

or just let it slip? Yo
– (inspired by) Eminem, Lose Yourself.

Real-time CPSs rely on reliable communication to achieve their timely control
of the physical process. Even the reliability mechanisms presented in the previous
chapters are inutile in the absence of a good communication network. For example, in
a control round where the controller replicas issue consistency-guaranteeing setpoints
well within the validity horizon, and the network drops these setpoints, the desired
control cannot be achieved.

One example of such a time-critical CPS is the real-time streaming of phasor mea-
surements in electric grids [207]. This streaming demands extremely low PLR and
latency from the communication network [208]. The phasor measurements are used
for a wide variety of applications. Some applications such as energy metering can
tolerate a PLR of 10−3 and latencies up to 1 s [209]. But other applications such as
PMU based state-estimation and wide-area protection require a PLR of 10−5 and laten-
cies < 4 ms [52]. Mission-critical PMU-streaming applications require an availability
greater than five-9’s (> 0.99999). In such cases, the software agents do not have the
time budget to repair the losses with retransmissions, as done in TCP. They only have a
short window during which the message has to be delivered to the application; if this
fails, the measurements are are rendered unusable.
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8.1 Introduction

Traditionally, highly reliable communication in CPSs is achieved using wired infras-
tructure. However, wired networks are often laden with slow deployment and high-
installation costs. Consequently, wireless infrastructure, Wi-Fi (IEEE 802.11) in particu-
lar, has recently gained traction [210, 211, 212]. The main reserve in the use of wireless
infrastructure is the low QoS in terms of losses and latency, due to low reliability of
wireless links.

Typically, reliable communication is achieved by using TCP. TCP uses retransmis-
sions to repair packet losses on the fly. TCP also ensures in order delivery of packets.
Thus, more recent packets are only delivered to the application after older packets
have been successfully delivered. Using this approach in real-time CPSs is detrimental
as newer data in CPSs is more valuable than older data because it represents a more
recent state of the physical process. Hence, for real-time data, UDP is preferred as a
transport protocol over TCP. See Section 8.2 for more details.

As UDP does not provide reliable transport, there needs to be other mechanisms
to ensure the reliability of real-time flows. In the literature, the desired QoS target is
achieved by replication of packets over two or more fail-independent paths, for exam-
ple, using PRP at the MAC-layer [81, 145]. Parallel replication not only provides reliable
communication in cases of packet losses due to congestion or disturbance in some of
the links, it also handles network component failures. It can also serve as a method to
continue uninterrupted operation during the times of scheduled maintenance. The
purpose of PRP is to ensure that message losses, due to packet drops or component
failures in the network, are repaired instantly (“0 ms repair”). To this end, PRP repli-
cates packets over two disjoint cloned networks and appends the MAC header with a
PRP header. The PRP header contains control information such as which of the cloned
network to which a packet belongs and a sequence number. The sequence number is
used by the PRP module at the receiver to de-duplicate packets and to deliver them to
the application.

Currently, there is an increasing use of IP-based communication in CPSs [52].
PRP has a few drawbacks with regards to applicability in IP-based networks that use
routers, thereby constituting a WAN in contrast to a single LAN. Primarily, the control
information in PRP is put in the MAC header, and IP routers strip the MAC header
at each hop, thus losing this critical information. Modern CPSs [4, 207] often use IP
multicast for communication, where receivers might asynchronously join or leave
an existing transmission. PRP does not natively provide reliability for IP multicast
traffic. Moreover, in PRP, all traffic (including non real-time traffic such as management
traffic and software updates) between a sender a receiver is replicated. This is both
superfluous and undesirable for WANs where links are often bandwidth limited. We
further discuss these issues and review other related work in Section 8.2.
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Another key drawback of PRP concerns its duplicate-discard algorithm presented
in [81]. It ensures that PRP forwards at most one copy of a packet to the application as
long as the network does not reorder the messages. Although this assumption is true
in a single LAN, packets of the same flow in a WAN might be reordered due to middle-
boxes such as scrubbers and load-balancers, as discussed in [149]. In scenarios when
the messages are re-ordered, the PRP duplicate-discard algorithm [81] can forward
duplicates to the application. This property of the discard algorithm might violate
the state-safety correctness property of the CPS, especially when the CPS expects to
receive only one copy of a packet.

To address the issues with PRP and provide 0 ms repair for CPSs that communicate
over a WAN, we propose iPRP, an IP-friendly parallel-redundancy protocol. iPRP
provides 1 + n redundancy and is a software solution that only requires installation
on the end-hosts (or simply a host, used to identify senders and receivers of the data)
and no changes to the intermediate routers. It performs selective replication for time-
critical UDP flows by appending the UDP header with an iPRP header. At the receiver,
the information in this header is used to recreate the original packet and to forward
at most one copy of the packet to the application. Besides the replication and de-
duplication, iPRP uses a signaling mechanism to constantly check for the failure of a
host (to stop replication); availability of new paths (to start replication for increased
reliability) and for the joining of new receivers in multicast communication (to stream
replicated traffic to them). iPRP is transparent to the network and agnostic to the
application. Another advantage of being IP friendly is that iPRP can use a wide range
of TCP/IP diagnostic utilities such as ping and traceroute to ease the debugging of
network issues. We also have a few iPRP specific tools and present a detailed iPRP
diagnostic toolkit. We implemented iPRP1 and have deployed this implementation on
a campus-wide communication network for real-time streaming of PMU data [53].

Needless to say, both PRP and iPRP rely on the existence of fail-independent paths
to reap maximum benefits from the replication. In wired networks, fail-independent
paths are obtained by using physically separated networks or by appropriate routing
rules in a larger, parent network. Hence, by ensuring that the replicas of the packets
share no common links or devices, it is easy to guarantee that the loss of one packet
does not affect the reception of its replicas.

Obtaining fail-independent paths, however, is no longer trivial in wireless networks,
as the Wi-Fi links share a common medium. Consequently, the replication of packets
over redundant Wi-Fi does not necessarily guarantee that the QoS requirements of
mission-critical PMU-streaming applications will be satisfied. Hence, to be able to
use Wi-Fi for PMU-streaming applications, the performance of parallel redundancy
protocols over Wi-Fi needs to be experimentally characterized and compared against

1Available at https://github.com/LCA2-EPFL/iprp
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the desired QoS requirements.

Recently, simulation- [213, 214, 215] and measurement-based [216, 217] studies
were employed to quantify the loss and latency performance of packet replication
over redundant Wi-Fi paths. The simulation-based studies fail to capture the real
performance of redundant Wi-Fi paths. The measurement-based studies have two
shortcomings: (1) The measurements were conducted in a laboratory environment
and do not represent a real-life setting. (2) The measurement studies focus on generic
real-time applications. Thus, the traffic profiles used are quite different from those of
PMU-streaming applications, thereby rendering these studies non-representative.

We perform measurements on a test bed that is designed to closely imitate a real-life
deployment of a campus-wide active distribution-network that uses PMU-based state
estimation as described in [53]. Concretely, using commodity hardware, we designed a
test bed that uses Wi-Fi technology (IEEE 802.11b standard). The test bed consists of
nodes communicating with each other by using two spatially co-located Wi-Fi links
that use directional antennas. The traffic profile used in the test bed is the same as that
of PMUs in the distribution-network. Furthermore, the sending and receiving nodes
are placed at the same locations as the PMUs and PDC in the distribution-network.

Using the measurements, we quantify the PLR, the end-to-end latency, jitter in
latency and the availability of the effective channel, as perceived by the receiving
application after replication. Using statistical inference techniques, we verify if the two
links are truly fail-independent. From the setting we evaluated, we find that the losses
on the two links are in fact not independent. However, the effective PLR is similar to
what it would be if they were to be independent. Consequently, we conclude from the
setting we evaluated, that using replication over redundant Wi-Fi paths with PRP or
iPRP, is a viable option for streaming mission-critical PMU data.

The rest of this chapter is structured as follows. We review the existing solutions for
reliable real-time communication in Section 8.2. In Section 8.3, we present the chal-
lenges in realizing a practically viable design of iPRP followed by a detailed description
of the iPRP design in Section 8.4. This is followed by the proof of correctness of the
discard algorithm in Section 8.5. We present the iPRP diagnostic toolkit in Section 8.6.
Then, we present the description of the measurement test-bed to asses the viability
of using directional Wi-Fi links for parallel redundancy protocols and the associated
results in Section 8.7. We present the statistical test for fail-independence of directional
Wi-Fi links in Section 8.8 and our concluding remarks in Section 8.9.
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8.2 Related Work

PRP [81, 145] is the go-to-protocol to achieve 0 ms repair of real-time CPS traffic. As
mentioned in Section 8.1, PRP is faced with several drawbacks in terms of applicability
to WANs. These drawbacks were noted by the authors of [150], where modifications
to PRP are proposed so that it can be applied to WANs. However, these modifications
are neither fully designed or implemented. The design proposed in [150] requires that
the intermediate routers in a WAN preserve the PRP trailer. This requires changes to
all the intermediate routers, which makes the solution not transparent to the network
and difficult to deploy. Moreover, the solution in [150] does not address the use of
IP multicast nor does it support a diagnostic toolkit, a key utility in IP networks. Our
transport layer solution avoids these drawbacks.

Another approach to achieving reliability through transport-layer redundancy is
MPTCP [134]. MPTCP uses multi-homed devices to setup parallel channels that are
then used to either send different packets (in case of the normal packet scheduler) or
the same packet replicated over different networks (in case of the redundant sched-
uler [218]). Losses on each path are repaired independently, through retransmissions.
However, MPTCP suffers from the same drawbacks as TCP. First, the packets are deliv-
ered in-order to the application, which causes the head-of-line blocking issue [133],
where more recent packets are queued until older packets are delivered. This is counter-
productive for traffic in CPSs because older data is subsumed by newer packets as it
represents a more recent state of the physical process. Second, packet are detected as
lost after the RTO which doubles after every loss, after which retransmissions are used
to repair losses. Although retransmissions are often unsuitable for real-time traffic,
doubling the RTO after every loss is highly undesirable as it adds more delay after
each loss. Third, TCP and MPTCP do not support IP multicast. Lastly, TCP does not
handle the case of service outage due to a component failure in the network and due to
scheduled maintenance, where sending packets on the same path does not help with
reliability. Some of these drawbacks are addressed by the upcoming QUIC transport
protocol [135, 136], but support of real-time traffic and parallel redundancy is still in
its nascent stages.

Routing protocols such as RIP [141] and OSPF [140] can be used to repair losses
due to link or component failures. They rely on finding alternate paths, which can take
a few seconds to converge, during which the real-time traffic is not delivered to the
CPS application. A similar approach is used in used by MPLS-TP, where the backup
path (called the protection path) is pre-computed. However, MPLS-TP takes about
50ms to perform a failover from the working path to the protection path. This makes
it unsuitable for time-critical CPS applications (such as teleprotection) that require
delivery of packets in under 4ms.

When two or more network subclouds are available for replication, an alternative
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to replicating all packets on all the subclouds is to selectively replicate packets only on
the networks that have a high probability of delivering it. This approach is explored
in [219], where the replication mechanism monitors the state of the network (good or
bad) and defers transmission on a network until it is in a good state. This approach is
complementary to iPRP and can reuse the key elements of iPRP design, such as the
iPRP session creation and maintenance, or de-duplication algorithm.

All these protocols rely on having a sound underlying network and solutions like
PRP and iPRP require fail-independent paths. To facilitate the wide-spread adop-
tion of Wi-Fi for mission-critical applications, several studies in the literature have
evaluated the loss and latency performance of individual Wi-Fi links through measure-
ments [220, 221]. However, there exist very few measurement-based studies [216, 217]
that characterize the performance of replicated Wi-Fi links in the context of real-
time applications. Both these measurement-based studies [216, 217] share similar
shortcomings that render the results non-representative of streaming applications for
mission-critical PMU data.

First, the measurements in [216,217] were conducted under a controlled, laboratory
environment that is radically different from an in-field deployment. In contrast, our
measurements were conducted using directional antennas on campus roof-tops. The
locations of the measurement sites are the same as those of the PMUs in an existing
campus-wide distribution-network that relies on the mission-critical PMU data [53].

Second, as the existing studies do not focus on validating the feasibility of using
Wi-Fi for PMU-based applications, the traffic profiles used are quite different from
those of PMU-streaming applications. Incidentally, the main finding of these papers
is that the PLR is strongly dependent on the traffic profile. In light of these results,
we employ the same traffic profile as used by the PMU-based state-estimation in [53].
Recently, traffic from streaming applications was used for measurements in a similar
study [222]. However, we perform a more formal statistical analysis on the data to test
the fail independence of the two links.

Lastly, in contrast to the short duration (of a few days) of these measurement cam-
paigns, our measurements were conducted over period of 45 days, thereby increasing
the amount of data at hand. The longer duration also captures a wider spectrum of
fading effects, electro-magnetic disturbances, cross-talk, etc.; these effects are likely to
surface in real deployments.

8.3 Technical Challenges in iPRP Design

Although the idea of replicating packets over two or more paths is straight-forward,
there are several non-trivial challenges in designing iPRP. They are as follows:
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1. Obtaining a network-transparent and application-agnostic design of iPRP. This
is an important feature that determines the ease of adoption of iPRP. An ideal
solution works without any specialized network hardware and without any modi-
fications to existing CPS applications.

2. As discussed earlier, the selective replication of only the real-time traffic is a
desirable feature. However, this is difficult to achieve without any modifications
to the applications.

3. The communicating agents in the CPS might crash/reboot or have addition/re-
moval of network interfaces at any time. These dynamic changes in the sender or
the receiver affect the replication of the traffic. For instance, if both the end hosts
have a new interface available for replication, then the two ends must implement
a protocol to agree to perform replication on this interface. This is done through
a handshake between the sender and receiver(s).

4. The application must receive at most one copy of a packet. This requires design-
ing a discard algorithm that does not forward duplicates to the applications even
in the presence of packet reordering. As the de-duplication needs to be in the
real-time path, the algorithm must have a low time-complexity. Furthermore, as
an agent might be communicating with several agents at the same time, each
requiring a different instance of the discard algorithm, it is desirable to have a
low memory footprint for each instance of the algorithm.

5. As many applications in a CPS use IP-multicast, iPRP must be able to natively
support it. In order to do so, iPRP must permit asynchronous joining and leav-
ing of receivers without affecting the replication for existing receivers. This is
particularly challenging because of two contradicting requirements. On the one
hand, applications must receive exactly one copy of the packet, thereby requiring
that all packets of the real-time flow be replicated and communicated to the
de-duplication algorithm at the receiver. On the other hand, in order for newly
added receivers to be able to perform a handshake with the sender (to receive the
relevant information to process replicated data), they first have to learn about the
existence of this sender. This requires the iPRP protocol at the sender to transmit
original, non-iPRP packets, in addition to the replicated traffic. In a setup with
two parallel paths, this implies that the sender sends the original packet from the
application, unmodified on the first network and two replicated iPRP packets
on the two networks. This would lead to existing receivers receiving two copies
of the packet: one original packet and one from iPRP after the de-duplication
algorithm.
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8.4 iPRP Design

iPRP provides 1+n redundancy for real-time UDP flows and does not impact TCP flows.
To this end, it replicates packets of the real-time flows at the sender and performs de-
duplication at the receiver. In order to ensure that the replicated packets are isolated
from other traffic, all replicated traffic is sent to a pre-determined iPRP data port D.
Once a sender and receiver start exchanging replicated traffic, they are said to be
connected via an iPRP session. An iPRP session is uni-directional, from one sender to
one or more receivers, for unicast or multicast traffic, respectively. All control traffic for
initiating and maintaining an iPRP session is exchanged over a another pre-determined
port called the iPRP control port C ( 6= D). We require that the two ports C and D, be
reserved in the operating system of the communicating hosts, exclusively for iPRP
related traffic.
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Figure 8.1 – Overview of the iPRP design indicating the flow of a packet

Figure 8.1 gives an overview of the iPRP design. It consists of four functional blocks:
the iPRP monitoring block (IMB), the iPRP control block (ICB), the iPRP sending block
(ISB) and the iPRP receiving block (IRB). The design of these functional blocks is
given by Algorithms 8.1, 8.2, 8.3 and 8.4, respectively. The operation of iPRP can be
divided into the control plane and the data plane. The control plane is responsible for
monitoring new flows that need replication using the IMB at the receiver, and initiating
and maintaining an iPRP session using the ICB at the sender and the receivers. The
data plane is responsible for the replication of traffic using the ISB at the sender and
the de-duplication of traffic using the IRB at the receiver. Note that the control plane is
for non real-time iPRP control traffic, whereas the data plane is for the real-time CPS
traffic.

182



8.4. iPRP Design

We will explain the design of iPRP by first giving a walk-through of the normal
operation of iPRP in Section 8.4.1. Then, we highlight the key elements of the design in
Sections 8.4.2-8.4.6.

As mentioned earlier, we implemented iPRP and make the open-source imple-
mentation publicly available. The implementation uses the NF_QUEUE framework
from the Linux iptables project because it enables filtering packets through iptables
rules, and modifying them in user-space. This is the same framework used in packet
mangling with Axo, in Chapter 6. This implementation is deployed on a campus-wide
network for real-time streaming of PMU traffic at EPFL.

8.4.1 Protocol Walk-Through

Consider a PMU with an IP address S on one of its interfaces, streaming phasor data
to the destination port p of the PDC using a UDP-based application. Sending and
receiving hosts, such as PMUs and PDCs, can have any number of network interfaces.
However, for the hosts to be able to use replication, it is desirable to have more than one
network interface each. Moreover, in order to reap maximum-benefit from replication,
it is desirable to have fail-independent paths through link- and edge-disjoint network
subclouds. This is often difficult in WANs, as the users of the CPS do not have full
control of the network, because a slice of the network might be a part of the public
infrastructure. Additionally, most WANs have connected subclouds for the ease of
management. Figure 8.2 shows an example of such a network where the PMU is
connected to two network subclouds A and B, and the PDC is connected to A, B and
C. Subclouds A and B use wired communication and are connected to a common
maintenance server, whereas sub-cloud C uses Wi-Fi based communication. One
key difference of iPRP with respect to PRP is that it is network independent and can
function without cloned disjoint networks.

To start iPRP, the hosts have to initialize the ICB (Algorithm 8.2). At this point,
no visible change is noticeable at the senders and receivers, and the data transfer
continues unaffected. To trigger iPRP, the receiver has to mark the UDP port p as a
monitored port. This is done by locally configuring it in the set of monitored ports P ,
at 2© in Figure 8.1. At this juncture, the ICB instantiates an IMB (Algorithm 8.1) that
listens for incoming traffic on port p. The IMB maintains two lists (1) the list of active
senders (Lactive) that keeps track of which senders are sending traffic to the ports in P ,
and (2) the list of established sessions (Lest) that keeps track of the flows for which an
iPRP session has already been established.

When a packet on port p is received by the IMB (at Algorithm 8.1 line 3), as the
source IP address of this packet is not in the currently empty Lactive, it is added to
Lactive with a timestamp called the last-seen timer. This timestamp is updated every
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Figure 8.2 – Example of a network with two connected subclouds performing iPRP

time a packet is received (at line 7) and is used by the IMB to remove aged entries
corresponding to inactive senders. An entry is considered aged if its timestamp is older
than Tinactivity.

In Figure 8.1, a new entry added to Lactive at 3© triggers sending of iPRP_CAP mes-
sages by the ICB at the receiver at 4© to the ICB at the sender. The routine for sending
these messages is given by Algorithm 8.2 lines 15-18. The iPRP_CAP messages are non
real-time control messages used to advertise to the host that is sending real-time traffic,
the networks currently available for replication at a host receiving the real-time traffic.
In this case, the iPRP_CAP messages contain the three networks A, B and C, encoded
using their pre-configured 4-bit iPRP network discriminators (INDs). The iPRP_CAP
messages also include the port number p that triggered its sending. The IP address
of the PDC and the port number p are used to uniquely determine an iPRP session at
the PMU. The ICB also starts the IRB (Algorithm 8.4) that listens for replicated iPRP
packets on port D.

When the ICB at the PMU receives this message at 5© in Figure 8.1 and at Algorithm
8.2 line 2, it checks if there already exists an iPRP session for this flow. In this case, as
there is no iPRP session, it records the creation of a new iPRP session and sends an
acknowledgment (iPRP_ACK). In the case of multicast, to avoid a barrage of iPRP_CAP
messages from all the receivers, the iPRP_ACK are particularly useful, as discussed
further in Section 8.4.2. In order to identify the network subclouds on which the
packets must be replicated, the ICB performs IND matching by taking an intersection
of its own INDs with the ones received in the iPRP_CAP message (Algorithm 8.2 line 4),
which returns the INDs A and B in this case.

Note that iPRP_CAP messages are sent periodically as a part of a keep-alive mecha-

184



8.4. iPRP Design

nism for the iPRP session, and aged sessions are continuously deleted from the senders
record. Similarly, if a receiver does not receive iPRP messages from a sender for some
time, it marks the session as dead, and updates Lactive and Lest. These messages also
serve as a mechanism to address dynamic changes in the hosts as described in Section
8.4.4. Furthermore, all control messages are exchanged on the reserved port C and are
isolated from the real-time traffic.

Algorithm 8.1: IMB: monitor for new flows at the receiver

1 Lactive ← [ ]; // List of active senders

2 Lest ← [ ]; // List of established sessions

3 for each packet received on a port in P with source IP address S do
4 if S /∈ Lactive then
5 Add S to Lactive; // To send IPRP_CAP messages

6 end
7 Update last-seen timer of S;
8 if S ∈ Lest and the packet was not received from IRB then
9 Discard the packet; // Already receiving replicated packets

10 else
11 Accept the packet;
12 end
13 end
14 while true do
15 Add entries for new iPRP sessions to Lest;
16 Remove aged entries from Lactive and Lest;
17 end

Once the iPRP session is created, the ICB at the sender starts the ISB (Algorithm
8.3) that intercepts all outgoing traffic for the flow corresponding to the iPRP session.
In this case, the ISB at the PMU intercepts all traffic directed towards the IP address of
the PDC and the port p as shown at 6© in Figure 8.1. The ISB replicate these packets,
creates an iPRP header for each packet, and sends the replicated packets on the two
matched network subclouds A and B, but to the iPRP data portD instead of the original
destination port p. The iPRP header is attached as a trailer to the UDP header. This
places iPRP between the UDP layer and the IP layer, making it a transport layer solution,
as show in Figure 8.3. Given that iPRP is required to be transparent to the network, i.e.,
the routers and switches in the network have to be unaware of iPRP, the header needs
to be above the IP layer. This leaves two choices: the transport layer or the application
layer. We chose the transport layer as it also satisfies the other requirement to be
transparent to the application. This enables a design that is agnostic to the application
and does not require any modifications to the existing applications.

The iPRP header contains all information required by the receiver to reconstruct
the original packet and forward it to the application. Specifically, it comprises:
• SNSID that is used to uniquely identify an iPRP session. It is formed from the desti-
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Algorithm 8.2: ICB: Initiate and maintain iPRP session

1 // At the sender
2 for each iPRP_CAP message received for port p from a source IP address S do
3 if no iPRP session is established for (S, p) then
4 if IND matching is successful then
5 Record creation of an iPRP session for (S, p);
6 send iPRP_ACK message;
7 end
8 else
9 Update the keep-alive timer for the iPRP session (S, p) ;

10 end
11 end
12

13 // At the receiver
14 while true do
15 compute Tbackoff (Section 8.4.2) ;
16 listen for iPRP_ACKs until Tbackoff expires;
17 send iPRP_CAP messages to all hosts in Lactive from which no iPRP_ACKs are

received;
18 sleep TCAP − Tbackoff ;
19 end

nation IP address of the PDC and the port p (160-bit)
• Sequence number of the packet (32-bit)
•Original destination port p (16-bit)
• IND of the network subcloud (4-bit)
•HMAC for authentication (160-bit)

When the replicated packets are received by the IRB at the PDC, they are checked
to verify whether they they are new or duplicates by using the isFreshPacket function
described in Algorithm 8.5. This function is the de-duplication or discard algorithm
of iPRP. If the packet is indeed the first received copy, the payload is extracted, the
original packet is reconstructed using the original destination port and IP address in
the iPRP header. Then, the original packet is forwarded to the IMB, which uses it to
update the last-seen timer, and forwards it to the application. More details on the
discard algorithm are presented in Section 8.4.5.

Notice that by filtering packets based on the destination IP address and destination
port p, iPRP achieves selective replication of only the real-time flows.

186



8.4. iPRP Design

IP Layer
iPRP

UDP Layer

Realtime 
App 1

Realtime 
App 2 Other Apps

Figure 8.3 – Placement of iPRP in the networking stack

Algorithm 8.3: ISB: Replicate packets

1 for each intercepted packet for IP address S and port p do
2 if there exists an iPRP session for (S, p) then
3 Replicate the payload;
4 Append iPRP headers;
5 Discard original packet;
6 Send replicated packets to the matched INDs;
7 else
8 Forward the packet unchanged;
9 end

10 end

8.4.2 IP Multicast

As noted earlier (Section 8.1), natively supporting IP multicast is one of the key require-
ments for CPSs. At the outset, we note that as iPRP performs selective replication of
only the real-time traffic, it does not affect protocols such as IGMP [223] and MLD [224],
which are used to form multicast forwarding trees. Therefore, the network-layer opera-
tion of IP multicast and iPRP are independent.

One of the challenges in supporting multicast is to permit newly joined receivers
to benefit from replicated traffic, as discussed in Section 8.3. The issue here is to
ensure that the application layer on all receivers is presented with at most one copy
of the packet, despite sending both: the replicated traffic to port D for receivers that
have already established an iPRP session, and non-replicated traffic to port p for new
receivers to establish an iPRP session. This is achieved as follows.

When using multicast, by selectively executing Algorithm 8.3 line 5, the ISB peri-
odically lets an original unmodified packet through, on port p. Thus, once in a while,
multicast receivers that have already established an iPRP session receive a packet on
the receiving application’s port p, thereby triggering Algorithm 8.1 line 3 at the IMB.
However, as this source is already in Lest, the packet is discarded. Only the packets
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Algorithm 8.4: IRB: Discard duplicate and forward packets to the application

1 for every packet received on iPRP data port do
2 get sequence number space ID (SNSID);
3 get sequence number (SN);
4 if it is the first packet from this SNSID then
5 SNSID.HighSN← SN; // Bootstrap

6 remove iPRP header;
7 reconstruct original packet;
8 forward to IMB;
9 else

10 if isFreshPacket(SN, SNSID) then
11 remove iPRP header;
12 reconstruct original packet;
13 forward to IMB;
14 else
15 silently discard the packet;
16 end
17 end
18 end

received from IRB that have already been cleared by the discard algorithm are for-
warded to the application. Alternatively, on new receivers, the reception of a packet on
port p triggers a session established by the IMB. Thus, they can shortly start receiving
replicated packets on port D.

Recall that all the receivers that have established an iPRP session, periodically
advertise their capabilities through the iPRP_CAP messages. This periodic timer is
reset to the same value at all the receivers in the multicast group when an iPRP_ACK
is received. Thus, the timers on all receivers fire close to each other, causing all the
receivers to simultaneously send iPRP_CAP messages. This can cause a “message
implosion” at the source, as the size of the multicast groups can vary from a few tens to
several millions. This problem is avoided by waiting at the receivers for a time Tbackoff
after the timer fires and before sending the messages. If during this time, an iPRP_ACK
message is received from the sender, then the sending of iPRP_CAP at this receiver is
suppressed in this round. Tbackoff is computed using the approach in [225], where a
similar problem was studied in the context of reliable multicast for video streaming.
In this approach, the waiting time is drawn from a modified exponential distribution,
such that with a very high probability, all but one or two hosts receive the iPRP_ACK
messages before sending out their iPRP_CAP messages.
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Algorithm 8.5: isFreshPacket(CurrSN, SNSID): Function to determine whether
a packet with sequence number CurrSN corresponds to a fresh packet in the
sequence number space ID SNSID. The test “x follows y” is performed for 32-bit
unsigned integers using subtraction without borrowing as “(x-y)>>31==0”.

1 if CurrSN==SNSID.HighSN then
2 return false ; // Duplicate packet

3 else if CurrSN follows SNSID.HighSN then
4 put SNs [SNSID.HighSN+1, CurrSN-1] in SNSID.ListSN;
5 remove the smallest SNs until SNSID.ListSN has MaxLost entries;
6 SNSID.HighSN← CurrSN ; // Fresh packet

7 return true;
8 else
9 if CurrSN is in SNSID.ListSN then

10 remove CurrSN from SNSID.ListSN;
11 return true ; // Delayed packet

12 else
13 return false; // Already seen or very late

14 end
15 end

8.4.3 Crash of a Host

A challenge in designing a replication protocol (such as iPRP) is to cause minimal
disruption to the real-time traffic, either when one of the host or iPRP on one of the
host crashes.

When the receiver with an established iPRP session crashes, it can no longer send
iPRP_CAP messages. Thus, the keep-alive timer at the sender is no longer updated
(Algorithm 8.2 line 9). This forces the deletion of the session after Tinactivity, thereby
causing the replication to end. Alternatively, if the sender crashes, the receiver no
longer receives data. Consequently, it does not update the last-seen timer for that flow,
thereby eventually resulting in removal of this flow from the lists Lactive and Lest.

Note that when we say a receiver crashes, either the host can crash (in which
case the application is no longer able to send or receive data) or only iPRP can crash
(in which case, the session is automatically deleted and normal communication is
restored). A similar behavior is observed at the time of session establishment, when
only one of the hosts is iPRP capable.

8.4.4 Addition or Removal of Network Interfaces

CPSs that are deployed in the field often undergo network maintenance, when new net-
work subclouds are added or existing network subclouds are removed. This amounts
to network interfaces being modified at one or more of the communicating hosts.
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When a new network interface is added or an existing network interface is removed
on one of the end hosts, the subsequent iPRP_CAP messages are changed to reflect this
information. This in turn causes a new IND matching, and the newly added network
subcloud is accepted for replication or a previously removed network subcloud is no
longer chosen for replication.

In multicast operation, due the random Tbackoff in sending the iPRP_CAP mes-
sages, the sender might receive different INDs each time, as different receivers might
be connected to different sets of network subclouds. It is undesirable that the a net-
work subcloud that is connected to a vast majority of the receivers, but not connected
to a handful is not used for replication. Therefore, we take a conservative approach
in removing a network subcloud by waiting for confirmation from several receivers,
whereas the addition is instantaneous.

8.4.5 Duplicate Discard Algorithm

The duplicate discard algorithm (Algorithm 8.5 forwards the first copy of a replicated
packet to the IMB and discards all subsequent packets. It is used by the IRB (Algorithm
8.4) in the form of the function isFreshPacket that returns a decision, whether to
accept or reject a packet.

Note that, the discard algorithm proposed for PRP [81] fails are preventing du-
plicates from being forwarded to the application when packets are received out of
ordered. As discussed earlier, packet reordering cannot be excluded in IP networks
due to middle-boxes such as load-balancers and scrubbers.

In order to accept at most one packet, the isFreshPacket function makes use of
the variable HighSN that represents the highest sequence number of a packet received
before the current packet, and the list ListSN that is the list of sequence numbers of
delayed packets. A packet with sequence number i is counted as delayed if no replicate
of this packet has been seen and if a packet with sequence number j > i has been
seen.

To better appreciate the workings of the function isFreshPacket, we explain through
examples. A received packet with sequence number CurrSN falls in one of the three
categories as discussed below.
Case 1: Close duplicate (line 1) In networks with symmetric delays on all network
subclouds, this is the most common case. It occurs when the packet from the other net-
work subcloud was just processed. For instance, HighSN = 10 and CurrSN = 10. Clearly,
it must be discarded.
Case 2: Fresh packet (line 3) When CurrSN is higher than HighSN, the packet is new
and must be accepted. However, this packet might have been received out of order.
For example, HighSN = 10 and CurrSN = 15. In this case, the sequence numbers 11-14
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are added to ListSN, as packets that are delayed and expected to arrive. Note that the
size of ListSN is limited to MaxLost.
Case 3: Delayed packet When CurrSN is older than HighSN two possible sub-cases
arise. Either the packet has been is very late (older than MaxLost) or it has already been
delivered (line 13). Then, it is discarded. Alternatively, if the delayed packet has never
been seen before, it is a valid packet and is accepted (line 9) and the sequence number
is removed from ListSN.

Note that we use 32-bit arithmetic to compare sequence numbers despite wrap-
around. This is captured by the related “x follows y”, as described in Algorithm 8.5.

The IRB uses one instance of isFreshPacket per iPRP session. This ensures isola-
tion among packets from different flows. Moreover, in order to ensure that the correct
ordering is maintained across reboots of the senders and receivers, we exploit the fact
that there is a single sender of packet. To this end, we use generation numbers to
differentiate the sequence numbers spaces across reboots.

The function isFreshPacket uses one variable HighSN and one list ListSN whose
size is upper bounded by MaxLost. Thus, the maximum memory footprint per session
is 4× MaxLost bytes (due to 32-bit sequence numbers). With a typical value of MaxLost
= 1024, this amounts to 4 KB. Moreover, the most expensive time operation in this
function is the searching of ListSN at line 9, which is quite low due to the small size
of MaxLost. This can be further lowered to a constant time by using a hash table
implementation, at the expense of higher memory footprint.

8.4.6 Security Considerations

Network security is critical for CPSs. We design iPRP such that it does not introduce any
security vulnerabilities in the communication network. To this end, all iPRP control
messages are encrypted and authenticated. In the unicast mode, a secure session is
created using DTLS [226]. In multicast, iPRP relies on any primitive that establishes a
secure channel with the multicast group.

In addition to the control traffic, in order to avoid replay attacks pertaining to
sequence numbers, the iPRP header inserted in each message is authenticated using
symmetric keys.

8.5 Correctness of the Discard Algorithm

Before stating the correctness of the algorithm, we need to introduce some definitions.
We say that a received packet is valid if it arrives in order or if it is out-of-order, but not
later than Tlate. Formally, this means that a packet received at time t with SN = α is not
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valid if some packet with SN = β > α+ MaxLost was received before t.

Furthermore, let ∆ be an upper bound on the delay jitter across all network sub-
clouds. Formally, for any two packets i, j sent over any two network subclouds k, l:

∆ ≥
(
δki − δlj

)
, where δ denotes the one-way network delay. Also, recall from Section

8.4.1 that Tinactivity is the time after which inactive sessions are considered aged, hence
terminated.

Theorem 8.5.1 (Correctness of the discard algorithm). If R × ∆ < 231 and R ×
(Tinactivity + ∆) < 231, then Algorithm 8.5 guarantees that: (1) no duplicates are for-
warded to the application and (2) the first received valid copy of any original packet is
forwarded to the application.

Proof. To prove the statement of Theorem 8.5.1, we need the following lemmas.

Lemma 8.5.1. If R × ∆ < 231 and R × (Tinactivity + ∆) < 231, then the wrap-around
problem does not exist.

Proof. The wrap-around problem can arise in two cases.

Case 1: A late packet arrives with CurrSN < HighSN− 231. As R×∆ < 231, the time
required by the source to emit 231 packets is longer than ∆. Hence, HighSN cannot
precede CurrSN for more than 231 and this scenario is not possible.

Case 2: A fresh packet is received with CurrSN > HighSN + 231. This means that
from the point of view of the receiver, there were more than 231 iPRP packets lost in
succession. AsR×(Tinactivity+∆) < 231, the time for more than 231 consecutive packets
to be sent is greater than (Tinactivity + ∆). Hence, the time between reception of any
two packets differing by SNs more than 231 is greater than (Tinactivity). Therefore, during
this time the iPRP session would be terminated and a new session will be initiated
when the fresh packet is received. As a result, this scenario is also not possible.

Therefore, in the rest of the proof, we can ignore the wrap-around problem and
proceed as if SNs of received packets were integers of infinite precision. Also, the
notation HighSNt− [resp. HighSNt+] denotes the value of HighSN just before [resp. after]
time t.

Lemma 8.5.2 (Monotonicity of HighSN). If at time t, a packet with SN = α is received,
then HighSNt+ = max(HighSNt− , α). Therefore, HighSN increases monotonically with
time.

Proof. From Algorithm 8.5, when α > HighSNt− (line 3) then the value of HighSN is
changed to α (line 6). Otherwise, when HighSNt− ≥ α (lines 1 and 8), HighSN is
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unchanged, i.e., HighSNt+ = HighSNt− . Combined, the two cases give HighSNt+ =

max(HighSNt− , α).

Lemma 8.5.3 (Fresh packet is never put in ListSN). If at time t, a packet with SN = α is
forwarded to the application then α /∈ ListSNt′+∀ t′ ≥ t.

Proof. Let us prove by contradiction. Assume that ∃ t′ > t such that α ∈ ListSNt′ .
Hence, ∃ t1 ∈ (t, t′] when α was added to ListSN. As t1 > t, from Lemma 8.5.2, we
conclude that HighSNt1− ≥ HighSNt+ ≥ α. Now, from Algorithm 8.5, we know that only
SNs > HighSNt1− can be added to ListSN. Hence, α cannot be added to ListSN at time
t1. Therefore, we have a contradiction.

Lemma 8.5.4. At any time t, HighSNt− is equal to SN of a packet received at some time
t0 < t, or no packet has been received yet.

Proof. HighSN is modified only at line 6, where it takes the value of the SN received.
Hence, HighSN cannot have a value of a SN that has not been seen yet.

Now, we proceed with the proof of the theorem. First, we prove statement (1).
Assume we receive a duplicate packet with SN = α at time t. This means that a packet
with SN = α was already seen at time t0 < t. Then, from Lemma 8.5.2 it follows that
α ≤ HighSNt− . Then, either α = HighSNt− (line 1) or α < HighSNt− (line 9).

Case 1: When α = HighSNt− , the packet is discarded according to line 2.

Case 2: When α < HighSNt− , line 9 is evaluated as false due to Lemma 8.5.3. Hence, the
packet is discarded by line 13.

Next, we prove statement (2) by contradiction. Assume we receive a first copy of a
valid packet with SN = α at time t but we do not forward it. This can happen either due
to line 2 (case 1) or due to line 13 (case 2).

Case 1: Statement from line 1 was evaluated as true, which means that α = HighSNt− .
As SN = α is seen for the first time, Lemma 8.5.4 is contradicted. Hence, this case is not
possible.

Case 2: Statement from line 9 was evaluated as false, which means that α < HighSNt−
and α /∈ ListSNt− . We show by contradiction that this is not possible, i.e., we now
assume that α < HighSNt− and α /∈ ListSNt− . Now, there are three cases when α /∈
ListSNt− can be true:

(i) SN = αwas added to and removed from ListSN before time t because it was seen
(line 11). This case is not possible as the packet is fresh.
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(ii) SN = α was added to ListSN and later removed at time t0 < t because the size
of ListSN is limited to MaxLost entries (line 6). This means that at time t0 < t a packet
with SN = β was forwarded, and β−α > MaxLost (line 6). However, this means that the
packet with SN = α was not valid at time t0. Therefore, it is also not valid at time t > t0.

(iii) SN = αwas never added to ListSN. Consider the setT = {τ ≥ 0 : HighSNτ+ > α}.
T is non-empty because t ∈ T, by hypothesis of our contradiction. Let t0 = inf T. Then,
necessarily HighSNt0− ≤ α < HighSNt0+ (say, = β). β is the SN of a packet received at
time t0. Since α is valid, β − α < MaxLost. Otherwise, α would be invalid at time t0,
therefore at time t, which is excluded. Then we have two subcases possible:

a) HighSNt0− < α. Then, by line 4, α is added to ListSN, which is a contradiction.

b) HighSNt0− = α. But, by Lemma 8.5.4 a packet with SN = α must have been
received before t0, which is a contradiction because α is a fresh packet at t ≥ t0.

To understand the practicality of the conditions in the theorem, note that Tinactivity
is in the order of seconds and is much larger than ∆. Therefore, the only condition
to verify is R × (Tinactivity + ∆) < 231, which for, say Tinactivity = 10s and ∆ = 100ms,
requires R < 2× 108 packets per second – a rate much higher than ever expected.

8.6 iPRP Diagnostic Toolkit

One of the main advantages of iPRP being IP friendly is its ability to exploit the rich set
of IP layer diagnostic utilities associated with TCP/IP. Such utilities are unavailable to
MAC-layer redundancy solutions such as PRP. The basic tools include connectivity and
path checking tools such as ping and traceroute. The more advanced iPRP specific
tools enable the collection of statistics and checking for the existence of parallel paths.

The toolkit comprises the following tools:
iPRPtest <Remote IP Address> <Port> <Number of packets> <Time period>
iPRPping <Remote IP Address>
iPRPtracert <Remote IP Address>
iPRPsenderStats <IP Address>
iPRPreceiverStats <IP Address>.

Next, we describe the functioning of each tool:
• iPRPtest tests the unicast iPRP operation between the local and remote hosts. Firstly,
it checks for the presence of an iPRP session between the two machines by querying the
local peer-base and returning the peer-base entry corresponding to the iPRP session
identified by the inputted IP address. This entry consists of a list of the interfaces (and
their IP addresses) of the remote host connected to the networks identified by the INDs.
Here is an example output if an iPRP session exists:
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$ iPRPtest aa::1 1234 10 5
Interface Remote IP address IND

eth0 aa::1 0xa
eth3 cc::1 0xc

If it does not exist, iPRPtest tries to establish one. It communicates the UDP port
number to the iPRP-session-maintenance functional block on the remote machine.
This port is then added temporarily to the set P . After the temporary-iPRP-session es-
tablishment, iPRPtest sends periodic probe packets to the remote host along multiple
paths, depending on the parameters number of packets and time period. Finally, the
iPRP session is closed and the corresponding UDP port is removed from set P on the
remote machine. If an iPRP session could not be established, an appropriate message
is generated.

• iPRPping evaluates the end-to-end connectivity over multiple paths, to a remote
host with an iPRP session with the local host. It exploits the ICMP ping and does
not exercise iPRP that operates on UDP. iPRPping queries the local peer-base for the
remote IP addresses associated with the the input IP address and uses the native ping
to check connectivity over multiple paths in a round-robin fashion. iPRPping can also
be used to obtain the path MTUs along all paths to a host by varying the size of the
ICMP echo request packets. Finally, it reports the packet loss and RTT statistics for all
the available paths. In the case of absence of an iPRP session, an appropriate message
is generated.

• iPRPtracert enlists the routes taken by IP packets over all the paths to the remote
host with the inputted IP address. It queries the local peer-base for the remote IP
addresses used during an iPRP session. Then, it uses the traceroute from the TCP/IP
suite to trace the routes over multiple paths in a sequential manner. If the remote host
does not have any iPRP session with the local host, iPRPtracert does not attempt to
establish an iPRP session and generates an appropriate message.

• iPRPsenderStats queries the remote IP address for packet delivery statistics
associated with its iPRP session. For unicast, the argument is the IP address of the
remote host with an iPRP session. In multicast, the argument is a multicast group IP
address. iPRPsenderStats queries the remote IP address of one of the subscribers of
the multicast group, for its statistics. If iPRP session does not exist, an appropriate
message is generated. The reported statistics are – PktCtrX : Total number of packets
successfully received over the network with IND X.
– LastTimeSeenX : UTC time stamp of last received packet over the network with IND X.
– WrongINDX : Number of non-IND X packets received over the IND X network. This
can happen due to a common link between multiple networks or faulty cabling at
the hosts. The iPRP self-configuring property makes it immune to such faults, thus
enabling detection without disrupting the normal data delivery.
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– AccINDX : Number of packets received over the IND X network and forwarded to the
application. The highest AccINDX corresponds to the fastest network.

• iPRPreceiverStats: This tool is used to locally obtain the statistics PktCtrX, Last-
TimeSeenX, WrongINDX and AccINDX at the receiver. In a unicast operation, the argu-
ment is the IP address used by the sender to establish the iPRP session with local ma-
chine. In multicast operation, it is the used multicast IP address. iPRPreceiverStats
queries the locally stored statistics table to report the above mentioned fields.

8.7 Measurements with Directional Wi-Fi Links

The ease of deploying Wi-Fi networks in comparison with wired network has led
to CPSs using end-to-end Wi-Fi communication or Wi-Fi links in one of the hops.
However, off-the-shelf Wi-Fi links are known to have high PLR. With the current trends,
the question arises: Are off-the-shelf directional Wi-Fi links a viable option for reliable
real-time communication? In this section, we answer this question through data
collected from a 45-day long measurement campaign conducted at the EPFL campus.

8.7.1 Description of the Test Bed

Figure 8.4 shows the map of the EPFL campus with the three roof-top measurement
sites, namely: A, B and C. The distances between sending and receiving antennas are
180 m (site B to site A) and 230 m (site C to site A) and there is a line of sight between
the sending and receiving sites. We use directional antennas (shown in Figure 8.5) for
transmission and reception, a common practice when Wi-Fi is used as a replacement
for a cable in mission-critical networks. The antennas have an 8 dBi gain. The test bed
is based on 2.4 GHz Wi-Fi-technology (802.11b standard) and we use different channels
and polarizations for the two links to minimize the mutual interference between them.

Sites B and C are used for traffic generation, and site A is used for reception and
logging. The locations of sending nodes at sites B and C are same as that of the PMUs
at locations ELL and CM in the campus smart-grid described in [53]. Also, site A is
present at the same location as the PDC in [53].

For reception, at site A, we use a ruggedized PC 2, equipped with two Wi-Fi cards
to support the two desired wireless links. For sending, at sites B and C, we have two
Alix2d2 system boards3. The ruggedized PC runs 64-bit Ubuntu operating system and
Alix2d2’s run OpenWrt 10.3 4 operating system. The machines used in the test-bed are
shown in Figure 8.5.

2http://www.logicsupply.com/da-1000/
3http://www.pcengines.ch/alix2d2.htm
4https://openwrt.org/
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Figure 8.4 – Map of the campus with the antenna locations.

For logging all packets exchanged over both the Wi-Fi links, we use the packet
capture tool tcpdump 5 on sites A, B and C. To measure the end-to-end latency in
transmission of the packets, we have time synchronization among the machines. To
this end, we connect the machines through the wired, campus network that is used for
network time-synchronization with the PTP [164]. In this way, we can compute the
end-to-end latency with a 0.1 ms accuracy.

8.7.2 Experimental Methodology

In order to study the effect of different Wi-Fi parameters (such as raw data-rate, beacon
interval, choice of the channel number) on the recorded PLR, we carried out mea-
surements by varying different parameters. Through preliminary measurements, we
observed that the choice of the channel number and the beacon interval have practi-
cally no effect on the observed PLR and latency. Hence, we omit these factors from the
analysis that follows.

The two factors taken into account in our analysis are (1) MAC-layer retransmission
enabled/disabled, and (2) the raw data-rate. MAC-layer retransmissions are expected
to reduce the PLR because a lost packet might be repaired by the MAC-layer in subse-
quent transmissions. However, it is worth noting that each retransmission adds to the

5http://www.tcpdump.org/
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Figure 8.5 – Hardware used for the test-bed.

end-to-end latency. Hence, receiving a packet as a result of MAC-layer retransmissions
is a case of trading-off latency for PLR. This trade-off is further elaborated on in Section
8.7.3.

Last, we analyze three different raw data-rates supported by the standard: 1 Mbps,
5.5 Mbps and 11 Mbps. In theory, lower raw data-rates are more robust, due to a higher
degree of redundancy from channel coding. Hence, the effect of channel fading is
expected to be lower for lower data-rates thereby resulting in a lower overall packet-loss
probability.

These factors translate to conducting experiments in six different scenarios: pres-
ence or absence of MAC-layer retransmissions, and raw data-rates of 1 Mbps, 5.5 Mbps
or 11 Mbps. We randomize these parameters in the measurement scenarios so as to
normalize the bias due to individual parameters. Each scenario lasts for nearly 30
minutes, with both the senders sending approximately 90,000 UDP packets of size 300
bytes each, with a packet every 20 ms. This traffic profile is the same as that of the
PMUs that stream mission-critical measurements used for state estimation in [53].

The measurement campaign lasted for 45 days resulting in approximately 1500
scenarios, which amounts to 300 million packets being transmitted over the two
replicated paths. Furthermore, there were 250 instances of each scenario, amounting
to nearly 50 million packets for each scenario.

The packets from both links AB and AC are independently labeled with an increas-
ing SN and a timestamp of the instant at which each packet was generated (tg). The
time at which the packet was actually sent (ts) is recorded by tcpdump at the sender.
Note that, due to possible non-negligible delays in the processing of the packet by the
operating system, ts is not necessarily equal to tg. As the aim of this measurement
campaign is to characterize the latency due to Wi-Fi links, using ts is more apt than
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using tg. Hence, the use of tcpdump in our measurement test-bed.

At the receiver, for each received packet, the time of reception (tr) is also logged
by tcpdump. In the post-processing, the logs of links AB and AC are both analyzed for
losses and latency, as described in Section 8.7.3.

8.7.3 Measurement Results

From the measurements of each scenario i, we evaluate the PLR for link AB (P iab) and
link AC (P iac). We compute the availability (A) as A = MTTF/(MTTR + MTTF ) =

1−PLR, where MTTF and MTTR are the mean-times to failure and recovery of the link,
respectively. As a result, we obtain availability for link AB (Aiab) and link AC (Aiac).

Consider two packets with SNs x and y sent over links AB and AC, respectively. If
x = y, then the two packets can be regarded as belonging to the same “generation",
i.e., they mimic replicas of each other. Consequently, packet x is said to be lost after
replication, if and only the packet is lost on both links AB and AC. As a result, for each
scenario i, we obtain the effective PLR as seen by the receiver after replication (P irep)
and the corresponding availability (Airep).

Table 8.1 shows mean, 95th percentile (95th percentile) and 99th percentile (99th

percentile) values of Pab, Pac, Prep. We find that the mean PLRs for individual links AB
and AC are 9.69× 10−4 and 2.4× 10−3 respectively. As expected, these values are much
higher than 10−5, the PLR required for mission-critical PMU-streaming applications.
However, the mean Prep is 3.58× 10−6, is well within the acceptable value for streaming
of mission-critical PMU data.

Mean 95th percentile 99th percentile

Pab 9.69× 10−4 0.0013 0.0293
Pac 2.4× 10−3 0.0191 0.0466
Prep 3.58× 10−6 1.10× 10−5 2.22× 10−5

Table 8.1 – PLR statistics obtained from measurements

The performance improvement achieved by replication over redundant Wi-Fi paths
is more prominent when either of the individual links experiences high losses. We
observe, in Table 8.1, that the 99th percentile values of Pab, Pac and Prep are 0.0293,
0.0466 and 2.22× 10−5, respectively. We see that even the 99th percentile value of Prep
is comparable with the desired PLR of the PMU-streaming applications.

Furthermore, we find the mean availability Arep = 0.999996 and its 99th percentile
value is 0.99997, which is comparable to the five-9’s requirement of mission-critical
PMU-streaming applications. Next, we study the variation of PLR as a function of
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different parameters and check if the availability can be improved by tuning the pa-
rameters of the Wi-Fi links.

Effect of MAC-Layer Retransmission

We studied the effect of MAC-layer retransmissions on loss and latency. Figure 8.6
shows the box plot of Pab, Pac and Prep, with and without MAC-layer retransmissions.
Table 8.2 shows the 99th percentile PLR values with and without MAC-layer retransmis-
sions. Although the use of MAC-layer retransmissions provides an order of magnitude
improvement in PLRs over individual links, we find absolutely no effective losses over
the redundant Wi-Fi paths among the 50 million transmitted. This strongly asserts the
use of MAC-layer retransmissions for streaming mission-critical PMU applications.
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Figure 8.6 – Box plot of the PLRs for link AB, link AC and after replication for scenarios
with and without MAC-layer retransmissions, shown in log-scale.

Without Retransmissions With Retransmissions

Pab,99% 0.0402 0.0010
Pac,99% 0.0610 0.0018
Prep,99% 4.43× 10−5 0

Table 8.2 – 99th percentile value of PLRs with and without MAC-layer retransmissions

Next, we quantify the end-to-end latency and verify if the latency performance
with MAC-layer retransmissions conforms to the requirements of the mission-critical
PMU-streaming applications (about 4 ms). For this purpose, let the delay due to packet
with SN x on link AB be given by dxab = tx,abr − tx,abs . Similarly, dxac = tx,acr − tx,acs . Then,
the effective delay for packet x after replication is given by dxrep = min(dxab, d

x
ac).

Table 8.3 shows the mean and quantiles of dab, dac and drep. For most packets, the
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Mean 95th percentile 99th percentile 99.9th percentile 99.99th percentile

dab (in ms) 0.87 2.58 3.82 4.94 6.32
dac (in ms) 0.61 0.73 1.26 4.2 6.67
drep (in ms) 0.58 0.59 0.92 2.69 4.3

Table 8.3 – Latency statistics with MAC-layer retransmissions

latencies of both the individual links and the latency after replication is within the
admissible latency of 4 ms, required by mission-critical PMU-streaming applications.
However, the tail latencies at 99.9th percentile and 99.99th percentile for individual
links exceed the 4 ms mark, indicating that although very rare, there are cases where the
real-time requirements are not respected by individual links. Additionally, replication
over redundant paths brings down the delay for most of the packets to within the
admissible range, barring a minuscule fraction of 10−4.

We find that the mean jitter in dab, dac is 0.455 ms and 0.055 ms, whereas the mean
jitter in drep is 0.025 ms. Hence, although individual Wi-Fi links have a high jitter
in latency, which is undesirable for PMU-streaming applications, replication over
redundant Wi-Fi paths significantly reduces the jitter in latency.

Hence, from the setting we studied, we find that using MAC-layer retransmissions
satisfies the loss- and latency-requirements of mission-critical PMU-streaming appli-
cations. Thus, we conclude that replicating packets over directional Wi-Fi links is a
viable option for streaming PMU measurements.

Effect of Raw Data-Rate

To study the effect of raw data-rate on the PLR over directional Wi-Fi links, we per-
formed experiments with three data-rates: 1 Mpbs, 5.5 Mpbs and 11 Mbps. As lower
data-rates have a higher degree of redundancy due to channel-coding, the PLR for a
lower data-rate is expected to be lower than that of higher data-rates.

We found that the mean Prep for scenarios with raw data-rate of 1 Mbps, 5.5 Mbps
and 11 Mbps are 2.21×10−6, 1.77×10−6 and 6.52×10−6 respectively. The 99th percentile
values of the same were 2.04× 10−5, 1.11× 10−5 and 3.60× 10−5 respectively. We find
that the PLR for 1 Mbps and 5.5 Mbps are quite close to each other, whereas the ones
for 11 Mbps are slightly worse. As expected, we suggest the use of a lower raw data-rate.

8.8 Are direction Wi-Fi links fail-independent?

In this section, we characterize the correlation between losses on the two wireless
links AB and AC in order to verify whether the directional Wi-Fi links are truly fail-
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independent.

As a first step towards verifying whether the losses on both the links are statistically
correlated, we evaluate the cross-correlation co-efficient of losses on both links. We
find the cross-correlation co-efficient to be -0.0005 with a standard deviation of 0.0504.
The coefficient of variation is 1.117×103, indicating that this first-order statistic cannot
be used for a conclusive answer and a formal statistical test, such as the likelihood-ratio
test [178] needs to be applied.

The prerequisite for the application of the likelihood-ratio test is the knowledge
of the distribution of losses. Furthermore, to be able to apply the test, the distribu-
tions of losses on the links AB and AC need to be stationary. The estimation of these
distributions for link AB and link AC, and their stationarity is discussed below.

8.8.1 Estimating the Distribution of Losses

We know from the literature that packet losses over wireless links are bursty, i.e., losses
are correlated in time. We consider the two-state Gilbert model [227] for representing
the observed losses over individual wireless links. Figure 8.7 shows the two-state
Markov chain representing the Gilbert model. It consists of the Good state (1) where no
packets are lost and the Bad state (0) where the link drops all packets. The transition
probabilities from Good state to Bad state, and from Bad state to Good state, are q and
p, respectively. Then, the average PLR is given by q/(p+ q).

Good
1

Bad
0

q

p

Figure 8.7 – Two-state Gilbert model for bursty losses

From the measurement, for each scenario i, we obtain the parameters of the two-
state Gilbert model for link AB and AC: piab, q

i
ab, p

i
ac, q

i
ac. For link AB, we find that the

mean pab (p̂ab) is 0.4217 and mean qab (q̂ab) is 6.99× 10−5. For link AC, we find that the
mean pac (p̂ac) is 0.2962 and mean qac (q̂ab) is 3.27× 10−5. Figure 8.8 shows the boxplots
of parameters for links AB and AC respectively. As seen from the plots, the variance in
the parameters of the model is quite high.

Furthermore, from the QQ-plots in Figure 8.9, we see that the distribution of the
observed number of losses in the n scenarios differs significantly from the distribution
of number of losses if the losses on the links AB and AC were to follow Gilbert(p̂ab, q̂ab)
and Gilbert(p̂ac, q̂ac), respectively . We conclude that the distribution of losses across
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Figure 8.8 – Box plot of parameters of the two-state Gilbert model for links AB and AC,
piab, q
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scenarios is non-stationary and a standard statistical test, such as the likelihood ratio
test, cannot be applied. Therefore, we develop an information-theoretic test, based on
normalized mutual-information between the losses on the link AB and AC; it uses the
bootstrap technique for statistical inference [228]. This information-theoretic test is
described below.
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Figure 8.9 – QQ-plot of the number of losses on each link showing the non-stationary
of distribution of losses across scenarios

8.8.2 Information-Theoretic Test of Independence

If the losses on the two channels were to be independent, then the Wi-Fi links AB and
AC can be represented as two-state Markov chains with transition matrices given by
α = Gilbert(pab, qab) and β = Gilbert(pac, qac), respectively. Then, the joint channel is
obtained by the product of the Markov chains given by Θo = α⊗ β, where⊗ represents
the tensor product. Alternatively, if the losses on the two links are dependent, then the
joint channel of the two wireless links AB and AC is represented by a 4-state Markov

203



Chapter 8. Reliable Real-Time Communication in Unreliable Networks

chain with states: 1) (Good, Good) 2) (Good, Bad) 3) (Bad, Good) and 4) (Bad, Bad). Let
its transition matrix be Θ.

Then, the test of independence is
H0 : “α ∼ Fab, β ∼ Fac and the losses follow Θo = α⊗ β" over H1 : “The losses follow
Θ 6= Θo, Θ ∼ G", where Fab,Fac,G are arbitrary distributions.

The test statistic is mean normalized mutual-information J =
∑n
i=0 J

i

n , where (J i)

is the normalized mutual-information between the losses on both the links in the
ith scenario and is given as follows. Recall that the PLRs for link AB and AC in the
ith scenario are P iab and P iac, respectively. Then, the entropies of the links in the ith

scenario are given by

H i(AB) = P iab log

(
1

P iab

)
+ (1− P iab) log

(
1

1− P iab

)
H i(AC) = P iac log

(
1

P iac

)
+ (1− P iac) log

(
1

1− P iac

)

Let P ixy, where x = {0, 1} and y = {0, 1}, represent the empirical probability of
packet loss (0) and reception (1) on the both the links AB and AC in the ith scenario.
Then, the mutual information and the normalized mutual-information in the ith

scenario is given by

Ii(AB;AC) =
∑

x={0,1}

∑
y={0,1}

P ixy log

(
P ixy

P ix × P iy

)

J i =
Ii(AB;AC)√

H i(AB)×H i(AC)

It is worth noting that normalized mutual-information, consequently J, is the
information-theoretic analogue to covariance. In the ideal case, i.e., in the absence of
measurement noise, if the losses were independent, then J = 0. Hence, if H0 is true,
we expect J to be small. Furthermore, J ≥ 0. Therefore, the test’s rejection region is
J > η, where η is needed to be computed as a function of the confidence level.

For a confidence level of 99%, we have to evaluate η0.01 such that, underH0, PH0(J >
η0.01) < 0.01. However, PH0(J > η0.01) = P(J > η0.01|Fab,Fac). From the theory of
bootstrapping [228], this can be approximated as P(J > η0.01|F̂ab, F̂ac), where F̂ab and
F̂ac are the empirical distributions of the parameters of the Gilbert model for link AB
and link AC, respectively.

To evaluate η0.01, we perform a generation of losses on the two links under H0,
according to the bootstrap method shown in Algorithm 8.6. In each run, we randomly
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Algorithm 8.6: Bootstrapping the generation of losses

1 currentRun← 0;
2 F̂ab = {α1, α2, ..., αn};
3 F̂ac = {β1, β2, ..., βn};
4 while currentRun< numRuns do
5 i,j← random_integer(1,n);
6 Θsim = αi ⊗ βj ;
7 Pktsab, Pktsac ← generate_packets(Θsim);
8 currentRun++;
9 end

select (with replacement) one set of parameters of the Gilbert model for link AB and
link AC, from among the parameters observed from real measurements. From these
parameters, under H0, we obtain Θsim, the distribution of the losses on the two chan-
nels in the current simulation run. Θsim is used to generate a large number of packets
(106) on the two links (Pktsab, Pktsac). From the generated packets, Jsim is evaluated.
This process is repeated numRuns times to obtain several independent values of Jsim.
Then, η0.01 is the 99th percentile value of Jsim.

Using numRuns = 106, we obtain η0.01 = 3.82× 10−5± 1.4× 10−5 at a 99% confidence
level. From the measurements, we have J = 8.91× 10−4 > η0.01. Hence, we reject H0

with 99% confidence level and conclude that the two links are not fail-independent.

8.8.3 Impact of Dependent Losses on Prep

In Section 8.8.2, we found that losses on the two Wi-Fi links AB and AC are not indepen-
dent. The mean normalized mutual-information calculated from the measurements
(J = 8.91×10−4) is a measure of mutual information between the two channels. Its low
value indicates that, although the losses are not independent, the dependence is low.

The low degree of dependence is also noticeable from the PLRs. From the mea-
surements, we have Pab = 9.69 × 10−4, Pac = 2.4 × 10−3. Hence, if the losses were
independent, the effective PLR would be Pindep = Pab × Pac = 2.32× 10−6. From the
measurements we have Prep = 3.58 × 10−6, which is close to Pindep. Therefore, we
conclude that although the two Wi-Fi links are not fail independent, the effective loss
performance, as observed after replication, is close to what it would have been if they
were to be fail-independent.

8.9 Conclusion

In this chapter, we addressed the issue of reliability for real-time CPS traffic with the
focus on 0 ms repair for packets exchanged in WANs. We proposed iPRP, an IP-friendly
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parallel-redundancy protocol. iPRP is a transport-layer protocol that selectively repli-
cates UDP traffic over two or more fail-independent paths. It is designed to be network
transparent and only requires a software installation on the end hosts. It is also de-
signed to be application agnostic and can replicate packets, without any modifications
to the existing applications.

We presented the design of iPRP and showed how it handles the support of IP
multicast where several receivers can benefit from reliable communication through
replicated traffic. We also designed a new de-duplication algorithm that ensures that
at most one copy of a packet is forwarded to the application even in the presence of
network losses, delays or packet re-orderings. We formally proved this guarantee of
the discard algorithm. We also described the iPRP diagnostic toolkit that can be used
to debug network issues in networks with one or more network subclouds, to collect
statistics on the performance of the network subclouds, and to identify the existence
of parallel fail-independent paths. We also made an implementation of iPRP publicly
available.

We experimentally validated the feasibility of using Wi-Fi measurements over
redundant paths for streaming mission-critical PMU data. In the measurement test-
bed we used, the location of the measurement sites and the traffic profile are the
same as those used in the PMU-based state estimation in the campus-wide active
distribution-network described in [53]. Such a setting is also commonly encountered
when the last hop of a WAN is realized using Wi-Fi, where directional antennas are
used to boost the reliability of individual links.

In the setting we evaluated, we conclude that although the PLRs of individual
Wi-Fi links were far from admissible for streaming mission-critical PMU data, packet
replication over the two Wi-Fi paths provided the desired level of reliability (PLR
∼ 10−5). The effective PLR and availability can be further improved by enabling MAC-
layer retransmissions on each Wi-Fi link. The end-to-end latency was observed to be
within 4 ms, the required latency by mission-critical PMU-streaming applications. The
mean jitter in the latency was measured to be very low (0.02 ms), further bolstering the
usability of Wi-Fi over redundant paths.

From the measurements, we observe that although the two links were found to not
be fail-independent, the effective PLR as observed after replication was very close to
the product of the two PLRs. Thus, for all practical purposes, the losses on the two
links can be thought of as being independent.

We concluded, based on these results, that replication over redundant Wi-Fi links,
formed from off-the-shelf components, is a viable option for achieving the loss and
latency performance required for streaming mission-critical PMU data.

The requirement of reliable delivery of real-time traffic is not unique to CPS. Several
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other fields such as high-frequency trading and multiplayer online gaming require
low-latency traffic and can benefit from parallel redundancy. As iPRP is designed to
be application independent, it can be used in these fields without any modifications.
Moreover, our open-source implementation can also be used to develop proof-of-
concepts for these fields, paving the way for easy adoption.
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9 Conclusion and Open Questions

The questions are always
more important than the answers.

— Randy Pausch, The Last Lecture

We have studied the problem of providing reliability for real-time CPSs in the
presence of delay and crash faults due to unreliable software, and in the presence of
delay and losses due to unreliable communication network. Specifically, to address the
issue of delay and crash faults in the central controller in the CPS due to the use of COTS
hardware and software components, we have proposed a fault-tolerance architecture
(Axo) that uses active replication and ensures linearizability by using intentionality
clocks for ordering messages and Quarts for ensuring replica-consistency. To address
the problem of packet losses, which is exacerbated due to communication in WANs or
using unreliable communication technologies such as Wi-Fi or LTE, we design iPRP,
an IP-friendly parallel redundancy protocol. We also study the viability of replicating
packets over directional Wi-Fi links for achieving high-reliability.

The central elements of all the reliability mechanisms developed in this thesis
are the abstract models of the software agents in the CPS, namely a controller and a
PA. These models have been presented in Chapter 3. These models have been devel-
oped by studying a wide-range of real-world CPSs, such as CPS for real-time control
of electric grids [1, 4, 5, 6], those used in manufacturing processes [13], and in au-
tonomous vehicles [8, 9]. The key distinguishing features of our proposed controller
model is the splitting of the computation performed by the controller into two func-
tions: the ready_to_compute function that decides whether the controller has enough
information about the physical process to execute the compute function for computing
setpoints. This finer view of the controller makes our model more expressive and
enables us to design more efficiently reliability mechanisms.

In Chapter 3, we have also abstracted the execution trace of CPS in terms of the
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sending, reception and timeout events that occur at its software agents, and the net-
work and computation relations that cause those events. We use these relations to
introduce the intentionality relation that uses the events in a CPS to capture the state
of the physical process. To this end, the intentionality relation views the CPS as a
sequence of events, each event intending to cause a particular change in the physical
process, which either succeeds or fails in causing the change due to other competing
events or network losses. The intentionality relation is defined only for CPSs with con-
trollers and PAs and no asynchronous sensors that directly communicate with the PAs.
A possible avenue for future work is to extend the intentionality relation to CPSs with
such sensors. The secret lies in answering the question, What change in the physical
process does an asynchronous sensor intend to cause? Reasoning about the controller
and the PAs in the light of the proposed models and the intentionality relation enables
us to identify and prove the correctness properties of CPSs. The properties, for delay
and crash fault-tolerance, considered in this thesis, are state safety, optimal selection,
consistency and timeliness. For a different fault-model such as Byzantine faults, the
question “What are the properties of the CPS that ensure correct control of the physical
process despite malicious software agents?" remains to be explored.

In Chapter 4, we have presented intentionality clocks, a labeling mechanism that
provides the strong clock-consistency property under the intentionality relation, for
CPSs with one or more replicated controllers. We used intentionality clocks to design a
controller and a PA that ensures the state safety and optimal selection properties. We
proved these guarantees and illustrated their importance through an example of CPS
for charging of electric vehicles. In this CPS, when intentionality clocks are not used,
we show that the optimal selection property is violated and a deadlock state is reached.
We also shown through another example that a mechanism that uses timestamps
obtained from physical clocks can violate the strong clock-consistency property under
the intentionality relation. As timestamps are often used in the messages exchanged
by real-time CPSs, it is desirable to reuse the same timestamps for ordering, without
any extra bandwidth overhead. However, there is an open question Does there exist
a mechanism using physical clocks that provides strong clock-consistency under the
intentionality relation?

In Chapter 5, we have used the intentionality clocks to design Quarts, an agreement
protocol for replicated controllers that guarantees the consistency correctness property
and adds a bounded-latency overhead. Quarts applies to CPSs with only controllers
and PAs. We have proposed an extension, Quarts+ that ensures the same guarantees as
Quarts, in CPS with PAs and sensors. Both Quarts and Quarts+, perform agreement on
input to the controller replicas. For this, they use a deterministic voting mechanism
that uses a predetermined priority among the sets of inputs to rank the inputs. In some
cases, this enables a controller replica performing Quarts (or Quarts+), to decide on
the chosen inputs, without communicating with other replicas. Through extensive
simulation for different scenarios, we have shown that out proposed mechanisms
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increase the chances of reaching agreement by over an order of magnitude, when
compared to the conventional approach, i.e., consensus. In the current design of the
predetermined priority list for the sets of inputs, we have considered a set with more
inputs to have a higher priority. This, however, discounts the importance of some
PAs and sensors that are more important for the control of the physical process at a
given time. A question worth exploring, How can the predetermined priority function
be modified such that it maximizes the quality of control of the physical process?

In Chapter 6, we have proposed Axo, a fault-tolerance architecture for delay and
crash faults. Axo uses active replication, and relies on intentionality clocks and Quarts
for providing linearizability, a correctness requirement for active replication. Axo adds
another mechanism to provide the timeliness correctness property. It also quickly
detects delay and crash faulty replicas and reboots them to maximize the number of
non-faulty replicas at all times, thereby increasing availability. We have proved the
timeliness guarantees of Axo and derive and validate bounds on the time Axo to detect
and recover faulty replicas. Axo uses exponential averaging to keep track of the health
of delay faulty replicas; and it penalizes a replica when its health falls below a threshold.
Although this approach is effective in addressing some patterns with a higher rate
of delay faults, it fails to catch patterns with alternating faults such as 10101010 and
110011001100, where 1 represents no fault in a round and 0 represents a fault. If such
faults are left undetected, then the faults on different replicas might occur in the same
rounds, and result in reduced availability. An interesting question to address would be,
How can recurring patterns in delay faults be detected to ensure that faults on different
replicas do not happen in the same round?

In Chapter 6, we have also evaluated the fault-tolerance properties of Axo, Quarts
and intentionality clocks with COMMELEC and with an inverted-pendulum CPS. In
each of these case-studies, we have shown that the fault detection and recovery by
Axo improve the control performance, such as MTTI of the inverted-pendulum. Axo
also relies on the knowledge of the validity horizon of the setpoints in a CPS. Whereas
in some CPSs such as COMMELEC, the validity horizon is easy to obtain from the
validity of the short-term predictions uses in the measurements, obtaining a good
estimate on the validity horizon in other CPSs is non-trivial. An open question for CPSs
in general is How to estimate the validity horizon of setpoints in a CPS? We have also
shown that using Quarts to prevent inconsistency improves the ability of COMMELEC
to implement an auxiliary service, such as provide autonomy in a microgrid, i.e.,
minimize the total power imported or exported by the microgrid. Quarts prevents
inconsistency at the expense of availability, inconsistent setpoints in some CPSs might
be tolerable due to the nature of the physical process. In such cases, it is worth
exploring whether the consistency property of Quarts can be relaxed to further improve
availability without jeopardizing the control of the physical process?

In Chapter 7, we have proposed QCL that uses our proposed reliability mecha-
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nisms (intentionality clocks and Quarts) to improve the latency performance of SDN
controllers. Existing replication mechanisms in SDN, which are designed for low-
latency, only provide eventual-consistency guarantees. As a result, they limit the types
of enforceable policies and do not permit reactive controller applications (such as
NATs and firewalls) to be implemented by the SDN controllers. We show that QCL
can provide strong consistency and can support reactive controller applications, and
greatly reduce the latency of issuing updates, when compared to other such schemes.
Enterprise systems such as datacenters also use other architectures similar to SDN,
such as NFV [29] and OpenStack Neutron [229]; they separate the control plane from
the data plane. As low-latency is highly desirable for such systems, an interesting
exercise is to explore what other applications in enterprise systems could benefit from
control-plane replication using Quarts?

In Chapter 8, we have addressed the problem of reliable real-time communication
in CPSs that communicate over WANs. To this end, we have designed iPRP for replicat-
ing packets on two or more parallel paths, to ensure 0 ms repair of packets lost either
due to congestion or due to component failures. We have provided an implementa-
tion of iPRP: It is plug-and-play, and only requires installation on the communicating
end hosts, without any modification to the CPS applications or the interconnecting
network. As iPRP and other such solutions rely on the existence of fail-independent
paths and as CPSs are increasingly using Wi-Fi based communication, we have ex-
perimentally validated the fail-independence of directional Wi-Fi links, through a
45-day measurement campaign on the rooftops of the EPFL campus. We find that,
although the links are not fail independent, the correlation of losses is so low that the
effective PLR and delay is close to what it would have been if the links were indeed
fail independent. This paves way for using directional Wi-Fi links for mission-critical
real-time CPS applications.

A drawback of iPRP is that it applies only to UDP flows, which are not congestion-
aware, thereby making iPRP not TCP-friendly [230]. In order for a communication
protocol to be used by CPSs to communicate over a public network with TCP flows,
it is desirable to have TCP-friendliness. QUIC is a UDP-based transport protocol that
performs congestion-control, thus is TCP-friendly. Therefore, it is a good candidate for
supporting parallel redundancy. Such a solution requires that all packets be forwarded
on all network subclouds which in turn requires that the data-rates and delays on the
subclouds be symmetric. However, asymmetric congestion on the paths results in
different data-rates, thereby making true redundancy challenging. The question to be
addressed here is, How do we schedule packets on different network subclouds while
being congestion-aware and minimizing the PLR?

The reliability mechanisms developed in this thesis are designed to tolerate only
delay and crash faults. They do not address Byzantine faults. An open question is,
Can Quarts be used to lower the latency-overhead of BFT solutions so that they can be
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applied to real-time CPSs?

We note that the reliability mechanisms proposed in this thesis do not directly
apply to CPSs with distributed controllers, rather only those with one centralized
controller. However, an easy extension of this work could be in the context of CPSs with
hierarchical controllers such as the composable versions of COMMELEC [4] and [13].
Quarts and Quarts+ are concerned with only one layer of control. Thus, they are
agnostic to hierarchy. However, the correctness properties of Axo and intentionality
clocks depend on the setpoints received from the parent controller. We hope that with
some minor modifications the additional information from the parent controller can
be incorporated into the design. The open question is, What changes would be required
to Axo and intentionality clocks to prove their composability?

Lastly, we realize that although Axo and iPRP are designed to be controller-agnostic,
the reliability mechanisms that provide linearizability, namely, intentionality clocks
and Quarts are not controller-agnostic. However, in Chapter 7, we were able to use
intentionality clocks and Quarts without any modifications to the SDN controller.
The important property of the SDN controller, which enabled us to do so is that, the
ready_to_compute function decides based only on the measurements and not on the
time since the last setpoint issued (as done by COMMELEC [4]). Moreover, when
the controller finishes computation, it notifies QCP of the completion. It is indeed
desirable to achieve linearizability in a controller-agnostic fashion, as this would make
the fault-tolerance protocol minimally intrusive. Thus, the following question arises:
What are the necessary and sufficient properties of a CPS that enable the design of a
CPS-agnostic fault-tolerance scheme?
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A Discussion on Theorems in Section
3.6

Here, we derive the results of the theorems in Section 3.6. As noted earlier, we prove
these theorems for CPSs that implement Algorithms 4.1, 4.2, and 4.3. For this, we use
the result of Theorem 4.5.1, which follows from Lemmas 4.5.1, 4.5.2, 4.5.3 and 4.5.4.
For readability, the theorem and lemmas are re-stated here.

Theorem (2.8.1). In a CPS that implements Algorithms 4.1, 4.2, 4.3: for any two events
a and b,

C (a) < C (b) ⇐⇒ a→ b

C (a) = C (b) and a.pa = b.pa ⇐⇒ a ≡ b

The following lemmas hold for CPSs that implement intentionality clocks using
Algorithms 4.1, 4.2, and 4.3.

Lemma (2.8.1). a ≡ b =⇒ C (a) = C (b) and a.pa = b.pa.

Lemma (2.8.2). C (a) = C (b) and a.pa = b.pa =⇒ a ≡ b.

Lemma (2.8.3). a→ b =⇒ C (a) < C (b).

Lemma (2.8.4). C (a) < C (b) =⇒ a→ b.

A.1 Proof of Theorem 3.6.1

Theorem. “Intentional equivalence” is reflexive, symmetric, transitive.

Proof. Properties (1)-(5) of the intentional equivalence relation (Definition 3.6.1) can
be observed to be reflexive, symmetric, and transitive. Rather than enumerate the
several cases in order to prove this, we use the results obtained in Lemmas 4.5.1, 4.5.2
to provide a much more concise proof.
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Appendix A. Discussion on Theorems in Section 3.6

Reflexive: Consider event a.
We have C (a) = C (a).
Therefore, by Lemma 4.5.2: C (a) = C (a) =⇒ a ≡ a.

Symmetric: Consider events a and b, such that a ≡ b.
By Lemma 4.5.1: a ≡ b =⇒ C (a) = C (b).
Then, C (b) = C (a).
Therefore, by Lemma 4.5.2: C (b) = C (a) =⇒ b ≡ a.

Transitive: Consider events a, b, c, such that a ≡ b, b ≡ c.
By Lemma 4.5.1: a ≡ b =⇒ C (a) = C (b).
By Lemma 4.5.1: b ≡ c =⇒ C (b) = C (c).
Then, C (a) = C (c).
Therefore, by Lemma 4.5.2: C (a) = C (c) =⇒ a ≡ c.

A.2 Proof of Theorem 3.6.2

Theorem. For any two events a, b: a→ b =⇒ b 6→ a.

Proof. We prove this by contradiction.
Let a→ b and b→ a.
From Lemma 4.5.4, a→ b =⇒ C (a) < C (b).
From Lemma 4.5.4, b→ a =⇒ C (b) < C (a).
Contradiction.
Therefore, b 6→ a.

A.3 Proof of Theorem 3.6.3

Theorem. For any two events a, b, such that a.pa = b.pa:
(a 6→ b ∧ b 6→ a) ⇐⇒ a ≡ b.

Proof. The statement has two parts.
Part 1: (a.pa = b.pa, a 6→ b) and b 6→ a =⇒ a ≡ b
From the converse of Lemma 4.5.4: a 6→ b =⇒ C (a) ≮ C (b).
From the converse of Lemma 4.5.4: b 6→ a =⇒ C (b) ≮ C (a).
If C (a) ≮ C (b) and C (b) ≮ C (a), then C (a) = C (b).
By Lemma 4.5.2: (C (a) = C (b) ∧ a.pa = b.pa) =⇒ a ≡ b.

Part 2: (a.pa = b.pa and a ≡ b) =⇒ (a 6→ b and b 6→ a)

From Lemma 4.5.1: a ≡ b =⇒ C (a) = C (b).
Thus, C (a) ≮ C (b) and C (b) ≮ C (a).
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A.3. Proof of Theorem 3.6.3

From the converse of Lemma 4.5.3: C (a) ≮ C (b) =⇒ a 6→ b.
From the converse of Lemma 4.5.3: C (b) ≮ C (a) =⇒ b 6→ a.
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