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Abstract

The information revolution of the last decade has been fueled by the digitization of almost all

human activities through a wide range of Internet services. The backbone of this information

age are scale-out datacenters that need to collect, store, and process massive amounts of

data. These datacenters distribute vast datasets across a large number of servers, typically into

memory-resident shards so as to maintain strict quality-of-service guarantees.

While data is driving the skyrocketing demands for scale-out servers, processor and memory

manufacturers have reached fundamental efficiency limits, no longer able to increase server

energy efficiency at a sufficient pace. As a result, energy has emerged as the main obstacle to

the scalability of information technology (IT) with huge economic implications.

Delivering sustainable IT calls for a paradigm shift in computer system design. As memory

has taken a central role in IT infrastructure, memory-centric architectures are required to

fully utilize the IT’s costly memory investment. In response, processor architects are resorting

to manycore architectures to leverage the abundant request-level parallelism found in data-

centric applications. Manycore processors fully utilize available memory resources, thereby

increasing IT efficiency by almost an order of magnitude.

Because manycore server chips execute a large number of concurrent requests, they exhibit

high incidence of accesses to the last-level-cache for fetching instructions (due to large in-

struction footprints), and off-chip memory (due to lack of temporal reuse in on-chip caches)

for accessing dataset objects. As a result, on-chip interconnects and the memory system are

emerging as major performance and energy-efficiency bottlenecks in servers.
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Abstract

This thesis seeks to architect on-chip interconnects and memory systems that are tuned for the

requirements of memory-centric scale-out servers. By studying a wide range of data-centric

applications, we uncover application phenomena common in data-centric applications, and

examine their implications on on-chip network and off-chip memory traffic. Finally, we

propose specialized on-chip interconnects and memory systems that leverage common traffic

characteristics, thereby improving server throughput and energy efficiency.

Key words: cloud, scale-out, datacenters, interconnects, memory systems, DRAM
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Zusammenfassung

Die Informationsrevolution des letzten Jahrzehnts wurde durch die Digitalisierung aller

menschlichen Aktivitäten mittels einer breiten Palette von Internetdienstleistungen befördert.

Die Basis dieser Informationszeitalter feststellen die Scale-Out-Rechnenzentren, die große

Datenmengen sammeln, speichern und verarbeiten. Diese Rechenzentren verteilen große

Datasets über eine große Anzahl von Servern, in speicherresidenter Shards normalerweise,

um bestimmte Quality-of-Service-Garantien zu erhalten.

Während Daten die explodierenden Nachfrage für Scale-Out-Server fährt, haben Prozessor-

und Speicher-Hersteller grundlegende Effizienzgrenzen, denn die Serverenergieeffizienz kann

nicht mehr ausreichend steigern. Energie entsteht als das größte Hindernis für die Skalierbar-

keit der Informationstechnologie (IT) mit starken wirtschaftlichen und ökologischen Auswir-

kungen.

Die Lieferung nachhaltiger IT fordert einen Paradigmenwechsel im Computersystementwurf.

Wegen der zentralen Rolle des Speichers in IT-Infrastruktur, Speicherorientierte Architekturen

sind erforderlich, um die kostspielig Speicher Investition in vollem auszunutzen. Im Gegenzug

sind Prozessorarchitekten auf Manycore-Architekturen zurückgegriffen, um die reichliche

Anforderungsebenenparallelität datenorientierter Applikationen zu verwenden. Manycore-

Prozessoren voll ausnutzen verfügbaren Speicherressourcen, wodurch IT-Effizienz um fast

eine Größenordnung verbessert ist.

Denn Manycore-Server-Chips führen eine große Anzahl von gleichzeitigen Anforderungen

aus, zeigen sie viele Zugriffe auf die Last-Level-Cache zum Instruktionsabrufen (aufgrund der

großen Anweisungsbedarf), und Off-Chip-Speicher (aufgrund fehlenden zeitlichen Wieder-

verwendung in On-Chip-Caches) für den Zugriff auf Dataset-Objekte. Demzufolge entstehen
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Abstract

die Chip-Interconnects und das Speichersystem als große Leistung- und Energieeffizienz-

Engpässe der Server.

Diese These zielt darauf ab, On-Chip-Netzwerke und Speichersystemen zu entwickeln, die für

die Anforderungen der Speicherzentrierten Scale-Out-Servern optimiert werden. Durch das

Studium einer Vielzahl von datenzentrischen Applikationen, wir entdecken gewöhnliche Phä-

nomene dieser Applikationen und untersuchen ihre Auswirkungen auf das Netzwerkverkehr

und das Speicherverkehr. Schließlich schlagen wir spezialisierten On-Chip-Netzwerk und Spei-

chersysteme, die das gemeinsame Traffic Charakteristiken verwenden, um das Throughput

und die Energieeffizienz zu verbessern.

Stichwörter: Cloud, Scale-Out, Rechnenzentren, Netzwerke, Speichersystemen, DRAM
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1 Introduction

Over the past five decades, information technology (IT) has gone through multiple phases.

Driven by the continuous digitization of human activities, IT has transitioned from being

compute-centric, to being network-centric, to being data-centric. IT was born in the form

of mainframes to fulfill the need for number manipulation. The daily interaction between

individuals and computers gave rise to personal computers, which were instantly made avail-

able in enterprises and homes, and digitized new flavors of activities, such as text writing.

The need for fast interaction and communication among individuals in enterprises caused

a shift in IT toward networked computers. A massive paradigm shift in IT followed when

computer networks led to the invention of Internet due to the desire of individuals to connect

and interact with each other across the world. Today, almost all our daily activities have been

digitized through a wide range of Internet services, such as online banking, social networking,

and video streaming. The information revolution of the last decade has been fueled by the

digitization of all kinds of data, granting to individuals ubiquitous access to data and capturing

information of value to business and societies.

Technology innovations and advancements in semiconductor fabrication industry have been

powering IT with scalable computing platforms for decades. Two powerful paradigms have

enabled computing scalability: Moore’s Law and Dennard Scaling. Moore’s Law postulates

that fabrication advancements enable reduction in transistor size, doubling transistor density
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1990 1995 2000 2005 2010 

Number of transistors 

Relative performance 

Clock speed 

Power type 

Number of cores 

1985 

Figure 1.1 – Scaling trends for the transistor count, clock frequency, number of cores, and
single-thread performance of processor chips. Source: Graph created by C. Batten based on
data from M. Horowitz, F. Labonte, O. Shacham, K. Olukotun, L. Hammond, and C. Batten.

for processor and memory chips approximately every two years, while Dennard Scaling

states that as transistors get smaller, their power density stays constant due to reduction of

chip voltages. As shown in Figure 1.1, smaller and faster transistors have allowed processor

designers to scale performance exponentially through higher core clock frequencies and micro-

architectural advancements until 2004, and higher core counts for the last decade (2004-today)

once frequency scaling became prohibitive due to chip-level cooling, thermal, and power

constraints. Moore’s Law coupled with Dennard Scaling have enabled an exponential increase

in computing energy efficiency, and have been fueling IT with scalable computing platforms

for over four decades.

1.1 Data-Centric Information Technology Meets Energy Wall

Data has taken a central stage in our world, driving the skyrocketing demands of the IT sector

for computational resources. The backbone of today’s IT is large-scale datacenters, which host
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a myriad of IT services and consequently collect, store, and process massive amounts of data.

State-of-the-art datacenters deployed by technology giants, such as Google and Microsoft, host

tens of thousands of servers, and have huge acquisition costs ($100+ M), occupy enormous

space (same as a football-sized pitch), and have vast power footprints (5-20 MW). Datacenter

energy footprint has been estimated to be at 1.3% of global energy usage [66], and to grow at

20% per year due to a rapid pace of deployment of new datacenters.

The information revolution of the last decade has been accompanied by three IT colliding

trends. First, the central role of data in our world has resulted in a rapid increase in data

that needs to be collected, stored, and processed. IDC estimates a 300-fold-increase in the

size of the digital universe over the span of 15 years, totaling over 40 zetabytes (i.e., over 40

billion terabytes) by 2020 [47]. Second, memory density and bandwidth cannot scale up at a

sufficient pace, no longer satisfying the massive memory requirements of data-centric IT in an

energy-efficient way [129]. Third, the semiconductor manufacturing industry has reached its

fundamental efficiency limits, entering a post-Dennard Scaling Era, where on-chip voltages

cannot be scaled down at a sufficient pace [27, 41, 45], no longer being able to increase energy

efficiency of computing platforms exponentially.

With the growth of the digital universe outpacing technology scaling, energy is becoming the

main scalability bottleneck to IT with huge economic and ecological implications. Based on

projections, a ten-fold-increase in datacenter energy efficiency is required in the next decade

to make IT sustainable. Achieving this goal, however, will require rethinking datacenter design,

calling for innovation across all layers of the data-centric computing stack.

1.2 Toward Specialized Memory-Centric Servers

Datacenter operators rely on scale-out architectures to deliver a scalable data-centric comput-

ing platform. In essence, scale-out datacenters distribute the vast datasets of IT services across

a large number of servers, and typically exhibit a low degree of inter-server communication as

servers mostly handle independent requests that do not share any state. IT services rely on
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in-memory processing to boost throughput and lower response latency [12, 19, 94]. As a result,

DRAM accounts for a significant share of both acquisition and operating costs of datacenters

[9, 66, 83]. Maximizing datacenter efficiency calls for architectures that exhibit high memory

resource utilization and minimize the overhead to access memory.

Although there has been a shift toward data-centric IT, servers – the heart of datacenters – still

employ processor-centric architectures that were proposed in the early stages of compute-

centric IT. In these systems, memory along with storage and networking are built around

the processor. The mismatch between the requirements of data-centric IT and traditional

computer system architectures [29] leads to severe under-utilization of datacenters’ memory

resources [28, 67, 80], and consequently poor datacenter efficiency [33].

Delivering sustainable IT infrastructure calls for a paradigm shift in computer system design

toward specialized memory-centric architectures. Specialized memory-centric architectures

seek to ensure efficient usage of memory resources by designing the entire computing stack –

including processors [37, 78], networking [93], and software – around memory, and to fit the

unique characteristics of data-centric applications [28, 29].

1.2.1 What do data-centric workloads need?

Data-centric workloads, or scale-out workloads, exhibit abundant request-level (e.g., online

services) and/or data-level parallelism (e.g., analytics) [21, 28]. The existing parallelism is lever-

aged through multi-threaded software stacks, where incoming requests in online services are

assigned to individual worker threads, and datasets in analytics processing are partitioned and

processed by multiple processes or threads [28, 65]. While threads are running on individual

cores, they need to access instructions and data.

Instructions. These workloads deploy complex and deep software stacks and heavily use

third-party libraries, resulting in multi-MB-sized application instruction working sets [2, 28,

29, 30]. Furthermore, the workloads spent significant fraction of their execution time in the

operating system, mainly for network activity [28, 29, 73], resulting in even larger instruction

4



1.2. Toward Specialized Memory-Centric Servers
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Figure 1.2 – Architecture of a specialized memory-centric server.

working sets. Because of large instruction footprints and their read-only nature, the shared

instruction working set is accommodated in the last-level cache (i.e., the last level of the

on-chip cache hierarchy). As a result, all cores frequently access the last-level cache (LLC) to

fetch instructions.

Data. These workloads need to access vast memory-resident datasets for retrieving request-

or task-dependent objects. Due to the disparity between dataset sizes (several tens of GBs)

and on-chip cache capacity (few tens of MBs), there is negligible temporal dataset reuse in

on-chip caches, resulting in a high incidence of off-chip memory accesses to fetch dataset

objects. To allow for constant-time (or sub-linear-time) dataset object retrievals, the datasets

are typically organized as pointer-intensive indexing data structures (e.g., a hash table or a

tree). Accesses to pointer-intensive data structures, however, result in a limited degree of ILP

and MLP within each thread due to high data dependency.

1.2.2 Processor architecture

Specialized processors [37, 78] employ a large number of cores with customized complexity

to strike for a balance between available instruction-, memory-, and thread-level parallelism

(Figure 1.2). Based on the observation that last-level caches in data-centric workloads exploit

mostly instruction-level temporal reuse, specialized processors reduce last-level cache ca-
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pacity (a few MBs) to free area and power resources in favor of more cores, and to provide

fast access to LLC-resident instructions. This specialized processor architecture delivers an

order of magnitude higher server throughput over conventional processors while minimizing

processor energy consumption in the face of long-latency memory stalls, thereby fully utilizing

available memory resources and reducing the energy overhead to access memory.

1.2.3 Efficiency bottlenecks

With specialized processors improving server and datacenter efficiency by almost an order of

magnitude [33], the server efficiency bottlenecks are shifting to the memory system, including

on-chip interconnects and the on-chip and off-chip memory subsystems. Manycore proces-

sors exhibit high incidence of accesses to the last-level-cache (LLC) for fetching instructions,

and off-chip memory for fetching dataset objects. Maximizing efficiency calls for on-chip

interconnects and memory systems that provide efficient access to LLC-resident instruction

footprints and memory-resident datasets.

On-chip interconnects. They serve as the means of communication between cores and the

last-level cache. They play a pivotal role in ensuring the performance and power scalability

of server manycore chips as they provide the path to performance-critical LLC-resident in-

structions [28, 29], and communication power is emerging as a significant fraction of the total

chip power [35, 118]. Designing an efficient on-chip interconnect is challenging as achieving

both low latency and high bandwidth objectives comes at the cost of area/power overheads,

prohibitive under fixed area/power budgets.

Multicore processors, featuring 2-16 cores, have relied on conventional crossbar interconnects

[112] to achieve uniform and low network latency as well as high bandwidth by connecting

each core to all last-level-cache banks. However, as the number of cores (and consequently

number of ports) grow, crossbar interconnects face scalability limitations as their area and

power footprints scale quadratically with the crossbar radix (i.e., number of crossbar ports)

[110], and hence require prohibitive amount of on-chip resources.

6



1.2. Toward Specialized Memory-Centric Servers

0.0 

0.5 

1.0 

1.5 

2.0 

Data       
Serving 

Media      
Streaming 

Online 
Analytics 

Software 
Testing 

Web      
Search 

Web      
Serving 

E
x

e
c

u
ti

o
n

 c
y

c
le

s
 

p
e

r 
in

s
tr

u
c

ti
o

n
 Memory LLC 

Other Busy 

(a) Execution time

0 

10 

20 

30 

40 

Data     
Serving 

Media      
Streaming 

Online      
Analytics 

Software        
Testing 

Web       
Search 

Web      
Serving 

S
e

rv
e

r 
e

n
e

rg
y

  
p

e
r 

in
s

tr
u

c
ti

o
n

  CMP Memory 

(b) Server energy

Figure 1.3 – Efficiency bottlenecks in memory-centric servers.

Tiled interconnects, referred to as Networks-on-Chip (NoCs), are emerging as the architecture

of choice for providing a scalable interconnect for manycore processors [126] by employing

packet-switched architectures and regular topologies, and decoupling the number of cores

from the router radix. Their power footprint, however, is emerging as a significant obstacle

in the quest for efficient manycore chips [35], accounting for as high as 40% of chip power

[39, 118], calling for architectures that maximize NoC performance for a given power budget.

Memory System. The memory system plays a key role in IT efficiency as it hosts and provides

access to the vast datasets of data-centric applications. With memory capacity driving memory

system design, DRAM manufacturing industry has focused on improving DRAM density rather

than DRAM efficiency. Over the past decade, DRAM density improved by 16x (256 Mb in

2004 to 4 Gb in 2014) as opposed to other DRAM parameters, such as latency and frequency.

For instance, DRAM latency improved only by 50% (60 ns in 2004 to 40 ns in 2014). Due to

the ever-increasing reliance of servers on DRAM, memory system is emerging as the major

efficiency bottleneck as it has to serve frequent accesses from many cores to DRAM:

• Latency. Over the past decades, memory access latency has steadily increased relatively

to the computation time, and hence a significant fraction of the server execution time is

spent on waiting for memory accesses to be served by main memory (Figure 1.3a).

• Bandwidth. The growth rate in core count outpaces bandwidth scaling of conven-

tional memory interfaces, driving designs into a memory bandwidth wall [49, 105, 129].

Conventional interfaces employ parallel buses to connect the processor to a set of dual-

inline memory modules (DIMMs). Unfortunately, parallel interfaces exhibit poor signal
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integrity which limits bus frequency [129]. Furthermore, the low pin-count scalability

limits the number of memory channels integrated on a commodity processor [49]. Thus,

high memory capacity requires that multiple DIMMs are deployed per memory channel,

degrading signal integrity, and consequently lowering the bus frequency further.

• Energy. Memory energy is emerging as a major energy-efficiency bottleneck in servers,

accounting for 48-62% of total server energy (Figure 1.3b) primarily due to architectural

choices in memory interface design and DRAM organization.

– High-speed memory interfaces require energy-intensive DIMM-side clock recovery

circuits which are kept active [81] regardless of the bus utilization, resulting in high

static power consumption.

– DRAM memory uses a page-based organization, whereby the first access to a page

must activate (or open) the page, requiring significant energy. Once a page is open,

subsequent accesses to that page are served from the row buffer, avoiding the

high energy and latency cost of a page activation. However, inter- and intra-thread

contention on row buffer resources in manycore server processors prevent memory

systems from fully exploiting row buffer locality. As a result, page activations are a

major contributor to memory energy.

1.3 Thesis Goals

This thesis proposes novel on-chip interconnects and memory systems tuned for the require-

ments of memory-centric scale-out servers.

Thesis Statement

Architecting high-throughput and energy-efficient memory-centric scale-out servers requires

tuning their on-chip interconnect and memory system to fit the common traffic access charac-

teristics of data-centric applications.
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1.4 Efficient On-Chip Communication

While today’s on-chip interconnects are designed to provide low-latency and high-bandwidth

core-to-core and core-to-LLC communication, our study of server workloads demonstrates

that their on-chip network activity is dominated by core-to-LLC communication consisting of

short requests (for instructions and clean data) and associated long responses.

We propose Cache-Coherence Network-on-Chip (CCNoC), a specialized on-chip interconnect

to fit the bimodal network traffic characteristics of servers via a pair of asymmetric request and

response networks. The networks are tuned for the type of traffic traversing them and differ in

their datapath width and router micro-architecture. CCNoC improves on-chip interconnect

area/power efficiency and boosts server throughput under fixed area/power budgets.

1.5 Efficient LLC-Memory Communication

Improving memory system efficiency requires amortizing the costly DRAM page activations

over multiple row buffer accesses. Although temporal locality at the LLC in scale-out workloads

(due to vast datasets and large reuse distances) is scarce, spatial locality is abundant. Our

study of scale-out applications shows that these applications commonly operate on coarse-

grained objects (e.g., database rows, memory-mapped files) that are accessed through a

pointer-intensive indexing data structure (e.g., a hash table, a tree). However, due to absence

of information within the memory hierarchy about memory access patterns, last-level caches

and memory controllers fail to exploit the coarse-grained memory accesses of scale-out

applications.

We propose Bulk Memory Prediction and Streaming (BuMP) to identify accesses to coarse-

grained objects, and trigger bulk transfers of coarse-grained objects between processor and

off-chip memory. In doing so, BuMP exploits the spatial locality of scale-out applications and

leverages the coarse granularity at which off-chip memory is organized, thereby improving

server throughput and memory energy efficiency.
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1.6 Scalable Off-Chip Memory Systems

Emerging SerDes-connected memory (SCM) can break the pin bandwidth constraints of

modern DDR interfaces and provide the required bandwidth, but at a significant power cost

and high latency overhead due to large point-to-point memory networks required to host the

vast datasets of scale-out workloads.

Our study of scale-out workloads shows that their memory access distributions are skewed,

and hence a small portion of memory accounts for bulk of memory activity. This phenomenon

primarily originates from the skewed dataset access distribution found in scale-out appli-

cations. For instance, a small fraction of popular users and their pictures in image sharing

services account for the majority of user activity. However, in real-world setups with memory

sizes of 100s of GBs, the hot dataset exceeds the capacity of on-chip and die-stacked caches.

We introduce MeSSOS, a Memory System for Scale-Out Servers. MeSSOS employs SCM

modules as a high-bandwidth cache (HBC) in front of conventional DRAM. As the HBC is

effective in filtering most of memory accesses, DCM modules can be clocked at low frequency,

thus enabling high memory capacity at relatively low static power overhead. Overall, MeSSOS

satisfies the required memory bandwidth and capacity requirements of a scale-out server

while minimizing the power consumption of underlying memory technologies and interfaces.

1.7 Thesis Contributions

Through a combination of analytic modeling models, trace-driven analysis, and cycle-accurate

full-system simulation of manycore servers, we demonstrate:

• Bimodal on-chip network traffic. On-chip network traffic in servers consists of short re-

quests for instructions and clean data, and their associated long responses. In particular,

95% of all network messages fall into one of the two categories.

• Inefficiency of existing on-chip interconnects. Existing single- and multi-network on-
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chip interconnects are sub-optimal as they do not exploit the bimodal network traffic

characteristics of servers, leading to incorrect use of available network resources.

• Efficient on-chip communication. On-chip interconnect efficiency can be maximized

through a pair of asymmetric request and response networks. Each network is optimized

for the dominant traffic type, and hence the networks have different datapath width,

different buffer architecture, and different pipeline length. Specialization allows for

reducing communication delay and area/energy footprints of crossbars and buffers.

• Bimodal off-chip memory traffic. Memory accesses in servers occur at fine and coarse

granularities. In particular, 59-79% of all memory accesses fall into memory pages with

high access density while the majority of remaining access go to low-density pages.

• Inefficiency of existing memory systems. Existing memory systems do not exploit the

coarse granularity at which memory is accessed and organized due to inter- and intra-

core contention on memory resources. State-of-the-art prefetching [113] and scheduled

writeback [116] mechanisms can exploit limited row buffer locality as they target only

a subset of types of memory accesses. Because row buffer locality is poorly exploited,

memory page activations are a major contributor to memory energy.

• Granularity prediction. The first access within a page is highly accurate in predicting

the granularity at which the page will be accessed for both memory reads (corroborating

prior work on spatial footprint prediction [68, 113]) and memory writes.

• Efficient off-chip communication. Memory system performance and energy efficiency

can be improved by exploiting the coarse-grained memory access patterns. A simple

predictor can identify high-density pages and enforce bulk transfers between processor

and off-chip memory upon the first access to a page, with minimal on-chip power

(50mW) and low storage (14KB) overhead.

• Dataset popularity. Dataset popularity in servers is highly skewed, so that a hot portion

of memory (5-10%) serves the bulk of memory accesses (65-95%). In real-world setups
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with memory sizes of hundreds of GBs, the hot portion of memory considerably exceeds

the capacity of on-chip and die-stacked caches.

• Scalable off-chip memory systems. Conventional DRAM and emerging SerDes-connected

memory show complementary characteristics with regards to capacity, bandwidth, and

power consumption. Skewed dataset access distributions can be leveraged for archi-

tecting a heterogeneous memory system by employing SerDes-connected memory as a

cache in front of conventional DRAM.

• Die-stacked DRAM caches are obsolete. There is a disparity between die-stacked cache

capacity and the hot dataset size. Due to their inability in exploiting temporal reuse, die-

stacked caches provide marginal system efficiency gains when integrated to a system

that utilizes emerging SerDes-connected memory modules.

The rest of this thesis is organized as follows. In Chapter 2, we introduce CCNoC, a specialized

on-chip interconnect for efficient core-LLC communication. In Chapter 3, we present BuMP, a

low-cost enhancement to the on-chip memory system for efficient LLC-memory communi-

cation. In Chapter 4, we present MeSSOS, a scalable off-chip memory system organization

for satisfying the required memory bandwidth and capacity of a scale-out server. Finally, we

discuss related work in Chapter 5, and conclude in Chapter 6.
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2 Specialized On-Chip Interconnects for

Efficient Core-LLC Communication

Processor manufacturers are resorting to chip multiprocessors (CMPs) with a large number of

cores [37, 126, 127] to leverage the abundant request-level parallelism found in server applica-

tions [29, 78]. In light of scalability limitations of crossbar-based CMPs, emerging manycore

chips rely on a network-on-chip (NoC) and a tiled organization to lower design complexity and

improve scalability. Recent research has identified high NoC power consumption as a signifi-

cant obstacle in a quest for efficient manycore chips [35], calling for energy-efficient network

architectures. Multiple networks have been proposed as a practical way to improve NoC effi-

ciency in tiled CMPs, and have been examined extensively in the context of general-purpose

chips [7]. In this chapter, we seek to architect multi-network NoCs for server CMPs, and to

optimize their energy efficiency by designing each network to fit the traffic characteristics of

the dominant message types of server workloads.

2.1 Multi-Network NoCs: The Way to Specialization and Efficiency

Building an efficient NoC can be challenging as achieving both low latency and high bandwidth

objectives comes at the cost of area and power overheads, often prohibitive under fixed area

and power budgets. Balfour and Dally [7] advocate using multiple networks as a practical way

to improve performance, power, and area in tiled chip multiprocessors.
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Figure 2.1 – Multi-network NoCs can improve network efficiency (a). Prior work has examined
splitting networks by either message size (b) or message class (c).

2.1.1 Why multi-network NoCs?

As Figure 2.1a shows, network performance can be improved by increasing the network width,

thus providing high bandwidth and lowering network latency for cache-block-sized network

messages, but at the cost of (a) poor wire utilization when transferring short messages, and (b)

higher area and power overhead; to allow a regular and compact layout, crossbars are built as

canonical matrices in which one edge consists of input ports and the other edge consists of

output ports. Each edge of the crossbar must be wide enough to accommodate Ni*w input

signals and No*w output signals, where Ni and No denote the number of input and output

ports, and w denotes the network width. As a result, crossbar area and power footprints grow

quadratically and linearly with the network width [7].

Prior work has advocated using multiple narrow networks to improve NoC efficiency [7].

Narrower networks allow for reducing area and power for fixed NoC bandwidth due to smaller

area and power crossbar footprints. Increase in network latency (transferring a cache-block-

sized message through a narrow network requires additional flits/cycles as compared to a

wider network) is mitigated by the lower load of each individual network. Finally, narrower
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Table 2.1 – Message classes and types for the MESI coherence protocol.

Message Class Message Type Message Size

Request

Instruction Fetch Short
Read/Write Short

Upgrade Short
Evict Clean Short
Evict Dirty Long

Coherence Request
Downgrade Short
Invalidate Short

Instruction Reply Long
Read/Write Reply Long

Response Upgrade Reply Short
Invalidate/Downgrade ACK Short

Invalidate/Downgrade Update ACK Long

networks improve wire utilization when transferring short network messages, thus allowing

for better resource use under fixed wire budgets.

2.1.2 Design considerations in multi-network NoCs

A key question in efficient design of multi-network NoCs is "How to split traffic across multiple

networks, while maximizing NoC energy efficiency, and minimizing resource overhead and

network complexity".

Whereas multi-network NoC design can be simple for simple messaging protocols, design of

multi-network NoCs for server chips can be complicated. Server chips rely on cache-coherent

architectures for software transparency, and for facilitating software development and porting.

Because coherence protocols are critical to performance, they rely on multiple message type

and classes to enhance performance (Table 2.1), thus complicating the NoC design:

• Protocol-level deadlock avoidance. Due to multiple message classes co-existing in

cache-coherence protocols (i.e., requests, coherence requests, and responses), protocol-

level cyclic dependencies and deadlocks may occur due to messages sharing network

resources. To avoid protocol-level deadlocks, conventional NoCs partition the physical
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resources at each router’s input port among multiple virtual channels to allow indepen-

dent routing of different message types. An alternative organization consists of multiple

physical networks, with a dedicated network for each message class. In both cases, a

protocol-level deadlock is avoided by routing messages of each class on a dedicated

network (virtual or physical), thereby preventing the formation of cyclic dependencies

across message classes.

• Network partitioning. Network traffic has to be split across multiple networks, requiring

non-straightforward design decisions with regards to how to split network traffic and

network resources across multiple networks. Existing multi-network NoCs split traffic

by either message size or message class:

– Message size. Splitting networks by message size [7] (Figure 2.1b) allows for spe-

cializing network width, thus reducing crossbar area and power by a square and a

linear factor, respectively. However, such a design introduces high buffer require-

ments, and router complexity and delay, as each network requires multiple virtual

channels to guarantee protocol-deadlock freedom.

– Message class. Splitting networks by message class [126, 135] (Figure 2.1c) allows

for eliminating virtual channels, thus lowering buffer requirements and reduc-

ing router complexity and delay. However, such designs lead to resource over-

partitioning, causing network under-utilization due to traffic variation across

classes. As a result, designs that divide network traffic by message class are sub-

optimal in terms of both cost and performance.

Multi-network NoCs can greatly improve network efficiency. Unfortunately, existing multi-

network NoCs are sub-optimal as they either introduce high resource overhead or lead to

sub-optimal performance due to resource over-partitioning, calling for a hybrid organization

that takes the advantages of both approaches. To uncover opportunities in hybrid multi-

network organizations, we examine the on-chip communication activity of server CMPs.
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Figure 2.2 – Cache-coherence protocol transitions initiated by readers (a) and writers (b).
Narrow dashed lines denote control messages. Thick solid lines denote messages that carry a
cache block. R: Reader, W: Writer, D: Directory.

2.2 On-Chip Communication Activity

As on-chip interconnects provide connectivity among cores, the last-level cache, and the

directory, the traffic traversing them is tightly correlated with the cache-coherence protocol

activity. Thus, on-chip communication activity will resemble the activity of the most frequent

protocol transitions that occur in server applications. In this section, we first review coherence

protocol activity in server workloads, and then we examine the implications of the frequent

coherence protocol transitions on on-chip network traffic.

2.2.1 Coherence protocol activity

Server applications execute a large number of independent requests, whereby each request

accesses a different fraction of the dataset –— e.g., transactions issued by different users

have no commonality as each transaction updates a different bank account. As a request is

assigned entirely to one core, fine-grained synchronization and data migration between cores

is negligible and data reuse happens beyond the residency of cache blocks in L1 caches [28, 40].
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To shed light on the coherence protocol activity, Figure 2.2 depicts the protocol transitions for

reading (data and instruction) and writing into cache blocks.

Reads. Figure 2.2a shows the communication between a reader core, a directory slice, and

a potential writer. In the common case, a reader sends a request for the read-only copy of a

cache block, followed by a response from the L2 cache with the data. Similarly, to keep the

directory up-to-date with sharer information, clean cache block replacements are also notified

with small request messages. In the less frequent case of a read from an active writer of a block,

the protocol implements a 3-hop transition. The read request is forwarded to the writer, which

then responds directly to the reader and the directory with a data message and a notification

response, respectively. Thus, most requests (reads or eviction notifications) for clean blocks

are short messages and most responses carry a cache block.

Writes. Figure 2.2b depicts the protocol transitions for writing into cache blocks. In general,

write requests (i.e., fetch-block or upgrade requests) are less frequent. Moreover, in server

workloads, writebacks account for a negligible fraction of the overall traffic because data are

rarely updated and instructions are virtually never modified at runtime [40].

Even among the writes, there are common transitions that fit the duality in traffic. For example,

write misses to blocks that are not actively shared have the same request/response behavior

as reads of clean blocks. Other transitions include upgrade requests to a non-shared block,

requiring a short request message and a short response message as well. Among write requests,

those involving other readers and consequently a large number of control messages for both

requests and responses are quite rare. In server workloads, data sharing and migration across

threads happen over large windows of time – well beyond a typical L1 residency period [40].

As a result, writers rarely modify blocks shared by other cores [77].

2.2.2 On-chip network traffic characterization

Figure 2.3 illustrates the distribution of on-chip traffic across three message classes –— i.e.,

requests, coherence requests, and responses. We break down request and response message
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Figure 2.3 – On-chip network message class and size distribution.

0% 

25% 

50% 

75% 

100% 

DB2 Oracle DB2 Apache Zeus SPEC MIX 

Online Transaction Processing Online Analytics Web Serving  Desktop 

R
e

q
u

e
s

t 
m

e
s

s
a

g
e

s
 

Instruction Data:Read Data:Write Evict Dirty Evict Clean 

Figure 2.4 – Request message class distribution.

classes to short and long messages. All messages falling into the coherence request message

class are short. Figure 2.4 breaks downs the request message class into message types. We

examine a wide range of server applications, including online transaction processing, online

analytics and web serving running on a 16-core CMP.

The request traffic primarily consists of instruction fetches, data reads, and clean evictions

as shown in Figure 2.4. Across server workloads, short messages account for 94% of the

request traffic. In Online Transaction Processing and Web Serving, which have big instruction

footprints [30], instruction block requests dominate the request traffic, excluding evict traffic.

In Online Analytics and Desktop, all with small instruction footprints [30], data requests

account for the majority of the request traffic. In servers, the writeback traffic accounts only

for 6% of the request traffic, illustrating that clean evictions dominate eviction traffic. In

contrast, in Desktop, the writeback traffic accounts for 19% of the request traffic due to a large

degree of data write traffic.
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Coherence requests, consisting of directory-generated invalidate and downgrade requests,

are short and account for a small fraction of the request traffic. For the server workloads,

coherence requests account for only 5% of the request traffic. The desktop workload does not

exhibit such traffic because each core runs a different application and hence there is not any

sharing among the cores.

Figure 2.3 indicates that the response traffic is also highly skewed. On average, long response

messages account for 95% of the response traffic. The majority of long responses are messages

carrying either instruction or read data cache blocks.

2.2.3 Summary

Server applications are optimized for high reuse in the L1 data cache, whereas their instruc-

tion working sets exceed the L1 cache capacity. In the presence of request-level parallelism

abundant in server environments, fine-grained sharing between cores is negligible. As a result,

coherence activity, and consequently on-chip network activity, is dominated by core-to-LLC

communication consisting of short requests and associated long responses.

2.3 Dual-Network NoC Organization

We propose Cache-Coherence Network-on-Chip, or CCNoC, a design that capitalizes on the

bimodal network traffic characteristics of cache-coherent servers. CCNoC uses two asymmet-

ric networks to achieve higher efficiency as compared to existing designs; one request network

and one response network.

The two networks featured by CCNoC are optimized for the dominant traffic type traversing

each of them, and hence have have different datapath widths, different buffer architectures,

and different pipeline lengths. Based on the observation that coherence traffic is negligible,

CCNoC makes optimal use of wire resources by requiring a minimal number of physical net-

works, improves network load balance, and boosts performance under a fixed wire budget by

supporting a wider response network as compared to a design with multiple dedicated NoCs
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Figure 2.5 – CCNoC-enabled tiled organization. Each tile features a core, LLC and directory
slices, and two network routers; one for the narrow request network and the other for the wide
response network.

for each message class. Unlike NoCs for CMPs with simple messaging protocols that favor ho-

mogeneous networks, NoCs for cache-coherent CMPs require specialization and heterogeneity

to best take advantage of the network traffic characteristics presented in Section 2.2.2.

Figure 2.5 depicts the CCNoC architecture with a mesh topology. Each tile consists of two

routers, one of them specialized for the request and the other specialized for the response

network. Because requests primarily consist of short messages, the request network can be

built with a narrow datapath to reduce switch (crossbar) area and power with minimal impact

on the system performance. The response messages usually carry a cache block, and hence

benefit from wider channels. The NI connecting the core to the network has physical interfaces

to both request and response routers. The NI routes requests into the narrow request network

and responses into the wide response network. To ensure that the cache coherence protocol is

not affected, the receiver NI maintains the order between the request and response messages

coming from the same source.

2.3.1 Protocol-level deadlock avoidance

Our system features three message classes: (a) normal requests, (b) coherence requests, and (c)

responses. Avoiding protocol-level deadlock among different messages classes requires either

dedicated virtual channels (VCs) or different physical networks, as discussed in Section 2.1.2.
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Thus, single-network NoCs require three VCs per input port to guarantee deadlock freedom.

The same is true for homogeneous dual-network schemes and heterogeneous organizations

that split the traffic based on message size.

In contrast, the proposed CCNoC organization segregates requests and responses via dedicated

networks, and as a result, requires virtual channels only on the narrow request network to avoid

any cyclic dependencies between normal and coherence requests. The wide response network

is deadlock-free by default, since all response messages are guaranteed to be consumed at

the destination. As such, it does not require virtual channels for deadlock freedom, thereby

improving area and energy efficiency through reduced buffer requirements.

2.3.2 Router microarchitecture

Specializing the CCNoC networks to traffic type enables further optimizations at the router

level. Conventional single- and dual-mesh topologies use a three-stage router pipeline that

consists of virtual channel allocation (VA), switch allocation (SA), and switch traversal (ST)

stages. In CCNoC, the VC-enabled request network features the same router pipeline; however,

wormhole routers in the response network can be simplified by eliminating the VC allocation

stage. This optimization reduces communication delay and diminishes router complexity in

the CCNoC response network.

While speculation may also be used to reduce router delay [96], existing schemes tend to

increase router complexity and adversely impact cycle time. More generally, speculation

and other potential micro-architectural mechanisms do not change the benefits that CCNoC

provides as CCNoC builds on the server traffic characteristics in cache-coherent CMPs.

2.4 Evaluation

We compare CCNoC to conventional single-NoC and state-of-the-art dual-NoC networks, and

show that CCNoC is superior in terms of area, power, and performance.

22



2.4. Evaluation

Table 2.2 – CMP configuration for cycle-accurate simulations.

Parameter Value

CMP 16 cores, 2-way OoO, 32-entry ROB and LSQ, 2 GHz

L1-I/D 32KB, 2-way, 64B blocks, 10 MSHRs, 2-cycle load-to-use

LLC NUCA Unified, 512 KB per tile, 8-way, 64B blocks, 32 MSHRs, 10-cycle hit latency

Memory 3 GB, 45 nsec access latency

2.4.1 Methodology

CMP configuration. We evaluate CCNoC in the context of a manycore CMP with 16 cores and

a modestly-sized last-level cache (8 MB). Prior research has shown that large LLC capacities

are counter-productive for server workloads [42]. We model a distributed (NUCA) LLC with

cache coherence based on the MESI protocol. Cores are modeled after a mobile-class two-way

out-of-order core. Table 2.2 summarizes the CMP configuration parameters.

We compare CCNoC to state-of-the-art single- and dual-network topologies. Our reference

single-network organization is a mesh-based interconnect with a 176-bit datapath (Mesh-176).

We also evaluate a single-network 128-bit mesh (Mesh-128) with the understanding that it

offers inferior performance due to lower bisection bandwidth, but higher energy efficiency

than the wide mesh.

We consider two dual-network schemes. The first is a Homogeneous organization that features

two identical 88-bit networks. In this design, traffic is evenly distributed among the two

networks to maximize load balance. The other organization is Heterogeneous, featuring a

wide network for long messages and a narrow network for short messages. The networks are

112 and 64 bits wide, respectively. Both single- and dual-network NoCs feature a three-stage

router pipeline and three VCs per router input port to avoid protocol-level deadlocks.

The proposed CCNoC architecture features a narrow (64-bit) request and a wide (112-bit) re-

sponse networks. The request network carries data request messages and coherence protocol

traffic. As such, it requires two VCs per router input port for deadlock avoidance and a three-
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stage router pipeline similar to reference NoC organizations. The wide response network, on

the other hand, is dedicated to only one message class. This feature enables a simpler router

design based on wormhole flow control with no VCs and a two-stage pipeline.

Technology parameters. We use a custom methodology to assess the energy efficiency of the

examined NoC organizations. We target 32 nm technology with an on-chip voltage of 0.9 V

and a frequency of 2 GHz. We use detailed wire parameters derived from published sources

[7, 49] to model the energy expanded in links and router switch fabrics. To reduce link power,

we employ differential signaling with 125 mV swing voltage in network channels routed on an

intermediate metal layer [109]. Our crossbars are segmented [122] and use full-swing signaling

on local wiring with 2x spacing. Each VC uses six flit buffers. We estimate the energy expanded

in flit buffers by modifying CACTI 6 [90] to model shallow FIFO configurations representative

of typical NoC routers. We also measure leakage power in router buffers and switch fabrics

using models derived from CACTI. In all network organizations, we assume that power gating

techniques are applied to eliminate spurious toggling of inactive portions of the datapath.

This feature saves power in the cases that the width of the transmitted flit is smaller than the

width of the network’s datapath [7].

We use Orion 2.0 [57] to estimate the area of router buffers and use our custom methodology

to estimate the area of links and crossbar.

Simulation infrastructure. We evaluate CCNoC using full-system simulation using Flexus

[125]. Flexus models the SPARC v9 ISA and runs unmodified operating systems and appli-

cations. Flexus extends the Simics functional simulator with timing models of out-of-order

cores, caches, on-chip protocol controllers and interconnects.

We run a wide range of commercial server workloads, including online transaction processing,

online analytics, and web servers. We use the TPC-C v3.0 OLTP benchmark [119] on IBM

DB2 v8 ESE and Oracle 10g Enterprise Database Server. We run a mix of queries 1, 6, 13, and

16 from the TPC-H benchmark [119] on DB2. Queries 1 and 6 are scan-bound, Query 16 is

join-bound, and Query 13 exhibits a hybrid behavior. To evaluate web server performance,
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we use the SPECweb99 benchmark on Apache HTTP Server v2.0 and Zeus Web Server v4.3.

For comparison, we also simulate a desktop workload that consists of SPEC CPU2K applica-

tions running the reference input set. We run this workload on an 8-core CMP as desktop

applications lack concurrency and do not benefit from manycore execution substrates [11].

For energy and performance evaluation of CCNoC, we run cycle-accurate simulations using

the SMARTS sampling methodology [131]. Our samples are drawn over the entire query ex-

ecution for Online Analytics, and over an interval of 10 seconds of simulated time for the

rest of the workloads. For each measurement, we launch simulations from checkpoints with

warmed caches and branch predictors, and run 100K cycles to achieve a steady state of detailed

cycle-accurate simulation prior to collecting measurements for the subsequent 50K cycles.

To measure performance, we use the ratio of the aggregate number of application instruc-

tions committed to the total number of cycles (including cycles spent executing operating

system code); this metric has been shown to reflect system throughput [125]. Performance is

measured at a 95% confidence level and an average error below 2%.

2.4.2 Comparison to single-network NoCs

We compare CCNoC to single-network NoCs to show the energy and performance advantages

of using multi-network organizations.

NoC power. We measure the network power consumption and break it down into major

components: buffers, crossbars, and links. For buffers and crossbars, we track both dynamic

and leakage power consumption. Figure 2.6 illustrates the network power breakdown for

all networks across our server workloads normalized to Mesh-176. The figure shows that

CCNoC reduces network power by 28% and 18% when compared to Mesh-176 and Mesh-128,

respectively. The power savings of CCNoC compared to these networks are two-fold.

First, CCNoC requires less total flit storage by virtue of requiring fewer VCs than both Mesh-128

and Mesh-176. This feature reduces combined dynamic and leakage buffer power compared

to the reference designs by 42% on average. As buffer power accounts for up to 35% of the
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Figure 2.6 – CCNoC power consumption compared to single-network NoCs.

network power, the savings are significant. Second, as noted in Section 2.2.2, a significant

fraction of the traffic are short request messages that travel through the narrow request network.

The compact crossbar in the associated routers diminishes CCNoC’s switch power by 40%

and 13% when compared to Mesh-176 and Mesh-128, respectively. As crossbars account for

24-30% of the network power in single-mesh topologies, CCNoC considerably reduces their

effect on the NoC power consumption.

Performance implications. We evaluate CCNoC’s impact on performance by showing both

network and system performance across our benchmark suite in Figures 2.7 and 2.8, respec-

tively. Figure 2.7 (above) shows the injection rate (flits/node/cycles) and Figure 2.7 (below)

shows the network latency (i.e., number of cycles to transfer a message from source to des-

tination). Compared to Mesh-176, Mesh-128 has a narrower channel width resulting in a

higher effective load and, consequently, higher network latency, resulting in a minor loss of

performance of 5%.

Long responses in a CCNoC system require one (two) additional flits when compared to

Mesh-128 (Mesh-176). However, the extra serialization delay is offset by the reduced load on

the response network thanks to the separate request NoC, as well as the shallower pipeline

of wormhole routers in the response network. Figure 2.7 shows that Mesh-128 and Mesh-

176 exhibit, respectively, worse and similar injection rate (and network latency), compared
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Figure 2.7 – CCNoC network performance compared to single-network NoCs.
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Figure 2.8 – CCNoC system performance compared to single-network NoCs.

to CCNoC’s response network. The request network exhibits lower injection rate, because

the majority of injected messages are single-flit. Consequently, the request network latency

is slightly lower. Overall, as Figure 2.8 shows, a CCNoC-enabled CMP matches the system

performance of a Mesh-176 organization and outperforms a design based on Mesh-128 by 5%,

and up to 8% for workloads with higher network utilization.

2.4.3 Comparison to dual-network NoCs

We compare CCNoC to dual-network NoCs proposed by Balfour and Dally. The Homogeneous

organization splits the traffic across two identical networks to maximize the load balance

and thus reduce network congestion. The Heterogeneous design uses a narrow network to

transport short messages and a wide network to transport long messages.
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Figure 2.9 – CCNoC power consumption compared to dual-network NoCs.

NoC power. Figure 2.9 shows that CCNoC consumes 11% and 18% less power than Homo-

geneous and Heterogeneous, respectively. The gains are largely due to the efficient buffer

architecture of CCNoC. Compared to other dual-network designs, CCNoC features lower VC

and buffer requirements across the two networks reducing dynamic and leakage power draw

by 44%, on average. Compared to the single-network Mesh-176 design, all three dual-network

organizations are effective in reducing switch power by 40-47% (not shown in the figure).

Performance implications. Figure 2.10 shows the impact of CCNoC on network performance.

The figure (above) illustrates the load balance between the two networks. We define load

balance as the ratio of the injection rate, in flits, in the narrow network over the injection rate

in the wide network. The closer to one this ratio is, the better is the achieved load balance. The

figure (below) illustrates the average latency across both networks.

Homogeneous evenly splits the traffic across the two networks and achieves a perfect load

balance. In comparison, CCNoC and Heterogeneous achieve a load balance ratio of 0.55

and 0.33, respectively. CCNoC significantly improves the load balance over Heterogeneous

due to the presence of long request messages (dirty evictions), which comprise 6% of the

request traffic. In CCNoC, these multi-flit messages travel on the narrow request network,

which improves its utilization. As dirty evictions are not on the critical path, the impact on the

system performance is negligible.
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Figure 2.10 – CCNoC network performance compared to dual-network NoCs.
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Figure 2.11 – CCNoC system performance compared to dual-network NoCs.

In terms of latency, CCNoC bests other dual-network designs due to its efficient architecture.

The majority of long messages traverse the wide response CCNoC, which improves perfor-

mance compared to the narrower networks in the Homogeneous design. The performance

is also improved against other dual-network organizations thanks to the shallower 2-cycle

router pipeline in the CCNoC response network.

Figure 2.11 plots the system performance of various dual-NoC designs. CCNoC slightly outper-

forms Homogeneous and Heterogeneous by 4% and 3%, respectively, thanks to its architecture

that specializes each network to the dominant message class.
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Figure 2.12 – Network area for single-NoC and dual-NoC networks.

2.4.4 NoC area analysis

Figure 2.12 plots the NoC area for various single- and dual-network designs. Compared to

designs with same bisection bandwidth, CCNoC reduces network area by 1.4-1.6x. As buffers

occupy 52-58% of the area in single- and dual-network designs, the gains are largely due to

the efficient buffer architecture of CCNoC. In particular, CCNoC reduces the buffer area by

2.2x compared to Mesh-176, Homogeneous, and Heterogeneous designs. Compared to the

single-network Mesh-176 design, all three dual-network organizations are effective in reducing

crossbar area by 1.8-2x.

Compared to a single-network NoC design with smaller bisection bandwidth (i.e., Mesh-

128), CCNoC reduces the NoC area by 12%. The gains are largely due to the efficient buffer

architecture of CCNoC which offsets the increase in the link area. CCNoC reduces the buffer

area by 1.6x. As crossbar area is proportional to the square of the datapath width, the cost

of adding a narrow network is relatively low; as such, CCNoC and Mesh-128 feature similar

crossbar footprints.

2.4.5 Sensitivity analysis

To understand the sensitivity of CCNoC networks to channel bandwidth, we vary the width of

the request and response networks while keeping the bisection bandwidth across the system

constant. As the size of a request message is eight (8) bytes, an increase of the request network’s

width above sixty-four (64) bits will not provide any benefit for the dominant type of request

30



2.4. Evaluation

0% 

25% 

50% 

75% 

100% 

Network power System performance Network energy per instruction 

M
e

tr
ic

 o
f 

in
te

re
s

t 

(N
o

rm
a

li
z
e

d
 t

o
 C

C
N

o
C

-6
4

) 

Figure 2.13 – NoC power, system performance, and NoC energy per instruction for various
CCNoC design points.

messages (i.e., short). In fact, such a design will degrade performance as the dominant type of

response messages (i.e., long) will be penalized traveling through a narrower response network.

We also do not consider a request network whose width is smaller than thirty-two (32) bits,

because such a design splits short request message into more than two flits, which has an

adverse effect of performance.

Figure 2.13 illustrates the power consumption and performance for three CCNoC design points

where the request network’s width is equal to: a) 32 bits (CCNoC32), b) 48 bits (CCNoC48), and

c) 64 bits (CCNoC64). CCNoC48 and CCNoC64 consume 2% less power than CCNoC32. The

small difference in power comes from the fact that while CCNoC32 enjoys the lowest power in

its narrow response network, it consumes higher power in its wide request NoC.

CCNoC64 improves server throughput by 2% over the rest of CCNoC design points due to its

wider response network. We estimate the energy consumption per instruction for gauging the

power-performance efficiency of different designs. Our results show that CCNoC64 is more

energy efficient than CCNoC32 and CCNoC48 by 4% and 2%, respectively.

2.4.6 Summary

We summarize our results by calculating the energy efficiency and energy-delay product of

various NoCs with same bisection bandwidth. We use the energy consumption per instruction

31



Chapter 2. Specialized On-Chip Interconnects for Efficient Core-LLC Communication

0% 

50% 

100% 

150% 

Server Desktop Server Desktop 

Energy per instruction Energy-delay product 

M
e

tr
ic

 o
f 

in
te

re
s

t 

(N
o

rm
a

li
z
e

d
 t

o
 C

C
N

o
C

) Mesh-176 Homogeneous Heterogeneous 

Figure 2.14 – Network energy per instruction and energy-delay product.

as our energy-efficiency metric. We calculate energy-delay product by multiplying energy per

instruction by the cycles per instruction (CPI). Figure 2.14 illustrates the efficiency metrics

of all network organizations normalized to CCNoC. Across the server workloads, Mesh-176,

Homogeneous, and Heterogeneous achieve 37% (37%), 16% (21%), and 21% (25%) higher

energy per instruction (energy-delay product) compared to CCNoC.

In workloads with lower network utilization, such as the desktop workload, leakage power

constitutes a much higher fraction of the overall buffer power. Because the combined storage

footprint of CCNoC networks is lower than that of conventional organizations, CCNoC offers a

significant reduction in buffer power. Thus, CCNoC achieves higher network power savings

when network utilization is lower. The figure shows that CCNoC improves energy efficiency

(energy-delay product) by 23-43% (26-43%) compared to Mesh-176, Homogeneous, and

Heterogeneous.

Our findings show that hybrid dual-network NoCs, which split network traffic based on

coherence protocol patterns and specialize networks based on the traffic traversing them, are

superior to protocol-agnostic single- and dual-network NoCs. Across a wide range of server

workloads, CCNoC is more energy (area) efficient compared to single- and dual-network NoCs

by 16-28% (31-39%) while improving system performance by up to 8%.
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3 On-Chip Support for Efficient LLC-

Memory Communication

Emerging manycore designs [37, 112, 115, 126] are well-suited for exploiting the rich request-

level parallelism of server applications, while providing greater energy efficiency in the face of

frequent long-latency memory stalls [41, 78]. As a result, the memory system is emerging as the

efficiency bottleneck as it must serve frequent accesses from many cores to memory-resident

datasets. In this chapter, we seek to optimize memory system efficiency by enhancing the

last-level cache and memory controllers with information about the memory access patterns

of server workloads, so as to leverage the coarse granularity at which DRAM is organized.

3.1 Background and Limitations

We briefly review the basics of today’s main memory architecture, and examine limitations in

today’s server memory systems to exploit the coarse granularity at which DRAM operates.

A DRAM chip houses multiple memory arrays organized in a set of banks. Each bank operates

at the granularity of a row, also referred to as a DRAM page. Today’s DDR3 memory chips

employ a row size of 1024 bytes. A set of DRAM chips, called a rank, is activated together upon

a memory access to achieve high bandwidth through parallelism given pin-limited DRAM

chips. Multiple DRAM chips are packaged on a DIMM, and multiple DIMMs comprise a

memory channel managed by a processor-side memory controller.
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Figure 3.1 – DRAM row buffer hit ratio in servers.

Memory operations comprise DRAM reads, triggered by processor load or store requests, and

DRAM writes, which occur upon a dirty eviction from the last-level cache (LLC). A typical

memory access consists of two operations. The first is a DRAM page activation, which involves

copying an entire DRAM page into the so-called row buffer. The second is the transfer of data

to/from the row buffer, consisting of two sub-operations, a burst and the actual I/O activity.

Because a DRAM page activation operates at a granularity of a row while a transfer is per cache

block, a page activation consumes 3x more energy than a transfer [88].

One way to lower the relative energy expense of activating a page is by amortizing the activation

energy over multiple row buffer accesses. For instance, assuming that a processor will access

16 cache blocks within a DRAM row, up to 65% of the memory energy can be saved by fetching

all cache blocks at once with a single row activation.

The challenge in maximizing row buffer hits is in discovering accesses to the open DRAM

page before that page is closed and a new one is opened. Part of the challenge stems from the

over-subscribed memory systems in manycore server processors, whereby memory requests

from different cores contend for resources and destroy whatever row buffer locality may be

present in another thread’s request stream [117]. Another challenge is the frequent occurrence

of data-dependent accesses in server workloads [28], which delays requests to a given DRAM

page. Finally, massive data working sets of server workloads further compromise row buffer

locality by minimizing the likelihood of temporal row buffer reuse across threads.

We quantify the ability of today’s servers to exploit DRAM row buffer locality in Figure 3.1.

The baseline system integrates a conventional stride prefetcher and employs FR-FCFS open-
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row policy to exploit row buffer locality by keeping pages open and prioritizing requests to

already open pages [104]. Moreover, we include a system that integrates Spatial Memory

Streaming [113], a state-of-the-art spatial prefetcher, referred to as SMS. We also include a

system that augments the baseline system with Virtual Write Queue [116], a state-of-the art

eager writeback mechanism [70], referred to as VWQ. Finally, we include an ideal system that

exhibits maximal row buffer locality —– i.e., it exploits all available row buffer locality during

the residency of a row in the LLC.

Across all workloads, the baseline system achieves a row buffer hit ratio of 21% as compared

to 77% of the ideal system. As a result, DRAM page activation energy accounts for a significant

fraction of dynamic memory energy (Base-open in Figure 3.9), corroborating prior work

[4, 117, 133] and demonstrating that row buffer locality is not fully exploited in server CMPs

and calling for techniques to maximize row buffer hits.

SMS utilizes spatial footprint prediction [68, 113] to identify repetitive access patterns and to

fetch only the predicted useful cache blocks within a page. As SMS is effective in capturing

regular and irregular access patterns, row buffer hit ratio increases to 30%. However, its row

buffer hit ratio is limited as it targets only memory accesses that are critical to performance

(i.e., load-related traffic), ignoring store-triggered memory reads and memory writes (store

misses are hidden through store buffers whereas LLC writebacks are not on the critical path of

the processor). As store-triggered reads and memory writes compromise a significant share of

memory activity, SMS’s energy-efficiency gains are small.

VWQ generates writebacks of adjacent cache blocks upon dirty LLC evictions, thereby exploit-

ing writeback locality and increasing row buffer hit ratio to 36%. However, the row buffer

hit ratio is still low as VWQ (a) exploits low degree of read row buffer locality (similar to the

baseline system), and (b) performs lookups for a small number of cache blocks within an open

row so as to minimize increase in LLC traffic.

Summary. Server applications require large memory capacities, resulting in high memory

energy consumption. As dynamic memory energy is dominated by row activations, it is
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Figure 3.2 – DRAM accesses broken down into reads (load- and store-triggered) and writes
(LLC writebacks).

essential to increase the fraction of accesses served by the row buffer to improve average

memory energy per access.

3.2 Memory Traffic Characterization

Memory energy efficiency can be improved by exploiting row buffer locality. To uncover

opportunities for increasing the row buffer hit ratio, we define region access density as the

fraction of cache blocks in a memory region accessed between the first access to the region

and the first LLC eviction of a block belonging to the region. The first eviction is a good

indicator that the coarse-grained software object is dead with regard to its on-chip usefulness.

High-density regions see most of their cache blocks accessed within a modest time window of

the first access. Conversely, low-density regions have just one or a few blocks accessed.

We study both DRAM reads (triggered by load and store instructions) and DRAM writes

(triggered by LLC writebacks) as both components are important in servers. Figure 3.2 breaks

down memory traffic into reads and writes, illustrating that writes account for 21-38% of

memory accesses.

3.2.1 Memory reads

Server applications organize and access data at either fine (several bytes) or coarse (few

kilobytes) granularities. Examples of fine-grained operations are key lookups in key-value

data stores and file systems, hash table walks in data stores [65], and pointer-chasing across

36



3.2. Memory Traffic Characterization
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Figure 3.3 – The inverted index in Web Search. Terms are associated with rank metadata.

software objects and operating system structures. Examples of coarse-grained operations

include index page traversals in web search, data copying from media files into network

packets in streaming servers, row (column) accesses in NoSQL (column-oriented) data stores,

and object accesses in object caching systems.

An example that illustrates the phenomenon of operations on fine- and coarse-grained objects

is demonstrated in Figure 3.3, which presents the organization of the inverted index in Web

Search. The inverted index keeps query terms in a hash table and associates each term with

a set of index pages. Index pages store all web pages that contain the term along with rank

metadata (e.g., term frequency in the web page). Upon a search query, web pages that contain

the term are ranked based on their relevance to the term. First, the term of interest (e.g., IMDB)

is looked up in the hash table to find the index pages that contain the term. The hash table

walk requires traversing a pointer chain over a large memory space, resulting in low DRAM

page access density. Once the matching term is found, the rank metadata for all web pages

containing the term is extracted from the index page and used for computing the relevance of

each web page. The read of the index page leads to high DRAM page access density due to the

contiguous layout of the rank metadata in application memory.

Intuitively, operations on coarse-grained software objects have high DRAM page access density.

However, accesses to fine-grained software objects with good spatial locality also result in high

DRAM page access density, offering opportunity for exploiting row buffer locality.
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Figure 3.4 – Region access density for a region size of 1KB.

Figure 3.4 shows the region access density of the examined applications. We use a region of

1KB as larger regions do not provide much opportunity in amortizing the energy cost of DRAM

page activations. Each segment represents the percentage of cache blocks touched within the

region prior to the first LLC eviction of one of its cache blocks. The three segments correspond

to high (º 50%), medium (25-50%), and low (≺ 25%) access density.

We observe that memory reads to high-density regions account for a significant fraction of

memory accesses, ranging from 57% to 75% (66% on average). Due to their high spatial locality,

these regions can be fetched in bulk to maximize row buffer locality. Low-density regions

account for most of the remaining accesses, ranging from 17% to 36% (25% on average).

Accesses to these regions, such as hashed key look-ups, are difficult to predict and offer

little opportunity for exploiting row buffer locality. Finally, a small fraction of accesses go to

medium-density regions. Of these, a considerable fraction is attributed to coarse-grained

software objects unaligned to region boundaries.

Exploiting row buffer locality on DRAM reads requires identifying accesses to high-density

regions upon the first read to the region. Due to high correlation between code and data, the

instruction triggering the first access to a region provides information whether the region

belongs to a coarse-grained software object. For instance, software developers use a set of

functions to access software objects. As such, the first call of those functions can be used to

identify accesses to software objects of the same type.

Implications. The majority of reads fall into high-density regions. By identifying such regions

using code correlation and by fetching them in bulk, row buffer locality can be improved.
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Table 3.1 – Fraction of LLC blocks of a high-density region that are modified once an LLC block
within the region is evicted.

Workload Value Workload Value Workload Value

Data Serving 8% Media Streaming 11% Online Analytics 6%

Software Testing 3% Web Search 6% Web Serving 9%

3.2.2 Memory writes

Server applications have a high incidence of store-related DRAM traffic from high-density

regions. Often, spatially clustered stores arise when coarse-grained software objects are

manipulated. For instance, web servers and NoSQL data stores allocate web pages and

frequently-used rows in software caches. Other examples include per-client buffers in a media

streaming server to store media packets, and sockets for inter-process communication. While

the store instructions themselves result in DRAM reads that allocate blocks in the cache, the

subsequent writeback of modified blocks evicted from the LLC trigger DRAM writes.

As noted earlier, DRAM writes account for 21-38% of memory traffic. As Figure 3.4 shows,

these writes share similar region density characteristics with DRAM reads. We quantify the

fraction of DRAM writes going to high-density regions by measuring the number of modified

blocks in a kilobyte-sized region. Across our applications, 62-86% (73% on average) of writes

go to high-density regions.

Exploiting row buffer locality on DRAM writes requires eagerly writing back to DRAM all

modified cache blocks of a memory region, upon the region’s first dirty LLC eviction. Such

optimization is effective only if the set of stores defining a memory region as high density have

actually completed, meaning that their respective cache blocks have been modified by the

time the first block is evicted. We quantify this phenomenon and summarize our results in

Table 3.1. On average, only 8% of the blocks of a high-density region are modified after the first

dirty LLC eviction within that region. As such, the first dirty LLC eviction is a good indicator

that the coarse-grained software object will not be modified in the future.
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Figure 3.5 – BuMP design overview.

Implications. DRAM writes offer significant opportunity for exploiting row buffer locality in

the context of high-density modified regions. The first dirty eviction is a good indicator that

the entire region can be written back.

3.3 Bulk Memory Access Prediction and Streaming

As shown in Section 3.2, 59-79% (68% on average) of all memory accesses go to high-density

regions. As memory energy per access can be improved by exploiting row buffer locality

upon accesses to high-density regions, we propose Bulk Memory Access Prediction and

Streaming, or BuMP. We identify DRAM accesses (both reads and writes) to high-density

regions and trigger bulk transfers upon a first access to the region, thus eliminating redundant

row activations.

3.3.1 Design overview

Figure 3.5 illustrates an overview of the BuMP design. BuMP employs three microarchitectural

components shared by all the cores: (a) the region density tracking table to identify high-

density regions, (b) the bulk history table to keep prediction metadata for high-density regions,

and (c) the dirty region table to keep track of cache-resident high-density modified regions. As
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BuMP monitors LLC activity, it benefits from being physically near the LLC but is a standalone

component. Therefore, BuMP is not on the critical path of the processor.

BuMP uses the region density tracking table (RDTT) to identify high-density regions. The

RDTT monitors the LLC access and eviction streams to track accessed and modified cache

blocks within active memory regions. A memory region is considered active in the time interval

between its first access (triggering) and its first LLC eviction. Upon an eviction in an active

region, the region is terminated.

For terminated regions identified as high-density, the RDTT informs the bulk history table

(BHT) with prediction metadata associated with high-density regions. For high-density modi-

fied regions terminated due to a clean LLC eviction, the RDTT also informs the dirty region

table (DRT).

The BHT monitors LLC misses and uses its prediction metadata to predict if an LLC miss falls

into a high-density region. For an access predicted as going to a high-density region, the BHT

informs the access generation logic to launch access requests for the region’s blocks.

The DRT monitors LLC evictions. Upon identifying a dirty LLC eviction falling into a high-

density modified region, the DRT utilizes the writeback generation logic to trigger eager

writeback requests for each of the cache blocks in the region.

3.3.2 Bulk memory read prediction and streaming

BuMP employs the RDTT to track the access density of cache-resident regions. Internally, the

RDTT is comprised of two tables: the trigger table and the density table. The trigger table

tracks regions with a single accessed block whereas the density table tracks the density of

regions with more than one accessed block. Splitting the RDTT into two tables allows for (a)

reducing interference between regions with a single access from high-density regions, and

(b) energy per access over a unified and larger table as most of the RDTT accesses hit in the

density table –— most of accesses go to high-density regions.
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The trigger and density tables are built as set-associative structures to minimize conflicts and

are accessed using the region address. The region address is calculated by shifting the physical

address by the number of region offset bits to the right.

The benefit of BuMP hinges on its ability to accurately identify DRAM accesses to high-density

regions. To do so, BuMP’s prediction mechanism relies on the observation that there is a high

correlation between code and software objects that lead to high-density regions. To account

for misalignment of a software object with the beginning of a region, the BuMP predictor

augments the program counter (PC) of the instruction triggering the memory access with the

offset, defined as the distance between the triggering cache block and the beginning of the

region. For a kilobyte-sized region, the offset is 4 bits. The PC and offset combination is similar

to that used in spatial footprint prediction [17, 113].

The RDTT associates each entry with a PC,offset pair. The PC is carried with LLC requests.

When an RDTT region identified as having high access density is terminated due to an eviction,

an entry is allocated in the bulk history table (BHT). Doing so simply requires indexing the

BHT with the PC,offset pair and setting a valid bit.

On an LLC miss, the BHT is probed using PC,Offset. In case of a BHT hit (identified through a

tag match), BuMP generates cache block requests for the entire region (except for the triggering

block) and forwards them to the LLC.

Bulk memory read tracking example. Figure 3.6 illustrates the operation of the RDTT in

detail. In event 1, the triggering instruction requests the block A+2, missing in both the density

and the trigger tables. This results in an allocation in the trigger table. The allocated entry

consists of the region address A, and the PC,Offset.

In event 2, the second access to region A, hits in the trigger table, requiring the transfer of the

entry to the density table (DT). The DT entry is augmented with a bit vector (noted as pattern)

that summarizes the cache blocks that have been accessed within a region. In our example,

the third and fourth bits are set to one accordingly. A subsequent access to region A in event 3

hits in the DT and updates the pattern accordingly.
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Figure 3.6 – Example for region density tracking and identifying instructions that access
high-density regions.

Upon an LLC eviction within an active region or upon a table conflict, the corresponding entry

in the density table is invalidated and a simple logic checks if the corresponding region has a

high access density, by (a) counting the number of bits set in the pattern, and (b) comparing

the resulting density to a pre-defined threshold (event 4 in Figure 3.6). If the resulting density

is high, the PC,Offset is inserted into the bulk history table; otherwise, it is only invalidated.

3.3.3 Bulk memory write prediction and streaming

BuMP relies on LLC dirty evictions to enforce bulk DRAM writes. In particular, BuMP leverages

the observation that the first LLC dirty eviction is a good indicator that a high-density modified

region will not be modified prior to its eviction from the last-level cache.

BuMP uses the region density tracking mechanism to identify modified high-density regions

by extending the density and trigger tables with a dirty bit which is set upon receiving a

write/writeback request from the L1 data cache. Upon an LLC dirty eviction within an RDTT

region identified as modified high-density region, BuMP triggers bulk writeback requests to

the LLC for the entire region. This operation is denoted by the dashed line labeled as Dirty

Region Address in Figure 3.5.

In practice, we find that most region terminations in the density table occur due to a table

conflict –— before the first dirty LLC eviction within the region. Therefore, to minimize

premature writebacks, BuMP employs the dirty region table (DRT) to keep track of cache-

resident high-density modified regions that are evicted from the density table. The DRT is set

associative and is accessed using the region address.
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Upon an LLC dirty eviction, BuMP probes the DRT to check whether the cache block belongs

to a high-density region. In case of a hit, BuMP generates bulk writebacks (except for the

triggering block), forwards them to the LLC, and invalidates the corresponding DRT entry.

3.3.4 Transfer of program counter

BuMP’s read prediction mechanism requires knowledge of instructions that miss in the last-

level cache. As this information is not available in the last-level cache, our design needs to

extract the program counter (PC) from the pipeline at a memory instruction basis, and then

transfer the extracted PC information along with read/write requests to the memory hierarchy.

• PC extraction. Instruction-based prefetching mechanisms employed by conventional

processors (e.g., stride prefetcher) provide means of extracting the PC from the pipeline

as they correlate load instructions with stride access patterns. As such, the PC informa-

tion is available in the L1 cache.

• PC transfer. After extracting the PC information from the pipeline, we need a way to

transfer the PC to the last-level cache and/or the memory controller. We leverage the

observation that the most significant bits of a memory address are not used in today’s

processors. Although memory addresses are 64-bit, the memory address space is smaller

and only 48 bits are required. As such, we hash the PC obtained by the L1 cache to the

16 highest bits of the memory address, and rely on the on-chip interconnect to move

the information along with the memory request.

3.3.5 Configuration and hardware cost

BuMP employs a region size of 1KB, which corresponds to 16 cache blocks and allows for

amortization of the DRAM page activation energy. The threshold for labeling regions as

having high access density is eight cache blocks. This configuration balances the opportunity

for energy savings by targeting a large fraction of DRAM accesses with limited tolerance for

overfetch (Section 3.2).
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Memory controller. BuMP employs FR-FCFS open-row policy [41] with region-level address

interleaving. BuMP maps an entire region to one DRAM row by using the addressing scheme

Row:ColumnHigh:Rank:Bank:Channel:ColumnLow:WordOffset, where ColumnHigh is 3 bits

and ColumnLow is 7 bits (complements the region offset). Although BuMP’s addressing

scheme diminishes parallelism (accesses to consecutive cache blocks within a kilobyte-sized

region are serialized) accesses to a high-density region serve as prefetches that counter-act

the serialization delay.

Hardware cost. For our server workloads, an RDTT with 256-entry trigger table (2.5KB) and

256-entry (3KB) density table provides almost the same accuracy as a predictor with unlimited

storage (results not shown) except for Software Testing. Both DRT and BHT employ 1024

entries each to minimize premature writebacks and to maximize prediction accuracy, for

4.25KB and 4.5KB of storage, respectively. All structures are 16-way set-associative. In total,

BuMP requires 14KB.

3.4 Evaluation

We first evaluate BuMP’s accuracy in identifying high-density regions. Then, we examine the

energy and performance implications of bulk memory streaming including BuMP’s on-chip

energy and bandwidth overheads. Finally, we include a comparison between BuMP and prior

proposals on prefetching and eager writeback mechanisms.

3.4.1 Methodology

Baseline systems. We evaluate BuMP in the context of a manycore CMP with 16 cores, a

modestly sized last-level cache, and a crossbar-based NOC that minimizes the delay to the LLC.

Prior research has shown that large LLC capacities are counter-productive for server workloads

and that a fast path to the LLC is critical to server processor performance [29, 28, 78, 112]. The

chip is modeled in 22nm technology with high-performance process for all the components

except the LLC which uses low-leakage process. The chip features two DDR3-1600 channels.
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Table 3.2 – System configuration for cycle-accurate simulations.

Parameter Value

CMP 16 cores, 3-way OoO, 48-entry ROB and LSQ, 2.5 GHz

L1-I/D 32KB, 2-way, 64B blocks, 10 MSHRs, 2-cycle load-to-use

LLC Unified, 4 MB, 16-way, 64B blocks, 8 banks, 8-cycle hit latency

NoC 16x8 crossbar, 5 cycles

16 GB, 4 ranks per memory channel
2Gbit, x8, 8 banks per rank, 8KB row buffer

Memory 2 DDR3-1600 channels (Max. BW: 25.6GB/s)
close- and open-row FR-FCFS policy [104]

64-entry transaction and command queues

tCAS-tRCD-tRP-tRAS 11-11-11-28
tRC-tWR-tWTR-tRTP-tRRD-tFAW 39-12-6-6-5-24

Cores are modeled after a high-end mobile-class three-way out-of-order core [36]. Table 3.2

details the parameters for the processor.

Our baseline systems employ a stride prefetcher that predicts stride accesses if two consecutive

addresses accessed are separated by the same stride, and prefetches the subsequent four cache

blocks into the last-level cache.

We consider two memory controller configurations for our baseline systems: (a) FR-FCFS

close-row policy with block-level address interleaving, referred to as Base-close, and (b)

FR-FCFS open-row policy with region-level address interleaving, referred to as Base-open,

same as BuMP’s. Base-close maximizes channel-/rank-/bank-level parallelism by distribut-

ing consecutive cache blocks across channels/ranks/banks, thereby reducing serialization

delays upon sequential accesses. This is accomplished by using the addressing scheme

Row:ColumnHigh:Rank:Bank:Channel:ColumnLow:WordOffset, where ColumnHigh is 7 bits

and ColumnLow is 3 bits (complements the cache block offset).

We also evaluate SMS, a state-of-the-art spatial prefetcher [113]. SMS was originally designed

for performance and was integrated next to the core at a storage cost of 60KB per core. In this

work, we incorporate SMS next to the last-level cache. This optimization allows for higher

energy-efficiency gains due to higher prediction accuracy while reducing the storage costs
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Table 3.3 – Power and energy for system components.

Parameter Value

Core Peak Dynamic Power / Leakage Power: 700mW / 70mW

LLC Read/Write Energy: 0.63nJ/0.70nJ, Leakage Power: 750mW

NoC Peak Dynamic Power / Leakage Power: 55mW / 30mW

Memory Controller Dynamic Power @ 12.8GB/s: 250mW

Background Power: 540-770mW
DRAM Activation Energy: 29.7nJ

(per 2GB rank Read/Write Energy: 8.1nJ/8.4nJ
and 64-byte transfer) I/O Termination (Read/RRead): 1.5nJ/3.8nJ

I/O Termination (Write/RWrite): 4.6nJ/4.6nJ

as prediction metadata can be shared across cores. The memory controller is configured the

same way as BuMP’s.

Finally, we consider a state-of-the-art eager writeback mechanism [116], referred to as VWQ.

The writeback mechanism generates eager writeback requests for three adjacent cache blocks

upon a dirty LLC eviction. The memory controller is configured the same way as BuMP’s.

Energy modeling framework. We use energy consumed per instruction as our energy-efficiency

metric. To measure energy per instruction, we develop a custom energy modeling framework

to include various system components, such as cores, network-on-chip (NoC), caches, mem-

ory controllers, and main memory. Our framework, summarized in Table 3.3, draws on several

specialized tools to maximize fidelity through detailed parameter control.

We estimate dynamic core power by scaling published measurements of dynamic power on a

high-IPC workload by the ratio of the actual workload IPC and the reference IPC [4, 52, 71]. We

measure core leakage power using McPAT [72]. We use CACTI’s models to obtain LLC read and

write energy estimates and we account for advanced LLC leakage reduction techniques [71, 90].

We obtain NoC power from McPAT, finding it to be negligible compared to other system

components; hence, we assume constant NoC power. We use McPAT to measure memory

controller’s dynamic power at peak memory bandwidth. We estimate DRAM background

power and energy based on Micron models and data sheets [86, 88].
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Simulation infrastructure. We evaluate BuMP using full-system simulation using Flexus [125].

Flexus models the SPARC v9 ISA and runs unmodified operating systems and applications.

Flexus extends the Simics functional simulator with timing models of out-of-order cores,

caches, on-chip protocol controllers and interconnect, and DRAM. DRAM is modeled by

integrating DRAMSim2 [106] directly into Flexus. DRAMSim2 is instantiated based on DDR3

device specifications [86]. Table 3.2 details the simulated architecture.

We evaluate BuMP using contemporary server workloads. The workloads, taken from Cloud-

Suite 2.0 [28], include Data Serving, Media Streaming, Web Search, and Web Serving (frontend).

We evaluate online analytics on a commercial database. In particular, we run a mix of queries

1, 6, 13, and 16 from the TPC-H benchmark. Queries 1 and 6 are scan-bound, Query 16 is

join-bound, and Query 13 exhibits a mixed behavior [42]. We consider a large-scale scientific

task that might run in the cloud. In particular, we benchmark one instance per core of the Klee

SAT Solver, an important component of CloudSuite 2.0’s Software Testing workload.

For energy and performance evaluation of BuMP, we run cycle-accurate simulations using the

SMARTS sampling methodology [131]. Our samples are drawn over the entire query execution

for Online Analytics, and over an interval of 10-30 seconds of simulated time for the rest of the

workloads. For each measurement, we launch simulations from checkpoints with warmed

caches and branch predictors, and run 800K cycles (2M cycles for Data Serving) to achieve a

steady state of detailed cycle-accurate simulation prior to collecting measurements for the

subsequent 400K cycles. To measure performance, we use the ratio of the aggregate number

of application instructions committed to the total number of cycles (including cycles spent

executing operating system code); this metric has been shown to reflect system throughput

[125]. Performance is measured at a 95% confidence level and an average error below 2%.

3.4.2 Region density prediction accuracy

We evaluate BuMP’s ability to exploit reads to high-density regions by measuring the number

of cache blocks that are correctly fetched prior the processor’s request, referred to as predicted
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Figure 3.7 – BuMP memory read prediction accuracy.

DRAM reads. Similarly, for writebacks we measure the fraction of blocks that are timely written

back to memory, referred to as predicted DRAM writes. To show the importance of triggering

bulk transfers only upon accesses to high-density regions, we include a system that always

triggers bulk transfers [74, 130], referred to as Full-region.

DRAM reads. Figure 3.7 plots the fraction of predicted DRAM reads as well as the overfetch

rate. Across all applications except for Software Testing, BuMP predicts 45-55% of DRAM

reads at the cost of a small overfetch rate (5-22%) due to its ability to identify accesses to

high-density regions and to enforce bulk transfers upon an LLC miss.

For Software Testing, BuMP predicts only 28% of DRAM reads, despite the high fraction of

memory accesses to high-density regions (57%). This disparity is attributed to the large

number of active regions that compete for space in the region density tracking table (RDTT).

Our analysis of an RDTT with 256-entry and 2048-entry trigger and density tables showed that

BuMP can predict up to 44% of DRAM reads.

The figure also plots the coverage and overfetch rate of Full-region, a design that fetches the

entire region upon the first access to the region. The coverage increases from 50% (BuMP)

to 63% (Full-region), on average. However, the small increase in coverage comes at the cost

of prohibitive overfetch (4.3x, on average) and cache thrashing. In case of workloads with a

high number of accesses to low-density regions (Data Serving), Full-region loses coverage

compared to BuMP due to excessive cache thrashing.
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Figure 3.8 – BuMP memory write prediction accuracy.

Table 3.4 – BuMP’s DRAM row buffer hit ratio.

Workload Value Workload Value Workload Value

Data Serving 54% Media Streaming 64% Online Analytics 57%

Software Testing 34% Web Search 62% Web Serving 56%

DRAM writes. Figure 3.8 plots the BuMP coverage (i.e., fraction of predicted DRAM writes)

as well as the extra writebacks that result from premature writebacks and pressure to the

last-level cache due to overfetched cache blocks.

On average, BuMP predicts 63% of DRAM writes, matching our observation that most of the

writeback traffic comes from high-density regions. Similar to DRAM reads, BuMP achieves the

lowest coverage for Software Testing.

The increase in writeback traffic due to BuMP is low, less than 10% across all applications, as

the first LLC dirty eviction within a high-density region is a good indicator that the region will

not be modified. The figure also plots the coverage of DRAM writes for Full-region. Full-region

triggers bulk writeback requests to the last-level cache upon every dirty LLC eviction. As a

result, the DRAM write coverage increases from 63% (BuMP) to 73% (Full-region). However,

this increase comes at the cost of an increase in writeback traffic — from 7% to 22%, on average,

due to premature writebacks. This is because the first eviction within a low-density region is

not a good indicator that the region will be written back as cache blocks within low-density

regions belong to different software objects.
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Figure 3.9 – Memory energy per access for various systems normalized to Base-close.

Overall. BuMP predicts 55% of all memory accesses at a small increase in memory traffic

(11%). By doing so, BuMP recovers 87% of the locality that exists in high-density regions, thus

achieving high row buffer hit ratio (Table 3.4).

3.4.3 Energy efficiency implications

We examine the implications of bulk memory streaming on memory system energy efficiency.

Figure 3.9 illustrates the memory energy consumed per access for BuMP normalized to our

baseline systems: Base-close and Base-open.

Compared to Base-close, Base-open increases row buffer hit ratio to 21%, as it keeps pages

open and prioritizes requests to already open pages. The increase in row buffer hit ratio

allows for reducing memory energy by 14%. However, the row buffer hit ratio is low due to

interleaving of accesses among cores, preventing the memory controller from exploiting high

row buffer locality.

BuMP achieves high gains in energy efficiency compared to the baseline systems. On average,

BuMP reduces energy per access by 34% and 23% compared to the close- and open-mode

baseline systems, respectively, thanks to its ability to exploit high row buffer locality upon an

access to a high-density region.

The figure also plots the memory energy consumption of Full-region, showing that Full-region
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Chapter 3. On-Chip Support for Efficient LLC-Memory Communication

achieves the worst energy efficiency due to excessive overfetch. Furthermore, we find that

for bandwidth-intensive workloads (Data Serving, Online Analytics, and Software Testing),

contention in queuing structures in the LLC and the memory controller prevents requests

within the same region to arrive within the memory controller’s scheduling window. Thus,

the memory controller cannot fully exploit the open-mode benefits of DRAM. Furthermore,

this phenomenon results in a high number of additional row activations even for blocks that

will not be accessed by the processor. In the extreme case (Data Serving), the combination of

additional row activations and extreme LLC thrashing results in higher activation energy for

Full-region than for the baseline systems.

3.4.4 Performance implications

While our primary motivation is to improve energy efficiency, we find that BuMP also im-

proves system performance. Figure 3.10 plots the performance improvement of various

systems over Base-close, a system that employs a stride prefetching scheme and maximizes

DRAM parallelism. Base-open delivers 1-2% lower performance than Base-close as it delays

precharging open pages, penalizing future accesses going to a different page in the bank.

BuMP outperforms Base-close by 9% and Base-open by 11%, as bulk transfers from memory

allow for fetching cache blocks prior to the processor’s demand, thus hiding a fraction of

off-chip memory stalls. Media Streaming exhibits the smallest performance improvement as

most of the predicted memory accesses exhibit high memory-level parallelism, and hence

the out-of-order processor is able to overlap a significant fraction of off-chip memory stalls.

Compared to SMS and VWQ, BuMP improves performance by 3% and 9%, on average, due to

higher read coverage.

On the other hand, Full-region hurts performance by 67% (up to 4x for Data Serving), due to

oversaturation of memory bandwidth, highlighting the importance of avoiding bulk transfer

operations upon accesses to low-density regions.
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Figure 3.10 – System performance comparison to Base-close.

3.4.5 On-chip bandwidth and energy overheads

We examine BuMP’s on-chip bandwidth and energy overheads focusing on the LLC, NOC, and

BuMP’s structures.

Last-level cache. The LLC traffic increases due to (a) data overfetch (b) bulk read and writeback

requests, and (c) extra writeback traffic. Figure 3.11 plots the LLC traffic of BuMP normalized

to the baseline system. BuMP increases LLC traffic by 10%, on average. The increase in

LLC bandwidth utilization has small impact on system performance as such a small traffic

overhead is easily absorbed by the LLC.

The increase in LLC traffic comes at the cost of modest LLC energy overheads (7% on average).

As the LLC energy accounts for only 3% of server energy, on-chip LLC energy overheads

contribute to less than 0.3% of server energy while LLC power overheads are small (on average,

32mW).

Network-on-chip. The NoC traffic increases due to (a) L1-D requests to the LLC are aug-

mented with the program counter of the associated instruction (PC), (b) LLC data accesses and

evictions have to be forwarded to BuMP, (c) BuMP-generated access and writeback requests

have to be forwarded to LLC, and (d) data overfetch and extra writeback traffic. As shown

in Figure 3.11, network traffic increases by 11%, on average. Similar to traditional server

workloads [121], the NoC bandwidth utilization is low. Thus, the extra traffic is absorbed by

the NoC, and consequently does not affect the system performance.
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Figure 3.11 – BuMP’s on-chip energy overheads.

The increase in NoC traffic comes at the cost of 13% higher NoC energy –— half of which is

due to the transfer of the PC. As NoC accounts for a small fraction of server energy and power,

BuMP’s NoC energy and power overheads ( 8mW) are negligible.

BuMP structures. BuMP introduces multiple structures for region density tracking, summa-

rizing high-density modified regions, and bookkeeping the virtual address of instructions

that trigger access to high-density regions. We model these structures using CACTI, and find

energy per access to be 2pJ for the region-density tracking tables and 4pJ for the bulk history

and dirty region tables. In total, energy consumed to access the structures accounts for 0.1%

of server energy. On-chip power consumption is 10mW.

Summary. BuMP on-chip energy overheads account for less than 0.4% of server energy,

negligible compared to the registered memory energy gains. On-chip power overheads are

smaller than 50mW. Finally, on-chip bandwidth overheads are small, and do not impact

performance.

3.4.6 Sensitivity analysis

Sensitivity to threshold and region size. Figure 3.12 illustrates the improvement in memory

energy per access for various BuMP configurations. We vary both the region size and threshold

for labeling regions as high-density. BuMP with region size of 1KB and threshold of eight cache

blocks (noted as 50%) maximizes energy improvements as it targets a higher fraction of DRAM

accesses, thus amortizing a higher degree of row activations compared to configurations with
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Figure 3.12 – Memory energy efficiency sensitivity to BuMP’s threshold and region size.
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Figure 3.13 – Read prediction accuracy sensitivity to the number of program counter bits used
for indexing the bulk history table.

smaller regions while exhibiting lower overfetch rate than configurations with larger regions.

Sensitivity to program counter bits. Figure 3.13 illustrates the read prediction accuracy when

varying the number of program counter bits used for indexing the bulk history table. For

designs that are noted as 32-bit, 24-bit, and 16-bit, we hash the pair PC, offset using the FNV

hashing function, and re-size the hash size accordingly with xor-folding. We compare these

designs to a design that uses the entire PC, offset. Our results demonstrate that there is minimal

or no sensitivity to the number of bits used for indexing the bulk history table. This is primarily

due to the fact that the number of triggering instructions is much smaller than the number of

instructions that can be indexed even with 16 bits. As such, we conclude that an 16-bit FNV

hash of the PC, offset pair can be used for indexing the bulk history table.
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Figure 3.14 – Comparison between BuMP and other systems.

3.4.7 Summary

In Figure 3.14, we plot the DRAM row buffer hit ratio and energy per access of BuMP, averaged

across all workloads, compared to the close- and open-mode baselines (both with a stride

prefetcher), a system with SMS, a system with VWQ, a system with SMS and VWQ, and an ideal

system that exhibits maximal row buffer locality —– i.e., it exploits all row buffer locality that

exists in an access stream of a thread.

The open-mode baseline system exploits a low degree of DRAM row buffer locality, thus

achieving a row buffer hit ratio of 21%. The SMS-enabled system provides a row buffer

hit ratio of 30% as it is able to predict irregular access patterns. However, the row buffer

locality improvement is small as it targets only load-triggered reads. The VWQ-enabled system

improves row buffer hit ratio to 36%, as it exploits a high degree of writeback locality. When

SMS and VWQ are combined, row buffer hit ratio increases to 44%.

BuMP improves row buffer hit ratio to 55%, outperforming systems with SMS and/or VWQ.

Compared to SMS, BuMP increases row buffer hit ratio by 2x at 3x lower storage requirements.

BuMP reduces storage cost as (a) it correlates triggering instructions with coarse-grained

regions instead of individual cache blocks, and (b) few instructions trigger accesses to high-

density regions. Compared to VWQ, BuMP increases row buffer hit ratio by an additional 19%

as VWQ (a) exhibits poor read row buffer locality, and (b) performs lookups for a small number

of cache blocks within an open row, thus failing to maximize open-mode gains. Finally, BuMP
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improves row buffer hit ratio by an additional 11%, compared to the SMS+VWQ system, as it

maximizes open-mode gains upon accessing a high-density region.1

BuMP achieves high row buffer locality, improving memory energy efficiency by 23-34%.

BuMP improves memory energy efficiency by 20% and 13% over SMS- and VWQ-enabled

systems. Compared to SMS+VWQ, BuMP reduces memory energy per access by 10%. Finally,

BuMP’s memory energy efficiency is within 73% of the ideal system.

3.5 Discussion

Memory access scheduling policy. FR-FCFS open-row policy [104] employed by BuMP can

hurt system fairness in systems running multi-programmed and parallel applications due to

memory behavior variation [63, 92]. Server applications execute almost identical instruction

sequences across requests and cores [60], and hence cores exhibit almost same memory

behavior. Thus, row buffer locality can be maximized with small impact on system fairness.

Nevertheless, scheduling policies that trade off row buffer hit ratio for system fairness [58] can

be used complementary with BuMP.

Design scalability. BuMP can scale well with the CMP size, requiring the following modifica-

tions for larger configurations: (a) the region density tracking table needs to increase linearly

with the number of cores to support a higher degree of interleaving among cores, and (b) the

dirty region table needs to increase linearly with the LLC size to support a higher number of

active modified regions.

Server virtualization. BuMP is applicable to server applications running in a virtualized

environment. In doing so, the bulk history table needs to increase to accommodate the

triggering instructions of all active workloads. Even with extreme heterogeneity (one workload

per core), the storage requirement of the bulk history table is 72KB in a 16-core system, for

total storage requirement of 5KB per core.

1BuMP can be combined with VWQ to exploit higher writeback locality by targeting memory writes to non-high-
density memory regions.
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4 Scalable Off-Chip Memory Systems

With manycore chip multiprocessors improving datacenter efficiency and total cost of own-

ership [33], the performance [54, 78] and energy-efficiency [120] bottlenecks are shifting to

the memory system, which has to sustain the massive bandwidth requirements of manycore

processors, and to provide energy-efficient access to vast amounts of memory. Conventional

and emerging memory interfaces and technologies, however, fail to match the requirements

of scale-out servers as they force a compromise between the conflicting goals of memory

capacity, memory bandwidth, and power consumption. In this chapter, we seek to architect a

scalable off-chip memory system that provides the required memory bandwidth and capacity

for scale-out servers while minimizing the power consumption of the memory system.

4.1 Motivation

In this section, we examine the demands of a scale-out server with regards to the amount

of memory bandwidth and memory capacity it requires for efficient execution of scale-out

applications. We also study the limitations of conventional and emerging memory interfaces

and technologies in the quest for a high-capacity and high-bandwidth memory system.
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Table 4.1 – Requirements of one scale-out server.

Year Processor Memory System

Cores Bandwidth Bandwidth Capacity

2015 96 115 GB/s 288 GB/s 384 GB

2018 180 216 GB/s 540 GB/s 720 GB

2021 320 384 GB/s 960 GB/s 1280 GB

4.1.1 Scale-out server requirements

We quantify the memory bandwidth and capacity requirements of a scale-out server for

various manufacturing technologies (denoted by their year) in Table 4.1. Specifically, the table

captures the off-chip bandwidth and memory capacity requirements of a server CMP running

scale-out applications [78]. The modeled organization is similar to emerging server CMPs,

such as Cavium’s recently-announced 48-core CMP in the 28nm technology [37]. Our CMP

maximizes chip throughput by integrating the maximum number of cores for a given die

area and power budget of 250-280 mm2 and 95-115 Watt, respectively. Our models for future

technologies are derived from ITRS projections [49].

We estimate processor’s off-chip bandwidth requirements by scaling the per-core bandwidth

requirements of scale-out applications with the number of cores available on the chip [78]. We

measure per-core bandwidth requirements by simulating a 16-core CMP server (Section 4.4.2

details the configuration). Our analysis illustrates that their per-core bandwidth consumption

ranges from 0.4 GB/s to 1.2 GB/s corroborating prior work [54]. Processor’s peak bandwidth

demands are 115 GB/s (2015), 216 GB/s (2018), and 384 GB/s (2021).

High bandwidth utilization levels can adversely impact the end-to-end memory latency due

to high contention on memory resources. Because scale-out applications are sensitive to

memory latency (due to their strict response-latency requirements), queuing delays need to

be minimized. Thus, system designers over-provision the available memory bandwidth so

that utilization levels are kept low (< 40%) [28]. As such, memory systems need to provide

available memory bandwidth totaling 288 GB/s (2015), 540 GB/s (2018), and 960 GB/s (2021).
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Figure 4.1 – Conventional and emerging memory systems.

Optimal amount of memory per server is a function of the application’s requirements. For

instance, data analytic engines are provisioned with 2-8 GBs per core [19]. Web search engines

deploy 64 GBs for 16 cores [100] while our experience with web and media streaming servers

shows that cores require 1-2 GBs per core. Hence, we assume 4 GB of memory per core.

Our analysis of scale-out applications illustrates that by 2021 scale-out servers will need to

deploy a memory system that provides 1 TB/s of memory bandwidth and over 1 TB of capacity

at low power due to strict blade-level power budgets in datacenters.

4.1.2 Conventional and emerging memory systems

In the light of the massive memory requirements of scale-out applications, we examine the

ability of conventional and emerging technologies to achieve the conflicting goals of high

bandwidth, high capacity, and low power consumption.

DDR-Connected Memory (DCM). In conventional memory systems (Figure 4.1a), DDR (e.g.,

DDR4) interfaces connect the processor directly to a set of dual-inline memory modules

(DIMMs) via a set of parallel buses. However, these interfaces face two main limitations:

• Signal integrity of parallel buses is poor, limiting the I/O data rate at which the data bus

can operate, and consequently the bandwidth that one DDR channel can provide (only

25.6 GB/s per channel by 2021 [129]).

• The large number of pins required by one DDR channel (e.g., DDR3’s 147 pins) and the
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low pin-count scalability (only 7% per year [49]) limit the number of memory interfaces

and channels that can be integrated on a commodity processor (only six channels by

2021).

The combination of the two limitations above places a trade-off between bandwidth and

capacity. To enable high memory capacity in the face of a small number of channels, multiple

DIMMs have to be deployed per memory channel. The increased channel load causes degra-

dation in signal integrity, which requires lowering the DRAM bus frequency, thus reducing the

available memory bandwidth even further.

SerDes-Connected Memory (SCM). High-speed serial interfaces have the potential to break

the bandwidth wall by providing connectivity to high-bandwidth and energy-efficient stacked

memory modules via narrow and high-speed channels (Figure 4.1b). SerDes employ point-

to-point differential links with excellent signal integrity in contrast to DDR interfaces which

employ parallel buses and single-ended signaling. The high signal integrity combined with

clock recovery of embedded clocking allows for achieving an order of magnitude higher data

rates than DDR. For instance, the recently announced hybrid memory cube (HMC) utilizes

two SerDes links clocked at 10 Gbps to provide up to 80 GB/s of bandwidth [95] with the

same number of pins as a DDR channel. Furthermore, stacked memory modules offer low

latency and exhibit low DRAM energy per access due to reduced wires and smaller row buffers.

However, SerDes systems face two main limitations:

• SerDes channels impose high idle power as they are always on; they constantly send idle

packets to maintain lane alignment across the channel’s lanes [1]. Furthermore, high

sleep and wake-up times prevent these channels from going to power-efficient sleep

states [1, 3, 46, 99].

• Due to thermal constraints that limit the number of stacked layers, which can be in-

tegrated in one module, the amount of memory capacity connected to one SerDes

channel is limited to only 4 GB in 2015, 8 GB in 2018, and 16 GB in 2021 [95].
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As a result, a point-to-point network of these SCM modules is necessary for a high-capacity

system, which comes at the cost of high static power consumption due to the use of many

SerDes interfaces, and high end-to-end memory latency resulting from the high interconnect

latency (Figure 4.1b).

Hybrid. Compared to DCM systems, buffer-on-board (BoB) systems increase available mem-

ory bandwidth by using both SerDes and DDR channels. These systems connect the processor

to the memory indirectly using a set of SerDes interfaces and intermediate buffers [22, 48, 115]

(Figure 4.1c). The buffer provides better signal integrity, and controls multiple DDR channels

by forwarding incoming requests and outgoing responses between the DDR channels and

processor. As a result, this organization increases memory bandwidth by up to 4x compared to

DDR systems.1 The increase in bandwidth, however, comes at the cost of higher end-to-end

latency (2x higher than DCM) and higher power due to serial links and intermediate buffers

that increase latency and energy per access.

We quantify the power-bandwidth trade-off for the memory systems above in Figure 4.2. All

memory systems are provisioned to maximize available memory capacity so as to match the

capacity requirements of scale-out applications in each technology (i.e., 384 GB in 2015, 720

GB in 2018, and 1280 GB in 2021). For each memory system, the x-axis illustrates available

memory bandwidth, while y-axis shows the power consumption. Range bars are used to

indicate power ranges from idle to peak bandwidth. Range bars with different color represent

1Hybrid systems double the number of memory channels for a given pin budget as each SerDes requires half
the pins of a DDR channel. Buffers can integrate two DDR channels for a combined improvement of 4x.
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different years. Details on the memory system configuration and power modeling can be

found in Sections 4.4.1 and 4.4.2.

As illustrated in the figure, the examined memory systems provide various bandwidth-power

trade-offs, which follow the linear relationship between bandwidth and power. The DCM

system is bandwidth-limited; in particular, it provides up to 50 GB/s (2015), 85 GB/s (2018),

and 128 GB/s (2021) of memory bandwidth which accounts only for 15-25% of the maximum

requirements of a scale-out server. The SCM system matches the bandwidth requirements

of scale-out applications, but it requires 195-320 Watt of power, most of which is static due

to the use of many SCM modules. The Hybrid system increases bandwidth as compared to

the DCM system by 4x. However, as hybrid memory systems still rely on conventional DDR

interfaces, they exhibit high dynamic power consumption. Compared to SCM systems, the

Hybrid system exhibits up to 4x lower static power consumption due to DDR’s higher energy

proportionality. Furthermore, as shown in the figure, Hybrid becomes bandwidth-constrained

in late technologies (2018 and 2021) due to poor bus frequency scalability.

4.1.3 Summary

As memory systems are key to efficiency of scale-out applications, they need to (a) provide high

memory capacity so as to guarantee fast access to the vast datasets of scale-out applications,

(b) sustain high memory bandwidth consumption so as to satisfy the excessive requirements

of emerging chip multiprocessors, and (c) minimize their power footprint. However, conven-

tional and emerging memory system designs fail to satisfy these conflicting goals.

4.2 Utilizing SerDes-Connected Memory Modules as a New Level in

the Memory Hierarchy

Emerging SCM modules can complement conventional DCM modules in the quest for high-

bandwidth and high-capacity memory systems. On the one hand, SCM modules provide

high bandwidth, but exhibit high static power per GB. On the other hand, DCM modules face
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Figure 4.3 – Dataset accesses in web services exhibit power-law distribution. Please note that
power-law relationships appear as linear relationships when plotted in log-log scale.

bandwidth scalability limitations and suffer from high energy per access, but exhibit lower

static power per GB than SCM modules. Based on the observation that the distribution in

memory accesses is skewed, a small number of SCM modules can be employed as a high-

bandwidth cache in front of conventional DRAM for serving the frequently-accessed portion

of memory. As accesses to the rest of the memory are infrequent, the rest of the memory can

be served by under-clocked conventional DCM modules.

Employing SCM as a new level in the hierarchy enables combining high bandwidth and low

energy per access of emerging technologies with high capacity of conventional memory tech-

nologies at low static power cost. In this section, we examine the application characteristics

that enable this new memory system organization. In particular, we shed light on the memory

access distributions of scale-out applications (i.e., fraction of memory accesses that go to a

memory object) by looking at the characteristics of the dominant types of memory accesses;

memory-resident dataset accesses and accesses to dynamically-allocated chunks of memory.

Dataset accesses. A high fraction of memory accesses in scale-out applications are accesses

to memory-resident datasets. We use publicly available data to examine the popularity and

dataset access distribution of tweets (Twitter), videos (Youtube), and HTML pages (Wikipedia)

in Figure 4.3. The figure plots the probability for a dataset item (data object) to be referenced

as a function of popularity. As shown in the figure, the dataset access distribution of various

web services is highly skewed with a small set of dataset objects (10-20%) contributing to most

of the dataset accesses (65-75%). Other examples include:
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• Analytics. Dataset accesses in analytics are highly skewed as more recent data are more

frequently accessed than archived data and analysts often restrict their analysis to a

small dataset, which can result in a refined dataset being frequently accessed [20].

• File servers. Services hosting a large pool of static pages, such as Wikipedia, follow

Zipfian distribution as a set of articles are more popular than the rest [128]. Similar

distributions are found in streaming services, such as Youtube [18].

• Search engines. Popularity of search query terms follows Zipfian-like distribution in

web search engines and private search engines, where a set of events (e.g., celebrity

scandals) or items are frequently searched by online users [132].

• Social networks. Popular users along with their activity absorb the bulk of user requests.

For instance, a small fraction of users and their pictures accounts for most of the viewing,

liking, and commenting traffic in picture sharing services, such as Flickr [16]. This

Zipfian distribution is found in the broader space of social networks, including Facebook

and Twitter [5, 73].

Due to the power-law popularity distribution, dataset accesses in analytic engines [20], data

stores [24], object caching systems [73], streaming servers [18], and web search engines [132]

exhibit power-law distributions (e.g., Zipfian).

Accesses to dynamically-allocated memory. Scale-out applications exhibit a considerable

fraction of accesses to dynamically-allocated chunks of memory with high temporal reuse. For

instance:

• Software caches. To improve server throughput, server applications utilize software

structures to cache a set of hot objects (e.g., rows and pages in data stores and compiled

script code in web servers) or to speed up object lookups by caching their exact position

in the memory-resident dataset (e.g., key caches in data stores). As these data structures

host data/metadata relevant to the dataset, the distribution of memory accesses going

to them will follow the power-law distribution of dataset accesses.
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• Active connections. Server applications employ various data structures per connection.

While each connection allocates only a few hundreds of KBs, the large number of

concurrent requests results in a footprint of a few GBs that dwarfs the capacity of on-

chip caches. Examples include: (a) buffers in streaming servers keeping media packets,

and (b) statistics for tracking quality of service of streaming connections. The reuse of

these data structures at the memory level is high as they are accessed multiple times

over the duration of an active connection.

• Partitioning and hash tables. Analytic engines rely on partitioning or dynamically

built hash tables to improve spatio-temporal locality of dataset accesses upon iterative

computations in graph analysis [107] and join operations in relational database systems.

The skew in object popularity and temporal reuse of dynamically allocated memory is ex-

pected to be mirrored in the memory access distribution. To confirm this, we examine the

memory access distribution of scale-out applications running on a 12-core Xeon server. We

use performance counters to measure the application’s page fault rate while varying the avail-

able memory size from 2 GBs to 48 GBs. The page fault rate is indicative of the memory

footprint of the application. We use the following scale-out applications:

Data Caching. We run Memcached 1.4.21 with a 60 GB Twitter dataset and object caching

pool of 40 GB. Server load is generated following a real-world distribution (Zipfian-like) with

80:20 get to set request ratio.
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Figure 4.5 – MeSSOS overview.

Data Serving. We run Cassandra 1.2.6 with a 32 GB Yahoo! Cloud Serving Benchmark dataset.

Server load is generated following a Zipfian distribution with 95:5 read to write request ratio

[24]. Cassandra is configured with 8 GB of heap and 1.2 GB for garbage collection.

We plot the page fault rate of the examined workloads in Figure 4.4. The markers denote actual

measurements while contiguous lines illustrate the fitting x-shifted power-law curve. The

figure shows that memory accesses are skewed, such that the majority of them go to a small

portion of memory, and hence are amenable to caching. Page faults are rare and stable once

the memory captures 10% of the dataset (4 GB for Data Serving with a 40 GB dataset, 8 GB for

Data Caching with a 60 GB dataset). Our results corroborate earlier work [41, 54, 79] showing

the power-law relationship between cache capacity and miss ratio in multi-MB caches.

Die-stacked DRAM caches [53, 54, 55, 75, 76, 101, 130] can provide vast amounts of memory

bandwidth at low power. However, thermal constraints in limit the number of DRAM stacks

that can be integrated on top of the processor [10, 23], limiting die-stacked cache capacity

to several hundreds of MBs. On a similar note, high-bandwidth caches implemented in on-

board buffers [115] have been proposed to bridge the ever-increasing gap between processor

requirements and DDR interfaces. Our findings show that the hot portion of memory of

scale-out applications, exceeds the capacity of die-stacked and off-chip caches by an order of

magnitude.
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(a) MeSSOS-Direct (b) MeSSOS-Buffer

Figure 4.6 – HBC-Main Memory interface.

4.3 MeSSOS: A Memory System Organization for Scale-Out Servers

Scale-out servers impose high bandwidth and capacity demands on the memory system. We

present MeSSOS, our technology-scalable memory system organization for scale-out servers,

which builds on the insight that SerDes-connected memory modules can be employed as a

high-bandwidth cache (HBC) in front of conventional DRAM. In doing so, MeSSOS minimizes

the number of SerDes-connected memory modules, and hence enables high bandwidth at low

static power cost. As most of memory accesses are served by the HBC, accesses to the DIMMs

are rare, and hence high capacity is achieved at low power cost with under-clocked DIMMs.

Figure 4.5 shows the overview of MeSSOS, illustrating its integration with the processor. In

the rest of the section, we examine the interface between HBC and main memory, the HBC

organization, and the processor-HBC connectivity.

4.3.1 HBC-main memory interface

The SerDes-connected memory modules not only provide the functionality of a cache, but

also act as the bridge between processor and main memory. Memory requests that miss in

the high-bandwidth cache have to be forwarded to main memory. We examine two possible

options (shown in Figure 4.6) for providing connectivity between an HBC module and multiple

main memory modules:
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• MeSSOS-Direct. Opting for integration and higher efficiency, the HBC’s logic layer

integrates a DDR controller to directly control the DDR channels (Figure 4.6a). This ap-

proach requires implementing both DDR protocol and PHYs on the logic die, providing

less flexibility and requiring a large number of pins (i.e., 294 for two DDR3 channels).

• MeSSOS-Buffer. Opting for flexibility at the cost of lower efficiency, an HBC module

connects to the DIMMs via an intermediate buffer (Figure 4.6b). This approach re-

sembles a Hybrid system (introduced in Section 4.1.2). The buffer integrates a simple

controller to communicate with the HBC via a SerDes interface, and a DDR controller

to control the DDR channels. This approach, however, imposes significant energy and

latency overheads compared to MeSSOS-Direct. In particular, it requires an extra pair of

SerDes interfaces, which comes at the cost of static power, and increases energy/latency

per access due to the extra SerDes link and intermediate buffer.

4.3.2 High-bandwidth cache organization

An important component of MeSSOS is the high-bandwidth cache (HBC), which utilizes

multiple memory modules to serve the bulk of memory accesses. To avoid communication

between HBC modules and to minimize the number of SerDes links, memory addresses are

statically interleaved among the HBC modules. This distributed organization enables scaling

capacity and bandwidth linearly with the number of HBC modules, thereby allowing for a

technology-scalable architecture.

Cache architecture. We organize the HBC as a page-based cache to exploit coarse-grained

memory accesses found in scale-out applications [120]. This organization improves system

performance by boosting the cache hit ratio, and reduces dynamic DRAM energy by minimiz-

ing the number of DRAM row activates, the most energy-consuming operation in conventional

DRAM architecture [54, 120]. Based on page-size sensitivity analysis, we find that a page size

of around 1 KB balances the opportunity for targeting a large fraction of memory accesses

with limited tolerance for overfetch. The placement of huge tag arrays and tag-lookup latency
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represent the biggest challenges in large-capacity cache designs. Recent die-stacked DRAM

cache proposals [53, 101] provide scalable solutions to these problems by integrating the tags

into DRAM while hiding the tag-lookup latency. We leverage these ideas [53, 101] to embed the

tags in DRAM next to the data and access both in parallel. The cache is 4-way set-associative

and features a way predictor, located in the logic die of the HBC module.

4.3.3 Processor-HBC interface

To enable connectivity between the processor and HBC, MeSSOS employs point-to-point

serial links with multiple request and response lanes. Both processor and HBC modules

implement simple controllers to orchestrate communication between the processor and the

memory system (Figure 4.5). On the processor side, the controllers serialize outgoing requests

into packets, before routing them to the HBC module, and deserialize incoming data and

forwards them to the last-level cache. On the HBC side, the controller deserializes incoming

memory requests and forwards them to the local cache controller, and serializes outgoing

data into packets and forwards them to the processor. Given their simple functionality, these

controllers consist of only a pair of queues to buffer incoming and outgoing packets, and a

SerDes interface.

4.4 Experimental Methodology

We compare the performance and energy efficiency of MeSSOS to various systems using a

combination of cycle-accurate simulations, analytic models, and technology studies.

4.4.1 Scale-out server organization

We model chips with an area of 250-280 mm2, and a power budget of 95-115 Watt. We use the

scale-out processor methodology to derive the optimal ratio between core count and cache

size in each technology [78]. Core micro-architecture is modeled after Cortex-A15, a three-way

out-of-order core.
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Table 4.2 – Systems configuration parameters.

System 2015 2018 2021

CMP 96 cores 180 cores 320 cores

LLC 24 MB 45 MB 80 MB

Memory 384 GB 720 GB 1280 GB

DCM 4 DDR-1600 5 DDR-2133 6 DDR-2667

SCM 8x10 Gbps 10x15 Gbps 12x20 Gbps

Hybrid 8x10 Gbps, 16 DDR-1600 10x15 Gbps, 20 DDR-2133 12x20 Gbps, 24 DDR-2667

Die-stacked Cache: 1 GB, 4 DDR-1600 Cache: 2 GB, 5 DDR-2133 Cache: 4 GB, 6 DDR-2667

MeSSOS
8x10 Gbps, 16 DDR-1067 10x15 Gbps, 20 DDR-1067 12x20 Gbps, 24 DDR-1067

HBC: 8x4GB HBC: 10x8GB HBC: 12x16GB

Table 4.2 summarizes the core count, the LLC size, and the memory interfaces for the baseline

memory systems, and MeSSOS for three different technology generations. For the SCM

system, we assume a tree network topology to reduce the number of hops in the point-to-

point memory network (average and maximum number of network hops is 3 and 4). We

also evaluate the effectiveness of state-of-the-art die-stacked caches [101] in bridging the

bandwidth gap between processors and memory. Due to thermal constraints, the amount

of stacked DRAM that can be integrated is limited to several hundreds of MBs (2015), and

to a few GBs (2018, 2021). Due to the limited capacity, we organize the die-stacked cache

as a block-based [101], thus using its capacity more effectively and minimizing off-chip BW

consumption.

4.4.2 Performance and energy evaluation

System performance. We evaluate system performance through full-system simulation using

Flexus [125]. Flexus models the SPARC v9 ISA and runs unmodified operating systems and

applications. Flexus extends the Simics functional simulator with timing models of out-of-

order cores, caches, on-chip protocol controllers and interconnect, and DRAM. DRAM is

modeled by integrating DRAMSim2 [106] directly into Flexus. The parameters for DRAMSim2

are based on commercial DDR3 device specifications [87].
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Table 4.3 – System configuration for cycle-accurate simulations.

Parameter Value

CMP 16 cores, 2.5GHz, 3-way OoO, 60-entry ROB and LSQ

L1-I/D
64KB, 2-way, 64B blocks, 2-cycle load-to-use, 10 MSHRs

LLC
Unified, 4MB, 16-way, 64B blocks, 8 banks, 8-cycle hit latency

NOC 16x8 crossbar, 5 cycles

Memory HBC: 512 MB-16 GB; DRAM: 16-128 GB, Off-chip links: 15ns/30ns (parallel/serial)
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Figure 4.7 – Validation of analytic models against cycle-accurate simulations.

Our analysis is based on a wide range of scale-out workloads. The examined workloads, taken

from CloudSuite 2.0 [21, 28], include Data Analytics, Data Serving, Media Streaming, Web

Search, and Web Serving. We evaluate online analytics running a mix of TPC-H queries on a

modern column-store database engine, MonetDB [61].

We run cycle-accurate simulations using the SMARTS sampling methodology [131]. Our

samples are drawn over an interval of 10-30 seconds of simulated time. For each measurement,

we launch simulations from checkpoints with warmed caches and branch predictors, and run

800K cycles (2M cycles for Data Serving) to achieve a steady state of detailed cycle-accurate

simulation prior to collecting measurements for the subsequent 400K cycles. For performance,

we measure User IPC, defined as the ratio of the number of application (user) instructions

committed to the total number of cycles (including cycles spent executing operating system

code); this metric has been shown to reflect system throughput [125].

As simulating processors with hundreds of cores and memory capacity of hundreds of GBs

would be prohibitively slow, we augment our simulation-based studies with an analytic model.
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Table 4.4 – System power model in 2015.

Parameter Value

Core Peak power: 770mW

LLC
Read/Write energy: .63nJ/.70nJ

Leakage power: 750mW per 4MB

Memory controller
Front-end engine: 0.24mW/Gbps

Transaction engine: 1.37 mW/Gbps
Physical interface: 1.95 mW/Gbps

DDR-1600 Idle power: 377mW
(per 4GB rank and Activation energy: 19nJ, Read/Write energy: 5.2nJ/5.4nJ
64-byte transfer) I/O energy (Read/RRead): 0.6nJ/1.7nJ, I/O energy (Write/RWrite): 2.1nJ

SCM (4GB) DRAM array per 64-byte access: 1.9nJ, Logic + SerDes: 2.34 + 4.5mW/Gbps

Buffers
SerDes: 4.5mW/Gbps, DDR PHY: 1.95mW/Gbps

Hybrid Logic: 0.24mW/Gbps, MeSSOS Logic: 1.61 mW/Gbps

Our model extends the classical average memory access time analysis [39] to predict per-core

performance for a given off-chip memory system; the model is parameterized by simulations

results, including core performance, on-chip cache miss rates, and interconnect delay. For

off-chip access latency, we include link latency, memory core latency, and queuing delays. To

model queuing delays in the examined workloads, we run a set of cycle-accurate simulations to

measure the memory access latency for various bandwidth utilization levels for each workload.

We validate our analytic models against cycle-accurate full-system simulations of a scaled-

down CMP. Table 4.3 illustrates the configuration of our 16-core CMP simulated system. We

scale down the LLC size, memory capacity, and off-chip bandwidth resources (from Table 4.2)

accordingly to account for smaller CMP (e.g., 16 cores instead of 96 cores). Figure 4.7 shows

that our analytic models (denoted as circle markers) achieve high performance prediction

accuracy (average error of 5%).

Power and energy modeling framework. We use energy consumed per instruction as our

energy-efficiency metric. We develop a custom energy modeling framework to include various

system components, such as cores, network-on-chip (NOC), caches, memory controllers,

and memory. Our framework draws on several specialized tools to maximize fidelity through

detailed parameter control. Table 4.4 summarizes our system power and energy models.
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We estimate core power by scaling published measurements of power on a high-IPC workload

by the ratio of the actual workload IPC and the reference IPC, assuming that half of the power

scales with the workload IPC and the rest is static including leakage [4, 71]. We use CACTI’s

models to obtain LLC energy estimates, and we account for advanced LLC leakage reduction

techniques [71, 90]. We use custom models to estimate energy consumed by on-chip network

links and switch fabrics derived by public sources [7, 49]. We measure memory controller’s

power using McPAT [72].

We estimate DDR background power and energy per operation based on Micron models and

data sheets [86, 88]. Per JEDEC’s specifications and Intel’s estimations [6], we anticipate a

voltage reduction from 1.5 (DDR3) to 1.2 (DDR4), and various DDR4 optimizations that halve

termination energy and reduce refresh power by 20%.

We quantify the energy consumption of a SerDes-connected memory module using energy

measurements reported for the recently announced Hybrid Memory Cube (HMC) [51]. Com-

pared to conventional DRAM, HMC reduces energy per access by leveraging through-silicon-

via technology [51].

We model buffers for the Hybrid and MeSSOS-Buffer systems to include the power consump-

tion of the SerDes interface (mostly static) and the DDR physical interfaces. For Hybrid, we

account for the buffering of incoming requests and outgoing data similar to an integrated

memory controller’s front-end engine. For MeSSOS-Buffer, we include the memory controller’s

logic, which buffers incoming requests and outgoing data, and reschedules and translates

requests to DDR commands.

4.4.3 Projection to future technologies

To understand the effect of technology scaling on the different memory system designs, we

also model our systems in 2018 and in 2021. Per ITRS estimates, processor supply voltages will

scale from 0.85V (2015) to 0.8V (2018) and 0.75V (2021).
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Figure 4.8 – Impact of technology scaling on memory technology and memory interfaces.

We examine the impact of data rate and memory density on DDR energy consumption. We

compute the per-access energy consumption of DDR3 devices for different data rates based

on Micron’s data sheets [86]. Figure 4.8a illustrates that DDR energy remains almost constant,

but the breakdown differs. We examine the background power of DDR devices for various data

rates and memory densities. Static power consumed by DRAM core (leakage) and DLL (active

mode) scales linearly with data rate while refresh power scales linearly with memory density.

Figure 4.8b plots this relationship, which draws on Micron’s data sheets [85, 86, 87].

Finally, we study the impact of manufacturing technology on power consumption of SerDes

interfaces. Figure 4.8c plots our bandwidth and energy analysis based on published measure-

ments of various SerDes interfaces in different technologies [8, 13, 14, 31, 32, 43, 44, 50, 56, 64,

91, 98, 103, 108, 111, 114]. Our analysis demonstrates that bandwidth and energy scale by 20%

and 27% per technology node, respectively.
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Figure 4.9 – MeSSOS effectiveness for various HBC:Memory capacity ratios.

4.5 Evaluation

We compare MeSSOS to conventional and emerging memory systems. First, we examine

the performance of MeSSOS and its implications on system performance and system energy

efficiency in 2015. Finally, we examine the effect of technology scaling on MeSSOS.

4.5.1 Baseline study

We begin our study with a 96-core CMP in the 22 nm technology. Figure 4.9a plots the

fraction of memory requests that are served by the high-bandwidth cache (HBC) for various

cache-to-memory capacity ratios. The figure demonstrates the ability of MeSSOS to serve the

majority of those using its HBC (>95%) as it exploits temporal locality arising from the skewed

memory access distribution and temporal reuse (gray bar) as well as spatial locality arising

from operations on coarse-grained data and software objects (white bar).
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Figure 4.10 – Bandwidth and memory latency in MeSSOS.

Figure 4.9b illustrates the DDR bandwidth consumption compared to the baseline systems

without a cache, resulting from unfiltered memory accesses. As expected, DDR bandwidth

savings increase with bigger caches. The HBC is able to absorb 65-95% of memory traffic for a

cache size of 12.5% of the memory size (1:8), thereby reducing DDR bandwidth consumption

by 3-20x. This result corroborates our observation that memory access distribution in scale-

out applications is skewed. The light gray bars illustrate the extra traffic generated due to

coarse-grained transfers between the HBC and the DIMMs. The extra traffic is small (7% on

average) as most of the accesses in scale-out applications are coarse-grained (Section 3.2).

Memory performance. Figure 4.10 plots the end-to-end memory latency and the off-chip

bandwidth between the processor and the HBC. MeSSOS’s off-chip bandwidth consumption

ranges from 42 GB/s (Media Streaming) to 114 GB/s (Data Analytics) for a 96-core CMP, which

corresponds to modest off-chip bandwidth utilization levels (14-38%). Due to low link and

memory bandwidth utilization levels and the high hit ratio in the HBC, MeSSOS achieves low

queuing times and fully leverages the low core latency of emerging SerDes-connected memory

modules. In doing so, MeSSOS provides both high bandwidth and low latency.

System performance. Figure 4.11 compares the system performance of MeSSOS against the

DDR-Connected Memory (DCM), the SerDes-Connected Memory (SCM), the Hybrid, and the

Die-stacked systems, configured as in Table 4.2. For MeSSOS, we plot only MeSSOS-Direct

as MeSSOS-Buffer performs similarly, due to high hit ratio in the HBC, which hides the extra

latency of the serial link and intermediate buffer found in MeSSOS-Buffer.

Because DCM provides insufficient memory bandwidth, its system performance is signifi-

cantly hurt. The Hybrid and SCM systems improve system performance over DCM by 49%
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Figure 4.11 – System performance of various memory systems.

Table 4.5 – Memory requests served by the die-stacked cache in the Die-Stacked system.

Workload Value Workload Value Workload Value

Data Analytics 83% Data Serving 39% Media Streaming 50%

Online Analytics 13% Web Search 37% Web Serving 55%

and 33%, respectively, as the they provide sufficient bandwidth to the processor. However, the

increase in bandwidth comes at the cost of higher end-to-end memory latency. The Hybrid

system adds an extra 40 ns due to the serial link and the intermediate buffer while the SCM

system requires a point-to-point memory network, which adds a latency of 35 ns per network

hop (serial link and pass-through logic). As a result, Hybrid outperforms SCM by 12%. MeS-

SOS outperforms all these systems due to its ability to provide high bandwidth at low latency

(Figure 4.10). Compared to the DCM system, MeSSOS improves system performance by 2x on

average. MeSSOS outperforms Hybrid and SCM by 28% and 43%, respectively.

MeSSOS outperforms Die-stacked by 23% due to lower off-chip bandwidth pressure, resulting

from its greater cache capacity which filters a higher fraction of DDR accesses. On average,

MeSSOS filters 84% of DDR accesses as compared to 45% of the Die-stacked system (Table

4.5). For Data Serving and Online Analytics, MeSSOS outperforms Die-stacked by 81% and

61%, as Die-stacked is bandwidth-constrained due to is inability to achieve significant off-

chip bandwidth reduction (filters only 38% and 13% of DDR accesses, respectively). One

exception is Data Analytics where dataset accesses are highly skewed (Figure 4.9a), and hence

Die-stacked achieves high hit ratio (83%) and outperforms MeSSOS by 12% due to lower cache

access latency.
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Figure 4.12 – System energy broken into processor, memory, and cache components.

System energy. We examine the energy-efficiency of MeSSOS compared to the baselines

systems in Figure 4.12. As the figure shows, Hybrid reduces system energy consumption

per operation by 12% compared to DCM, primarily due to system performance gains. SCM

increases system energy per operation by 2.3x compared to DCM. Although SCM provides

sufficient bandwidth to the processor, leading to higher system throughput, it requires a large

network of SCM modules, which comes at the cost of high power.

MeSSOS improves system energy per operation by 1.9x, 1.7x, and 4.3x compared to the DCM,

Hybrid, and SCM systems, respectively. MeSSOS utilizes just a few Serdes-connected memory

modules to break the bandwidth wall at relatively low power cost. As MeSSOS serves the

bulk of memory accesses from its high-bandwidth cache, it exploits the low-energy access

of stacked memory modules, thereby reducing memory energy consumption significantly.

Furthermore, MeSSOS enforces coarse-grained data movement between DRAM and the HBC,

thus amortizing the energy-intensive row activates of conventional DRAM. Compared to Die-

stacked, MeSSOS improves system energy per operation by 1.23x due to a combination of

higher cache hit ratio and lower off-chip bandwidth consumption, which lead to smaller DDR

energy footprint.

MeSSOS-Buffer (not plotted) achieves lower energy efficiency compared to MeSSOS-Direct as

it requires an extra pair of SerDes interfaces to connect the HBC module to the intermediate

buffer. On average across our workloads, MeSSOS-Buffer increases energy per operation by

19% over MeSSOS-Direct.
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Figure 4.13 – System performance for various technologies normalized to DCM (2015).
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Figure 4.14 – System energy consumption for various technologies normalized to DCM (2015).

4.5.2 Projection to future technologies

We study the effect of technology scaling on MeSSOS in 2018 and 2021. Figures 4.13 and 4.14

plot the system performance and system energy consumption per operation averaged across

the applications and normalized to DCM in 2015. MeSSOS leverages the abundant bandwidth

provided by the SerDes technology, increasing system throughput almost linearly with the

number of cores. This near-perfect scalability results in an increase in system throughput of

3.7x and 6.6x in 2018 and 2021 technologies, respectively, compared to DCM (2015).

Due to poor scalability of DDR interfaces and increase in processor throughput, the bandwidth

gap between DDR-based systems and the processor is increasing rapidly. As a result, MeSSOS’s

performance improvement over DCM and Die-stacked increases across technologies. In

particular, MeSSOS improves system performance by 2.3x (2018) and 2.7x (2021) over DCM,

and by 30% and 43% over Die-stacked.
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Table 4.6 – Server throughput when adding a die-stacked DRAM cache to a MeSSOS-enabled
system (2015).

Workload Value Workload Value Workload Value

Data Analytics 19% Data Serving 8% Media Streaming 4%

Online Analytics 2% Web Search 4% Web Serving 6%

Regarding system energy consumption, the energy footprint of a DDR module increases over

technologies, primarily due to an increase in static power of their active interfaces. Because

MeSSOS employs under-clocked DDR modules, its total energy footprint increases only by a

small amount over technologies. As a result, MeSSOS improves system energy per operation

by 1.7x in 2015, 2x in 2018, and 2.6x in 2021 compared to DCM and Hybrid, and by 23% in

2015, 40% in 2018, and 60% in 2021 compared to Die-stacked. Compared to SCM, MeSSOS

improves system energy per operation by 4-4.4x by using fewer SerDes interfaces.

4.5.3 MeSSOS with a die-stacked DRAM cache

Die-stacked DRAM caches have been studied to mitigate the gap between available DDR

bandwidth and bandwidth requirements of manycore processors. In Section 4.5.1, we demon-

strated that a heterogeneous off-chip memory system (MeSSOS), which employs emerging

SerDes-connected memory modules as a cache in front of conventional DRAM modules, can

satisfy the required off-chip bandwidth of scale-out servers. In this subsection, we quantify

the performance benefits of adding a die-stacked DRAM cache to a MeSSOS-enabled system.

Table 4.6 illustrates the improvement in server throughput for a 96-core MeSSOS-enabled

system with a die-stacked DRAM cache. Across our scale-out workloads, the server throughput

improves only by 7% on average, and up to 19% for Data Analytics. The impact on system

performance is small as (a) off-chip bandwidth in a MeSSOS-enabled system is abundant, and

hence adding a die-stacked cache provides negligible bandwidth advantages, and (b) temporal

reuse in the die-stacked cache is low (Table 4.5) due to disparity between die-stacked cache

capacity and hot dataset size, and hence improvements in memory access latency are small.
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4.6 Discussion

Impact of a new level in the memory hierarchy on QoS. MeSSOS is effective in capturing the

hot portion of dataset in its high-bandwidth and low-latency cache. However, this extra level

in the memory hierarchy can potentially increase the response latency of infrequent queries

that access cold portions of the dataset, and hence miss in the cache.

Scale-out applications access pointer-intensive indexing structures to retrieve coarse-grained

data objects. Because these objects span several kilobytes, coarse-grained access patterns

dominate memory traffic in scale-out applications [120]. As shown in Figure 4.9a, MeSSOS

achieves high hit ratios due to its page-based organization which allows for exploiting the

coarse granularity at which scale-out applications access their datasets. Thus, MeSSOS amor-

tizes the extra latency of infrequent misses (e.g., pointer chasing to retrieve a cold object) over

multiple hits in the cache (e.g., coarse-grained operation on the retrieved object).

Impact on datacenter’s total cost of ownership (TCO). Large-scale services distribute and

replicate their datasets across servers to ensure in-memory processing and to meet their

throughput requirements. Increasing computing and memory density of one server leads

to TCO savings, as datacenters require deploying fewer servers for the same throughput and

dataset size. Compared to a conventional scale-out server, MeSSOS improves throughput by

2.5x, resulting in 2.5x fewer servers.

Similarly, Cisco, IBM, and Intel sell extended memory technology that relies on multiple on-

board chips specifically with the aim of reducing overall system cost (e.g., Cisco’s UCS-5100

series). In contrast to buffer-on-board systems, MeSSOS does not require additional on-board

chips as the functionality of buffer chips is implemented on the logic layer of the HBC modules.

Sensitivity to LLC size. We employed an LLC of 4 MB per 16 cores as this core-to-cache ratio

maximizes throughput for a given die size [78]. Our analysis with twice the LLC, shows that

bandwidth requirements reduce by 1.17x. The reduction in bandwidth requirements, however,

comes at the cost of silicon area (equal to 4 cores), and consequently lower throughput (25%).
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5 Related Work

5.1 On-Chip Interconnects

The MIT RAW architecture [118] uses four symmetric NoCs (two static networks and two

dynamic) which use packet-switched flow control. The Tilera chip [126] extends the MIT RAW

architecture and uses five identical wormhole-routed networks to isolate: (a) communication

to different sub-systems, (b) memory traffic, and (c) user-specified traffic. In contrast, CCNoC,

introduced in this thesis, requires only a pair of networks to divide packets at the protocol

level. In addition, the networks in CCNoC are asymmetric, yielding greater efficiency and

performance through specialization.

Prior work split network traffic into two heterogeneous or homogeneous networks to improve

performance and power efficiency [7]. The former splits traffic based on message size and the

latter strives for load balance across the two networks. Using simple messaging protocols, the

authors conclude that homogeneous designs are preferred to heterogeneous. In this thesis,

we show that, for cache-coherent CMPs, a heterogeneous design which splits network traffic

based on message class leads to better performance and power efficiency than a homogeneous

design, as it requires fewer VCs for deadlock avoidance. In addition, we show that a design

which splits network traffic based on message class rather than message size leads to better

performance and power efficiency, as it achieves better load balance and requires fewer VCs.
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Yoon et al. propose using four networks (one for each message class of the MOESI proto-

col) as an alternative to using virtual channels [135]. In contrast, the dual-network hybrid

organization, proposed in this thesis, makes better use of wire resources by requiring fewer

networks, improves network load balance, and boosts performance under a fixed wire budget

by supporting a wider response network as compared to a design with multiple dedicated

NoCs.

Manevich et al. propose using a hybrid NoC architecture with a bus to broadcast the short

commands of the coherence protocol [82]. This work can be considered similar to the hetero-

geneous approach of Balfour and Dally [7], except that it relies on a bus for the short messages

instead of a second network. While appealing for CMPs integrating a small number of cores, a

bus-based architecture is hard to scale to manycore configurations that are likely in future

server chips.

Higher radix topologies [34] are considered a viable approach for reducing NoC power con-

sumption. These topologies rely on rich physical connectivity to eliminate a fraction of router

traversals. However, the duality-based concept is orthogonal to the network topology and

hence the CCNoC concept can be extended to higher radix topologies.

Much research has focused on reducing router buffer power which accounts for a substantial

fraction of overall NoC power. The techniques range from those that target a more efficient im-

plementation of buffers [84], bypass buffers [122], or eliminate buffers all together [89]. While

many of these techniques increase complexity, they are equally applicable and complementary

to CCNoC, as CCNoC targets both buffer and crossbar power consumption.

5.2 Memory Systems

A substantial body of work has identified DRAM to be a significant contributor to system

power. Leveraging the observation that off-chip memory bandwidth is not utilized by today’s

processors, prior work has either applied voltage frequency scaling to the memory controller

and frequency scaling to the memory interface and devices [25, 26], or proposed using low-

86



5.2. Memory Systems

power low-speed memory interfaces [80, 133]. However, emerging manycore processors

require significant amounts of memory bandwidth, thereby mandating high-speed memory

interfaces to maximize per-pin available bandwidth. In this thesis, we use a high-bandwidth

cache to filter most of DDR accesses, and utilize under-clocked DIMMs to reduce idle power.

Nevertheless, frequency scaling could be leveraged to allow for adjusting available DDR

bandwidth dynamically.

5.2.1 Mitigating static power

Prior work has sought to reduce static power of high-speed interfaces by employing a dynamic

data rate range or exploiting various power-down states [3]. However there are two main

issues that prevent such mechanisms from gaining traction. First, interfaces that support a

range of data rates increase dynamic power consumption as compared to fixed-rate interfaces

[97], and data rate adjustment requires a time-consuming (e.g., 100 nanoseconds) process of

re-locking the receiving clock data recovery bandwidth [1]. Second, exploiting power-down

states can hurt performance due to high sleep and wake-up times (a few microseconds) [1, 3].

In contrast to high-speed interfaces, which have high wake-up times, wake-up times of

conventional DDR interfaces can be reduced to a few tens of nanoseconds by re-engineering

the delay-locked loop mechanisms [81]. Such techniques can leverage power-down states

of conventional DIMMs at the cost of small performance degradation. In MeSSOS, most of

accesses are served by its high-bandwidth cache, and hence DDR access latency is not critical

to system performance. Thus, MeSSOS could leverage power-down states of DIMMs with

negligible impact on system performance.

Previous heterogeneous systems focused on utilizing memory emerging technologies, such

as PCM, to enable high memory capacity at low static power. To achieve high performance,

these systems utilize conventional DRAM as a cache for a larger PCM-based memory system

[38, 102]. However, as they are using conventional DDR/LPDDR interfaces, the memory

bandwidth they provide is not sufficient to satisfy the demands of emerging scale-out servers.
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5.2.2 Mitigating activation power

One way to minimize activation energy is through modifications to DRAM chips or interfaces.

Leveraging the observation that applications access only a few words within a cache block,

researchers have proposed re-engineering the processor/memory interface to allow for acti-

vating only the DRAM chips at which the requested words are stored [4, 52, 134, 136]. While

potentially effective in the server context as well, these proposals require disruptive changes

to commodity memory technology. Historically, such disruptive proposals have failed to gain

traction in the DRAM industry, which is focused on commoditization and adheres to rigid

standards to ensure broad compatibility.

A non-disruptive approach to improving DRAM energy efficiency is to increase the fraction of

DRAM accesses that hit in the row buffer, thus eliminating redundant page activations.

Sudan et al. [117] have observed that desktop and parallel applications consist of a small

number of OS pages ( 100) that account for a high fraction of memory accesses ( 25%) and that

these accesses are centered around only a few cache blocks. To improve row buffer locality,

the authors have proposed mechanisms that identify and merge such pages. However, server

applications operate on vast datasets and a large number of accesses go to pages that were not

previously visited. Any energy gains of this technique would come at the cost of high storage

requirements as it has to track an enormous number of pages.

Advanced prefetchers can enforce row buffer hits by predicting spatial footprints of load-

triggered memory reads within a page [113]; however, these proposals carry a high storage

overhead (60KB per core) and ignore store-triggered memory reads and LLC writebacks. Eager

writeback mechanisms [70, 116] can improve row buffer locality for writebacks, but only to a

limited degree as they schedule writebacks of only a few adjacent cache blocks at a time. In

contrast to these works, BuMP maximizing row buffer locality by employing a comprehensive

mechanism that targets all types of memory accesses while incurring a nominal area and

energy cost.
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Prior work has proposed hardware and software mechanisms to guide page-based prefetching

[15, 123]. Stealth prefetching requires keeping address-related metadata (hundreds of KBs

per core) to decide the subset of a page which should be fetched after a certain number of

cache blocks are accessed within the page [15]. This thesis makes the observation that page

density is code-correlated, thus allowing for fetching high-density pages with the first read

to the page as opposed to multiple reads (Stealth prefetching) while introducing much lower

storage overhead.

Guided region prefetching [123] uses compiler hints to direct both spatial and non-spatial (e.g.,

pointer-chasing) prefetches. However, rapid dataset changes in server applications present

a challenge for static and profile-based approaches. Moreover, these approaches require

application changes or recompilation, while our work is software transparent and adapts to

changing application behavior.

5.3 Instruction-Based Prediction

Instruction-based predictors have been extensively used in the context of data prefetching

[68, 113], cache static power management [17], cache-coherence action prediction [59], NOC

power reduction [62], last-write prediction [124], on-chip granularity prediction [69], and

off-chip bandwidth reduction [54, 134]. However, none of these works has targeted improving

row buffer locality by predicting the memory page access density.
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6 Concluding Remarks

The information revolution of the last decade has been fueled by the digitization of almost all

human activities. Scale-out datacenters are the workhorses of this information age as they

collect, store, and process all the data. These datacenters distribute vast datasets across a large

number of servers, typically into memory-resident shards so as to maximize throughput and

maintain tight tail latencies.

While data is driving the skyrocketing demands for computational resources, processor and

memory manufacturing industries have reached fundamental efficiency limits, no longer

able to increase server energy efficiency at a sufficient pace. Energy is becoming as the

main impediment to the scalability of information technology (IT) with huge economic and

ecological implications. Delivering scalable and sustainable IT calls for innovation in IT

infrastructure design.

As memory has taken a central role in IT infrastructure, specialized memory-centric architec-

tures are required to fully utilize the IT’s costly memory investment. In response, processor

architects are resorting to manycore architectures to leverage the abundant request-level

parallelism found in data-centric applications. Specialized processors fully utilize available

memory resources, thereby increasing IT efficiency by almost an order of magnitude.

On-chip interconnects and the memory system are emerging as major performance and
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energy-efficiency bottlenecks in specialized memory-centric servers. Because manycore

server chips execute a large number of concurrent requests, they frequently access last-level

cache for fetching instructions, and off-chip memory for accessing dataset objects.

In Chapter 2, we demonstrated that existing on-chip interconnects are area- and power-

inefficient as they are designed to support both core-to-core and core-to-LLC communication

although on-chip network activity in servers is dominated by core-to-LLC communication. We

proposed Cache-Coherence Network-on-Chip (CCNoC), a specialized on-chip interconnect

to fit the traffic characteristics of core-to-LLC communication via a pair of asymmetric request

and response networks with different datapath width, router microarchitecture, and flow

control strategy. CCNoC improves on-chip interconnect area and power efficiency and boosts

server throughput for given area and power budgets.

In Chapter 3, we demonstrated that last-level caches and memory controllers of scale-out

servers fail to exploit the coarse granularity at which memory is accessed and organized due to

absence of information within the memory hierarchy about memory access patterns, resulting

in poor memory system performance and energy efficiency. We proposed Bulk Memory

Prediction and Streaming (BuMP) to identify accesses to coarse-grained objects, and to trigger

bulk transfers of coarse-grained objects between processor and off-chip memory. In doing

so, BuMP exploits the abundant spatial locality found in scale-out servers, and exploits the

coarse granularity at which off-chip memory is organized, thus improving server throughput

and memory energy efficiency.

In Chapter 4, we demonstrated that manycore servers impose high memory capacity and

bandwidth requirements. Emerging SerDes-connected memory (SCM) can break the pin

bandwidth constraints of modern DDR interfaces and provide the required bandwidth, but

at a significant power cost and high latency overhead due to large point-to-point memory

networks required to host vast datasets. Leveraging the observation that dataset popularity

in servers is highly skewed, we proposed a heterogeneous Memory System for Scale-out

Servers (MeSSOS) that employs SCM modules as an off-chip high-bandwidth cache in front of
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conventional DRAM modules. As the HBC is effective in filtering most of memory accesses,

conventional DRAM modules can be clocked at low frequency, thus enabling high memory

capacity at relatively low static power overhead.

6.1 Future Directions

While the memory-centric server architecture evaluated and presented in this thesis delivers

almost a ten-fold-increase in datacenter efficiency, it still views the processor as the central

system component, requiring data to be moved constantly from memory and storage to the

processor. In this thesis, we architected a novel memory system for memory-centric servers,

providing efficient access to the memory-resident datasets of data-centric applications. How-

ever, this thesis does not directly tackle the fundamental efficiency challenges that computing

will be facing in the next decades.

Moving forward, alternative architectures are required so as to provide a scalable and sustain-

able infrastructure for data-centric IT. Near-memory computing sounds as an attractive archi-

tecture to mitigate the ever-increasing energy requirements of data-centric IT. These architec-

tures are becoming feasible as die-stacking technology allows for fusing high-performance

logic and memory devices together by stacking multiple memory layers on top of a logic

layer. The emergence of these hybrid modules presents an opportunity of executing critical

tasks near memory by off-loading memory-intensive and/or compute-intensive operations

to specialized units that reside on the logic layer. Near-memory computing can provide

a 100-fold-improvement in datacenter efficiency by minimizing the energy consumption

of computation (specialized units consume less energy than general-purpose cores), and

reducing energy-intensive off-chip data movement.
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