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Abstract— Reconfigurable computing is a promising technology 

that offers an interesting trade-off between flexibility and 

performance, which many recent multi-core embedded system 

applications demand. In order to achieve these objectives, it is 

necessary to optimize the deployment of the hardware cores on 

the FPGA platform, trying to reduce the reconfiguration 

overhead while meeting the desired performance. In this paper, 

we propose a hybrid mapping and scheduling technique for 

multi-core applications on reconfigurable devices, which exploits 

the information about the relationships among the application 

cores to minimize the overhead due to reconfiguration. 

I.  INTRODUCTION 

In the last few years, dynamically reconfigurable devices, 
such as FPGAs, have become popular since they combine both 
the performance requirements and the flexibility that many 
applications in embedded systems demand. However, a well-
known drawback of dynamic reconfiguration is the timing 
overhead related to reconfiguration processes, which can also 
reach hundreds of milliseconds. This could negatively affect 
the performance of the applications deployed on the system, 
especially when reconfigurations are very frequent. Hence, 
good mapping and scheduling strategies are needed in order to 
assign the cores to the reconfigurable resources and to schedule 
their reconfigurations, minimizing the total reconfiguration 
overhead while guaranteeing the required performance. 

In this paper we propose a hybrid mapping-scheduling 
technique able to exploit the spatial and temporal information 
of the cores of the incoming applications, taking into account 
both the performance of the whole system and the timing 
overhead related to dynamic reconfiguration processes. 

We applied both the proposed representation model and the 
proposed hybrid mapping-scheduling technique to a real-world 
case study, the MP3 decoder [1], and we deployed it on a 
hardware platform based on a Xilinx Virtex-5 XC5VLX110T 
FPGA. We also applied the proposed approach to a set of 50 
synthetic benchmarks characterized by a different number of 

cores in order to validate that the proposed approach scales 
very well with the complexity of the target applications. 
Experimental results show that the proposed approach is able 
to save up to 30% of resources and to halve the reconfiguration 
overhead with respect to other state-of-the-art techniques [2] on 
the synthetic benchmarks, while achieving even better results 
on the analyzed real-world case study. 

II. RELATED WORK 

This section analyzes the different approaches that can be 
found in literature to solve the problem introduced in Section I. 
Optimal algorithms based on Integer Linear Programming 
(ILP) [3], as well as heuristic approaches [4], have been 
proposed to schedule Data Flow Graphs (DFGs) onto 
reconfigurable systems. Hybrid mapping-scheduling 
techniques for DFGs can also be found in the literature. For 
instance, [5] presents a Mixed Integer Linear Program (MILP) 
based model to tackle mapping and scheduling at the same 
time. However, either these approaches specifically do not take 
into account the impact of the reconfiguration overhead, or 
they cannot explicitly handle situations in which several tasks 
must coexist at the same time (pipelined behavior), which 
frequently occurs in reconfigurable systems. 

Other approaches aim at finding a suitable mapping of 
applications specified as Data Flow Diagrams (DFDs). An 
example can be found in [6], which however does not 
explicitly take into account the possibility of dynamically 
reconfiguring the cores. Reconfiguration is considered in [2], 
where the authors aim at minimizing the switching time 
between two subsequent mappings. However, the solution 
could be generally considered as sub-optimal, because the 
available scheduling information is not exploited. 

The approach proposed in this article is able to explicitly 
handle the reconfiguration overhead, and to capture all the 
relevant scheduling information, such as a pipelined behavior 
between the cores. The work has been compared with the 
algorithm presented in [2], since it is the only one that takes the 
impact of dynamic reconfigurations into account. 
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Figure 1. The target architecture 

III. TARGET ARCHITECTURE 

This section defines the partially reconfigurable 
architecture targeted in this work and shown in Fig. 1, which 
consists of a set of static regions, as well as several 
Reconfigurable Units (RUs). Each static region contains an 
inter-region communication infrastructure based on a Network-
on-Chip (NoC), optimized for FPGA implementations. The 
reconfigurable regions are filled up with cores (along with their 
interfaces towards the communication infrastructure). 
Depending on their size, multiple cores can be assigned to the 
same RU, thus forming an island of cores [7]. The intra-region 
communications among these cores are resolved internally by 
means of a sub-NoC that is reconfigured along with the cores. 
Thus, the intra- and inter-region NoCs can be considered a 
unique 2-level NoC, which is contention-aware and provides 
enough bandwidth with respect to the communication needs of 
all the target applications. For this reason, the proposed 
mapper-scheduler can safely ignore placement. It is also worth 
noting that the inter-region NoC is essentially static, thus it is 
fully operational even during the reconfiguration of a RU, as 
well as the communication channels between the 
reconfigurable and the static regions. In Virtex devices, this is 
achieved by means of bus macros, which are placed along the 
edges of the reconfigurable regions. 

IV. HYBRID MAPPER-SCHEDULER 

The proposed Hybrid Mapper-Scheduler (HMS) receives as 
input an application, which is specified in such a way to 
include its deadline, its cores, the communication links among 
them, and their lifetimes. A lifetime is defined as the time 
interval when a core needs to be configured on the device in 
order to correctly contribute to the execution of the whole 
application. 

In particular, the proposed HMS aims at finding a temporal 
assignment of the cores to the different islands of the target 
architecture, trying to reduce both the reconfiguration overhead 
and the resources usage, while meeting the specified deadline.  

A. Pre-processing 

During the first stage, the algorithm divides the input 
application into a set of snapshots (Step 1, Fig. 2), i.e., the time 
intervals when the set of cores that must be configured at the 
same time does not change. The snapshots are generated by 

sorting these time instants decreasingly, and by selecting two 
consecutive times from this sorted list. 

Since the cores in each snapshot do not change, it is 
possible to translate each snapshot into a traditional DFD, 
where the weight of each node represents the cores size, and 
the weight of each link is the amount of traffic between two 
cores. In order to guarantee that the application can be 
deployed on the FPGA, it is sufficient to guarantee that each 
snapshot generated from the original application fits into the 
target architecture. 

Once the snapshots have been generated, the proposed 
HMS generates a first solution (Step 2). The solution is 
computed by mapping all the snapshots separately, i.e., the 
cores of each snapshot are assigned to a RU to form a set of 
islands. The algorithm we employed to generate the islands is 
based on graph partitioning theory, and is implemented by an 
external tool named CHACO [8]. Each DFD associated with a 
snapshot is given as an input to CHACO and it is partitioned 
into a given number of parts: since each part contains one or 
more cores, it corresponds to an island in the hardware 
architecture. The partition found by CHACO is said to be 
feasible if the total size of each island is lower than the size of 
a RU. However, CHACO generates a partition of the input 
DFD aiming at balancing the size of each part, thus it has the 
tendency to uniformly spread the cores over the specified 
number of islands, rather than to minimize the number of 
islands itself. This behavior may negatively affect the quality 
of the solution. In order to overcome this limitation, the 
proposed HMS executes CHACO multiple times, iteratively 
increasing the number of islands until a feasible partition is 
found. 

B. Mapping-Scheduling of the Application 

After the first solution has been generated, the application 
is essentially decomposed into a series of consecutive DFDs 
that must be deployed sequentially. The rest of the algorithm 
tries to recombine them in order to minimize the average 
transition time between two consecutive snapshots. 

The algorithm evaluates the quality of the first solution 
(Step 3) by estimating its overall execution time, which 
includes the reconfiguration overhead that is necessary to load 
the cores required by each snapshot, and stores it (Step 4). The 
execution time is used to evaluate every intermediate solution 
during the execution of the HMS algorithm (Step 5), which 
iteratively refines the solution (Steps 6-13) until the deadline 
associated to the application is met (Step 14). The iterative 
refinement aims at reducing the execution time by smoothing 
the transitions among the snapshots. The idea is to identify two 
consecutive partitioned snapshots which are similar enough to 
allow the algorithm to merge them, and form a set of islands 
that can be used by both the snapshots, thus eliminating the 
transition between them (we call it mergeable transition), and 
also avoiding any reconfiguration when switching from one 
snapshot to the other. Once the transition between two 
partitioned snapshots Pi and Pi+1 has been merged, any future 
merging operation involving Pi+1 will also involve Pi as well, 
and viceversa. 
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Figure 2. Flowchart of the proposed HMS algorithm 
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Figure 3. Merging process of P1 and P2 in MPEG-4. The dashed lines 
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The merging operation aims at making two consecutive 
partitioned snapshots P1 and P2 compatible. The compatibility 
condition ensures that the cores that are in common between 
the two snapshots are mapped in islands that can be used by 
both the snapshots, thus avoiding any unnecessary 
reconfiguration. In particular, P1 and P2 are compatible if: 

 ( ) ( )[ ] ( ) ( )[ ] 2121,)1( PPPP jIiIjIiICoresCoresji =⇔=∈∀ U  

This expression means that, for all the cores in P1 and P2, if 
cores i and j belong to the same island in the partition P1, they 
have to belong to the same island in P2 and viceversa (I(i) 
indicates the island to which the core i belongs). If P1 and P2 
are compatible, the islands of P1 can be used by P2 without 
introducing any reconfiguration overhead, while a 
reconfiguration is needed for the islands containing the cores 
required by P2 but not by P1. 

We show how two snapshots can be made compatible using 
the example in Fig. 3, which refers to the MPEG-4 Layer-2 
Simple Profile (SP) encoder [1]. This application contains four 
cores, namely the Variable Length Decoder (VLD), the Inverse 
Discrete Cosine Transform (IDCT), the Motion Compensation 
(MC) and the Rate Control (RC). The processes IDCT and MC 

run after VLD, whereas the MC and RC are performed in a 
pipelined way until the complete stream of images is 
processed, and therefore they must be configured at the same 
time on the device. 

Fig. 3a shows the initial partitioning of the MPEG-4 
application: in this example, the goal is to merge the partitioned 
snapshots P1 and P2. Firstly, the proposed algorithm creates a 
virtual graph (VG) according to the following condition: 

 ( )VGiPiPiCoresi ∈⇔∈∨∈∈∀ 21,)2(  

Thus, if a core exists in either P1 or P2, it is included in VG. 
Then, the algorithm uses CHACO to partition VG, and it starts 
from its output to create the new islands using the following 
rule: 

 [ ]'),(:)(},,{)3( 21 iVG PjizusedjCoreszIslandsjPPi ∈⇒∈∃∈∀∈∀  

This expression means that, for each snapshot i and for 
each island j of the partitioned VG, if j contains at least one 
core z that is used in snapshot i, then the island should be used 
by the merged snapshot Pi’. Using this technique, the new 
snapshots satisfy the compatibility condition equation (1) by 
construction: in fact, all the cores that are in common are 
assigned to one island that will be used by both the snapshots, 
and therefore does not need to be reconfigured. In Fig. 3b, the 
partitioning of the VG generates two islands: one contains 
cores VLD and IDCT, while the other contains MC. The first 
island is selected to belong to P1’ because VLD belongs to the 
first snapshot, and this is done even though IDCT does not. As 
a consequence (Fig. 3c), the IDCT will be loaded with the first 
snapshot, but it will not be used (in the picture, IDCT appears 
shaded). However, when the second snapshot P2’ is executed, 
the IDCT is already configured on the device and no 
reconfiguration is needed (on the other hand, the second 
snapshot keeps VLD configured but does not use it), while 
only the island containing MC needs to be loaded. Finally, it is 
important to remark that a merging operation may create large 
islands that cannot fit into the RUs: for this reason, the 
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algorithm always has to check the feasibility of the solution 
(Step 8). 

In order to perform the aforementioned merging procedure, 
the algorithm identifies the transition between two consecutive 
snapshots that generates the greatest reconfiguration overhead 
(Step 6) and tries to eliminate it by merging the two snapshots 
(Step 7). If the merging operation does not generate a feasible 
solution, the transition is marked as non-mergeable (Step 12), 
and it will not be considered again. Otherwise, the solution is 
evaluated (Step 9) and, if its execution time is lower than the 
best one found so far (Step 10), it becomes the new best 
solution (Step 4). The procedure stops as soon as the deadline 
associated with the application is met (Step 5). If the merging 
operation does not lead to an improvement in terms of 
execution time, the transition is temporarily marked as non-
mergeable (Step 11), but it will be considered again whenever 
one of the two snapshots is involved in another merging 
operation.  

Every time a merging operation has been completed (either 
successfully or not), the algorithm checks if the deadline 
constraint is met and, if it is not, looks for another transition 
that can be potentially optimized (Step 13). 

The proposed algorithm is structured in such a way that the 
more snapshots are merged, the more global the optimization 
is. In fact, each merging process reduces the reconfiguration 
overhead, although more hardware resources are used to load 
cores that may not be needed by all the snapshots. As a 
consequence, the more snapshots are merged, the more area is 
used, and for this reason the proposed HMS stops as soon as 
the temporal constraints are met. 

V. PERFORMANCE EVALUATION 

This section presents several different experiments that 
have been carried out both to validate the proposed approach 
and to evaluate the quality of the mapping-scheduling 
solutions. In particular, the proposed HMS approach has been 
applied to a complex real-world case study: an MP3 decoder 
consisting of 15 cores [1]. 

The proposed HMS approach has also been applied to a set 
of 50 synthetic benchmarks in order to evaluate how it scales 
when the complexity of the target application increases. These 
synthetic benchmarks consist of 30 cores (with sizes ranging 
from 100 to 500 slices), each one associated with different 
lifetimes (from 1 to 5 disjoint lifetimes per core) that span from 
0 to 100 ms, in such a way that each benchmark is composed of 
10 snapshots. These benchmarks have been deployed on a 
system based on a Virtex 5 XC5VLX110T FPGA, where tasks 
can run up to 178 MHz. According to our measurements, each 
RU takes approximately 4 ms to be reconfigured (when the 
system consists of 9 RUs, with 622 slices per RU). 

In order to evaluate the quality of the solutions obtained 
with the proposed HMS approach, we compared its results, in 
terms of performance, with those obtained by the most similar 
approach that can be found in literature, i.e., the one presented 
in [2]. Fig. 4 shows the reconfiguration overhead obtained by 
using different values (ranging from 0 to 40 ms) of the 
extended deadline parameter, which represents the maximum 

acceptable delay with respect to the optimal execution time of 
the application. These experiments have been carried out with a 
varying number of RUs (ranging from 3 to 9) and then 
averaging the obtained results. 

As shown by Fig. 4a, the proposed HMS approach 
outperforms the state-of-the-art one, achieving a reduction of 
the reconfiguration overhead up to 49% when the extended 
deadline is set to 0 ms. A similar trend can also be observed in 
Fig. 4b, which shows that the proposed approach is able to 
reduce the reconfiguration overhead up to 86% when the 
extended deadline is set to 0 ms. 

VI. CONCLUDING REMARKS 

In this paper we have proposed a hybrid mapping-
scheduling technique able to reduce both the impact of the 
dynamic reconfiguration overhead and the reconfigurable 
resources usage. Experimental results have shown that the 
proposed HMS algorithm outperforms the most similar 
approach that can be found in the literature [2], saving up to 
30% of the reconfigurable resources and almost halving the 
reconfiguration overhead both over a wide set of benchmarks 
and on real-world case studies. 
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