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Abstract—Three-dimensional integrated circuits (3D-ICs) are
a promising approach to address the integration challenges
faced by current systems on chips (SoCs). Designing an efficient
network on chip (NoC) interconnect for a 3-D SoC that meets
not only the application performance constraints but also the
constraints imposed by the 3-D technology is a significant
challenge. In this paper, we present a design tool, SunFloor
3D, to synthesize application-specific 3-D NoCs. The proposed
tool determines the best NoC topology for the application,
finds paths for the communication flows, assigns the network
components to the 3-D layers, and places them in each layer. We
perform experiments on several SoC benchmarks and present a
comparative study between 3-D and 2-D NoC designs. Our studies
show large improvements in interconnect power consumption
(average of 38%) and delay (average of 13%) for the 3-D NoC
when compared to the corresponding 2-D implementation. Our
studies also show that the synthesized topologies result in large
power (average of 54%) and delay savings (average of 21%) when
compared to standard topologies.

Index Terms—3-D integrated circuits (3D-ICs), networks on
chip (NoC), placement, synthesis, topology.

I. INTRODUCTION

-D CHIP fabrication technology is facing lot of chal-
lenges in utilizing the exponentially growing number of
transistors on a chip. Wire delay and power consumption
is increasing dramatically and achieving interconnect design
closure is more and more a challenge. Moreover, diverse
components that are digital, analog, microelectromechanical
systems, and radio frequency modules are being integrated
on the same chip, resulting in large complexity for the 2-D
manufacturing process [18].
Vertical stacking of multiple silicon layers, referred to as
3-D stacking, is emerging as an attractive solution to continue
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the pace of growth of systems on chips (SoCs) [18]-[23].
Several technologies and methods are available in the paper for
performing 3-D integration. In the Die-fo-Die bonding process,
individual dies are glued together to form the 3D-IC. In the
Die-to-Wafer process, individual dies are stacked on top of dies
which are still not cut from the wafer. The advantages of these
processes are that the wafers on which the different layers of
the 3-D stack are produced can be of different sizes. Another
advantage is that the individual dies can be tested before the
stacking process and only “known-good-dies” can be used,
thereby increasing the yield of the 3D-IC. In the Wafer-to-
Wafer bonding, full wafers are bonded together. The use of
through silicon vias (TSVs) to connect the components in the
different layers is emerging as a promising technology option.
TSV-based 3-D technology has been maturing over the years in
addressing thermal issues and achieving high yield [20]. In this
paper, we consider 3-D integration using TSVs to electrically
connect the different dies in the stack. Heterogeneous systems
can be built effectively, with each layer supporting a diverse
technology [18].

To tackle the on-chip communication problem, a scalable
communication paradigm, networks on chips (NoCs) have
recently evolved [1]-[3]. NoCs consist of switches and links
and use circuit or packet switching technology to transfer
data inside a chip. They provide better structure, modularity,
and scalability when compared to traditional interconnect
solutions.

NoCs are a necessity for 3-D chips. They provide arbi-
trary scalability of the interconnects across additional layers,
efficiently parallelize communication in each layer, and help
controlling the number of vertical wires (and, hence, TSVs)
needed for inter-layer communication. The combined use
of 3-D integration technologies and NoCs introduces new
opportunities and challenges for designers. Building power-
efficient NoCs for 3-D systems that satisfy the performance
requirements of applications, while satisfying the technology
constraints, is an important problem. To address this issue,
new architectures and design methods are needed. While the
issue of designing NoC architectures for 3-D has received
some attention [31]-[34], there has been little work on design
methods for 3-D NoCs. Design methods for 2-D NoCs do
not consider the unique challenges posed by 3-D integration
technologies, such as the constraints on the number of TSVs
that can be supported, constraints on communication between
adjacent layers, determining layer assignment for switches,
and placement of switches in 3-D.
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Fig. 1. Yield vs. TSV count [39].

Constraining the number of TSVs is important in order
to control the yield of the 3D-IC. In Fig. 1, we show the
dependence of yield on the number of TSVs for different
manufacturing processes [39]. For all processes, there is a
clear upper bound on the number of TSVs after which
the yield decreases rapidly. For this reason, it is important
for the synthesis process to be aware of this upper bound and
be able to ensure that the designed NoC meets this constraint,
while at the same time complying with the application require-
ments. Also, since for the different manufacturing processes
the constraint is different, it is necessary for the synthesis
process to take this as an input. Another reason to try to reduce
the number of TSVs is to save the area. In [19], the pitch of
a TSV is reported to be between 3 um and 5 um. Reserving
area for too many TSVs can cause a considerable reduction
in the active silicon area remaining for transistors.

In this paper, we address these important problems and
present a synthesis approach for designing power-efficient
NoCs for 3-D systems on chips (SoCs) that meet application
performance and 3-D technology constraints. Custom topolo-
gies that are tailored to meet the application performance
constraints can result in large NoC power savings. The need
for an application-specific topology has been well studied for
2D-ICs [8], [16]. All these advantages hold in 3-D as well.
Our goal in this paper is to explore the design space of custom
topologies and to show the comparative advantages in moving
to a 3-D technology. The major contribution of this paper is
a synthesis approach to determine the most power-efficient
topology for the application and for finding paths for the traffic
flows that meet the TSV constraints. Our methods account for
power and delay of both switches and links. The assignment
of cores to different 3-D layers and the floorplan of the cores
in each layer are taken as inputs for the synthesis process. To
accurately model the link delay and power consumption, for
the given core positions, we present a method to determine the
optimal positions of switches in the floorplan in each layer. We
then place the switches on each layer, removing any overlap
with the cores.

The assignment of cores to the different layers and the
floorplan of each layer needs to consider several performance
and technological constraints. For example, cores that have
I/O pins that go off chip have to be placed near the border
of the die, cores that operate at the same frequency should be
placed close together to share the clock tree, and thermal issues
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should be considered as well. There are several works that
address these issues [21]-{23] and our work is complementary
to them. Our experiments show that wires have significant
power consumption and delay. Thus, the floorplan of the
design should be considered during the topology synthesis
process. Here, we only address the issue of designing the
NoC topology and determining the placement of the NoC
components. We show that using a standard floorplanner to
insert the NoC components in an existing floorplan can lead
to poor results. We present a simple floorplanning method that
shows a significant reduction in area (average 20%) and power
consumption (average 7.5%) when compared to a constrained
standard floorplanner. Please note that more complex optimiza-
tion methods, like the ones in [41], could be used to design
an even better custom floorplanning routine. As the main
objective of this paper is topology synthesis, developing and
comparing different custom floorplanning methods is beyond
the scope of the paper. Another point to be noted is that a
single switch or interface of a NoC has low area (few thousand
gates) and power consumption (few megaWatt at 1 GHz)
overhead. Thus, the thermal properties of the system are not
affected significantly when inserting the NoC components in
the floorplan.

Another major contribution of this paper is a comparison
between 2-D and 3-D SoCs in terms of the interconnect delay
and power consumption. An important advantage in using 3-D
technology is that the wires are shorter. However, today, the
amount of power and delay gains that is achievable by 3-D
integration for custom interconnects for SoCs is still unclear.
We compare the same SoC design for the case when all cores
are on the same die to the case when the cores are distributed
on different dies in a 3-D stack. Therefore, we analyze the
power reduction that is due to having shorter wires. We do
not consider the case when the initial system was build using
different dies in multiple packages and the power reduction
was due to removing the I/O pads and drivers. In this paper,
for comparative purposes, we also apply a 2-D synthesis flow
developed earlier by [16] for a corresponding 2-D implementa-
tion of the benchmarks. Our results show that a 3-D design can
significantly reduce the interconnect power consumption (38%
on average) and latency (13% on average). For completeness,
we also show the power consumption reduction in using a
custom topology when compared to a regular topology for
several benchmarks. However, detailed study of the different
advantages of a custom solution is not reported here, as the
analysis would be analogous to those done in [8] and [16] for
2D-ICs.

II. RELATED WORK

An introduction to the issues in NoC architecture design and
synthesis has been presented in [3]. Methods for synthesizing
point-to-point links and bus-based systems are presented in
[4]-16]. In [7]-[9], the authors present approaches to map
cores on to regular NoC topologies. Synthesis of custom NoC
topologies for 2-D SoCs has been presented in [11]-[16]. In
[16], we presented a method to synthesize the most power-
performance-efficient NoC topologies for 2-D SoCs.
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Several works have been investigating the 3-D manufactur-
ing processes [18], [20], [24], [34]. In [18], the authors make
a detailed analysis of performance gains for 3-D technology.
The authors analyze how the area, power, and wire length is
affected when moving from a 2-D design to 3-D. In [20], a
method for placing thermal vias is shown. The method places
the thermal vias in order to keep the temperature under a
desired maximum value and at the same time tries to minimize
the number of thermal vias needed. Models for vertical links
containing several parallel wires are presented in [34]. The
authors also present methods for using the vertical links within
available 2-D design flows. Methods for 3-D floorplanning and
placement of cores, taking into account the thermal issues
that has been presented in [21]-{23]. In [21], a new data
representation is presented that contains the necessary data
for performing floorplanning using simulated annealing. The
temperature of the chip is used in the objective function that is
minimized. A resistive capacitive (RC) model is also presented
to calculate the temperature distribution that is used in the ob-
jective function. A force-directed 3-D floorplanner is presented
in [23]. The floorplanner efficiently takes into account physical
information such as temperature gradient, and the authors
also present methods to transition from an unconstrained
3-D assignment to a legal layer assignment without overlap.
Manufacturing of 3-D interconnects has been addressed by
[25] and [26]. The work presented in [28] makes an analysis
of the performance and cost tradeoffs of 3-D integration. These
works do not address, however, the problem of interconnects
in 3-D SoCs. Multi-dimensional regular topologies (such as
k-ary n-cubes, hypercubes) have been explored by researchers
as viable interconnect solutions for chip-to-chip networks
[17]. However, such standard topologies are not suitable for
application-specific SoCs, which are heterogeneous in nature.

Synthesis of NoCs for 3-D SoCs is a relatively new topic.
New switch architectures for 3-D have been presented in [31]
and [33]. In [32], the authors present the use of NoCs as
interconnects for 3-D multi-processors. The electrical charac-
teristics of vertical interconnects are analyzed in [34] and the
authors also present a back-end design flow to implement 3-D
NoCs. Design of standard topologies for 3-D is analyzed in
[29] and mapping of cores on to NoC topologies is presented in
[30]. Power-delay analysis of 3-D interconnects is presented
in [27]. However, none of these works address the issue of
synthesizing custom NoCs topologies for 3-D SoCs. Moreover,
the works do not present a comparison of the NoC power and
latency for 2-D and 3-D NoC implementations.

III. ARCHITECTURE

We assume a wafer-to-wafer manufacturing process, with
TSVs used for the vertical interconnection wires. We present
the synthesis methods for the case where each component
(core and network component) is designed to span within a
single layer. As the network components are small, there will
not be a significant performance benefit if they were designed
to span on multiple layers. In designs where a single core may
span multiple layers, the network interface (NI) would still be
assigned to a single layer close to where the communication
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port of the core is. In this case, our synthesis algorithm is not
affected at all and only minor extensions would be needed in
the floorplanning routine to account for this fact. As this does
not affect the synthesis methods, we do not present such exten-
sions in this paper. In our architecture, the vertical wires using
a TSV between two layers uses the global metal routing of the
bottom layer, therefore, requiring silicon area to be reserved
only on the top layer where the TSVs are drilled. Area reserva-
tion is done by placing abstractions in the floorplan called TSV
macros. In Fig. 2, we show an example where two switches
on two different layers are connected using an inter-layer link.

For the inter-layer links that go through more than one
layer, TSV macros are placed in the intermediate layers as
well. In Fig. 2, we show an example where there is a TSV
macro in the middle layer. From the bottom layer, the link is
first routed horizontally on the metal layer and then vertically.
In the second layer, an intermediate TSV macro is needed
to allow the link to cut through the silicon. Then, the link
is routed again on the metal layers in the second layer, and
when aligned with the switch on the top layer, the link is
fed vertically. The switch in the top layer has a TSV macro
embedded for the port that is connected to this link. The area
of the TSV macros for a particular link width is taken as
input. For the synthesized topologies, our tool automatically
places the TSV macros in the intermediate layers and on the
corresponding switch ports.
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If there is a core that is connected to a switch that is in
another layer, then space has to be reserved on the floorplan to
place the TSVs. If core and the switch are only one layer apart,
then the NI of the core will contain the necessary TSV macro
that reserves the space. The NI is responsible to translate the
core communication protocol to the network protocol. In the
case when the core and the switch are several layers apart, then
the TSV macros, to reserve the area to place the TSVs, have to
be explicitly placed on the floorplan for the intermediate lay-
ers. The explicit TSV macro is the same as in the example of
the switch to switch link from Fig. 2 in the middle layer. Active
silicon area is lost every time a TSV macro is placed as the
area reserved by the macro will be used to construct the TSV.
In some designs, redundant TSVs are used to increase reliabil-
ity [40]. Adding redundant TSVs can be considered by reserv-
ing more area with the TSV macros and it is transparent for our
tool. The TSV macros are placed automatically by our tool.

IV. DESIGN APPROACH

In this section, we define the inputs and outputs of our
design flow. In the core specification file, the name of the
different cores, the sizes, and positions are given as inputs.
The assignment of the cores to the different layers in 3-
D is also specified as input in the file. In the communica-
tion specification file, the communication characteristics of
the application are specified. This includes the bandwidth
of communication across different cores, latency constraints
and message type (request/response) of the different traffic
flows.

The technology used for 3-D integration can result in two
main constraints. First, to achieve high yield, the number of
TSVs that can be established across two layers may need to be
restricted below a threshold. Second, some 3-D technologies
can allow TSVs only across adjacent layers. In the rest of
the paper, we model the maximum TSV number constraint
by using a constraint on the number of NoC links that can
cross two adjacent layers, denoted max_ill (for maximum
number of inter-layer links). For a particular link width, the
maximum number of links can be directly determined from
the TSV constraints.

The objective of the topology synthesis procedure can be
set by the designer to minimize NoC power consumption or
latency or a combination of both.

For the synthesis procedure, the power, area, and timing
models of the NoC switches and links are also taken as inputs.
For the experimental validation of this paper, without loss of
generality, we use the library of network components from [35]
and the models are obtained from layout level implementations
of the library components. Any other NoC library can also
be used with the synthesis process. We also take the power
consumption and latency values of the vertical interconnects
as inputs. For this, we use the models from [34].

The output of the topology synthesis procedure is a set of
tradeoff points of topologies that meet the constraints, with
different values of power, latency, and design area. From the
resulting points, the designer can choose the optimal point
for the application. The synthesis procedure also produces a
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placement of the switches in the 3-D layers and the positions
of the switches.

The different steps of the synthesis algorithm are presented
in Fig. 3. As the topology synthesis and mapping problems
are NP-Hard [11], we present efficient heuristics to synthesize
the best topology for the design. The NoC architectural
parameters, such as frequency of operation, are varied and
the topology design process is repeated for each architectural
point. In the following step, the number of switches needed
to connect the cores is varied and different topologies are
synthesized. There are some general trends that we observed
during the topology design process: 1) when the number of
switches is increased, though the switches become smaller,
packets need to traverse more hops and the total switch power
usually increases, and 2) with more switches, the switch that is
connected to a core is closer in the floorplan, thereby leading
to lower core-to-switch link power consumption. However,
there are also more switch-to-switch links, thereby leading
to an increase in the power consumption of switch-to-switch
links. In order to choose the most power-efficient topology,
the combined effect of all these three trends needs to be
considered. Thus, we need to explore designs with different
number of switches, starting from one where all the cores are
connected to a single switch to a design point where each core
is connected to a separate switch.

For a particular switch count, in the next steps, we determine
the connectivity between the switches and the cores and the
3-D layer assignment of the switches. During this step, there
is a degree of freedom that needs to be explored. A core in a
layer of 3-D design that can be restricted to be connected to
a switch in the same layer or could be allowed to connect to
a switch in any layer. When a core is restricted to be connected
to a switch in the same layer, then the traffic flowing from
it to a core in another layer needs to traverse at least two
switches (one in the current layer and another in the other
layer), thereby increasing latency. On the contrary, if a core
is allowed to be directly connected to a switch in any layer,
then more inter-layer links may be needed. It is important
to choose this restriction based on application characteristics.
Another degree of freedom that needs to be explored is
from a technology standpoint; the technology could allow
vertical link across many layers (e.g., a link from first layer
to third layer) or could allow connection only across adjacent
layers.

To address these two issues, we present a two-phase
method to determine the core to switch connectivity. In the
first-phase (presented in Section V-A), cores are allowed to
be connected directly to switches in any layer. If the resulting
designs do not meet the maximum inter-layer link constraints,
then in the second phase (presented in Section V-B), cores
are restricted to be connected to only switches in the same
layer. Also, in the second phase, vertical links are established
only across adjacent layers in 3-D. Thus, for systems where
the underlying technology supports vertical links only across
adjacent layers, the first phase can be skipped and the second
phase can be used directly. Please note that Phase 2 can
also be used when the objective is to reduce the number of
inter-layer vertical links used.
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Algorithm 1 Core-to-Switch Connectivity
1: Build partitioning graph, PG(U, H, «)

Unmet = ¢.

{Vary number of direct switches in a range}

for i =1 to |U| do
Perform i min-cut partitions of PG. Let the set
Partition ; be set of vertices in jth partition, Vj € 1---i.

{Compute layer assignment for each switch:}
layer_k
; la

Vke partition

6

. layerfswj = | partition |

8:  Compute paths for inter-switch flows

9:  If path computation failed, add i to set Unmet.
10: end for

11: 6 =06

12: while (Unmet! = ¢) & (60 < 6,,4x)) do

13:  for Each i € Unmet do

14: Build scaled partitioning graph, SPG(W, L, )
15: PG = SPG

16: Repeat Steps 5 to 8

17: If valid paths found, remove i from set Unmet.

18:  end for
190 0 =0+ 0su.
20: end while

In the next step, the paths for the inter-switch traffic flows is
determined, and is explained in Section VI. Then, the optimal
positions of the switches are determined and the switches are
placed in each layer, minimally changing the input floorplan.
In the last step, if the current topology meets the constraints,
the design point is saved.

V. METHODS TO ESTABLISH CORE TO SWITCH
CONNECTIVITY

In this section, we present methods for establishing connec-
tivity between the cores and switches.

Definition 1: Let n be the number of cores in the design.
The x and y coordinate positions of a core ¢; are represented
by xc; and yc;, respectively, Vi € 1---n. The 3-D layer to
which the core i is assigned is represented by layer;.

From the communication specification file, the commu-
nication characteristics of the application are obtained and
represented by a graph [7], [8], [10], defined as follows.

Definition 2: The communication graph is a directed graph,
G(V, E) with each vertex v; € V representing a core and the
directed edge (v;, v;) representing the communication between
the cores v; and v;. The bandwidth of traffic flow from vertex
v; to v; is represented by bw; ; and the latency constraint for
the flow is represented by lat; ;.

We define a partitioning graph (PG) as follows.

Definition 3: The PG is a directed graph, PG(U, H, «), that
has same set of vertices and edges as the communication
graph. The weight of the edge (u;, u;), defined by h; ;, is set to
a combination of the bandwidth and the latency constraints of
the traffic flow from core u; to u;: h; ; = axbw; j/max_bw +
(1 — ) x min_lat/lat; ;, where max_bw is the maximum
bandwidth value over all flows, min_lat is the tightest latency
constraint over all flows and « is a weight parameter.
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The parameter o can be set by the designer based on the
application characteristics or swept by the tool over a range
of values, in order to meet the latency constraints.

A. Phase 1

As the number of switches is varied in order to explore
different design points, most of the times there will be fewer
switches in the design than the number of cores. Therefore,
multiple cores will be assigned to the same switch in most
cases. The cores will be partitioned in as many blocks as
there are switches and the cores in the same block will be
assigned to the same switch. When using Phase 1 cores that
have high communication or tight latency will be assigned
to the same switch regardless of the fact that cores may
be on different layers. If for a particular core to switch
assignment the algorithm using Phase 1 will not be able
to meet the inter-layer link constraint, then the influence
of bandwidth and latency of the inter-layer flows will be
scaled down in steps and new partitions will be generated.
The exact steps of Phase 1 are described in the following
paragraphs.

In the first step of Algorithm 1, the PG is constructed. Then
(in Step 3), the number of switches in the design is varied from
1 to the number of cores in the design. In the next step (Step
5), for the current switch count, many min-cut blocks of PG
are obtained. All the cores in a block are connected to the
same switch and the partitioning is done such that each block
has about equal number of cores. Thus, those traffic flows with
large bandwidth requirements or tight latency constraints are
assigned to the same block and traverse a single hop in the
network.

Example 1: For the communication graph from Fig. 4, an
example PG is shown in Fig. 5. The cores are assigned to
the two layers such that highly communicating cores are
placed one above the other, which is an input to our synthesis
algorithm. Here, we assume o = 1 and the bandwidth of the
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Fig. 6. SPG and the min-cut partitions.

traffic flowing between cores within a layer is lower than the
traffic between the cores across the layers as denoted by the
values on the edges of the communication graphs. The weights
of the PG are calculated with the formula from definition of
the PG graph. In the figure, we also show an example of
three min-cut partitions of the graph. The partitioning leads
to cores in different layers being assigned to the same
block.

Then (in Step 7), the layer assignment of each switch is
computed as an average of the layers of the cores to which
the switch is connected. Alternatively, the switch could also
be assigned to the layer containing the most number of cores
connected to it. At this point, the intra-partition traffic flows
are taken care of and we need to establish connectivity across
the switches for the inter-switch traffic flows. This step is
explained in the next section. Then (in Step 9), the resulting
designs are evaluated to see whether they meet the max_ill
constraint and the switch counts that do not meet the constraint
are stored in the set unmet.

In order to facilitate meeting the max_ill constraint for the
design points in the set unmet, we use the SPG, defined as
follows:

Definition 4: A SPG with a scaling parameter 6, SPG(W,
L, 0), is a directed graph that has the same set of vertices
as PG. A directed edge /; ; exists between vertices i and j, if
d(ui, u;) € P orlayer; = layer;.

In the SPG, along with the edges in PG, we define new
edges between all cores in the same layer of 3-D. We also
reduce the edge weights of inter-layer flows, depending on
the scaling parameter 6. If this scaled graph is used for
partitioning, then more cores in the same layer will be in a
partition, thereby reducing the inter-layer links, at the expense
of increasing the power consumption and latency of inter-
layer flows. To obtain designs with lower inter-layer links,
the parameter 6 is varied from 6,,;, to 6,, in steps of
Oscate in the algorithm (Steps 12—19), until the max_ ill con-
straint is met. After several experimental runs, we determined
that varying 6 from 1 to 15 in steps of three gives good
results.

In order to cluster cores in a layer that actually commu-
nicates, we also need to ensure that the newly added edges
have a lower edge weight than the original intra-layer edges.
Please note that if the new edges are not added, the partitioner
may still cluster cores across layers, which will not lead to a
reduction in the inter-layer links.
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We denote the maximum edge weight in PG by max_wt.
We formally define the edge weights in SPG as follows:

hij . if (u;, u;) € PG&layer; = layer;
I = W if(u;, u;) € PG&layer; # layer
’ %’;’f’ if(u;, u;) ¢ PG & layer; = layer;
0 otherwise

ey
from the definition, we can see that the newly added edges
have at most one-tenth the maximum edge weight of any edge
in PG, which was obtained experimentally after trying several
values.

Example 2: The SPG for 6 = 10 for the PG from Example
1 is presented in Fig. 6. In the SPG, the inter-layer links have
lower weights as they were scaled down by 6 and new edges
are added between cores within the same layer. The weights
of the extra edges are calculated using (1). The three min-cut
blocks are now different, with more cores in the same layer
belonging to the same block.

The time complexity of the Algorithm 1 is O(|V|’|E|
In(|V])), where |V|?in(|V]) corresponds to finding paths, E is
the maximum number of flows. Also, the number of switches
is varied from 1 to the maximum number of cores |V| and
that a topology is built for each switch count.

B. Phase 2

In Phase 2, we restrict cores to be connected to switches on
the same layer. Also switches can only connect to switches on
the same layer or on adjacent layers. For each layer, a certain
number of switches will be assigned. Then, on each layer, the
cores are partitioned and assigned to the switches on that layer
considering the bandwidth and latency of the flows between
the cores on that layer. Information of the inter-layer flows is
ignored when the cores are assigned to switches when using
Phase 2. Because of these restrictions, Phase 2 can be used
when a tight inter-layer link restriction is in place or when the
3-D integration technologies forbids links to go across more
than two layers. In this section, a detailed description of Phase
2 is given.

We define the LPG for each layer as follows.

Definition 5: A LPG(Z, M, ly) is a directed graph with
the set of vertices represented by Z and edges represented by
M. Each vertex represents a core in the layer ly. An edge
connecting two vertices is similar to the edge connecting the
corresponding cores in the communication graph. The weight
of the edge (m;, m;), defined by h; ;, is set to a combination
of the bandwidth and the latency constraints of the traffic
flow from core m; to m;: h;; = a x bw;;j/max_bw +
(1 — a) x min_lat/lat; ;, where max_bw is the maximum
bandwidth value over all flows, min_lat is the tightest latency
constraint over all flows, and « is a weight parameter. For
cores that do not communicate with any other core in the same
layer, edges with low weight (close to 0) are added between
the corresponding vertices to all other vertices in the layer.
This will allow the partitioning process to still consider such
isolated vertices.

Example 3: The LPGs for the two layers of the commu-
nication graph from Fig. 4 are shown in Fig. 7. Since the
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Fig. 7. LPGs for two layers.

Partition 1

Partition 2

Fig. 8. Two min-cut partitions of LPGs.

LPGs are built layer by layer, the graphs for the two layers
are independent of one another. The weights of the remaining
edges were calculated with the formula from the definition
of the LPG graph for a value of o = 1. Extra edges with
low weights are added (dotted edges in the figure) from the
vertices that have no connections to the other vertices of the
LPG.

The algorithm for establishing core to switch connectivity
is presented in Algorithm 2. As the number of I/O ports of a
switch increases, the maximum frequency of operation that can
be supported by it reduces, as the combinational path inside
the crossbar and arbiter increases with size. In the first step of
the algorithm, for the required operating frequency of the NoC,
the maximum size of the switch (denoted by max_sw_size)
that can support that frequency is obtained as an input. Based
on this and the number of cores in each layer, in the next steps
(2-4), we determine the minimum number of switches needed
in each layer. Then the LPG for each layer is constructed.

Then, the number of switches in each layer is incremented
(starting from the initial count calculated in Steps 2—4) every
iteration, until it equals the number of cores in the layer. The
term |LPG(Z, M, j)| represents the number of cores in layer
Jj- For each switch count, many min-cut partitions of the LPG
of the layer are obtained (Step 13). The cores in the same
partition are connected to the same switch.

Example 4: Two min-cut blocks of the LPGs of Fig. 7 are
shown in Fig. 8.

The time complexity of the Algorithm 2 is similar to the
complexity of the previous algorithm O(|Z,qc||V|?| E|In(|V])),
where Z,,,, corresponds to the maximum number of cores in a
layer, which decides the number of topologies to be explored.

C. Pruning the Search Space

To reduce the number of explored design points, we use
several methods to prune the search space.

1993

Algorithm 2 Core-to-Switch Connectivity
1: Obtain maximum switch size max_sw_size for current
frequency

2: for each layer je1---Ir do

3:  nij= [ number of cores in layer;/max_sw_size]
4: end for

5. Build L PG(Z, M, j) for each layer j.

6: for i = 0 to maxvjci..r{|LPG(Z, M, j)| — ni;} do
7. for each layer j € 1---Ir do

8: if ni;+i < |LPG(Z, M, j)| then

9: np=ni;+i

10: else

11: np = |LPG(Z, M, j)|

12: end if

13: Obtain NP min-cut partitions of LPG(Y, M, j)

14:  end for

15 Compute paths for inter-switch flows (Section VI).
16:  If valid paths found, save the current design point
17: end for

1) As the number of I/O ports of a switch increases, the
maximum frequency of operation that can be supported
by it reduces, as the combinational path inside the
crossbar and arbiter increases with size. For a required
operating frequency of the NoC, we first determine the
maximum size of the switch (denoted by max_sw_size)
that can support that frequency and determine the min-
imum number of switches needed.

2) Considering all the possible combinations of the number
of switches in each layer would increase the search space
too much. Therefore, at each iteration of Algorithm 2,
we increment the number of switches in each layer by
one. We initialize the number of switches layer by layer
as explained in the previous section. Thus, the starting
design point can have different number of switches in
each layer and the number of switches in each layer is
proportional to the number of cores in that layer.

3) For a particular switch count, after partitioning, we
evaluate the inter-layer links used to connect the cores
to the switches, before finding the paths. If the topology
requires more inter-layer links than the threshold, we
directly ignore the design point.

VI. PATH COMPUTATION

The procedure to establish physical links and paths for
traffic flows is based on the power consumption increase and
latency in using the link. This cost computation in the 3-
D case is similar to the 2-D case, such as those presented
n [14] and [16], but it needs to account for the max_ill
and max_switch_size constraints. Here, we do not show
the entire path computation algorithm, but only present the
steps needed to meet these constraints. In [14] and [16],
the authors present methods to remove both routing and
message-dependent deadlocks when computing the paths.
We also use the methods to obtain paths that are free of
deadlocks.
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Fig. 9. D26_media communication graph.

Definition 6: Let nsw be the total number of switches used
across all the layers and layer; be the layer in which switch
i is present. Let ill(i, j) be the number of vertical links
established between layers i and j. Let the switch_size_inp;
and switch_size_out; be the number of input and output ports
of switch i. Let cost; ; be the cost of establishing a physical
link between switches i and j.

In Algorithm 3, we show the use of hard and soft thresh-
olds when evaluating the cost of establishing a physical link
between switches i and j. In Steps 3 and 4, we assign a
cost of INF (infinity) for establishing a link across switches
in non-adjacent layers and for switches in layers that have
reached the maximum vertical link (max_ill) threshold. To
ensure meeting the maximum link constraint, we assign a
very high cost (denoted by SOFT_INF) for establishing links
between switches that are in layers having vertical links close
to the max_ill value, denoted by soft_max_ill (Steps 5 and
6). From experiments, we found that a reasonable value for
SOFT_INF to be ten times the maximum cost of any flow and
soft_max_ill to be few (2-3) links less than max_ill value.
We use a similar technique to meet the maximum switch size
constraints (Steps 10-12). By using these softer constraints,
first, we facilitate the path computation procedure to determine
valid paths when compared to only using the hard constraints.

When paths are computed, if it is not feasible to meet
the max_switch_size constraints, we introduce new switches
in the topology that are used to connect the other switches
together. These indirect switches help in reducing the number
of ports needed in the direct switches.

VII. SWITCH POSITION COMPUTATION

Once a topology for a particular switch count is obtained,
the next step is to find the latency and power consumption
on the wires. In order to do this, based on the input positions
of the cores, the optimal position of the switches needs to
be determined. For this, we model the problem as a linear
program (LP) [36].

Let us consider a topology with nsw switches. We denote
the co-ordinates of a switch i by (xs;, ys;), Vi € 1 - - - nsw. The
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Algorithm 3 CHECK_CONSTRAINTS(, j)
1: for i = 1 to nsw do
2. for j =1 to nsw do

3: if |layer;—layer;| > 2 or ill(layer;, layer ;) > max_ill
then

4: cost;j = INF

5: else if |layer; — layer;| = 1 and ill(layer;, layer;) >

soft_max_ill then
costij = SOFT_INF

7: else if switch_size_inp; + 1 > max_switch_size or
switch_size_out; +1 > max_switch_size then
8: cost;j = INF
: else if switch_size_inp; + 1

soft_max_switch_size or switch_size_out; + 1
soft_max_switch_size then

10: cost; j = SOFT_INF
11: end if

12:  end for

13: end for

goal of the LP is to determine the values of xs; and ys;, for all
switches in the particular topology. The sum of the Manhattan
distances between a switch i and a core k is given as follows:

if switch; connected
to corey
0 otherwise.

lxsi — xcx| + |ysi — yexl
coredist; ; =

(2
The sum of the Manhattan distances between a switch i and
switch j to which it is connected to is given as follows:

if switch; connected
to switch;
0 otherwise.

lxsi — xsj| + [ysi — ys]
swdist; ; =

3)
The above equations can be easily represented as a set of
linear equations [36]. Let bw_sw2core;; and bw_sw2sw; ;
be the total bandwidth of traffic flows between switch i and
core k and switches i and j, respectively. To minimize the
total power consumption of the links, we need to minimize
the length of the links weighted by their bandwidth values, so
that higher bandwidth links are shorter than lower bandwidth
ones. Formulating the objective function mathematically, we
get the following:

obj = Y i Y oy coredist; x bw_sw2core; i

+D v Zv]' swdist; ;  bw_sw2sw; ;. “)
The LP for optimization is written as follows:
minimize o0bj
subject to  Equations 2 — 4 5)

xs;,ys; = 0Viel---nsw.

We use the Ip_solve package [37] to obtain the optimum
solution for the switch co-ordinates. Even for big applications
(65 cores, tens of switches), the optimal solution is obtained
in few seconds. We also pipeline long links to support full
throughput on the NoC and add NIs to connect the cores to
the network. The resulting design is a valid floorplan of the
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Fig. 10. Power consumption in 2-D.
Fig. 14. Most power-efficient topology layer-by-layer (Phase2).
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j_j_jS;fi:‘c-l:ii;‘:}l“lg‘r’p“fv:c / NoC. The TSV macros do not need to be included in the LP

O = Tota pover /\_/ as TSVs split the wires in two segments, both carrying the

50 r= = same bandwidth. Therefore, the placement of the TSV macro

is more relaxed.

However, placing the components at the ideal positions may
lead to overlap with the already placed cores. To remove such
overlaps, we consider one switch or TSV macro at a time.
We try to find a free space near its ideal location to place
it. In the case of the switches, the area in which we look

—

Power consumption (mW)

g, s
o] — . . . .
Lo s ol e 0w e for free space is the same for all of the switches, as it is
given as a constant to the floorplanning routine. In case of
Fig. 11. Power consumption in 3-D. the TSV, the area in which we look depends on the blocks

the TSV is connected to as explained before. If no space is
== available, we displace the already placed blocks from their
e positions in the x or y direction by the size of the component,
oo creating space. Moving a block to create space for the new
component can cause overlap with other already placed blocks.
We iteratively move the necessary blocks in the same direction
as the first block, until we remove all overlaps. As more
components are placed, they can re-use the gap created by
the earlier components. As some switches can cause thermal

Number of wires

1 hotspots, a more advanced thermal aware floorplanning routine

" . H 5 can try to find position of switches near cooler components, so

L TR EE AT T IF i that the thermal distribution is more uniform. Several existing

) works, which are complementary to ours, present methods that

Fig. 12. Wire length distributions. address this issue [21]-[23]. However, integrating such works

with ours is beyond the scope of this paper. In the experimental
section, we compare how this custom routine for floorplanning
@ @ @ @ @ @ "@ compares to a standard floorplanner that is constrained to only
insert the network components without changing the relative
placement of the initial cores. The standard floorplanner that
we used to compare against is Parquet [38]. The floorplanner
was used on each layer separately. We feed the core and switch
positions as an input solution to the floorplanner. We allow it to
move the switches around the cores, maintaining the relative
positions of the cores and minimizing the movement of the
"""""""""""""""""""""""" Tayers switches from the optimal positions computed by the LP.

@ @ @ @ @ @ @ e ° e @ VIII. EXPERIMENTS AND CASE STUDIES

For the experiments, the NoC component library from [35]
is used. The power and latency values of the switches and links

Layer 1

Fig. 13.  Most power-efficient topology (Phase I).
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of the library are determined from post-layout simulations,
based on 65 nm low power libraries. The vertical interconnects
using TSVs are implemented based on the models from [34].
In [34], the reported delay values for TSV placed in a tightly
packed TSV bundle are 16 ps and 18.5 ps (for silicon on
insulator and bulk silicon, respectively). The considered TSVs
have a diameter of 4 um and a pitch of 8 um. When compared
against the maximum unrepeated planar link length of 1.5 mm
in Metal 2 or Metal 3 for the same technology, the authors
show that the vertical links have much lower resistance and
capacitance (an order of magnitude reduction for the resistance
as well as for the capacitance). As a consequence, even tightly
packed TSVs are substantially faster and more power efficient
than moderate planar links.

A. Multimedia SoC Case Study

We consider a benchmark of a realistic multimedia and
wireless communication SoC for case study (referred to as
D_26_media). The benchmark contains 26 cores with irreg-
ular sizes, and performs based-band and multimedia process-
ing. The communication graph of the benchmark is shown
in Fig. 9. The system includes ARM, DSP cores, multiple
memory banks, DMA engine and several peripheral devices.
The cores are manually mapped on to three layers in 3-D.
For comparisons, we also consider a 2-D implementation of
the benchmark. The initial positions of the cores in each layer
of the 3-D and for the 2-D design are obtained using existing
tools [38]. For fair comparisons, we use the same objectives of
minimizing area and wire-length when obtaining the floorplan

for both the cases. To synthesize the topologies for the 2-D
case, we use the synthesis flow developed earlier [16].

In Figs. 10 and 11, we present the power consumption of the
NoC topologies (power consumption on switches and links)
synthesized by our tools for different switch counts for both
cases. In all the experiments, we set the data width of the NoC
links to 32 bits, to match the core data widths. The frequency
for which the topologies are generated has to be given as an
input. A range of frequencies can also be swept by the tool
to explore more design points. However, for this benchmark,
the best power points are obtained for topologies designed
at the lowest possible operating frequency, which was found
by the tool to be 400 MHz. Higher operating frequency can
be used (usually with a higher cost in power consumption).
We use a max_ill constraint of 25 links for this and the
experiments in the next section. In Section VIII-E, we study
the impact of varying this constraint.

When very few switches are used in the design, they need to
have more I/O ports, as they need to connect to more cores. A
large switch can only support a low operating frequency, as the
critical path inside the switch increases with its size. In order
to meet the 400 MHz requirement, we could only obtain valid
topologies with three or more switches, thus the plots starts
at three switches. In the plots, we show the switch, switch-to-
switch link, and core-to-switch link power consumption values
as well. For this benchmark, we can observe a power saving
of 24% for the 3-D case with respect to the 2-D case. This
is due to the fact that the long horizontal wires in a 2-D
design are replaced by shorter vertical wires. In Fig. 12, we
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TABLE I
2-D vS. 3-D NOC COMPARISON

Benchmark Power (mW) Latency (cyc

Link Power| Switch Powerl Total Power]

2-D| 3-D| 2-D 3-D 2-D| 3-D| 2-D 3-D
D_36_4 150 | 41.5| 65 70.5 215 112 3.28 3.14
D_36_6 154.5| 43.5| 76.5 82 230 125.5| 3.57 3.5
D_36_8 215| 55.5| 105 104.5| 320 160 | 4.37 3.65
D_35_bot 68 36.2| 48 433 116] 79.5| 6.04 4.2
D_65_pipe 106 | 104| 63 58 169| 162 | 2.53 2.57
D_38_tvopd| 52.5| 22.67 37| 38.11| 89.5 60.78| 4 3.6

show the wire-length distribution of the links in 2-D and 3-
D cases. From the figure, as expected, the 2-D design has
many long wires. In Figs. 13 and 15, we present the most
power-efficient topology synthesized by our tool using Phase
1 of the algorithm and the floorplan of the cores and network
components for the 3-D case. The original placement of the
cores for this benchmark is shown in Fig. 16.

In order to show how Phase 2 of the algorithm performs,
we constrained the tool to use the layer-by-layer approach and
we ran it on the same benchmark. The topology for the best
power point is presented in Fig. 14. Even though we used the
same max_ill constraint of 25 links as in the previous case,
it can be seen from the figure that the algorithm used a lot
less inter-layer links. This is also an intuitive example of why
Phase 2 of the algorithm is able to produce valid topologies
even for tight max_ill constraints where Phase 1 fails. There
is also a price to pay for using fewer interlayer-links. In the
case of the Phase 2 topology, cores on different layers will
have a zero load latency of at least two cycles as they have
to go through two switches. For Phase 1, cores on different
layers are connected to the same switch. So, even if two cores
are on different layer they could still have a zero load latency
of just one cycle.

B. Comparison Between Phase 1 and Phase 2

We applied our synthesis procedure on varied set of bench-
marks to validate the gains under different application sce-
narios. We consider three distributed benchmarks with 36
cores (18 processors and 18 memories), D_36_4, D_36_6
and D_36_8, where each processor has four, six, and eight
traffic flows going to the memories. The total bandwidth is
the same in the three benchmarks. We consider a benchmark,
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Fig. 18. Area plot for different switch counts.

D_35_bot, that models bottleneck communication, with 16
processors, 16 private memories (one processor is connected
to one private memory), and three shared memories to which
all the processors communicate. We also consider two bench-
marks where all the cores communicate in a pipeline fashion,
65 core (D_65_pipe) and 38 core designs (D_38_tvopd). In
the last two benchmarks, each core communicates only to one
or few other cores.

In Fig. 17, we show the power consumption of the topolo-
gies synthesized using Phase 2 of the algorithm, with respect
to topologies synthesized using Phase 1 for the different
benchmarks. Since in Phase 2 cores in a layer are connected
to switches in the same layer, the inter-layer traffic needs to
traverse more switches to reach the destination. This leads
to an increase in power consumption and latency. As seen
from Fig. 17, Phase 1 can generate topologies that lead to a
40% reduction in NoC power consumption, when compared
to Phase 2. However, Phase 2 can generate topologies with a
much tighter inter-layer link constraint.

C. 2-D vs. 3-D Comparison

The power consumption for the least power design points
for 2-D and 3-D, as well as the average latency, are presented
in Table I. Most of the power savings obtained in 3-D
are due to shorter wires. For this reason, we can observe large
power savings for the distributed benchmarks, where there
are traffic flows to many different cores. We can also notice
reasonable power savings for the bottleneck design, because
the wires going to shared memories are long, though the traffic
to the shared memories is smaller than to the private memories.
For the pipelined benchmarks, lower savings are obtained. For
the different benchmarks, on average, a 38% power reduction
and 13% latency reduction are obtained in the 3-D case when
compared to a 2-D implementation.

D. Floorplanning Study

To create a floorplan for a real SoC is quite a complicated
process that can require several interactions between the
designed and the floorplanning tool. Since the main goal of
our tool is to design the NoC and not to create floorplans, we
take the initial positions of the cores as input. We then only
insert the NoC components as close as possible to their ideal
positions in the floorplan in such a way that we minimally
affect the initial positions of the cores.



1998 IEEE TRANSACTIONS ON COMPUTER-AIDED DESIGN OF INTEGRATED CIRCUITS AND SYSTEMS, VOL. 29, NO. 12, DECEMBER 2010
450 T T T T

[13D Application specific,
400 | 3D Opt—mesh

350

1.6, T T T T T

DCustom method
1.4r |[lStandard floorplanne:

0.8F
0.6F
0.4¢
020

Y7 D364 D366 D368 D_35bot D_65 pipeD_38_tvopd

300

250+ 4

200

150 -

Power consumption (mW)

Relative area difference

100 F

50r

D_36.4 D_36.6 D_36_8 D_35_bot D_65_pipdD_38_tvopd

. . N Fig. 23. Comparisons with Mesh.
Fig. 19. Area comparison for different benchmarks.

Most of the time placing the NoC components at their
14 - y - - - - ideal positions will result in overlap with the initially placed
Eiili,‘ilfiﬁi‘ltﬁm cores, especially if the floorplan is tightly packed. Initially,

) we tried to use a standard floorplanner to remove the overlap.
b 1 We used the floorplanner from [38], which we have modified
08} ] in order to constrain it from swapping blocks, so that the

relative positions of the input cores remain the same after the
NoC insertion. This, however, leads to fairly poor results as
the floorplanner has problems to remove the overlap, keep
the cores close to their initial placement, and not swap any
of them. The floorplanner needs the ability to swap blocks
D364 D366 D368 D_35_bot D_65_pipeD 38 tvopd in order to create good floorplans; for this reason, this full
floorplanner is ideal for generating the initial placement, but
not for the NoC insertion. To achieve better results in inserting
the NoC components and removing the overlap, we designed a
custom floorplanning routine which we tuned for this specific

Relative power difference
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Fig. 20. Power comparison for different benchmarks.

n \ task alone.
Em \ In Fig. 18, we show a comparison between the standard
g \ floorplanner and our custom routine for different switch counts
?200 BN using th D_26_media benchmark. From the figure, it can
: 180) . be seen that for some points even the standard floorplanner
gm(, performs well and that there is a better chance to get a
2 N . .
E N\ good floorplan when fewer switches are inserted. However,
3 \ the behavior of the constrained standard floorplanner is un-
12 N predictable. A comparison between the best power points for
L P T S— 7 S—} the different benchmarks using the two floorplanning methods
Maximum mumber of inter-Jayer links (max il is shown in Fig. 19. Since the area has a direct impact on the

wire lengths and, consequently, on the power, we also present
a comparison of the power consumption for the considered
topologies in Fig. 20.

Fig. 21. Impact of max_ill on power.

E. Impact of Inter-Layer Link Constraint and Comparisons
\ with Mesh

Imposing a stricter constraint on max_ill results in topolo-
gies having more switches. When there are more switches,
more cores in a layer are connected to a switch in the same

\ layer, reducing the number of inter-layer links. However, the
~— inter-layer traffic flows would need to traverse more switches,
thereby leading to higher power consumption and latency.
We perform topology synthesis for the D_36_4 design with

g% N

Minimum latency (cycles)
=~

2

10 12\4 i . 161__ }3 ] k20 _]]22 % different max_ill constraint values, and the power, latency
Maimum mberofnier-tayer ks (max-i) values for the different points are presented in Figs. 21 and
Fig. 22. Impact of max_ill on latency. 22. With a tighter TSV constraint, the power consumption and

latency increases significantly, as more switches are needed in
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the design. With less then ten inter-layer links, it is impos-
sible to build any topology and having a max_ill constraint
larger than 24 does not improve the results anymore. For the
D_26_media benchmark, we observe a similar trend for the
power consumption. However, the zero load latency is not
affected by tighter max_ill constraints, due to the nature of
the traffic of this benchmark.

For completeness, we compare power consumption of the
topologies generated by our procedure to a standard topology.
We generate best mapping (optimizing for power, meeting the
latency constraints) of the cores on to a mesh topology, and
remove any unused switch-to-switch links. Compared to this
optimized mesh topology, we obtain a large power reduction
for the custom topologies (an average of 51%), shown in
Fig. 23. Our experiments also showed that we obtain 21%
reduction in latency when compared to the optimized mesh.

Even though the algorithm explores a large space of solu-
tions, due to the use of efficient heuristics presented, all the
experiments could be performed in few hours (on a system
operating at 2 GHz). It takes a few seconds to build a topology
with few switches and the run time can go up 2 or 3 minutes
for topologies with many switches (50, 60 switches). The total
runtime on a benchmark depends on the frequency range and
switch count range that are swept. Also, it is important to note
that the synthesis algorithm has to be performed only once at
design time for a system and the timing overhead is negligible.

IX. CONCLUSION

NoCs are necessary to achieve a scalable communication
infrastructure in 3-D chips. The use of NoCs in 3D-ICs
introduces several new and challenging problems. Building a
custom NoC topology that meets the application communica-
tion requirements, as well as the 3-D technological constraints,
is a critical problem that needs to be addressed. In this
paper, we presented SunFloor 3D, a tool for NoC topology
synthesis for 3D-ICs. The tool also performs path computation,
assignment, and placement of network components in the
3-D layers. Our experiments on several realistic benchmarks
showed that the tool produces topologies that result in large
NoC power and latency savings (54% and 21%, respectively)
when compared to standard topologies. We also presented a
comparative analysis of NoCs in 2-D and 3-D, which showed
that 3-D integration can produce large interconnect power and
latency reduction (38% and 13%, respectively).
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