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Abstract
Many decision problems in science, engineering, and economics are affected by

uncertainty, which is typically modeled by a random variable governed by an unknown

probability distribution. For many practical applications, the probability distribution

is only observable through a set of training samples. In data-driven decision-making,

the goal is to find a decision from the training samples that will perform equally well on

unseen test samples. In this thesis, we leverage techniques from distributionally robust

optimization to address decision-making problems in statistical learning, behavioral

economics and estimation problems. In particular, Wasserstein distributionally robust

optimization is studied where the decision-maker learns decisions that perform well

under the most adverse distribution within a certain Wasserstein distance from a

nominal distribution constructed from the training samples. We show that the robust

decisions can be computed very efficiently by solving tractable convex optimization

problems with rigorous out-of-sample guarantees.

In the first part of the thesis we study regression and classification methods in super-

vised learning from the distributionally robust perspective. In the classical setting

the goal is to minimize the empirical risk, that is, the expectation of some loss func-

tion quantifying the prediction error under the empirical distribution. When facing

scarce training data, overfitting is typically mitigated by adding regularization terms

to the objective that penalize hypothesis complexity. We introduce new regulariza-

tion techniques using ideas from distributionally robust optimization, and we give

new probabilistic interpretations to existing techniques. Specifically, we propose to

minimize the worst-case expected loss, where the worst case is taken over the ball

of all (continuous or discrete) distributions that have a bounded transportation dis-

tance from the (discrete) empirical distribution. By choosing the radius of this ball

judiciously, we can guarantee that the worst-case expected loss provides an upper

confidence bound on the loss on test data, thus offering new generalization bounds.
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Abstract

We prove that the resulting regularized learning problems are tractable and can be

tractably kernelized for many popular loss functions. The proposed approach to

regularization is also extended to neural networks.

In the second part of the thesis we consider data-driven inverse optimization problems

where an observer aims to learn the preferences of an agent who solves a paramet-

ric optimization problem depending on an exogenous signal. Thus, the observer

seeks the agent’s objective function that best explains a historical sequence of signals

and corresponding optimal actions. We focus here on situations where the observer

has imperfect information, that is, where the agent’s true objective function is not

contained in the search space of candidate objectives, where the agent suffers from

bounded rationality or implementation errors, or where the observed signal-response

pairs are corrupted by measurement noise. We formalize this inverse optimization

problem as a distributionally robust program minimizing the worst-case risk that the

predicted decision (i.e., the decision implied by a particular candidate objective) dif-

fers from the agent’s actual response to a random signal. We show that our framework

offers rigorous out-of-sample guarantees for different loss functions used to measure

prediction errors and that the emerging inverse optimization problems can be exactly

reformulated as (or safely approximated by) tractable convex programs when a new

suboptimality loss function is used.

In the final part of the thesis we study a distributionally robust mean square error

estimation problem over a nonconvex Wasserstein ambiguity set containing only

normal distributions. We show that the optimal estimator and the least favorable

distribution form a Nash equilibrium. Despite the nonconvex nature of the ambiguity

set, we prove that the estimation problem is equivalent to a tractable convex program.

We further devise a Frank-Wolfe algorithm for this convex program whose direction-

searching subproblem can be solved in a quasi-closed form. Using these ingredients,

we introduce a distributionally robust Kalman filter that hedges against model risk.
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Zusammenfassung
Viele Optimierungsprobleme in den Natur-, Ingenieurs- und Wirtschaftswissenschaf-

ten sind von Unsicherheit betroffen. Diese wird normalerweise durch eine Zufalls-

variable und ihre Wahrscheinlichkeitsverteilung modelliert. In vielen praktischen

Anwendungen ist die Wahrscheinlichkeitsverteilung nur durch empirische Daten be-

obachtbar. Datenbasierte Optimierungsprobleme haben zum Ziel eine Entscheidung

auf Basis vorhandener Daten zu treffen, welche sich auf noch unbeobachteten Test-

daten als genauso gut herausstellt. In dieser Dissertation wenden wir Techniken aus

verteilungsrobuster Optimierung auf Optimierungsprobleme in statistischem Lernen,

Verhaltensökonomik, und Schätzungsproblemen an. Besonderes Augenmerk liegt auf

Wasserstein verteilungsrobuster Optimierung, in welcher der Entscheidungsträger

Entscheidungen mit guten Ergebnissen unter der für ihn schlechtesten Wahrschein-

lichkeitsverteilung innerhalb einer gegebenen Wassersteindistanz von einer auf Trai-

ningsdaten basierenden nominalen Verteilung lernt. Wir zeigen, dass diese robusten

Entscheidungen sehr effizient durch die Lösung konvexer Optimierungsprobleme mit

harten Garantien über das Abschneiden auf noch unbeobachteten Daten berechnet

werden können.

Im ersten Teil der Dissertation betrachten wir Regressionen und Klassifizierungsme-

thoden in überwachtem Lernen unter der verteilungsrobusten Perspektive. Klassi-

scherweise ist das Ziel das empirische Riskio zu minimieren, d.h. den Erwartungswert

einer Verlustfunktion, welche den Vorhersagefehler unter der empirischen Wahr-

scheinlichkeitsverteilung ausdrückt. Falls es nur wenige Trainingsdaten gibt, wird eine

Überanpassung normalerweise durch das Hinzufügen von Regulisierungstermen,

welche die Komplexität der Hypothesen bestrafen, zu der Zielfunktion vermindert.

Basierend auf Ideen aus der verteilungsrobusten Optimierung führen wir neue Reguli-

sierungstechniken ein und geben eine wahrscheinlichkeitstheoretische Interpretation

existierender Methoden. Namentlich schlagen wir vor den schlimmsten erwarteten
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Zusammenfassung

Verlust zu minimieren, wobei die Wahrscheinlichkeitsverteilung des schlimmsten

Verlusts in einer Vollkugel aller kontinuierlichen oder diskreten Verteilungen, die eine

beschränkte Transportdistanz von der diskreten empirischen Verteilung aufweisen,

liegen muss. Durch gezieltes Auswählen des Radius der Vollkugel können wir garan-

tieren, dass der schlimmste erwartete Verlust eine obere Konfidenzschranke auf den

Verlust auf den Testdaten ergibt, woraus sich neue Generalisierungschranken ergeben.

Wir beweisen, dass die daraus resultierenden regularisierten Lernprobleme gutartig

sind und sich für viele beliebte Verlustfunktionen kernelisieren lassen. Wir weiten

unsere Regulisierungsmethode auch auf künstliche neuronale Netze aus.

Im zweiten Teil der Dissertation betrachten wir datenbasierte inverse Optimierungs-

probleme, in denen ein Beobachter die Vorlieben eines Agenten, welcher ein von

einem exogenen Signal abhängiges parametrisches Optimierungsproblem löst, lernt.

Der Beobachter sucht die Zielfunktion des Agenten, die eine historische Abfolge

von Signalen und dazugehörigen optimalen Aktionen am besten erklärt. Wir kon-

zentrieren uns hier auf Situationen, in welchen der Beobachter nur unvollständige

Informationen besitzt, d.h., dass die wahre Zielfunktion des Agenten nicht in dem

Zielfunktionssuchraum des Beobachters liegt. Das ist z.B. der Fall, wenn der Agent

nur beschränkt rational ist oder unter Implementierungsfehlern leidet, oder die beob-

achteten Signal-Aktion Paare nur mit Messfehlern vorliegen. Wir formulieren dieses

inverse Optimierungsproblem als ein verteilungsrobustes Problem, welches das Risi-

ko, dass die vorhergesagte Entscheidung (d.h. die durch eine gegebene Zielfunktion

bestimmte Entscheidung) von der wahren Reaktion des Agenten auf ein zufälliges

Signal abweicht, im schlechtesten Fall minimiert. Wir zeigen für verschiedene Ver-

lustfunktionen, die benutzt werden um Vorhersagefehler zu messen, dass unsere

Methode harte Garantien über das Abschneiden auf noch unbeobachteten Testdaten

ergibt. Ausserdem zeigen wir, dass die neu entstehenden inversen Optimierungspro-

bleme entweder exakt oder konservativ durch gutartige konvexe Probleme angenähert

werden können, wenn eine neue Suboptimalitätsverlustfunktion benutzt wird.

Im letzten Teil der Dissertation untersuchen wir ein verteilungsrobustes Problem zur

mittleren Fehlerquadratschätzung über einem nur Normalverteilungen enthaltendem

nonkonvexem Wasserstein-Ambiguitätsset. Wir zeigen, dass der optimale Schätzer

und die schlimmste Verteilung ein Nash-Gleichgewicht bilden. Trotz des nonkon-

vexen Ambiguitätssets beweisen wir, dass das Schätzproblem äquivalent zu einem
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gutartigen konvexen Problem ist. Des Weiteren entwickeln wir einen Frank-Wolfe

Algorithmus für dieses konvexe Problem, dessen richtungssuchendes Teilproblem

quasi-analytisch gelöst werden kann. Basierend auf diesen Ergebnissen führen wir

einen verteilungsrobusten Kalmanfilter ein, der Modellrisiken absichert.
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1 Introduction

We are living in a world based on data-driven decisions, as they appear in many appli-

cations including energy systems operation, health care, supply chain management,

traffic management, and so forth. These data-driven decision-making problems are

naturally formulated as mathematical optimization problems that are subject to sig-

nificant uncertainties, as the problem models are conducted from uncertain and noisy

data. To date, optimization under uncertainty has been addressed by several comple-

mentary modeling paradigms that build on different representations of uncertainty.

In stochastic programming it is often assumed that the uncertainty is governed by a

known probability distribution. In this view the decision maker opts for minimizing a

risk measure such as the expected cost or a quantile of the cost distribution (Shapiro

et al., 2009; Birge and Louveaux, 2011). However, classical stochastic programming

is challenged by large-scale decision problems. First, in most real decision-making

situations, the distribution of the uncertain problem parameters is fundamentally un-

known. Second, in order to evaluate the objective function of a stochastic program for

a fixed decision, we need to compute a multivariate integral, which is computationally

hard (Dyer and Stougie, 2006; Hanasusanto et al., 2016).

If the distributionP of the uncertainty is unknown, we lack an important input pa-

rameter to solve stochastic programming problems. However, Pmay be indirectly

observable through training samples drawn independently fromP. In addition, some

structural properties of Pmay be known. For example, if the random variable rep-

resents a vector of uncertain prices, thenPmust be supported on the nonnegative

orthantRm+ . Alternatively,Pmay be known to display certain symmetry or unimodality
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Chapter 1. Introduction

properties, or it may even be known to belong to some parametric distribution family.

In this case, the unknown true distributionP could be replaced with a nominal distri-

bution P̂N estimated from the N training samples using the structural information.

Note that unlikeP, the nominal distribution P̂N is accessible as it is constructed from

observable quantities. In the absence of any structural information, it is convenient

to set P̂N to the discrete empirical distribution, that is, the uniform distribution on

the N training samples. Then, minimizing the expected loss is reduced to the sam-

ple average approximation (Nemirovski et al., 2009), also known as empirical risk

minimization (Vapnik, 2013). In the presence of structural information, it is often

convenient to set P̂N to a parametric distribution whose parameters depend on the

training samples and are constructed via maximum likelihood estimation (Wasser-

man, 2013). For instance, the mean-variance portfolio theory proposed by Markowitz

(1968) assumes that the underlying distribution is Gaussian. Note that as a function

of the training data, the nominal distribution P̂N constitutes itself a random object,

which is governed by the distributionPN of the N independent training samples.

Even if the most sophisticated statistical tools are deployed, the nominal distribution

P̂N will invariably differ from the unknown true distribution P that generated the

training samples. Moreover, if P̂N is used instead ofP, the solutions of the stochastic

programming problem are likely to inherit any estimation errors in P̂N . In the context

of financial portfolio theory it has even been observed that estimation errors in the

input parameters of an optimization problem are often amplified by the optimization

(Chopra and Ziemba, 2011; Michaud, 1989). To make things worse, one can generally

show that even if the distributional input parameters of a decision problem are unbi-

ased, the optimization results tend to be optimistically biased. Thus, implementing

the optimal decisions leads to disappointment in out-of-sample tests. In decision

analysis this phenomenon is sometimes termed the optimizer’s curse (Smith and Win-

kler, 2006), and in stochastic optimization it is referred to as the optimization bias

(Shapiro et al., 2009).

An alternative approach to cope with uncertainty in the data-driven setting is robust

optimization. In robust optimization the decision maker hedges against the worst-

case scenario supported on a compact set (Ben-Tal and Nemirovski, 1998, 2002; Ben-

Tal et al., 2009). The key to the robust approach is to define a suitable uncertainty
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set of possible realizations of the uncertain parameters so that the minimax problem

admits a tractable reformulation. With poorly chosen uncertainty sets, however,

robust models may be computationally intractable. It has been also observed that

robust optimization models can lead to an underspecification of uncertainty as they

do not exploit any distributional knowledge that might be available. In such cases,

robust optimization proposes overly conservative decisions.

While stochastic programs may rely on distributional information that is not avail-

able or hard to acquire in practice, robust optimization models may adopt an overly

pessimistic view of the uncertainty and thereby promote over-conservative decisions.

The emerging field of distributionally robust optimization aims to bridge the gap

between the conservatism of robust optimization and the specificity of stochastic

programming: it seeks to minimize the worst-case expectation, where the worst case

is taken with respect to an ambiguity set, that is, a family of distributions consistent

with the given prior information on the uncertainty. The distributionally robust model

is attractive for a multitude of diverse reasons.

• Fidelity: Distributionally robust models are more ‘honest’ than their nominal

and robust counterparts as they acknowledge the presence of distributional

uncertainty. They also benefit from information about the type and magnitude

of the estimation errors, which is conveniently encoded in the geometry and

size of the ambiguity set.

• Managing expectations: Due to the optimizer’s curse, the solutions of nomi-

nal decision problems equipped with noisy estimators display an optimistic

in-sample risk, which cannot be realized out of sample. In contrast, the solu-

tions of distributionally robust decision problems are guaranteed to display

an out-of-sample risk that falls below the worst-case optimal risk whenever

the ambiguity set contains the unknown true distribution. Thus, nominal deci-

sion problems over-promise and under-deliver, while distributionally robust

decision problems under-promise and over-deliver.

• Computational tractability: The distributionally robust model can often be

reformulated as (or tightly approximated by) finite convex programs that are

solvable in polynomial time.

3



Chapter 1. Introduction

• Performance guarantees: For judiciously calibrated ambiguity sets, one can

prove that the worst-case optimal risk for any fixed sample size N provides an

upper confidence bound on the out-of-sample risk.

• Anticipating black swans: If uncertainty is modeled by the empirical distribu-

tion, then the nominal decision problem evaluates the admissible loss functions

only at the training samples. However, possible future uncertainty realizations

that differ from all training samples but could have devastating consequences

(‘black swans’) are ignored. If the ambiguity set contains perturbed distribu-

tions, the distributionally robust model faithfully anticipates the possibility of

black swans.

Since the fundamental paper (Scarf, 1958), various ambiguity sets have been con-

sidered in the literature. The vast majority of the existing literature focuses on am-

biguity sets characterized through moment and support information. For instance,

the Markov ambiguity set contains all distributions with known mean and support

(Wiesemann et al., 2014), or the Chebyshev ambiguity set contains all distributions

with known bounds on the mean and the covariance matrix (El Ghaoui et al., 2003;

Vandenberghe et al., 2007; Chen et al., 2007; Delage and Ye, 2010; Xu et al., 2012; Zym-

ler et al., 2013a,b; Hanasusanto et al., 2015b; Van Parys et al., 2015; Rujeerapaiboon

et al., 2015, 2018a). Various generalized Chebyshev ambiguity sets that specify some

structure on the distributions inside in the ambiguity set have been studied in the

literature. Examples include the Gauss ambiguity set, which only contains unimodal

distributions in the Chebyshev ambiguity set (Popescu, 2005; Van Parys et al., 2016,

2019) as well as other variants of Chebyshev ambiguity set that contains multimodal

distributions (Hanasusanto et al., 2015a), marginal moments (Doan and Natarajan,

2012; Doan et al., 2015), higher-order moments (Bertsimas and Popescu, 2005), or the

mean-absolute dispersion (Postek et al., 2018; Hanasusanto et al., 2017). Ambiguity

sets can also be constructed via divergence measures in the space of probability dis-

tributions. For instance, the Kullback-Leibler divergence (Calafiore and El Ghaoui,

2006; Hu and Hong, 2013; Hu et al., 2013; Lam, 2019; Parys et al., 2017), more gerenral

φ-divergences (Ben-Tal et al., 2013; Jiang and Guan, 2016; Duchi et al., 2016; Yanıkoğlu

and den Hertog, 2012), and the Prokhorov distance (Erdoğan and Iyengar, 2006) are

utilized to construct different ambiguity sets in the literature. For a comprehensive
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survey of different ambiguity sets see (Rahimian and Mehrotra, 2019).

In this thesis, we use the Wasserstein distance to construct an ambiguity set with

particular focus on exploiting information from data. The Wasserstein distance rep-

resents the minimum transportation cost of moving one probability distribution to

another one. The first and foremost advantage of the Wasserstein ambiguity set is that

it offers a strong out-of-sample performance guarantee, which is facilitated by power-

ful results from statistics. This is indeed a consequence of recent modern measure

concentration results implying that the Wasserstein ambiguity set around the empiri-

cal distribution contains the unknown true distribution with high probability (Bolley

et al., 2007; Fournier and Guillin, 2015). Moreover, the superiority of the Wasserstein

ambiguity set over other divergence-based ambiguity sets is its richness. For instance,

the φ-divergence between any discrete and any continuous distribution is infinite.

Therefore, any bounded φ-divergence ball centered at the empirical distribution does

not contain any continuous distribution. We emphasize that all distributions in a

Kullback-Leibler divergence ball must be absolutely continuous with respect to the

nominal distribution, which implies that the corresponding distributionally robust

decision problems ignore the possibility of black swans. In contrast, the Wasserstein

ambiguity set centered at the empirical distribution contains discrete as well as con-

tinuous distributions. Distributionally robust optimization models with Wasserstein

ambiguity sets were originally introduced by Pflug and Wozabal (2007). Reformula-

tions of these models as nonconvex optimization problems as well as initial attempts

to solve these problems via algorithms from global optimization are reported in (Woz-

abal, 2012) and (Pflug and Pichler, 2014, § 7.1). More recently, convex reformulations

and approximations were discovered in (Mohajerin Esfahani and Kuhn, 2018; Zhao

and Guan, 2018) and significantly generalized in (Blanchet and Murthy, 2019; Gao and

Kleywegt, 2016); for a comprehensive survey see (Kuhn et al., 2019).

The distributionally robust optimization framework with Wasserstein ambiguity sets

has gained significant attention in the machine learning literate. It has been fruitfully

used, for example, in the context of robust supervised learning (Blanchet et al., 2019;

Blanchet and Kang, 2017; Chen and Paschalidis, 2018; Gao et al., 2017; Mohajerin

Esfahani et al., 2018; Shafieezadeh-Abadeh et al., 2015, 2019), the training of neural

networks using adversarial samples (Sinha et al., 2018), metric learning (Blanchet
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et al., 2017), scenario reduction (Rujeerapaiboon et al., 2018b), maximum likelihood

estimation (Blanchet and Si, 2019; Nguyen et al., 2018), mean square error estimation

(Nguyen et al., 2019a; Shafieezadeh-Abadeh et al., 2018), dynamical systems (Boskos

et al., 2019a,b; Coulson et al., 2019; Li et al., 2019a), hypothesis testing (Gao et al.,

2018), and minimax dynamic games (Shafieezadeh-Abadeh et al., 2018; Yang, 2017,

2018).

Contributions and Structure of the Thesis

This thesis is divided into three self-contained chapters organized in the chronological

order of discovery.

In Chapter 1 we revisit the problem of supervised learning. An effective technique

to alleviate the optimizer’s curse in the learning literature is known as regulariza-

tion. In the context of support vector machines and Lasso, there have been recent

attempts to give ad hoc regularization techniques a robustness interpretation (Xu

et al., 2009, 2010). We approach these challenges from a new perspective motivated by

recent developments in the modern optimization literature. It turns out that our new

perspective succeeds in closing this gap by adopting a new distributionally robust

optimization paradigm. Starting from a data-driven distributionally robust setup, we

will derive a family of regularized learning models that admit an intuitive probabilistic

interpretation and encapsulate the classical regularized models as a special case. The

content of this chapter is presented in the following papers.

(i) S. Shafieezadeh-Abadeh, P. Mohajerin Esfahani, and D. Kuhn. Distributionally

robust logistic regression. In Advances in Neural Information Processing Systems,

pages 1576–1584, 2015.

(ii) S. Shafieezadeh-Abadeh, D. Kuhn, and P. M. Esfahani. Regularization via mass

transportation. Journal of Machine Learning Research, 20(103):1–68, 2019.

In Chapter 2 we revisit the data-driven inverse optimization problem, where an ob-

server aims to learn the preferences of a decision maker who solves a parametric

optimization problem depending on an exogenous signal. Unlike the classical forward
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optimization problem, the inverse optimization problem works toward finding the

parameters of the optimization problem to infer the future decisions in response to

new signals. We formalize this inverse optimization problem as a distributionally

robust program minimizing the worst-case regret. We show that the emerging inverse

optimization problems can be exactly reformulated as (or safely approximated by)

tractable convex programs. The content of this chapter is presented in the following

paper.

(i) P. Mohajerin Esfahani, S. Shafieezadeh-Abadeh, G. Hanasusanto, and D. Kuhn.

Data-driven inverse optimization with imperfect information. Mathematical

Programming, 167(1):191–234, 2018.

In Chapter 3 we introduce a distributionally robust mean square error estimation

problem over a nonconvex Wasserstein ambiguity set containing only normal dis-

tributions. We show that the optimal estimator and the least favorable distribution

form a Nash equilibrium, and can be computed by solving a tractable semidefinite

program. We then devise a Frank-Wolfe algorithm to solve this convex program, where

the linear maximization oracle can be solved very efficiently. Finally, we propose a

distributionally robust Kalman filter based on the distributionally robust mean square

error estimator. The content of this chapter is presented in the following paper.

(i) S. Shafieezadeh-Abadeh, V. Nguyen, D. Kuhn, and P. Mohajerin Esfahani. Wasser-

stein distributionally robust Kalman filtering. In Advances in Neural Information

Processing Systems, pages 8483–8492, 2018.

Statement of Originality

I hereby certify that this thesis is the result of my own work, where some parts are

the result of collaborations with my supervisor Dr. Daniel Kuhn, my supervisor Dr.

Peyman Mohajerin Esfahani, as well as my scientific collaborator: Viet Anh Nguyen.

No other person’s work has been used without due acknowledgment.
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2 Regularization via Mass

Transportation

The goal of regression and classification methods in supervised learning is to min-

imize the empirical risk, that is, the expectation of some loss function quantifying

the prediction error under the empirical distribution. When facing scarce training

data, overfitting is typically mitigated by adding regularization terms to the objective

that penalize hypothesis complexity. In this chapter we introduce new regulariza-

tion techniques using ideas from distributionally robust optimization, and we give

new probabilistic interpretations to existing techniques. Specifically, we propose

to minimize the worst-case expected loss, where the worst case is taken over the

ball of all (continuous or discrete) distributions that have a bounded transporta-

tion distance from the (discrete) empirical distribution. By choosing the radius of

this ball judiciously, we can guarantee that the worst-case expected loss provides an

upper confidence bound on the loss on test data, thus offering new generalization

bounds. We prove that the resulting regularized learning problems are tractable and

can be tractably kernelized for many popular loss functions. The proposed approach

to regluarization is also extended to neural networks. We validate our theoretical

out-of-sample guarantees through simulated and empirical experiments.

2.1 Introduction

The fields of machine learning and optimization are closely intertwined. On the one

hand, optimization algorithms are routinely used for the solution of classical machine

learning problems. Conversely, recent advances in optimization under uncertainty
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have inspired many new machine learning models.

From a conceptual point of view, many statistical learning tasks give naturally rise to

stochastic optimization problems. Indeed, they aim to find an estimator from within a

prescribed hypothesis space that minimizes the expected value of some loss function.

The loss function quantifies the estimator’s ability to correctly predict random outputs

(i.e., dependent variables or labels) from random inputs (i.e., independent variables or

features). Unfortunately, such stochastic optimization problems cannot be solved ex-

actly because the input-output distribution, which is needed to evaluate the expected

loss in the objective function, is not accessible and only indirectly observable through

finitely many training samples. Approximating the expected loss with the empirical

loss, that is, the average loss across all training samples, yields fragile estimators that

are sensitive to perturbations in the data and suffer from overfitting.

Regularization is the standard remedy to combat overfitting. Regularized learning

models minimize the sum of the empirical loss and a penalty for hypothesis complex-

ity, which is typically chosen as a norm of the hypothesis. There is ample empirical

evidence that regularization reduces a model’s generalization error. Statistical learning

theory reasons that regularization implicitly restricts the hypothesis space, thereby

controlling the gap between the training error and the testing error, see, e.g., (Bartlett

and Mendelson, 2002). However, alternative explanations for the practical success

of regularization are possible. In particular, ideas from modern robust optimization

(Ben-Tal et al., 2009) recently led to a fresh perspective on regularization.

Robust regression and classification models seek estimators that are immunized

against adversarial perturbations in the training data. They have received considerable

attention since the seminal treatise on robust least-squares regression by El Ghaoui

and Lebret (1997), who seem to be the first authors to discover an intimate connection

between robustification and regularization. Specifically, they show that minimizing

the worst-case residual error with respect to all perturbations in a Frobenius norm-

uncertainty set is equivalent to a Tikhonov regularization procedure. Xu et al. (2010)

disclose a similar equivalence between robust least-squares regression with a feature-

wise independent uncertainty set and the celebrated Lasso (least absolute shrinkage

and selection operator) algorithm. Leveraging this new robustness interpretation,

they extend Lasso to a wider class of regularization schemes tailored to regression
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problems with disturbances that are coupled across features. In the context of classifi-

cation, Xu et al. (2009) provide a linkage between robustification over non-box-typed

uncertainty sets and the standard regularization scheme of support vector machines.

A comprehensive characterization of the conditions under which robustification and

regularization are equivalent has recently been compiled by Bertsimas and Copen-

haver (2018).

New learning models have also been inspired by recent advances in the emerging field

of distributionally robust optimization, which bridges the gap between the conser-

vatism of robust optimization and the specificity of stochastic programming. Distribu-

tionally robust optimization seeks to minimize a worst-case expected loss, where the

worst case is taken with respect to all distributions in an ambiguity set, that is, a family

of distributions consistent with the given prior information on the uncertainty, see,

e.g., (Calafiore and El Ghaoui, 2006; Delage and Ye, 2010; Goh and Sim, 2010; Wiese-

mann et al., 2014) and the references therein. Ambiguity sets are often characterized

through generalized moment conditions. For instance, Lanckriet et al. (2002a) pro-

pose a distributionally robust minimax probability machine for binary classification,

where both classes are encoded by the first and second moments of their features, and

the goal is to find a linear classifier that minimizes the worst-case misclassification

error in view of all possible input distributions consistent with the given moment

information. By construction, this approach forces the worst-case accuracies of both

classes to be equal. Huang et al. (2004) propose a generalization of the minimax prob-

ability machine that allows for uneven worst-case classification accuracies. Lanckriet

et al. (2002b) extend the minimax probability machine to account for estimation

errors in the mean vectors and covariance matrices. Strohmann and Grudic (2003)

and Bhattacharyya (2004) develop minimax probability machines for regression and

feature selection, respectively. Shivaswamy et al. (2006) study linear classification

problems trained with incomplete and noisy features, where each training sample is

modeled by an ambiguous distribution with known first and second-order moments.

The authors propose to address such classification problems with a distributionally

robust soft margin support vector machine and then prove that it is equivalent to a

classical robust support vector machine with a feature-wise uncertainty set. Farnia

and Tse (2016) investigate distributionally robust learning models with moment am-

biguity sets that restrict the marginal of the features to the empirical marginal. The
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authors highlight similarities and differences to classical regression models.

Ambiguity sets containing all distributions that share certain low-order moments are

computationally attractive but fail to converge to a singleton when the number N of

training samples tends to infinity. Thus, they preclude any asymptotic consistency

results. A possible remedy is to design spherical ambiguity sets with respect to some

probability distance functions and to drive their radii to zero as N grows. Examples

include the φ-divergence ambiguity sets proposed by Ben-Tal et al. (2013) or the

Wasserstein ambiguity sets studied by Mohajerin Esfahani and Kuhn (2018) and Zhao

and Guan (2018). Blanchet and Murthy (2019) and Gao and Kleywegt (2016) consider

generalized Wasserstein ambiguity sets defined over Polish spaces.

In this chapter we investigate distributionally robust learning models with Wasserstein

ambiguity sets. The Wasserstein distance between two distributions is defined as the

minimum cost of transporting one distribution to the other, where the cost of moving

a unit point mass is determined by the ground metric on the space of uncertainty

realizations. In computer science the Wasserstein distance is therefore sometimes

aptly termed the ‘earth mover’s distance’ (Rubner et al. (2000)). Following (Mohajerin

Esfahani and Kuhn, 2018), we define Wasserstein ambiguity sets as balls with respect to

the Wasserstein distance that are centered at the empirical distribution on the training

samples. These ambiguity sets contain all (continuous or discrete) distributions that

can be converted to the (discrete) empirical distribution at bounded transportation

cost.

Wasserstein distances are widely used in machine learning to compare histograms.

For example, Rubner et al. (2000) use the Wasserstein distance as a metric for image

retrieval with a focus on applications to color and texture. Cuturi (2013) and Benamou

et al. (2015) propose fast iterative algorithms to compute a regularized Wasserstein

distance between two high-dimensional discrete distributions for image classification

tasks. Moreover, Cuturi and Doucet (2014) develop first-order algorithms to compute

the Wasserstein barycenter between several empirical probability distributions, which

has applications in clustering. Arjovsky et al. (2017) utilize the Wasserstein distance

to measure the distance between the data distribution and the model distribution in

generative adversarial networks. Furthermore, Frogner et al. (2015) propose a learning

algorithm based on the Wasserstein distance to predict multi-label outputs.
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Distributionally robust optimization models with Wasserstein ambiguity sets were

introduced to the realm of supervised learning by Shafieezadeh-Abadeh et al. (2015),

who show that distributionally robust logistic regression problems admit a tractable

reformulation and encapsulate the classical as well as the popular regularized lo-

gistic regression problems as special cases. When the Wasserstein ball is restricted

to distributions on a compact set, the problem becomes intractable but can still be

addressed with an efficient decomposition algorithm due to Luo and Mehrotra (2019).

Support vector machine models with distributionally robust chance constraints over

Wasserstein ambiguity sets are studied by Lee and Mehrotra (2015). These models are

equivalent to hard semi-infinite programs and can be solved approximately with a

cutting plane algorithm.

Wasserstein ambiguity sets are popular for their attractive statistical properties. For ex-

ample, Fournier and Guillin (2015) prove that the empirical distribution on N training

samples converges in Wasserstein distance to the true distribution at rate O (N−1/(n+1)),

where n denotes the feature dimension. This implies that properly scaled Wasserstein

balls constitute natural confidence regions for the data-generating distribution. The

worst-case expected prediction loss over all distributions in a Wasserstein ball thus

provides an upper confidence bound on the expected loss under the unknown true

distribution; see (Mohajerin Esfahani and Kuhn, 2018). Blanchet et al. (2019) show,

however, that radii of the order O (N−1/2) are asymptotically optimal even though the

corresponding Wasserstein balls are too small to contain the true distribution with

constant confidence. For Wasserstein distances of type two (where the transportation

cost equals the squared ground metric) Blanchet et al. (2017) develop a systematic

methodology for selecting the ground metric. Generalization bounds for the worst-

case prediction loss with respect to a Wasserstein ball centered at the true distribution

are derived by Lee and Raginsky (2018) in order to address emerging challenges in

domain adaptation problems, where the distributions of the training and test samples

can differ.

Our main contributions can be summarized as follows:

• Tractability: We propose data-driven distributionally robust regression and classi-

fication models that hedge against all input-output distributions in a Wasserstein
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ball. We demonstrate that the emerging semi-infinite optimization problems admit

equivalent reformulations as tractable convex programs for many commonly used

loss functions and for linear hypothesis spaces. We also show that lifted variants of

these new learning models are kernelizable and thus offer an efficient procedure for

optimizing over all nonlinear hypotheses in a reproducible kernel Hilbert space.

• Regularization of Neural Networks: We propose a safe upper bound for data-

driven distributionally robust neural network problems. We further provide a more

conservative bound leading to the regularized empirical risk minimization problem,

where the the regularization function is a matrix norm stemmed from the trans-

portation cost. The second bound is particularly appealing from a computational

viewpoint since the exact proximal operator can be computed efficiently.

• Probabilistic Interpretation of Existing Regularization Techniques: We show that

the classical regularized learning models emerge as special cases of our framework

when the cost of moving probability mass along the output space tends to infinity.

In this case, the regularization function and its regularization weight are determined

by the transportation cost on the input space and the radius of the Wasserstein ball

underlying the distributionally robust optimization model, respectively.

• Generalization Bounds: We demonstrate that the proposed distributionally ro-

bust learning models enjoy new generalization bounds that can be obtained under

minimal assumptions. In particular, they do not rely on any notions of hypothe-

sis complexity and may therefore even extend to hypothesis spaces with infinite

VC-dimensions. A naïve generalization bound is obtained by leveraging modern

measure concentration results, which imply that Wasserstein balls constitute con-

fidence sets for the unknown data-generating distribution. Unfortunately, this

generalization bound suffers from a curse of dimensionality and converges slowly

for high input dimensions. By imposing bounds on the hypothesis space, how-

ever, we can derive an improved generalization bound, which essentially follows a

dimension-independent square root law reminiscent of the central limit theorem.

• Relation to Robust Optimization: In classical robust regression and classification

the training samples are viewed as uncertain variables that range over a joint uncer-

tainty set, and the best hypothesis is found by minimizing the worst-case loss over

this set. We prove that the classical robust and new distributionally robust learning
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models are equivalent if the data satisfies a dispersion condition (for regression) or

a separability condition (for classification). While there is no efficient algorithm for

solving the robust learning models in the absence of this condition, the distribu-

tionally robust models are efficiently solvable irrespective of the underlying training

datasets.

• Confidence Intervals for Error and Risk: Using distributionally robust optimiza-

tion techniques based on the Wasserstein ball, we develop two tractable linear

programs whose optimal values provide a confidence interval for the absolute pre-

diction error of any fixed regressor or the misclassification risk of any fixed classifier.

• Worst-Case Distributions: We formulate tractable convex programs that enable us

to efficiently compute a worst-case distribution in the Wasserstein ball for any fixed

hypothesis. This worst-case distribution can be useful for stress tests or contamina-

tion experiments.

The rest of the chapter develops as follows. Section 2.2 introduces our new distribu-

tionally robust learning models. Section 2.3 provides finite convex reformulations

for learning problems over linear and nonlinear hypothesis spaces and describes

efficient procedures for constructing worst-case distributions. Moreover, it compares

the new distributionally robust method against existing robust optimization and

regularization approaches. Section 2.4 develops new generalization bounds, while

Section 2.5 addresses error and risk estimation. Numerical experiments are reported

in Section 2.6.

Notation

Throughout this chapter, we adopt the conventions of extended arithmetics, whereby

∞·0 = 0 ·∞ = 0/0 = 0 and ∞−∞= −∞+∞= 1/0 =∞. The inner product of two

vectors x, x ′ ∈ Rn is denoted by 〈x, x ′〉, and for any norm ‖ · ‖ on Rn , we use ‖ · ‖∗ to

denote its dual norm defined through ‖x‖∗ = sup {〈x, x ′〉 : ‖x ′‖ ≤ 1}. The conjugate of

an extended real-valued function f (x) on Rn is defined as f ∗(x) = supx ′〈x, x ′〉− f (x ′).

The indicator function of a set X⊆Rn is defined as δX(x) = 0 if x ∈X;=∞ otherwise.

Its conjugate SX(x) = sup{〈x ′, x〉 : x ′ ∈ X} is termed the support function of X. The
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characteristic function of X is defined through 1X(x) = 1 if x ∈X; = 0 otherwise. For

a proper cone C ⊆ Rn the relation x ºC x ′ indicates that x − x ′ ∈ C . The cone dual

to C is defined as C ∗ = {x ′ : 〈x ′, x〉 ≥ 0∀x ∈C }. The Lipschitz modulus of a function

L : X→ R is denoted by lip(L) = supx,x ′∈X{|L(x)− L(x ′)|/‖x − x ′‖ : x 6= x ′}. If P is a

distribution on a set Ξ, then PN denotes the N -fold product of P on the Cartesian

product ΞN . For N ∈Nwe define [N ] = {1, . . . , N }.

2.2 Problem Statement

We first introduce the basic terminology and then describe our new perspective on

regularization.

2.2.1 Classical Statistical Learning

The goal of supervised learning is to infer an unknown target function f : X→ Y

from limited data. The target function maps any input x ∈ X (e.g., information on

the frequency of certain keywords in an email) to some output y ∈Y (e.g., a label +1

(−1) if the email is likely (unlikely) to be a spam message). If the true target function

was accessible, it could be used as a means to reliably predict outputs from inputs

(e.g., it could be used to recognize spam messages in an automated fashion). In a

supervised learning framework, however, one has only access to finitely many input-

output examples (x̂i , ŷi ) for i = 1, . . . , N (e.g., a database of emails which have been

classified by a human as legitimate or as spam messages). We will henceforth refer

to these examples as the training data or the in-sample data. It is assumed that the

training samples are mutually independent and follow an unknown distributionP on

X×Y.

The supervised learning problems are commonly subdivided into regression problems,

where the output y is continuous and Y=R, and classification problems, where y is

categorical and Y= {+1,−1}. As the space of all functions from X to Y is typically vast,

it may be very difficult to learn the target function from finitely many training samples.

Thus, it is convenient to restrict the search space to a structured family of candidate

functionsH⊆RX such as the space of all linear functions, some reproducible kernel
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Hilbert space or the family of all feed-forward neural networks with a fixed number of

layers. We henceforth refer to each candidate function h ∈H as a hypothesis and toH

as the hypothesis space.

A learning algorithm is a method for finding a hypothesis h ∈H that faithfully repli-

cates the unknown target function f . Specifically, in regression we seek to approximate

f with a hypothesis h, and in classification we seek to approximate f with a thresh-

olded hypothesis sign(h). Many learning algorithms achieve this goal by minimizing

the in-sample error, that is, the empirical average of a loss function ` :R×Y→R+ that

estimates the mismatch between the output predicted by h(x) and the actual output

y for a particular input-output pair (x, y). Any such algorithm solves a minimization

problem of the form

inf
h∈H

{
1

N

N∑
i=1

`(h(x̂i ), ŷi ) =EP̂N
[
`(h(x), y)

]}
, (2.1)

where P̂N = 1
N

∑N
i=1δ(x̂i ,ŷi ) denotes the empirical distribution, that is, the uniform

distribution on the training data. For different choices of the the loss function `, the

generic supervised learning problem (2.1) reduces to different popular regression and

classification problems from the literature.

Examples of Regression Models

For ease of exposition, we focus here on learning models withX⊆Rn andY⊆R, where

H is set to the space of all linear hypotheses h(x) = 〈w, x〉 with w ∈Rn . Thus, there is

a one-to-one correspondence between hypotheses and weight vectors w . Moreover,

we focus on loss functions of the form `(h(x), y) = L(h(x)− y) = L(〈w, x〉)− y) that are

generated by a univariate loss function L.

1. A rich class of robust regression problems is obtained from (2.1) if ` is generated

by the Huber loss function with robustness parameter δ> 0, which is defined as

L(z) = 1
2 z2 if |z| ≤ δ; = δ(|z|− 1

2δ) otherwise. Note that the Huber loss function is

both convex and smooth and reduces to the squared loss L(z) = 1
2 z2 for δ ↑∞,

which is routinely used in ordinary least squares regression. Problem (2.1) with

squared loss seeks a hypothesis w under which 〈w, x〉 approximates the mean of
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y conditional on x. The Huber loss function for finite δ favors similar hypotheses

but is less sensitive to outliers.

2. The support vector regression problem (Smola and Schölkopf, 2004) emerges as

a special case of (2.1) if ` is generated by the ε-insensitive loss function L(z) =
max{0, |z|− ε} with ε≥ 0. In this setting, a training sample (x̂i , ŷi ) is penalized

in (2.1) only if the output 〈w, x̂i 〉 predicted by hypothesis w differs from the

true output ŷi by more than ε. Support vector regression thus seeks hypotheses

w under which all training samples reside within a slab of width 2ε centered

around the hyperplane {(x, y) : 〈w, x〉 = y}.

3. The quantile regression problem (Koenker, 2005) is obtained from (2.1) if ` is gen-

erated by the pinball loss function L(z) = max{−τz, (1−τ)z} defined for τ ∈ [0,1].

Quantile regression seeks hypotheses that approximate the τ×100%-quantile

of the output conditional on the input. More precisely, it seeks hypotheses w

for which τ×100% of all training samples lie in the halfspace {(x, y) : 〈w, x〉 ≥ y}.

Examples of Classification Models

We focus here on linear learning models withX⊆Rn andY= {+1,−1}, whereH is again

identified with the space of all linear hypotheses h(x) = 〈w, x〉 with w ∈Rn . Moreover,

we focus on loss functions of the form `(x, y) = L(yh(x)) = L(y〈w, x〉) generated by a

univariate loss function L.

1. The support vector machine problem (Cortes and Vapnik, 1995) is obtained

from (2.1) if ` is generated by the hinge loss function L(z) = max{0,1− z}, which

is large if z is small. Thus, a training sample (x̂i , ŷi ) is penalized in (2.1) if the

output sign(〈w, x̂i 〉) predicted by hypothesis w and the true output ŷi have

opposite signs. More precisely, support vector machines seek hypotheses w

under which the inputs of all training samples with output +1 reside in the

halfspace {x : 〈w, x〉 ≥ 1}, while the inputs of training samples with output −1

are confined to {x : 〈w, x〉 ≤−1}.

2. An alternative support vector machine problem is obtained from (2.1) if ` is

generated by the smooth hinge loss function, which is defined as L(z) = 1
2 − z if
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z ≤ 0; = 1
2 (1−z)2 if 0 < z < 1; = 0 otherwise. The smooth hinge loss inherits many

properties of the ordinary hinge loss but has a continuous derivative. Thus, it

may be amenable to faster optimization algorithms.

3. The logistic regression problem (Hosmer et al., 2013) emerges as a special case of

(2.1) if ` is generated by the logloss function L(z) = log(1+e−z ), which is large if z

is small—similar to the hinge loss function. In this case the objective function of

(2.1) can be viewed as the log-likelihood function corresponding to the logistic

modelP(y = 1|x) = [1+exp(−〈w, x〉)]−1 for the conditional probability of y = 1

given x. Thus, logistic regression allows us to learn the conditional distribution

of y given x.

Remark 2.1 (Convex approximation). Note that the hinge loss and the logloss func-

tions represent convex approximations for the (discontinuous) one-zero loss defined

through L(z) = 1 if z ≤ 0; = 0 otherwise.

In practice there may be many hypotheses that are compatible with the given training

data and thus achieve a small empirical loss in (2.1). Any such hypothesis would

accurately predict outputs from inputs within the training dataset (Defourny, 2010).

However, due to overfitting, these hypotheses might constitute poor predictors beyond

the training dataset, that is, on inputs that have not yet been recorded in the database.

Mathematically, even if the in-sample errorEP̂N [`(〈w, x〉, y)] of a given hypothesis w

is small, the out-of-sample error EP[`(〈w, x〉, y)] with respect to the unknown true

input-output distributionPmay be large.

Regularization is the standard remedy to combat overfitting. Instead of naïvely mini-

mizing the in-sample error as is done in (2.1), it may thus be advisable to solve the

regularized learning problem

inf
w
EP̂N

[
`(〈w, x〉, y)

]+ cΩ(w), (2.2)

which minimizes the sum of the emiprial average loss and a penalty for hpothesis

complexity, which consists of a regularization functionΩ(w) and its associated reg-

ularization weight c. Tikhonov regularization (Tikhonov et al., 1977), for example,

corresponds to the choice Ω(w) = ‖Γw‖2
2 for some Tikhonov matrix Γ ∈Rn×n . Setting
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Γ to the identity matrix gives rise to standard L2-regularization. Similarly, Lasso (least

absolute shrinkage and selection operator) regularization or L1-regularization (Tib-

shirani, 1996) is obtained by setting Ω(w) = ‖w‖1. Lasso regularization has gained

popularity because it favors parsimonious interpretable hypotheses.

Most popular regualization methods admit probabilistic interpretations. However,

these interpretations typically rely on prior distributional assumptions that remain to

some extent arbitrary (e.g., L2- and L1-regularization can be justified if w is governed

by a Gaussian or Laplacian prior distribution, respectively (Tibshirani, 1996)). Thus,

in spite of their many desirable theoretical properties, there is a consensus that “most

of the (regularization) methods used successfully in practice are heuristic methods”

(Abu-Mostafa et al., 2012).

2.2.2 A New Perspective on Regularization

When linear hypotheses are used, problem (2.1) minimizes the in-sample error

EP̂N [`(〈w, x〉, y)]. However, a hypothesis w enjoying a low in-sample error may still

suffer from a high out-of-sample errorEP[`(〈w, x〉, y)] due to overfitting. This is un-

fortunate as we seek hypotheses that offer high prediction accuracy on future data,

meaning that the out-of-sample error is the actual quantity of interest. An ideal learn-

ing model would therefore minimize the out-of-sample error. This is impossible,

however, for the following reasons:

• The true input-output distributionP is unknown and only indirectly observable

through the N training samples. Thus, we lack essential information to compute

the out-of-sample error.

• Even if the distributionPwas known, computing the out-of-sample error would

typically be hard due to the intractability of high-dimensional integration; see,

e.g., (Hanasusanto et al., 2016, Corollary 1).

The regularized loss EP̂N [`(〈w, x〉, y)]+ cΩ(w) used in (2.2), which consists of the

in-sample error and an overfitting penalty, can be viewed as an in-sample estimate

of the out-of-sample error. Yet, problem (2.2) remains difficult to justify rigorously.
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Therefore, we advocate here a more principled approach to regularization. Specifi-

cally, we propose to take into account the expected loss of hypothesis w under every

distributionQ that is close to the empirical distribution P̂N , that is, everyQ that could

have generated the training data with high confidence. To this end, we first introduce

a distance measure for distributions. For ease of notation, we henceforth denote the

input-output pair (x, y) by ξ, and we set Ξ=X×Y.

Definition 2.2 (Wasserstein metric). The Wasserstein distance between two distribu-

tionsQ andQ′ supported on Ξ is defined as

W (Q,Q′) := inf
Π

{∫
Ξ2

d(ξ,ξ′)Π(dξ,dξ′) :
Π is a joint distribution of ξ and ξ′

with marginalsQ andQ′, respectively

}
,

where d is a metric on Ξ.

By definition, W (Q,Q′) represents the solution of an infinite-dimensional transporta-

tion problem, that is, it corresponds to the minimal cost for moving the distribution

Q to Q′, where the cost for moving a unit probability mass from ξ to ξ′ is given by

the transportation distance d(ξ,ξ′). Due to this interpretation, the metric d is often

referred to as the transportation cost (Villani, 2008) or ground metric (Cuturi and Avis,

2014), while the Wasserstein metric is sometimes termed the mass transportation

distance or earth mover’s distance (Rubner et al., 2000).

Consider now the Wasserstein ball of radius ε≥ 0 around the empirical distribution

P̂N ,

Bε(P̂N ) = {
Q : Q(Ξ) = 1, W (Q,P̂N ) ≤ ε}, (2.3)

which contains all input-output distributionsQ supported on Ξwhose Wasserstein

distance from P̂N does not exceed ε. This means that Q can be transported to P̂N

(or vice versa) at a cost of at most ε. The hope is that a large enough Wasserstein ball

will contain distributions that are representative of the unknown true input-output

distributionP, such that the worst-case expectation supQ∈Bε(P̂N )E
Q[`(〈w, x〉, y)] can

serve as an upper confidence bound on the out-of-sample error EP[`(〈w, x〉, y)].

This motivates us to introduce a new regularized learning model, which minimizes
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precisely this worst-case expectation.

inf
w

sup
Q∈Bε(P̂N )

EQ
[
`(〈w, x〉, y)

]
(2.4)

Problem (2.4) represents a distributionally robust convex program of the type consid-

ered in (Mohajerin Esfahani and Kuhn, 2018). Note that if `(〈w, x〉, y) is convex in w

for every fixed (x, y), i.e., if ` is convex in its first argument, then the objective function

of (2.4) is convex because convexity is preserved under integration and maximization.

Note also that if ε is set to zero, then (2.4) collapses to the unregularized in-sample

error minimization problem (2.1).

Remark 2.3 (Support information). The uncertainty set Ξ captures prior information

on the range of the inputs and outputs. In image processing, for example, pixel inten-

sities range over a known interval. Similarly, in diagnostic medicine, physiological

parameters such as blood glucose or cholesterol concentrations are restricted to be

non-negative. Sometimes it is also useful to construct Ξ as a confidence set that

covers the support ofPwith a prescribed probability. Such confidence sets are often

constructed as ellipsoids, as intersections of different norm balls (Ben-Tal et al., 2009;

Delage and Ye, 2010) or as sublevel sets of kernel expansions (Schölkopf et al., 2001).

In the remainder we establish that the distributionally robust learning problem (2.4)

has several desirable properties. (i) Problem (2.4) is computationally tractable under

standard assumptions about the loss function `, the input-output space Ξ and the

transportation metric d . For specific choices of d it even reduces to a regularized

learning problem of the form (2.2). (ii) For all univariate loss functions reviewed in

Section 2.2.1, a tight conservative approximation of (2.4) is kernelizable, that is, it

can be solved implicitly over high-dimensional spaces of nonlinear hypotheses at

the same computational cost required for linear hypothesis spaces. (iii) Leveraging

modern measure concentration results, the optimal value of (2.4) can be shown to

provide an upper confidence bound on the out-of-sample error. This obviates the

need to mobilize the full machinery of VC theory and, in particular, to estimate the VC

dimension of the hypothesis space in order to establish generalization bounds. (iv) If

the number of training samples tends to infinity while the Wasserstein ball shrinks at

an appropriate rate, then problem (2.4) asymptotically recovers the ex post optimal
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hypothesis that attains the minimal out-of-sample error.

2.3 Tractable Reformulations

In this section we demonstrate that the distributionally robust learning problem (2.4)

over linear hypotheses is amenable to efficient computational solution procedures.

We also discuss generalizations to nonlinear hypothesis classes such as reproducing

kernel Hilbert spaces and families of neural networks.

2.3.1 Distributionally Robust Linear Regression

Throughout this section we focus on linear regression problems, where `(〈w, x〉, y) =
L(〈w, x〉 − y) for some convex univariate loss function L. We also assume that X

and Y are both convex and closed and that the transportation metric d is induced

by a norm ‖ · ‖ on the input-output space Rn+1. In this setting, the distributionally

robust regression problem (2.4) admits an equivalent reformulation as a finite convex

optimization problem if either (i) the univariate loss function L is piecewise affine or

(ii) Ξ=Rn+1 and L is Lipschitz continuous (but not necessarily piecewise affine).

Theorem 2.4 (Distributionally robust linear regression). The following statements

hold.

(i) If L(z) = max j≤J {a j z +b j }, then (2.4) is equivalent to

inf
w,λ,si
pi j ,ui j

λε+ 1

N

N∑
i=1

si

s.t. SΞ(a j w −pi j ,−a j −ui j )+b j

+〈pi j , x̂i 〉+ui j ŷi ≤ si i ∈ [N ], j ∈ [J ]

‖(pi j ,ui j )‖∗ ≤λ i ∈ [N ], j ∈ [J ],

(2.5)

where SΞ denotes the support function of Ξ.
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(ii) If Ξ=Rn+1 and L(z) is Lipschitz continuous, then (2.4) is equivalent to

inf
w

1

N

N∑
i=1

L(〈w, x̂i 〉− ŷi )+ε lip(L)‖(w,−1)‖∗. (2.6)

The proof of Theorem 2.4 requires three preparatory Lemmas. The first lemma is

adapted from (Mohajerin Esfahani and Kuhn, 2018) and asserts that the worst-case ex-

pectation over a Wasserstein ball can be re-expressed as a classical robust optimization

problem.

Lemma 2.5 (Robust reformulation). Set ξ̂i = (x̂i , ŷi ) for all i ≤ N . For any measurable

integrand I (ξ) that is bounded above by a Lipschitz continuous function we have

sup
Q∈Bε(P̂N )

EQ [I (ξ)] = inf
λ≥0

λε+ 1

N

N∑
i=1

sup
ξ∈Ξ

I (ξ)−λd(ξ, ξ̂i ). (2.7)

Proof. By the definition of the Wasserstein ball we have

sup
Q∈Bε(P̂N )

EQ [I (ξ)] = sup
Π

∫
Ξ2

I (ξ)Π(dξ,dξ′)

s.t. Π is a joint distribution of ξ

and ξ′ with marginalsQ and P̂N∫
Ξ2

d
(
ξ,ξ′

)
Π(dξ,dξ′) ≤ ε

= sup
Qi

1

N

N∑
i=1

∫
Ξ

I (ξ)Qi (dξ)

s.t.
∫
Ξ
Qi (dξ) = 1 i ∈ [N ]

1

N

N∑
i=1

∫
Ξ

d(ξ, ξ̂i )Qi (dξ) ≤ ε.

Note that the integral of I (ξ) exists under everyQ ∈Bε(P̂N ) because I (ξ) admits a Lip-

schitz continuous majorant. The last equality in the above expression holds because

the marginal distribution of ξ′ is the uniform distribution on the training samples,

which implies that Π is completely determined by the conditional distributionsQi

of ξ given ξ′ = ξ̂i , that is, Π(dξ,dξ′) = 1
N

∑N
i=1δξ̂i

(dξ′)Qi (dξ). The resulting generalized
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moment problem over the normalized measuresQi admits the semi-infinite dual

sup
Q∈Bε(P̂N )

EQ [I (ξ)] = inf
λ,si

λε+ 1

N

N∑
i=1

si

s.t. sup
ξ∈Ξ

I (ξ)−λd(ξ, ξ̂i ) ≤ si i ∈ [N ]

λ≥ 0,

Strong duality holds for any ε> 0 due to (Shapiro, 2001, Proposition 3.4). The claim

then follows by eliminating si .

Lemma 2.6. For any a ∈ R, β, ζ̂ ∈ Rd , γ ∈ R+ and ζ ∈ Z , where Z ⊆ Rd is a closed

convex set, we have

sup
ζ∈Z

a〈β,ζ〉−γ‖ζ− ζ̂‖ = inf
p

SZ (aβ−p)+〈p, ζ̂〉

s.t. ‖p‖∗ ≤ γ.

Proof. We have

sup
ζ∈Z

a〈β,ζ〉−γ‖ζ− ζ̂‖ = sup
ζ∈Z

inf
‖p‖∗≤γ

a〈β,ζ〉−〈p,ζ− ζ̂〉

= inf
‖p‖∗≤γ

sup
ζ∈Z

a〈β,ζ〉−〈p,ζ− ζ̂〉

= inf
‖p‖∗≤γ

sup
ζ∈Rd

〈aβ−p,ζ〉−δZ (ζ)+〈p, ζ̂〉

= inf
‖p‖∗≤γ

SZ (aβ−p)+〈p, ζ̂〉,

where the first equality follows from the definition of the dual norm, the second equal-

ity holds due to the minimax theorem (Bertsekas, 2009, Proposition 5.5.4), and the

last equality holds because the support function SZ is the conjugate of the indicator

function δZ . Thus, the claim follows.

Lemma 2.7. If L(z) is a convex and Lipschitz continuous loss function, β, ζ̂ ∈Rd and

γ> 0, then

sup
ζ∈Rd

L(〈β,ζ〉)−γ‖ζ− ζ̂‖ =
{

L(〈β, ζ̂〉) if lip(L)‖β‖∗ ≤ γ
+∞ otherwise.
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Proof. Note that L(〈β,ζ〉)−γ‖ζ− ζ̂‖ constitutes a difference of convex functions and

may thus be neither convex nor concave in ζ. In order to maximize this function, we

re-write I (ζ) = L(〈β,ζ〉) as an upper envelope of infinitely many affine functions. To

this end, we express the conjugate of I (ζ) as

I∗(z) = sup
ζ

〈z,ζ〉−L(〈β,ζ〉) = sup
t ,ζ

{〈z,ζ〉−L(t ) : t = 〈β,ζ〉}= inf
θ

{
L∗(θ) : θβ= z

}
,

where the last equality follows from strong Lagrangian duality, which holds because

Slater’s constraint qualification is trivially satisfied in the absence of inequality con-

straints (Bertsekas, 2009, Proposition 5.3.1). Defining Θ= {θ ∈ R : L∗(θ) <∞} as the

effective domain of L∗(θ), we may then replace θ ∈Rwith θ ∈Θ in the last expression.

As I (ζ) is convex and continuous, it coincides with its bi-conjugate, that is,

I (ζ) = I∗∗(ζ) = sup
z

〈z,ζ〉− I∗(z) = sup
θ∈Θ

〈θβ,ζ〉−L∗(θ).

In other words, we have represented I (ζ) as the upper envelope of infinitely many

linear functions. Using this representation, we obtain

sup
ζ

I (ζ)−γ‖ζ− ζ̂‖ = sup
ζ

I∗∗(ζ)−γ‖ζ− ζ̂‖

= sup
ζ

sup
θ∈Θ

〈θβ,ζ〉−L∗(θ)−γ‖ζ− ζ̂‖

= sup
θ∈Θ

sup
ζ

inf
‖p‖∗≤γ

θ〈β,ζ〉−L∗(θ)−〈p,ζ− ζ̂〉

= sup
θ∈Θ

inf
‖p‖∗≤γ

sup
ζ

〈θβ−p,ζ〉−L∗(θ)+〈p, ζ̂〉,

where the last equality holds due to (Bertsekas, 2009, Proposition 5.5.4). Evaluating
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the maximization over ζ yields

sup
ζ

I (ζ)−γ‖ζ− ζ̂‖ = sup
θ∈Θ

inf
‖p‖∗≤γ

{
〈p, ζ̂〉−L∗(θ) if p = θβ

+∞ otherwise

= sup
θ∈Θ

{
〈θβ, ζ̂〉−L∗(θ) if ‖θβ‖∗ ≤ γ

+∞ otherwise

=
 sup

θ∈Θ
θ〈β, ζ̂〉−L∗(θ) if sup

θ∈Θ
‖θβ‖∗ ≤ γ

+∞ otherwise

=
 L(〈β, ζ̂〉) if sup

θ∈Θ
|θ| · ‖β‖∗ ≤ γ

+∞ otherwise.

Thus, the claim follows by noting that supθ{|θ| : L∗(θ) <∞} represents the Lipschitz

modulus of L.

Proof of Theorem 2.4. To prove assertion (i), we apply Lemma 2.5 to the integrand

f (x, y) = L(〈w, x〉− y) with L(z) = max j≤J {a j z +b j } to obtain

sup
Q∈Bε(P̂N )

EQ
[
`(〈w, x〉, y)

]
= inf
λ≥0

λε+ 1

N

N∑
i=1

sup
(x,y)∈Ξ

L(〈w, x〉− y)−λ‖(x, y)− (x̂i , ŷi )‖

= inf
λ≥0

λε+ 1

N

N∑
i=1

max
j≤J

sup
(x,y)∈Ξ

a j (〈w, x〉− y)+b j −λ‖(x, y)− (x̂i , ŷi )‖

= inf
λ,pi j ,ui j

λε+
N∑

i=1
max

j≤J
SΞ(a j w −pi j ,−a j −ui j )+〈pi j , x̂i 〉+ui j ŷi +b j

s.t. ‖(pi j ,ui j )‖∗ ≤λ i ∈ [N ], j ∈ [J ],

where the last equality follows from Lemma 2.6. The claim now follows by introducing

auxiliary epigraphical variables si for the max-terms in the objective function and by

including w as a decision variable.

To prove assertion (ii), we apply Lemma 2.5 to the integrand f (x, y) = L(〈w, x〉− y),
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where L is a Lipschitz continuous convex loss function. Thus we find

sup
Q∈Bε(P̂N )

EQ
[
`w (x, y)

]= inf
λ≥0

λε+
N∑

i=1
sup
x,y

L(〈w, x〉− y)−λ‖(x, y)− (x̂i , ŷi )‖

= inf
λ

λε+ 1

N

N∑
i=1

L(〈w, x̂i 〉− ŷi )

s.t. lip(L)|θ| · ‖(w,−1)‖∗ ≤λ,

where the last equality uses Lemma 2.7. Next, we eliminate λ and include w as a

decision variable.

In the following, we exemplify Theorem 2.4 for the Huber, ε-insensitive and pinball

loss functions under the assumption that the uncertainty set Ξ admits the conic

representation

Ξ= {(x, y) ∈Rn+1 : C1x + c2 y ¹C d} (2.9)

for some matrix C1, vectors c2 and d and proper convex cone C of appropriate dimen-

sions. We also assume that Ξ admits a Slater point (xS, yS) ∈Rn+1 with C1xS +c2 yS ≺C

d .

Corollary 2.8 (Robust regression). If L represents the Huber loss function with thresh-

old δ≥ 0 and Ξ=Rn+1, then (2.4) is equivalent to

inf
w,zi

1

N

N∑
i=1

1

2
z2

i +δ|〈w, x̂i 〉− ŷi − zi |+εδ‖(w,−1)‖∗. (2.10)

Proof. Note that the Huber loss function L(z) coincides with the inf-convolution of
1
2 z2 and δ|z| and can thus be expressed as L(z) = minz1

1
2 z2

1 +δ|z − z1|. Moreover, the

Lipschitz modulus of the Huber loss function is δ. The rest of the proof follows from

Theorem 2.4(ii).

Corollary 2.9 (Support vector regression). If L represents the ε-insensitive loss func-
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tion for some ε≥ 0 and Ξ is of the form (2.9), then (2.4) is equivalent to

inf
w,λ,si
p+

i ,p−
i

λε+ 1

N

N∑
i=1

si

s.t. ŷi −〈w, x̂i 〉−ε+〈p+
i ,d −C1x̂i − c2 ŷi 〉 ≤ si i ∈ [N ]

〈w, x̂i 〉− ŷi −ε+〈p−
i ,d −C1x̂i − c2 ŷi 〉 ≤ si i ∈ [N ]∥∥(

C>
1 p+

i +w,c>2 p+
i −1

)∥∥
∗ ≤λ i ∈ [N ]∥∥(

C>
1 p−

i −w,c>2 p−
i +1

)∥∥
∗ ≤λ i ∈ [N ]

p+
i , p−

i ∈C ∗ i ∈ [N ]

si ≥ 0 i ∈ [N ].

(2.11)

Proof. Notice that the ε-insensitive loss function is a piecewise linear function with

J = 3 pieces, see Section 2.2.1. By strong conic duality, the support function of Ξ=
{(x, y) ∈Rn+1 : C1x + c2 y ¹C d} can be re-expressed as

SΞ(z1, z2) = sup
x,y

{〈z1, x〉+ z2 y : C1x + c2 y ¹C d
}= inf

q∈C ∗

{〈q,d〉 : C>
1 q = z1, c>2 q = z2

}
.

Strong duality holds because Ξ admits a Slater point. The rest of proof follows from

Theorem 2.4(i).

Corollary 2.10 (Quantile regression). If L represents the pinball loss function for some

τ ∈ [0,1] and Ξ is of the form (2.9), then (2.4) is equivalent to

inf
w,λ,si
p+

i ,p−
i

λε+ 1

N

N∑
i=1

si

s.t. τ
(
ŷi −〈w, x̂i 〉

)+〈p+
i ,d −C1x̂i − c2 ŷi 〉 ≤ si i ∈ [N ]

(1−τ)
(〈w, x̂i 〉− ŷi

)+〈p−
i ,d −C1x̂i − c2 ŷi 〉 ≤ si i ∈ [N ]∥∥(

C>
1 p+

i +τw,c>2 p+
i −τ)∥∥∗ ≤λ i ∈ [N ]∥∥(

C>
1 p−

i − (1−τ)w,c>2 p−
i +1−τ)∥∥∗ ≤λ i ∈ [N ]

p+
i , p−

i ∈C ∗ i ∈ [N ]

si ≥ 0 i ∈ [N ].

(2.12)

Proof. The pinball loss function is a piecewise linear function with J = 2 pieces, see

Section 2.2.1. The rest of proof follows from the dual representation of the support
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function SΞ(z1, z2), which is known from the proof of Corollary 2.9, and from Theo-

rem 2.4(i).

Remark 2.11 (Relation to classical regularization). Assume now that the mass trans-

portation costs are additively separable with respect to inputs and outputs, that is,

d((x1, y1), (x2, y2)) = ‖x1 −x2‖+κ|y1 − y2| (2.13)

for some κ > 0.1 Note that κ captures the costs of moving probability mass along

the output space. For κ=∞ all distributions in the Wasserstein ballBε(P̂N ) are thus

obtained by reshaping P̂N only along the input space. It is easy to verify that for κ=∞
and Ξ=Rn+1 the learning models portrayed in Corollaries 2.8-2.10 all simplify to

inf
w

1

N

N∑
i=1

L(〈w, x̂i 〉− ŷi )+ c‖w‖∗, (2.14)

where c = εδ for robust regression with Huber loss, c = ε for support vector regression

with ε-insensitive loss and c = max{τ,1−τ}ε for quantile regression with pinball loss.

Thus, (2.14) is easily identified as an instance of the classical regularized learning

problem (2.2), where the dual norm term ‖w‖∗ plays the role of the regularization

function, while c represents the usual regularization weight. By definition of the dual

norm, the penalty ‖w‖∗ assigned to a hypothesis w is maximal (minimal) if the cost of

moving probability mass along w is minimal (maximal). We emphasize that if κ=∞,

then the marginal distribution of y corresponding to everyQ ∈Bε(P̂N ) coincides with

the empirical distribution 1
N

∑N
i=1δŷi . Thus, classical regularization methods, which

correspond to κ=∞, are explained by a counterintuitive probabilistic model, which

pretends that any training sample must have an output that has already been record-

eded in the training dataset. In other words, classical regularization implicitly assumes

that there is no uncertainty in the outputs. More intuitively appealing regularization

schemes are obtained for finite values of κ.

To establish a connection between distributionally robust and classical robust regres-

sion as discussed in (El Ghaoui and Lebret, 1997; Xu et al., 2010), we further investigate

1By slight abuse of notation, the symbol ‖ ·‖ now denotes a norm on Rn .
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the worst-case expected loss of a fixed linear hypothesis w .

sup
Q∈Bε(P̂N )

EQ[L(〈w, x〉− y)] (2.15)

Theorem 2.12 (Extremal distributions in linear regression). The following statements

hold.

(i) If L(z) = max j≤J {a j z+b j }, then the worst-case expectation (2.15) coincides with

sup
αi j ,qi j ,vi j

1

N

N∑
i=1

J∑
j=1

αi j
(
a j (〈w, x̂i 〉− ŷi )+b j

)+a j (〈w, qi j 〉− vi j )

s.t.
1

N

N∑
i=1

J∑
j=1

‖(qi j , vi j )‖ ≤ ε
J∑

j=1
αi j = 1 i ∈ [N ](

x̂i +qi j /αi j , ŷi + vi j /αi j
) ∈Ξ i ∈ [N ], j ∈ [J ]

αi j ≥ 0 i ∈ [N ], j ∈ [J ]

(2.16)

for any fixed hypothesis w . Moreover, if (α?i j , q?i j , v?i j ) maximizes (2.16), then the

discrete distribution

Q∗ = 1

N

N∑
i=1

J∑
j=1

α?i j δ(x̂i+q?i j /α?i j , ŷi+v?i j /α?i j ),

represents a maximizer for (2.15).

(ii) If Ξ=Rn+1 and L(z) is Lipschitz continuous, then the discrete distributions

Qγ = 1

N

N∑
i=2

δ(x̂i , ŷi ) + 1−γ
N

δ(x̂1, ŷ1) + γ

N
δ(x̂1+ εN

γ x?,ŷ1+ εN
γ y?) for γ ∈ (0,1],

where (x?, y?) solves max‖(x,y)‖≤1〈w, x〉− y , are feasible and asymptotically op-

timal in (2.15) for γ ↓ 0.

The proof of Theorem 2.12 is based on the following preparatory lemma.

Lemma 2.13. If Z ⊆Rd is a non-empty convex closed set, ζ̂ ∈Z , β ∈Rd and α,γ≥ 0,
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then we have

inf
p
αSZ (β−p)+α〈p, ζ̂〉+γ‖p‖∗ = sup

‖q‖≤γ
α〈β, ζ̂〉+〈β, q〉

s.t. ζ̂+q/α ∈Z .

Proof. If α= 0, then the optimal values of both opimization problems vanish due to

our conventions of extended arithmetic, and thus the claim trivially holds. If α> 0,

however, we have

inf
p
αSZ (β−p)+α〈p, ζ̂〉+γ‖p‖∗ = inf

p
sup
‖q‖≤γ

αSZ (β−p)+α〈p, ζ̂〉+〈p, q〉

= sup
‖q‖≤γ

inf
p
αSZ (β−p)+〈p,αζ̂+q〉

= sup
‖q‖≤γ

inf
z
αSZ (z)+〈β− z,αζ̂+q〉

= sup
‖q‖≤γ

α〈β, ζ̂〉+〈β, q〉−α(
sup

z
〈z, ζ̂+q/α〉−SZ (z)

)
= sup

‖q‖≤γ
α〈β, ζ̂〉+〈β, q〉−αδZ (ζ̂+q/α),

where the first equality follows from the definition of the dual norm, the second

equality exploits (Bertsekas, 2009, Proposition 5.5.4), and the last equality holds be-

cause, for any convex closed set, the indicator function is the conjugate of the support

function.

Proof of Theorem 2.12. We first prove assertion (i). By Theorem 2.4(i), the worst-case

expectation problem (2.15) constitutes a restriction of (2.5) where w is fixed, and thus

it coincides with the minimax problem

inf
λ,si

pi j ,ui j

sup
αi j≥0,γi j≥0

λε+ 1

N

N∑
i=1

si +
N∑

i=1

J∑
j=1

αi j
(
SΞ(−a j w −pi j , a j −ui j )+b j +〈pi j , x̂i 〉

+ui j ŷi − si
)+ N∑

i=1

J∑
j=1

γi j
(‖(pi j ,ui j )‖∗−λ

)
.

The minimization and the maximization may be interchanged by strong duality, which

holds because the convex program (2.5) satisfies Slater’s constraint qualification for
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every fixed w (Bertsekas, 2009, Proposition 5.3.1). Indeed, note that SΞ is proper, con-

vex and lower semi-continuous and appears in constraints that are always satisfiable

because they involve a free decision variable. Thus, the above minimax problem is

equivalent to

sup
αi j ,γi j

inf
pi j ,ui j

N∑
i=1

J∑
j=1

αi j
(
SΞ(a j w −pi j , a j −ui j )+b j +〈pi j , x̂i 〉+ui j ŷi

)
+

N∑
i=1

J∑
j=1

γi j‖pi j‖∗

s.t.
N∑

i=1

J∑
j=1

γi j = ε
J∑

j=1
αi j = 1

N
i ∈ [N ]

αi j ,γi j ≥ 0 i ∈ [N ], j ∈ [J ].

By Lemma 2.13, which applies because (x̂i , ŷi ) ∈Ξ for all i ≤ N , the above dual problem

simplifies to

sup
αi j ,γi j
qi j ,vi j

N∑
i=1

J∑
j=1

αi j
(
a j (〈w, x̂i 〉− ŷi )+b j

)+a j (〈w, qi j 〉− vi j )

s.t.
N∑

i=1

J∑
j=1

γi j = ε
J∑

j=1
αi j = 1

N
i ∈ [N ]

‖(qi j , vi j )‖ ≤ γi j i ∈ [N ], j ∈ [J ](
x̂i −qi j /αi j , ŷi − vi j /αi j

) ∈Ξ i ∈ [N ], j ∈ [J ]

αi j ,γi j ≥ 0 i ∈ [N ], j ∈ [J ].

Problem (2.16) is now obtained by eliminating the variables γi j and by substituting

αi j , qi j , and vi j with αi j /N , qi j /N , and vi j /N , respectively.

As for assertion (ii), we first show that the discrete distribution Qγ belongs to the

Wasserstein ballBε(P̂N ) for all γ ∈ (0,1]. Indeed, the Wasserstein distance between

Qγ and P̂N amounts to

d(Qγ,P̂N ) ≤ γ

N

∥∥∥∥(
x̂1 + εN

γ
x?, ŷ1 + εN

γ
y?

)
− (x̂1, ŷ1)

∥∥∥∥= ε‖(x?, y?)‖ ≤ ε,
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where the first inequality holds because the Wasserstein distance coincides with the

optimal mass transportation cost, and the last inequality holds because the norm of

(x?, y?) is at most 1 by construction. Thus,Qγ ∈Bε(P̂N ) for all γ ∈ (0,1]. Denoting the

optimal value of (2.15) by J?(w) and using `w (x, y) as a shorthand for L(〈w, x〉− y),

we find

J?(w) ≥EQγ
[
`w (x, y)

]
= 1

N

N∑
i=1

`w (x̂i , ŷi )− γ
N `w (x̂1, ŷ1)+ γ

N `w (x̂1 + εN
γ

x?, ŷ1 + εN
γ

y?)

≥ 1
N

N∑
i=1

`w (x̂i , ŷi )− γ
N `w (x̂1, ŷ1)+ γ

N

(〈(x, y), (x̂1 + εN
γ

x?, ŷ1 + εN
γ

y?)〉
−`∗w (x, y)

) ∀(x, y) ∈Rn+1,

where the last estimate follows from Fenchel’s inequality. Setting (x, y) = lip(L)(w,−1)

we thus have

J?(w) ≥ lim
γ→0+

1

N

N∑
i=1

`w (x̂i , ŷi )− γ

N
`w (x̂1, ŷ1)+ γ

N
lip(L)(〈w, x̂1〉− ŷ1)

+ε lip(L)‖(w,−1)‖∗− γ

N
`∗w (lip(L)(w,−1))

= 1

N

N∑
i=1

`w (x̂i , ŷi )+ε lip(L)‖(w,−1)‖∗ = J?(w),

where the equality follows from Theorem 2.4(ii). The above reasoning implies that

limγ→0+E
Qγ[`w (x, y)] = J?(w), and thus the claim follows.

Recall that 0/0 = 0 and 1/0 =∞ by our conventions of extended arithmetic. Thus,

any solution feasible in (2.16) with αi j = 0 must satisfy qi j = 0 and vi j = 0 because

otherwise
(
x̂i +qi j /αi j , ŷi + vi j /αi j

) ∉Ξ.

Theorem 2.12 shows how one can use convex optimization to construct a sequence of

distributions that are asymptotically optimal in (2.15). Next, we argue that the worst-

case expected cost (2.15) is equivalent to a (robust) worst-case cost over a suitably

defined uncertainty set if the following assumption holds.

Assumption 2.14 (Minimal dispersion). For every w ∈Rn there is a training sample

(x̂k , ŷk ) for some k ≤ N such that the derivative L′ exists at 〈w, x̂k〉− ŷk and satisfies

|L′(〈w, x̂k〉− ŷk )| = lip(L).
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Remark 2.15 (Minimal dispersion). Assumption 2.14 is reminiscent of the non-sep-

arability condition in (Xu et al., 2009, Theorem 3), which is necessary to prove the

equivalence of robust and regularized support vector machines. In the regression

context studied here, Assumption 2.14 ensures that, for every w , there exists a training

sample that activates the largest absolute slope of L.

For instance, in support vector regression, it means that for every w there exists a

data point outside of the slab of width 2ε/‖(w,−1)‖2 centered around the hyperplane

Hw = {(x, y) ∈Rn ×R : 〈w, x〉− y = 0} (i.e., the empirical ε-insensitive loss is not zero).

Similarly, in robust regression with the Huber loss function, Assumption 2.14 stipulates

that for every w there exists a data point outside of the slab of width 2δ/‖(w,−1)‖2

centered around Hw . However, quantile regression with τ 6= 0.5 fails to satisfy Assump-

tion 2.14. Indeed, for any training dataset there always exists some w such that all

data points reside on the side of Hw where the pinball loss function is less steep.

Theorem 2.16 (Robust regression). If Ξ=Rn+1 and the loss function L(z) is Lipschitz

continuous, then the worst-case expected loss (2.15) provides an upper bound on the

(robust) worst-case loss

sup
∆xi ,∆yi

1

N

N∑
i=1

[L(〈w, x̂i +∆xi 〉− ŷi −∆yi )]

s.t.
1

N

N∑
i=1

‖(∆xi ,∆yi )‖ ≤ ε.

(2.17)

Moreover, if Assumption 2.14 holds, then (2.15) and (2.17) are equal.

Proof. Assume first that the loss function L is convex piecewise linear, that is, L(z) =
max j∈J {a j z+b j }. AsΞ ∈Rn+1, Theorem 2.12(i) implies that the worst-case expectation
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(2.15) is given by

sup
αi j ,qi j ,vi j

1

N

N∑
i=1

J∑
j=1

αi j

[
a j (〈w, x̂i 〉− ŷi )+b j

]
+a j (〈w, qi j 〉− vi j )

s.t.
1

N

N∑
i=1

J∑
j=1

‖(qi j , vi j )‖ ≤ ε
J∑

j=1
αi j = 1 i ∈ [N ]

αi j ≥ 0 i ∈ [N ], j ∈ [J ]

≥ sup
αi j ,∆xi j ,∆yi j

1

N

N∑
i=1

J∑
j=1

αi j
[
a j (〈w, x̂i +∆xi j 〉− ŷi −∆yi j )+b j

]
s.t.

1

N

N∑
i=1

J∑
j=1

αi j‖(∆xi j ,∆yi j )‖ ≤ ε
J∑

j=1
αi j = 1 i ∈ [N ]

αi j ≥ 0 i ∈ [N ], j ∈ [J ]

≥ sup
αi j ,∆xi ,∆yi

1

N

N∑
i=1

J∑
j=1

αi j
[
a j (〈w, x̂i +∆xi 〉− ŷi −∆yi )+b j

]
s.t.

1

N

N∑
i=1

J∑
j=1

αi j‖(∆xi ,∆yi )‖ ≤ ε
J∑

j=1
αi j = 1 i ∈ [N ]

αi j ≥ 0 i ∈ [N ], j ∈ [J ].

The first inequality holds because for any feasible solution {αi j ,∆xi j ,∆yi j } to the

second optimization problem, the solution {αi j , qi j , vi j } with qi j =αi j∆xi j and vi j =
αi j∆yi j is feasible in the first problem and attains the same objective value (conversely,

note that the first problem admits feasible solutions with αi j = 0 and qi j 6= 0 that have

no counterpart in the second problem). The second inequality follows from the

restriction that ∆xi j and ∆yi j must be independent of j . It is easy to verify that the

last optimization problem in the above expression is equivalent to (2.17) because

(αi 1, . . . ,αi J ) ranges over a simplex for every i ≤ N , and thus (2.17) provides a lower

bound on (2.15).

Suppose now that Assumption 2.14 holds, and note that the worst-case loss (2.17) can
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be expressed as

sup
∆xi ,∆yi

1

N

N∑
i=1

max
j≤J

[
a j (〈w, x̂i +∆xi 〉− ŷi −∆yi )+b j

]
s.t.

1

N

N∑
i=1

‖(∆xi ,∆yi )‖ ≤ ε

≥ sup
∆x,∆y

1

N

∑
i 6=k

max
j≤J

[
a j (〈w, x̂i 〉− ŷi )+b j

]+ 1

N
max

j≤J

[
a j (〈w, x̂k +∆x〉− ŷk −∆y)+b j

]
s.t.

1

N
‖(∆x,∆y)‖ ≤ ε.

The above inequality follows from setting ∆xi = 0 and ∆yi = 0 for all i 6= k, where

(x̂k , ŷk ) is a training sample satisfying |L′(〈w, x̂k〉− ŷk )| = lip(L), which exists due to

Assumption 2.14. The last expression equals

= 1

N

∑
i 6=k

max
j≤J

[
a j (〈w, x̂i 〉− ŷi )+b j

]+max
j≤J

sup
∆x,∆y

1

N

[
a j (〈w, x̂k〉− ŷk )+b j

]+ 1

N

[
a j (〈w,∆x〉−∆y)

]
s.t.

1

N
‖(∆x,∆y)‖ ≤ ε

= 1

N

∑
i 6=k

max
j≤J

[
a j (〈w, x̂i 〉− ŷi )+b j

]+ 1

N
max

j≤J

[
a j (〈w, x̂k〉− ŷk )+b j +εN‖(w,−1)‖∗|a j |

]
= 1

N

∑
i 6=k

max
j≤J

[
a j (〈w, x̂i 〉− ŷi )+b j

]+ 1

N
max

j≤J

[
a j (〈w, x̂k〉− ŷk )+b j

]+max
j≤J

ε‖(w,−1)‖∗|a j |

= 1

N

N∑
i=1

L(〈w, x̂i 〉− ŷi )+max
j≤J

ε‖(w,−1)‖∗|a j |,

where the penultimate equality holds because 〈w, x̂k〉− ŷk resides on the steepest

linear piece of the loss function L by virtue of Assumption 2.14. The claim then

follows from Theorem 2.4(ii) because lip(L) = max j≤J |a j |. Note that generic convex

Lipschitz continuous loss functions can be uniformly approximated as closely as

desired with convex piecewise linear functions. Thus, the above argument extends

directly to generic convex Lipschitz continuous loss functions. Details are omitted for

brevity.

Remark 2.17 (Tractability of robust regression). Assume that Ξ=Rn+1, while L and

‖ · ‖ both admit a tractable conic representation. By Theorem 2.4, the worst-case

expected loss (2.15) can then be computed in polynomial time by solving a tractable

convex program. Theorem 2.16 thus implies that the worst-case loss (2.30) can also

be computed in polynomial time if Assumption 2.14 holds. To our best knowledge,
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there exists no generic efficient method for computing (2.30) if Assumption 2.14 fails

to hold and L is not piecewise affine. This reinforces our belief that a distributionally

robust approach to regression is more natural.

2.3.2 Distributionally Robust Linear Classification

Throughout this section we focus on linear classification problems, where the loss

function is in the form of `(〈w, x〉, y) = L(y〈w, x〉) for some convex univariate loss

function L. We also assume that X is both convex and closed and that Y= {+1,−1}.

Moreover, we assume that the transportation metric d is defined via

d((x, y), (x ′, y ′)) = ‖x −x ′‖+κ1{y 6=y ′}, (2.18)

where ‖ ·‖ represents a norm on the input space Rn , and κ> 0 quantifies the cost of

switching a label. In this setting, the distributionally robust classification problem (2.4)

admits an equivalent reformulation as a finite convex optimization problem if either

(i) the univariate loss function L is piecewise affine or (ii) X= Rn and L is Lipschitz

continuous (but not necessarily piecewise affine).

Theorem 2.18 (Distributionally robust linear classification). The following statements

hold.

(i) If L(z) = max j∈J {a j z +b j }, then (2.4) is equivalent to

inf
w,λ,si
p+

i j ,p−
i j

λε+ 1

N

N∑
i=1

si

s.t. SX(a j ŷi w −p+
i j )+b j +〈p+

i j , x̂i 〉 ≤ si i ∈ [N ], j ∈ [J ]

SX(−a j ŷi w −p−
i j )+b j +〈p−

i j , x̂i 〉−κλ≤ si i ∈ [N ], j ∈ [J ]

‖p+
i j‖∗ ≤λ,‖p−

i j‖∗ ≤λ i ∈ [N ], j ∈ [J ],

(2.19)

where SX denotes the support function of X.
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(ii) If X=Rn and L is Lipschitz continuous, then (2.4) is equivalent to

inf
w,λ,si

λε+ 1

N

N∑
i=1

si

s.t. L(ŷi 〈w, x̂i 〉) ≤ si i ∈ [N ]

L(−ŷi 〈w, x̂i 〉)−κλ≤ si i ∈ [N ]

lip(L)‖w‖∗ ≤λ.

(2.20)

Proof. To prove assertion (i), we apply Lemma 2.5 to problem (2.4) with the trans-

portation distance (2.18), where ξ= (x, y) and Ξ=X× {−1,+1}. Thus, we obtain

sup
Q∈Bε(P̂N )

EQ
[
`(〈w, x〉, y)

]
= inf

λ,si

λε+ 1

N

N∑
i=1

si

s.t. sup
(x,y)∈Ξ

L(y〈w, x〉)−λ(‖x − x̂i‖+ κ
2 |y − ŷi |

)≤ si i ∈ [N ]

λ≥ 0

= inf
λ,si

λε+ 1

N

N∑
i=1

si

s.t. sup
x∈X

L(ŷi 〈w, x〉)−λ‖x − x̂i‖ ≤ si i ∈ [N ]

sup
x∈X

L(−ŷi 〈w, x〉)−λ‖x − x̂i‖−κλ≤ si i ∈ [N ]

λ≥ 0

inf
λ,si

λε+ 1

N

N∑
i=1

si

s.t. sup
x∈X

a j ŷi 〈w, x〉+b j −λ‖x − x̂i‖ ≤ si i ∈ [N ], j ∈ [J ]

sup
x∈X

−a j ŷi 〈w, x〉+b j −λ‖x − x̂i‖−κλ≤ si i ∈ [N ], j ∈ [J ]

λ≥ 0,

where the second equality holds because, for every i , y can be either equal to ŷi or to

−ŷi . Reformulating the constraints using Lemma 2.6 and including w as a decision

variable then yields (2.19).

When X=Rn and L is Lipschitz continuous, we can use similar arguments as above to
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prove that

sup
Q∈Bε(P̂N )

EQ
[
`(〈w, x〉, y)

]= inf
λ,si

λε+ 1

N

N∑
i=1

si

s.t. sup
x∈Rn

L(ŷi 〈w, x〉)−λ‖x − x̂i‖ ≤ si i ∈ [N ]

sup
x∈Rn

L(ŷi 〈w, x〉)−λ‖x − x̂i‖ ≤ si i ∈ [N ]

sup
x∈Rn

L(−ŷi 〈w, x〉)−λ‖x − x̂i‖−κλ≤ si i ∈ [N ]

λ≥ 0.

Applying Lemma 2.7 to the subordinate maximization problems in the constraints

yields

sup
Q∈Bε(P̂N )

EQ
[
`(〈w, x〉, y)

]= inf
λ,si

λε+ 1

N

N∑
i=1

si

s.t. L(ŷi 〈w, x̂i 〉) ≤ si i ∈ [N ], j ∈ [J ]

L(−ŷi 〈w, x̂i 〉)−κλ≤ si i ∈ [N ], j ∈ [J ]

sup
θ∈Θ

|θ| · ‖w‖∗ ≤λ.

Thus, assertion (ii) follows by recalling that lip(L) = supθ{|θ| : L∗(θ) <∞} = supθ∈Θ |θ|
and by including w as a decision variable.

In the following, we exemplify Theorem 2.18 for the hinge loss, logloss and smoothed

hinge loss functions under the assumption that the input space X admits the conic

representation

X= {x ∈Rn : C x ¹C d} (2.21)

for some matrix C , vector d and proper convex cone C of appropriate dimensions.

We also assume that X admits a Slater point xS ∈Rn with C xS ≺C d .

Corollary 2.19 (Support vector machine). If L represents the hinge loss function and
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X is of the form (2.21), then (2.4) is equivalent to

inf
w,λ

si ,p+
i ,p−

i

λε+ 1

N

N∑
i=1

si

s.t. 1− ŷi (〈w, x̂i 〉)+〈p+
i ,d −C x̂i 〉 ≤ si i ∈ [N ]

1+ ŷi (〈w, x̂i 〉)+〈p−
i ,d −C x̂i 〉−κλ≤ si i ∈ [N ]

‖C>p+
i + ŷi w‖∗ ≤λ, ‖C>p−

i − ŷi w‖∗ ≤λ i ∈ [N ]

si ≥ 0, p+
i , p−

i ∈C ∗ i ∈ [N ].

(2.22)

Proof. Notice that the hinge loss function is piecewise linear with J = 2 pieces, see

Section 2.2.1. Moreover, by strong conic duality the support function of X can be

re-expressed as

SX(z) = sup
x

{〈z, x〉 : C x ¹C d} = inf
q∈C ∗

{〈q,d〉 : C>q = z
}

.

Strong duality holds because X admits a Slater point. The proof thus follows from

Theorem 2.18(i).

Corollary 2.20 (Support vector machine with smooth hinge loss). If L represents the

smooth hinge loss function and X=Rn , then (2.4) is equivalent to

min
w,λ,si

z+i ,z−i ,t+i ,t−i

λε+ 1

N

N∑
i=1

si

s.t. 1
2 (z+

i − ŷi 〈w, x̂i 〉)2 + t+i ≤ si i ∈ [N ]
1
2 (z−

i + ŷi 〈w, x̂i 〉)2 + t−i −κλ≤ si i ∈ [N ]

1− z+
i ≤ t+i , 1− z−

i ≤ t−i i ∈ [N ]

t+i , t−i ≥ 0 i ∈ [N ]

‖w‖∗ ≤λ.

(2.23)

Proof. The smooth hinge loss L(z) coincides with the inf-convolution of 1
2 z2 and

max{0,1− z} and can thus be expressed as L(z) = minz1
1
2 z2

1 +max{0,1− z − z1}. More-

over, the Lipschitz modulus of the smooth hinge loss function is 1. The proof thus

follows from Theorem 2.18(ii).

Corollary 2.21 (Logistic regression). If L represents the logloss function and X=Rn ,
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then (2.4) is equivalent to

min
w,λ,si

λε+ 1

N

N∑
i=1

si

s.t. log
(
1+exp

(− ŷi 〈w, x̂i 〉
))≤ si i ∈ [N ]

log
(
1+exp

(
ŷi 〈w, x̂i 〉

))−κλ≤ si i ∈ [N ]

‖w‖∗ ≤λ.

(2.24)

Proof. Notice that the logloss function is convex and has Lipschitz modulus 1, see

Section 2.2.1. The rest of proof follows from Theorem 2.18(ii). For more details see

(Shafieezadeh-Abadeh et al., 2015).

Remark 2.22 (Relation to classical regularization). IfX=Rn and the weight parameter

κ in the transportation metric (2.18) is set to infinity, then the learning problems

portrayed in Corollaries 2.19–2.21 all simplify to

inf
w

1

N

N∑
i=1

L(ŷi 〈w, x̂i 〉)+ε‖w‖∗. (2.25)

Thus, in analogy to the case of regression, (2.25) reduces to an instance of the classical

regularized learning problem (2.2), where the dual norm term ‖w‖∗ plays the role

of the regularization function, while the Wasserstein radius ε represents the usual

regularization weight. Note that if κ=∞, then mass transportation along the output

space is infinitely expensive, that is, any distributionQ ∈Bε(P̂N ) can smear out the

training samples along X, but it cannot flip outputs from +1 to −1 or vice versa. Thus,

classical regularization schemes, which are recovered forκ=∞, implicitly assume that

output measurements are exact. As this belief is not tenable in most applications, an

approach with κ<∞ may be more satisfying. We remark that alternative approaches

for learning with noisy labels have previously been studied by Lawrence and Schölkopf

(2001), Natarajan et al. (2013), and Yang et al. (2012).

Remark 2.23 (Relation to Tikhonov regularization). The learning problem

inf
w

1

N

N∑
i=1

L(ŷi 〈w, x̂i 〉)+ c‖w‖2
2 (2.26)

with Tikhonov regularizer enjoys wide popularity. If L represents the hinge loss, for
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example, then (2.26) reduces to the celebrated soft margin support vector machine

problem. However, the Tikhonov regularizer appearing in (2.26) is not explained by a

distributionally robust learning problem of the form (2.4). It is known, however, that

(2.25) with ‖ ·‖∗ = ‖·‖2 and (2.26) are equivalent in the sense that for every ε≥ 0 there

exists c ≥ 0 such that the solution of (2.25) also solves (2.26) and vice versa (Xu et al.,

2009, Corollary 6).

To establish a connection between distributionally robust and classical robust classifi-

cation as discussed in (Xu et al., 2009), we further investigate the worst-case expected

loss of a fixed linear hypothesis w .

sup
Q∈Bε(P̂N )

EQ[L(y〈w, x〉)] (2.27)

Theorem 2.24 (Extremal distributions in linear classification). The following state-

ments hold.

(i) If L(z) = max j∈J {a j z+b j }, then the worst-case expectation (2.27) coincides with

sup
α+

i j ,α−
i j

q+
i j ,q−

i j

1

N

N∑
i=1

J∑
j=1

(α+
i j −α−

i j )a j ŷi 〈w, x̂i 〉+a j ŷi 〈w, q+
i j −q−

i j 〉+
J∑

j=1
b j

s.t.
N∑

i=1

J∑
j=1

‖q+
i j‖+‖q−

i j‖+κα−
i j ≤ Nε

J∑
j=1

α+
i j +α−

i j = 1 i ∈ [N ]

x̂i +q+
i j /α+

i j ∈X, x̂i +q−
i j /α−

i j ∈X i ∈ [N ], j ∈ [J ]

α+
i j ,α−

i j ≥ 0 i ∈ [N ], j ∈ [J ]

(2.28)

for any fixed w . Also, if (α+
i j
?,α−

i j
?, q+

i j
?, q−

i j
?) maximizes (2.28), then the dis-

crete distribution

Q= 1

N

N∑
i=1

J∑
j=1

α+
i j
?
δ(x̂i−q+

i j
?/α+

i j
?, ŷi ) +α−

i j
?δ(x̂i−q−

i j
?/α−

i j
?, −ŷi )

represents a maximizer for (2.27).

(ii) If X = Rn , then the worst-case expectation (2.27) coincides with the optimal
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value of

sup
αi ,θ

lip(L)‖(w)‖∗θ+ 1

N

N∑
i=1

(1−αi )L(ŷi 〈w, x̂i 〉)+αi L(−ŷi 〈w, x̂i 〉)

s.t. θ+ κ

N

N∑
i=1

αi = ε−γ

0 ≤αi ≤ 1 i ∈ [N ]

θ ≥ 0

(2.29)

for γ= 0. Moreover, if (α?i (γ),θ?(γ)) maximizes (2.29) for γ> 0, η(γ) = γ/(θ?(γ)+
κ−ε+γ+1) and x? solves maxx{〈w, x〉 : ‖x‖ ≤ 1}, then the discrete distributions

Qγ = 1

N

N∑
i=2

(1−α?i (γ))δ(x̂i , ŷi ) +α?i (γ)δ(x̂i , −ŷi )

+ 1−η(γ)

N

[
(1−α?1 (γ))δ(x̂1, ŷ1) +α?1 (γ)δ(x̂1, −ŷ1)

]
+ η(γ)

N
δ

(x̂1+ θ?(γ)N
η(γ) x?, ŷ1)

for γ ∈ [0,min{ε,1}] are feasible and asymptotically optimal in (2.27) for γ ↓ 0.

Proof. We first prove assertion (i). By Theorem 2.18(i), the worst-case expectation

problem (2.27) constitutes a restriction of (2.19) where w is fixed, and thus it is equiv-

alent to the minimax problem

inf
λ,si

p+
i j ,p−

i j

sup
α+

i j≥0,γ+i j≥0

α−
i j≥0,γ−i j≥0

λε+ 1

N

N∑
i=1

si +
N∑

i=1

J∑
j=1

α+
i j

(
SX(a j ŷi w −p+

i j )+b j +〈p+
i j , x̂i 〉− si

)

+
N∑

i=1

J∑
j=1

α−
i j

(
SX(−a j ŷi w −p−

i j )+b j +〈p−
i j , x̂i 〉−κλ− si

)
+

N∑
i=1

J∑
j=1

γ+i j

(‖p+
i j‖∗−λ

)+ N∑
i=1

J∑
j=1

γ−i j

(‖p−
i j‖∗−λ

)
.

The minimization and the maximization may be interchanged by strong Lagrangian

duality, which holds because the convex program (2.19) satisfies Slater’s constraint

qualification for any fixed w (Bertsekas, 2009, Proposition 5.3.1). Indeed, note that

SX is proper, convex and lower semi-continuous and appears in constraints that are

always satisfiable because they involve a free decision variable. Thus, problem (2.27)
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is equivalent to

sup
α+

i j ,γ+i j
α−

i j ,γ−i j

inf
p+

i j ,p−
i j

N∑
i=1

J∑
j=1

α+
i j

(
SX(a j ŷi w −p+

i j )+b j +〈p+
i j , x̂i 〉

)+γ+i j‖p+
i j‖∗

+
N∑

i=1

J∑
j=1

α−
i j

(
SX(−a j ŷi w −p−

i j )+b j +〈p−
i j , x̂i 〉

)+γ−i j‖p−
i j‖∗

s.t.
N∑

i=1

J∑
j=1

γ+i j +γ−i j +κα−
i j = ε

J∑
j=1

α+
i j +α−

i j =
1

N
i ∈ [N ]

α+
i j ,α−

i j ,γ+i j ,γ−i j ≥ 0 i ∈ [N ], j ∈ [J ].

By Lemma 2.13, the above dual problem simplifies to

sup
α+

i j ,γ+i j ,q+
i j

α−
i j ,γ−i j ,q−

i j

N∑
i=1

J∑
j=1

(α+
i j −α−

i j )a j ŷi 〈w, x̂i 〉+a j ŷi 〈w, q+
i j −q−

i j 〉+
J∑

j=1
b j

s.t.
N∑

i=1

J∑
j=1

γ+i j +γ−i j +κα−
i j = ε

J∑
j=1

α+
i j +α−

i j =
1

N
i ∈ [N ]

‖q+
i j‖ ≤ γ+i j , ‖q−

i j‖ ≤ γ−i j i ∈ [N ], j ∈ [J ]

x̂i +q+
i j /α+

i j ∈X, x̂i +q−
i j /α−

i j ∈X i ∈ [N ], j ∈ [J ]

α+
i j ,α−

i j ,γ+i j ,γ−i j ≥ 0 i ∈ [N ], j ∈ [J ].

Problem (2.28) is now obtained by eliminating γ+i j and γ−i j and by substituting α+
i j ,

α−
i j , q+

i j , and q−
i j with α+

i j /N , α−
i j /N , q+

i j /N , and q−
i j /N , respectively.

As for assertion (ii), we use L+
i and L−

i to abbreviate L(ŷi 〈w, x̂i 〉) and L(−ŷi 〈w, x̂i 〉),
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respectively. By Theorem 2.18(ii), we have

supQ∈Bε(P̂N )E
Q[L(y〈w, x〉)] = inf

w,λ,si

λε+ 1

N

N∑
i=1

si

s.t. L+
i ≤ si i ∈ [N ]

L−
i −κλ≤ si i ∈ [N ]

lip(L)‖(w)‖∗ ≤λ
sup

α+
i ,α−

i ,θ
lip(L)‖(w)‖∗θ+

N∑
i=1

α+
i L+

i +α−
i L−

i

s.t. α+
i +α−

i = 1
N i ∈ [N ]

θ+κ
N∑

i=1
α−

i = ε
α+

i ≥ 0, α−
i ≥ 0 i ∈ [N ]

θ ≥ 0,

where the second equality follows from strong linear programming duality, which

holds because the primal problem is manifestly feasible. Eliminating the first con-

straint and replacing α−
i with αi /N and α+

i with (1−αi )/N allows us to reformulate

the dual linear program as

sup
αi ,θ

lip(L)(w)‖∗θ+ 1

N

N∑
i=1

(1−αi )L+
i +αi L−

i

s.t. θ+ κ

N

N∑
i=1

αi = ε

0 ≤αi ≤ 1 i ∈ [N ]

θ ≥ 0.

Thus, the worst-case expectation (2.27) coincides with the optimal value of (2.29) for

γ= 0. Next let (α?i (γ),θ?(γ)) be an optimal solution of (2.29) for γ≥ 0, and defineQγ as

in the theorem statement. Note that (2.29) is infeasible for γ> ε. Moreover, note that

the atoms ofQγ have non-negative probabilities if η(γ) ∈ [0,1], which holds whenever

γ ∈ [0,1]. We thus focus on parameter values γ ∈ [0,min{ε,1}]. By construction, the

Wasserstein distance betweenQγ and the empirical distribution satisfies

d(Qγ,P̂N ) ≤ κ
N

N∑
i=1

α?i (γ)− η(γ)κ
N α?1 (γ)+ η(γ)

N d
(
(x̂1 + θ?(γ)N

η(γ) x?, ŷ1)− (x̂1, ŷ1)
)

≤ ε−γ−θ?(γ)+θ?(γ)‖x?‖ ≤ ε,
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where the first inequality holds because the Wasserstein distance is defined as the

minimum cost of movingQγ to P̂N , the second inequality follows from the feasibility

of (α?i (γ),θ?(γ)) in (2.29) and the non-negativity of η(γ), and the last inequality holds

because ‖x?‖ ≤ 1, θ?(γ) ≥ 0 and γ ≥ 0. Thus, Qγ ∈ Bε(P̂N ) for all γ ∈ [0,min{ε,1}].

Denoting the optimal value of (2.27) by J?(w), we find

J?(w) ≥EQγ
[
L(y〈w, x〉)]

= 1
N

( N∑
i=1

(1−α?i (γ))L+
i +α?i (γ)L−

i

)− η(γ)
N

(
(1−α?1 (γ))L+

1 +α?1 (γ)L−
1

)
+η(γ)

N L
(
ŷ1〈w, x̂1 + θ?(γ)N

η(γ) x?〉)
≥ 1

N

( N∑
i=1

(1−α?i (γ))L+
i +α?i (γ)L−

i

)− η(γ)
N

(
(1−α?1 (γ))L+

1 +α?1 (γ)L−
1

)
+η(γ)

N

(
〈x, x̂1 + θ∗(γ)N

η(γ) x?〉−L∗(ŷ1〈w, x〉)
)

∀x ∈Rn ,

where the last estimate follows from Fenchel’s inequality. Setting x = lip(L)w and

driving γ to zero yields

J?(w) ≥ lim
γ→0+

1
N

( N∑
i=1

(1−α?i (γ))L+
i +α?i (γ)L−

i

)
− η(γ)

N

(
(1−α?1 (γ))L+

1 +α?1 (γ)L−
1

)
+η(γ)

N

(
lip(L)〈w, x̂1〉−L∗(ŷ1 lip(L)〈w, w〉))+ lip(L)‖w‖∗ ·θ?(γ)

= lim
γ→0+

1
N

( N∑
i=1

(1−α?i (γ))L+
i +α?i (γ)L−

i

)+ lip(L)‖w‖∗ ·θ?(γ) = J?(w),

where the first equality follows from the observation that η(γ) ∈ [0,γ], which implies

that η(γ) converges to zero as γ tends to zero. The second equality holds because the

optimal value of (2.29) is concave and non-increasing and—a fortiori—continuous in

γ ∈ [0,min{ε,1}] and because J?(w) coincides with the optimal value of (2.29) when

γ = 0. The above reasoning implies that limγ→0+E
Qγ[L(y〈w, x〉)] = J?(w), and thus

the claim follows.

Theorem 2.24 shows how one can use convex optimization to construct a sequence of

distributions that are asymptotically optimal in (2.27). Next, we show that the worst-

case expected cost (2.27) is equivalent to a (robust) worst-case cost over a suitably

defined uncertainty set if the following assumption holds.

Assumption 2.25 (Non-separability). For every w ∈ Rn there is a training sample

(x̂k , ŷk ) for some k ≤ N such that the derivative L′ exists at ŷk〈w, x̂k〉 and satisfies
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|L′(ŷk〈w, x̂k〉)| = lip(L).

Remark 2.26 (Non-separability). Assumption 2.25 generalizes the non-separability

condition in (Xu et al., 2009, Theorem 3) for the classical and smooth hinge loss func-

tions to more general Lipschitz continuous losses. Note that, in the case of the hinge

loss, Assumption 2.25 effectively stipulates that for any w there exists a training sam-

ple (x̂k , ŷk ) with ŷk〈w, x̂k〉 < 1, implying that the dataset cannot be perfectly separated

by any linear hypothesis w . An equivalent requirement is that the empirical hinge loss

is nonzero for every w . Similarly, in the case of the smooth hinge loss, Assumption 2.25

ensures that for any w there is a training sample with ŷk〈w, x̂k〉 < 0, which implies

again that the dataset admits no perfect linear separation. Note, however, that the

logloss fails to satisfy Assumption 2.25 as its steepest slope is attained at infinity.

Theorem 2.27 (Robust classification). Suppose that X = Rn , the loss function L is

Lipschitz continuous and the cost of flipping a label in the transportation metric (2.18)

is set to κ=∞. Then, the worst-case expected loss (2.27) provides an upper bound on

the (robust) worst-case loss

sup
∆xi

1

N

N∑
i=1

L
(
ŷi 〈w, x̂i +∆xi 〉

)
s.t.

1

N

N∑
i=1

‖∆xi‖ ≤ ε.

(2.30)

Moreover, if Assumption 2.25 holds, then (2.27) and (2.30) are equal.

Proof. Assume first that the loss function L is convex piecewise linear, that is, L(z) =
max j∈J {a j z +b j }. As X = Rn and κ =∞, Theorem 2.24(i) implies that (2.27) can be
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expressed as

sup
α+

i j ,q+
i j

1

N

N∑
i=1

J∑
j=1

α+
i j a j ŷi 〈w, x̂i 〉+a j ŷi 〈w, q+

i j 〉+
J∑

j=1
b j

s.t.
N∑

i=1

J∑
j=1

‖q+
i j‖ ≤ Nε

J∑
j=1

α+
i j = 1 i ∈ [N ]

α+
i j ≥ 0 i ∈ [N ], j ∈ [J ]

≥ sup
αi j ,∆xi j

1

N

N∑
i=1

J∑
j=1

αi j a j ŷi 〈w, x̂i +∆xi j 〉+
J∑

j=1
b j

s.t.
N∑

i=1

J∑
j=1

αi j‖∆xi j‖ ≤ Nε

J∑
j=1

αi j = 1 i ∈ [N ]

αi j ≥ 0 i ∈ [N ], j ∈ [J ]

≥ sup
αi j ,∆xi

1

N

N∑
i=1

J∑
j=1

αi j a j ŷi 〈w, x̂i +∆xi 〉+
J∑

j=1
b j

s.t.
N∑

i=1

J∑
j=1

αi j‖∆xi‖ ≤ Nε

J∑
j=1

αi j = 1 i ∈ [N ]

αi j ≥ 0 i ∈ [N ], j ∈ [J ].

The first optimization problem constitutes a special case of (2.28). Indeed, as κ =
∞, the first constraint in (2.28) implies that α−

i j = 0, which in turn implies via the

fourth constraint and our conventions of extended arithmetics that q−
i j = 0. The first

inequality in the above expression holds because for any feasible solution {αi j ,∆xi j }

to the second problem, the solution {α+
i j , q+

i j } with q+
i j =α+

i j∆xi j and αi j =α+
i j for all

i ≤ N and j ≤ J is feasible in the first problem and attains the same objective value.

The second inequality in the above expression follows from the restriction that ∆xi j

must be independent of j . It is easy to verify that the last optimization problem is

equivalent to (2.30) because (αi 1, . . . ,αi J ) ranges over a simplex for every i ≤ N , and

thus (2.30) provides a lower bound on (2.27).
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Suppose now that Assumption 2.25 holds, and note that (2.30) can be expressed as

sup
∆xi ,∆yi

1

N

N∑
i=1

max
j≤J

[
a j ŷi 〈w, x̂i +∆xi 〉+b j

]
s.t.

1

N

N∑
i=1

‖∆xi‖ ≤ ε

≥ sup
∆x,∆y

1

N

∑
i 6=k

max
j≤J

[
a j ŷi 〈w, x̂i 〉+b j

]+ 1

N
max

j≤J

[
a j ŷk〈w, x̂k +∆x〉+b j

]
s.t.

1

N
‖∆x‖ ≤ ε.

The above inequality follows from setting ∆xi = 0 and ∆yi = 0 for all i 6= k, where

(x̂k , ŷk ) is a training sample satisfying |L′(ŷk〈w, x̂k〉)| = lip(L), which exists due to

Assumption 2.25. The last expression equals

1

N

∑
i 6=k

max
j≤J

[
a j ŷi 〈w, x̂i 〉+b j

]+max
j≤J

sup
∆x,∆y

1

N

[
a j ŷk〈w, x̂k〉+b j

]+ 1

N

[
a j ŷk〈w,∆x〉]

s.t.
1

N
‖(∆x,∆y)‖ ≤ ε

= 1

N

∑
i 6=k

max
j≤J

[
a j ŷi 〈w, x̂i 〉+b j

]+ 1

N
max

j≤J

[
a j ŷi 〈w, x̂k〉+b j +εN‖w‖∗|a j |

]
= 1

N

∑
i 6=k

max
j≤J

[
a j ŷi 〈w, x̂i 〉+b j

]+ 1

N
max

j≤J

[
a j ŷk〈w, x̂k〉+b j

]+max
j≤J

ε‖w‖∗|a j |

= 1

N

N∑
i=1

L(ŷi 〈w, x̂i 〉)+max
j≤J

ε‖w‖∗|a j |,

where the penultimate equality holds because ŷk〈w, x̂k〉 resides on the steepest linear

piece of the loss function L by virtue of Assumption 2.25. The claim then follows from

Theorem 2.18(ii) because lip(L) = max j≤J |a j |. Note that generic convex Lipschitz

continuous loss functions can be uniformly approximated as closely as desired with

convex piecewise linear functions. Thus, the above arguments extend directly to

generic convex Lipschitz continuous loss functions. Details are omitted for brevity.

Remark 2.28 (Tractability of robust classification). Assume that X=Rn , while L and

‖ · ‖ both admit a tractable conic representation. By Theorem 2.18, the worst-case

expected loss (2.27) can then be computed in polynomial time by solving a tractable

convex program. Theorem 2.27 thus implies that the worst-case loss (2.30) can also be

computed in polynomial time if Assumption 2.25 holds. This confirms Proposition 4

in (Xu et al., 2009). No efficient method for computing (2.30) is know if Assump-
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tion 2.25 fails to hold.

2.3.3 Nonlinear Hypotheses: Reproducing Kernel Hilbert Spaces

We now generalize the learning models from Sections 2.3.1 and 2.3.2 to nonlinear

hypotheses that range over a reproducing kernel Hilbert space (RKHS) H ⊆ RX with

inner product 〈·, ·〉H. By definition,H thus constitutes a complete metric space with

respect to the norm ‖ · ‖H induced by the inner product, and the point evaluation

h 7→ h(x) of the functions h ∈H represents a continuous linear functional on H for

any fixed x ∈ X. The Riesz representation theorem then implies that for every x ∈
X there exists a unique function Φ(x) ∈ H such that h(x) = 〈h,Φ(x)〉H for all h ∈ H.

We henceforth refer to Φ : X → H as the feature map and to k : X×X → R+ with

k(x, x ′) = 〈Φ(x),Φ(x ′)〉H as the kernel function. By construction, the kernel function is

symmetric and positive definite, that is, the kernel matrix K ∈RN×N defined through

Ki j = k(xi , x j ) is positive definite for all N ∈N and {xi }i≤N ⊆X.

By the Moore-Aronszajn theorem, any symmetric and positive definite kernel function

k on X induces a unique RKHSH⊆RX, which can be represented as

H=
{

h ∈RX : ∃βi ∈R, xi ∈X ∀i ∈N with h(x) =
∞∑

i=1
βi k(xi , x) and

∞∑
i=1

∞∑
j=1

βi k(xi , x j )β j <∞
}

,

and where the inner product of two arbitrary functions h1,h2 ∈ H with represen-

tation h1(x) = ∑∞
i=1βi k(xi , x) and h2(x) = ∑∞

j=1β
′
j k(x ′

j , x) is defined as 〈h1,h2〉H =∑∞
i=1

∑∞
j=1βi k(xi , x ′

j )β′
j . One may now use the kernel function to define the feature

mapΦ through [Φ(x ′)](x) = k(x ′, x) for all x, x ′ ∈X. This choice is admissible because

it respects the consistency condition 〈Φ(x),Φ(x ′)〉H = k(x, x ′) for all x, x ′ ∈H, and be-

cause it implies the desired reproducing property 〈 f ,Φ(x ′)〉H =∑∞
i=1βi k(xi , x ′) = f (x ′)

for all f ∈H and x ′ ∈X.

In summary, given a symmetric and positive definite kernel function k, there exists

an associated RKHSH and a feature mapΦwith the reproducing property. As we will

see below, however, to optimize over nonlinear hypotheses in H, knowledge of k is
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sufficient, and there is no need to constructH andΦ explicitly.

Assume now that we are given any symmetric and positive definite kernel function k,

and construct a distributionally robust learning problem over all nonlinear hypotheses

in the corresponding RKHSH via

Ĵ (ε) = inf
h∈H

sup
Q∈Bε(P̂N )

EQ
[
`(h(x), y)

]
, (2.31)

where the transportation metric is given by the Euclidean norm on X×Y (for regres-

sion problems) or the separable metric (2.18) with the Euclidean norm on X (for

classification problems). While problem (2.31) is hard to solve in general due to the

nonlinearity of the hypotheses h ∈H, it is easy to solve a lifted learning problem where

the inputs x ∈X are replaced with features xH ∈H, while each nonlinear hypothesis

h ∈H over the input space X is identified with a linear hypothesis hH ∈H over the fea-

ture spaceH through the identity hH(xH) = 〈h, xH〉H. Thus, the lifted learning problem

can be represented as

ĴH(ε) = inf
h∈H

sup
Q∈Bε(P̂N

H
)

EQ
[
`(〈h, xH〉H, y)

]
, (2.32)

where P̂N
H = 1/N

∑N
i=1δ(Φ(x̂i ),ŷi ) on H×Y denotes the pushforward measure of the

emprical distribution P̂N under the feature map Φ induced by k, while Bε(P̂N
H

)

constitutes the Wasserstein ball of radius ε around P̂N
H

corresponding to the trans-

portation metric

dH
(
(xH, y), (x ′

H, y ′)
)=


√
‖xH−x ′

H
‖2
H
+ (y − y ′)2 for regression problems,

‖xH−x ′
H
‖H+κ1{y 6=y ′} for classification problems.

Even though P̂N
H

constitutes the pushforward measure of P̂N under Φ, not every

distribution QH ∈ Bε(P̂N
H

) can be obtained as the pushforward measure of some

Q ∈Bε(P̂N ). Thus, we should not expect (2.31) to be equivalent to (2.32). Instead,

one can show that under a judicious transformation of the Wasserstein radius, (2.32)

provides an upper bound on (2.31) whenever the kernel function satisfies a calmness

condition.

Assumption 2.29 (Calmness of the kernel). The kernel function k is calm from above,
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that is, there exist a concave smooth growth function g :R+ →R+ with g (0) = 0 and

g ′(z) ≥ 1 for all z ∈R+ such that

√
k(x1, x1)−2k(x1, x2)+k(x2, x2) ≤ g (‖x1 −x2‖2) ∀x1, x2 ∈X.

The calmness condition is non-restrictive. In fact, it is satisfied by most commonly

used kernels.

Example 2.30 (Growth Functions for Popular Kernels). For most commonly used

kernels k on X⊆Rn , we can construct an explicit growth function g that certifies the

calmness of k in the sense of Assumption 2.29. This construction typically relies on

elementary estimates. Derivations are omitted for brevity.

1. Linear kernel: For k(x1, x2) = 〈x1, x2〉, we may set g (z) = z.

2. Gaussian kernel: For k(x1, x2) = e−γ‖x1−x2‖2
2 with γ > 0, we may set g (z) =

max{
√

2γ,1}z.

3. Laplacian kernel: For k(x1, x2) = e−γ‖x1−x2‖1 with γ > 0, we may set g (z) =√
2γz

p
n if 0 ≤ z ≤ γpn/2 and g (z) = z +γpn/2 otherwise.

4. Polynomial kernel: The kernel k(x1, x2) = (γ〈x1, x2〉+1)d with γ> 0 and d ∈N
fails to satisfy the calmness condition ifX is unbounded and d > 1, in which case√

k(x1, x1)−2k(x1, x2)+k(x2, x2) grows superlinearly. If X⊆ {x ∈Rn : ‖x‖2 ≤ R}

for some R > 0, however, the polynomial kernel is calm with respect to the

growth function

g (z) =
 max{ 1

2R

√
2(γR2 +1)d ,1}z if d is even,

max{ 1
2R

√
2(γR2 +1)d −2(1−γR2)d ,1}z if d is odd.

Theorem 2.31 (Lifted learning problems). If Assumption 2.29 holds for some growth

function g , then the following statements hold for all Wasserstein radii ε≥ 0.

(i) For regression problems we have Ĵ (ε) ≤ ĴH(
p

2g (ε)).

(ii) For classification problems we have Ĵ (ε) ≤ ĴH(g (ε)).
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Proof. By the definition of the feature mapΦ corresponding to the kernel k, we have

‖Φ(x1)−Φ(x2)‖H =
√
〈Φ(x1),Φ(x1)〉H−2〈Φ(x1),Φ(x2)〉H+〈Φ(x2),Φ(x2)〉H

=
√

k(x1, x1)−2k(x1, x2)+k(x2, x2) ≤ g (‖x1 −x2‖2)
(2.33)

for all x1, x2 ∈X, where the inequality follows from Assumption 2.29. As for assertion (i),

we may use similar argument as in the proof of Lemma 2.5 to reformulate the worst-

case expectation in (2.31) as

sup
Q∈Bε(P̂N )

EQ
[
`(h(x), y)

]
= sup

Qi

1

N

N∑
i=1

∫
X×Y

`(h(x), y)Qi (dx,dy)

s.t.
1

N

N∑
i=1

∫
X×Y

d
(
(x, y), (x̂i , ŷi )

)
Qi (dx,dy) ≤ ε∫

X×YQ
i (dx,dy) = 1 i ∈ [N ]

= sup
Qi

1

N

N∑
i=1

∫
X×Y

`(h(x), y)Qi (dx,dy)

s.t. g

(
1

N

N∑
i=1

∫
X×Y

p
2d

(
(x, y), (x̂i , ŷi )

)
Qi (dx,dy)

)
≤ g (

p
2ε)∫

X×YQ
i (dx,dy) = 1 i ∈ [N ]

≤ sup
Qi

1

N

N∑
i=1

∫
X×Y

`(h(x), y)Qi (dx,dy)

s.t.
1

N

N∑
i=1

∫
X×Y

g
(p

2d
(
(x, y), (x̂i , ŷi )

))
Qi (dx,dy) ≤ g (

p
2ε)∫

X×YQ
i (dx,dy) = 1 i ∈ [N ],

(2.34)

where the second equality holds because g is strictly monotonically increasing, and

the inequality follows from Jensen inequality, which applies because g is concave. By

the definition of the transportation metric onH×Y for regression problems, we then
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find

g
(p

2d
(
(x, y), (x̂i , ŷi )

))= g
(√

2‖x − x̂i‖2
2 +2(y − ŷi )2

)
≥ g (‖x − x̂i‖2 +|y − ŷi |)
≥ g (‖x − x̂i‖2)+|y − ŷi |
≥ ‖Φ(x)−Φ(x̂i )‖H+|y − ŷi |
≥

√
‖Φ(x)−Φ(x̂i )‖2

H
+ (y − ŷi )2

= dH
(
(Φ(x), y), (Φ(x̂i ), ŷi )

)
,

(2.35)

where the first inequality holds because 2a2+2b2 ≥ (a+b)2 for all a,b ≥ 0 and because

g is strictly monotonically increasing, the second inequality exploits the assumption

that g ′(z) ≥ 1 for all z ≥ 0, the third inequality follows form (2.33), and the last equality

holds because a2 + b2 ≤ (a + b)2 for all a,b ≥ 0. Substituting the above estimate

into (2.34) and using the reproducing property h(x) = 〈h,Φ(x)〉H yields

sup
Q∈Bε(P̂N )

EQ
[
`(h(x), y)

]
≤ sup

Qi

1

N

N∑
i=1

∫
X×Y

`(〈h,Φ(x)〉H, y)Qi (dx,dy)

s.t.
1

N

N∑
i=1

∫
X×Y

dH
((
Φ(x), y),

(
Φ(x̂i ), ŷi )

)
Qi (dx,dy) ≤ g (

p
2ε)∫

X×YQ
i (dx,dy) = 1 i ∈ [N ]

≤ sup
Qi

1

N

N∑
i=1

∫
H×Y

`(xH, y)Qi (dxH,dy)

s.t.
1

N

N∑
i=1

∫
H×Y

dH
((

xH, y),
(
Φ(x̂i ), ŷi )

)
Qi (dxH,dy) ≤ g (

p
2ε)∫

H×YQ
i (dxH,dy) = 1 i ∈ [N ]

= sup
Q∈Bg (

p
2ε)(P̂N

H
)

EQ
[
`(xH, y)

]
,

where the second inequality follows from relaxing the implicit condition that the

random variable xH must be supported on {Φ(x) : x ∈X} ⊆H. This completes the proof

of assertion (i) for regression problems.

The proof of assertion (ii) parallels that of assertion (i) with obvious modifications.

Due to the different transportation metric for classification problems, however, the
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estimate (2.35) changes to

g
(
d

(
(x, y), (x̂i , ŷi )

))= g
(‖x − x̂i‖2 +κ|y − ŷi |

)
≥ g (‖x − x̂i‖2)+κ|y − ŷi |
≥ ‖Φ(x)−Φ(x̂i )‖H+κ|y − ŷi | = dH

(
(Φ(x), y), (Φ(x̂i ), ŷi )

)
,

where the first inequality exploits the assumption that g ′(z) ≥ 1 for all z ≥ 0, and the

second inequality follows form (2.33). Further details are omitted for brevity.

We now argue that the lifted learning problem (2.32) can be solved efficiently by

leveraging the following representer theorem, which generalizes (Schölkopf and Smola,

2001, Theorem 4.2) to non-separable loss functions.

Theorem 2.32 (Representer theorem). Assume that we are given a symmetric positive

definite kernel k on Xwith corresponding RKHSH, a set of training samples (x̂i , ŷi ) ∈
X×Y, i ≤ N , and an arbitrary loss function f : (X×Y×R)N ×R+ → R that is non-

decreasing in its last argument. Then, there exist βi ∈R, i ≤ N , such that the learning

problem

min
h∈H

f ((x̂1, ŷ1,h(x̂1)), . . . , (x̂N , ŷN ,h(x̂N )),‖h‖H) (2.36)

is solved by a hypothesis h? ∈H representable as h?(x) =∑N
i=1βi k(x, x̂i ).

Proof. The proof follows immediately from (Schölkopf and Smola, 2001, Theorem 4.2),

which applies to loss functions representable as a sum of an empirical loss depend-

ing on (x̂i , ŷi ,h(x̂i )), i ≤ N , and a regularization term that is strictly monotonically

increasing in ‖h‖H. However, the additive separability is not needed for the proof. We

remark that the optimal solution of (2.36) is unique if f is striclty increasing in ‖h‖H. If

f is only non-decreasing in ‖h‖H, on the other hand, uniqueness may be lost. Details

are omitted for brevity.

The subsequent results involve the Kernel matrix K = [Ki j ] defined through Ki j =
k(x̂i , x̂ j ), i , j ≤ N . The following theorems demonstrate that the lifted learning prob-

lem (2.32) admits a kernel representation.
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Theorem 2.33 (Kernelized distributionally robust regression). Suppose that X=Rn ,

Y=R and k is a symmetric positive definite kernel on Xwith associated RKHSH. If `

is generated by a convex and Lipschitz continuous loss function L, that is, `(h(x), y) =
L(h(x)− y), then (2.32) is equivalent to

min
β∈RN

1

N

N∑
i=1

L
( N∑

j=1
Ki jβ j − ŷi

)
+ε lip(L)‖(K

1
2β,1)‖2,

and for any of its minimizers β? the hypothesis h?(x) = ∑N
i=1β

?
i k(x, x̂i ) is optimal

in (2.32).

Proof. Using similar arguments as in the proof of Theorem 2.4(ii) and observing that

any Hilbert norm is self-dual, one can show that

inf
h∈H

sup
Q∈Bε(P̂N

H
)

EQ
[
L(〈h, xH〉H− y)

]= min
h∈H

1

N

N∑
i=1

L(h(x̂i )− ŷi )+ε lip(L)
√
‖h‖2

H
+1.

By the representer theorem, which applies because the objective function of the

above optimization problem is non-decreasing in ‖h‖H, we may restrict the feasible

set from H to the subset of all linearly parametrized hypotheses of the form h(x) =∑N
j=1β j k(x, x̂ j ) for some β ∈RN without sacrificing optimality. The claim then follows

by observing that h(x̂i ) =∑N
j=1 Ki jβ j and ‖h‖2

2 = 〈β,K β〉.

Theorem 2.34 (Kernelized distributionally robust classification). Suppose thatX=Rn ,

Y= {+1,−1} and k is a symmetric positive definite kernel on X=Rn with associated

RKHSH. If ` is generated by a convex and Lipschitz continuous loss function L, that

is, `(h(x), y) = L(yh(x)), then (2.32) is equivalent to

min
βi ,λ,si

λε+ 1

N

N∑
i=1

si

s.t. L
( N∑

j=1
ŷi Ki jβ j

)
≤ si i ∈ [N ]

L
(
−

N∑
j=1

ŷi Ki jβ j

)
−κλ≤ si i ∈ [N ]

lip(L)‖K 1
2β‖2 ≤λ,

(2.37)

and for any of its minimizers β? the hypothesis h?(x) = ∑N
i=1β

?
i k(x, x̂i ) is optimal
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in (2.32).

Proof. Using similar arguments as in the proof of Theorem 2.18(ii) and observing that

any Hilbert norm is self-dual, one can show that

inf
h∈H

sup
Q∈Bε(P̂N

H
)

EQ
[
L(y〈h, xH〉H)

] = min
h,λ,si

λε+ 1

N

N∑
i=1

si

s.t. L(ŷi h(x̂i )) ≤ si i ∈ [N ]

L(−ŷi h(x̂i ))−κλ≤ si i ∈ [N ]

lip(L)‖h‖H ≤λ,

see (Gao and Kleywegt, 2016, Theorem 1) for a full proof. By the representer theorem,

which applies because the loss function

f ((x̂1, ŷ1,h(x̂1)), . . . , (x̂N , ŷN ,h(x̂N )),‖h‖H)

= min
λ

λε+ 1
N

N∑
i=1

max{L(ŷi h(x̂i )),L(−ŷi h(x̂i ))−κλ}

s.t. λ≥ lip(L)‖h‖H

is non-decreasing in ‖h‖H, we may restrict attention to all linearly parametrized

hypotheses of the form h(x) = ∑N
j=1β j k(x, x̂ j ) for some β ∈ RN without sacrificing

optimality. Thus, the claim follows.

Theorems 2.33 and 2.34 show that the lifted learning problem (2.32) can be solved

with similar computational effort as problem (2.4), that is, optimizing over a possibly

infinite-dimensional RKHS of nonlinear hypotheses is not substantially harder than

optimizing over the space of linear hypotheses.

Remark 2.35 (Kernelization in robust regression and classification). Recall from The-

orem 2.16 that distributionally robust and classical robust linear regression are equiv-

alent if Ξ= Rn+1 and the training samples are sufficiently dispersed in the sense of

Assumption 2.14. Similarly, Theorem 2.27 implies that distributionally robust and

classical robust linear classification are equivalent if κ=∞ and the training samples

are non-separable in the sense of Assumption 2.25. One can show that Theorems 2.16

and 2.27 naturally extend to nonlinear regression and classification models over an

RKHS induced by some symmetric and positive definite kernel. Specifically, one
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can show that some lifted robust learning problem is equivalent to the lifted dis-

tributionally robust learning problem (2.32) whenever the lifted training samples

(Φ(x̂1), ŷ1), · · · , (Φ(x̂N ), ŷN ) satisfy Assumption 2.14 (for regression) or 2.25 (for clas-

sification). Theorems 2.33 and 2.34 thus imply that the lifted robust regression and

classification problems can be solved efficiently under mild regularity conditions

whenever Assumptions 2.14 and 2.25 hold, respectively. Unfortunately, these con-

ditions are often violated for popular kernels. For example, the lifted samples are

always linearly separable under the Gaussian kernel (Xu et al., 2009, p. 1496). In this

case, the lifted robust classification problem can never be reduced to an efficiently

solvable lifted distributionally robust classification problem of the form (2.32). In fact,

no efficient method for solving the lifted robust classification problem seems to be

known. In contrast, the lifted distributionally robust learning problems are always

efficiently solvable under standard regularity conditions.

2.3.4 Nonlinear Hypotheses: Neural Networks

Families of neural networks represent particularly expressive classes of nonlinear

hypotheses. In the following, we characterize a family H of neural networks with

M ∈ N layers through M smooth activation functions σm : Rnm+1 → Rnm+1 and M

weight matrices Wm ∈ Rnm+1×nm , m ∈ [M ]. The weight matrices can encode fully

connected or convolutional layers, for example. If n1 = n and nM+1 = 1, then we may

set

H=
{

h ∈RX : ∃Wm ∈Rnm+1×nm , m ∈ [M ], h(x) =σM

(
WM · · ·σ2

(
W2σ1(W1x)

) · · ·)} .

Each hypothesis h ∈H constitutes a neural network and is uniquely determined by

the collection of all weight matrices W[M ] := (W1, . . . ,WM ). In order to emphasize

the dependence on W[M ], we will sometimes use h(x;W[M ]) to denote the hypothe-

ses in H. Setting x1 = x, the features of the neural network are defined recursively

through xm+1 =σm(zm), where zm =Wm xm , m ∈ [M ]. The features xm , m = 2, . . . , M ,

correspond to the hidden layers of the neural network, while xM+1 determines its

output.

Example 2.36 (Activation functions). The following activation functions are most
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widely used.

1. Hyperbolic tangent: [σm(zm)]i = (exp(2[zm]i )−1)/(exp(2[zm]i )+1)

2. Sigmoid: [σm(zm)]i = 1/(1+exp(−[zm]i ))

3. Softmax: [σm(zm)]i = exp([zm]i )/
∑nm+1

j=1 exp([zm] j )

4. Rectified linear unit (ReLU): [σm(zm)]i = max{0, [zm]i }

5. Exponential linear unit (ELU): [σm(zm)]i = [zm]i if [zm]i ≥ 0;α(exp([zm]i ) − 1)

otherwise.

The distributionally robust learning model over the hypothesis class H can now be

represented as

inf
h∈H

sup
Q∈Bε(P̂N )

EQ
[
`
(
h(x), y

)]= inf
W[M ]

sup
Q∈Bε(P̂N )

EQ
[
`
(
h(x;W[M ]), y

)]
, (2.38)

where we use the transportation metrics (2.13) and (2.18) for regression and classi-

fication problems, respectively. Moreover, we adopt the standard convention that

`(h(x), y) = L(h(x)−y) for regression problems and `(h(x, y)) = L(yh(x)) for classifica-

tion problems, where L is a convex and Lipschitz continuous univariate loss function.

In the following we equip each feature space Rnm with a norm ‖ · ‖, m ∈ [M +1]. By

slight abuse of notation, we use the same symbol for all norms even though the

norms on different feature spaces may differ. Using the norm on Rnm+1 , we define the

Lipschitz modulus of σm as

lip(σm) := sup
z,z ′∈Rnm+1

{∥∥σ(z)−σ(z ′)
∥∥

‖z − z ′‖ : z 6= z ′
}

.

We are now ready to state the main result of this section, which provides a conservative

upper bound on the distributionally robust learning model (2.38).

Theorem 2.37 (Distributionally robust learning with neural networks). The distribu-

tionally robust learning model (2.38) is bounded above by the regularized empirical
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loss minimization problem

inf
W[M ]

1

N

N∑
i=1

`(h(x̂i ;W[M ]), ŷi )+ρ lip(L)max

{
M∏

m=1
lip(σm)‖Wm‖,

c

κ

}
, (2.39)

where c = 1 for regression problems and c = max{1,2suph∈H,x∈X |h(x)|} for classifica-

tion problems. Moreover, ‖Wm‖ = sup‖xm‖=1 ‖Wm xm‖ is the operator norm induced

by the norms on Rnm and Rnm+1 .

Proof. The worst-case expectation for regression problems satisfies

sup
Q∈Bε(P̂N )

EQ
[
`(h(x;W[M ]), y)

]
= inf
λ≥0

λρ+ 1

N

N∑
i=1

sup
x∈X
y∈Y

L(h(x;W[M ])− y)−λ(‖x − x̂i‖+κ|y − ŷi |)

≤ inf
λ≥0

λρ+ 1

N

N∑
i=1

sup
x∈X
y∈Y

L(h(x̂i ;W[M ])− ŷi )+ lip(L)(|h(x;W[M ])− y −h(x̂i ;W[M ])+ ŷi |)

−λ(‖x − x̂i‖+κ|y − ŷi |)

≤ inf
λ≥0

λρ+ 1

N

N∑
i=1

sup
x∈X
y∈Y

L(h(x̂i ;W[M ])− ŷi )+ lip(L) lip(h)‖x − x̂i‖+ lip(L)|y − ŷi |

−λ(‖x − x̂i‖+κ|y − ŷi |),

where the equality holds by Lemma 2.5, and the first and the second inequalities

follow from the Lipschitz continuity of the loss function L and the hypothesis h. Note

that composition of functions satisfies the inequality lip( f ◦ g ) ≤ lip( f ) lip(g ); see for

example (Rockafellar and Wets, 2009, Exercise 9.8). Thus, the Lipschitz modulus of

the hypothesis h admits the upper bound

lip(h) ≤
m∏

m=1
lip(σm(Wm zm)) ≤

m∏
m=1

lip(σm)‖Wm‖. (2.40)

Replacing lip(h) by its upper bound in (2.40) and setting

λ= lip(L)max

{
M∏

k=1
lip

(
φ(·;Wm)

)
,

1

κ

}
,

61



Chapter 2. Regularization via Mass Transportation

will complete the proof for regression problems. In a similar way, the worst-case

expectation for classification problems can be handled as follows:

sup
Q∈Bε(P̂N )

EQ
[
`(h(x;W[M ]), y)

]
= inf
λ≥0

λρ+ 1

N

N∑
i=1

sup
x∈X
y∈Y

L(yh(x;W[M ]))−λ(‖x − x̂i‖+κ1{y 6=ŷi })

≤ inf
λ≥0

λρ+ 1

N

N∑
i=1

sup
x∈X
y∈Y

L(ŷi h(x̂i ;W[M ]))−λ(‖x − x̂i‖+κ1{y 6=ŷi })+ lip(L)(|yh(x)− ŷi h(x̂i )|)

≤ inf
λ≥0

λρ+ 1

N

N∑
i=1

sup
x∈X
y∈Y

L(ŷi h(x̂i ;W[M ]))−λ(‖x − x̂i‖+κ1{y 6=ŷi })+ lip(L) lip(h)‖x − x̂i‖1{y=ŷi }

+ lip(L) |h(x)+h(x̂i )|1{y 6=ŷi }

≤ inf
λ≥0

λρ+ 1

N

N∑
i=1

sup
x∈X
y∈Y

L(ŷi h(x̂i ;W[M ]))−λ(‖x − x̂i‖+κ1{y 6=ŷi })

+ lip(L) max{
2supx∈X,h∈H |h(x)|

κ
, lip(h)} (‖x − x̂i‖+κ1{y 6=ŷi }).

Using the upper bound in (2.40) and setting

λ= lip(L)max

{
M∏

k=1
lip

(
φ(·;Wm)

)
,

max{1,2supx∈X,h∈H |h(x)|}
κ

}

will completes the proof for classification problems.

Remark 2.38 (Uniform upper bound on all neural networks). For classification prob-

lems the constant c in (2.39) represents a uniform upper bound on all neural networks

and may be difficult to evaluate in general. It is easy to estimate c, however, if the

last activation function is itself bounded such as the softmax function, which yields a

probability distribution over the output space. In this case one may simply set c = 2.

The product term
∏M

m=1 lip(σm)‖Wm‖ in (2.39) represents an upper bound on the

Lipschitz modulus of h(x;W[M ]). We emphasize that computing the exact Lipschitz

modulus of a neural network is NP-hard even if there are only two layers and all

activation functions are of the ReLU type (Scaman and Virmaux, 2018, Theorem 2). In

contrast, the upper bound at hand is easy to compute as all activation functions listed
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in Example 2.36 have Lipschitz modulus 1 with respect to the Euclidean norms on the

domain and range spaces (Gouk et al., 2018; Wiatowski et al., 2016). For more details

on how to estimate the Lipschitz moduli of neural networks we refer to (Gouk et al.,

2018; Miyato et al., 2018; Neyshabur et al., 2018; Szegedy et al., 2013).

Note that even though (2.39) represents a finite-dimensional optimization problem

over the weight matrices of the neural network, both the empirical prediction loss as

well as the regularization term are non-convex in W[M ], which complicates numer-

ical solution. If κ=∞, however, one can derive an alternative upper bound on the

distributionally robust learning model (2.38) with a convex regularization term.

Corollary 2.39 (Convex regularization term). If κ=∞, then there is ρ ≥ 0 such that

the distributionally robust learning model (2.38) is bounded above by the regularized

empirical loss minimization problem

inf
W[M ]

1

N

N∑
i=1

`(h(x̂i ;W[M ]), ŷi )+ρ
M∑

m=1
‖Wm‖. (2.41)

Proof. Let σ̄= maxm∈[M ] lip(σm). By Theorem 2.37 and setting κ=∞, the worst-case

expectation for both classification and regression problems can be upper bounded by

sup
Q∈Bε(P̂N )

EQ
[
`(h(x;W1, ... ,M ), y)

]
≤ 1

N

N∑
i=1

sup
x∈X
y∈Y

`(h(x̂i ;W1, ... ,M ), ŷi )+ρ σ̄ lip(`)
M∏

k=1
‖Wk‖

≤ 1

N

N∑
i=1

sup
x∈X
y∈Y

`(h(x̂i ;W1, ... ,M ), ŷi )+ρ σ̄ lip(`)

(
M∑

k=1

‖Wk‖
M

)M

,

where the last inequality follows from the arithmetic-geometric means inequality. By

(Everett III, 1963, Theorem 1), if W ?
[M ] is a minimizer of the optimization problem

min
W[M ]

1

N

N∑
i=1

sup
x∈X
y∈Y

`(h(x̂i ;W1, ... ,M ), ŷi )+ρ σ̄ lip(`)

(
M∑

k=1

‖Wk‖
M

)M

,
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then the same W ?
[M ] also minimizes the constrained optimization problem

inf
W[M ]

1

N

N∑
i=1

`(h(x̂i ;W[M ]), ŷi )

s.t.

(
M∑

k=1

‖Wk‖
M

)M

≤ θM ,

for θ =∑M
i=1 ‖W ?

k ‖/M . Notice that the constraint in the above optimization problem

can be simplified to
∑M

i=1 ‖W ?
k ‖ ≤ Mθ. Hence, there exists a Lagrange multiplier ρ

for the simplified constraint
∑M

i=1 ‖W ?
k ‖ ≤ Mθ such that W ?

[M ] is an optimizer of the

penalized problem

inf
W[M ]

1

N

N∑
i=1

`(h(x̂i ;W[M ]), ŷi )+ρ
M∑

k=1
‖Wk‖.

This completes the proof.

As the empirical prediction loss remains non-convex, it is expedient to address prob-

lem (2.41) with local optimization methods such as stochastic gradient descent algo-

rithms. For a comprehensive review of first- and the second-order stochastic gradient

algorithms we refer to (Agarwal et al., 2017) and the references therein. In the numer-

ical experiments we will use a stochastic proximal gradient descent algorithm that

exploits the convexity of the regularization term and generates iterates W k
[M ] for k ∈N

according to the update rule

W k+1
m = proxηkρ‖Wm‖

(
W k

m −ηk∇Wm`(h(x̂ik ;W k
[M ]), ŷik )

)
∀m ∈ [M ],

where ηk > 0 is a given step size and ik is drawn randomly from the index set [N ], see,

e.g., Nitanda (2014). Here, the proximal operator associated with a convex function

ϕ :Rnm+1×nm →R is defined through

proxϕ(Wm) := argmin
W ′

m

ϕ(W ′
m)+ 1

2
‖W ′

m −Wm‖2
F ,

where ‖ · ‖F stands for the Frobenius norm. The algorithm is stopped as soon as

the improvement of the objective value falls below a prescribed threshold. As the

empirical prediction loss is non-convex and potentially non-smooth, the algorithm
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fails to offer any strong performance guarantees. For the scalability of the algorithm,

however, it is essential that the proximal operator can be evaluated efficiently.

Example 2.40 (Proximal operator). Suppose that all feature spaces Rnm are equipped

with the p-norm for some p ∈ {1,2,∞}, which implies that all parameter spaces

Rnm+1×nm are equipped with the corresponding matrix p-norm. In this case the proxi-

mal operator for ϕ(Wm) = ηρ‖Wm‖p can be evaluated highly efficiently.

1. MACS (p = 1): The matrix 1-norm returns the maximum absolute column sum

(MACS). Evaluating the proximal operator of ϕ(Wm) = ηρ‖Wm‖1 amounts to

solving the minimization problem

proxϕ(Wm) = min
W ′

m ,u
ηρu +

nm∑
i=1

‖[W ′
m]:,i − [Wm]:,i‖2

2

s.t. ‖[W ′
m]:,i‖1 ≤ u i ∈ [nm],

where [Wm]:,i and [W ′
m]:,i represent the i -th columns of Wm and W ′

m , respec-

tively. For any fixed u, the above problem decomposes into nm projections of

the vectors [Wm]:,i , i ∈ [nm], to the `1-ball of radius u centered at the origin.

Each of these projections can be computed via an efficient sorting algorithm

proposed in (Duchi et al., 2008). Next, we can use any line search method such

as the golden-section search algorithm to optimize over u, thereby solving the

full proximal problem.

2. Spectral (p = 2): The matrix 2-norm coincides with the spectral norm, which

returns the maximum singular value. In this case, the proximal problem for

ϕ(Wm) = ηρ‖Wm‖2 can be solved analytically via singular value thresholding

(Cai et al., 2010, Theorem 2.1), that is, given the singular value decomposition

Wm =U SV > with U ∈ Rnm+1×nm+1 orthogonal, S ∈ Rnm+1×nm+ diagonal and V ∈
Rnm×nm orthogonal, the proximal operator satisfies

proxϕ(Wm) = proxϕ(U SV >) =U S̃V >, where S̃i j = max{Si j −ηρ,0} .

The singular value decomposition can be accelerated using a randomized algo-

rithm proposed in (Halko et al., 2011).

3. MARS (p =∞): The matrix ∞-norm returns the maximum absolute row sum
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(MARS) and thus satisfies ‖Wm‖∞ = ‖W >
m‖1. Therefore, one can use the iterative

scheme developed for MACS to compute the proximal operator of ϕ(Wm) =
ηρ‖Wm‖∞ by simply transposing the weight matrix Wm .

The convergence behavior of the stochastic proximal gradient descent algorithm can

be further improved by including a momentum term inside the proximal operator,

see, e.g., Loizou and Richtárik (2017).

2.4 Generalization Bounds

Generalization bounds constitute upper confidence bounds on the out-of-sample

error. Traditionally, generalization bounds are derived by controlling the complexity

of the hypothesis space, which is typically quantified in terms of its VC-dimension or

via covering numbers or Rademacher averages (Shalev-Shwartz and Ben-David, 2014).

Strengthened generalization bounds for large margin classifiers can be obtained by

improving the estimates of the VC-dimension and the Rademacher average (Shiv-

aswamy and Jebara, 2007, 2010). We will now demonstrate that distributionally robust

learning models of the type (2.4) or (2.32) enjoy simple new generalization bounds

that can be obtained under minimal assumptions. In particular, they do not rely on

any notions of hypothesis complexity and may therefore even extend to hypothesis

spaces with infinite VC-dimensions. Our approach is reminiscent of the generalization

theory for robust support vector machines portrayed in (Xu et al., 2009), which also

replaces measures of hypothesis complexity with robustness properties. However, we

derive explicit finite sample guarantees, while (Xu et al., 2009) establishes asymptotic

consistency results. Moreover, we relax some technical conditions used in (Xu et al.,

2009) such as the compactness of the input space X.

The key enabling mechanism of our analysis is a measure concentration property of

the Wasserstein metric, which holds whenever the unknown data-generating distribu-

tion has exponentially decaying tails.

Assumption 2.41 (Light-tailed distribution). There exist constants a > 1 and A > 0

and a reference point ξ′ ∈Rn+1 such thatEP[exp
(
d(ξ,ξ′))a

)
] ≤ A, where d denotes the

usual mass transportation cost.
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Theorem 2.42 (Measure concentration (Fournier and Guillin, 2015, Theorem 2)). If

Assumption 2.41 holds, then we have

PN
{

W (P,P̂N ) ≥ ε
}
≤

{
c1 exp

(−c2Nεmax{n+1,2}
)

if ε≤ 1,

c1 exp
(−c2Nεa

)
if ε> 1,

(2.42)

for all N ≥ 1, n 6= 1, and ε> 0, where the constants c1,c2 > 0 depend only on a, A, d

and n.2

Theorem 2.42 asserts that the empirical distribution P̂N converges exponentially

fast to the unknown data-generating distribution P, in probability with respect to

the Wasserstein metric, as the sample size N tends to infinity. We can now derive

simple generalization bounds by increasing the Wasserstein radius ε until the violation

probability on the of the right hand side of (2.42) drops below a prescribed significance

level η ∈ (0,1]. Specifically, Theorem 2.42 implies that PN {P ∈Bε(P̂N )} ≥ 1−η for any

ε≥ εN (η), where

εN (η) =


(

log(c1/η)

c2N

) 1
max{n+1,2}

if N ≥ log(c1/η)
c2

,(
log(c1/η)

c2N

) 1
a

if N < log(c1/η)
c2

.

(2.43)

Theorem 2.43 (Basic generalization bound (Mohajerin Esfahani and Kuhn, 2018, The-

orem 3.5)). If Assumption 2.41 holds, then

PN

{
EP

[
`(〈w, x〉, y)

]≤ sup
Q∈Bε(P̂N )

EQ
[
`(〈w, x〉, y)

] ∀w ∈Rn

}
≥ 1−η (2.44)

for any N ≥ 1, n 6= 1, η ∈ (0,1] and ε≥ εN (η).

Remark 2.44 (Discussion of basic generalization bound). The following comments

are in order.

I. Performance guarantees for optimal hypotheses: If Ĵ(ε) denotes the mini-

mum and ŵ a minimizer of the distributionally robust learning problem (2.4),

2A similar but slightly more complicated inequality also holds for the special case n = 1; see (Fournier
and Guillin, 2015, Theorem 2) for details.
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then Theorem 2.43 implies that

PN
{
EP

[
`(〈ŵ, x〉, y)

]≤ Ĵ (ε)
}
≥ 1−η

for any N ≥ 1, n > 1, η ∈ (0,1] and ε≥ εN (η).

II. Light-tail assumption: Assumption 2.41 is restrictive but unavoidable for any

measure concentration result of the type described in Theorem 2.42. It is auto-

matically satisfied if the input-output pair has bounded support or is known to

follow a Gaussian or exponential distribution, for instance.

III. Asymptotic consistency: It is clear from (2.43) that for any fixed η ∈ (0,1], the

radius εN (η) tends to 0 as N increases. Moreover, Theorem 3.6 in (Mohajerin

Esfahani and Kuhn, 2018) implies that if ηN converges to 0 at a carefully chosen

rate (e.g., ηN = exp(−pN )), then the solution of the distributionally robust

learning problem (2.4) with Wasserstein radius ε = εN (ηN ) converges almost

surely to the solution of the ideal learning problem that minimizes the out-of-

sample error under the unknown true distributionP.

IV. Curse of dimensionality: The Wasserstein radius (2.43) has two decay regimes.

For small N , εN (η) decays as N− 1
a , and for large N it is proportional to N− 1

n+1 .

We thus face a curse of dimensionality for large sample sizes. In order to half

the Wasserstein radius, one has to increase N by a factor of 2n . This curse of

dimensionality is fundamental, i.e., the dependence of the measure concentra-

tion result in Theorem 2.42 on the input dimension n cannot be improved for

generic distributionsP; see (Weed et al., 2019) or (Fournier and Guillin, 2015,

Section 1.3). Improvements are only possible in special cases, e.g., ifP is finitely

supported.

V. Extension to nonlinear hypotheses: Theorem 2.43 directly extends to any dis-

tributionally robust learning problem over an RKHSH induced by some sym-

metric and positive definite kernel function k. Specifically, if k is calm in the

sense of Assumption 2.29 with growth function g , then we have

PN

EP[`(h(x), y)] ≤ sup
Q∈Bε(P̂N

H
)

EQ
[
`(〈h, xH〉H, y)

] ∀h ∈H
≥ 1−η (2.45)
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for any N ≥ 1, n 6= 1, η ∈ (0,1] and ε ≥ cg (εN (η)), where c =p
2 for regression

problems and c = 1 for classification problems. To see this, note that the inclu-

sionP ∈Bε(P̂N ) implies

EP[`(h(x), y)] ≤ sup
Q∈Bε(P̂N )

EQ
[
`(h(x), y)

]
≤ sup
Q∈Bε(P̂N

H
)

EQ
[
`(〈h, xH〉H, y)

] ∀h ∈H,
(2.46)

where the second inequality follows from the proof of Theorem 2.31. The

generalization bound (2.45) thus holds because PN {P ∈ Bε(P̂N )} ≥ 1− η for

any ε ≥ εN (η). Note that the rightmost term in (2.46) can be computed for

any finitely generated hypothesis h ∈H representable as h(x) =∑N
i=1βi k(x, x̂i ),

which follows from Theorems 2.33 and 2.34, while the middle term is hard to

compute. We emphasize that the generalization bound (2.45) does not rely on

any notion of hypothesis complexity and remains valid even if H has infinite

VC-dimension (e.g., ifH is generated by the Gaussian kernel).

Theorem 2.42 provides a confidence set for the unknown probability distribution

P, and Theorem 2.43 uses this confidence set to construct a uniform generalization

bound on the prediction error under P. The radius of the confidence set for P de-

creases slowly due to a curse of dimensionality, but the decay rate is essentially optimal.

This does not imply that the decay rate of the generalization bound (2.44) is optimal,

too. In fact, the worst-case expected error over a Wasserstein ball of radius ε can be

a (1−η)-confidence bound on the expected error under P even if the Wasserstein

ball fails to containPwith confidence 1−η. Thus, the measure concentration result

of Theorem 2.42 is too powerful for our purposes and leads to an over-conservative

generalization bound. Below we will show that the curse of dimensionality in the

generalization bound (2.44) can be broken if we impose the following restriction on

the hypothesis space.

Assumption 2.45 (Hypothesis space). The space of admissible hypotheses in (2.4)

is restricted to W ⊆ Rn . There exists Ω > 0 with infw∈W ‖(w,−1)‖∗ ≥ Ω if (2.4) is a

regression problem and infw∈W ‖w‖∗ ≥Ω if (2.4) is a classification problem. Similarly,

there existsΩ≥ 0 with supw,w ′∈W ‖w −w ′‖∞ ≤Ω.
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Theorem 2.46 (Improved generalization bound). Suppose that Assumptions 2.41 and

2.45 hold, and the function L is Lipschitz continuous. Moreover, assume thatΞ=Rn+1

and Mn = maxi≤n ‖en+1
i ‖∗ if (2.4) is a regression problem, while Ξ=Rn × {−1,1} and

Mn = maxi≤n ‖en
i ‖∗ if (2.4) is a classification problem, where en

i is the i -th standard

basis vector in Rn . Then, there exist constants c3 ≥ 1, c4 > 0 depending only on the

light tail constants a and A such that the generalization bound (2.44) holds for any

N ≥ max
{
(16n/c4)2,16log(c3/η)/c4

}
, η ∈ (0,1] and ε≥ ε′N (η), where

ε′N (η) = 2Ωp
NΩ

Mnn A+
√

n log(
p

N )+ log(c3/η)

c4

 .

The proof of Theorem 2.46 relies on the following preparatory lemma, which basically

asserts that the sample average of a linearly growing function of ξ has sub-Gaussian

tails.

Lemma 2.47 (Sub-Gaussian tails). If Assumption 2.41 holds, then there exist constants

c3 ≥ 1 and c4 > 0 that depend only on the light tail constants a and A ofP such that

PN
{∣∣EP[ f (ξ)]−EP̂N [ f (ξ)]

∣∣≥ δ}
≤ c3 exp(−c4Nδ2)

for any N ∈N, δ ∈ [0,1] and function f :Ξ→Rwith | f (ξ)− f (ξ′)| ≤ d(ξ,ξ′) for all ξ ∈Ξ
and some reference point ξ′ ∈Ξ.

Proof. Assume that f :Ξ→ R is a linear growth function with | f (ξ)− f (ξ′)| ≤ d(ξ,ξ′)

for all ξ ∈Ξ and some reference point ξ′ ∈Ξ. Set ξ f = f (ξ) and ξ′f = f (ξ′). Thus, the

distribution of the scalar random variable ξ f is given by the pushforward measure

f∗(P) ofP. By construction, we have

E f∗(P)
[

exp
(|ξ f −ξ′f |a

)]=EP [
exp

(| f (ξ)− f (ξ′)|a)]≤EP [
exp

(
d(ξ,ξ′)a)]≤ A,

where the first inequality follows form the growth condition of f , while the second

inequality holds becauseP satisfies Assumption 2.41. Hence, the distribution f∗(P)

satisfies Assumption 2.41 for n = 0 when distances on R are measured by the absolute

value, and it inherits the light-tail constants a and A fromP. By using Theorem 2.42
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for n = 0, we may thus conclude that there exist constants c3,c4 > 0 with

PN
{

W ( f∗(P), f∗(P̂N )) ≥ δ
}
≤ c3 exp

(−c4Nδ2) ∀δ ∈ [0,1],

where f∗(P̂N ) represents the empirical distribution of ξ f , which coincides with the

pushforward measure of P̂N under f . By slight abuse of notation, W stands here for

the Wasserstein distance between univariate distributions, where the absolute value

is used as the ground metric. Note that the above univariate measure concentration

result holds for any linear growth function f with asymptotic growth rate ≤ 1. We

emphasize that c3 ≥ 1 because otherwise the above estimate would fail to hold for

δ= 0.

By construction of the Wasserstein distance in Definition 2.2, we have W ( f∗(P), f∗(P̂N )) <
δ if and only if the scalar random variables ξ f and ξ′f admit a joint distributionΠwith

EΠ[|ξ f −ξ′f |] < δ under which ξ f and ξ′f have marginals f∗(P) and f∗(P̂N ), respectively.

The inequality W ( f∗(P), f∗(P̂N )) < δ thus implies

∣∣∣EP[ f (ξ)]−EP̂N [ f (ξ′)]
∣∣∣= ∣∣∣E f∗(P)[ξ f ]−E f∗(P̂N )[ξ′f ]

∣∣∣≤ ∣∣∣EΠ[ξ f −ξ′f ]
∣∣∣

=EΠ
[∣∣∣ξ f −ξ′f

∣∣∣]< δ.

By contraposition, we then obtain the implication

∣∣∣EP[ f (ξ)]−EP̂N [ f (ξ′)]
∣∣∣≥ δ =⇒ W ( f∗(P), f∗(P̂N )) ≥ δ,

which leads to the desired inequality

PN
{∣∣EP[ f (ξ)]−EP̂N [ f (ξ)]

∣∣≥ δ}
≤PN

{
W ( f∗(P), f∗(P̂N )) ≥ δ

}
≤ c3 exp

(−c4Nδ2).

This inequality holds for all δ ∈ [0,1] and N ∈ N, irrespective of the linear growth

function f .

Remark 2.48 (Hoeffding’s inequality). If it is known that P{ f ≤ f (ξ) ≤ f } = 1, then

Lemma 2.47 reduces to Hoeffding’s inequality (Boucheron et al., 2013, Theorem 2.8),

in which case we may set c3 = 2 and c4 = 2/( f − f )2.

Proof of Theorem 2.46. To avoid cumbersome case distinctions, we prove the theorem
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only in the case when (2.4) is a classification problem. Thus, we assume that Ξ =
Rn × {−1,1} and that the transportation cost is of the form (2.18), where ‖ ·‖ denotes a

norm on the input space Rn . The proof for regression problems is similar and only

requires minor modifications. It will be omitted for brevity.

From Theorem 2.18(ii) we know that

sup
Q∈Bε(P̂N )

EQ
[
`(〈w, x〉, y)

]=EP̂N
[
`(〈w, x〉, y)

]+ε lip(L)Ω(w) ∀w ∈W,

where Ω(w) = ‖w‖∗ can be viewed as a regularization function. For every ε≥ ε′N (η)

we thus have

PN

{
EP

[
`(〈w, x〉, y)

]≤ sup
Q∈Bε(P̂N )

EQ
[
`(〈w, x〉, y)

] ∀w ∈W
}

≥ PN
{

0 ≤ min
w∈W

EP̂N
[
`(〈w, x〉, y)

]+ε′N (η) lip(L)Ω(w)−EP [
`(〈w, x〉, y)

]}
= 1−PN

{
min
w∈W

EP̂N
[
`(〈w, x〉, y)

]+ε′N (η) lip(L)Ω(w)−EP [
`(〈w, x〉, y)

]< 0

}
. (2.47)

Observe that `(〈w, x〉, y) is Lipschitz continuous in w for every fixed x and y because

the underlying univariate loss function L is Lipschitz continuous by assumption.

Specifically, we have

|`(〈w, x〉, y)−`(〈w ′, x〉, y)| ≤ lip(L)|〈w −w ′, x〉| ≤ lip(L)‖w −w ′‖∞‖x‖1 ∀w, w ′ ∈W.

For any∆> 0 there exists a finite setW∆ ⊆Wwith∆= supw∈W infw ′∈W∆
‖w −w ′‖∞ and

whose cardinality satisfies |W∆| < (Ω/∆−1)n < (Ω/∆)n −1 where the second inequality

holds because ∆≤Ω by construction. In the following we set ∆=Ω/
p

N .

As `(〈w, x〉, y) is Lipschitz continuous in w , for every w ∈W there is w ′ ∈W∆ with

∣∣`(〈w, x〉, y)
∣∣≥ ∣∣`(〈w ′, x〉, y)

∣∣− lip(L)∆‖x‖1.

Applying this estimate twice and recalling the assumption thatΩ(w) ≥Ω for all w ∈W,
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we may thus conclude that the probability in (2.47) is smaller or equal to

PN
{

min
w∈W

EP̂N
[
`(〈w, x〉, y)

]−EP [
`(〈w, x〉, y)

]+ε′N (η) lip(L)Ω< 0

}
≤PN

{
min

w∈W∆

EP̂N
[
`(〈w, x〉, y)

]−EP [
`(〈w, x〉, y)

]− lip(L)∆
(
EP̂N [‖x‖1]+EP [‖x‖1]

)
+ε′N (η) lip(L)Ω< 0

}
≤PN

{
min

w∈W∆

EP̂N
[
`(〈w, x〉, y)

]−EP [
`(〈w, x〉, y)

]− lip(L)∆
(
EP̂N [‖x‖1]−EP [‖x‖1]

)
< 2lip(L)∆Mnn A−ε′N (η) lip(L)Ω

}
. (2.48)

The second inequality in the above expression follows from the estimate

Mn = max
i≤n

‖en
i ‖∗ = max

i≤n
sup
‖x‖≤1

〈en
i , x〉 = max

i≤n
sup
‖x‖≤1

|xi | = sup
‖x‖≤1

‖x‖∞ ≥ sup
x∈Rn

‖x‖1

n‖x‖ ,

which can be paraphrased as ‖x‖1 ≤ Mnn‖x‖ for every x ∈Rn and thus implies

EP[‖x‖1] ≤ MnnEP[‖x‖] ≤ MnnEP[exp(‖x‖a)] ≤ MnnEP[exp
(
d(ξ,ξ′))a)

] ≤ Mnn A.

Next, we introduce an auxiliary parameter

δ= ε′N (η)Ω−Mn A

∆+Ω
=

2
√

n log(
p

N )/c4 + log(c3/η)/c4

1+p
N

,

where the second equality follows from the definition of ε′N (η) in the theorem state-

ment and the convention that ∆=Ω/
p

N . One can prove that δ ∈ [0,1]. Indeed, the

nonnegativity of δ is immediate because c3 ≥ 1 and c4 > 0. Moreover, we find

δ≤
2
√

n log(
p

N )/c4

1+p
N

+ 2
√

log(c3/η)/c4

1+p
N

≤ 1,

where the first inequality follows from the observation that
p

x1 +x2 ≤ p
x1 +p

x2

for all x1, x2 ≥ 0, while the second inequality holds because log(
p

N ) ≤ p
N for all

N ∈N and N ≥ max
{
(16n/c4)2,16log(c3/η)/c4

}
, which implies that both fractions in

the middle of the above expression are smaller ore qual to 1
2 .
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Multiplying the definition of δ with − lip(L)(∆+Ω) yields the identity

− lip(L)∆δ− lip(L)Ωδ= 2lip(L)∆Mnn A− lip(L)εN (η)Ω,

and thus the probability (2.48) can be bounded above by

PN
{

min
w∈W∆

EP̂N
[
`(〈w, x〉, y)

]−EP [
`(〈w, x〉, y)

]≤− lip(L)Ωδ or

− lip(L)∆
(
EP̂N [‖x‖]−EP [‖x‖]

)
≤− lip(L)∆δ

}
≤PN

{
min

w∈W∆

EP̂N

[
`(〈w, x〉, y)

lip(L)Ω

]
−EP

[
`(〈w, x〉, y)

lip(L)Ω

]
≤−δ

}
(2.49a)

+PN
{(
EP̂N [‖x‖]−EP [‖x‖]

)
≥ δ

}
, (2.49b)

where the inequality follows from the subadditivity of probability measures.

For any fixed w ∈W one can show that the function f (ξ) = `(〈w, x〉, y)/(lip(L)Ω) with

ξ = (x, y) satisfies the linear growth condition | f (ξ)− f (ξ′)| ≤ d(ξ,ξ′) for all ξ ∈ Ξ if

ξ′ = (0,1). Details are omitted for brevity. By the subadditivity of probability measures,

the probability (2.49a) is thus smaller or equal to

∑
w∈W∆

PN
{∣∣∣EP̂N

[`(〈w, x〉, y)

lip(L)Ω

]
−EP

[`(〈w, x〉, y)

lip(L)Ω

]∣∣∣> δ}
≤ |W∆|c3 exp(−c4Nδ2),

where the inequality follows from Lemma 2.47, which applies because δ ∈ [0,1]. More-

over, the function f (ξ) = ‖x‖ with ξ = (x, y) trivially satisfies the linear growth con-

dition | f (ξ)− f (ξ′)| ≤ d(ξ,ξ′) for all ξ ∈ Ξ if ξ′ = (0,1). By Lemma 2.47, the probabil-

ity (2.49b) is thus smaller or equal to

PN
{∣∣∣EP [‖x‖]−EP̂N [‖x‖]

∣∣∣> δ}
≤ c3 exp(−c4Nδ2).

By combining the above estimates, we may conclude that the probability in (2.47)
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does not exceed

(|W∆|+1)c3 exp
(− c4Nδ2)≤ (

Ω/∆
)n

c3 exp

(
−c4N

(
ε′N (η)Ω−2∆Mnn A

∆+Ω

)2)

= N
n
2 c3 exp

−c4N

(
ε′N (η)Ω

p
N −2ΩMnn A

Ω(
p

N +1)

)2


≤ N
n
2 c3 exp

−c4N

2Ω
√

n log(
p

N )/c4 + log(c3/η)/c4

2Ω
p

N


2

= N
n
2 c3 exp

(
−n log(

p
N )− log(c3/η)

)
= η,

where the first inequality follows from the definition of δ and the assumption that

|W∆| < (Ω/∆)n − 1, the first equality holds because Ω/∆ = p
N , and the second in-

equality holds due to the definition of ε′N (η). In summary, we have shown that the

probability in (2.47) is at most η, and thus the claim follows.

The improved generalization bound from Theorem 2.46 does not suffer from a curse

of dimensionality. In fact, in order to half the Wasserstein radius ε′N (η), it suffices to

increase the sample size N by a factor of 4, irrespective of the input dimension n.

Remark 2.49 (Discussion of improved generalization bound). The following com-

ments are in order.

I. Bounds on hypothesis space: Assumption 2.45 imposes both upper and lower

bounds onW. The upper bound enables us to control the difference between

the empirical and the true expected loss uniformly across all admissible hy-

potheses. This bound is less restrictive than the uniform bound on the loss

function used to derive Rademacher generalization bounds (see, e.g., (Shalev-

Shwartz and Ben-David, 2014, Theorem 26.4)), which essentially imposes upper

bounds both on the hypotheses and the input-output pairs. The lower bound in

Assumption 2.45 is restrictive for classification problems but trivially holds for

regression problems because ‖(w,−1)‖∗ is uniformly bounded away from zero

for any (dual) norm on Rn+1.

II. Breaking the curse of dimensionality: By leveraging Assumption 2.45, Theo-

rem 2.46 reduces the critical Wasserstein radius suggested in the generalization
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bound (2.44) from εN (η) ∝ O ([log(η−1)/N ]1/(n+1)), which suffers from a curse

of dimensionality, to ε′N (η) ∝O ([log(η−1)+n log(N ))/N ]1/2), which essentially

follows a square root law reminiscent of the central limit theorem.

2.5 Error and Risk Estimation

Once a hypothesis h(x) has been chosen, it is instructive to derive pessimistic and

optimistic estimates of its out-of-sample prediction error (in the case of regression)

or its out-of-sample risk (in the case of classification). We will argue below that the

distributionally robust optimization techniques developed in this chapter also offer

new perspectives on error and risk estimation. For ease of exposition, we ignore any

support constraints, that is, we set X= Rn and Y= R (for regression) or X= Rn and

Y= {+1,−1} (for classification). Moreover, we focus on linear hypotheses of the form

h(x) = 〈w, x〉. Note, however, that all results extend directly to conic representable

support sets and to nonlinear hypotheses.

In the context of regression, we aim to estimate the prediction error defined as E (w) =
EP

[|y −〈w, x〉|] or, more precisely, the mean absolute prediction error under the

unknown data-generating distributionP. As usual, we assume that the transportation

metric d is induced by a norm ‖ ·‖ on the input-output space Rn+1.

Theorem 2.50 (Error bounds in linear regression). The prediction error admits the

following estimates.

(i) The worst-case error Emax(w) = supQ∈Bε(P̂N )E
Q

[|y −〈w, x〉|] is given by

Emax(w) = 1

N

N∑
i=1

|ŷi −〈w, x̂i 〉|+ε‖(w,−1)‖∗. (2.50a)

(ii) The best-case error Emin(w) = infQ∈Bε(P̂N )E
Q

[|y −〈w, x〉|] is given by

Emin(w) = max

{
1

N

N∑
i=1

|ŷi −〈w, x̂i 〉|−ε‖(w,−1)‖∗,0

}
(2.50b)

Proof. As for assertion (i), note that the absolute value function coincides with the

ε-insensitive loss for ε= 0. Thus, (2.50a) follows immediately from Corollary 2.9 by

76



2.5. Error and Risk Estimation

fixing w and by setting ε= 0 and Ξ=Rn+1. As for assertion (ii), similar arguments as

in the proof of Lemma 2.5 show that

Emin(w) = sup
λ≥0

−λε+ 1

N

N∑
i=1

inf
x,y

|y −〈w, x〉|+λ‖(x, y)− (x̂i , ŷi )‖. (2.51)

The subordinate minimization problem in the first constraint of (2.51) is equivalent to

inf
x,y

|y −〈w, x〉|+λ‖(x, y)− (x̂i , ŷi )‖

= inf
x,y

sup
‖(qi ,vi )‖∗≤λ

|y −〈w, x〉|+〈qi , x − x̂i 〉+ vi (yi − ŷi )

= sup
‖(qi ,vi )‖∗≤λ

inf
x,y,z

z +〈qi , x − x̂i 〉+ vi (yi − ŷi )

s.t. z ≥ y −〈w, x〉, z ≥ 〈w, x〉− y

= sup
qi ,vi ,ri ,ti

−〈qi , x̂i 〉− ŷi vi

s.t. ti + ri = 1, ti − ri = vi

(ri − ti )w = qi , ‖(qi , vi )‖∗ ≤λ
ri , ti ≥ 0

= sup
vi

vi (〈w, x̂i 〉− ŷi )

s.t. −1 ≤ vi ≤ 1

vi‖(w,−1)‖∗ ≤λ, −vi‖(w,−1)‖∗ ≤λ,

where the second equality holds due to Proposition 5.5.4 in (Bertsekas, 2009), and the

third equality holds due to strong linear programming duality. By substituting the last
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optimization problem into (2.51) and replacing vi with −vi , we have

Emin(w) = sup
vi ,λ

−λε+ 1

N

N∑
i=1

vi (ŷi −〈w, x̂i 〉)

s.t. −1 ≤ vi ≤ 1 i ∈ [N ]

vi‖(w,−1)‖∗ ≤λ i ∈ [N ]

−vi‖(w,−1)‖∗ ≤λ i ∈ [N ]

= sup
vi ,λ

−λε+ 1

N

N∑
i=1

vi |ŷi −〈w, x̂i 〉|

s.t. 0 ≤ vi ≤ 1 i ∈ [N ]

vi‖(w,−1)‖∗ ≤λ i ∈ [N ]

= sup
v,λ

−λε+ 1

N

N∑
i=1

v |ŷi −〈w, x̂i 〉|

s.t. 0 ≤ v ≤ 1

v‖(w,−1)‖∗ ≤λ

= sup
v

v

(
1

N

N∑
i=1

|ŷi −〈w, x̂i 〉|−ε‖(w,−1)‖∗
)

s.t. 0 ≤ v ≤ 1

=max

{
1
N

N∑
i=1

|ŷi −〈w, x̂i 〉|−ε‖(w,−1)‖∗,0

}

In the context of classification, we aim to quantify the risk R(w) =P[
y 6= sign(〈w, x〉)],

that is, the misclassification probability under the unknown true distributionP. Note

that the risk can equivalently be defined as the expectation of a characteristic function,

that is, R(w) =EP[1{y 6=〈w,x〉}]. As usual, we assume that the transportation metric d is

of the form (2.18), where κ≥ 0 is the cost of flipping a label.

Theorem 2.51 (Risk bounds in linear classification). The risk admits the following

estimates.
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(i) The worst-case risk Rmax(w) = supQ∈Bε(P̂N )E
Q[1{y 6=〈w,x〉}] is given by

Rmax(w) = min
λ,si
ri ,ti

λε+ 1

N

N∑
i=1

si

s.t. 1− ri ŷi 〈w, x̂i 〉 ≤ si i ∈ [N ]

1+ ti ŷi 〈w, x̂i 〉−λκ≤ si i ∈ [N ]

ri‖w‖∗ ≤λ, ti‖w‖∗ ≤λ i ∈ [N ]

ri , ti , si ≥ 0 i ∈ [N ].

(2.52a)

(ii) The best-case risk Rmin(w) = infQ∈Bε(P̂N )E
Q[1{y 6=〈w,x〉}] is given by

Rmin(w) = 1− min
λ,si
ri ,ti

λε+ 1

N

N∑
i=1

si

s.t. 1+ ri ŷi 〈w, x̂i 〉 ≤ si i ∈ [N ]

1− ti ŷi 〈w, x̂i 〉−λκ≤ si i ∈ [N ]

ri‖w‖∗ ≤λ, ti‖w‖∗ ≤λ i ∈ [N ]

ri , ti , si ≥ 0 i ∈ [N ].

(2.52b)

Proof. As for assertion (i), similar arguments as in the proof of Lemma 2.5 show that

Rmax(w) =inf
λ,si

λε+ 1

N

N∑
i=1

si

s.t. sup
x
1{ŷi 〈w,x〉≤0} −λ‖x̂i −x‖ ≤ si ∀i ≤ N

sup
x
1{−ŷi 〈w,x〉≤0} −λ‖x̂i −x‖−κλ≤ si ∀i ≤ N

λ≥ 0.

(2.53a)

Next, observe that the indicator functions in (2.53a) can be represented as point-

wise maxima of extended real-valued concave functions of the form 1{ŷi 〈w,x〉≤0} =
max{I1(x),0} and 1{ŷi 〈w,x〉≥0} = max{I2(x),0}, respectively, where

I1(x) =

1 ŷi 〈w, x〉 ≤ 0,

−∞ otherwise,
and I2(x) =

1 ŷi 〈w, x〉 ≥ 0,

−∞ otherwise.
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This allows us to reformulate (2.53a) as

inf
λ,si

λε+ 1

N

N∑
i=1

si

s.t. sup
x∈Rn

I1(x)−λ‖x̂i −x‖ ≤ si ∀i ≤ N

sup
x

0−λ‖x̂i −x‖ ≤ si ∀i ≤ N

sup
x

I2(x)−λ‖x̂i −x‖−κλ≤ si i ∈ [N ]

sup
x

0−λ‖x̂i −x‖−κλ≤ si ∀i ≤ N

λ≥ 0.

Using the definition of the dual norm and applying the duality theorem (Bertsekas,

2009, Proposition 5.5.4), we find

Rmax(w) = inf
λ,si ,pi ,qi

λε+ 1

N

N∑
i=1

si

s.t. sup
x

I1(x)+〈pi , x〉−〈pi , x̂i 〉 ≤ si ∀i ≤ N

sup
x

I2(x)+〈qi , x〉−〈qi , x̂i 〉−κλ≤ si ∀i ≤ N

si ≥ 0,‖pi‖∗ ≤λ,‖qi‖∗ ≤λ i ∈ [N ].

(2.53b)

Moreover, by strong linear programming duality we have

sup
x

I1(x)+〈pi , x〉 = sup
x

{
1+〈pi , x〉 : ŷi 〈w, x〉 ≤ 0

}= inf
ri≥0

{
1 : ŷi ri w = pi

}
(2.53c)

and

sup
x

I2(x)+〈qi , x〉 = sup
x

{
1+〈qi , x〉 : ŷi 〈w, x〉 ≥ 0

}= inf
ti≥0

{
1 : ŷi ti w = qi

}
. (2.53d)

Substituting (2.53c) and (2.53d) into (2.53b) yields (2.52a). The expression (2.52b) for

the best-case risk can be proved in a similar fashion. Details are omitted for brevity.

We emphasize that, as the hypothesis w is fixed, the error and risk estimation prob-

lems (2.50) and (2.52) constitute tractable linear programs that can be solved highly

efficiently.

Remark 2.52 (Confidence intervals for error and risk). If the Wasserstein radius is set
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to εN (η/2) defined in (2.43), where η ∈ (0,1] is a prescribed significance level, then The-

orem 2.43 implies that E (ŵ) ∈ [Emin(ŵ),Emax(ŵ)] and R(ŵ) ∈ [Rmin(ŵ),Rmax(ŵ)]

with confidence 1−η for any ŵ ∈ Rn that may even depend on the training data.

Theorem 2.50 implies that the confidence interval for the true error E (ŵ) can be

calculated analytically from (2.50), while Theorem 2.51 implies that the confidence

interval for the true risk R(ŵ) can be computed efficiently by solving the tractable

linear programs (2.52).

Remark 2.53 (Extension to nonlinear hypotheses). By using the tools of Section 2.3.3,

Theorems 2.50 and 2.51 generalize immediately to nonlinear hypotheses that range

over a RKHS. Specifically, we can formulate lifted error and risk estimation problems

where the inputs x ∈X are replaced with features xH ∈H, while each nonlinear hypoth-

esis h ∈H over the input space X is identified with a linear hypothesis hH ∈H over the

feature spaceH through the identity hH(xH) = 〈h, xH〉H. Tractability is again facilitated

by Theorem 2.32, which allows us to focus on finitely parameterized hypotheses of

the form h(x) =∑N
i=1βi k(x, x̂i ).

2.6 Numerical Results

We showcase the power of regularization via mass transportation in various applica-

tions based on standard datasets from the literature. All optimization problems are

implemented in Python and solved with Gurobi 7.5.1 All experiments are run on an

Intel XEON CPU (3.40GHz), and the corresponding codes are made publicly available

at https://github.com/sorooshafiee/Regularization-via-Transportation.

2.6.1 Regularization with Pre-selected Parameters

We first assess how the out-of-sample performance of a distributionally robust support

vector machine (DRSVM) is impacted by the choice of the Wasserstein radius ε, the

cost κ of flipping a label, and the kernel function k. To this end, we solve three binary

classification problems from the MNIST database (LeCun et al., 1998) targeted at

distinguishing pairs of similar handwritten digits (1-vs-7, 3-vs-8, 4-vs-9). In the first

experiment we optimize over linear hypotheses and use the separable transporation

metric (2.18) involving the ∞-norm on the input space. All results are averaged
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over 100 independent trials. In each trial, we randomly select 1,000 images to train

the DRSVM model (2.22) and use the remaining images for testing. The correct

classification rate (CCR) on the test data, averaged across all 100 trials, is visualized in

Figure 2.1 as a function of the Wasserstein radius ε for each κ ∈ {0.1,0.25,0.5,0.75,∞}.

The best out-of-sample CCR is obtained for κ= 0.25 uniformly across all Wasserstein

radii, and performance deteriorates significantly when κ is reduced or increased.

Recall from Remark 2.22 that, as κ tends to infinity, the DRSVM reduces to the classical

regularized support vector machine (RSVM) with 1-norm regularizer. Thus, the results

of Figure 2.1 indicate that regularization via mass transportation may be preferable

to classical regularization in terms of the maximum achievable out-of-sample CCR.

More specifically, we observe that the out-of-sample CCR of the best DRSVM (κ =
0.25) displays a slightly higher and significantly wider plateau around the optimal

regularization parameter ε than the classical RSVM (κ=∞). This suggests that the

regularization parameter in DRSVMs may be easier to calibrate from data than in

RSVMs, a conjecture that will be put to scrutiny in Section 2.6.2. Finally, Figure 2.1

reveals that the standard (unregularized) support vector machine (SVM), which can

be viewed as a special case of the DRSVM with ε = 0, is dominated by the RSVMs

and DRSVMs across a wide range of regularization parameters.3 Note that the SVM

problem (2.22) with ε = 0 reduces to a linear program and may thus suffer from

multiple optimal solutions. This explains why the limiting out-of-sample CCR for ε ↓ 0

changes with κ.

2.6.2 Regularization with Learned Parameters

It is easy to read off the best regularization parameters ε and κ from the charts in Fig-

ure 2.1. As these charts are constructed from more than 12,000 test samples, however,

they are not accessible in the training phase. In practice, ε and κ must be calibrated

from the training data alone. This motivates us to revisit the three classification prob-

lems from Section 2.6.1 using a fully data-driven procedure, where all free model

parameters are calibrated via 5-fold cross validation; see, e.g., (Abu-Mostafa et al.,

2012, § 4.3.3). Moreover, to evaluate the benefits of kernelization, we now solve a

3By slight abuse of notation, we use the acronym ‘SVM’ to refer to the unregularized empirical hinge
loss minimization problem even though the traditional formulations of the support vector machine
involve a Tikhonov regularization term.
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Figure 2.1 – Average out-of-sample CCR scores of the DRSVM with pre-selected pa-
rameters.

Table 2.1 – Average out-of-sample CCR scores of the DRSVM with learned parameters.

Polynomial Laplacian Gaussian

RSVM DRSVM RSVM DRSVM RSVM DRSVM

1-vs-7 98.9±0.2 99.1±0.2 98.3±0.5 98.5±0.4 99.1±0.2 99.2±0.2

3-vs-8 95.2±0.4 97.0±0.4 96.5±0.4 96.8±0.4 97.0±0.3 97.2±0.3

4-vs-9 95.0±0.4 96.5±0.4 95.8±0.6 96.0±0.6 96.8±0.4 96.9±0.4

generalized DRSVM model of the form (2.37), which implicitly optimizes over all

nonlinear hypotheses in some RKHS. As explained in Section 2.3.3, kernelization

necessitates the use of the separable transportation metric (2.18) with the Euclidean

norm on the input space.

All free parameters of the resulting DRSVM model are restricted to finite search grids

in order to ease the computational burden of cross validation. Specifically, we select

the Wasserstein radius ε from within {b ·10e : b ∈ {1,5},e ∈ {1,2,3,4}} and the label

flipping cost κ from within {0.1,0.25,0.5,0.75,∞}. Moreover, we select the degree d of

the polynomial kernel from within {1,2,3,4,5} and the peakedness parameter γ of the

Laplacian and Gaussian kernels from within { 1
100 , 1

81 , 1
64 , 1

49 , 1
36 , 1

25 }. Otherwise, we use

the same experimental setup as in Section 2.6.1. Table 2.1 reports the averages and

standard deviations of the CCR scores on the test data based on 100 independent trials.

We observe that the DRSVM (ε, κ, d , and γ learned by cross validation) outperforms

the RSVM (ε, d and γ learned by cross validation, κ = ∞) consistently across all

tested kernel functions (Polynomial, Laplacian, Gaussian). Note that the DRSVM

with polynomial kernel subsumes the non-kernelized DRSVM (2.22) as a special case

because the polynomial kernel with d = 1 coincides with the linear kernel.
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In the third experiment, we assess the out-of-sample performance of the DRSVM (2.22)

for different transportation metrics on 10 standard datasets from the UCI reposi-

tory (Bache and Lichman, 2013). Specifically, we use different variants of the sepa-

rable transportation metric (2.18), where distances in the input space are measured

via a p-norm with p ∈ {1,2,∞}. We focus exclusively on linear hypotheses because

the kernelization techniques described in Section 2.3.3 are only available for p = 2.

The DRSVM is compared against the standard (unregularized) SVM and the RSVM

with q-norm regularizer ( 1
p + 1

q = 1). All results are averaged across 100 independent

trials. In each trial, we use a randomly selected 75% of the data for training and the

remaining 25% for testing. The training dataset is first standardized to zero mean

and unit variance along each coordinate axis. The Wasserstein radius ε and the label

flipping cost κ in the DRSVM as well as the regularization weight ε in the RSVM are

estimated via stratified 5-fold cross validation.

Classifier performance is now quantified in terms of the receiver operating charac-

teristic (ROC) curve, which plots the true positive rate (percentage of correctly classi-

fied test samples with true label y = 1) against the false positive rate (percentage of

incorrectly classified test samples with true label y =−1) by sweeping the discrimina-

tion threshold. Specifically, we use the area under the ROC curve (AUC) as a measure

of classifier performance. AUC does not bias on the size of the test data and is a more

appropriate performance measure than CCR in the presence of an unbalanced label

distribution in the training data. We emphasize that most of the considered datasets

are indeed imbalanced, and thus a high CCR score would not necessarily provide

evidence of superior classifier performance. The averages and standard deviations

of the AUC scores based on 100 trials are reported in Table 2.2. The results suggest

that the DRSVM outperforms the RSVM in terms of AUC for all norms by about the

same amount by which the RSVM outperforms the classical hinge loss minimization,

consistently across all datasets.

2.6.3 Multi-Label Classification

The aim of object recognition is to discover instances of particular object classes

in digital images. We now describe an object recognition experiment based on the

PASCAL VOC 2007 dataset Everingham et al. (2010) consisting of 9,963 images, which
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Table 2.2 – Average out-of-sample AUC scores of the SVM, RSVM and DRSVM.

p =∞ / q = 1 p = 2 / q = 2 p = 1 / q =∞
SVM RSVM DRSVM RSVM DRSVM RSVM DRSVM

Australian 91.6±3.0 91.5±3.2 92.0±2.5 92.0±2.2 92.3±2.0 91.9±2.8 92.2±2.4

Blood transfusion 73.7±3.8 73.8±3.8 75.5±3.8 74.9±3.5 75.5±3.7 75.4±3.4 75.4±3.7

Climate model 93.8±3.9 94.4±4.0 94.3±4.0 94.3±3.8 94.0±4.0 93.6±3.9 93.9±4.0

Cylinder 72.0±3.7 71.2±4.0 72.1±4.1 71.3±4.0 71.8±3.8 71.5±3.8 72.2±3.7

Heart 90.4±2.7 90.1±2.7 90.3±2.7 90.6±2.6 90.9±2.5 90.5±2.6 90.7±2.6

Ionosphere 85.0±4.9 89.7±4.5 89.2±4.3 90.4±3.7 89.9±3.9 86.0±4.9 87.2±4.8

Liver disorders 60.5±0.0 61.1±0.7 61.7±0.7 61.2±0.3 61.7±0.5 61.1±0.4 61.8±0.5

QSAR 90.5±1.5 90.5±1.6 91.0±1.6 90.5±1.5 91.2±1.5 90.6±1.5 91.1±1.6

Splice 92.1±0.0 93.0±0.4 93.1±0.1 92.5±0.1 92.6±0.1 92.0±0.1 92.5±0.1

Thoracic surgery 61.7±7.1 61.5±6.5 64.6±6.6 64.4±6.4 64.3±7.0 64.0±6.3 64.6±6.3

are pre-partitioned into 25% for training, 25% for validation and 50% for testing. Each

image is annotated with 20 binary labels corresponding to 20 given object categories

(the n-th label is set to +1 if the image contains the n-th object and to −1 otherwise). A

multi-label classifier is a function that predicts all labels of an unlabelled input image.

The ability of a classifier to detect objects belonging to any fixed category is measured

by the average precision (AP), which is defined in Everingham et al. (2010) as (a proxy

for) the area under the classifier’s precision-recall curve. The overall performance of

a classifier is quantified by the mean average precision (mAP), that is, the arithmetic

mean of the AP scores across all object categories.

In the first scenario, we train a separate binary RSVM and DRSVM classifier for each

of the 20 object categories. This classifier predicts whether an object of the respective

category appears in the input image. At the beginning we preprocess the entire dataset

by resizing each image to 256×256 pixels and extracting the central patch of 244×244

pixels. As shown in (Chatfield et al., 2014; Donahue et al., 2014; Zeiler and Fergus,

2014), the features generated by the penultimate layer of a deep convolutional neural

network trained on a large image dataset provide a powerful image descriptor. Using

the ALEXNET neural network trained on the ImageNet dataset (Krizhevsky et al., 2012),

we can thus compress each (preprocessed) image of the PASCAL VOC 2007 dataset

into 1,000 meaningful features. We normalize these feature vectors to lie on the unit

sphere. When training the RSVM and DRSVM classifiers, we can thus work with these

feature vectors instead of the corresponding images. Moreover, we restrict attention

to linear hypotheses and assume that transportation distances in the input-output

space are measured by the separable metric (2.18) with the Euclidean norm on the
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input space. We tune the Wasserstein radius ρ ∈ {b ·10e : b ∈ {1, . . . ,9},e ∈ {−2,−3,−4}}

and the label flipping cost κ ∈ {0.1,0.2, . . . ,1,∞} via the holdout method using the

validation data. As usual, we fix κ = ∞ for RSVM. Table 2.3 reports the AP scores

of the RSVM and DRSVM models for each object category. The ensemble of all 20

binary RSVM or DRSVM classifiers, respectively, can be viewed as a naïve multi-label

classifier that predicts all labels of an image. As DRSVM outperforms RSVM on an

object-by-object basis, it also wins in terms of mAP.

In the second scenario, we construct a proper multi-label classifier by fine-tuning the

last layer of the pre-trained AlexNet network. To this end, we replace the original M-th

layer of the network with a new fully connected layer characterized by a parameter

matrix WM ∈R20×1000, and we setσM to the Sigmoid activation function. The resulting

classifer outputs for each of the 20 object categories a probability that an object from

the respective category appears in the input image. The quality of a classifier (which

is encoded by WM ) is measured by the cross-entropy loss function, which naturally

generalizes the logloss to multiple labels. The resulting empirical loss minimization

problem is enhanced with a regularization term proportional to entrywise ‖WM‖1,1

(Lasso), ‖WM‖2
F (Tikhonov), ‖WM‖1 (MACS), ‖WM‖2 (Spectral) or ‖WM‖∞ (MARS).

By using similar arguments as in Section 2.3.4, one can show that the empirical

cross-entropy with MACS, Spectral or MARS regularization term overestimates the

worst-case expected cross-entropy over all distributions of (xM , xM+1) in a Wasserstein

ball provided that the transportation cost is given by

d((xM , xM+1), (x ′
M , x ′

M+1)) = ‖xM −x ′
M‖p +κ1{xM+1 6=x ′

M+1}

for κ=∞, whenever p = 1, p = 2 or p =∞, respectively. Thus, the MACS, Spectral and

MARS regularization terms admit a distributionally robust interpretation.

We use the stochastic proximal gradient descent algorithm of Section 2.3.4 to tune

WM , including an additional momentum term with weight 0.9. As in (Krizhevsky et al.,

2012), we split the training phase into 100 epochs, each corresponding to a complete

pass through the training dataset in a random order. As the ALEXNET requires input

images of size 244×244, in each iteration we extract a random patch of 244×244 pixels

from the current image and flip it horizontally at random. This procedure effectively

augments the training dataset. The initial step size is set to 10−3 and then reduced by
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Table 2.3 – AP scores of different multi-label classifiers.

Scenario 1 Scenario 2

RSVM DRSVM Lasso Tikhonov MACS Spectral MARS

84.80 84.85 85.50 84.26 84.35 83.89 85.53

78.54 78.49 76.18 76.55 76.37 75.67 76.22

82.19 82.19 83.37 83.11 83.52 84.19 83.08

79.55 79.56 77.65 78.04 77.70 78.92 77.53

37.52 37.98 38.10 39.73 39.53 38.75 38.10

72.05 72.03 70.05 69.43 69.17 70.28 69.77

83.08 83.12 83.10 83.67 83.50 82.92 83.17

80.60 80.56 79.87 79.86 80.07 79.85 79.82

54.64 54.64 54.40 54.76 53.94 54.72 54.55

47.82 53.13 52.06 52.10 51.62 55.54 51.19

54.26 58.88 63.41 65.23 65.15 66.79 62.95

75.81 75.81 76.92 77.39 77.26 76.54 76.97

82.74 82.72 82.17 81.89 81.6 80.81 81.9

72.69 72.88 74.70 75.41 74.76 76.48 74.31

90.36 90.36 90.07 90.30 90.22 90.35 90.09

50.22 51.90 50.20 50.18 50.27 51.39 50.20

60.75 63.57 71.78 71.3 70.39 71.64 71.40

56.85 56.98 52.15 54.36 54.65 55.12 51.94

85.09 85.03 84.89 84.55 84.41 85.43 84.96

69.02 69.08 64.73 65.85 65.63 64.26 64.48

mAP 69.92 70.69 70.56 70.90 70.71 71.20 70.40

a factor of 10 after every 7 epochs. The algorithm terminates after 100 epochs. We

preprocess the images in the validation and test datasets as in Scenario 1 and tune

the regularization weights via the holdout method using the validation data. Table 2.3

reports the AP and mAP scores of the different classifiers that were tested. These

results suggest that fine-tuning the last layer of a pre-trained neural network may

improve classifier performance. We observe that the spectral norm regularizer, which

has a distributionally robust interpretation, consistently outperforms almost all other

methods. For further details on the experimental setup (such as the exact search grids

for all hyperparameters) we refer to the code publicized on Github.
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2.6.4 Generalization Bounds

The next experiment estimates the scaling behavior of the smallest Wasserstein radius

that verifies the generalization bound (2.44) for the synthetic threenorm classification

problem (Breiman, 1996). The experiment involves 1,000 simulation trials. In each trial

we generate N training samples for some N ∈ {10, . . . ,90}∪{100, . . . ,1,000} as well as 105

test samples. Each sample (x, y) ∈R20 × {−1,1} is constructed as follows. The label y is

drawn uniformly from {−1,1}. If y =−1, then x is drawn from a standard multivariate

normal distribution shifted by (c, . . . ,c) or (−c, . . . ,−c) with equal probabilities, where

c = 2/
p

20. If ŷ = 1, on the other hand, then x is drawn from a standard multivariate

normal distribution shifted by (c,−c,+c, . . . ,−c).

We now describe three different approaches to choose the Wasserstein radius ε in

the DRSVM (2.22) with transportation cost (2.18), where κ =∞ and ‖ · ‖ represents

the ∞-norm on the input space. Throughout the experiment we use P = {b ·10−e :

b ∈ {1, . . . ,10},e ∈ {1, . . . ,5}} as the search space for ε. Approach 1 (‘cross validation’)

calibrates the Wasserstein radius as before via 5-fold cross validation based solely

on the N training samples. This approach reflects what would typically be done in

practice. Approaches 2 and 3 both solve (2.22) based on the empirical distribution

induced by the N training samples and select the Wasserstein radius using the 105

test samples. Specifically, approach 2 (‘optimal’) chooses the Wasserstain radius that

leads to the lowest test error, while approach 3 (‘generalization bound’) selects the

smallest Wasserstein radius for which the optimal value of (2.22) exceeds the expected

loss on the test samples in at least 95% of all trials, that is, it approximates the smallest

Wasserstein radius that verifies the generalization bound (2.44) for η = 5%. As the

test samples are not available in the training phase, the last two approaches are not

implementable in practice, and we merely study them to gain insights. Figure 2.2a

visualizes all resulting Wasserstein radii as a function of N . Note that the radii obtained

with the first two approaches are uncertain as they depend on a particular choice of

the training samples. Figure 2.2a thus only shows their averages across all simulation

trials. In contrast, the radii obtained with the third approach depend on the training

sample sets of all 1,000 trials and are thus essentially deterministic.

We observe that the Wasserstein radii of all three approaches decay approximately as
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Figure 2.2 – Results of the threenorm classification problem.

1/
p

N , which is in line with the theoretical generalization bound of Theorem 2.46. We

expect this decay rate to be optimal because any faster decay would be in conflict with

the central limit theorem. Note also that our results empirically confirm Theorem 2.46

even though we did not impose any restrictions onW as dictated by Assumption 2.45.

This suggests that Theorem 2.46 might remain valid under weaker conditions.

In the experiment underlying Figure 2.2b, we first fix ŵ to an optimal solution of (2.22)

for ρ = 0.1 and N = 100. Figure 2.2b shows the true risk R(ŵ) and its confidence

bounds given by Theorem 2.51. As expected, for ρ = 0 the upper and lower bounds

coincide with the empirical risk on the training data, which is a lower bound for the

true risk on the test data due to over-fitting effects. As ρ increases, the confidence

interval between the bounds widens and eventually covers the true risk. For instance,

at ρ ≈ 0.009 the confidence interval is given by [0.008,0.162] and contains the true risk

with probability 1−η= 95%.

2.6.5 Worst-Case Distributions

Consider again the 3-vs-8 classification problems from the MNIST database (LeCun

et al., 1998) and fix w? to an optimal solution of the empirical hinge loss minimization

problem. The goal of the last experiment is to evaluate the worst-case hinge loss of

w? for different Wasserstein radii ε ∈ {0,0.01,0.05,0.1,0.5,1} and label flipping costs

κ ∈ {0,∞} and to investigate the corresponding worst-case distributions, which are

efficiently computable by virtue of Theorem 2.24(i). As each input constitutes a vector
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(a) Dependence of the Wasserstein radius on
the number of training samples

(b) Confidence bounds on the risk

Figure 2.3 – Discretization points (input images) of the worst-case distribution for
different ρ and κ. Red frames indicate that the corresponding labels are flipped under
the worst-case distribution.

of pixels intensities between zero and one, we impose support constraints of the form

C x ≤ d with C = [I ,−I ]> and d = [1>,0>]>.

For illustrative purposes we only use the N = 10 first datapoints in the MNIST dataset

as training samples. Each training sample x̂i corresponds to four discretization points

(x̂i +q+?
i j /α+

i j
? and x̂i +q−?

i j /α−
i j
? for j = 1,2) in the worst-case distribution obtained

from (2.28). We observe that for every i exactly one out of these four points has

probability 1
N , while all others have probability 0. Figure 2.3 depicts only those 10

discretization points that have nonzero probability for a fixed ρ and κ. As expected,

the perturbations of the training samples are more severe for larger Wasserstein radii.

For κ=∞ these scenarios must have the same labels as the corresponding training

samples. For κ= 0, on the other hand, the labels can be flipped at no cost (flipped

labels are indicated by red frames). Each scenario group shown in Figure 2.3 can thus

be viewed as a worst-case training dataset for the corresponding Wasserstein radius

and label flipping cost.
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3 Data-Driven Inverse Optimization

with Imperfect Information

In data-driven inverse optimization an observer aims to learn the preferences of an

agent who solves a parametric optimization problem depending on an exogenous

signal. Thus, the observer seeks the agent’s objective function that best explains a

historical sequence of signals and corresponding optimal actions. We focus here on

situations where the observer has imperfect information, that is, where the agent’s

true objective function is not contained in the search space of candidate objectives,

where the agent suffers from bounded rationality or implementation errors, or where

the observed signal-response pairs are corrupted by measurement noise. We formal-

ize this inverse optimization problem as a distributionally robust program minimizing

the worst-case risk that the predicted decision (i.e., the decision implied by a particular

candidate objective) differs from the agent’s actual response to a random signal. We

show that our framework offers rigorous out-of-sample guarantees for different loss

functions used to measure prediction errors and that the emerging inverse optimiza-

tion problems can be exactly reformulated as (or safely approximated by) tractable

convex programs when a new suboptimality loss function is used. We show through ex-

tensive numerical tests that the proposed distributionally robust approach to inverse

optimization attains often better out-of-sample performance than the state-of-the-art

approaches.
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3.1 Introduction

In inverse optimization an observer aims to learn the preferences of an agent who

solves a parametric optimization problem depending on an exogenous signal. The

observer knows the constraints imposed on the agent’s actions but is unaware of her

objective function. By monitoring a sequence of signals and corresponding actions,

the observer seeks to identify an objective function that makes the observed actions

optimal in the agent’s optimization problem. This learning problem can be cast as

an inverse optimization problem over candidate objective functions. The hope is that

the solution of this inverse problem enables the observer to predict the agent’s future

actions in response to new signals.

Inverse optimization has a wide spectrum of applications spanning several disciplines

ranging from econometrics and operations research to engineering and biology. For

example, a marketing executive aims to understand the purchasing behavior of con-

sumers with unknown utility functions by monitoring sales figures (Ackerberg et al.,

2007; Bertsimas et al., 2015; Bajari et al., 2004), a transportation planner wishes to

learn the route choice preferences of the passengers in a multimodal transport system

by measuring traffic flows (Ahuja and Orlin, 2000; Braess et al., 2005; Burton and

Toint, 1992; Faragó et al., 2003), or a healthcare manager seeks to design clinically

acceptable treatments in view of historical treatment plans (Chan et al., 2014). It is

even believed that the behavior of many biological systems is governed by a principle

of optimality with respect to an unknown decision criterion, which can be inferred by

tracking the system (Bottasso et al., 2006; Terekhov et al., 2010). Inverse optimization

has also been applied in geoscience (Neumann-Denzau and Behrens, 1984; Wood-

house and Dziewonski, 1984), portfolio selection (Bertsimas et al., 2012; Iyengar and

Kang, 2005), production planning (Troutt et al., 2006), inventory management (Carr

and Lovejoy, 2000), network design and control (Ahuja and Orlin, 2000; Burton and

Toint, 1992; Hochbaum, 2003; Faragó et al., 2003) and the analysis of electricity prices

(Saez-Gallego et al., 2016).

The main thrust of the early literature on inverse optimization is to identify an ob-

jective function that explains a single observation. In the seminal paper (Ahuja and

Orlin, 2001) the agent solves a static (non-parametric) linear program and reveals her
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optimal decision to the observer, who then identifies the objective function closest

to a prescribed nominal objective, under which the observed decision is optimal.

This model was later extended to conic programs (Iyengar and Kang, 2005), integer

programs (Ahmed and Guan, 2005; Heuberger, 2004; Schaefer, 2009; Wang, 2009)

and linearly constrained separable convex programs (Zhang and Xu, 2010). Another

variant of this problem is considered in (Ahmed and Guan, 2005), where the observer

identifies an admissible objective function for which the optimal value of the agent’s

problem is closest to the observed optimal value corresponding to the unknown true

objective.

This chapter focuses on data-driven inverse optimization problems where the agent

solves a parametric optimization problem several times. Accordingly, the observer has

access to a finite sequence of signals and corresponding optimal responses. Using this

training data, the observer aims to infer an objective function that accurately predicts

the agent’s optimal responses to unseen future signals. As in classical regression, this

learning task could be addressed by minimizing an empirical loss that penalizes the

mismatch between the predicted and true optimal responses to a given signal. Data-

driven inverse optimization problems of this type have only just started to attract

attention, and to the best of our knowledge there are currently only three papers

that study such problems. In (Keshavarz et al., 2011) the observer seeks an objective

function under which all observed decisions solve the Karush-Kuhn-Tucker (KKT)

optimality conditions of the agent’s convex optimization problem. To this end, the

observer minimizes some norm of the KKT residuals at all observations. A similar goal

is pursued in (Bertsimas et al., 2015), where the optimality conditions are expressed

via variational inequalities that can be reformulated as tractable conic constraints

using ideas from robust optimization. This approach has the additional benefit that it

extends to more general inverse equilibrium problems, which indicates that inverse

optimization problems constitute special instances of mathematical programs with

equilibrium constraints. A comprehensive survey of variational inequalities and

mathematical programs with equilibrium constraints is provided in (Harker and Pang,

1990). The third paper suggests to minimize the empirical average of the squared

Euclidean distances between the predicted and true observed decisions, in which case

the data-driven inverse optimization problem reduces to a bilevel program (Aswani

et al., 2018).
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In summary, all existing approaches to data-driven inverse optimization solve an

empirical loss minimization problem over some search space of candidate objectives.

Different approaches mainly differ with respect to the loss functions that capture the

mismatch between predictions and observations. The KKT loss used in (Keshavarz

et al., 2011) quantifies the extent to which the observed response to some signal

violates the KKT conditions for a fixed candidate objective. Similarly, the first-order

loss used in (Bertsimas et al., 2015) measures the extent to which an observed response

violates the first-order optimality conditions. Moreover, the predictability loss used

in (Aswani et al., 2018) captures the squared distance between an observed response

and the response predicted by a given candidate objective.

In this chapter we introduce the new suboptimality loss, which quantifies the degree

of suboptimality of an observed response under a given candidate objective. While

the predictability and suboptimality losses both enjoy a direct physical meaning, the

KKT and first-order losses are generally not as easily interpretable.

Computational experiments in (Keshavarz et al., 2011) and (Bertsimas et al., 2015) sug-

gest that empirical loss minimization problems under perfect information are likely

to correctly identify the agent’s true objective function if there is sufficient training

data and the search space of candidate objectives is not too large. In any realistic

setting, however, the observer is confronted with imperfect information such as model

uncertainty (the agent’s true objective is not one of the candidate objectives), noisy

measurements (the observed signals and responses are corrupted by measurement

errors) or bounded rationality (the agent settles for suboptimal responses due to cog-

nitive or computational limitations). Due to overfitting effects, imperfect information

can severely impair the predictive power of a candidate objective obtained via em-

pirical loss minimization. This is simply a manifestation of the notorious ‘garbage

in-garbage out’ phenomenon. As imperfect information certainly reflects the norm

rather than the exception in inverse optimization, we propose here a systematic ap-

proach to combat overfitting via distributionally robust optimization. Specifically,

inspired by (Mohajerin Esfahani and Kuhn, 2018) and (Shafieezadeh-Abadeh et al.,

2015), we use the Wasserstein distance to construct a ball in the space of all signal-

response-distributions centered at the empirical distribution on the training samples,

and we formulate a distributionally robust inverse optimization problem that min-

94



3.1. Introduction

imizes the worst-case risk of loss for any combination of a risk measure with a loss

function, where the worst case is taken over all distributions in the Wasserstein ball. If

the radius of the Wasserstein ball is chosen judiciously, we can guarantee that it con-

tains the unknown data-generating distribution with high confidence, which in turn

allows us to derive rigorous out-of-sample guarantees for the risk of loss of unseen fu-

ture observations. The proposed distributionally robust inverse optimization problem

can naturally be interpreted as a regularization of the corresponding empirical loss

minimization problem. While regularization is known to improve the out-of-sample

performance of numerous estimators in statistics, it has not yet been investigated

systematically in the context of data-driven inverse optimization.

We highlight the following main contributions of this chapter relative to the existing

literature:

• We propose the suboptimality loss as an alternative to the KKT, first-order and

predictability losses. The suboptimality loss admits a direct physical interpreta-

tion (like the predictability loss) and leads to convex empirical loss minimization

problems (like the KKT and first-order losses) whenever the candidate objective

functions admit a linear parameterization. In contrast, empirical predictability

loss minimzation problems constitute NP-hard bilevel programs even for linear

candidate objectives. We also propose the bounded rationality loss, which gen-

eralizes the suboptimality loss to situations where the agent is known to select

δ-suboptimal decision due to bounded rationality.

• We leverage the data-driven distributionally robust optimization scheme with

Wasserstein balls developed in (Mohajerin Esfahani and Kuhn, 2018) to regular-

ize empirical inverse optimization problems under imperfect information. As

such, the proposed approach offers out-of-sample guarantees for any combi-

nation of risk measures and loss functions. In contrast, (Bertsimas et al., 2015)

develops out-of-sample guarantees only for the value-at-risk of the first-order

loss, while (Keshavarz et al., 2011) and (Aswani et al., 2018) discuss no (finite)

out-of-sample guarantees at all.

• We study the tractability properties of the distributionally robust inverse opti-

mization problem that minimizes the conditional value-at-risk of the subop-
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timality loss. We prove that this problem is equivalent to a convex program

when the search space consists of all linear functions. We also show that this

problem admits a safe convex approximation when the search space consists of

all convex quadratic functions or all conic combinations of finitely many convex

basis functions.

• We argue that the first-order and suboptimality losses can be used as tractable

approximations for the intractable predictability loss, which has desirable sta-

tistical consistency properties (Aswani et al., 2018) and is the preferred loss

function if the observer aims for prediction accuracy. We show that if the can-

didate objective functions are strongly convex, then the estimators obtained

from minimizing the first-order and suboptimality losses admit out-of-sample

predictability guarantees. Moreover, the predictability guarantee corresponding

to the suboptimality loss is stronger than the one obtained from the first-order

loss. Recall that the predictability loss itself cannot be minimized in polynomial

time.

• We show through extensive numerical tests that the proposed distributionally

robust approach to inverse optimization attains often better (lower) out-of-

sample suboptimality and predictability than the state-of-the art approaches

in (Bertsimas et al., 2015) and (Aswani et al., 2018). All of our experiments are

reproducible, and the underlying source codes are available at https://github.

com/sorooshafiee/InverseOptimization.

Notation

The inner product of two vectors s, t ∈Rm is denoted by 〈s, t〉 := sᵀt , and the dual of a

norm ‖·‖ on Rm is defined through ‖t‖∗ := sup‖s‖≤1〈t , s〉. The dual of a proper (closed,

solid, pointed) convex cone C ⊆ Rm is defined as C ∗ := {t ∈ Rm : 〈t , s〉 ≥ 0 ∀s ∈ C },

and the relation s ºC t is interpreted as s − t ∈ C . Similarly, for two symmetric ma-

trices Q,R ∈Rm×m the relation Q º R (Q ¹ R) means that Q −R is positive (negative)

semidefinite. The identity matrix is denoted by I. We denote by δξ the Dirac distribu-

tion concentrating unit mass at ξ ∈Ξ. The N -fold product of a distributionP on Ξ is

denoted by PN , which represents a distribution on the Cartesian product ΞN . The

decision variables of an optimization model are always specified directly under the
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optimization operator or in the first few lines of the list of constraints.

3.2 Inverse Optimization under Perfect Information

Consider an agent who first receives a random signal s ∈S⊆Rm and then solves the

following parametric optimization problem:

minimize
x∈X(s)

F (s, x). (3.1)

Note that both the objective function F : Rm ×Rn → R as well as the (multivalued)

feasible set mapping X : Rm⇒ Rn depend on the signal. We assume that the set of

minimizers X?(s) := argminx∈X(s) F (s, x) is non-empty for every s ∈ §. Consider also

an independent observer who monitors the signal s ∈ § as well as the agent’s optimal

response x ∈X?(s). We assume that the observer is ignorant of the agent’s preferences

encoded by the objective function F . Thus, a priori, the observer cannot predict

the agent’s response x to a particular signal s. Throughout the chapter we assume

that the observed signal-response pairs ξ := (s, x) are governed by some probability

distributionP supported on Ξ := {
(s, x) : s ∈ §, x ∈X(s)

}
, which can be viewed as the

graph of the feasible set mapping X. Note that the marginal distribution of s under P

captures the frequency of the exogenous signals, while the conditional distribution of

x given s places all probability mass on the argmin set X?(s). Note that, unless X?(s)

is a singleton, the exact conditional distribution of x given s depends on the specific

optimization algorithm used by the agent.

In the following we assume that the observer has access to N independent samples

ξ̂i := (ŝi , x̂i ) fromP, which can be used to learn the agent’s objective function. As the

space of all possible objective functions is vast, the observer seeks to approximate

F by some candidate objective function from within a parametric hypothesis space

F = {Fθ : θ ∈Θ}, whereΘ represents a finite-dimensional parameter set. Ideally, the

observer would aim to identify the hypothesis Fθ closest to F , e.g., by solving the least

squares problem

minimize
θ∈Θ

1

N

N∑
i=1

`θ(ŝi , x̂i ), (3.2)
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where `θ(ŝi , x̂i ) denotes the identifiability loss as per the following definition.

Definition 3.1 (Identifiability loss). The identifiability loss of model θ is given by

`θ(s, x) := |F (s, x)−Fθ(s, x)|2. (3.3)

Unfortunately, the identifiability loss of a training sample cannot be evaluated unless

the agent’s objective function F is known. Indeed, the observer is blind to the agent’s

objective values F (ŝi , x̂i ) and only sees the signals ŝi and responses x̂i . Thus, the

identifiability loss cannot be used to learn F . It can merely be used to assess the quality

of a hypothesis Fθ obtained with another method in a synthetic experiment where

the true objective F is known. As two objective functions have the same minimizers

whenever they are related through a strictly monotonically increasing transformation,

however, it is indeed fundamentally impossible to learn F from the available training

data. At best we can learn the set of its minimizers X?(s) for every s.

If a hypothesis Fθ is used in lieu of F , it can be used to predict the agent’s optimal

response to a signal s by solving a variant of problem (3.1), where F is replaced with

Fθ. In the following we define X?
θ

(s) := argminy∈X(s) Fθ(s, y) and refer to any x ∈X?
θ

(s)

as a response to s predicted by θ. Note that x ∈X?
θ

(s) if and only if the response x to

s can be explained by model θ. In order to assess the quality of a candidate model

θ, the observer should now check whether X?
θ

(s) ≈X?(s) with high probability over

s ∈ §. This can be achieved by solving an empirical loss minimization problem of the

form (3.2) with a loss function that satisfies `θ(s, x) = 0 if x ∈ X?
θ

(s) and `θ(s, x) > 0

otherwise. Thus, the loss should vanish if and only if the decision x can be explained

as an optimal response to s under model θ.

In order to learn X?(s), an intuitive approach is to minimize the predictability loss

defined below.

Definition 3.2 (Predictability loss). The predictability loss of model θ is given by

`θ(s, x) := min
y∈X?

θ
(s)

‖x − y‖2
2. (3.4a)

It quantifies the squared Euclidean distance of x from the set of responses to s pre-

dicted by θ.
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The predictability loss is known to offer strong statistical consistency guarantees but

renders (3.2) an NP-hard bilevel optimization problem even if the agent’s subproblem

is convex (Aswani et al., 2018). Thus, the predictability loss can only be used for

low-dimensional problems involving moderate sample sizes. An alternative choice is

to minimize the suboptimality loss proposed in this chapter, which we will show to be

computationally attractive.

Definition 3.3 (Suboptimality loss). The suboptimality loss of model θ is given by

`θ(s, x) := Fθ(s, x)− min
y∈X(s)

Fθ(s, y). (3.4b)

It quantifies the suboptimality of x, that is, the cost of x in excess to the minimum

cost under Fθ given s.

Another computationally attractive loss function is the degree of violation of the

agent’s first-order optimality condition (Bertsimas et al., 2015).

Definition 3.4 (First-order loss). If Fθ is differentiable with respect to x, the first-order

loss is given by

`θ(s, x) := max
y∈X(s)

〈∇xFθ(s, x), x − y〉. (3.4c)

It quantifies the extent to which x violates the first-order optimality condition of the

optimization problem (3.1) for a given s, where F is replaced with Fθ. Note that the

first-order loss vanishes whenever x represents a local minimizer of Fθ(s, ·) over X(s).

Note that the predictability loss best captures the observer’s objective to predict the

agent’s decisions. However, the suboptimality loss and the first-order loss have better

computational properties. Indeed, we will argue below that the learning model (3.2)

with the loss functions (3.4b) or (3.4c) is computationally tractable under suitable

convexity assumptions about the agent’s decision problem (3.1), the support set Ξ

and the hypothesis space F . Thus, we encounter a similar situation as in binary

classification, where it is preferable to minimize the convex hinge loss instead of the

discontinuous 0-1 loss, which is the actual quantity of interest. We also emphasize that

the first-order and suboptimality losses coincide for linear hypotheses; see Section 3.5.
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The following proposition establishes basic properties of the loss functions (3.4).

Proposition 3.5 (Dominance relations between loss functions). Assume that Fθ(s, x)

is convex and differentiable in x, and define γ≥ 0 as the largest number satisfying the

inequality

Fθ(s, y)−Fθ(s, x) ≥ 〈∇xFθ(s, x), y −x〉+ γ

2
‖y −x‖2 ∀x, y ∈X(s), ∀s ∈ §. (3.5)

If `p
θ

, `s
θ

and `f
θ

denote the predictability, suboptimality and first-order losses, respec-

tively, then we have

`f
θ(s, x) ≥ `s

θ(s, x) ≥ γ

2
`

p
θ

(s, x) ∀s ∈S, x ∈X(s). (3.6)

Moreover, all three loss functions are non-negative and evaluate to zero if and only if

x ∈Xθ(s).

Note that (3.5) always holds for γ = 0 due to the first-order condition of convexity

(Boyd and Vandenberghe, 2004, Section 3.1.3).

Proof of Proposition 3.5. Setting γ= 0 and minimizing both sides of (3.5) over y ∈X(s)

yields `f
θ

(s, x) ≥ `s
θ

(s, x). Next, the first-order optimality condition of the convex

program (3.1) with objective function Fθ requires that

〈∇xFθ(s, x), y −x〉 ≥ 0 ∀y ∈X(s) (3.7)

at any optimal point x ∈X?
θ

(s). Combining the inequalities (3.5) and (3.7) then yields

Fθ(s, y)−Fθ(s, x) ≥ γ

2
‖y −x‖2 ∀x ∈X?θ (s), y ∈X(s).

Minimizing both sides of the above inequality over x ∈X?
θ

(s) yields `s
θ

(s, x) ≥ γ
2`

p
θ

(s, x).

Note that this inequality is only useful for γ> 0, in which case X?
θ

(s) is in fact a sin-

gleton. It is straightforward to verify that all loss functions (3.4) are non-negative and

evaluate to zero if and only if x ∈X?
θ

(s). In the case of the first-order loss, for instance,

this equivalence holds because the first-order condition (3.7) is both necessary and

sufficient for the optimality of x. We remark that (3.6) remains valid if γ depends on s

and θ.
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While the basic estimation models in statistical learning all minimize an empirical

loss as in (3.2), some inverse optimization models proposed in (Bertsimas et al.,

2015) implicitly minimize the worst-case loss across all training samples. To capture

both approaches in a unified model, we suggest here to minimize a normalized,

positive homogeneous and monotone risk measure ρ that penalizes positive losses.

More precisely, we denote by ρQ(`θ) the risk of the loss `θ(ξ) if ξ= (s, x) follows the

distributionQ. The inverse optimization problem (3.2) thus generalizes to

minimize
θ∈Θ

ρP̂N (`θ), where P̂N := 1

N

N∑
i=1

δξ̂i
(3.8)

represents the empirical distribution on the training samples. In the remainder we

refer to ρP̂N (`θ) as the empirical or in-sample risk. Note that (3.8) reduces indeed

to (3.2) if we choose the expected value as the risk measure. Two alternative risk

measures that could be used in (3.8) are described in the following example.

Example 3.6 (Risk measures). A popular risk measure that the observer could use

to quantify the risk of a positive loss is the conditional value-at-risk (CVaR) at level

α ∈ (0,1], which is defined as

CVaRQα (`θ) = inf
τ
τ+ 1

α
EQ

[
max{`θ(s, x)−τ,0}

]
, (3.9a)

see (Rockafellar et al., 2000). For α= 1, the CVaR reduces to the expected value, and

forα ↓ 0, it converges to the essential supremum of the loss. Alternatively, the observer

could use the value-at-risk (VaR) at level α ∈ [0,1] defined as

VaRQα (`θ) = inf
τ

{
τ : Q

[
`θ(s, x) ≤ τ]≥ 1−α}

. (3.9b)

Note that the VaR coincides with the upper (1−α)-quantile of the loss distribution.

Moreover, if `θ(s, x) has a continuous marginal distribution underQ, then CVaRQα (`θ)

coincides with the expected loss above VaRQα (`θ).

By definition, the loss function `θ(ξ) is non-negative for all ξ ∈ Ξ and θ ∈ Θ. The

monotonicity and normalization of the risk measure ρ thus imply that

ρP̂N (`θ) ≥ ρP̂N (0) = 0 ∀θ ∈Θ,
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which in turn implies that the optimal value of problem (3.8) is necessarily larger than

or equal to zero. Moreover, if the agent’s true objective function is contained in F ,

that is, if F = Fθ? for some θ? ∈Θ, then the loss `θ?(ξ̂i ) vanishes for all i , indicating

that the optimal value of (3.8) is zero and that θ? is optimal in (3.8). In this case, the

optimal value of the in-sample risk minimization problem (3.8) is known a priori, and

the only informative output of any solution scheme is an optimizer, that is, a model

θ′ ∈Θwith zero in-sample risk. If the number of training samples is moderate, then

there may be multiple optimal solutions, and θ′ may differ from the agent’s true model

θ?.

Remark 3.7 (Choice of risk measures). If F = Fθ? for θ? ∈ Θ, then the minimum

of (3.8) vanishes and is minimized by θ? irrespective of ρ. Thus, one might believe

that the choice of the risk measure is immaterial for the inverse optimization problem.

However, different risk measures may result in different solution sets. For example, if

ρ is the CVaR at levelα ∈ (0,1], then θ′ is a minimizer of (3.8) if and only if `θ′(ŝi , x̂i ) = 0

for all i ∈ [N ]. In contrast, if ρ is the VaR at levelα ∈ [0,1], then θ′ is a minimizer of (3.8)

if and only if `θ′(ŝi , x̂i ) = 0 for a portion of at least 1−α of all N training samples. Thus,

the use of VaR may lead to an inflated solution set. Moreover, the choice of ρ impacts

the tractability of (3.8); see Sections 3.5 and 3.6.

3.3 Inverse Optimization under Imperfect Information

The proposed framework for inverse optimization described in Section 3.2 is predi-

cated on the assumption of perfect information. Specifically, it is assumed that the

agent is able to determine and implement the best response x to any given signal s

and that the observer can measure s and x precisely. Moreover, it is implicitly assumed

that the family F of candidate objective functions contains the agent’s true objective

function F . In practice, however, the observer may be confronted with the following

challenges:

(i) Model uncertainty: The hypothesis space F chosen by the observer may not

be rich enough to contain the agent’s true objective function F or any strictly

increasing transformation of F that encodes the same preferences.
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(ii) Measurement noise: The observed signal-response pairs may be corrupted by

noise, which prevents the observer from measuring them exactly.

(iii) Bounded rationality: The agent may settle for a suboptimal decision x due

to cognitive or computational limitations. Even if the best response can be

computed exactly, an exact implementation of the desired best response may

not be possible due to implementation errors (Ben-Tal et al., 2009).

In the presence of model uncertainty, that is, if neither F nor any strictly increasing

transformation of F is contained in the chosen hypothesis space F , then there ex-

ists typically no θ ∈ Θ such that the loss functions described in Section 3.2 vanish

on all training samples. In this case a perfect recovery of the agent’s preferences is

fundamentally impossible, and the optimal value of the empirical risk minimization

problem (3.8) is positive. The best the observer can hope for is to learn the para-

metric hypothesis that most accurately (but imperfectly) captures the agent’s true

preferences.

In the presence of measurement noise the observed training samples ξ̂i = (ŝi , x̂i )

represent random perturbations of some unobservable pure samples ξ̃i = (s̃i , x̃i ).

While x̃i is an exact optimal response to an unperturbed signal s̃i , the noisy response

x̂i generically constitutes a suboptimal—maybe even infeasible—response to ŝi . We

will henceforth assume that the noisy samples ξ̂i are mutually independent and follow

an in-sample distributionPin, while the corresponding unperturbed samples ξ̂i are

governed by an out-of-sample distribution Pout. While the distribution Pout of the

perfect samples is supported on Ξ by construction, the in-sample distribution Pin

of the noisy samples may or may not be supported on Ξ. If the noisy samples can

materialize outside of Ξ, then we call the noise inconsistent. If all noisy samples are

guaranteed to reside within Ξ, on the other hand, then we call the noise consistent.

Thus, in the presence of measurement noise, the observer faces the challenging task to

learnPout from samples ofPin. Note that in the absence of noise we havePin =Pout,

which coincides with the distributionP introduced in Section 3.2.

Agents suffering from bounded rationality may not be able to solve (3.1) to global opti-

mality. Such agents may respond to a given signal s with a δ-suboptimal solution xδ,

that is, a decision xδ ∈X(s) with F (s, xδ) ≤ minx∈X(s) F (s, x)+δ. Here, the parameter
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δ ≥ 0 quantifies the agent’s irrationality. Indeed, if δ > 0, the agent accepts a cost

increase of up to δ for the freedom of choosing a δ-suboptimal decision, which may

require fewer cognitive or computational resources than finding a global minimizer.

Note that the observer may mistakenly perceive the effects of bounded rationality as

(consistent) measurement noise or vice versa. So one might argue that there is no need

to distinguish between these two types of imperfect information. However, bounded

rationality is fundamentally different from measurement noise if the observer knows

that the imperfect measurements are caused by bounded rationality. If the imper-

fections originate from measurement noise, then the observer aims to filter out the

noise in order to predict the agent’s pure decisions. If the imperfections originate

from bounded rationality, on the other hand, then the observer aims to predict the

agent’s δ-suboptimal decisions and not the ideal global optimizers. In other words,

the observer always aims to predict the agent’s responses bar measurement noise,

irrespective of whether these responses are rational or not. An observer who knows

the agent’s degree of irrationality δ may thus improve the predictive power of her

learning model by replacing the suboptimality loss (3.4b) with the bounded rationality

loss.

Definition 3.8 (Bounded rationality loss). The bounded rationality loss of model θ is

given by

`θ(δ; s, x) := max
{
Fθ(s, x)− min

y∈X(s)
Fθ(s, y)−δ,0

}
. (3.10)

It quantifies the amount by which the suboptimality of x with respect to Fθ given

signal s exceeds δ≥ 0. By construction, `θ(δ; s, x) = 0 whenever x is a δ-supoptimal

response to the signal s, and `θ(s, x) > 0 otherwise.

Remark 3.9 (Estimating δ). Note that the bounded rationality loss with δ= 0 reduces

to the usual suboptimality loss (3.4b). Even if it is known that the agent suffers from

bounded rationality, the constant δ is unlikely to be available in practice. However, as

long as there are no other sources of imperfect information (such as model uncertainty

or measurement noise), the observer can estimate δ and θ from the training data by

solving

minimize
θ∈Θ,δ≥0

{δ : `θ(δ; ŝi , x̂i ) = 0 i ∈ [N ]} . (3.11)

This variant of the inverse optimization problem identifies the smallest bounded
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rationality constant δ that explains all observed responses as δ-suboptimal decisions

under model θ. Note that (3.11) constitutes a convex optimization problem as long

as Θ is convex and the hypotheses Fθ(s, x) are affinely parameterized in θ, which

guarantees that `θ(δ; s, x) is jointly convex in θ and δ for any fixed s and x. Moreover,

instead of solving (3.11), one could equivalently solve the empirical risk minimization

problem (3.8) with the suboptimality loss and the essential supremum risk measure

to find θ and then set δ to the resulting optimal objective value.

To some extent, all of the complications discussed in this section are inevitable in any

real application. In fact, they are likely to reflect the norm rather than the exception.

Thus, the main objective of this chapter is to develop inverse optimization models

that can cope with imperfect information in a principled manner.

3.4 Distributionally Robust Inverse Optimization

By combining different loss functions with different risk measures, one may synthesize

different empirical risk minimization problems of the form (3.8). By construction, any

solution of (3.8) has minimum in-sample risk. However, the in-sample risk merely

captures historical performance and is therefore of little practical interest. Instead,

the observer seeks models that display promising performance on unseen future data.

Definition 3.10 (Out-of-sample risk). We refer to ρPout (`θ) as the out-of-sample risk

of the model θ ∈Θ.

Ideally, the observer would want to minimize the out-of-sample risk over all candidate

models θ ∈Θ. This is impossible, however, because the out-of-sample distribution

Pout of the signal-response pairs is unknown, and only a finite set of training samples

from Pin is available (recall that Pin =Pout if measurements are perfect). In this sit-

uation, the observer has to settle for a data-driven solution θ̂N ∈Θ that depends on

the training samples and attains—hopefully—a low out-of-sample risk. We empha-

size that, due to its dependence on the training samples, θ̂N constitutes a random

object, whose stochastics is governed by the product distributionPN
in. A simple data-

driven solution is obtained, for instance, by solving the empirical risk minimization

problem (3.8).
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While it is impossible to minimize the out-of-sample risk on the basis of the training

samples, it is sometimes possible to establish data-driven out-of-sample guarantees

in the sense of the following definition.

Definition 3.11 (Out-of-sample guarantee). We say that a data-driven solution θ̂N

enjoys an out-of-sample performance guarantee at significance level β ∈ [0,1] if there

exists a data-driven certificate ĴN with

PN
in

[
ρPout (`θ̂N

) ≤ ĴN
]≥ 1−β. (3.12)

Note that the probability in (3.12) is evaluated with respect to the distribution of N

independent (potentially noisy) training samples, which impact both the data-driven

solution θ̂N and the certificate ĴN . Note also that the certificate ĴN can be viewed as an

upper (1−β)-confidence bound on the out-of-sample risk of θ̂N . Thus, we sometimes

refer to the confidence level 1−β as the certificate’s reliability.

As the ideal goal to minimize the out-of-sample risk is unachievable, the observer

might settle for the more modest goal to determine a data-driven solution that admits

a low certificate with a high reliablity. We will now argue that this secondary goal is

achievable by adopting a distributionally robust approach. Specifically, we will use the

N training samples to design an ambiguity set P̂N that contains the out-of-sample

distribution Pout of the (perfect) signal-response pairs with confidence 1−β. Next,

we construct the data-driven solution θ̂N and the corresponding certificate ĴN by

minimizing the worst-case risk across all models θ ∈Θ, where the worst case is taken

with respect to all signal-response distributions in the ambiguity set P̂N , that is, we

set

θ̂N ∈ argmin
θ∈Θ

sup
Q∈P̂N

ρQ(`θ) and ĴN := min
θ∈Θ

sup
Q∈P̂N

ρQ(`θ). (3.13)

It is clear that if PN
in[Pout ∈ P̂N ] ≥ 1−β, then the distributionally robust solution

θ̂N and the corresponding certificate ĴN defined above satisfy the out-of-sample

guarantee (3.12). In order to ensure that P̂N contains the unknown out-of-sample

distributionPout with confidence 1−β, we construct the ambiguity set P̂N as a ball

in the space of probability distributions with respect to the Wasserstein metric as
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suggested in (Mohajerin Esfahani and Kuhn, 2018).

Definition 3.12 (Wasserstein metric). For any integer p ≥ 1 and closed set Ξ⊂Rn+m

we let M p (Ξ) be the space of all probability distributions Q supported on Ξ with

EQ
[‖ξ‖p

] = ∫
Ξ ‖ξ‖pQ(dξ) <∞. The p-Wasserstein distance between two distribu-

tionsQ1,Q2 ∈M p (Rn+m) is defined as

Wp
(
Q1,Q2

)
:= inf


(∫

‖ξ1 −ξ2‖pΠ(dξ1,dξ2)

)1/p

:

Π is a joint distribution of

ξ1 and ξ2 with marginals

Q1 andQ2, respectively

 .

The Wasserstein distance Wp
(
Q1,Q2

)
can be viewed as the (p-th root of the) minimum

cost for moving the distributionQ1 toQ2, where the cost of moving a unit mass from ξ1

to ξ2 amounts to ‖ξ1 −ξ2‖p . The joint distributionΠ of ξ1 and ξ2 is therefore naturally

interpreted as a mass transportation plan.

We define the ambiguity set as a p-Wasserstein ball in M p (Ξ) centered at the empirical

distribution P̂N defined in (3.8). Specifically, we define the p-Wasserstein ball of radius

ε around P̂N as

B
p
ε (P̂N ) := {

Q ∈M p (Ξ) : Wp
(
Q,P̂N

)≤ ε} .

Note that if ε= 0 and the empirical distribution is supported onΞ, which is necessarily

true in the absence of measurement noise, then the Wasserstein ball Bp
ε (P̂N ) shrinks

to the singleton set that contains only the empirical distribution. In this case, the

distributionally robust inverse optimization problem (3.13) reduces to the empirical

risk minimization problem (3.8). In order to establish out-of-sample guarantees, we

must assume that the p-Wasserstein distance between Pin and Pout is bounded by

a known constant ε0 ≥ 0. This is the case, for instance, if the noise is additive and all

noise realizations are bounded by ε0 with certainty.

Proposition 3.13 (Out-of-sample guarantee). Assume that there exists a > 1 with

A :=EPin [exp(‖ξ‖a)] <∞. Assume also that β ∈ (0,1) is a prescribed significance level,

Wp
(
Pin,Pout

)≤ ε0, and m+n 6= 2p.1 Then, there exist constants c1,c2 > 0 that depend

1Proposition 3.13 readily extends to the case n +m = 2p at the expense of additional notation by
leveraging (Fournier and Guillin, 2015, Theorem 2).
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only on a, A, m and n such thatPN
in[Pout ∈Bp

ε (P̂N )] ≥ 1−β whenever ε≥ ε0 +εN (β),

where

εN (β) :=


(

log(c1β
−1)

c2N

)min
{

p(m+n)−1, 1
2

}
if N ≥ log(c1β

−1)
c2

,(
log(c1β

−1)
c2N

)
if N < log(c1β

−1)
c2

.
(3.14)

Proof. Select any ε≥ ε0 +εN (β). Then, the triangle inequality implies

Wp
(
Pout,P̂N

)≤ Wp
(
Pout,Pin

)+Wp
(
Pin,P̂N

)
.

By assumption, the first term on the right hand side is bounded by ε0 with certainty.

Theorem 3.5 in (Mohajerin Esfahani and Kuhn, 2018), which leverages a powerful

measure concentration result developed in (Fournier and Guillin, 2015, Theorem 2),

further guarantees that the second term is bounded above by εN (β) with confidence

1−β. As Pout is supported on Ξ, we may thus conclude that Pout ∈ Bp
ε (P̂N ) with

probability 1−β. This observation completes the proof.

Proposition 3.13 ensures that the distributionally robust solution θ̂N and the corre-

sponding certificate ĴN induced by a Wasserstein ambiguity set of radius ε≥ ε0+εN (β)

satisfy the out-of-sample guarantee (3.12). One can further show that if there is no

measurement noise (Pin =Pout =P) while βN ∈ (0,1) for N ∈N satisfies
∑∞

N=1βN <∞
and limN→∞εN (βN ) = 0,2 then any accumulation point of {θ̂N }N∈N is P∞-almost

surely a minimizer of the the out-of-sample risk ρP(`θ) over θ ∈Θ; see (Mohajerin

Esfahani and Kuhn, 2018, Theorem 3.6).

We emphasize that asymptotic consistency is lost when Pin differs from Pout. In

this case it is fundamentally impossible to systematically recover a minimizer of the

out-of-sample risk ρP(`θ) even if infinitely many samples from Pin are available.

However, it is easy to construct examples where the solution of the distributionally

robust inverse optimization problem (3.13) strictly outperforms that of the empirical

risk minimization model (3.8) in out-of-sample tests even if the number of training

samples tends to infinity.

Besides offering rigorous out-of-sample and asymptotic guarantees, the proposed

2A possible choice is βN = exp(−pN ).
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approach to distributionally robust inverse optimization can be shown to be tractable

if the search space contains only linear or quadratic hypotheses, and risk is measured

by the CVaR of the suboptimality loss (3.4b) or the first-order loss (3.4c). Unfortu-

nately, tractability is lost when minimizing the predictability loss (3.4a), which is the

actual quantitiy of interest. However, the computable distributionally robust solutions

(θ̂s
N , Ĵ s

N ) and (θ̂f
N , Ĵ f

N ) corresponding to the suboptimality and first-order losses, respec-

tively, can be used to construct out-of-sample guarantees for the predictability loss if

the hypotheses are uniformly strongly convex with parameter γ> 0. Indeed, if `p
θ

, `s
θ

and `f
θ

denote the predictability, suboptimality and first-order losses, respectively, we

have

PN
in

[
ρPout (`s

θ̂s
N

) ≤ Ĵ s
N

]
≥ 1−β =⇒ PN

in

[
ρPout (`p

θ̂s
N

) ≤ 2

γ
Ĵ s

N

]
≥ 1−β (3.15a)

and

PN
in

[
ρPout (`f

θ̂f
N

) ≤ Ĵ f
N

]
≥ 1−β =⇒ PN

in

[
ρPout (`p

θ̂f
N

) ≤ 2

γ
Ĵ f

N

]
≥ 1−β, (3.15b)

where both implications follow from the dominance relation (3.6) established in

Proposition 3.5 and the scale invariance and monotonicity of the CVaR. Thus, both

θ̂s
N and θ̂f

N are efficiently computable and offer an out-of-sample guarantee for the

predictability loss. While both guarantees involve the same confidence level 1−β,

however, the underlying certificates J s
N and J f

N are generically different. One can again

use the dominance relation (3.6) from Proposition 3.5 and the monotonicity of the

CVaR to show that J s
N ≤ J f

N . Thus, minimizing the suboptimality loss results in a weakly

stronger predictability guarantee. This reasoning suggests that the observer should

favor the suboptimality loss (3.4b) over the first-order loss (3.4c). We emphasize

that unlike the suboptimality loss, however, the first-order loss leads to tractable

inverse optimization models even in the presence of several strategically interacting

agents (Bertsimas et al., 2015).

Remark 3.14 (Out-of-sample guarantees in (Bertsimas et al., 2015)). The out-of-

sample guarantees provided in (Bertsimas et al., 2015) only apply to the VaR, and

an extension to other risk measures is not envisaged. Specifically, (Bertsimas et al.,

2015, Theorem 6) provides an out-of-sample guarantee for the VaR of the first-order

loss, while (Bertsimas et al., 2015, Theorem 6) offers an out-of-sample guarantee for
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the VaR of the predictability loss. In contrast, the distributionally robust approach

discussed here offers out-of-sample guarantees for any normalized, positive homoge-

neous and monotone risk measure including the VaR or any coherent risk measure

such as the CVaR etc.

3.5 Linear Hypotheses

On the one hand, the hypothesis space F should be rich enough to contain the agent’s

unknown true objective function F . On the other hand, F should be small enough to

ensure tractability of the distributionally robust inverse optimization problem (3.13)

and to prevent degeneracy of its optimal solutions. A particular class F that strikes

this delicate balance and proves useful in many applications is the family of linear

objective functions Fθ(s, x) := 〈θ, x〉. The corresponding search space Θ ⊆ Rn may

account for prior information on the agent’s objective and should not contain θ = 0,

which corresponds to a trivial constant objective function that renders every response

optimal. Examples of tractable search spaces are listed below.

Example 3.15 (Tractable search spaces). If there is no prior information on F , it is

natural to set

Θ := {
θ ∈Rn : ‖θ‖∞ = 1

}
. (3.16a)

Note that the normalization ‖θ‖∞ = 1 is non-restrictive because the objective func-

tions corresponding to θ and κθ imply the same preferences for any model θ 6= 0 and

scaling factor κ> 0. In fact, we could defineΘ as the unit sphere induced by any norm

on Rn . However, the ∞-norm stands out from a computational perspective. While all

norm spheres are non-convex and therefore a priori unattractive as search spaces, the

∞-norm sphere decomposes into 2n polytopes—one for each facet. This polyhedral

decomposition property allows us to optimize efficiently overΘ.

If F is known to be non-decreasing in the agent’s decisions, a natural choice is

Θ := {θ ∈Rn : ‖θ‖1 = 1,θ ≥ 0}. (3.16b)

This search space has been used in (Keshavarz et al., 2011) and constitutes a single
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convex polytope.

If F is believed to reside in the vicinity of a nominal objective function 〈θ0, x〉 as in

(Ahuja and Orlin, 2001), then we may set

Θ := {
θ ∈Rn : ‖θ−θ0‖ ≤ Γ

}
, (3.16c)

where ‖ ·‖ denotes a generic norm, and Γ reflects the degree of uncertainty about the

nominal model θ0.

When focusing on linear hypotheses, the suboptimality loss function (3.4b) reduces to

Fθ(s, x)− min
y∈X(s)

Fθ(s, y) = max
y∈X(s)

〈θ, x − y〉 = max
y∈X(s)

〈∇xFθ(s, x), x − y〉 (3.17)

and thus equals the first-order loss (3.4c), which is positive homogeneous and sub-

additive in θ. The tractability results to be established below rely on the following

assumption.

Assumption 3.16 (Conic representable support). The signal space § and the feasible

set X(s) are conic representable, that is,

S= {
s ∈Rm : C s ºC d

}
and X(s) = {x ∈Rn : W x ºK H s +h} ∀s ∈S,

where the relations ‘ºC ’ and ‘ºK ’ represent conic inequalities with respect to some

proper convex cones C and K of appropriate dimensions, respectively. The set Ξ of

all possible signal-response pairs thus reduces to

Ξ= {
(s, x) ∈Rm ×Rn : C s ºC d , W x ºK H s +h

}
.

We also assume that the convex set Ξ admits a Slater point.

Under Assumption 3.16, the suboptimality loss `θ(s, x) is concave in (s, x) for every

fixed θ, see, e.g., (Boyd and Vandenberghe, 2004, Section 3.2.5). We are now ready to

state our first tractability result for the class of linear hypotheses.

Theorem 3.17 (Linear hypotheses and suboptimality loss). Assume that F represents

the class of linear hypotheses with a search space of the form (3.16) and that Assump-
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tion 3.16 holds. If the observer uses the suboptimality loss (3.4b) and measures risk

using the CVaR at level α ∈ (0,1], then the distributionally robust inverse optimization

problem (3.13) over the 1-Wasserstein ball is equivalent to the finite conic program3

minimize τ+ 1

α

(
ελ+ 1

N

N∑
i=1

ri

)
subject to θ ∈Θ, λ ∈R+, τ ∈R

ri ∈R, φi 1,φi 2 ∈C ∗, µi 1,µi 2,γi ∈K ∗ i ∈ [N ]

〈C ŝi −d ,φi 1〉+〈W x̂i −H ŝi −h,µi 1 +γi 〉 ≤ ri +τ i ∈ [N ]

〈C ŝi −d ,φi 2〉+〈W x̂i −H ŝi −h,µi 2〉 ≤ ri , θ =W ᵀγi i ∈ [N ]∥∥∥∥∥
(

Cᵀφi 1 −Hᵀ(µi 1 +γi )

W ᵀ(µi 1 +γi )

)∥∥∥∥∥
∗
≤λ i ∈ [N ]∥∥∥∥∥

(
Cᵀφi 2 −Hᵀµi 2

W ᵀµi 2

)∥∥∥∥∥
∗
≤λ i ∈ [N ].

(3.18)

We emphasize that Theorem 3.17 remains valid if the training samples are inconsistent

with the given support information, that is, if (ŝi , x̂i ) ∉Ξ for some i ∈ [N ], in which

case `θ(ŝi , x̂i ) can even be negative.

Proof of Theorem 3.17. By the definition of CVaR, the objective function of (3.13) can

be expressed as

sup
Q∈B1

ε(P̂N )

ρQ(`θ) = sup
Q∈B1

ε(P̂N )

inf
τ
τ+ 1

α
EQ

[
max{`θ(s, x)−τ,0}

]
(3.19)

= inf
τ
τ+ 1

α
sup

Q∈B1
ε(P̂N )

EQ
[

max{`θ(s, x)−τ,0}
]
.

The interchange of the maximization overQ and the minimization over τ in the second

line is justified by Sion’s minimax theorem (Sion et al., 1958), which applies because

the Wasserstein ball B1
ε(P̂N ) is weakly compact (Boissard et al., 2011, p. 2298). The

subordinate worst-case expectation problem in the second line of (3.19) constitutes a

semi-infinite linear program. As the corresponding integrand is given by the maximum

of `θ(s, x)−τ and 0, both of which can be viewed as proper concave functions in (s, x),

3Strictly speaking, ifΘ is an ∞-norm ball of the form (3.16a), then (3.18) can be viewed as a family
of 2n finite conic programs becauseΘ is non-convex but decomposes into 2n convex polytopes.
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this worst-case expectation problem admits a strong dual semi-infinite linear program

of the form

inf
λ≥0,ri

ελ+ 1
N

N∑
i=1

ri

s.t. sup
(s,x)∈Ξ

sup
y∈X(s)

〈θ, x − y〉−τ−λ‖(s, x)− (ŝi , x̂i )‖ ≤ ri i ∈ [N ]

sup
(s,x)∈Ξ

−λ‖(s, x)− (ŝi , x̂i )‖ ≤ ri i ∈ [N ],

(3.20)

see Theorem 4.2 in (Mohajerin Esfahani and Kuhn, 2018) for a detailed derivation

of (3.20) for more general integrands. By the definitions of X(s) and Ξ put forth in

Assumption 3.16, respectively, the i -th member of the first constraint group in (3.20)

holds if and only if the optimal value of the conic program

sup
s,x,y

〈θ, x − y〉−τ−λ‖(s, x)− (ŝi , x̂i )‖

s.t. C s ºC d , W x ºK H s +h, W y ºK H s +h

is smaller or equal to ri . The dual of this conic program is given by

inf 〈C ŝi −d ,φi 1〉+〈W x̂i −H ŝi −h,µi 1 +γi 〉−τ
s.t. φi 1 ∈C ∗, µi 1,γi ∈K ∗∥∥∥∥∥

(
Cᵀφi 1 −Hᵀ(µi 1 +γi )

W ᵀ(µi 1 +γi )

)∥∥∥∥∥
∗
≤λ, θ =W ᵀγi ,

and strong duality holds because the uncertainty set Ξ contains a Slater point due to

Assumption 3.16. Thus, the i -th member of the first constraint group in (3.20) holds if

and only if there exist φi 1 ∈C ∗ and µi 1,γi ∈K ∗ such that θ =W ᵀγi ,

〈C ŝi −d ,φi 1〉+〈W x̂i −H ŝi −h,µi 1 +γi 〉 ≤ ri +τ and∥∥∥∥∥
(

Cᵀφi 1 −Hᵀ(µi 1 +γi )

W ᵀ(µi 1 +γi )

)∥∥∥∥∥
∗
≤λ.

A similar reasoning shows that the i -th member of the second constraint group
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in (3.20) holds if and only if there exist φi 2 ∈C ∗ and µi 2 ∈K ∗ such that

〈C ŝi −d ,φi 2〉+〈W x̂i −H ŝi −h,µi 2〉 ≤ ri and

∥∥∥∥∥
(

Cᵀφi 2 −Hᵀµi 2

W ᵀµi 2

)∥∥∥∥∥
∗
≤λ.

In summary, the worst-case expectation in the second line of (3.19) thus coincides

with the optimal value of the finite conic program

inf ελ+ 1

N

N∑
i=1

ri

s.t. λ ∈R+, ri ∈R, φi 1,φi 2 ∈C ∗, µi 1,µi 2,γi ∈K ∗ i ∈ [N ]

〈C ŝi −d ,φi 1〉+〈W x̂i −H ŝi −h,µi 1 +γi 〉 ≤ ri +τ i ∈ [N ]

〈C ŝi −d ,φi 2〉+〈W x̂i −H ŝi −h,µi 2〉 ≤ ri , θ =W ᵀγi i ∈ [N ]∥∥∥∥∥
(

Cᵀφi 1 −Hᵀ(µi 1 +γi )

W ᵀ(µi 1 +γi )

)∥∥∥∥∥
∗
≤λ,

∥∥∥∥∥
(

Cᵀφi 2 −Hᵀµi 2

W ᵀµi 2

)∥∥∥∥∥
∗
≤λ i ∈ [N ].

The claim then follows by substituting this conic program into (3.19).

If (ŝi , x̂i ) ∈ Ξ for all i ∈ [N ], then the conic program (3.18) simplifies. In this case,

the maximization problems in the last constraint group of (3.20) all evaluate to zero,

which implies that 〈C ŝi −d ,φi 2〉+〈W x̂i −H ŝi −h,µi 2〉 ≤ ri reduces to ri ≥ 0, while the

decision variables φi 2 and µi 2 as well as the constraints

∥∥∥∥∥
(

Cᵀφi 2 −Hᵀµi 2

W ᵀµi 2

)∥∥∥∥∥
∗
≤λ

can be omitted from (3.18) for all i ∈ [N ].

For stress test experiments it is often desirable to know the extremal distribution that

achieves the worst-case risk in (3.13). The following theorem shows that this extremal

distribution can be constructed systematically for any fixed θ ∈Θ by solving a finite

convex optimization problem akin to (3.18).

Theorem 3.18 (Worst-case distribution for linear hypotheses). Under the assump-

tions of Theorem 3.17, the worst-case risk in (3.18) corresponding to a fixed θ ∈ Θ
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coincides with the optimal value of a finite convex program, i.e.,

sup
Q∈Bp

ε (P̂N )

CVaRQα (`θ) = max
1

αN

N∑
i=1

πi 1`θ

(
pi 1

πi 1
,

qi 1

πi 1

)
s.t. πi j ∈R+, pi j ∈Rm , qi j ∈Rn i ∈ [N ], j ∈ [2]

pi j

πi j
∈S,

qi j

πi j
∈X(

pi j

πi j
) i ∈ [N ], j ∈ [2]

πi 1 +πi 2 = 1,
1

N

N∑
i=1

πi 1 =α i ∈ [N ]

N∑
i=1

2∑
j=1

πi j

N

∥∥∥∥∥∥
 pi j

πi j
− ŝi

qi j

πi j
− x̂i

∥∥∥∥∥∥≤ ε.

(3.21)

For any optimal solution {π?i j , p?i j , q?i j } of this convex program, the discrete distribution

Q? := 1

N

N∑
i=1

2∑
j=1

π?i jδξ?i j
with ξ?i j :=

(
p?i j

π?i j

,
q?i j

π?i j

)ᵀ

belongs to the Wassertein ball B1
ε(P̂N ) and attains the supremum on the left hand side

of (3.21).

Proof. As the loss function (3.17) is proper and jointly concave in x and s, we can

use a similar reasoning as in (Mohajerin Esfahani and Kuhn, 2018, Theorem 4.5)

to show that the convex program on the right hand side of (3.21) coincides with

the strong dual of (3.18) for any fixed θ ∈Θ. If this convex program is solvable and

{π?i j , p?i j , q?i j } is a maximizer, thenQ? ∈B1
ε(P̂N ) due to (Mohajerin Esfahani and Kuhn,

2018, Corollary 4.7). It remains to be shown that CVaRQ
?

α (`θ) is no smaller than (3.18).

Indeed, by the definition of CVaR we have

CVaRQ
?

α (`θ) = inf
τ∈R

τ+ 1

αN

N∑
i=1

2∑
j=1

π?i j max

{
`θ

(
p?i j

π?i j

,
q?i j

π?i j

)
−τ,0

}

= sup
0≤νi j≤π?i j

{
1

αN

N∑
i=1

2∑
j=1

νi j`θ

(
p?i j

π?i j

,
q?i j

π?i j

)
: α= 1

N

N∑
i=1

2∑
j=1

νi j

}

≥ 1

αN

N∑
i=1

π?i 1`θ

(
p?i 1

π?i 1

,
q?i 1

π?i 1

)
= sup
Q∈Bp

ε (P̂N )

CVaRQα (`θ).

Here, the second equality follows from strong linear programming duality, while
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the inequality follows from the feasibility of the solution νi 1 = π?i 1 and νi 2 = 0 for

i ∈ [N ].

We close this section by generalizing Theorem 3.17 to the bounded rationality loss

defined in (3.10). The proof largely parallels that of Theorem 3.17 and is therefore

omitted for brevity.

Corollary 3.19 (Linear hypotheses and bounded rationality loss). Assume that F

represents the class of linear hypotheses with search space of the form (3.16) and

that Assumptions 3.16 holds. If the observer uses the bounded rationality loss (3.10)

and measures risk using the CVaR at level α ∈ (0,1], then the inverse optimization

problem (3.13) over the 1-Wasserstein ball is equivalent to a variant of the conic pro-

gram (3.18) with an additional decision variable τ ∈R+ and where the first constraint

group is replaced with

〈C ŝi −d ,φi 1〉+〈W x̂i −H ŝi −h,µi 1 +γi 〉 ≤ ri +τ+δ i ∈ [N ].

3.6 Quadratic Hypotheses

Optimization problems with quadratic objectives abound in control (Anderson and

Moore, 2007), statistics (Friedman et al., 2001), finance (Markowitz, 1968) and many

other application domains. Algorithms for inverse optimization that can learn quadratic

objective functions from signal-response pairs are therefore of great practical in-

terest. This motivates us to consider the class F of quadratic hypotheses of the

form Fθ(s, x) := 〈x,Qxx x〉+〈x,Qxs s〉+〈q, x〉, which are encoded by a parameter θ :=
(Qxx ,Qxs , q). The corresponding search space should account for prior information

on the agent’s objective and should exclude θ = 0. Examples of tractable search spaces

are listed below.

Example 3.20 (Tractable search spaces). If F is only known to be strongly convex in x,

it is natural to set

Θ :=
{
θ = (Qxx ,Qxs , q) ∈Rn×n ×Rn×m ×Rn : Qxx º I

}
. (3.22a)
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Note that the normalization Qxx º I is non-restrictive because a positive scaling of the

objective function does not alter the agent’s preferences.

If F is only known to be bilinear in s and x, it is natural to set

Θ :=
{
θ = (Qxx ,Qxs , q) ∈Rn×n ×Rn×m ×Rn : Qxx º 0, Qxs = I

}
, (3.22b)

where the normalization Qxs = I can always be enforced by redefining s if necessary. If

F is close to a nominal objective function 〈x,Q0
xx x〉+〈x,Q0

xs s〉+〈q0, x〉, then we set

Θ :=
{
θ = (Qxx ,Qxs , q) ∈Rn×n ×Rn×m ×Rn : Qxx º 0, ‖θ−θ0‖ ≤ Γ

}
, (3.22c)

where ‖ · ‖ denotes a generic norm, and Γ captures the uncertainty of the nominal

model θ0 = (Q0
xx ,Q0

xs , q0).

When focusing on quadratic candidate objective functions, the suboptimality loss

defined in (3.4b) reduces to

`θ(s, x) = max
y∈X(s)

〈x,Qxx x +Qxs s +q〉−〈y,Qxx y +Qxs s +q〉. (3.23)

As in Section 3.5, we suppose that Assumption 3.16 holds. In this setting the agent’s

decision problem (3.1) constitutes a conic program and is therefore tractable for

common choices of the cones C and K . In contrast, the inverse optimization prob-

lem (3.13) is hard. In fact, it is already hard to evaluate the objective function of (3.13)

for a fixed θ. As we work with quadratic objectives, throughout this section we use

the 2-norm on the signal-response space and the 2-Wasserstein metric to measure

distances of distributions.

Theorem 3.21 (Intractability of (3.13) for quadratic hypotheses). Assume that F

represents the class of quadratic hypotheses with search space (3.22a) and that As-

sumption 3.16 holds. If the observer uses the suboptimality loss (3.4b) and measures

risk using the CVaR at level α ∈ (0,1], then evaluating the objective function of (3.13)

for a fixed θ ∈ Θ is NP-hard even if N = 1 (there is only one data point), α = 1 (the

observer is risk-neutral), S is a singleton, X(s) is a polytope independent of s, and

Qxs = 0.
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Proof. The proof relies on a reduction from the NP-hard quadratic maximization

problem (Murty and Kabadi, 1987).

QUADRATIC MAXIMIZATION

Instance. A positive definite matrix Q =Qᵀ º I.
Goal. Evaluate max‖x‖∞≤1〈x,Qx〉.

Given an input Q º I to the quadratic maximization problem, we construct an instance

of the inverse optimization problem (3.13) with N = 1, α= 1, and Wasserstein radius

ε=p
n, where

ŝ1 := 0, x̂1 := 0, Qxx :=Q, Qxs := 0, S := {0}, X(s) := {x ∈Rn : ‖x‖∞ ≤ 1}.

Under this parametrization, the objective function of (3.13) reduces to

sup
Q∈B2

ε(P̂N )

ρQ(`θ) = sup
Q∈B2

ε(P̂N )

EQ
[

max
y∈X(s)

〈x,Qxx x +Qxs s +q〉−〈y,Qxx y +Qxs s +q〉
]

= sup
Q∈B2

ε(P̂N )

EQ
[
max y ∈X(s)〈x,Qx〉−〈y,Q y〉]

≤ sup
s∈S,x∈X(s)

max y ∈X(s)〈x,Qx〉−〈y,Q y〉 = sup
‖x‖∞≤1

〈x,Qx〉,

where the inequality in the third line follows from the inclusion B2
ε(P̂N ) ⊆ M 2(Ξ),

while the last equality holds because the innermost maximum is attained at y = 0. As

(s, x) ∈Ξ if and only if s = 0 and ‖x‖∞ ≤ 1, we conclude that (s, x) ∈Ξ implies ‖x‖2 ≤
p

n

and ‖(s, x)‖2
2 ≤ n = ε2. Moreover, as the empirical distribution P̂N coincides with the

Dirac point measure at 0, the Wasserstein ball B2
ε(P̂N ) thus contains all distributions

supported on Ξ, implying that the inequality in the above expression is in fact an

equality. Hence, evaluating the objective function of (3.13) is tantamount to solving the

NP-hard quadratic maximization problem. This observation completes the proof.

Corollary 3.22 (Intractability of (3.13) for bilinear hypotheses). If all assumptions of

Theorem 3.21 hold but F denotes the class of bilinear hypotheses with search space

(3.22b), then evaluating the objective of (3.13) for a fixed θ ∈ Θ is NP-hard even if

N = 1, α= 1, § is a singleton, X(s) is a polytope independent of s and Qxx = 0.

Proof. The proof is similar to that of Theorem 3.21 and omitted for brevity.
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Corollary 3.22 asserts that the inverse optimization problem (3.13) is intractable even

if we focus on linear candidate objectives that depend on the exogenous signal s.

This finding contrasts with the tractability Theorem 3.17 for candidate objectives

independent of s. The intractability results portrayed in Theorem 3.21 and Corol-

lary 3.22 motivate us to devise a safe conic approximation for the inverse optimization

problem (3.13) with quadratic candidate objective functions.

Theorem 3.23 (Quadratic hypotheses and suboptimality loss). Assume that F rep-

resents the class of quadratic hypotheses with a search space of the form (3.22) and

that Assumption 3.16 holds. If the observer uses the suboptimality loss (3.4b) and

measures risk using the CVaR at level α ∈ (0,1], then the following conic program

provides a safe approximation for the distributionally robust inverse optimization

problem (3.13) over the 2-Wasserstein ball:

minimize τ+ 1

α

(
ε2λ+ 1

N

N∑
i=1

ri

)
subject to θ = (Qxx ,Qxs , q) ∈Θ, λ ∈R+, τ,ri ,ρi 1,ρi 2 ∈R i ∈ [N ]

φi 1,φi 2 ∈C ∗, µi 1,µi 2,γi ∈K ∗, χi 1,χi 2 ∈Rm i ∈ [N ]

ζi 1,ηi 1,ζi 2 ∈Rn i ∈ [N ]

χi 1 = 1
2 (−Cᵀφi 1 +Hᵀ(µi 1 +γi )−2λŝi ) i ∈ [N ]

ζi 1 = 1
2 (−q −W ᵀµi 1 −2λx̂i ), ηi 1 = 1

2 (q −W ᵀγi ) i ∈ [N ]

ρi 1 = τ+ ri +λ
(‖x̂i‖2

2 +‖ŝi‖2
2

)+〈d ,φi 1〉+〈h,µi 1 +γi 〉 i ∈ [N ]

χi 2 = 1
2 (−Cᵀφi 2 +Hᵀµi 2 −2λŝi ) i ∈ [N ]

ζi 2 = 1
2 (−W ᵀµi 2 −2λx̂i ) i ∈ [N ]

ρi 2 = ri +λ (〈x̂i , x̂i 〉+〈ŝi , ŝi 〉)+〈d ,φi 2〉+〈h,µi 〉 i ∈ [N ]
λI −1

2Qᵀxs
1
2Qᵀxs χi 1

−1
2Qxs λI−Qxx 0 ζi 1

1
2Qxs 0 Qxx ηi 1

χ
ᵀ
i 1 ζ

ᵀ
i 1 η

ᵀ
i 1 ρi 1

º 0 i ∈ [N ]


λI 0 χi 2

0 λI ζi 2

χ
ᵀ
i 2 ζ

ᵀ
i 2 ρi 2

º 0 i ∈ [N ].

(3.24)
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Note that Theorem 3.23 remains valid if (ŝi , x̂i ) ∉Ξ for some i ∈ [N ].

Proof of Theorem 3.23. As in the proof of Theorem 3.17 one can show that the ob-

jective function of the inverse optimization problem (3.13) coincides with a variant

of (3.19) that involves the 2-Wasserstein ball. In the remainder, we derive a safe conic

approximation for the subordinate worst-case expectation problem

sup
Q∈B2

ε(P̂N )

EQ
[

max{`θ(s, x)−τ,0}
]
. (3.25)

Duality arguments borrowed from (Mohajerin Esfahani and Kuhn, 2018, Theorem 4.2)

imply that the above infinite-dimensional linear program admits a strong dual of the

form

inf
λ≥0,ri

ε2λ+ 1
N

N∑
i=1

ri

s.t. sup
s∈S, x,y∈X(s)

〈x,Qxx x +Qxs s +q〉−〈y,Qxx y +Qxs s +q〉−τ

−λ‖(s, x)− (ŝi , x̂i )‖2
2 ≤ ri i ∈ [N ]

sup
s∈S, x∈X(s)

−λ‖(s, x)− (ŝi , x̂i )‖2
2 ≤ ri i ∈ [N ].

(3.26)

By using the definitions of S and X(s) put forth in Assumption 3.16, the i -th member

of the first constraint group in (3.26) is satisfied if and only if the optimal value of the

maximization problem

sup
s,x,y

〈x,Qxx x +Qxs s +q〉−〈y,Qxx y +Qxs s +q〉−τ−λ‖(s, x)− (ŝi , x̂i )‖2
2

s.t. C s ºC d , W x ºK H s +h, W y ºK H s +h
(3.27)

does not exceed ri . The Lagrangian of the conic quadratic program (3.27) is defined as

L(s, x, y ;φi 1,µi 1,γi ) := 〈x,Qxx x +Qxs s +q〉−〈y,Qxx y +Qxs s +q〉−τ
−λ‖(s, x)− (ŝi , x̂i )‖2

2 +〈C s −d ,φi 1〉 (3.28)

+〈W x −H s −h,µi 1〉+〈W y −H s −h,γi 〉,
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and therefore (3.27) can be expressed as a max-min problem of the form

sup
s,x,y

inf
φi 1∈C ∗ inf

µi 1,γi∈K ∗ L(s, x, y ;φi 1,µi 1,γi ) ≤ inf
φi 1∈C ∗ inf

µi 1,γi∈K ∗ sup
s,x,y

L(s, x, y ;φi 1,µi 1,γi ),

where the inequality follows from weak duality. As Ξ contains a Slater point by virtue

of Assumption 3.16, strong duality holds (meaning that the inequality collapses to an

equality) if the Lagrangian is concave in (s, x, y); see also Proposition 3.24 below. We

conclude that the i -th member of the first constraint group in (3.26) holds if there exist

φi 1 ∈ C ∗ and µi 1,γi ∈ K ∗ with sups,x,y L(s, x, y ;φi 1,µi 1,γi ) ≤ ri . As the Lagrangian

constitutes a quadratic function, this statement is satisfied if and only if there are

φi 1 ∈C ∗, µi 1,γi ∈K ∗, χi 1 ∈Rm , ζi 1,ηi 1 ∈Rn and ρi 1 ∈Rwith

χi 1 = 1
2 (−Cᵀφi 1 +Hᵀ(µi 1 +γi )−2λŝi )

ζi 1 = 1
2 (−q −W ᵀµi 1 −2λx̂i ), ηi 1 = 1

2 (q −W ᵀγi )

ρi 1 = τ+ ri +λ (〈x̂i , x̂i 〉+〈ŝi , ŝi 〉)+〈d ,φi 1〉+〈h,µi +γi 〉
λI −1

2Qᵀxs
1
2Qᵀxs χi 1

−1
2Qxs λI−Qxx 0 ζi 1

1
2Qxs 0 Qxx ηi 1

χ
ᵀ
i 1 ζ

ᵀ
i 1 η

ᵀ
i 1 ρi 1

º 0.

Similarly, it can be shown that the i -th member of the second constraint group in (3.26)

is satisfied if and only if there exist φi 2 ∈C ∗, µi 2 ∈K ∗, χi 2 ∈Rm , ζi 2 ∈Rn and ρi 2 ∈R
such that

χi 2 = 1
2 (−Cᵀφi 2 +Hᵀµi 2 −2λPs ŝi )

ζi 2 = 1
2 (−W ᵀµi 2 −2λx̂i )

ρi 2 = ri +λ (〈x̂i , x̂i 〉+〈ŝi , ŝi 〉)+〈d ,φi 2〉+〈h,µi 〉
λI 0 χi 2

0 λI ζi 2

χ
ᵀ
i 2 ζ

ᵀ
i 2 ρi 2

º 0.

(3.29)

Replacing the semi-infinite constraints in (3.26) with the respective semidefinite

approximations shows that the worst-case expectation (3.25) is bounded above by the
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optimal value of the conic program

inf ε2λ+ 1
N

N∑
i=1

ri

s.t. λ ∈R+, ri ,ρi 1,ρi 2 ∈R, φi 1,φi 2 ∈C ∗, µi 1,µi 2,γi ∈K ∗ i ∈ [N ]

χi 1,χi 2 ∈Rm , ζi 1,ηi 1,ζi 2 ∈Rn i ∈ [N ]

χi 1 = 1
2 (−Cᵀφi 1 +Hᵀ(µi 1 +γi )−2λŝi ) i ∈ [N ]

ζi 1 = 1
2 (−q −W ᵀµi 1 −2λx̂i ), ηi 1 = 1

2 (q −W ᵀγi ) i ∈ [N ]

ρi 1 = τ+ ri +λ (〈x̂i , x̂i 〉+〈ŝi , ŝi 〉)+〈d ,φi 1〉+〈h,µi 1 +γi 〉 i ∈ [N ]

χi 2 = 1
2 (−Cᵀφi 2 +Hᵀµi 2 −2λŝi ) i ∈ [N ]

ζi 2 = 1
2 (−W ᵀµi 2 −2λx̂i ) i ∈ [N ]

ρi 2 = ri +λ (〈x̂i , x̂i 〉+〈ŝi , ŝi 〉)+〈d ,φi 2〉+〈h,µi 〉 i ∈ [N ]
λI −1

2Qᵀxs
1
2Qᵀxs χi 1

−1
2Qxs λI−Qxx 0 ζi 1

1
2Qxs 0 Qxx ηi 1

χ
ᵀ
i 1 ζ

ᵀ
i 1 η

ᵀ
i 1 ρi 1

º 0,


λI 0 χi 2

0 λI ζi 2

χ
ᵀ
i 2 ζ

ᵀ
i 2 ρi 2

º 0 i ∈ [N ].

(3.30)

The claim then follows by substituting (3.30) into a suitable worst-case CVaR formula

akin to (3.19).

If (ŝi , x̂i ) ∈ Ξ for all i ∈ [N ], then the conic program (3.24) simplifies. In this case,

the maximization problems in the last constraint group of (3.26) all evaluate to zero,

which implies that the constraints (3.29) reduce to ri ≥ 0, while the decision variables

φi 2, µi 2, χi 2, ζi 2 and ρi 2 can be omitted from (3.24) for all i ∈ [N ].

In spite of the hardness results outlined in Theorems 3.21 and 3.22, the following

proposition shows that the tractable approximation of Theorem 3.23 is sometimes

exact.

Proposition 3.24 (Ex post exactness guarantee). If an optimal solution to the safe

conic approximation (3.24) from Theorem 3.23 satisfies the strict inequality


λI −1

2Qxs
ᵀ 1

2Qxs
ᵀ

−1
2Qxs λI−Qxx 0
1
2Qxs 0 Qxx

Â 0, (3.31)
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3.6. Quadratic Hypotheses

then (3.24) is equivalent to the original distributionally robust inverse optimization

problem (3.24).

Our computational experiments suggest that the ex post exactness condition (3.31) is

often satisfied if the Wasserstein radius ε is not too large.

Proof of Proposition 3.24. From the proof of Theorem 3.23 we conclude that the opti-

mal value of the distributionally robust inverse optimization problem (3.13) can be

represented as infθ,λ,τϕ(θ,λ,τ), where

ϕ(θ,λ,τ) :=λε2 + 1

N

N∑
i=1

sup
s∈S, x,y∈X(s)

max
{
〈x,Qxx x +Qxs s +q〉〈y,Qxx y +Qxs s +q〉−τ,0

}
−λ‖(s, x)− (ŝi , x̂i )‖2

2

for θ ∈Θ and λ≥ 0, and ϕ(θ,λ,τ) =∞ otherwise. By construction, ϕ is jointly convex

in θ = (Qxx ,Qxs , q), λ and τ. Moreover, it is clear that the optimal value of the finite

convex program (3.24) can be represented as infθ,λ,τ ϕ̂(θ,λ,τ), where ϕ̂(θ,λ,τ) denotes

the infimum of (3.24) when the decision variables θ, λ and τ are fixed. The proof of

Theorem 3.23 further implies that ϕ̂ coincides with ϕ whenever the Lagrangian (3.28)

is concave in (s, x, y), which is the case if and only if


−λI 1

2Qᵀxs −1
2Qᵀxs

1
2Qxs Qxx −λI 0

−1
2Qxs 0 −Qxx

¹ 0. (3.32)

Note also that ϕ̂(θ,λ,τ) =∞ whenever (3.32) is violated because (3.32) is implied by

the constraints of (3.24). In summary, ϕ and ϕ̂ are both convex functions satisfying

ϕ̂(θ,λ,τ) =
{
ϕ(θ,λ,τ) if (3.32) holds,

+∞ otherwise.

Thus, any minimizer of ϕ̂ satisfying the strict inequality (3.31) resides in the interior

of the region where the convex functions ϕ̂ and ϕ coincide and must therefore also

minimize ϕ.

Finally, we generalize Theorem 3.23 to the bounded rationality loss (3.10). The proof
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largely parallels that of Theorem 3.23 and is therefore omitted for brevity.

Corollary 3.25 (Quadratic hypotheses and bounded rationality loss). Assume that F

represents the class of quadratic hypotheses with a search space of the form (3.22) and

that Assumption 3.16 holds. If the observer uses the bounded rationality loss (3.10)

and measures risk using the CVaR at level α ∈ (0,1], then the inverse optimization

problem (3.13) over the 2-Wasserstein ball is is conservatively approximated by a

variant of the conic program (3.24) where τ ∈ R+ and the defining equation of ρi is

replaced with

ρi 1 = τ+ ri +δ+λ (〈x̂i , x̂i 〉+〈ŝi , ŝi 〉)+〈d ,φi 1〉+〈h,µi 1 +γi 〉 i ∈ [N ].

3.7 Convex Hypotheses

Consider the class F of hypotheses of the form Fθ(s, x) := 〈θ,Ψ(x)〉, where each com-

ponent function of the feature map Ψ : Rn → Rd is convex, and where the weight

vector θ ranges over a convex closed search space Θ ⊆ Rd+. Thus, by construction,

Fθ(s, x) is convex in x for every fixed θ ∈Θ. In the remainder we will assume without

much loss of generality that the transformation from the signal-response pair (s, x) to

the signal-feature pair (s,Ψ(x)) is Lipschitz continuous with Lipschitz modulus 1, that

is, we require

‖(s1,Ψ(x1))− (s2,Ψ(x2))‖ ≤ ‖(s1, x1)− (s2, x2)‖ ∀(s1, x1), (s2, x2) ∈Rm ×Rn . (3.33)

Before devising a safe conic approximation for the inverse optimization problem (3.13)

with convex hypotheses, we recall that the conjugate of a function f :Rn →R is defined

through f ∗(z) = supx∈Rn 〈z, x〉− f (x).

Theorem 3.26 (Convex hypotheses and suboptimality loss). Assume that F repre-

sents the class of convex hypotheses induced by the feature map Ψ and with a convex

closed search spaceΘ⊆Rd+ and that Assumption 3.16 holds. If the observer uses the

suboptimality loss (3.4b) and measures risk using the CVaR at level α ∈ (0,1], then

the following convex program provides a safe approximation for the distributionally
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robust inverse optimization problem (3.13) over the 1-Wasserstein ball:

minimize τ+ 1

α

(
ελ+ 1

N

N∑
i=1

ri

)
subject to θ ∈Θ, λ ∈R+, τ ∈R

ri ∈R, φi 1,φi 2 ∈C ∗, γi ∈K ∗, zi j ∈Rn i ∈ [N ], j ∈ [d ]
d∑

j=1
θ jΨ

∗
j (zi j /θ j )+〈θ,Ψ(x̂i )〉

+〈φi 1,C ŝi −d〉−〈γi , H ŝi +h〉 ≤ ri +τ i ∈ [N ]

d∑
j=1

zi j =W >γi i ∈ [N ]

〈C ŝi −d ,φi 2〉 ≤ ri i ∈ [N ]∥∥∥∥∥
(

H>γi −C>φi 1

θ

)∥∥∥∥∥
∗
≤λ,

∥∥∥∥∥
(

C>φi 2

0

)∥∥∥∥∥
∗
≤λ i ∈ [N ].

(3.34)

Note that Theorem 3.26 remains valid if (ŝi , x̂i ) ∉Ξ for some i ∈ [N ].

Proof of Theorem 3.26. As in the proof of Theorem 3.17 one can show that the objec-

tive function of the inverse optimization problem (3.13) is equivalent to (3.19). In the

remainder, we derive a safe conic approximation for the (intractable) subordinate

worst-case expectation problem

sup
Q∈B1

ε(P̂N )

EQ
[

max{`θ(s, x)−τ,0}
]
. (3.35)

To this end, note that the suboptimality loss `θ(s, x) = 〈θ,Ψ(x)〉−miny∈X(s)〈θ,Ψ(y)〉
depends on x only throughΨ(x). This motivates us to define a lifted suboptimality loss

`Ψ
θ

(s,ψ) = 〈θ,ψ〉−miny∈X(s)〈θ,Ψ(y)〉, where ψ represents an element of the feature

space Rd , and the empirical distribution P̂ΨN = 1
N

∑N
i=1δ(ŝi ,Ψ(x̂i )) of the signal-feature

pairs. Moreover, we denote by B1
ε(P̂ΨN ) the 1-Wasserstein ball of all distributions on

S×Rd that have a distance of at most ε from P̂ΨN . In the following we will show that

the worst-case expectation

sup
Q∈B1

ε(P̂ΨN )

EQ
[

max{`θ(s,ψ)−τ,0}
]

(3.36)
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on the signal-feature spaceS×Rd provides a tractable upper bound on the worst-case

expectation (3.35). By Definition 3.12, each distributionQ ∈B1
ε(P̂N ) corresponds to a

transportation planΠ, that is, a joint distribution of two signal-response pairs (s, x)

and (s′, x ′) under which (s, x) has marginal distributionQ and (s′, x ′) has marginal dis-

tribution P̂N . By the law of total probability, the transportation plan can be expressed

asΠ= 1
N

∑N
i=1δ(ŝi ,x̂i )⊗Qi , whereQi denotes the conditional distribution of (s, x) given

(s′, x ′) = (ŝi , x̂i ), i ∈ [N ], see also (Mohajerin Esfahani and Kuhn, 2018, Theorem 4.2).

Thus, we the worst-case expectation (3.35) satisfies

sup
Q∈B1

ε(P̂N )

EQ
[

max{`θ(s, x)−τ,0}
]

= sup
Qi

1

N

N∑
i=1

∫
Ξ

max{`θ(s,Ψ(x))−τ,0}Qi (ds,dx)

s.t.
1

N

N∑
i=1

∫
Ξ
‖(s, x)− (ŝi , x̂i )‖Qi (ds,dx) ≤ ε∫

Ξ
Qi (ds,dx) = 1 i ∈ [N ]

≤ sup
Qi

1

N

N∑
i=1

∫
Ξ

max{`θ(s,Ψ(x))−τ,0}Qi (ds,dx)

s.t.
1

N

N∑
i=1

∫
Ξ
‖(s,Ψ(x))− (ŝi ,Ψ(x̂i ))‖Qi (ds,dx) ≤ ε∫

Ξ
Qi (ds,dx) = 1 i ∈ [N ]

≤ sup
Qi

1

N

N∑
i=1

∫
S×Rd

max{`θ(s,ψ)−τ,0}Qi (ds,dψ)

s.t.
1

N

N∑
i=1

∫
S×Rd

‖(s,ψ)− (ŝi ,Ψ(x̂i ))‖Qi (ds,dψ) ≤ ε∫
S×Rd

Qi (ds,dψ) = 1 i ∈ [N ],

where the first inequality follows from (3.33), while the second inequality follows from

relaxing the implicit condition that the signal-feature pair (s,ψ) must be supported on

{(s,Ψ(x)) : (s, x) ∈Ξ} ⊆ §×Rd . Using a similar reasoning as before, the last expression is

readily recognized as the worst-case expectation (3.36). Thus, (3.36) provides indeed

an upper bound on (3.35). Duality arguments borrowed from (Mohajerin Esfahani and

Kuhn, 2018, Theorem 4.2) imply that the infinite-dimensional linear program (3.36)
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admits a strong dual of the form

inf
λ≥0,ri

λε+ 1

N

N∑
i=1

ri

s.t. sup
(s,y)∈Ξ,ψ∈Rd

〈θ,ψ−Ψ(y)〉−τ−λ‖(s,ψ)− (ŝi ,Ψ(x̂i ))‖ ≤ ri i ∈ [N ]

sup
s∈S,ψ∈Rd

−λ‖(s,ψ)− (ŝi ,Ψ(x̂i ))‖ ≤ ri i ∈ [N ].

(3.37)

By using the definitions of S and X(s) put forth in Assumption 3.16, the i -th member

of the first constraint group in (3.37) is satisfied if and only if the optimal value of the

maximization problem

sup
s,y,ψ

〈θ,ψ−Ψ(y)〉−τ−λ‖(s,ψ)− (ŝi ,Ψ(x̂i ))‖

s.t. C s ºC d , W y ºK H s +h
(3.38)

does not exceed ri . A tedious but routine calculation shows that the dual of (3.38) can

be represented as

inf
pi ,qi ,γi
φi 1,zi j

d∑
j=1

θ jΨ
∗
j (zi j /θ j )−τ+〈θ,Ψ(x̂i )〉+〈φi 1,C ŝi −d〉−〈γi , H ŝi +h〉

s.t.
∑d

j=1 zi j =W >γi

‖(H>γi −C>φi 1,θ)‖∗ ≤λ
γi ∈K ∗,φi 1 ∈C ∗.

(3.39)

Note that the perspective functions θ jΨ
∗
j (zi j /θ j ) in the objective of (3.39) emerge

from taking the conjugate of θ jΨ j (y). Thus, for θ j = 0 we must interpret θ jΨ
∗
j (zi j /θ j )

as an indicator function in zi j which vanishes for zi j = 0 and equals ∞ otherwise.

By weak duality, (3.39) provides an upper bound on (3.38). We conclude that the

i -th member of the first constraint group in (3.37) is satisfied whenever the dual

problem (3.39) has a feasible solution whose objective value does not exceed ri . A

similar reasoning shows that the i -th member of the second constraint group in (3.37)

holds if and only if there exists φi 2 ∈C ∗ such that

〈C ŝi −d ,φi 2〉 ≤ ri and

∥∥∥∥∥
(

Cᵀφi 2

0

)∥∥∥∥∥
∗
≤λ.
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Thus, the worst-case expectation (3.35) is bounded above by the optimal value of the

finite convex program

inf ελ+ 1

N

N∑
i=1

ri

s.t. λ ∈R+, ri ∈R, φi 1,φi 2 ∈C ∗, γi ∈K ∗ i ∈ [N ]∑d
j=1θ jΨ

∗
j (zi j /θ j )+〈θ,Ψ(x̂i )〉+〈φi 1,C ŝi −d〉−〈γi , H ŝi +h〉 ≤ ri +τ i ∈ [N ]∑d

j=1 zi j =W >γi i ∈ [N ]

〈C ŝi −d ,φi 2〉 ≤ ri∥∥∥∥∥
(

H>γi −C>φi 1

θ

)∥∥∥∥∥
∗
≤λ,

∥∥∥∥∥
(

C>φi 2

0

)∥∥∥∥∥
∗
≤λ i ∈ [N ].

The claim then follows by substituting this convex program into (3.19).

3.8 Numerical Experiments

We now compare the proposed distributionally robust approach to inverse optimiza-

tion against the state-of-the-art techniques described in (Aswani et al., 2018) and

(Bertsimas et al., 2012). The first experiment aims to learn a linear hypothesis from im-

perfect training samples, where the imperfection is explained by measurement noise

or the agent’s bounded rationality. Similarly, the second experiment endeavors to

learn a quadratic hypothesis from imperfect training samples, where the imperfection

is explained by measurement noise or model uncertainty.

All experiments are run on an Intel XEON CPU with 3.40GHz clock speed and 16GB of

RAM. All linear, quadratic and second-order cone programs are solved with CPLEX 12.6,

and all semidefinite programs are solved with MOSEK 8. In order to ensure that our

experiments are reproducible, we make the underlying source codes available at

https://github.com/sorooshafiee/InverseOptimization.

3.8.1 Learning a Linear Hypothesis

The goal of this experiment is to learn a linear hypothesis from imperfect training

samples where the measured responses represent feasible perturbations of the true
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optimal responses. The perturbations can be explained by measurement noise or by

the agent’s bounded rationality. We argue that different causes of the perturbations

necessitate different inverse optimization models.

Consistent Noisy Measurements

Decision problem of the agent: We assume that the agent’s true objective function

is F (s, x) = 〈θ?, x〉 for some θ? in the vicinity of a nominal model θ0. The nominal

model is sampled uniformly fromΘ0 := {
θ ∈Rn : ‖θ0‖∞ ∈ [1,5]

}
, while θ? is sampled

uniformly form Θ := {
θ ∈ Rn : ‖θ−θ0‖∞ ≤ 1

}
. This construction implies that θ? 6= 0

almost surely. We also assume that the agent’s feasible set is given by X(s) = {x ∈
Rn : ‖x‖∞ ≤ 1, Ax ≥ s}, where the constraint matrix A is sampled uniformly from

the hypercube [−1,1]m×n . This feasible set can be brought to the standard form of

Assumption 3.16 by setting

W = (I,−I, Aᵀ)ᵀ ∈R(2n+m)×n , H = (0,0, I)ᵀ ∈R(2n+m)×m ,

h = (−1,−1,0)ᵀ ∈R2n+m and K =R2n+m
+ .

For a fixed signal s, we denote the optimal value of the agent’s true decision problem

by z?(s).

Generation of training samples: A single signal is constructed as s = Av1, where the

auxiliary random variable v1 follows the uniform distribution on [−1,1]n . Thus, if

ai , i ≤ m, denote the rows of the constraint matrix A, then the support of s can be

expressed as § = {s ∈ Rm : |si | ≤ ‖ai‖1 ∀i ≤ m}. This support can be brought to the

standard form of Assumption 3.16 by setting

C = (I,−I)ᵀ ∈R2m×m , d = (‖a1‖1, . . . ,‖am‖1,‖a1‖1, . . . ,‖am‖1)ᵀ ∈R2m and C =R2m
+ .

As v1 ∈ X(s) by construction, problem (3.1) is feasible for every s ∈ §. We assume

that the agent’s response to s is noisy in the sense that it constitutes a random δ-

suboptimal solution to (3.1) for δ= 1. Specifically, we assume that x is obtained as a
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solution of an auxiliary optimization problem

min
x∈X(s)

{〈θrand, x〉 : 〈θ?, x〉 ≤ z?(s)+δ}
,

which minimizes a linear cost over the set of all δ-suboptimal solutions to (3.1). The

gradient θrand of the cost is sampled uniformly from [−1,1]n . By construction, we

have x ∈X(s), which implies that (s, x) ∈Ξ. Thus, the measurement noise is consistent

with the known support of the exact signal-response pairs. The imperfect consistent

training samples (ŝi , x̂i ), i ∈ [N ], are now generated independently using the above

procedure.

Decision problem of the observer: The observer aims to identify a linear hypothesis

Fθ(s, x) := 〈θ, x〉, θ ∈Θ, that best predicts the agent’s responses to new signals, where

the search spaceΘ is set to the ∞-norm ball around the nominal model θ0 described

above. We assume that the observer minimizes the suboptimality loss (3.4b) and uses

the expected value to measure risk. Moreover, the observer solves the distributionally

robust inverse optimization problem (3.13) over a 1-Wasserstein ball around the

empirical distribution on the training samples, where the ∞-norm is used as the

transportation cost on Ξ. Note that this problem can be reformulated as the tractable

linear program (3.18) by virtue of Theorem 3.17.

Out-of-sample risk: To assess the quality of an estimator θ̂N obtained from (3.18),

we evaluate its out-of-sample riskEPout(`θ̂N
) both with respect to the predictability

loss (3.4a) and the suboptimality loss (3.4b), wherePout represents the distribution

of a single test sample (s, x) independent of the training samples, and where x is an

exact (non-noisy) response to s in (3.1). In practice, the out-of-sample risk cannot be

evaluated analytically but only numerically by using 1,000 independent test samples

fromPout. By relying on non-noisy test samples, we assess how well the estimator θ̂N

can predict the agent’s exact optimal responses.

Results: All numerical results are averaged across 100 independent problems in-

stances {θ0,θ?, A}. The first experiment involves m = 50 signal variables, n = 50

decision variables and N = 10 training samples. Figure 3.1a shows how the out-of-

sample risk of the optimal estimator θ̂N (ε) obtained from (3.18) changes with the

radius ε of the underlying Wasserstein ball. This experiment suggests that both the
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(a) Impact of the Wasserstein ra-
dius on the suboptimality and
predictibility risk

(b) Suboptimality learning curve (c) Predictibility learning curve

Figure 3.1 – Out-of-sample suboptimality and predictability risks in the presence
of imperfect consistent training samples and perfect test samples. Lines represent
averages across 100 simulation runs, while shaded areas visualize the tubes between
the 25% and 75% quantiles.

predictability and suboptimality risks can be significantly reduced by using a distribu-

tionally robust inverse optimization model with a judiciously calibrated ambiguity set.

Unfortunately, Figure 3.1a, from which the optimal Wasserstein radii could be read off

easily, is not available in the training phase as its construction requires large amounts

of test samples. Instead, the Wasserstein radii offering the lowest out-of-sample risk

must also be estimated from the training data. To this end, we use the following k-fold

cross validation algorithm:

Partition ξ̂1, . . . , ξ̂N into k folds, and repeat the following procedure for each fold

i = 1, . . . ,k. Use the i -th fold as a validation dataset and merge the remaining k −1

folds to a training dataset of size Ni . Using only the i -th training dataset, solve (3.18)

for a large but finite number of candidate radii ε ∈ E to obtain an estimator θ̂Ni (ε). Use

the i -th validation dataset to estimate the out-of-sample risk of θ̂Ni (ε) for each ε ∈ E .

Set ε̂i
N to any ε ∈ E that minimizes this quantity. After all folds have been processed,

set ε̂N to the average of the ε̂i
N for i = 1, . . . ,k, and re-solve (3.18) with ε= ε̂N using all

N samples. Report the optimal solution θ̂N and the optimal value ĴN of (3.18) as the

recommended estimator and its corresponding certificate, respectively. Throughout

all experiments we set k = min{5, N } and E = {ε= b ·10c : b ∈ {1,5}, c ∈ {−4,−3,−2,−1}}.

For brevity, we henceforth refer to the above cross-validation scheme as the distri-

butionally robust optimization (DRO) approach. In the following, we compare the
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resulting DRO estimator against two state-of-the-art estimators from the literature.

The first estimator is obtained from the variational inequality (VI) approach proposed

in (Bertsimas et al., 2012), which minimizes the first-order loss (3.4c) averaged across

all training samples. By (Bertsimas et al., 2012, Theorem 3), the resulting inverse

optimization problem is equivalent to the tractable linear program

minimize
1

N

N∑
i=1

|ri |

subject to θ ∈Θ, γi ∈R+, ri ∈R i ∈ [N ]

〈W x̂i −H ŝi −h,γi 〉 ≤ ri i ∈ [N ]

W >γi = θ i ∈ [N ].

Note that as all training samples are consistent, that is, (ŝi , x̂i ) ∈Ξ for i = 1, . . . ,n, one

can show that all residuals ri are automatically non-negative, and the above linear

program can be viewed as a special instance of (3.13) that minimizes the first-order

loss, where the risk measure is set to the expected value and the Wasserstein radius

is set to zero. If there were inconsistent training samples that fall outside of Ξ, on

the other hand, the absolute values of the residuals would be needed to prevent

unboundedness.

As the first-order loss coincides with the suboptimality loss when focusing on linear

hypotheses (see Section 3.5), the VI approach can be viewed as a special case of the

DRO approach when all training samples are consistent and the Wasserstein radius ε

is set to zero. Due to the extra freedom of choosing a nonzero ε, we therefore expect

the DRO approach to have an advantage over the VI approach in this setting.

The second estimator is obtained from the bilevel programming (BP) approach pro-

posed in (Aswani et al., 2018), which minimizes the predictability loss (3.4a) averaged

across all training samples. As shown in (Aswani et al., 2018, Section 2.2), the resulting

inverse optimization problem is equivalent to the optimistic bilevel program

minimize
1

N

N∑
i=1

‖x̂i − yi‖2
2

subject to θ ∈Θ, yi ∈ argmin
z

{
〈z,θ〉 : W z ≥ H ŝi +h

}
i ∈ [N ].

Note that this bilevel program can be viewed as a special instance of (3.13) that
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minimizes the predictability loss, where the risk measure is set to the expected value

and the Wasserstein radius is set to zero.

The above bilevel program can be reformulated as a mixed integer quadratic program

by replacing the ‘argmin’-constraint with the Karush-Kuhn-Tucker optimality condi-

tions of the agent’s linear program. Indeed, note that the resulting complementary

slackness conditions can be linearized by introducing binary variables that identify

the binding constraints. However, this approach requires big-M constants to bound

the optimal dual variables. As valid big-M constants are difficult to obtain in general

and as overly conservative big-M constants lead to numerical instability, we use here

the YALMIP interface for bilevel programming, which calls a dedicated branch and

bound algorithm that branches directly on the complementarity slackness condi-

tions (Löfberg, 2004). Throughout our experiments we limit all branch and bound

calculations to 2,000 iterations.

Figures 3.1b and 3.1c visualize the suboptimality and predictability learning curves,

respectively, which capture how the out-of-sample risk of the different estimators

changes with the number of training samples. As optimistic bilevel programs are

NP-hard even when all objective and constraint functions are linear (Ben-Ayed and

Blair, 1990), this experiment focuses on problem instances with n = m = 10. Even for

these moderate problem dimensions, however, the inverse optimization problems

associated with the BP approach fails to find a feasible solution for more than 10

training samples. In contrast, all other approaches lead to tractable linear programs.

Figure 3.1b shows that the DRO approach dominates the VI and BP approaches uni-

formly across all samples sizes in terms of out-of-sample suboptimality risk. This

is reassuring as the DRO approach actually minimizes suboptimality risk. However,

Figure 3.1c suggests that the DRO approach wins even in terms of out-of-sample pre-

dictability risk. This is perhaps surprising because, unlike the BP approach, the DRO

approach only minimizes an approximation of the predictability loss. We conclude

that injecting distributional robustness may be more beneficial for out-of-sample

performance than using the correct loss function.

Tables 3.1 and 3.2 report the out-of-sample suboptimality and predictability risks,

respectively, for the DRO and VI estimators based on N = 10 training samples and

for different signal and response dimensions. The BP approach is excluded from this
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Table 3.1 – Out-of-sample suboptimality risk in the presence of noisy consistent
measurements

m
n Methods 10 20 30 40 50

10
VI 1.4×10−1 1.8×10−1 1.4×10−1 1.2×10−1 1.3×10−1

DRO 1.2×10−1 1.3×10−1 1.1×10−1 8.9×10−2 9.5×10−2

20
VI 3.0×10−1 3.5×10−1 3.2×10−1 2.5×10−1 2.4×10−1

DRO 2.4×10−1 2.9×10−1 2.4×10−1 1.9×10−1 1.9×10−1

30
VI 3.8×10−1 4.4×10−1 4.6×10−1 4.2×10−1 3.6×10−1

DRO 3.2×10−1 3.7×10−1 3.7×10−1 3.3×10−1 3.1×10−1

40
VI 4.4×10−1 5.5×10−1 6.0×10−1 5.4×10−1 5.1×10−1

DRO 3.7×10−1 4.5×10−1 4.6×10−1 4.4×10−1 4.5×10−1

50
VI 5.0×10−1 6.4×10−1 6.5×10−1 7.1×10−1 6.2×10−1

DRO 4.1×10−1 5.1×10−1 5.4×10−1 5.6×10−1 5.4×10−1

(a) Impact of the Wasserstein ra-
dius on the suboptimality and
predictibility risk

(b) Suboptimality learning curve (c) Predictibility learning curve

Figure 3.2 – Out-of-sample suboptimality and predictability risks in the presence of
imperfect consistent training and test samples. Lines represent averages across 100
simulation runs, while shaded areas visualize the tubes between the 25% and 75%
quantiles.

comparison due to its intractability. We observe that the DRO estimator always attains

the lowest suboptimality risk and often the lowest predictability risk. Whenever the VI

estimator wins, the predictability risks of the VI and DRO estimators are in fact almost

identical.
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Table 3.2 – Out-of-sample predictability risk in the presence of consistent noisy mea-
surements

m
n Methods 10 20 30 40 50

10
VI 6.1×10−1 4.6×10−1 3.4×10−1 2.6×10−1 2.4×10−1

DRO 5.6×10−1 4.2×10−1 3.2×10−1 2.4×10−1 2.2×10−1

20
VI 1.1×100 9.1×10−1 7.6×10−1 6.1×10−1 5.1×10−1

DRO 1.0×100 9.0×10−1 7.2×10−1 5.9×10−1 4.8×10−1

30
VI 1.4×100 1.2×100 1.1×100 9.7×10−1 8.5×10−1

DRO 1.4×100 1.2×100 1.1×100 9.5×10−1 8.4×10−1

40
VI 1.6×100 1.5×100 1.4×100 1.3×100 1.2×100

DRO 1.6×100 1.5×100 1.4×100 1.3×100 1.2×100

50
VI 1.8×100 1.7×100 1.6×100 1.6×100 1.4×100

DRO 1.8×100 1.7×100 1.6×100 1.6×100 1.4×100

Bounded Rationality

Consider the exact same setting as in Section 3.8.1 but assume now that the agent

suffers from bounded rationality. Specifically, assume that the agent selects random

δ-suboptimal decisions that are perfectly measured by the observer. This means

that the training samples are generated as in Section 3.8.1, but the imperfection of

the training responses is now explained by the agent’s bounded rationality instead

of the observer’s noisy measurements. At this point one may wonder why a new

interpretation of the imperfections should impact the observer’s inverse optimization

problem. In the following we will assume, however, that the observer is aware of the

agent’s bounded rationality, knows the value of δ and aims to predict the agent’s actual

suboptimal decisions. Therefore, the DRO approach to inverse optimization is subject

to two changes:

• The observer minimizes the bounded rationality loss (3.10) instead of the sub-

optimality loss (3.4b).

• The test samples are generated in the same way as the training samples. Thus,

the test responses no longer constitute perfect minimizers of (3.1) but represent

random δ-suboptimal solutions.

Recall that the bounded rationality loss favors hypotheses that correctly predict δ-
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Table 3.3 – Out-of-sample suboptimality risk in the presence of bounded rationality

m
n Methods 10 20 30 40 50

10
VI 4.3×10−2 2.5×10−2 1.1×10−2 5.7×10−3 4.5×10−3

DRO 2.5×10−2 1.1×10−2 6.4×10−3 2.9×10−3 1.8×10−3

20
VI 7.7×10−2 7.8×10−2 6.3×10−2 3.7×10−2 1.8×10−2

DRO 5.3×10−2 4.4×10−2 3.4×10−2 2.1×10−2 9.2×10−3

30
VI 1.2×10−1 1.3×10−1 1.2×10−1 8.9×10−2 6.4×10−2

DRO 7.9×10−2 7.8×10−2 6.9×10−2 5.2×10−2 3.9×10−2

40
VI 1.4×10−1 1.9×10−1 1.7×10−1 1.4×10−1 1.2×10−1

DRO 9.7×10−2 1.2×10−1 1.1×10−1 9.5×10−2 8.2×10−2

50
VI 1.9×10−1 2.0×10−1 2.1×10−1 2.0×10−1 1.7×10−1

DRO 1.2×10−1 1.3×10−1 1.4×10−1 1.4×10−1 1.2×10−1

suboptimal responses. We also highlight that the observer’s inverse optimization

problem with bounded rationality loss can be reformulated as a tractable linear pro-

gram by virtue of Corollary 3.19. Moreover, by using imperfect test samples, the

out-of-sample risk is now measured under the distribution of an imperfect signal-

response pair, which is the correct performance criterion given that the observer aims

to predict imperfect responses.

In analogy to Section 3.8.1, the impact of the Wasserstein radius on the out-of-sample

suboptimality and predictability risk is shown in Figure 3.2a. The suboptimality and

predictability learning curves of different estimators are visualized in Figures 3.2b

and 3.2c, respectively. Here, the DRO estimator is defined in terms of the bounded

rationality loss, while the VI and BP estimators are computed as in Section 3.8.1 and

are thus not corrected for the agent’s bounded rationality. The impact of the signal and

response dimensions on the out-of-sample suboptimality and predictability risk are

reported in Tables 3.3 and 3.4, respectively. Unless otherwise stated, all experiments

are parameterized exactly as in Section 3.8.1. Here, the DRO estimator systematically

attains the lowest suboptimality risk, while the VI estimator almost always wins in

terms of predictability risk, even though only by a small margin.
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Table 3.4 – Out-of-sample predictability risk in the presence of bounded rationality

m
n Methods 10 20 30 40 50

10
VI 8.2×10−1 5.8×10−1 4.5×10−1 3.5×10−1 3.2×10−1

DRO 7.9×10−1 5.9×10−1 4.6×10−1 3.7×10−1 3.4×10−1

20
VI 1.2×100 1.1×100 8.9×10−1 7.2×10−1 5.8×10−1

DRO 1.2×100 1.1×100 9.2×10−1 7.4×10−1 6.0×10−1

30
VI 1.5×100 1.4×100 1.2×100 1.1×100 9.4×10−1

DRO 1.5×100 1.4×100 1.3×100 1.1×100 9.6×10−1

40
VI 1.7×100 1.6×100 1.5×100 1.4×100 1.3×100

DRO 1.8×100 1.7×100 1.6×100 1.4×100 1.3×100

50
VI 1.9×100 1.8×100 1.7×100 1.6×100 1.5×100

DRO 1.9×100 1.9×100 1.8×100 1.7×100 1.6×100

3.8.2 Learning a Quadratic Hypothesis

A fundamental problem in marketing is to understand the purchasing decisions of

consumers, which is an essential prerequisite for estimating demand functions. In

this section we study the inverse optimization problem of a marketing manager

(the observer) aiming to learn the quadratic utility function that best explains the

purchasing decisions of a consumer (the agent). This problem setup is inspired

by (Keshavarz et al., 2011).

Consistent Noisy Measurements

Decision problem of the agent: Assume that there are n products with prices s ∈Rn+.

The agent aims to select a basket of goods x ∈ Rn+ that minimizes the true objective

function F (s, x) = 〈s, x〉−U (x), where 〈s, x〉 represents the purchasing costs, while

the concave quadratic function U (x) := −〈x,Q?
xx x〉 − 〈q?, x〉 captures the utility of

consumption. The positive definite matrix Q?
xx is constructed as follows. Sample

a square matrix A uniformly form [−1,1]n×n , denote by R the orthogonal matrix

consisting of the orthonormal eigenvectors of (A+ Aᵀ)/2 and set Q?
xx := RᵀDR , where

D is a diagonal matrix whose main diagonal is sampled uniformly form [0.2,1]n .

Moreover, the gradient q? is sampled uniformly from [−2,0]n . Finally, define the

agent’s feasible set as X(s) = [0,5]n , which can be brought to the standard form of
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Assumption 3.16 by setting

W = (I,−I)ᵀ ∈R2n×n , H = (0,0)ᵀ ∈R2n×m , h = 5 · (0,−1)ᵀ ∈R2n and K =R2n
+ .

As usual, for a fixed signal s, we denote the optimal value of the agent’s true decision

problem by z?(s).

Generation of training samples: Signals follow the uniform distribution on the sup-

port set § = [0,1]n , which can be brought to the standard form of Assumption 3.16

by setting C = (I,−I)ᵀ ∈R2n×n , d = (0,−1)ᵀ ∈R2n and C =R2n+ . As in Section 3.8.1, we

assume that the agent’s response to s is noisy and constitutes a random δ-suboptimal

solution to (3.1) for δ= 0.2. Thus, x is obtained as a solution of the auxiliary problem

min
x∈X(s)

{〈x,Qrandx〉 : 〈x,Q?
xx x〉+〈s, x〉+〈q?, x〉 ≤ z?(s)+δ}

,

which minimizes a convex quadratic cost over the set of all δ-suboptimal solutions

to (3.1). Specifically, Qrand is a diagonal matrix whose main diagonal is sampled uni-

formly form [0,1]n . As (s, x) ∈Ξ by construction, the measurement noise is consistent

with the know support of the exact signal-response pairs. The imperfect consistent

training samples (ŝi , x̂i ), i ∈ [N ], are now generated independently using the above

procedure.

Decision problem of the observer: The observer aims to identify the best quadratic

hypothesis of the form Fθ(s, x) := 〈x,Qxx x〉+〈x, s〉+〈q, x〉, where the parameter θ =
(Qxx , q) ranges over the search space

Θ=
{
θ = (Qxx , q) ∈Rn×n ×Rn : Qxx º 0

}
.

Note that no hypothesis Fθ(s, x), θ ∈Θ, can vanish identically due to the term 〈x, s〉.
Note also that the agent’s true objective function corresponds to θ? = (Q?

xx , q?) ∈Θ.

We assume that the observer minimizes the suboptimality loss (3.4b), uses the ex-

pected value to measure risk and solves the distributionally robust inverse optimiza-

tion problem (3.13) over a 2-Wasserstein ball around the empirical distribution on the

training samples, where the 2-norm is used as the transportation cost on Ξ. By Theo-

rem 3.23, the emerging inverse optimization problem is conservatively approximated
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(a) Imperfect consistent train-
ing samples and perfect test
samples

(b) Imperfect inconsistent train-
ing samples and perfect test
samples

(c) Model uncertainty

Figure 3.3 – Impact of the Wasserstein radius on the out-of-sample suboptimality and
predictability risk. Lines represent averages across 100 simulation runs, while shaded
areas visualize the tubes between the 25% and 75% quantiles.

by the tractable semidefinite program (3.24).

Out-of-sample risk: The quality of an estimator θ̂N obtained from (3.24) is measured

by its out-of-sample riskEPout (`θ̂N
) both with respect to the predictability loss (3.4a)

and the suboptimality loss (3.4b), wherePout represents the distribution of a single

test sample (s, x) independent of the training samples, and where x is an exact (non-

noisy) response to s in (3.1). More precisely, the out-of-sample risk is evaluated

approximately using 1,000 independent test samples fromPout.

Results: All numerical results are averaged across 100 independent problems in-

stances {Q?
xx , q?}. Under the assumption that the signal and response dimensions

are set to n = 10 and there are N = 20 training samples, Figure 3.3a shows how the

out-of-sample risk of the optimal estimator θ̂N (ε) obtained from (3.13) changes with

the Wasserstein radius ε. As in Section 3.8.1, this experiment suggests that both

the predictability and suboptimality risks can be reduced by using a distributionally

robust inverse optimization model.

Inconsistent Noisy Measurements

Assume now that the agent’s optimal solutions to (3.1) are corrupted by additive mea-

surement noise that follows a uniform distribution on [−0.1,0.1]n . Otherwise, we

consider the exact same experimental setup as in Section 3.8.2. Under this premise, it
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is likely that some training responses are infeasible in (3.1), that is, x̂i ∉X(ŝi ) and—a

fortiori—(ŝi , x̂i ) ∉Ξ for some i ∈ [N ]. These problematic training samples are inconsis-

tent with the known support of the perfect signal-response pairs, and the correspond-

ing empirical distribution P̂N fails to be supported on Ξ. Thus, for all sufficiently

small values of ε there exists no distribution Q on Ξ with W2
(
Q,P̂N

) ≤ ε, implying

that the Wasserstein ball B2
ε(P̂N ) is empty, in which case the distributionally robust

inverse optimization problem (3.24) becomes meaningless. Figure 3.3b visualizes the

out-of-sample suboptimality and predictability risk of the optimal estimator θ̂(ε) as a

function of ε. Note that for any fixed ε the figure reports the out-of-sample risk aver-

aged only across those problem instances {Q?
xx , q?} for which B2

ε(P̂N ) 6= ;. Inspecting

the results at the instance level, we observe that the out-of-sample risk is typically

minimized by the smallest value of ε ≥ 0 for which B2
ε(P̂N ) 6= ; (this is not evident

from the aggregate results shown in Figure 3.3b). We conclude that a distributionally

robust approach may be necessary for consistency.

Model Uncertainty

Assume next that the agent’s objective function is not contained in the set of hypothe-

ses Fθ(s, x), θ ∈ Θ, but that the signals and the agent’s responses are unaffected by

noise. Specifically, in analogy to (Keshavarz et al., 2011), we assume that the true

utility function is given by U (x) := 〈1,
p

Ax −b〉, where A is a diagonal matrix whose

main diagonal is sampled uniformly from [0.5,1]n , while b is sampled uniformly from

[0,0.25]n . The square root is applied componentwise and evaluates to −∞ for neg-

ative arguments. Otherwise, we consider the exact same experimental setup as in

Section 3.8.2. Figure 3.3c shows the out-of-sample suboptimality and predictability

risk of the optimal estimator θ̂(ε) as a function of ε, indicating that the best results are

obtained for strictly positive Wasserstein radii, which enable the observer to combat

over-fitting to the training samples.

Comparison of Different Data-Driven Inverse Optimization Schemes

In practice, the Wasserstein radii offering the lowest out-of-sample risk must be

estimated from the training samples only. To this end, the DRO approach calibrates ε

via k-fold cross validation as in Section 3.8.1. Another estimator is obtained by solving
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the empirical risk minimization (ERM) problem (3.8) using the empirical mean and

the suboptimality loss (3.4b). This approach effectively mimics the DRO approach

but sets ε= 0, which can be viewed as a trivial data-driven strategy to calibrate the

Wasserstein radius.4 The VI approach also disregards ambiguity and minimizes the

empirical first-order loss by solving the semidefinite program

minimize
1

N

N∑
i=1

|ri |

subject to Qxx ∈Rn×n , q ∈Rn , γi ∈R+, ri ∈R i ∈ [N ]

〈W x̂i −H ŝi −h,γi 〉 ≤ ri i ∈ [N ]

W >γi = 2Qxx x̂i + ŝi +q i ∈ [N ]

Qxx º 0,

see (Bertsimas et al., 2012, Theorem 3). As in Section 3.8.1, the absolute values of

the residuals ri in the objective can be dropped whenever the training samples are

consistent with Ξ. We exclude the BP approach from this experiment because it leads

to severely intractable mixed integer semidefinite programming problems.

All three approaches described above search over the parametric space of quadratic

hypotheses. If the observer suspects that the true utility function fails to be quadratic,

however, she may prefer a non-parametric approach that models the gradient of

the utility function as a vector field f ∈ H n , where H represents a reproducing

kernel Hilbert space of real-valued functions on Rn+, which is induced by a symmetric

and positive definite kernel function k : Rn+×Rn+ → R. As H n is typically infinite-

dimensional and contains multiple candidate gradients f ∈ H n that explain the

training data, it has been suggested in (Bertsimas et al., 2012, Section 5) to minimize

the Hilbert norm
∑n

i=1 ‖ fi‖2
H

of f subject to the constraint that the residuals of the

first-order optimality condition at the training samples satisfy 1
N

∑N
i=1 |ri | ≤ κ for some

prescribed threshold κ≥ 0. This amounts to finding the smoothest (with respect to the

kernel function k) candidate gradient f ∈H n that explains the training data to within

accuracy κ. By leveraging a generalized representer theorem, the resulting infinite-

dimensional optimization problem can be reformulated as the tractable quadratic

4We did not consider the ERM approach in Section 3.5 because it coincides with the VI approach for
linear hypotheses.
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program

minimize
n∑

i=1
〈ei ,αKα>ei 〉

subject to α ∈Rn×N , γi ∈R+, ri ∈R i ∈ [N ]

〈W x̂i −H ŝi −h,γi 〉 ≤ ri i ∈ [N ]

W >γi = ŝi −αK ei i ∈ [N ]

1

N

N∑
i=1

|ri | ≤ κ,

(3.40a)

where K ∈RN×N denotes the kernel matrix with entries Ki j = k(x̂i , x̂ j ), ei stands for

the i -th standard basis vector in a space of appropriate dimension, and α ∈ Rn×N

denotes a decision variable that encodes the partial derivatives of the utility function

via fi (x) =∑N
j=1αi j k(x̂ j , x); see (Bertsimas et al., 2012, Theorem 5).

In the inverse optimization context studied here, however, the above non-parametric

VI approach suffers from two shortcomings that are not addressed in (Bertsimas et al.,

2012).

(i) The inverse optimization problem (3.40a) aims to learn the gradient field f of

the unknown utility function U . As the Hessian matrix of U must be symmetric,

the gradient field f must satisfy

∂ fi (x)

∂x j
= ∂ f j (x)

∂xi
∀x ∈Rn

+, ∀i , j = 1, . . . ,n.

By Stokes’ theorem, this condition is necessary and sufficient to ensure that the

utility function U can be reconstructed uniquely (modulo an additive constant)

from f . Specifically, this condition guarantees that the utility function is defined

unambiguously through the line integral U (x) =U (0)+∫
C 〈 f (x ′),dx ′〉, where C

represents an arbitrary piecewise smooth curve in Rn+ connecting 0 and x.

(ii) While the inverse optimization problem (3.40a) represents a tractable quadratic

program, the resulting gradient field f may induce a non-concave utility func-

tion U , which means that the agent’s objective function F (s, x) = 〈s, x〉−U (x)

may have multiple local minima. Thus, even though learning f is easy, predict-

ing the optimal response x to a given signal s may require the solution of a hard
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non-convex optimization problem, which may severely complicate extensive

out-of-sample tests. Similarly, evaluating the suboptimality loss F (s, x) at a fixed

signal-response pair is intractable.

Here we address the first challenge by using the polynomial kernel function k(x, x ′) =
(c〈x, x ′〉+1)p , which allows us to include the missing symmetry conditions in (3.40a)

by appending the linear equality constraints

N∑
k=1

(
αi k [x̂k ] j −α j k [x̂k ]i

)q−1∏
t=1

[x̂k ]lt = 0 ∀i , j ∈ [n], ∀1 ≤ l1 ≤ ·· · ≤ lq−1 ≤ n, ∀q ∈ [p].

The second challenge does not have a simple remedy, and therefore we abandon the

ideal goal to solve (3.1) to global optimality. Instead, for any given signal s, we use the

gradient field f obtained from (3.40) directly to find a local solution of (3.1) via the

classical subgradient descent algorithm (Bubeck et al., 2015, Chapter 3), where the

step size is set to 10−3 and an initial feasible solution is selected uniformly at random

fromX(s). Note that the focus on local minima in prediction is consistent with the use

of the first-order loss (3.4c) in inverse optimization because the first-oder loss cannot

distinguish local and global optima and thus fails to penalize training samples (ŝi , x̂i )

where x̂i is a locally optimal but globally suboptimal response to ŝi .

In our experiments we determine the parameter c of the polynomial kernel via 5-fold

cross validation. Once the gradient field f has been inferred from (3.40), we construct

the corresponding utility function by integrating f along the straight line C between 0

and x with parameterization g (t ) = t x for t ∈ [0,1], that is, we set

U (x) =U (0)+
∫

C
〈 f (x ′),dx ′〉 =U (0)+

∫ 1

0
〈 f (t x), x〉dt

=U (0)+
∫ t

0

n∑
i=1

N∑
j=1

xiαi j k(x̂ j , t x)dt

=U (0)+
n∑

i=1

N∑
j=1

xiαi j

∫ 1

0
(c〈t x, x̂ j 〉+1)p dt

=U (0)+
n∑

i=1

N∑
j=1

xiαi j

(
c〈x, x̂ j 〉+1

)p+1 −1

c(p +1)〈x, x̂ j 〉
.

Table 3.5 reports the out-of-sample suboptimality and predictability risks, respectively,
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Table 3.5 – Data-driven inverse optimization: Out-of-sample suboptimality and pre-
dictability risk of the VI, ERM and DRO approaches in different experimental settings

Methods Suboptimality Predictability

Consistent noisy
VI (Parametric) 3.2×10−1 1.3×100

measurements
ERM 8.6×10−2 4.7×10−1

DRO 7.9×10−2 3.9×10−1

Inconsistent noisy
VI (Parametric) 9.2×10−2 6.3×10−1

measurements
ERM unbounded unbounded
DRO 4.0×10−2 2.4×10−1

Model uncertainty

VI (Parametric) 8.3×10−1 2.8×100

VI (Non-parametric, p = 2) 1.9×100 4.8×100

VI (Non-parametric, p = 3) 4.0×10−1 6.4×100

ERM 6.2×10−1 2.4×100

DRO 6.0×10−1 2.2×100

for the DRO, VI and ERM estimators. The non-parametric VI approach is exclusively

used in the presence of model uncertainty, which is the only scenario in which it

has a chance to outperform the more parsimonious parametric approaches. Our

results show that the DRO estimator consistently attains the lowest suboptimality and

predictability risk among all parametric approaches. We emphasize that the subopti-

mality and predicatability risk of the non-parametric VI approach are evaluated with

respect to the local minimum identified by the subgradient descent algorithm and

are therefore largely meaningless. In fact, we observed that the suboptimality risk

becomes even negative for certain instances in which the global minimum of (3.1)

could not be found. This artefact explains the low suboptimality risk of the non-

parametric VI approach with p = 3. Note also that for p ≥ 4 the number of symmetry

conditions explodes, and thus (3.40) can no longer be solved. We also reconfirm our

earlier observation that injecting robustness reduces out-of-sample risk.
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4 Wasserstein Distributionally Robust

Kalman Filtering

We study a distributionally robust mean square error estimation problem over a non-

convex Wasserstein ambiguity set containing only normal distributions. We show that

the optimal estimator and the least favorable distribution form a Nash equilibrium.

Despite the non-convex nature of the ambiguity set, we prove that the estimation

problem is equivalent to a tractable convex program. We further devise a Frank-Wolfe

algorithm for this convex program whose direction-searching subproblem can be

solved in a quasi-closed form. Using these ingredients, we introduce a distributionally

robust Kalman filter that hedges against model risk.

4.1 Introduction

The Kalman filter is the workhorse for the online tracking and estimation of a dy-

namical system’s internal state based on indirect observations (Anderson and Moore,

1979). It has been applied with remarkable success in areas as diverse as automatic

control, brain-computer interaction, macroeconomics, robotics, signal processing,

weather forecasting and many more. The classical Kalman filter critically relies on the

availability of an accurate state-space model and is therefore susceptible to model

risk. This observation has led to several attempts to robustify the Kalman filter against

modeling errors.

The H∞-filter targets situations in which the statistics of the noise process is uncer-

tain and where one aims to minimize the worst case instead of the variance of the
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estimation error (Başar and Bernhard, 2008; Zhou et al., 1996). This filter bounds

the H∞-norm of the transfer function that maps the disturbances to the estimation

errors. However, in transient operation, the desired H∞-performance is lost, and

the filter may diverge unless some (typically restrictive) positivity condition holds in

each iteration. In set-valued estimation the disturbance vectors are modeled through

bounded sets such as ellipsoids (Bertsekas and Rhodes, 1971; Shtern and Ben-Tal,

2016). In this framework, one attempts to construct the smallest ellipsoids around

the state estimates that are consistent with the observations and the exogenous dis-

turbance ellipsoids. However, the resulting robust filters ignore any distributional

information and thus have a tendency to be over-conservative. A filter that is ro-

bust against more general forms of (set-based) model uncertainty was first studied

in (Sayed, 2001). This filter iteratively minimizes the worst-case mean square error

across all models in the vicinity of a nominal state space model. While performing

well in the face of large uncertainties, this filter may be too conservative under small

uncertainties. A generalized Kalman filter that addresses this shortcoming and strikes

the balance between nominal and worst-case performance has been proposed in

(Xu and Mannor, 2009). A risk-sensitive Kalman filter is obtained by minimizing the

moment-generating function instead of the mean of the squared estimation error

(Speyer et al., 1992). This risk-sensitive Kalman filter is equivalent to a distributionally

robust filter proposed in (Levy and Nikoukhah, 2013), which minimizes the worst-case

mean square error across all joint state-output distributions in a Kullback-Leibler (KL)

ball around a nominal distribution. Extensions to more general τ-divergence balls are

investigated in (Zorzi, 2017a).

In this chapter we use ideas from distributionally robust optimization to design a

Kalman-type filter that is immunized against model risk. Specifically, we assume that

the joint distribution of the states and outputs is uncertain but known to reside in

a given ambiguity set that contains all distributions in the proximity of the nominal

distribution generated by a nominal state-space model. The ambiguity set thus reflects

our level of (dis)trust in the nominal model. We then construct the most accurate filter

under the least favorable distribution in this set. The hope is that hedging against the

worst-case distribution has a regularizing effect and will lead to a filter that performs

well under the unknown true distribution. Distributionally robust filters of this type

have been studied in (Eldar and Merhav, 2004; Ning et al., 2015) using uncertainty sets
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for the covariance matrix of the state vector and in (Levy and Nikoukhah, 2013; Zorzi,

2017a) using ambiguity sets defined via information divergences. Inspired by recent

progress in data-driven distributionally robust optimization (Mohajerin Esfahani

and Kuhn, 2018), we construct here the ambiguity set as a ball around the nominal

distribution with respect to the type-2 Wasserstein distance. The Wasserstein distance

has seen widespread application in machine learning (Arjovsky et al., 2017; Cuturi

and Avis, 2014; Rolet et al., 2016), and an intimate relation between regularization and

Wasserstein distributional robustness has been discovered in (Shafieezadeh-Abadeh

et al., 2015, 2019; Nguyen et al., 2018). Also, the Wasserstein distance is known to be

more statistically robust than other information divergences (Chen et al., 2016).

We summarize our main contributions as follows:

• We introduce a distributionally robust mean square estimation problem over a

nonconvex Wasserstein ambiguity set containing normal distributions only, and we

demonstrate that the optimal estimator and the least favorable distribution form a

Nash equilibrium.

• Leveraging modern reformulation techniques from (Nguyen et al., 2018), we prove

that this problem is equivalent to a tractable convex program—despite the noncon-

vex nature of the underlying ambiguity set—and that the optimal estimator is an

affine function of the observations.

• We devise an efficient Frank-Wolfe-type first-order method inspired by (Jaggi, 2013)

to solve the resulting convex program. We show that the direction-finding subprob-

lem can be solved in quasi-closed form, and we derive the algorithm’s convergence

rate.

• We introduce a Wasserstein distributionally robust Kalman filter that hedges against

model risk. The filter can be computed efficiently by solving a sequence of robust

estimation problems via the proposed Frank-Wolfe algorithm. Its performance is

validated on standard test instances.

Notation:For any A ∈ Rd×d we use Tr[A] to denote the trace and ‖A‖ to denote the

spectral norm of A. By slight abuse of notation, the Euclidean norm of v ∈ Rd is
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also denoted by ‖v‖. Moreover, Id stands for the identity matrix in Rd×d . For any

A,B ∈Rd×d , we use 〈A,B〉 = Tr
[

A>B
]

to denote the trace inner product. The space of

all symmetric matrices in Rd×d is denoted by Sd . We use Sd+ (Sd++) to represent the

cone of symmetric positive semidefinite (positive definite) matrices in Sd . For any

A,B ∈Sd , the relation A º B (A Â B) means that A−B ∈Sd+ (A−B ∈Sd++). Finally, the

set of all normal distribution on Rd is denoted by Nd .

4.2 Robust Estimation with Wasserstein Ambiguity Sets

Consider the problem of estimating a signal x ∈Rn from a potentially noisy observa-

tion y ∈Rm . In practice, the joint distribution of x and y is never directly observable

and thus fundamentally uncertain. This distributional uncertainty should be taken

into account in the estimation procedure. In this chapter, we model distributional un-

certainty through an ambiguity set P , that is, a family of distributions onRd , d = n+m,

that are sufficiently likely to govern x and y in view of the available data or that are

sufficiently close to a prescribed nominal distribution. We then seek a robust estima-

tor that minimizes the worst-case mean square error across all distributions in the

ambiguity set. In the following, we propose to use the Wasserstein distance in order to

construct ambiguity sets.

Definition 4.1 (Wasserstein distance). The type-2 Wasserstein distance between two

distributionsQ1 andQ2 on Rd is defined as

W2(Q1,Q2) := inf
π∈Π(Q1,Q2)

{(∫
Rd×Rd

‖z1 − z2‖2π(d z1,d z2)

) 1
2

}
, (4.1)

where Π(Q1,Q2) is the set of all probability distributions on Rd ×Rd with marginals

Q1 andQ2.

Proposition 4.2 ((Givens and Shortt, 1984, Proposition 7)). The type-2 Wasserstein

distance between two normal distributionsQ1 =Nd (µ1,Σ1) andQ2 =Nd (µ2,Σ2) with

µ1,µ2 ∈Rd and Σ1,Σ2 ∈Sd+ equals

W2(Q1,Q2) =
√√√√∥∥µ1 −µ2

∥∥2 +Tr

[
Σ1 +Σ2 −2

(
Σ

1
2
2Σ1Σ

1
2
2

) 1
2

]
.
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Consider now a d-dimensional random vector z = [x>, y>]> comprising the signal

x ∈ Rn and the observation y ∈ Rm , where d = n +m. For a given ambiguity set P ,

the distributionally robust minimum mean square error estimator of x given y is a

solution of the outer minimization problem in

inf
ψ∈L

sup
Q∈P

EQ
[‖x −ψ(y)‖2] , (4.2)

where L denotes the family of all measurable functions from Rm to Rn . Problem (4.2)

can be viewed as a zero-sum game between a statistician choosing the estimator ψ

and a fictitious adversary (or nature) choosing the distributionQ. By construction,

the minimax estimator performs best under the worst possible distribution Q ∈ P .

From now on we assume that P is the Wasserstein ambiguity set

P =
{
Q ∈Nd : W2(Q,P) ≤ ρ

}
, (4.3)

which can be interpreted as a ball of radius ρ ≥ 0 in the space of normal distributions.

We will further assume that P is centered at a normal distributionP=Nd (µ,Σ) with

covariance matrix ΣÂ 0.

Even though the Wasserstein ambiguity set P is nonconvex (as mixtures of normal

distributions are generically not normal), we can prove a minimax theorem, which

ensures that one may interchange the infimum and the supremum in (4.2) without

affecting the problem’s optimal value.

Theorem 4.3 (Minimax theorem). If P is a Wasserstein ambiguity set of the form (4.3),

then

inf
ψ∈L

sup
Q∈P

EQ
[‖x −ψ(y)‖2]= sup

Q∈P

inf
ψ∈L

EQ
[‖x −ψ(y)‖2] . (4.4)

The proof of Theorem 4.3 requires the following preparatory lemma, which we borrow

from (Nguyen et al., 2018).

Lemma 4.4 ((Nguyen et al., 2018, Proposition 2.8)). For any γ ∈ R+, D ∈Sd+\{0} and

Σ ∈Sd++, we have

sup
Sº0

〈D,S〉−γTr

[
S −2

(
Σ

1
2 SΣ

1
2

) 1
2

]
=

γ
2〈(γId −D)−1,Σ〉 if γId Â D,

+∞ otherwise.
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Moreover, if γId Â D , the unique optimal solution of the above maximization problem

is given by

S? = γ2(γId −D)−1Σ(γId −D)−1.

Proof of Theorem 4.3. The optimal value of the minimax problem (4.2) satisfies

inf
ψ∈L

sup
Q∈P

EQ
[‖x −ψ(y)‖2]≥ sup

Q∈P

inf
ψ∈L

EQ
[‖x −ψ(y)‖2] (4.5a)

= sup
Q∈P

inf
G ,g
EQ

[‖x −G y − g‖2] , (4.5b)

where (4.5a) follows from the max-min inequality, and (4.5b) holds because the in-

ner minimization problem over ψ is solved by the conditional expectation function

ψ?(y) =EQ[x|y], which is affine in y for every fixed Gaussian distributionQ ∈P , see,

e.g., (Rao, 1973, page 522). Without loss of generality, one can thus restrict the set

of measurable functions L to the set of affine functions parametrized by a sensitiv-

ity matrix G ∈ Rn×m and an intercept vector g ∈ Rn . Recalling the definition of the

Wasserstein ambiguity set P in (4.3) and encoding each normal distributionQ ∈P

by its mean vector c ∈Rd and covariance matrix S ∈Sd+, we can use Proposition 4.2 to

reformulate (4.5b) as

sup inf
G ,g

〈In ,Sxx + cxc>x 〉+〈G>G ,Sy y + cy c>y 〉−〈G ,Sx y + cxc>y 〉
−〈G>,Sy x + cy c>x 〉+2〈g ,Gcy − cx〉+ g>g

s.t. c ∈Rd , cx ∈Rn , cy ∈Rm

S ∈Sd+, Sxx ∈Sn+, Sy y ∈Sm+ , Sx y = S>
y x ∈Rn×m

c =
[

cx

cy

]
, S =

[
Sxx Sx y

Sy x Sy y

]
º 0

‖c −µ‖2 +Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

]
≤ ρ2.

(4.6a)

Solving the inner minimization problem over g analytically and substituting the

optimal solution g? = cx −Gcy back into the objective function shows that (4.6a) is
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equivalent to

sup inf
G

〈[
In −G

−G> G>G

]
,S

〉
s.t. c ∈Rd , S ∈Sd+

‖c −µ‖2 +Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

]
≤ ρ2.

(4.6b)

The minimization over G may now be interchanged with the maximization over c and

S by using the classical minimax theorem (Bertsekas, 2009, Proposition 5.5.4), which

applies because c and S range over a compact feasible set. The inner maximization

problem over c is then solved by c? =µ, which maximizes the slack of the Wasserstein

constraint. Thus, the minimax problem (4.6b) simplifies to

inf
G

sup
Sº0

〈[
In −G

−G> G>G

]
,S

〉

s.t. Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

]
≤ ρ2.

(4.6c)

Assigning a Lagrange multiplier γ≥ 0 to the Wasserstein constraint and dualizing the

inner maximization problem yields

inf
G

inf
γ≥0

sup
Sº0

〈[
In −G

−G> G>G

]
,S

〉
+γ

(
ρ2 −Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

])
. (4.6d)

Strong duality holds because S =ΣÂ 0 represents a Slater point for the primal maxi-

mization problem. Finally, by using Lemma 4.4, problem (4.6d) can be reformulated

as

inf γ
(
ρ2 −Tr[Σ]

)+γ2〈(γId − [In , −G]>[In , −G])−1,Σ〉
s.t. G ∈Rn×m , γ ∈R+

γId Â [In , −G]>[In , −G].

(4.7)

By construction, the optimal value of (4.7) provides a lower bound on that of the

minimax problem (4.2). Next, we construct an upper bound by restricting L to the

class of affine estimators.

inf
ψ∈L

sup
Q∈P

EQ
[‖x −ψ(y)‖2]≤ inf

G ,g
sup
Q∈P

EQ
[‖x −G y − g‖2] (4.8)
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As P is non-convex, we cannot simply use Sion’s minimax theorem to show that the

right-hand side of (4.8) equals (4.5b). Instead, we need a more involved argument.

Recalling the definition of P in (4.3) and encoding each normal distributionQ ∈P

by its mean vector c ∈Rd and covariance matrix S ∈Sd+, we can use Proposition 4.2 to

reformulate the right-hand side of (4.8) as

inf
G ,g

sup 〈In ,Sxx + cxc>x 〉+〈G>G ,Sy y + cy c>y 〉−〈G ,Sx y + cxc>y 〉
−〈G>,Sy x + cy c>x 〉+2〈g ,Gcy − cx〉+ g>g

s.t. c ∈Rd , cx ∈Rn , cy ∈Rm

S ∈Sd+, Sxx ∈Sn+, Sy y ∈Sm+ , Sx y = S>
y x ∈Rn×m

c =
[

cx

cy

]
, S =

[
Sxx Sx y

Sy x Sy y

]
º 0

‖c −µ‖2 +Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

]
≤ ρ2.

(4.9a)

Next, we introduce the set C := {c ∈Rd : ‖c −µ‖ ≤ ρ} as well as the auxiliary functions

D(G) :=
[

In −G

−G> G>G

]
and b(G , g ) :=

[
−g

G>g

]

to reformulate problem (4.9a) as

inf
G ,g

sup
c ∈C
Sº0

〈D(G),S + c c>〉+2〈b(G , g ),c〉+ g>g

s.t. ‖c −µ‖2 +Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

]
≤ ρ2.

(4.9b)

We emphasize that the constraint c ∈C is redundant in (4.9b) but will facilitate further

simplifications below. Note also that D(G) º 0, and thus the minimax problem (4.9b)

involves a cumbersome convex maximization problem over c . By employing a penalty

formulation of the Wasserstein constraint, the inner maximization problem over c

152



4.2. Robust Estimation with Wasserstein Ambiguity Sets

and S in (4.9b) can be re-expressed as

sup
c ∈C
Sº0

inf
γ≥0

〈D(G),S + c c>〉+2〈b(G , g ),c〉+ g>g

+γ
(
ρ2 −‖c −µ‖2 +Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

])
.

Here, the minimization over γ and the maximization over S may be interchanged by

strong duality, which holds because S =ΣÂ 0 constitutes a Slater point for the primal

problem, see, e.g., (Bertsekas, 2009, Proposition 5.3.1). We note that when ‖c −µ‖ = ρ,

the feasible set of S reduces to a singleton, and thus strong duality holds trivially. The

emerging inner maximization problem over S can then be solved analytically by using

Lemma 4.4. In summary, the minimax problem (4.9b) is equivalent to

inf
G ,g

sup
c ∈C

inf
γ≥0

〈D(G),c c>〉+2〈b(G , g ),c〉+ g>g +γ(
ρ2 −‖c −µ‖2 −Tr[Σ]

)
+γ2〈(γId −D(G))−1,Σ〉

s.t. γId Â D(G).

(4.9c)

Observe now that the optimal value function of the innermost minimization problem

over γ in (4.9c) is convex in g and, thanks to the constraint γId −D(G) Â 0, concave

in c for every fixed G . By the classical minimax theorem (Bertsekas, 2009, Proposi-

tion 5.5.4), which applies because c ranges over the compact set C , we may thus

interchange the infimum over g with the supremum over c. After replacing D(G)

and b(G , g ) with their definitions, it becomes clear that the innermost minimization

problem over g admits the analytical solution g? =µx −Gµy . Thus, problem (4.9c) is

equivalent to

inf
G

sup
c ∈C

inf
γ≥0

γ
(
ρ2 −‖c −µ‖2 −Tr[Σ]

)+γ2〈(γId − [In , −G]>[In , −G])−1,Σ〉
s.t. γId Â [In , −G]>[In , −G].

(4.9d)

By invoking the minimax theorem (Bertsekas, 2009, Proposition 5.5.4) once again,

the inner infimum over γ can be interchanged with the supremum over c. As the

resulting inner maximization problem over c is solved by c? = µ, problem (4.9d) is

thus equivalent to (4.7). In summary, we have shown that (4.7) provides both an upper

bound on the left-hand side of (4.5) as well as a lower bound on the right-hand side
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of (4.5). Thus, the inequality in (4.5) is in fact an equality.

Remark 4.5 (Connection to Bayesian estimation). The optimal solutions ψ? andQ?

of the two dual problems in (4.4) represent the minimax strategies of the statistician

and nature, respectively. Theorem 4.3 implies that (ψ?,Q?) forms a saddle point

(and thus a Nash equilibrium) of the underlying zero-sum game. Hence, the robust

estimator ψ? is also the optimal Bayesian estimator for the priorQ?. For this reason,

Q? is often referred to as the least favorable prior (Lehmann and Casella, 2006).

We now demonstrate that the minimax problem (4.2) is equivalent to a tractable

convex program, whose solution allows us to recover both the optimal estimator ψ?

as well as the least favorable priorQ?.

Theorem 4.6 (Tractable reformulation). The minimax problem (4.2) with the Wasser-

stein ambiguity set (4.3) centered at P= Nd (µ,Σ),
¯
σ := λmin(Σ) > 0, is equivalent to

the finite convex program

sup Tr
[

Sxx −Sx y S−1
y y Sy x

]
s.t. S =

[
Sxx Sx y

Sy x Sy y

]
∈Sd

+, Sxx ∈Sn
+, Sy y ∈Sm

+ , Sx y = S>
y x ∈Rn×m

Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

]
≤ ρ2, S º

¯
σId .

(4.10)

If S?, S?xx , S?y y and S?x y is optimal in (4.10) and µ = [µ>
x ,µ>

y ]> for some µx ∈ Rn and

µy ∈Rm , then the affine functionψ?(y) = S?x y (S?y y )−1(y−µy )+µx is the distributionally

robust minimum mean square error estimator, and the normal distribution Q? =
Nd (µ,S?) is the least favorable prior.

The proof of Theorem 4.6 relies on the following lemma, which extends a similar result

from (Nguyen et al., 2018).

Lemma 4.7 (Analytical solution of direction-finding subproblem). For any fixed Σ ∈
Sd++ and D ∈Sd+\{0}, the optimization problem

sup
S∈Sd+

〈S,D〉

s.t. Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

]
≤ ρ2
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is solved by

S? = (
γ?

)2
(γ?Id −D)−1Σ(γ?Id −D)−1,

where γ? is the unique solution with γ?Id Â D of the algebraic equation

ρ2 −〈Σ,
(
Id −γ?(γ?Id −D)−1)2〉 = 0.

Moreover, we have S? º
¯
σId , where

¯
σ :=λmin(Σ).

Proof of Lemma 4.7. The optimality of S? follows immediately from (Nguyen et al.,

2018, Theorem 5.1). Moreover, the spectral norm of (S?)−1 obeys the following esti-

mate.

‖(S?)−1‖ ≤ ‖Id − 1

γ?
D‖ ·‖Σ−1‖ ·‖Id − 1

γ?
D‖ ≤ ‖Σ−1‖ =

¯
σ−1

As the largest eigenvalue of (S?)−1 is bounded by
¯
σ−1, we may conclude that S? º

¯
σId .

Proof of Theorem 4.6. The proof of Theorem 4.3 has shown that the original infinite-

dimensional minimax problem (4.2) is equivalent to the finite-dimensional minimax

problem (4.6c). By Lemma 4.7, the solution of the inner maximization problem in

(4.6c) satisfies S? º
¯
σId . Thus, one may append the redundant constraint S º

¯
σId to

this inner problem without sacrificing optimality. By interchanging the minimization

over G with the maximization over S, which is allowed by (Bertsekas, 2009, Proposi-

tion 5.5.4), problem (4.6c) can thus be reformulated as

sup
Sº0

inf
G

〈[
In −G

−G> G>G

]
,S

〉

s.t. Tr
[

S +Σ−2
(
Σ1/2SΣ1/2)1/2

]
≤ ρ2

S º
¯
σId .

(4.11)

Recall that
¯
σ> 0, which implies that S Â 0. Hence, the unconstrained quadratic mini-

mization problem over G in (4.11) has a unique solution G?, which can be obtained

analytically by solving the problem’s first-order optimality condition. Specifically, we

have

2G?Sy y −2Sx y = 0 ⇐⇒ G? = Sx y S−1
y y .
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Substituting G? into (4.11) yields the desired maximization problem (4.10). By con-

struction, this convex program is equivalent to nature’s decision problem on the

right-hand side of (4.4), and thus it is easy to see that the least favorable prior is given

byQ? =Nd (µ,S?). Next, we solve the Bayesian estimation problem

inf
ψ∈L

EQ
? [‖x −ψ(y)‖2] .

An elementary analytical calculation reveals that this problem is solved by ψ?(y) =
S?x y (S?y y )−1(y −µy )+µx . Moreover, this solution is unique because S? º

¯
σId , which

implies that the objective function is strictly convex. By Theorem 4.3 and (Boyd and

Vandenberghe, 2004, Section 5.5.5), we may then conclude that ψ? is also optimal

in (4.2). This observation completes the proof.

Theorem 4.6 provides a tractable procedure for constructing a Nash equilibrium

(ψ?,S?) for the statistician’s game against nature. Note that if ρ = 0, then S? = Σ is

the unique solution to (4.10). In this case the estimator ψ? reduces to the Bayesian

estimator corresponding to the nominal distributionP=Nd (µ,Σ). We emphasize that

the choice of the Wasserstein radius ρ may have a significant impact on the resulting

estimator. In fact, this is a key distinguishing feature of the Wasserstein ambiguity

set (4.3) with respect to other popular divergence-based ambiguity sets.

Remark 4.8 (Divergence-based ambiguity sets). As a natural alternative, one could

replace the Wasserstein distance in (4.3) with an information divergence. For ex-

ample, ambiguity sets defined via τ-divergences, which encapsulate the popular KL

divergence as a special case, have been studied in (Levy and Nikoukhah, 2004, 2013;

Zorzi, 2017a,b). As shown in (Levy and Nikoukhah, 2013, Theorem 1) and (Zorzi,

2017a, Theorem 2.1), the optimal estimator corresponding to any τ-divergence ambi-

guity set always coincides with the Bayesian estimator for the nominal distribution

P=Nd (µ,Σ) irrespective of ρ. Thus, in stark contrast to the setting considered here,

the size of a τ-divergence ambiguity set has no impact on the corresponding opti-

mal estimator. Moreover, the least favorable priorQ=Nd (µ,S?) for a τ-divergence

ambiguity set always satisfies

S? =
[

S?xx Σx y

Σy x Σy y

]
. (4.12)
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Thus, in order to harm the statistician, nature only perturbs the second moments of

the signal but sets all second moments of the observation as well as all cross moments

to their nominal values.

Example 4.9 (Impact of ρ on the Nash equilibrium). We illustrate the dependence

of the saddle point (ψ?,Q?) on the size ρ of the ambiguity set in a 2-dimensional

example. Suppose that the nominal distribution P of [x, y] ∈ R2 satisfies µx = µy =
0, Σxx = Σx y = 1 and Σy y = 1.1, implying that the noise w := y − x and the signal

x are independent (EP[xw] = Σx y −Σxx = 0). Figure 4.1 visualizes the canonical

90% confidence ellipsoids of the the least favorable priors as well as the graphs of

the optimal estimators for different sizes of the Wasserstein and KL ambiguity sets.

As ρ increases, the least favorable prior for the Wasserstein ambiguity set displays

the following interesting properties: (i) the signal variance S?xx increases, (ii) the

measurement variance S?y y decreases, (iii) the signal-measurement covariance S?x y

decreases towards 0, and (iv) the noise varianceEQ
?

[w 2] = S?y y −2S?x y +S?xx increases.

Hence, (v) the signal-noise covarianceEQ
?

[xw ] = S?x y −S?xx decreases and is negative

for all ρ > 0, and (vi) the optimal estimator ψ? tends to the zero function. Note that

the optimal estimator and the measurement variance remain constant in ρ when

working with a KL ambiguity set.
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Figure 4.1 – Least favorable priors (solid ellipsoids) and optimal estimators (dashed
lines) for Wasserstein (left) and KL (right) ambiguity sets with different radii ρ. The
Wasserstein estimators vary with ρ, while the KL estimators remain unaffected by ρ.

Remark 4.10 (Ambiguity sets with non-normal distributions). Theorem 4.3 can be

generalized to Wasserstein ambiguity set of the form Q = {Q ∈M (Rd ) : W2(Q,P) ≤ ρ},

where M (Rd ) denotes the set of all (possibly non-normal) probability distributions
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on Rd with finite second moments, and P = Nd (µ,Σ). In this case, the minimax

result (4.4) remains valid provided that the set L of all measurable estimators is

restricted to the set A of all affine estimators. Theorem 4.6 also remains valid under

this alternative setting.

4.3 Efficient Frank-Wolfe Algorithm

The finite convex optimization problem (4.10) is numerically challenging as it con-

stitutes a nonlinear semi-definite program (SDP). In principle, it would be possible

to eliminate all nonlinearities by using Schur complements and to reformulate (4.10)

as a linear SDP, which is formally tractable. However, it is folklore knowledge that

general-purpose SDP solvers are yet to be developed that can reliably solve large-scale

problem instances. We thus propose a tailored first-order method to solve the non-

linear SDP (4.10) directly, which exploits a covert structural property of the problem’s

objective function

f (S) := Tr
[

Sxx −Sx y S−1
y y Sy x

]
.

Definition 4.11 (Unit total elasticity1). We say that a function ϕ :Sd+ → R+ has unit

total elasticity if

ϕ(S) = 〈S,∇ϕ(S)〉 ∀S ∈Sd
+.

It is clear that every linear function has unit total elasticity. Maybe surprisingly, how-

ever, the objective function f (S) of problem (4.10) also enjoys unit total elasticity

because

〈S,∇ f (S)〉 =
〈[

Sxx Sx y

Sy x Sy y

]
,

[
In −Sx y S−1

y y

−S−1
y y Sy x S−1

y y Sy xSx y S−1
y y

]〉
= f (S).

Moreover, as will be explained below, it turns out problem (4.10) can be solved highly

efficiently if its objective function is replaced with a linear approximation. These

observations motivate us to solve (4.10) with a Frank-Wolfe algorithm (Frank and

1Our terminology is inspired by the definition of the elasticity of a univariate function ϕ(s) as
dϕ(s)

ds
s

ϕ(s) .
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Wolfe, 1956), which starts at S(0) =Σ and constructs iterates

S(k+1) =αk F
(
S(k))+ (1−αk )S(k) ∀k ∈N∪ {0}, (4.13a)

whereαk represents a judiciously chosen step-size, while the oracle mapping F :S+ →
S+ returns the unique solution of the direction-finding subproblem

F (S) :=


argmax

Lº
¯
σId

〈L,∇ f (S)〉

s.t. Tr

[
L+Σ−2

(
Σ

1
2 LΣ

1
2

) 1
2

]
≤ ρ2 .

(4.13b)

In each iteration, the Frank-Wolfe algorithm thus minimizes a linearized objective

function over the original feasible set. In contrast to other commonly used first-order

methods, the Frank-Wolfe algorithm thus obviates the need for a potentially expensive

projection step to recover feasibility. It is easy to convince oneself that any solution

of the nonlinear SDP (4.10) is indeed a fixed point of the operator F . To make the

Frank-Wolfe algorithm (4.13) work in practice, however, one needs

(i) an efficient routine for solving the direction-finding subproblem (4.13b);

(ii) a step-size rule that offers rigorous guarantees on the algorithm’s convergence

rate.

In the following, we propose an efficient bisection algorithm to address (i). As for

(ii), we show that the convergence analysis portrayed in (Jaggi, 2013) applies to the

problem at hand. The procedure for solving (4.13b) is outlined in Algorithm 1, which

involves an auxiliary function h :R+ →R defined via

h(γ) := ρ2 −〈Σ,
(
Id −γ(γId −∇ f (S))−1)2〉. (4.14)

Theorem 4.12 (Direction-finding subproblem). For any fixed inputs ρ,ε ∈ R++, Σ ∈
Sd++ and S ∈Sd+, Algorithm 1 outputs a feasible and ε-suboptimal solution to (4.13b).

The proof of Theorem 4.12 requires the following preparatory lemma, which suggests

upper and lower bounds on the (unique) root γ? of the function h(γ) defined in (4.14).

Note that this root is computed approximately using bisection in Algorithm 1.
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Lemma 4.13 (Bisection interval). For any ρ > 0, the solution of the algebraic equation

h(γ?) = 0 resides in the interval [γmin,γmax], where

γmin :=λ1

(
1+

√
v>

1 Σv1/ρ

)
, γmax :=λ1

(
1+

√
Tr[Σ]/ρ

)
, (4.15)

the scalar λ1 is the largest eigenvalue of D :=∇ f (S), and v1 is a corresponding eigen-

vector.

Proof. Let D =∑d
i=1λi vi v>

i be the spectral decomposition of D. The function h can

be equivalently rewritten as

ρ2 −
d∑

i=1

(
λi

γ−λi

)2

v>
i Σvi ,

where the summation admits the following bounds:

(
λ1

γ−λ1

)2

v>
1 Σv1 ≤

d∑
i=1

(
λi

γ−λi

)2

v>
i Σvi ≤

(
λ1

γ−λ1

)2

Tr[Σ] .

Equating the two bounds to ρ2 yields γmin and γmax, respectively.

Proof of Theorem 4.12. The proof of Lemma 4.7 implies that

L(γ) := γ2(γId −D)−1Σ(γId −D)−1

is feasible in (4.13b) for every γ with γId Â D and h(γ) > 0. Moreover, L(γ?) is optimal

in (4.13b) if γ?Id Â D and h(γ?) = 0. Algorithm 1 uses a bisection procedure to com-

pute an approximation γ of γ? such that L(γ) is feasible and ε-suboptimal in (4.13b).

The degree of suboptimality of L(γ) equals 〈L(γ?)−L(γ),D〉. The true optimal value

〈L(γ?),D〉 is inaccessible but can be estimated above by the objective value of γ in the

Lagrangian dual of (4.13b), which can be expressed as

min
γ: γIdÂD

γ(ρ2 −Tr[Σ])+γ2〈(γId −D)−1,Σ〉,

see also (Nguyen et al., 2018, Proposition 2.8). Thus, the suboptimality of L(γ) is
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Algorithm 1 to solve (4.13b)

Input: Covariance matrix ΣÂ 0
Gradient matrix D :=∇ f (S) º 0
Wasserstein radius ρ > 0
Tolerance ε> 0

Denote the largest eigenvalue of D by
λ1. Let v1 be an eigenvector of λ1

Set LB ←λ1(1+
√

v>
1 Σv1/ρ)

Set U B ←λ1(1+p
Tr[Σ]/ρ)

repeat
Set γ← (U B +LB)/2
Set L ← γ2(γId −D)−1Σ(γId −D)−1

if h(γ) < 0 then
Set LB ← γ

else
Set U B ← γ

end if
Set ∆← γ(ρ2 −Tr[Σ])−〈L,D〉

+γ2〈(γId −D)−1,Σ〉
until h(γ) > 0 and ∆< ε

Output: L

Algorithm 2 to solve (4.10)

Input: Covariance matrix ΣÂ 0
Wasserstein radius ρ > 0
Tolerance δ> 0

Set
¯
σ←λmin(Σ), σ̄← (ρ+p

Tr[Σ])2

Set C ← 2σ̄4/
¯
σ3

Set S(0) ←Σ,k ← 0
while Stopping criterion is not met do

Set αk ← 2
k+2

Set G ← S(k)
x y (S(k)

y y )−1

Compute gradient D ←∇ f (S(k)) by
D ← [In , −G]>[In , −G]

Set ε←αkδC
Solve the subproblem (4.13b) by Al-
gorithm 1

L ← Bisection(Σ,D,ρ,ε)

Set S(k+1) ← S(k) +αk (L−S(k))
Set k ← k +1

end while

Output: S(k)

bounded above by

〈L(γ?)−L(γ),D〉 ≤ γ(ρ2 −Tr[Σ])+γ2〈(γId −D)−1,Σ〉−〈L(γ),D〉.

Lemma 4.13 ensures that γ? ∈ [γmin,γmax], and therefore it suffices to search over this

interval.

We emphasize that the most expensive operation in Algorithm 1 is the matrix inversion

(γId −D)−1, which needs to be evaluated repeatedly for different values of γ. These

computations can be accelerated by diagonalizing D only once at the beginning. The

repeat loop in Algorithm 1 carries out the actual bisection algorithm, and a suitable

initial bisection interval is determined by a pair of a priori bounds LB and U B , which

are available in closed form.

The overall structure of the proposed Frank-Wolfe method is summarized in Algo-

rithm 2. We borrow the step-size rule suggested in (Jaggi, 2013) to establish rigorous
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convergence guarantees. This is accomplished by showing that the objective function

f has a bounded curvature constant. Our convergence result is formalized in the next

theorem.

Theorem 4.14 (Convergence analysis). If Σ Â 0, ρ > 0, δ > 0 and αk = 2/(2+k) for

any k ∈N, then the k-th iterate S(k) computed by Algorithm 2 is feasible in (4.10) and

satisfies

f (S?)− f (S(k)) ≤ 4σ̄4

¯
σ3(k +2)

(1+δ),

where S? is an optimal solution of (4.10),
¯
σ is the smallest eigenvalue of Σ, and

σ̄ := (ρ+p
Tr[Σ])2.

The proof of Theorem 4.14 widely parallels that of (Jaggi, 2013, Theorem 1). The key

ingredient is to prove that the curvature constant of the problem’s (negative) objective

function − f is bounded.

Definition 4.15 (Curvature constant). The curvature constant Cg of the convex func-

tion g with respect to a compact domain S is defined as

Cg := sup
X ,Y ,Z ,α

2
α2

(
g (Z )− g (X )−〈Z −X ,∇g (X )〉)

s.t. Z = (1−α)X +αY

X ,Y ∈S , α ∈ [0,1].

In order to bound the curvature constant of − f , we need several preparatory lemmas.

Lemma 4.16 ((Bernstein, 2009, Fact 7.4.9)). For any A ∈Rn×m ,B ∈Rm×l ,C ∈Rl×k , and

D ∈Rk×n , we have

Tr[ABC D] = vec(A)>(B ⊗D>)vec(C>),

where ‘⊗’ stands for the Kronecker product, while ‘vec(·)’ denotes the vectorization of

a matrix.

Lemma 4.17 (Bounded feasible set). If S is feasible in (4.10), then S ¹ σ̄Id , where

σ̄ := (ρ+p
Tr[Σ])2.

Proof. We seek an upper bound on the maximum eigenvalue of S uniformly across

all covariance matrices S feasible in (4.10), that is, we seek an upper bound on the
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optimal value of

sup
Sº0

‖S‖
s.t. Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

]
≤ ρ2.

(4.16)

Problem (4.16) is a non-convex optimization problem because we maximize a convex

function (the spectral norm of S) over a convex set. An easily computable upper bound

is obtained by solving

sup
Sº0

〈S, Id 〉
s.t. Tr

[
S +Σ−2

(
Σ

1
2 SΣ

1
2

) 1
2

]
≤ ρ2.

(4.17)

Indeed, note that Tr[S] = 〈S, Id 〉 ≥ ‖S‖, where the inequality holds because S º 0. By

Lemma 4.7, which studies a more general problem with an arbitrary linear objective

function 〈S,D〉, problem (4.17) has an analytical solution that is found by solving the

following algebraic equation in γ.

ρ2 −〈Σ,
(
Id −γ?(γ?Id − Id )−1)2〉 = 0 ⇐⇒ ρ2 −

(
1

γ?−1

)2

Tr[Σ] = 0

In the special case considered here, this equation can be solved in closed form, and

there is no need for a bisection algorithm. Specifically, we have γ? = 1+p
Tr[Σ]/ρ,

and thus (4.17) is solved by

S? = (
γ?

)2
(γ?Id − Id )−1Σ(γ?Id − Id )−1 =

(
γ?

γ?−1

)2

Σ= (ρ+p
Tr[Σ])2

Tr[Σ]
Σ.

Therefore, problem (4.16) is upper bounded by Tr
[
S?

]= (ρ+p
Tr[Σ])2.

For ease of exposition, we now define the (compact) feasible set of problem (4.10) as

S :=
{

S ∈Sd
+ : Tr[S +Σ−2(Σ

1
2 SΣ

1
2 )

1
2 ] ≤ ρ2, S º

¯
σId

}
(4.18)

Lemma 4.18 (Curvature bound). The curvature constant C− f of the (negative) objec-

tive function − f over the feasible set S satisfies C− f ≤C := 2σ̄4/
¯
σ3.
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Proof. We first expand the negative objective function − f at S ∈Sd+. By Lemma 4.16,

for any symmetric perturbation matrix ∆with a characteristic block structure of the

form

∆=
[
∆xx ∆x y

∆>
x y ∆y y

]
∈Sd ,

the negative objective function − f (S +∆) can be expressed as

Tr
[
−Sxx −∆xx + (Sx y +∆x y )(Sy y +∆y y )−1(Sy x +∆>

x y )
]

=Tr[−Sxx −∆xx]+
Tr

[
(Sx y +∆x y )S−1

y y (Im −∆y y S−1
y y + (∆y y S−1

y y )2 +O (‖∆y y‖3))(Sy x +∆>
x y )

]
=Tr

[
−Sxx +Sx y S−1

y y Sy x

]
−Tr

[
∆xx −∆x y S−1

y y Sy x +Sx y S−1
y y∆y y S−1

y y Sy x −Sx y S−1
y y∆

>
x y

]
−Tr

[
∆x y S−1

y y∆y y S−1
y y Sy x −∆x y S−1

y y∆
>
x y +Sx y S−1

y y∆y y S−1
y y∆

>
x y −Sx y S−1

y y (∆y y S−1
y y )2Sy x

]
+O (‖∆‖3)

=Tr
[
−Sxx +Sx y S−1

y y Sy x

]
−〈D,∆〉+ 1

2


vec∆xx

vec∆x y

vec∆y y


>

H


vec∆xx

vec∆x y

vec∆y y

+O (‖∆‖3),

where

D =
[

In −Sx y S−1
y y

−S−1
y y Sy x S−1

y y Sy xSx y S−1
y y

]
∈Sd

+ (4.19)

and

H =


0 0 0

0 2S−1
y y ⊗ In −2S−1

y y ⊗Sx y S−1
y y

0 −2S−1
y y ⊗S−1

y y Sy x 2S−1
y y ⊗S−1

y y Sy xSx y S−1
y y

 ∈S(n2+nm+m2)
+ .

Note that the matrix D represents the gradient of f , which plays a crucial role in the

Frank-Wolfe algorithm. Similarly, H can be viewed as a compressed version of the

Hessian matrix of − f , where the redundant rows and columns corresponding to Sy x

have been eliminated. Thus, the Lipschitz constant of the gradient ∇ f can be upper

bounded by the largest eigenvalue of H , which is given by

‖H‖ = 2‖S−1
y y ⊗D‖ = 2‖S−1

y y‖ ·‖D‖. (4.20)
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By a standard Schur complement argument, we then have

S =
[

Sxx Sx y

Sy x Sy y

]
=

[
In Sx y S−1

y y

0 Im

][
Sxx −Sx y S−1

y y Sy x 0

0 Sy y

][
In 0

S−1
y y Sy x Im

]
.

Next, define the set

V :=
{

z = [x>, y>]> ∈Rd : S−1
y y Sy x x + y = 0

}
,

and note that any z ∈ V satisfies

[
In 0

S−1
y y Sy x Im

]
z =

[
x

0

]
.

Thus, by the definition of the smallest eigenvalue, we have

λmin(S) = min
z 6=0

z>Sz

z>z
≤ min

z 6=0
z∈V

z>Sz

z>z
≤λmin(Sxx−Sx y S−1

y y Sy x) =⇒ Sxx−Sx y S−1
y y Sy x º

¯
σIn .

Moreover, by the Cauchy interlacing theorem (Bernstein, 2009, Theorem 8.4.5), basic

properties of the spectral norm, and Lemma 4.17, we have

‖S−1
y y‖ ≤ ‖S−1‖ ≤ 1

¯
σ

, ‖Sxx‖ ≤ σ̄ and ‖Sy y‖ ≤ σ̄.

Using the above inequalities, one can show that

1

σ̄
Im ¹ S−1

y y =⇒ Sx y Sy x ¹ σ̄Sx y S−1
y y Sy x

and

σ̄In º Sxx º Sxx −Sx y S−1
y y Sy x º

¯
σIn =⇒ Sx y S−1

y y Sy x ¹ (
σ̄−

¯
σ

)
In .
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Setting B = [In ,−Sx y S−1
y y ], the above inequalities imply that

‖D‖ = ‖B>B‖ = ‖BB>‖ = ‖In +Sx y S−2
y y Sy x‖ = 1+‖Sx y S−2

y y Sy x‖
= 1+‖S−1

y y Sy xSx y S−1
y y‖

≤ 1+‖S−1
y y‖2 · ‖Sy xSx y‖

≤ 1+ σ̄(σ̄−
¯
σ)

¯
σ2

≤ σ̄2

¯
σ2

.

By combining the last estimate with (4.20), we then find that the Lipschitz constant of

∇ f satisfies

Lip(∇ f ) = ‖H‖ ≤ 2σ̄2

¯
σ3

.

The diameter of the feasible set S with respect to the Frobenius norm satisfies

diam(S ) = sup
S1,S2∈S

‖S1 −S2‖F ≤ sup
S1,S2∈S

Tr[S1 −S2] ≤ sup
S∈S

Tr[S] ≤ σ̄,

where the first inequality holds due to (Bernstein, 2009, Equation (9.2.16)), and the last

inequality follows from the proof of Lemma 4.17. Therefore, by (Jaggi, 2013, Lemma 7),

the curvature constant C− f admits the estimate

C− f ≤ (diam(S ))2Lip(∇ f ) ≤ 2σ̄4

¯
σ3

.

This observation completes the proof.

Proof of Theorem 4.14. By Lemma 4.18, the curvature constant C− f is bounded, and

thus one can directly apply (Jaggi, 2013, Theorem 1) to find the convergence rate.

4.4 The Wasserstein Distributionally Robust

Kalman Filter

Consider a discrete-time dynamical system whose (unobservable) state xt ∈Rn and

(observable) output yt ∈Rm evolve randomly over time. At any time t ∈N, we aim to

estimate the current state xt based on the output history Yt := (y1, . . . , yt ). We assume
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that the joint state-output process zt = [x>
t , y>

t ]>, t ∈N, is governed by an unknown

Gaussian distribution Q in the neighborhood of a known nominal distribution P?.

The distributionP? is determined through the linear state-space model

xt = At xt−1 +Bt vt

yt =Ct xt +D t vt

}
∀t ∈N, (4.21)

where At , Bt , Ct , and D t are given matrices of appropriate dimensions, while vt ∈
Rd , t ∈ N, denotes a Gaussian white noise process independent of x0 ∼ Nn(x̂0,V0).

Thus, vt ∼ Nd (0, Id ) for all t , while vt and vt ′ are independent for all t 6= t ′. Note

that we may restrict the dimension of vt to the dimension d = n +m of zt without

loss of generality. Otherwise, all linearly dependent columns of [B>
t , D>

t ]> and the

corresponding components of vt can be eliminated systematically.

By the law of total probability and the Markovian nature of the state-space model (4.21),

the nominal distribution P? is uniquely determined by the marginal distribution

P?x0
=Nn(x̂0,V0) of the initial state x0 and the conditional distributions

P?zt |xt−1
=Nd

[
At

Ct At

]
xt−1,

[
Bt

Ct Bt +D t

][
Bt

Ct Bt +D t

]>
of zt given xt−1 for all t ∈N.

UnlikeP?, the true distributionQ governing zt , t ∈N, is unknown, and thus the esti-

mation problem at hand is not well-defined. We will therefore estimate the conditional

mean x̂t and covariance matrix Vt of xt given Yt under some worst-case distribution

Q? to be constructed recursively. First, we assume that the marginal distributionQ?x0

of x0 underQ? equals Px0 , that is, Q?x0
=Nn(x̂0,V0). Next, fix any t ∈N and assume

that the conditional distribution Q?xt−1|Yt−1
of xt−1 given Yt−1 under Q? has already

been computed asQ?xt−1|Yt−1
=Nn(x̂t−1,Vt−1). The construction ofQ?xt |Yt

is then split

into a prediction step and an update step. The prediction step combines the previ-

ous state estimate Q?xt−1|Yt−1
with the nominal transition kernel P?zt |xt−1

to generate

a pseudo-nominal distribution Pzt |Yt−1 of zt conditioned on Yt−1, which is defined

through

Pzt |Yt−1 (B |Yt−1) =
∫
Rn
P?zt |xt−1

(B |xt−1)Q?xt−1|Yt−1
(dxt−1|Yt−1)
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for every Borel set B ⊆ Rd and observation history Yt−1 ∈ Rm×(t−1). The well-known

formula for the convolution of two multivariate Gaussians reveals that Pzt |Yt−1 =
Nd (µt ,Σt ), where

µt =
[

At

Ct At

]
x̂t−1 and Σt =

[
At

Ct At

]
Vt−1

[
At

Ct At

]>
+

[
Bt

Ct Bt +D t

][
Bt

Ct Bt +D t

]>
.

(4.22)

Note that the construction of Pzt |Yt−1 resembles the prediction step of the classical

Kalman filter but uses the least favorable distributionQ?xt−1|Yt−1
instead of the nominal

distributionP?xt−1|Yt−1
.

In the update step, the pseudo-nominal a priori estimate Pzt |Yt−1 is updated by the

measurement yt and robustified against model uncertainty to yield a refined a pos-

teriori estimate Q?xt |Yt
. This a posteriori estimate is found by solving the minimax

problem

inf
ψt∈L

sup
Q∈Pzt |Yt−1

EQ
[‖xt −ψt (yt )‖2] (4.23)

equipped with the Wasserstein ambiguity set

Pzt |Yt−1 =
{
Q ∈Nd : W2(Q,Pzt |Yt−1 ) ≤ ρt

}
.

Note that the Wasserstein radius ρt quantifies our distrust in the pseudo-nominal

a priori estimate and can therefore be interpreted as a measure of model uncer-

tainty. Practically, we reformulate (4.23) as an equivalent finite convex program of

the form (4.10), which is amenable to efficient computational solution via the Frank-

Wolfe algorithm detailed in Section 4.3. By Theorem 4.6, the optimal solution S?t of

problem (4.10) yields the least favorable conditional distributionQ?zt |Yt−1
=Nd (µt ,S?t )

of zt given Yt−1. By using the well-known formulas for conditional normal distribu-

tions (see, e.g., (Rao, 1973, page 522)), we then obtain the least favorable conditional

distributionQ?xt |Yt
=Nn(x̂t ,Vt ) of xt given Yt , where

x̂t = S?t ,x y (S?t ,y y )−1(yt −µt ,y )+µt ,x and Vt = S?t , xx −S?t , x y (S?t , y y )−1S?t , y x .

The distributionally robust Kalman filtering approach is summarized in Algorithm 3.

Note that the robust update step outlined above reduces to the usual update step of
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Algorithm 3 Robust Kalman filter at time t

Input: Covariance matrix Vt−1 º 0
State estimate x̂t−1

Wasserstein radius ρt > 0
Tolerance δ> 0

Prediction:
Form the pseudo-nominal distribution

Pzt |Yt−1=Nd (µt ,Σt ) using (4.22)
Observation:

Observe the output yt

Update:
Use Algorithm 2 to solve (4.23)

S?t ← Frank-Wolfe(Σt ,µt ,ρt ,δ)
Output: Vt = St ,xx −St ,x y (St ,y y )−1St ,y x

x̂t = S?t ,x y (S?t ,y y )−1(yt −µt ,y )+µt ,x

Figure 4.2 – Distribution of the differ-
ence between the errors of the robust
MMSE (Bayesian MMSE) and the ideal
MMSE? estimator.

the classical Kalman filter for ρ ↓ 0.

4.5 Numerical Results

We showcase the performance of the proposed Frank-Wolfe algorithm and the distri-

butionally robust Kalman filter in a suite of synthetic experiments. All optimization

problems are implemented in MATLAB and run on an Intel XEON CPU with 3.40GHz

clock speed and 16GB of RAM, and the corresponding codes are made publicly avail-

able at https://github.com/sorooshafiee/WKF.

4.5.1 Distributionally Robust Minimum Mean Square Error Estima-

tion

We first assess the distributionally robust minimum mean square error (robust MMSE)

estimator, which is obtained by solving (4.2), against the classical Bayesian MMSE

estimator, which can be viewed as the solution of problem (4.2) over a singleton

ambiguity set that contains only the nominal distribution. Recall from Remark 4.8

that the optimal estimator corresponding to a KL or τ-divergence ambiguity set of the

type studied in (Levy and Nikoukhah, 2013; Zorzi, 2017a) coincides with the Bayesian
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MMSE estimator irrespective of ρ. Thus, we may restrict attention to Wasserstein

ambiguity sets. In order to develop a geometric intuition, Figure 4.2 visualizes the set

of all bivariate normal distributions with zero mean that have a Wasserstein distance of

at most 1 from the standard normal distribution—projected to the space of covariance

matrices.

In the first experiment we aim to predict a signal x ∈ R4d/5 from an observation y ∈
Rd/5, where the random vector z = [x>, y>]> follows a d-variate Gaussian distribution

with d ∈ {10,50,100}. The experiment comprises 104 simulation runs. In each run we

randomly generate two covariance matrices Σ? and Σ as follows. First, we draw two

matrices A? and A from the standard normal distribution on Rd×d , and we denote

by R? and R the orthogonal matrices whose columns correspond to the orthonormal

eigenvectors of A?+(A?)> and A+A>, respectively. Then, we define∆? = R?Λ?(R?)>

and Σ = RΛR>, where Λ? and Λ are diagonal matrices whose main diagonals are

sampled uniformly from [0,1]d and [0.1,10]d , respectively. Finally, we set Σ? = (Σ
1
2 +

(∆?)
1
2 )2 and define the normal distributions P? = Nd (0,Σ?) and P = Nd (0,Σ). By

construction, we have

W2(P?,P) ≤ ‖(Σ?)
1
2 −Σ 1

2 ‖F ≤
p

d ,

where ‖ · ‖F stands for the Frobenius norm, and the first inequality follows from

(Masarotto et al., 2019, Proposition 3). We assume thatP? is the true distribution and

P our nominal prior. The robust MMSE estimator is obtained by solving (4.10) for

ρ =p
d via the Frank-Wolfe algorithm from Section 4.3, while the Bayesian MMSE

estimator underP is calculated analytically. In order to provide a meaningful compar-

ison between these two approaches, we also compute the Bayesian MMSE estimator

under the true distributionP? (denoted by MMSE?), which is indeed the best possible

estimator. Figure 4.3 visualizes the distribution of the difference between the mean

square errors underP? of the robust MMSE (Bayesian MMSE) and MMSE? estima-

tors. We observe that the robust MMSE estimator produces better results consistently

across all experiments, and the effect is more pronounced for larger dimensions d .

Figures 4.4(a) and 4.4(b) report the execution time and the iteration complexity of

the Frank-Wolfe algorithm for d ∈ {10, . . . ,100} when the algorithm is stopped as soon

as the relative duality gap 〈F (Sk )−Sk ,∇ f (Sk )〉/ f (Sk ) drops below 0.01%. Note that
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(a) d = 10 (b) d = 50 (c) d = 100

Figure 4.3 – Distribution of the difference between the errors of the robust MMSE
(Bayesian MMSE) and the ideal MMSE? estimator.

(a) Scaling of iteration count (b) Scaling of execution time (c) Convergence for d = 100

Figure 4.4 – Empirical means square estimation error of different filters

the execution time grows polynomially due to the matrix inversion in the bisection

algorithm. Figure 4.4(c) shows the relative duality gap of the current solution as a

function of the iteration count.

4.5.2 Wasserstein Distributionally Robust Kalman Filtering

We assess the performance of the proposed Wasserstein distributionally robust Kalman

filter against that of the classical Kalman filter and the Kalman filter with the KL ambi-

guity set from (Levy and Nikoukhah, 2013). To this end, we borrow the standard test

instance from (Sayed, 2001; Xu and Mannor, 2009; Levy and Nikoukhah, 2013) with

n = 2 and m = 1. The system matrices satisfy

At =
[

0.9802 0.0196+0.099∆t

0 0.9802

]
, Bt B>

t =
[

1.9608 0.0195

0.0195 1.9605

]
, Ct = [1, −1], D t D>

t = 1,
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(a) Small time-
invariant uncertainty

(b) Small time varying
uncertainty

(c) Large time-
invariant uncertainty

(d) Large time-varying
uncertainty

Figure 4.5 – Empirical means square estimation error of different filters

and Bt D>
t = 0, where ∆t represents a scalar uncertainty, and the initial state satisfies

x0 ∼N2(0, I2). In all numerical experiments we simulate the different filters over 1000

periods starting from x̂0 = 0 and V0 = I2. Figure 4.5 shows the empirical mean square

error 1
500

∑500
j=1 ‖x j

t − x̂ j
t ‖2 across 500 independent simulation runs, where x̂ j

t denotes

the state estimate at time t in the j th run. We distinguish four different scenarios:

time-invariant uncertainty (∆ j
t =∆ j sampled uniformly from [−∆̄,∆̄] for each j ) versus

time-varying uncertainty (∆ j
t sampled uniformly from [−∆̄,∆̄] for each t and j ), and

small uncertainty (∆̄ = 1) versus large uncertainty (∆̄ = 10). All results are reported

in decibel units (10log10(·)). As for the filter design, the Wasserstein and KL radii are

selected from the search grids {a·10−1 : a ∈ {1,1.1, · · · ,2}} and {a·10−4 : a ∈ {1,1.1, · · · ,2}},

respectively. Figure 4.5 reports the results with minimum steady state error across all

candidate radii.

Under small time-invariant uncertainty (Figure 4.5(a)), the Wasserstein and KL distri-

butionally robust filters display a similar steady-state performance but outperform the

classical Kalman filter. Note that the KL distributionally robust filter starts from a dif-

ferent initial point as we use the delayed implementation from (Levy and Nikoukhah,

2013). Under small time-varying uncertainty (Figure 4.5(b)), both distributionally

robust filters display a similar performance as the classical Kalman filter. Figures 4.5(c)

and (d) corresponding to the case of large uncertainty are similar to Figures 4.5(a)

and (b), respectively. However, the Wasserstein distributionally robust filter now

significantly outperforms the classical Kalman filter and, to a lesser extent, the KL

distributionally robust filter. Moreover, the Wasserstein distributionally robust filter

exhibits the best transient behavior.
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4.5.3 Sequential versus Static Estimation

We have resolved the filtering problem underlying Figure 4(c) as a single (static) es-

timation problem in the spirit of Section 2, where the entire observation history

Yt := (y1, . . . , y1) is interpreted as a single observation used to predict xt . To our sur-

prise, we found that the sequential filtering approach advocated in Section 4 outper-

forms this alternative static approach even if an oracle reveals the optimal radius of

the ambiguity set (for t = 100, e.g., the static estimation error is 37.5 dB, while the se-

quential estimation error is only 24.5 dB). In fact, for the static estimation problem the

optimal radius of the Wasserstein ball is ρ = 0 whenever t ≥ 5, that is, robustification

does not improve performance. In contrast, in the sequential filtering approach robus-

tification always helps. A possible explanation for this observation is that in the static

approach our lack of information about the system uncertainty propagates through

the dynamics. As such, it renders robust estimation ineffective when applied globally

to the entire observation history at once. In contrast, in the sequential approach the

robustification at each stage appears to limit such an uncertainty propagation.
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5 Conclusion

This thesis contains three independent chapters which study distributionally robust

optimization using Wasserstein ambiguity sets for learning static and dynamic prob-

lems.

Chapter 1 studies regularization methods in supervised learning problems from a

distributionally robust perspective. We use the Wasserstein distance to construct a

ball in the space of probability distributions centered at the uniform distribution on

the training samples. If the radius of this ball is chosen judiciously, we can guarantee

that it contains the unknown data generating distribution with high confidence. We

then formulate a distributionally robust supervised learning model that minimizes a

worst-case expected loss function, where the worst case is taken over all distributions

in the Wasserstein ball. We prove that this optimization problem admits a tractable

reformulation and encapsulates the popular regularized models as special cases.

Chapter 2 studies data-driven inverse optimization problems, where we aim to learn

the objective function of a decision maker based on her history of decisions. Here,

we assume that the agent is rational and solves a parametric optimization problem

depending on an exogenous signal. We introduce the concept of regret or subopti-

mality of the loss function to solve parametric inverse problems. We formalize this

inverse optimization problem as a distributionally robust program minimizing the

worst-case regret, which can be exactly reformulated as (or safely approximated by)

tractable convex programs.

Chapter 3 studies a minimax Kalman filter formulated as a distributionally robust
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mean square error estimator, which solves a nonconvex minimax problem over

Wasserstein ambiguity set containing only normal distributions. We show that the

optimal estimator is affine and can be computed with a highly efficient Frank-Wolfe

algorithm.

Future Research

Online data-driven optimization is used when the data becomes available in a sequen-

tial fashion. The key difference between the online framework and what we discussed

in the previous chapters is that in online optimization the solutions have to be up-

dated after the arrival of any new observation, while in the previous chapters, one has

access to the entire training dataset. In addition to applications of a sequential nature,

online optimization algorithms are also used in applications with large amounts of

data such that using all data is not computationally feasible. It is worthwhile to inves-

tigate stochastic and online algorithms for solving Wasserstein distributionally robust

problems. For instance, the application of first order and stochastic algorithms for

solving learning problems under Wasserstein ambiguity set are studies in (Blanchet

et al., 2018; Cherukuri and Cortés, 2017; Li and Martínez, 2018; Li et al., 2019b).

In Chapter 3, we show that the robust data-driven inverse problem is reduced to a

semidefinite program whose size scales with the number of observations. Developing

numerical algorithms to solve the resulting semidefinite program is crucial since one

can easily see that the computational burden of solving the inverse problem increases

with the number of sample points.

The distributionally robust framework follows a pessimistic approach in the face of

ambiguity by optimizing the worst case scenario. A different optimization paradigm

applied in multi-armed bandit problems (Bubeck et al., 2012), Bayesian optimiza-

tion (Srinivas et al., 2010), and maximum likelihood estimation problems (Nguyen

et al., 2019b,c) exercises optimism in the face of ambiguity. This strategy has been

very successful in exploration-exploitation problems, and it is closely related to spar-

sity with non-convex regularization (Norton et al., 2017). The optimistic approach

under Wasserstein ambiguity sets may enjoy tractable reformulations for different

applications.
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