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Résumé 

Classiquement, le système visuel est conçu comme une cascade de computations locales et « à 

propagation avant » (feedforward en anglais). Cette conception fructueuse a inspiré de nombreux 

progrès en neurosciences ainsi qu’en vision artificielle. Récemment, les Réseaux Neuronaux 

Convolutionels à propagation avant (feedforward Convolutional Neural Networks ; ffCNNs) ont 

révolutionné la vision artificielle et ont été adoptés comme outils en neuroscience. Malgré ces succès, 

cette conception classique est bien différente du système visuel. Premièrement, il y a des différences 

architecturales flagrantes. Par exemple, le cerveau humain est hautement récurrent, mais cette 

récurrence est absente de la conception classique et les ffCNNs. L’importance de ces récurrences est 

largement reconnue, mais leurs rôles computationnels sont encore mal compris. Deuxièmement, de 

nombreuses expériences psychophysiques ont démontré que ces différences architecturales 

s’accompagnent de différences comportementales. Du plus, la vision des ffCNNs n’est que peu robuste, 

contrairement à la vision humaine. De nouvelles idées sont requises face à ces problèmes. 

Dans cette thèse, J’utilise l’encombrement visuel et d’autres effets psychophysiques apparentés pour 

étudier des processus visuels au-delà de la conception classique. Quand un objet est entouré d’autres 

éléments, il devient plus difficile à percevoir. J’étudie ici des aspects globaux de cet « encombrement 

visuel », où la perception d’une cible dépend de la configuration globale d’autres éléments à travers le 

champ visuel. Je démontre que ces effets globaux ne peuvent pas être expliqués dans le cadre de la 

conception classique, et identifie le groupement et la segmentation récurrents comme des processus 

clés. Je montre ensuite que les réseaux de capsules, un type d’architecture neuronale profonde 

ajoutant un processus récurrent de groupement et segmentation aux ffCNNs, expliquent ces effets sans 

difficulté. Je propose une expérience psychophysique indiquant que les humains utilisent une stratégie 

de groupement et segmentation récurrents semblable. 

Dans l’encombrement, les éléments visuels interfèrent à travers l’espace. Pour étudier comment ils 

interfèrent à travers le temps, j’utilise le paradigme psychophysique de Métacontraste Séquentiel. Dans 

ce paradigme, la perception d’éléments visuels dépend d’autres éléments présentés des centaines de 

millisecondes plus tard. Je caractérise la structure temporelle de cette interférence et propose un 

modèle computationnel simple. Mes résultats suggèrent que la perception est un processus discret, et 

j’explore les implications théoriques de ce constat. Ensemble, les résultats présentés ici suggèrent des 

changements architecturaux pour aller au-delà de la conception classique, vers une compréhension 

plus complète du système visuel. 

Mots-clés 

Vision, Modèles computationnels, Réseaux neuronaux, Encombrement visuel, Perception discrète 



Crowding and the Architecture of the Visual System. Abstract 

6 
 

Abstract 

Classically, vision is seen as a cascade of local, feedforward computations. This framework has been 

tremendously successful, inspiring a wide range of ground-breaking findings in neuroscience and 

computer vision. Recently, feedforward Convolutional Neural Networks (ffCNNs), a kind of deep neural 

network inspired by this classic framework, have revolutionized computer vision and been adopted as 

tools in neuroscience. However, despite these successes, there is much more to vision. First, there are 

flagrant architectural differences between biological systems and the classic framework. For example, 

recurrence is abundant in the brain but absent from the classic framework and ffCNNs. Although there 

is widespread agreement about the importance of these recurrent connections, their computational 

role is still poorly understood. Second, these architectural differences lead to behavioural differences 

too, highlighted by psychophysical evidence. Relatedly, ffCNNs are extremely vulnerable to small 

changes to their inputs and do not generalize well beyond the dataset used to train them. Human vision, 

in contrast, is much more robust. New insights are needed to face up to these challenges. 

In this thesis, I use visual crowding and related psychophysical effects as probes into visual processes 

that go beyond the classic framework. In crowding, perception of a target deteriorates in clutter. I focus 

on global aspects of crowding, in which perception of a small target is strongly modulated by the global 

configuration of elements across the visual field. I show that models based on the classic framework, 

including ffCNNs, cannot explain these effects for principled reasons and identify recurrent grouping 

and segmentation as a key missing ingredient. Then, I show that capsule networks, a recent kind of 

deep learning architecture combining the power of ffCNNs with recurrent grouping and segmentation, 

naturally explain these effects. I provide psychophysical evidence that humans indeed use a similar 

recurrent grouping and segmentation strategy in global crowding effects.  

In crowding, visual elements interfere across space. To study how elements interfere over time, I use 

the Sequential Metacontrast psychophysical paradigm, in which perception of visual elements depends 

on elements presented hundreds of milliseconds later. I psychophysically characterize the temporal 

structure of this interference and propose a simple computational model. My results support the idea 

that perception is a discrete process. I lay out theoretical implications of these findings. Together, the 

results presented here provide stepping-stones towards a fuller understanding of the visual system by 

suggesting architectural changes needed for more human-like neural computations. 

Keywords 

Vision, Computational models, Neural networks, Crowding, Discrete perception 
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We are sun and moon, dear friend; we are sea and land. It is not our purpose to become each 

other; it is to recognize each other, to learn to see the other and honour him for what he is: 

each the other's opposite and complement. 

- Hermann Hesse   
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Chapter 1 – Introduction  

The classic framework of vision 

Vision feels simple to us; we open our eyes and effortlessly perceive the world. However, the 

underlying computations performed by the visual system are in fact extremely complex. It is 

estimated that around one third of the human cortex is required to face up to this task (Van 

Essen, 2003). How can a myriad of “simple” neurons solve these challenges? More astonishing 

still, how can consciousness arise from neural networks? Recent progress in neuroscience, 

computer science, cognitive science, psychology and philosophy are rapidly changing the way 

we apprehend these big questions.  

During my undergraduate studies, I was taught that even the most sophisticated computer 

vision algorithms were no match for humans. Since then, however, Deep Neural Networks 

(DNNs) have shown tremendous success in a variety of computer vision tasks, from object 

recognition (He, Zhang, Ren, & Sun, 2016; Krizhevsky, Sutskever, & Hinton, 2012) and 

segmentation (Girshick, Radosavovic, Gkioxari, Dollár, & He, 2018; Linsley, Kim, & Serre, 2018), 

to image synthesis (Goodfellow et al., 2014; Karras, Laine, & Aila, 2018) and scene 

understanding (Eslami et al., 2018), matching the performance of biological vision on several 

benchmarks. The current state of the art DNN architecture for vision is feedforward 

Convolutional Neural Networks (ffCNNs). The idea behind the ffCNN architecture is directly 

inspired by the classic neuroscientific framework of vision, going back to the seminal work of 

Hubel & Wiesel (1962). In this framework, vision is seen as a succession of local, feedforward 

steps (Figure 1a). Basic features of stimuli such as edges are detected by low-level network 

units. Higher-level units with larger receptive fields combine this information to detect higher-

level features such as corners, shapes, and ultimately complex objects. The striking success of 

ffCNNs has shown that combining millions of local feature detectors in this hierarchical 

feedforward and non-linear manner can accomplish an impressively large number of tasks.  

Beyond computer vision, DNNs have also shown promise as a novel framework for 

understanding information processing in the brain. For example, the response properties of 

ffCNNs trained to classify visual input are the best current models of neural responses across 

multiple areas of the visual system (Khaligh-Razavi & Kriegeskorte, 2014; Yamins et al., 2014). 
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This shows that the simple idea behind the classic framework of vision can go quite a long way 

to model neural activities in responses to visual stimuli. 

These successes suggest that important visual computations can be carried out in a single 

feedforward sweep of local processing (Figure 1b). However, there is much more to vision. For 

instance, the brain’s architecture does not match the classic framework. Recurrence is 

abundant in the brain, allowing for the integration of information over time and large regions 

of space (Figure 1c). These recurrent processes, which are absent in the classic framework of 

vision, are hypothesized to afford distinct modes of processing and to play crucial 

computational roles in vision (Kar, Kubilius, Schmidt, Issa, & DiCarlo, 2019; Kietzmann et al., 

2019; Kreiman & Serre, 2019; Lamme & Roelfsema, 2000; Linsley et al., 2018; Spoerer, 

Kietzmann, & Kriegeskorte, 2019; Spoerer, McClure, & Kriegeskorte, 2017) and several other 

domains, such as decision making (Wang, 2008), attention (Mnih, Heess, & Graves, 2014) or 

even consciousness (Dehaene & Naccache, 2001; Lamme, 2006). Despite consensus that 

recurrent processing is a crucial computational feature of the brain, which computations are 

carried out by recurrent processing remains poorly understood.  
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Figure 1: a. The classic framework of vision. In the classic framework, vision is seen as a cascade of feedforward 

non-linear local computations extracting higher- and higher-level information from the system’s input in a single 

processing sweep. In this example, the input is a rectangle. Low-level neurons detect simple features, such as 

oriented edges. These features are combined along the neural hierarchy to detect shape parts (here, corners), 

and ultimately full objects (here, a rectangle). This idea has been tremendously successful, inspiring decades of 

neuroscientific and computational achievements. In particular, the main neural network architecture used in 

current machine vision systems, feedforward Convolutional Neural Networks (ffCNNs), was inspired by this 

framework. Panel a. reproduced from Doerig, Bornet, Rosenholtz, Francis, Clarke & Herzog (2019). b. Feedforward 

Convolutional Neural Network (ffCNN). In CNNs, information processing proceeds as a cascade of local 

feedforward computations. Each neuron is activated only by neurons falling in its local receptive field in the 

previous layer and activates only neurons in the following layer (blue boxes and lines). Hence, information 

traverses the network in a single feedforward sweep. Furthermore, computations are local: two neurons that do 

not belong to the same local receptive field do not interact. c. Recurrent Neural Network (RNN). In RNNs, there 

are lateral (green) and top-down (red) connections in addition to feedforward connections. Each neuron is 

activated not only by lower-level neurons but also by top-down and lateral connections, allowing activity to unfold 

beyond a single feedforward sweep. These complex spatiotemporal patterns of activity allow integration of 

information over space and time. Panels b.&c. taken from Kietzmann et al. (2018). 
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On top of these architectural differences, a host of psychophysical results directly reveals the 

differences between the classic framework and human vision. This thesis will focus on visual 

crowding (Bouma, 1973; Levi, 2008; Whitney & Levi, 2011) and related effects, but there are 

many other cases too. For example, the classic framework cannot easily explain visual masking 

(Breitmeyer & Öğmen, 2006; Macknik & Livingstone, 1998), priming (Bar, 2004; Vorberg, 

Mattler, Heinecke, Schmidt, & Schwarzbach, 2003), bistable percepts (Boring, 1930; Necker, 

1832) or other effects that require flexible integration of information over time, because 

flexible temporal integration is impractical in a feedforward setting. Moreover, ffCNNs, which 

are directly based on the classic framework, behave differently from humans in many settings. 

For example, ffCNNs seem to rely only on local, texture-like features, while humans also 

harness global computations (Baker, Lu, Erlikhman, & Kellman, 2018; Brendel & Bethge, 2019). 

ffCNNs are also much worse than humans or recurrent networks at dealing with clutter or 

occlusion (Spoerer et al., 2017; Tang et al., 2018), and are generally much less robust to input 

perturbations than humans (Ilyas et al., 2019; Jacobsen, Behrmann, Zemel, & Bethge, 2018; 

Moosavi-Dezfooli, Fawzi, & Frossard, 2016; Szegedy et al., 2013). Another major concern is 

that ffCNNs generalize poorly to novel stimuli beyond the image data set used to train them 

(see Serre (2019) for a review).  

Hence, going beyond the classic framework of vision is required to better understand the visual 

system’s architecture, create better models and improve artificial systems. In this spirit, this 

thesis focuses on modelling crowding and related psychophysical phenomena that require 

going beyond the classic framework.  

 

Crowding as a probe into global visual computations 

The first part of this thesis uses visual crowding as a probe into global visual computations. 

Crowding is the technical term for the everyday observation that objects are harder to perceive 

in clutter. Neighbouring visual elements are perceived as jumbled or indistinct, and are hard 

to recognize, especially in the visual periphery (reviews: Levi, 2008; Whitney & Levi, 2011). This 

phenomenon is ubiquitous in natural vision since elements rarely appear in isolation (Figure 

2a). Crowding can also be studied with high precision in psychophysical experiments. For 
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example, when a vernier target (i.e., two vertical bars with a horizontal offset) is presented 

alone, the direction of the horizontal offset is easy to report. This task becomes harder in the 

presence of a surrounding square flanker (Figure 2b&c, column 1). Such classic crowding 

effects are straightforwardly explained in the classic framework of vision: individual features 

are detected by low-level local feature detectors, but information is subsequently lost by local 

pooling along the visual hierarchy (Figure 2d). For example, the vernier and square edges in 

figure 2c column 1 are each detected by different neurons with small receptive fields early in 

the visual hierarchy. Higher-level neurons pool information in larger receptive fields, and hence 

both the vernier and the square fall in the same receptive field. For this reason, information 

about the vernier is “corrupted” by the presence of the square. In other words, crowding 

occurs in the classic framework when elements that do not belong to the same object are 

pooled. This account sees crowding as a mandatory limitation of visual processing and predicts 

a) that only nearby elements interact, and b) that this interaction is always detrimental. 

 

Figure 2: a. Crowding in a natural setting. In crowding, perception of an object deteriorates in the presence of 

nearby elements. In this example, the child on the left is easy the detect and recognize when fixating on the red 
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dot in the middle of the image. On the right, this becomes much more difficult because of the presence of nearby 

flankers. As shown here, crowding plays an important role in everyday situations since elements are rarely 

encountered in isolation. Panel a reproduced from Doerig, Bornet, Rosenholtz, Francis, Clarke & Herzog (2019). 

b. Psychophysical crowding stimuli. Crowding can be studied in detail in psychophysical experiments. For example, 

a vernier stimulus (i.e., two vertical bars with a horizontal offset) is shown to observers, who are asked to report 

the offset direction, i.e., whether the bottom bar is to the right or left of the upper bar. To experience crowding, 

fixate on the blue dot. The offset direction is easily reported when the vernier is alone, but this becomes much 

harder when a square flanker surrounds the Vernier. c. (Un)crowding.  Here, the x-axis denotes different stimuli, 

and the y-axis shows the threshold (the vernier offset size at which observers report offset direction with 75% 

accuracy – i.e., low thresholds correspond to good performance). When the vernier is alone, the task is easy and 

performance is very good (dashed red line). When a square is added around the vernier (1st column), performance 

drops drastically, a classic crowding effect. The uncrowding effect studied in this thesis is clear in column 2: adding 

more square flankers improves performance. Crucially, uncrowding depends on the global configuration: indeed, 

performance changes strongly depending on the global stimulus layout, even though the local information is 

identical in columns 1-9 (i.e., the same square surrounds the vernier in all stimulus configurations, and there is 

even an entire row of identical flankers in columns 3-9). Panel c reproduced from Doerig, Bornet, Rosenholtz, 

Francis, Clarke & Herzog (2019). d. Crowding in the classic framework of vision. Crowding can be explained in the 

classic framework of vision by information deterioration along the visual hierarchy. In this example, a vernier 

surrounded by several squares is presented. Circles represent the receptive fields of neurons. Low-level neurons 

detect the vernier without trouble because the vernier is alone in their receptive fields (e.g., the green receptive 

field). At this stage, information about the vernier offset is well represented. However, at the next level, receptive 

field size increases, and information about the vernier is pooled with information about the surrounding square 

(central blue-green receptive field). Information about the vernier is “corrupted”, and this leads to crowding. 

Further along the hierarchy, even more flanker information is pooled with the vernier, leading to ever stronger 

crowding (top receptive field). Panel d reproduced from Doerig, Bornet, Choung & Herzog (submitted). 

 

Our understanding of crowding has largely changed in the past decade, and many effects 

contradicting the above assumptions have been uncovered. Many features in fact survive 

crowding (so crowding is not mandatory; Fischer & Whitney, 2011; Manassi & Whitney, 2018), 

crowding also occurs in the fovea (so crowding is not only a peripheral effect; Malania, Herzog, 

& Westheimer, 2007; Manassi, Sayim, & Herzog, 2012), and far away elements can increase 

crowding beyond the effect of nearby elements (so nearby elements are not the only ones to 

influence crowding; Vickery, Shim, Chakravarthi, Jiang, & Luedeman, 2009). Interestingly, 

adding elements can even strongly reduce crowding, depending on the visual configuration, 

simultaneously contradicting both assumptions a) and b) (Banks, Larson, & Prinzmetal, 1979; 
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Herzog & Manassi, 2015; Livne & Sagi, 2007; Malania et al., 2007; Manassi, Lonchampt, Clarke, 

& Herzog, 2016; Manassi et al., 2012; Manassi, Sayim, & Herzog, 2013). For example, in Figure 

2c column 2, adding six square flankers around the central square strongly reduces crowding. 

Crucially, this uncrowding effect strongly depends on the global configuration of visual 

elements, as shown in columns 2-8. Perception of a local 200 arcsec vernier target depends on 

the global configuration of visual elements over 17 degrees of visual angle. Importantly, 

uncrowding occurs not only for verniers, but also for different visual stimuli (Herzog & Manassi, 

2015; Livne & Sagi, 2011; Saarela, Westheimer, & Herzog, 2010), different visual paradigms 

(Herzog & Fahle, 2002; Saarela, Sayim, Westheimer, & Herzog, 2009; Sayim, Westheimer, & 

Herzog, 2010), and even in audition (Oberfeld & Stahn, 2012) and haptics (Overvliet & Sayim, 

2016). Hence, it is not a small idiosyncratic effect. Rather, it seems to reflect a general strategy 

for global perceptual computations adopted by the brain. 

Global uncrowding effects are difficult to explain in the classic framework of vision because the 

beneficial effect of far-away flankers contradicts both assumptions a) and b), which are central 

to the classic framework’s explanation of crowding. Furthermore, independent evidence also 

points to limitations of the classic framework of vision in global processing. For example, it was 

shown that ffCNNs rely on local features to classify images, in contrast to humans who harness 

global computations (Baker et al., 2018; Brendel & Bethge, 2019). 

The first aim of this thesis is to computationally model (un)crowding to understand global 

computations and gain insights about architectural principles of the visual system. To preview 

the results, I find that one key function of recurrent processing in humans and machines is to 

efficiently implement global grouping and segmentation processes. 

 

Postdictive effects as a probe into the temporal structure of perception 

Just as elements interfere across spatial intervals in crowding, elements also interfere across 

spatiotemporal intervals. The second part of this thesis uses spatiotemporal interference 

patterns between visual elements as a probe into the temporal structure of perception.  

Masking (Breitmeyer & Öğmen, 2006; Macknik & Livingstone, 1998), temporal crowding 

(Rashal & Yeshurun, 2010; Yeshurun, Rashal, & Tkacz-Domb, 2015) and feature fusion (Efron, 

1967; Pilz, Zimmermann, Scholz, & Herzog, 2013), amongst many others, are all cases in which 
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perception of an element depends on elements presented at a different time (and sometimes 

place). In feature fusion, two rapidly successive stimuli are perceived as a single entity. For 

example, a red disk followed 20ms later by a green disk is seen as a single yellow disk. 

Importantly, only the yellow disk is perceived, there is no red or green at all. In masking, a 

target stimulus can be rendered invisible by a subsequent mask stimulus. Perception is 

postdictive in these cases: in the feature fusion example, both the red and green disks are 

needed to form the yellow percept, so the percept must “wait” until the second disk appears. 

These effects can be interpreted as probing how the brain computes objects. Which visual 

elements are integrated into the same “object” and therefore interfere (Otto, Ögmen, & 

Herzog, 2006)? 

In most psychophysical paradigms, the spatiotemporal interval during which visual elements 

interact is quite restricted (usually under 100ms and only at neighbouring locations). However, 

certain paradigms greatly extend this range. For example, Otto et al. have shown that elements 

integrate up to 370ms and 30 arcmins in the Sequential Metacontrast paradigm (SQM; Otto, 

Ögmen, & Herzog, 2006, 2009). In the SQM, a series of vertical bars presented sequentially in 

different locations elicit the percept of a moving stream of vertical bars (Figure 3, column 1). 

One of these aligned bars can be replaced by a vernier offset (Figure 3, columns 2&3). In this 

case, the offset is seen as “transported” along the motion stream: observers see the entire 

motion stream with an offset, even though the offset is only really present at one location in 

the stream. Interestingly, Otto et al. showed that the perceptual effect of a first vernier can be 

cancelled or enhanced by a second vernier presented much later in the stream (Figure 3, 

columns 4&5). In the case when the two verniers have opposite offsets, they integrate even 

though they are far apart, and observers do not see any offset at all in the stream – all bars 

appear aligned. 
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Figure 3: The Sequential Metacontrast (SQM) paradigm: In the SQM, pairs of bars are presented sequentially, 

leading to the percept of two diverging motion streams (column 1). If a vernier is inserted in the first (column 2) 

or in a later (column 3) frame, the offset is “transported”: the offset is perceived throughout the motion stream, 

even though it is in fact presented at a single frame. This shows that information about the vernier offset is well 

represented, and is not masked or otherwise destroyed by the previous or subsequent bars. Crucially, if several 

verniers are presented at different frames of the stream, the offsets integrate: if the offsets go in opposite 

directions, they “cancel out” and no offset is perceived (column 4). In this case, observers do not report seeing 

any offset, only straight bars, and cannot report the offset direction of the individual verniers. If the offsets have 

the same direction, they “add up” and are even easier to perceive (column 5). Importantly, the verniers in the 

SQM are not perceived individually – they integrate to form a single perceived “object” even though they are 

separated by hundreds of milliseconds and dozens of arcminutes of visual angle. 

 

Just like uncrowding, such long-lasting postdictive effects are not accommodated by the classic 

framework of vision and help to motivate hypotheses about the architecture of the visual 

system. First, each frame is processed independently in the classic feedforward framework, so 

there is no temporal integration. Second, long-lasting postdictive phenomena impose strong 

constraints on how the brain integrates information over space and time to compute objects: 

elements over significant spatiotemporal intervals are not perceived individually, but are 

rather integrated into a single object. What is the temporal structure of this integration 

process? 
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Herzog, Kammer, & Scharnowski (2016) proposed that a 2-stage conception of perceptual 

processing is needed to account for postdictive effects. Features of objects, such as their 

motion or color, are continuously and unconsciously processed with high temporal resolution 

(stage 1). When unconscious processing is ‘completed’, all features are simultaneously 

perceived at a discrete moment in time (stage 2). For example, in the SQM, each individual 

offset is detected with high resolution and continuously unconsciously processed (stage 1). 

There is no perception of the individual verniers at this stage, but their representations exist 

and interact: the opposing offset representations are integrated and “cancel out”. Hence, the 

outcome of unconscious processing is “a motion stream of vertical lines”, and this is what we 

perceive at a discrete moment (stage 2). Alternative explanations of postdictive effects have 

also been proposed (see White (2018) for a review). For example, Fekete, Van de Cruys, Ekroll, 

& van Leeuwen (2018) proposed continuous sliding windows of integration, and VanRullen & 

Koch (2003) proposed that perception occurs periodically, like a surveillance camera taking 

snapshots every few milliseconds.  

These debates about the temporal structure of perception have far reaching consequences for 

our understanding of both the visual system’s architecture and the processes leading to 

conscious perception. However, there has been little research on this subject. The second aim 

of this thesis is to use psychophysics and modelling to better understand the temporal 

structure of perception. I attack the problem psychophysically by investigating how long 

integration lasts in the SQM, characterizing the temporal structure of this process and 

providing a simple computational implementation of Herzog et al. (2016) 2-stage model.  Then, 

I uncover theoretical implications of these findings. To preview the results, I find that 

integration is mandatory in the SQM up to 450 ms and 36.3 arcmins and that this integration 

is a discrete process. I show that the sliding windows explanation of postdictive effects 

proposed by Fekete et al. fails, further supporting a discrete model of perception. Lastly, I argue 

that long-lasting postdictive effects strongly challenge local theories of consciousness, who 

claim that consciousness arises from localized processing in perceptual areas. 
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Plan of the thesis 

This thesis is structured around a collection of 7 papers I contributed to during my PhD. In what 

follows, I will briefly describe the contributions made by each paper. Chapters 2-8 contain the 

papers themselves. As mentioned, the first part uses crowding as a probe into global 

computations and the second part focusses on the SQM as a probe into the temporal structure 

of perception. Chapter 9 will provide a general discussion of these topics, the lessons learned 

and potential future directions of research. The Appendix contains further papers that are not 

part of the main thesis body. 

 

Part I: (Un)crowding requires Recurrent Grouping and Segmentation 

Chapter 2 – How Best to Unify Crowding (Pachai, Doerig, & Herzog, 2016): This paper is a reply 

to Harrison & Bex (2015), who proposed to unify explanations of crowding using a population 

coding model. We respond by providing psychophysical evidence of global uncrowding effects 

in the landolt C paradigm they used in their study, and showing computationally that their 

model is unable to explain global uncrowding for principled reasons. We suggest that grouping 

may be crucial to truly unify and understand crowding. 

Chapter 3 – Beyond Bouma’s Window: How to Explain Global Aspects of Crowding (Doerig, 

Bornet, Rosenholtz, Francis, Clarke & Herzog, 2019): To gain insights about how to model global 

(un)crowding effects, we tested 12 state of the art models of crowding and compared their 

strengths and weaknesses at explaining (un)crowding. We found that none of the models 

based on the classic framework of a feedforward hierarchy of nonlinear local operations can 

explain (un)crowding. The fact that none of these sometimes complex local models succeed 

provides strong computational evidence that (un)crowding really depends on the global 

configuration of the stimulus, and not on hidden “simple” regularities. The only model able to 

explain (un)crowding is the Laminart (Cao & Grossberg, 2005; Francis, Manassi, & Herzog, 

2017), a recurrent spiking network with an explicit grouping and segmentation mechanism. 

This strengthens the hypothesis made in chapter 2 that grouping and segmentation are 

important to model global (un)crowding. We propose that a crucial function of grouping and 

segmentation is to determine which elements are part of the same “object” and are therefore 
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prone to interfere. We suggest that recurrence is needed to efficiently implement such a 

process. 

Chapter 4 – Crowding Reveals Fundamental Differences in Local vs. Global Processing in 

Humans and Machines (Doerig, Bornet, Choung, & Herzog, submitted): This paper provides 

evidence that ffCNNs cannot explain uncrowding for fundamental architectural reasons, and 

not merely because of the way they are trained. We link these results to other findings 

suggesting that, contrary to humans, ffCNNs do not rely on global computations (Baker et al., 

2018; Brendel & Bethge, 2019; Geirhos et al., 2018), and suggest that this must be remedied 

by architectural changes to these networks. Our work up to here indicates that adding 

recurrent grouping and segmentation to ffCNNs is a promising strategy to enable human-like 

global computations in deep neural networks. 

Chapter 5 – Capsule Networks as Recurrent Models of Grouping and Segmentation (Doerig, 

Schmittwilken, Sayim, Manassi, & Herzog, submitted): This paper shows that capsule networks 

(Sabour, Frosst, & Hinton, 2017), a recently proposed deep learning architecture combining 

ffCNNs with recurrent grouping and segmentation can explain global (un)crowding. We show 

that this success is explained by the recurrent grouping and segmentation capabilities of 

capsule networks. Moreover, we present direct psychophysical evidence that complex 

grouping and segmentation also requires recurrent computations in humans, and that capsule 

networks can model of this process. 

To conclude the first part of this thesis, I used (un)crowding as a probe into global 

computations in the visual system. I showed that (un)crowding is truly a global effect, which 

cannot be explained by any model based on the classic framework of vision. New architectures 

are needed to implement global computations. Recurrent grouping and segmentation is a 

promising addition to the classic framework of vision in this respect. Capsule networks 

naturally combine ffCNNs with such a recurrent grouping and segmentation process. This 

allows them to explain global (un)crowding. Psychophysical evidence suggests that uncrowding 

is mediated by a similar recurrent process in humans. Capsule networks are one approach in 

this direction, but other recurrent grouping and segmentation mechanisms are also possible 

(e.g., Linsley et al., 2018). Together, these results provide converging computational and 

psychophysical evidence that recurrent grouping and segmentation processes are crucial for 

global processing in humans and machines. Combining the powerful classic framework of 
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vision with such processes is a promising avenue of research towards better brain models and 

artificial systems.  

 

Part II: Postdictive Effects & the Temporal Structure of Perception 

Chapter 6 – Feature Integration within Discrete Time Windows (Drissi-Daoudi, Doerig, & 

Herzog, 2019): In crowding, visual elements interfere across space. Here, using the SQM (Otto 

et al., 2006, 2009), we show that visual elements also interfere across surprisingly large 

spatiotemporal intervals. Within these intervals, visual elements are not perceived individually, 

instead they are integrated into a single percept. We conduct detailed psychophysical 

experiments to characterize the temporal characteristics of this integration and show that it is 

mandatory up to 450ms. Moreover, we show that it is a discrete process: visual elements 

integrate only when they are presented in the same discrete time-window. There is no 

integration even between elements in close spatiotemporal proximity if they are presented in 

different windows. This suggests that perception is a discrete process. We provide a 

computational model based on this idea to explain our results. 

Chapter 7 – Building Perception Block by Block: a Response to Fekete et al. (Doerig, Scharnowski, 

& Herzog, 2019): Postdictive effects, as in the SQM, seem to imply that perception is a discrete 

process: since elements over a significant time period contribute to the percept, perception 

must “wait” until all elements are presented. Fekete et al. (2018) proposed that sliding 

windows of integration can also explain postdictive effects in a continuous framework: we 

always perceive the output of integration over the past few milliseconds. Here, we reply and 

suggest that this argument is misguided and that we should favour discrete theories of 

perception instead. 

Chapter 8 – A New Empirical Challenge for Local Theories of Consciousness (Michel & Doerig, 

submitted): Local theories of consciousness are a class of theories positing that consciousness 

arises from localized neural activity in perceptual regions. One core prediction of these theories 

is that when a visual feature is well represented in perceptual regions such as the ventral 

stream, it is consciously perceived (Lamme, 2006). In contrast, global theories propose that 

consciousness is a higher-level phenomenon, requiring more widespread activity (Dehaene & 

Naccache, 2001; Lau & Rosenthal, 2011). In the past, it has proven difficult to empirically 
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arbitrate between these different conceptions. Here, we propose that long-lasting postdictive 

effects, such as the SQM results reported in chapter 6, strongly challenge local theories of 

consciousness. Indeed, these results show that features can be well represented for hundreds 

of milliseconds in perceptual areas without being consciously perceived.  

In conclusion, using long-lasting postdictive effects as probes into the temporal structure of 

perception, the second part of this thesis suggests that the temporal structure of perception 

is discrete: individual visual elements are processed unconsciously and continuously over 

significant time and we perceive only the outcome of this processing. This temporal structure 

is completely absent from the classic framework of vision and contradicts local theories of 

consciousness. Further work is needed to characterize which computations implement this 

discrete temporal structure, how to model them, and which computational advantages such a 

discrete perceptual strategy affords.  

Together, the results presented in this thesis explore what crowding and related phenomena 

in which visual elements interfere reveal about the architecture of the visual system. Chapter 

9 discusses general implications of these results and proposes future research directions. 

 

Appendix – Aside from these two main projects I have also taken interest in how to address 

consciousness empirically, and which theoretical approaches are promising in this respect. One 

paper presents the Unfolding Argument (Doerig, Schurger, Hess, & Herzog, 2019), which 

proposes that theories that explain consciousness in terms of causal structure, such as 

Information Integration Theory (Oizumi, Albantakis, & Tononi, 2014; Tononi, 2004; Tononi, 

Boly, Massimini, & Koch, 2016), are either false or unscientific. A second paper proposes a 

checklist of criteria to compare how different theories of consciousness address empirical data 

and confronts the main current theories to this checklist (Doerig, Schurger & Herzog, 

submitted). Other publications that are not part of the thesis are mentioned in the List of 

Publications (p.7).  
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Chapter 2 – How Best to Unify Crowding? 

Matthew V. Pachai, Adrien Doerig & Michael H. Herzog 
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Full citation: Pachai, M. V., Doerig, A. C., & Herzog, M. H. (2016). How best to unify crowding?. 

Current Biology, 26(9), R352-R353. 

Link: https://doi.org/10.1016/j.cub.2016.03.003 

Detailed personal contribution: I conceptualized the project in collaboration with all co-

authors. I adapted the computational model shared by Harrison & Bex, ran simulations and 

analysed results. I wrote the article with Matthew Pachai. 

 

How Best to Unify Crowding? 

In crowding, the perception of an object deteriorates in the presence of nearby elements. 

Obviously, crowding is a ubiquitous phenomenon, since elements are rarely seen in isolation. 

One of the main characteristics of crowding is that the elements themselves are not rendered 

invisible, but their features are averaged [1] or substituted [2] with the features of neighboring 

elements. Recently, Harrison and Bex [3] presented “A Unifying Model of Orientation Crowding 

in Peripheral Vision”, which elegantly explains these two characteristics of crowding with one 

unifying mechanism. They tested their model using a new crowding paradigm and 

demonstrated an excellent match between human and model results. A key prediction of their 

model is that a higher number of flankers leads to stronger crowding, simply because more 

non-target features contribute to the model’s output and thus deteriorate performance. 

However, several recent studies have shown that increasing the number of flankers can 

actually improve performance [4-10]. Using the same experimental design as Harrison and Bex 

(for minor exceptions, see Figure 1), we show that adding more flankers can also improve 

performance in their paradigm, whereas their model predicts the opposite result. We propose 

that a truly unified model of crowding must include a grouping stage. 

As in Harrison and Bex [3], we presented a Landolt C in isolation with its gap orientation 

randomly chosen (no flanker condition) or a Landolt C with a second ring containing a 

randomly-oriented gap surrounding it (one flanker condition). We added a third condition, in 

https://doi.org/10.1016/j.cub.2016.03.003
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which five rings surrounded the target (five flanker condition). The gap orientation of these 

flankers was randomly chosen but always aligned (Figure 1B). All conditions were randomly 

interleaved and observers reported the location of the target gap using an adjustment 

response (Figure 1A). On average, errors in the no-flanker condition [M = 12.72] were lower 

than in the one flanker condition [M = 26.87; t(3) = 3.82, p = 0.03, two-tailed t-test], replicating 

Harrison and Bex well. Errors in the five-flanker condition [M = 18.66] were lower than in the 

one-flanker condition [t(3) = 4.08, p = 0.027, two-tailed t-test], and the direction of this result 

was consistent in all four observers. 

Using their code, we simulated the responses of Harrison and Bex’s model and found that, for 

the five flanker condition, the model predicts the opposite of the data: performance is worse 

for the five flanker than the one flanker condition (Figure 1C). The model contains an adjustable 

parameter, ω, which determines the region of integration (see [3], supplementary material), 

and when we systematically varied this parameter, model performance was always worse in 

the five flanker than the one flanker condition (Figure 1D). 

 

Figure 1. Experimental design and results. 

(A) An example of a trial with no flankers. Observers fixated on the leftmost point, after which the stimulus 

appeared 10° in the visual periphery for 500 ms, followed by a response screen. Four observers (two authors, two 

naïve) completed the experiment in a dimly-lit room at a viewing distance of 85 cm from a 24” LCD monitor with 

a resolution of 1920 x 1080. Stimuli comprised black contours presented on a white background. 
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(B) The three stimulus conditions used in our experiment. The leftmost two conditions reproduce Harrison & Bex 

(2015). In the third condition, we added four additional flankers, equally spaced from the target, with an 

identically-oriented gap. Each observer completed 200 trials per condition, randomly intermixed, following 75 

practice trials.  

(C) Experimental results. Perceptual error, as in Harrison and Bex (2015), is defined as the standard deviation of 

a Von Mises function fit to the distribution of errors across trials. The mean of four human observers is plotted in 

light grey +/- 1 SEM, along with their individual data. All four observers demonstrated lower error in the five 

flanker condition than the one flanker condition. In dark grey, we reproduce the model of Harrison and Bex (2015) 

with the adjustable parameter ω set at 3.5 to best fit the human results (whereas Harrison and Bex [3] used a 

value of 2). 

(D) Because ω is arbitrarily chosen to maximize fit, we simulated the effect of choosing different values for this 

parameter. Critically, the model never produces lower error in the five flanker condition than the one flanker 

condition. 

 

Why does Harrison and Bex’s model fail to explain the results in the five flanker condition? 

They presented flanker rings at different distances and found decreased performance with 

each ring (with crowding strength decreasing with distance). In our five flanker condition, we 

essentially presented all of these rings simultaneously. In their model, outputs are determined 

by sampling from a probability distribution corresponding to a weighted sum of target and 

flanker information (with weights depending on flanker distance). Hence, by design, all five 

flankers contribute detrimentally to the model’s responses, which stands in qualitative 

contrast to the experimental data, as human performance improved in this condition. Clearly, 

human perception in this paradigm is not strictly linear and, thus, performance on the entire 

stimulus cannot be predicted by a simple summation of the performance levels of its parts.  

We propose that the overall stimulus configuration and grouping play a crucial role in crowding 

[9, 10]. Specifically, when the target ungroups from the flankers, performance is improved, and 

only when the target and flankers group is crowding strong. However, grouping does not 

explain why performance deteriorates in crowding. Instead, grouping specifies which elements 

are prone to crowd each other (see [9], p12, point 6). For this reason, we propose that a unified 

model of crowding needs both a grouping stage and a mechanism to account for the 

detrimental effects, such as the one proposed by Harrison and Bex. Further research will 

explore how such a model may be constructed. 
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Abstract 

In crowding, perception of an object deteriorates in the presence of nearby elements. Although 

crowding is a ubiquitous phenomenon, since elements are rarely seen in isolation, to date 

there exists no consensus on how to model it. Previous experiments showed that the global 

configuration of the entire stimulus must be taken into account. These findings rule out simple 

pooling or substitution models and favor models sensitive to global spatial aspects. In order to 

investigate how to incorporate global aspects into models, we tested a large number of models 

with a database of forty stimuli tailored for the global aspects of crowding. Our results show 

that incorporating grouping like components strongly improves model performance.  

 

https://doi.org/10.1371/journal.pcbi.1006580
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Author Summary 

Visual crowding highlights interactions between elements in the visual field. For example, an 

object is more difficult to recognize if it is presented in clutter. Crowding is one of the most 

fundamental aspects of vision, playing crucial roles in object recognition, reading and visual 

perception in general, and is therefore an essential tool to understand how the visual system 

encodes information based on its retinal input. Classic models of crowding have focused only 

on local interactions between neighboring visual elements. However, abundant experimental 

evidence argues against local processing, suggesting that the global configuration of visual 

elements strongly modulates crowding. Here, we tested all available models of crowding that 

are able to capture global processing across the entire visual field. We tested 12 models 

including the Texture Tiling Model, a Deep Convolutional Neural Network and the LAMINART 

neural network with large scale computer simulations. We found that models incorporating a 

grouping component are best suited to explain the data. Our results suggest that in order to 

understand vision in general, mid-level, contextual processing is inevitable. 

 

Introduction 

When an element is presented in the presence of nearby elements or clutter, it becomes 

harder to perceive, a well-known effect called crowding. One of the main characteristics of 

crowding is that the element itself is not invisible, contrary to contrast- and backward-masking; 

rather its features appear jumbled and distorted (figure 1). Crowding is a ubiquitous 

phenomenon because elements are rarely encountered in isolation in everyday situations 

(figure 1c). Thus, understanding crowding is crucial for understanding vision in general.  

For about half a century, the consensus was that flankers interfere with a target element only 

when placed within a spatially restricted window around the target, the so-called Bouma law 

(figure 1b; [1–4]):  

Size of Bouma’s window ≈ 0.5*eccentricity  

Classic models of crowding proposed that early visual areas, such as V1, process the features 

of stimuli with high precision. Crowding occurs when neural signals are pooled along the visual 

hierarchy, e.g., when V2 neurons pool neural signals from V1 neurons [5]. Hence, in line with 

classic hierarchical feedforward processing (figure 2a), crowding may be seen as a natural 
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consequence of object recognition in the visual system. For example, a hypothetical neuron 

coding for a square might respond to signals from neurons coding for the lines making up the 

square. In order to achieve translational invariance, the square neuron is sensitive to lines all 

over its receptive field and pools this information in order to decide whether a square is 

present. According to this logic, crowding occurs when elements that do not belong to the 

same object are pooled. In this sense, crowding is an unwanted by-product of object 

recognition and, for this reason, a bottleneck of vision (for reviews, see [2,6]). Other models 

have proposed that performance in crowding deteriorates because features of the target are 

substituted for features of the flanking elements [4,7]. As mentioned, all these models are local 

in the sense that crowding is determined by nearby elements only. Based on these two lines 

of thought, pooling and substitution, researchers have suggested that with more flankers 

performance deteriorates because more irrelevant features are pooled or substituted.    
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Figure 1: Crowding. a. In crowding, the perception of a target element deteriorates in the presence of nearby 

elements. When fixating the left cross, the target letter V on the right is hard to identify because of the nearby 

flankers. b. The task is easier than in (a), because the flankers are further away from the target letter V. Bouma’s 

law states that crowding occurs only when flankers are sufficiently close to the target, within the so-called 

Bouma’s window. c. Crowding is a ubiquitous phenomenon since elements are rarely seen in isolation. For 

example, when fixating the central red dot, the child on the left is easier to detect because it is not surrounded 

by nearby flankers, as is the child on the right.  

 

The understanding of crowding has largely changed in the last decade. For example, it has been 

shown that detailed information can survive crowding [8,9]. Crowding occurs in the fovea and 
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is not restricted to the periphery, contrary to earlier proposals [10,11]. Most importantly for 

the present discussion, performance depends on elements far beyond Bouma’s window. For 

example, in supercrowding, elements outside of Bouma’s window decrease performance 

beyond the decrement arising from elements within the window [12]. Surprisingly, adding 

flankers can even reduce crowding, and such uncrowding effects can depend on elements 

outside of Bouma’s window (figure 2; [10,13–17], review: [18]). For example, observers 

performed a vernier discrimination task. When a surrounding square was added to the vernier, 

the task became much more difficult: a classic crowding effect. However, adding more flanking 

squares improved performance gradually, i.e., performance improved the more squares were 

presented ([19]; figure 2b). The entire line of squares extends over 17 degrees in the right 

visual field, while the single vernier offset threshold is less than 200’’ (figure 2d). Hence, 

performance is not exclusively determined by local interactions: fine-grained vernier acuity in 

the range of about 200’’ depends on elements as far away as 8.5 degrees - a ratio of two orders 

of magnitude, extending far beyond Bouma’s window. Moreover, performance depends on 

the overall configuration [20]. For example, in three-by-seven displays of squares and stars 

(figure 2c), a shift of the central row changes performance strongly (figure 2c, 4th and 5th 

configurations). Similar effects were found with stimuli other than verniers [21,22], as well as 

in auditory [23] and haptic crowding [24].  



Crowding and the Architecture of the Visual System. Chapter 3 – Beyond Bouma’s Window: How to 
Explain Global Aspects of Crowding? 

42 
 

Figure 2: a. Standard view of visual processing. First, edges are detected by low-level neurons with small receptive 

fields. Higher level neurons pool signals from lower level neurons in a hierarchical, feedforward manner, creating 

higher level representations of objects by combining low-level features [25,26]. For example, two low-level edge 

detectors may be combined to create a “corner” representation. Four such corner detectors can be assembled 

to create a rectangle representation. Receptive field size naturally increases along this pathway since, for example, 

a rectangle covers larger parts of the visual field than the lines making up the rectangle. b. Uncrowding. Observers 

performed a vernier discrimination task. The y-axis shows the threshold for which observers correctly discriminate 

the vernier offset in 75% of trials (so performance is good when the threshold is low). First, only a vernier is 

presented, an easy task (performance for this condition is shown as the dashed horizontal line). Then, a flanking 

square is added making the task much more difficult (leftmost stimulus). This is a classic crowding effect. 

Importantly, adding more flanking squares improved performance gradually, i.e., performance improved the 

more squares are presented [19]. We call this effect uncrowding.  c. The global configuration of the entire stimulus 

determines crowding. Performance is strongly affected by elements far away from the target as shown in these 

examples [15]. d. Performance is not determined by local interactions only. In this display, fine-grained vernier 

acuity of about 200’’ depends on elements as far away as 8.5 degrees - a difference of two orders of magnitude, 

extending far beyond Bouma’s window. 

 

Because they cannot produce long-range effects, local models cannot explain the global 

aspects of crowding. Here, we tested which global models, integrating information across large 

parts of the visual field, can explain global effects on crowding (see figure 3 for a list). We also 
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tested the most prominent local models to verify our hypothesis that local models are 

inadequate to explain global aspects of crowding. 

The models that we tested differ with respect to four criteria:  

Spatial extent: Local vs. Global. In a local model, elements far from the target do not exert any 

effects on the target. By contrast, in a global model, any element in the visual field may 

potentially interfere with target processing. 

Mechanism of interference: Pooling, substitution, or other? 

Organisation: Feed-forward (features at a given level are only affected by lower level features) 

vs. recurrent processing (features at a given level can be affected by lower or higher level 

features). 

Grouping component: Does the model incorporate a grouping component? Certain models 

explicitly compute grouping-like aspects by determining which low-level elements should 

belong to the same higher level group. Only elements within a group interfere with each other.   

 

Figure 3: Tested models and their characteristics. Models may integrate information locally or globally, and the 

interference mechanism may be pooling, substitution, or other. Models are feed-forward or recurrent, and may 
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or may not compute grouping-like aspects of the stimulus.  The aim of the current work is to investigate which 

models can explain the global effects of crowding. 

 

Methods 

To test the models, we used human data from previous work exploring the 

crowding/uncrowding phenomena [10,11,15,17,19,20]. The stimulus database comprises 40 

different stimuli belonging to 11 different categories: circles, Gestalts, hexagons, irregular1, 

irregular2, lines, octagons, patternIrregular, patternStars, squares and stars. An example of 

each category is shown in figure 4. Behavioral results can be found in the original papers (listed 

in figure 14). In each category, we have the vernier target alone, plus crowding and uncrowding 

configurations. All the stimuli are shown in figure 14 and behavioural results can be found in 

the original papers. With a few exceptions (see details in the results section), we ran each 

model on all stimuli. For some models, we could not use the entire database because 

computation time was too long (deep convolutional networks, LAMINART, Texture Tiling 

Model), or because the model was not adapted to accommodate certain kinds of stimuli 

(Population Coding). Human and model results are summarized in the discussion (figures 

14&15). All the code we used is available online at https://github.com/adriendoerig/beyond-

boumas-window-code. All the results can be found at 

https://github.com/adriendoerig/beyond-boumas-window-results. 

There are two fundamentally different approaches to measure model performance. First, a 

linking hypothesis may be used to relate model output to performance (both are scalar 

numbers). For example, template matching computes how similar the model output is to the 

target image. If they are similar, performance is good. The second, textural approach is used 

to quantify performance in textural models. The idea is that peripheral vision is ambiguous 

because information is compressed by summary statistics. If a model uses a proper algorithm 

for representing these ambiguities, presenting the processed image in the fovea should lead 

to similar human performance as presenting the original unprocessed image in the periphery 

[27]. Accordingly, to measure the performance of textural algorithms, the stimuli are fed 

through a texture synthesis procedure. Then, observers freely examine the output image and 

report vernier orientation. If this task is easy, performance is good. For each model, we used 

the linking hypothesis proposed by the original authors when available. When this was not 
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possible (for example for Alexnet, which has never been applied to crowding results before), 

we detail which linking hypothesis we used in the corresponding section. In the following, we 

present, first, textural models and, second, models using a linking hypothesis. 

An important point is that different readouts lead to different results. Hence, the different 

methods of model evaluation used here could affect our results. However, we are mainly 

interested in qualitative rather than quantitative comparisons and the readout functions we 

used cannot confuse crowding and uncrowding. More specifically, the readout processes we 

use produce results monotonically linked to the model outputs. Hence, they cannot confuse 

uncrowding cases (a U-shape function where the vernier alone condition leads to good 

performance, a single flanker deteriorates performance, and multiple flankers lead again to 

good performance) with cases that do not show uncrowding (a monotonic function where the 

vernier alone condition leads to good performance, a single flanker deteriorates performance, 

and multiple flankers deteriorate performance even more). 

Because different models were evaluated differently, it was impossible to come up with one 

performance measure and to compare models via something like the Akaike Information 

Criterion. However, despite this variety of performance measures, our results are qualitatively 

unambiguous: each model either is capable of producing uncrowding, or it is not. We took the 

parameters directly from the original models whenever possible. Otherwise, we tried our best 

to search the parameter space (see results). We cannot exclude that other combinations of 

parameters fit the dataset better. However, we will argue that the models that cannot produce 

uncrowding fail to do so for principled reasons, and not because of poor parameter choices 

(see discussion). 
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Figure 4: Stimulus categories. We used 40 different stimuli from 11 different categories. The task was always to 

report the offset direction of the central vernier. This figure shows one example from each category. The stimulus 

database is tailored to test for global effects such as uncrowding. Human data was taken from previous work 

[10,11,15,17,19,20]. Human and model results are summarized in the discussion (figure 14 shows the results for 

all stimuli and models). 
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Results 

Texture-like models 

The following models are based on texture analysis. The outputs are images, and the texture 

method is applied as described in the methods.  

Epitomes 

In the Epitomes model, described by Jojic et al. [28], large repeating patterns are summarized 

by small repeated representative image patches. Repeated patterns are substituted with their 

exemplars. The original image can subsequently be retrieved with good accuracy from the 

compressed representation, even though neighboring features encoded in the same patch are 

mingled. Epitomes are effectively a “substitution” model that exploits regularities. Although 

this model was not proposed as a model of crowding, it embodies many of the key 

characteristics of local pooling and substitution models.  

Using the ’s code available online (http://www.vincentcheung.ca/research/sourcecode.html) 

we ran the model on all stimuli with the original parameters (designed to optimize image 

reconstruction accuracy for natural images and texture overlays). To evaluate performance, 

we used the texture evaluation method with the authors as subjects, analysing the results 

qualitatively (see methods). In addition, we computed the model threshold as 

 

where leftStim(x,y) is the normalized intensity of pixel (x,y) in the left vernier offset version of 

the output. Effectively, this equation quantifies how different the normalized output images 

are for the left and the right vernier offset versions of the stimulus. If they are very different, 

the task is easy. Consistently across the dataset, the model successfully produces crowding but 

not uncrowding: performance was always worse when adding more flankers (figure 5). We 

suggest that the model cannot explain uncrowding because it compresses information from 

local regions of the image, ignoring global structure. 
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Figure 5: Epitomes. a. Illustration of the epitome model. An image (left) is compressed into an epitome (center), 

a summary of local features. The image on the right is reconstructed from the epitome. b. As an example for the 

classic texture evaluation, we show the stimulus and reconstructed image for the 1- and 7-square conditions. 

Human vernier offset thresholds are better for the 1-square than the 7-square condition. The model does not 

produce uncrowding because vernier offset direction in the output is not easier to make out in the 7-square than 

in the 1-square case (according to the authors’ judgment). c. Example for our performance measure. Human and 

model thresholds (see main text for how model threshold was computed) for vernier alone (condition 1), single 

square (condition 2) and 7 squares (condition 3). The 7-square threshold is higher than the 1- square threshold, 

in contrast with human performance. Note: the model outputs a number quantifying how different the left and 

right vernier offset versions of the input are (so the higher this difference, the better the performance). To make 

comparison with the human threshold easier, we applied the following monotonic transformation to the output: 

“threshold-like output” = 1/“raw output”. Then, we scaled the result to be in the same range as the human results. 

This monotonic re-scaling cannot not change the conclusions because monotonic outputs are mapped on 

monotonic performance and the same is true for U-shaped functions (see methods). 
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Single Texture Model 

Portilla & Simoncelli [29] proposed a set of statistics capable of capturing key aspects of texture 

appearance to human vision (figure 6a). Balas et al., [27] suggested an explanation of crowding 

in which peripheral vision might measure these texture statistics in pooling regions that overlap 

and tile the visual field. The intuition is that summary statistics provide an efficient way of 

extracting relevant information at low computational cost from natural images. Though Balas 

et al. proposed a model covering the entire visual field as described in the next subsection, 

they initially tested the predictions of a single pooling region, since texture synthesis 

procedures did not exist for multiple overlapping pooling regions. Each of their stimuli fell 

within a single Bouma-sized patch. They have since suggested that this shortcut of using a 

single pooling region, which greatly reduces computation time, can often suffice for texture-

like stimuli that fall within a single pooling region [30]. 

Although the model was intended by Balas et al. to be applied only over a Bouma’s window-

sized patch, here we applied it to the entire stimulus to see if this kind of texture synthesis 

could capture long-range interactions between the vernier and other elements. The texture 

statistics are computed from pixel intensities taken from the entire image. Using the code 

provided online by Portilla & Simoncelli 

(https://github.com/LabForComputationalVision/textureSynth), we created textures from all 

of our stimuli and the authors analyzed the results qualitatively using the texture measure (see 

figure 6c for two examples). The model produces strong crowding: vernier offsets are harder 

to discriminate from the textures when flankers are present. However, the model cannot 

explain uncrowding: consistently across our whole dataset, uncrowded conditions are worse 

than crowded conditions for this model (figure 6c). More elements always deteriorate 

performance. In their original contribution, Balas et al. seeded the texture synthesis algorithm 

using a low-pass, noisy version of the stimulus to reduce position noise. We also ran our stimuli 

using this method (see results repository online). While the output images became less 

distorted than without using the seed, it did not change the conclusion, because the target 

vernier remained much harder to detect in the textures synthesized from the uncrowded 7 

flankers stimuli than from the crowded single flanker stimuli – i.e., there was no uncrowding. 
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Texture Tiling Model (TTM) 

The TTM model was first described by Balas et al. [27], with its first full instantiation developed 

by Freeman & Simoncelli [31]. It computes summary statistics for overlapping local patches of 

the visual field, mimicking the way V2 receptive fields grow in size with eccentricity (figure 6b). 

Balas, Rosenholtz and others have studied this model extensively, calling it the Texture Tiling 

Model (TTM; [32,33]). In a series of papers, this model explained well the local aspects of visual 

tasks such as crowding and visual search. We ran a selection of stimuli through the TTM model 

(circles, squares, and irregular1; code for the model accompanies [34]). Similarly to the 

previous textures, the results were analysed by the authors using the texture measure. 

Crowding was well captured, but uncrowding could not be explained by TTM (figure 6d). The 

vernier was not better represented as the number of flankers increased. 
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Figure 6: Texture Synthesis and Texture Tiling Model. a. A texture (right) synthesized from the input on the left 

using the Portilla & Simoncelli [29] summary statistics. The output resembles crowding. Pooling- and substitution-

like effects occur. b. In the TTM, instead of applying the summary statistics process to the whole image at once, 

only local patches of the image are processed, yielding a local summary statistics model. The local patches are 

thought to reflect V2 receptive fields. c. Whole-field summary statistics. From left to right: stimuli and Portilla & 

Simoncelli textures for the vernier, 1-square and 7-square conditions. The vernier offset is easy to determine from 

the texture in the vernier alone condition, and slightly harder in the crowded condition (a right-offset is 

discernable in the middle top of the display). Across all data, the model consistently produces crowding, but no 

uncrowding, as exemplified in the right condition in which no offset is present at all. d. Texture Tiling model. The 

left column shows three synthesized examples from the 1-square condition. On the right is the 7-flanking squares 

case. The model cannot produce uncrowding: since the stimulus on the right is less crowded than the stimulus on 

the left in the human data, the direction of the vernier should be easier to make out on the right than on the left. 

However, this is not the case. 
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We suggest that TTM alone cannot explain uncrowding because it is a sophisticated local 

mechanism that scrambles together neighboring elements. There is no mechanism allowing 

elements that do not share a pooling region with the target to directly affect the target 

representation. Our results suggest that neither pooling summary statistics over the entire 

stimulus nor pooling over previously tested local regions explain the behavioural results. If the 

whole field is used, uncrowding cannot occur because more elements mean more interference 

and thus worse performance. On the other hand, using local regions does not help because far 

away elements cannot improve performance in cases where humans show uncrowding. 

 

Deep Textures 

Gatys and colleagues [35] used deep neural networks to create textures. The algorithm starts 

with a noise image and iteratively modifies it to match the correlations between neuron 

activities in a set of layers (figure 7a). This procedure synthesizes textures that are often 

indistinguishable from the original image, creating true metamers [36]. Deep textures were 

not intended to be applied to images like our stimuli, nevertheless we were interested in seeing 

if they could handle them because one could think of deep textures as synthesizing textures 

based on learned features rather than on the hand-coded features of Portilla & Simoncelli [29]. 

Perhaps the learned features provide a better representation and thus do a better job of 

predicting crowding. 

Using Gatys et al.’s code with their suggested set of parameters 

(https://github.com/leongatys/DeepTextures), we created textures of each stimulus in our 

database (Figure 7b shows a selection of examples). We first evaluated model performance by 

the texture measure performed by the authors. Since the results were much less clear than for 

the previous texture approaches, we also conducted a psychophysical experiment with naive 

participants. Five subjects performed the classic texture measure: they were first explained the 

texture synthesizing process and then were shown textures synthesized from our stimuli. They 

were asked to report if they thought the texture was synthesized from a left- or right-vernier 

stimulus. We used three categories of stimuli (Gestalts, squares and circles), with ten textures 

per stimulus (a total of 100 textures). Performance was at chance for all stimuli. Textures for 

the untested stimulus categories strongly resemble the tested categories (the vernier offset 
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orientation is not visible in the textures, even for the vernier-alone condition). We tried 

different stimulus sizes, but this did not improve the results. In conclusion, despite its clear 

success at texture synthesis for natural images, the model in its present form is not suitable to 

study crowding with our stimuli. 

Wallis et al. [37] have proposed a foveated model in which these deep statistics are computed 

over local image patches, just as the TTM computes Portilla and Simoncelli’s statistics over local 

patches. The code is not yet publicly available, so we did not test it explicitly, however, we 

believe it will not explain uncrowding for exactly the same reasons that the TTM does not 

handle uncrowding better than Portilla and Simoncelli’s whole field statistics: distant elements 

that are not in pooling regions around the target cannot affect the target representation. 

 

Figure 7: Deep textures. a. In the deep textures algorithm, the correlation between a deep neural network’s unit 

activities is used as a summary statistic. Textures are then synthesized to match that statistic. b. Original stimuli 
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and textures synthesized from these stimuli using the deep textures algorithm by Gatys et al. [35]. The vernier 

offset is poorly visible, therefore, despite its clear success at synthesizing textures, the model in its present form 

in not suitable to model crowding with our stimuli. We tried different zooms on our stimuli but the results did not 

change. 

 

Models using a linking hypothesis 

The following models all use a linking hypothesis to relate their output (a number) to human 

performance. Whenever possible, we used the same linking hypothesis as in the original 

contribution. When no linking hypothesis was available, we specify the method used. 

Wilson & Cowan Network with End-Stopped Receptive Fields 

Wilson & Cowan [38] proposed a mathematical model of simple cortical (excitatory and 

inhibitory) neurons interacting through recurrent lateral connexions. Variations of this kind of 

model have successfully accounted for visual masking data using stimuli similar to our lines 

category [39]. We used a similar neural network for our crowding stimuli. The model first 

convolves the input image with an on-center, off-surround receptive field mimicking 

processing by the LGN. Next, the input activations are fed into both an excitatory and an 

inhibitory layer of neurons, which are reciprocally connected such that the excitatory units 

excite the inhibitory units and the inhibitory units inhibit the excitatory units. Details of the 

model, its filters, and its parameters can be found in [39] and [40]. Although the filters are 

local, the strength of activity at any given pixel location partly depends on the global pattern 

of activity across the network because of the feedback connections. More generally, the 

feedback in the network functions like a discontinuity detector by enhancing discontinuities 

and suppressing regularities. Clarke, Herzog & Francis [41] applied this model to crowding 

stimuli, but it performed poorly and produced no uncrowding. For example, there was no 

difference between the stimuli in the Gestalts category and the length of the bars in the lines 

category had no effect at all on performance.  Here, to improve the model, we replaced the 

classic receptive fields by end-stopped receptive fields so that each neuron is optimally 

activated only by stimuli of a specific length. There were three different sizes for the end-

stopped receptive-fields, corresponding to the size of a vernier bar, the size of the whole 

vernier, and the size of the flankers. To measure performance for each stimulus, for each end-

stopped receptive field size, we took as output the state of the excitatory layer after 
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stabilization (40 time-steps) and cross-correlated it with the vernier alone output. The cross-

correlations for each end-stopped receptive field size were summed to yield a single output 

number per stimulus. We then fitted a psychometric function on one class of stimuli (training 

set) and used this function to provide model performance for all other classes of stimuli (testing 

set). Apart from the end-stopped receptive fields modification, we used the same parameters 

as in Hermens et al. [39]. 

We fit the psychometric function based on the model’s output for the squares category, i.e., 

the squares category is the training set, and used this fit to measure performance on all other 

stimulus categories, i.e., all other categories are the testing set. We also tried to use each of 

the other categories as the training set; using the squares yielded the best results. The model 

produces crowding: performance drops in the presence of flankers. It also produces 

uncrowding but only for the training set (squares) and, to a lesser extent, for the irregular1 

category. Indeed, performance is better in the 7 squares than in the single square condition 

(Figure 8b), and marginally better in the 7 irregular1 than in the single irregular1 condition 

(Figure 8c). For the other categories, there is no uncrowding (see Figure 8d for an example). 

The choice of the training and testing sets has a strong influence on the conditions that mimic 

human performance. Squares and lines are the categories for which size regularity seems to 

play the most important role. For all other classes, there is no uncrowding, regardless of the 

training. This poor generalization capability suggests that the model uses idiosyncratic features 

of its training set rather than capturing general regularities, similar to overfitting. 
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Figure 8: Wilson and Cowan network with end-stopped receptive fields: a. Structure of the network in [39] which 

we augmented with end-stopped receptive fields. An excitatory and an inhibitory layer of neurons are activated 

by the stimulus and interact with one another. The output of the excitatory layer is cross-correlated with a vernier 

template to measure performance. b. Output for the squares category (with psychometric function fitted on the 

squares category). In accordance with human results, performance is better in the 7 squares than in the 1 square 

case. c. Output for the irregular category (with psychometric function fitted on the squares category). 

Performance is marginally better in the 7 irregular1 than in the 1 irregular1 case. d. Output for the stars category 

(with psychometric function fitted on the squares category). There is no uncrowding for this stimulus. Uncrowding 

occurs only for specific kinds of stimuli, where element size regularities seem important. Further, performance 

depends strongly on which data are used for the training set (i.e., for fitting the psychometric function), suggestive 

of overfitting. e. Model output images. Columns are different stimuli: vernier, 1 square and 7 squares. The first 

row shows the stimuli, and the three subsequent rows show the model output for the short, medium and long 

end-stopped receptive fields. The crucial result is that the vernier is better represented in the short and medium 
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populations in the 7 squares than in the 1 square conditions (i.e., uncrowding occurs). As mentioned, uncrowding 

occurred for very few stimuli categories. In cases that didn’t show uncrowding, the vernier representation 

deteriorated further when flankers were added (see results on the online repository). Note: the model outputs a 

cross-correlation quantifying how similar the model output is to the model output in the vernier alone condition 

(so the higher this cross-correlation, the better the performance). To make comparisons with human thresholds 

easier, we applied the same linking hypothesis as Hermens et al. [39]: we fitted a psychometric function to link 

model outputs to behavioural results, as explained in the main text. 

 

Zhaoping’s V1 Recurrent Model 

This recurrent neural network model is described by Li Zhaoping [42]. The network consists of 

a grid of neurons tuned to 12 orientations that are linked by lateral connections that follow a 

specific pattern (see figure 9a&b). The connectivity pattern allows the network to reproduce 

many experimental effects such as pop-out, figure-ground segmentation and border effects. It 

has also been shown to highlight certain parts of visual displays such as masked verniers [43], 

and we wondered if it could similarly produce uncrowding. We recoded the network from 

scratch following the detailed instructions and using the same parameters as in [42] and 

studied it as another recurrent model of early visual cortex. We ran all our stimuli and assessed 

performance by cross-correlating each output with the output of the vernier without flankers. 

The magnitude of the cross-correlation is taken as a measure of vernier offset discrimination 

performance. The model produces crowding but not uncrowding consistently across the 

dataset (see figure 9c). 



Crowding and the Architecture of the Visual System. Chapter 3 – Beyond Bouma’s Window: How to 
Explain Global Aspects of Crowding? 

58 
 

 

Figure 9: V1 Segmentation model. a. The input is sampled at each grid position by neurons tuned to 12 

orientations, mimicking V1 simple cells. b. The connectivity pattern between cells depends on their relative 

position and orientation as shown here. Solid lines indicate excitation and dashed lines indicate inhibition. As 

shown, each neuron excites aligned neurons and inhibits non-aligned neurons. Each neuron has the same 

connectivity pattern, suitably rotated and translated. c. Output images for the square category. Each small 
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oriented bar shows the maximally active orientation at this grid position. d. Results for the squares category. The 

dashed red bar shows the vernier threshold, which is matched for humans and the model. As shown, uncrowding 

does not occur in the model, because performance is worse for the 7 squares than the 1 square stimulus. Note: 

the model outputs a cross-correlation quantifying how similar the model output is to the model output in the 

vernier alone condition (so the higher this cross-correlation, the better the performance). To make comparison 

with the human threshold easier, we applied the same procedure as we did for the epitomes, i.e., we applied the 

following monotonic transformation to the output: “threshold-like output” = 1/”raw output”. Then we scaled the 

result to be in the same range as the human results. This monotonic re-scaling does not change the conclusions 

– the phenomenon of uncrowding cannot be altered. 

 

A Variation of the LAMINART Model 

The LAMINART model by Cao & Grossberg [44] is a neural network capable of computing 

illusory contours between collinear lines. Francis, Manassi & Herzog [45] augmented it with a 

segmentation process in which elements linked by illusory contours are grouped together by 

dedicated neural populations. This dedicated neural processing operates in the same way for 

all conditions and plays an important role in explaining many other visual phenomena (review: 

[46]). This model process was intended as an implementation of a two-stage model of 

crowding, with a strong grouping process: stimuli are first segmented into different groups 

and, subsequently, elements within a group interfere. After dynamical processing, different 

groups are represented by distinct neural populations. Performance is determined by template 

matching. Importantly, crowding is low when the vernier is alone in its group (i.e., when the 

population representing the vernier does not also represent other elements) and high 

otherwise.  

The segmentation process is started by local selection signals and spreads along connected 

contours (figure 10). The location of each selection signal follows a Gaussian distribution 

centred on a given location, with a constant standard deviation. Uncrowding occurs when the 

selection signals hit a group of flankers without hitting the vernier, rescuing it from the 

deleterious effects of the flankers. In our simulations, each stimulus is run twenty times, each 

time drawing a new selection signal location. The final performance is averaged over these 

twenty trials. Crucially, segmentation becomes easier with more flankers, because a group of 

many flankers connected by illusory contours produces a larger region for selection (figure 10).  
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To account for the observers’ proclivity to succeed in the vernier discrimination task, the 

central location of a selection signal is tuned to produce the least amount of crowding for each 

condition. This assumption follows the idea that an observer does the best job possible in each 

given situation. Although this added flexibility is not present in other models, it does not 

constitute an unfair advantage for the LAMINART. Indeed, it is not strictly necessary in order 

for the model to produce uncrowding. For example, if the segmentation signals’ central 

location followed a uniform distribution over the whole stimulus, it would still hit a large group 

of flankers (without hitting the target) more easily than a small group of flankers. In summary, 

whenever the flankers form a wide group that can be easily segregated from the vernier, 

uncrowding should be produced. Hence, uncrowding is largely independent of the selection 

signals’ distribution.  

Many stimuli in the dataset had been simulated by the model in Francis et al. [45]. Here, we 

improved the model by using more orientations and we ran the model on our dataset, using 

the template matching measure (some stimuli could not be run for reasons detailed below). 

Overall, the LAMINART explains the data set well (figure 10).  

More precisely, the categories circles, Gestalts, lines, octagons, squares and hexagons are all 

well explained. Categories irreg1, irreg2 and stars cannot be explained, but they include bars 

of many different orientations, and the current LAMINART simulation is only capable of 

handling eight orientations. We did not run the stimuli in the patternStars and patternIrregular 

categories because they are too large to be processed in realistic time. In general, situations 

where the model fails tend to be those in which the model groups elements while the data 

suggests it should not, leading in some cases to no uncrowding, and in other cases to excessive 

uncrowding. One example is when flankers (e.g., squares and stars) group together when they 

should not. Another example is when flankers group with the target vernier (e.g., irreg1), 

suggesting the need to improve the grouping mechanism itself (figure 10). 

Across all stimuli and all models, the LAMINART is by far the most successful model in this 

comparative study because it can explain a wide range of uncrowding results, as well as capture 

classic crowding effects. 
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Figure 10: The LAMINART variation. a: Activity in the LAMINART model. Colors represent the most active 

orientation (red: vertical, green: horizontal). When a stimulus is presented, segmentation starts to propagate 

along connected (illusory or actual) contours from two locations marked by attentional selection signals. Visual 

elements linked together by illusory contours form a group. After dynamic, recurrent processing, the stimulus is 

represented by three distinct neural populations, one for each group. Crowding is high if other elements are 

grouped in the same population as the vernier, and low if the vernier is alone. On the left, the flanker is hard to 

segment because of its proximity to the vernier. Across the trials, the selection signals often overlap with the 
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whole stimulus, considered as a single group. Therefore, the flanker interferes with the vernier in most trials, and 

crowding is high. On the right, the flankers are linked by illusory contours and form a group that spans a large 

surface. In this case, segmentation signals can easily hit the flankers group successfully (without hitting the 

vernier). The vernier thus ends up alone in its group in most trials and crowding is low. b:  The left row shows 

human performance with the square flanker stimuli. The right row is the output of the LAMINART model. It fits 

the data very well. The same holds true for a majority of our stimuli. To compute the LAMINART’s output values, 

we used the same linking hypothesis as in the original description of the model [45]: template matching is used 

to decide if the target vernier offset is left or right, and this result is monotonically transformed into a threshold-

like measure. c: Sometimes flankers group together (illusory contours are formed) when they should not, 

erroneously predicting uncrowding for this condition. d: Sometimes flankers group with the vernier when they 

should not. Here, weak illusory contours connect the central flanker and the vernier. No uncrowding can be 

produced for this condition because segmentation always spreads to the vernier, independently of the success of 

the selection signals. 

 

Alexnet (Convolutional Neural Network) 

Deep Convolutional Neural Networks (CNNs) are local, feedforward, pooling networks. Training 

involves using feedback signals to adjust weights between neurons in subsequent layers. Once 

the network has been trained, users typically fix the weights and use the network in a 

feedforward manner. Given enough time and training samples, CNNs can learn any function 

by learning adequate weights [47,48]. CNNs fit very nicely in the standard view of vision 

research, in which basic features, such as edges, are combined in a hierarchical, feedforward 

manner to create higher-level representations of complex objects (figure 2a). We reasoned 

that crowding would occur in these networks for exactly the same reason as in classic local 

pooling models: the target and the flankers’ representations at a given layer are pooled within 

the receptive fields of the subsequent layer, thus, leading to poorer performance. Although 

CNNs obviously compute groups such as objects or animals, these groups have no effect 

whatsoever on crowding of lower level features. Indeed, there are no connections from higher 

to lower level layers. Thus, elements far away from the vernier cannot interact with nearby 

elements and lead to uncrowding. To test this hypothesis, we processed the square category 

through Alexnet [49], a CNN trained to classify natural images with high accuracy, using 

Tensorflow [50]. In order to determine vernier offset discrimination in different layers, we 

trained classifiers to identify the vernier offset from the activations of different layers of 

Alexnet (figure 11a). The classifiers had a single hidden layer with 512 units, followed by a 
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softmax layer with two outputs, corresponding to left and right. In the training phase, we ran 

verniers through the network, and trained classifiers to identify the offset orientation from the 

different layers’ activations (which were normalized to zero mean and unit standard deviation). 

Each layer had its own classifier. We used all ReLU layers following the convolution layers and 

the last fully connected layer. A different classifier was trained for each of these layers. During 

the test phase, we used verniers alone, verniers flanked with a single square (crowded stimuli) 

and verniers with 7 squares flankers (uncrowded stimuli). Both training and testing stimuli had 

varying sizes, offsets and positions in the image. Figure 11 shows average performance for each 

layer over 6 runs. For each run, we trained a new classifier on each layer, using 250000 verniers 

in the training set. In the testing phase, we ran 3000 verniers, 3000 crowded stimuli and 3000 

uncrowded stimuli through Alexnet. Our classifiers predicted vernier orientation from the layer 

activations for each of these inputs. Interestingly, our classifiers could well retrieve the test 

vernier orientations with 100% accuracy in all convolutional layers (layers 2, 3, 4 and 5). Adding 

square flankers deteriorated performance strongly. The single square (crowded) stimuli could 

be decoded only in the convolutional layers 2, 3 and 4, and in fully connected layer 7, but with 

much poorer accuracy than the vernier alone. Crucially, unlike in humans, the 7 squares 

(uncrowded) stimulus performance was always worse or equal to the performance on the 

single square (crowded) stimulus. Hence, the deep network produced crowding, but not 

uncrowding. We suggest that the mechanism leading to these results is similar to the classic 

local pooling account of crowding.  
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Figure 11: Alexnet. a. Stimuli consisted of either verniers, verniers surrounded by a single square or verniers with 

seven squares. The stimuli had varying sizes, vernier offsets and positions. Alexnet’s architecture and a classifier 

are shown on the right (there was a classifier at each layer). The boxes correspond to the input (leftmost box) and 

activated neuron layers (see [49] for the detailed architecture of Alexnet). We trained softmax classifiers on all 

ReLU layers following the convolution layers and the last fully connected layer to detect vernier orientation from 

the layer’s activity. b. Accuracy of softmax classifiers trained to detect vernier orientation from different layers in 

the deep neural network Alexnet. Across all layers, the offsets in crowded stimuli (1 square flanker) are always 

better detected than offsets in uncrowded stimuli (7 square flankers). This runs contrary to human performance. 

NB. This model only produces percent correct, there is no output image. 
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Hierarchical Sparse Selection (HSS) 

This model was described by Chaney, Fischer & Whitney [51]. In a series of experiments, it was 

shown that in spite of difficulty identifying a crowded target, crowding does preserve some 

information about the target, i.e., information is rendered inaccessible but not destroyed (see 

[8,9] for reviews). For example, a face surrounded by other faces cannot be explicitly identified, 

but information about its features can nevertheless survive crowding and contribute to the 

perceived average of a set of faces [52]. To accommodate these results, Chaney et al. proposed 

that information is not lost along the visual processing hierarchy. Instead, crowding occurs 

because readout is sparse. Specifically, given a feature map representing a stimulus, only a 

subset of the neurons from this map can be used to decode the target, which leads to 

crowding’s deleterious effects (figure 12a). 

Using the author’s code, we tested all our stimuli and found that crowding could be explained, 

but uncrowding did not occur in the model (figure 12b). Originally, the model was used to 

detect crosses, triangles and circles. We modified the model’s readout layer to classify vernier 

orientation, which was achieved with 99.13% accuracy (the rest of the model does not need 

any change to accommodate new stimuli). Then, we dropped 75% of the neurons for the 

sparse readout, which led to a vernier classification accuracy of 81.48%. We tested all our 

stimuli by asking the model to classify the vernier orientation, first without dropping any 

neurons, then with 75% of the neurons dropped for the sparse readout, as we did for the 

verniers. For all stimuli, performance dropped with the sparse readout. For example, the 1 

square condition was classified with 93.35% accuracy when all neurons were used, and this 

dropped to 75.55% with sparse readout. The 7 squares condition had a similar profile, but 

classification accuracy was worse than for the 1 square condition (71.73% with all neurons and 

59.23% with sparse readout). This pattern of results was found in all stimulus categories: sparse 

readout impaired performance, and adding more flankers impaired performance too. Thus, 

there was crowding but no uncrowding. We would like to mention that Chaney et al. argue 

that uncrowding can in fact be explained, if the target and flanker are represented in different 

feature maps, which are however not implemented at the moment. In essence, visual stimuli 

are segmented into different feature maps (this must happen early in the visual pathway to 

explain the low-level vernier results), and subsequently the HSS model applies within feature 

maps, on this pre-segmented input. 
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Figure 12: Hierarchical Sparse Selection model. a. The model posits that receptive fields along the visual hierarchy 

are large and dense. This allows for “lossless” transmission of information through the visual system. For instance, 

the offset of the vernier in this illustration is not corrupted by pooling thanks to the density of the receptive fields 

(blue and red circles). Crowding occurs because, when we try to access information, only a few sparse receptive 

fields are used for readout (red circles). Hence, crowding occurs at readout because of sparse sampling of 

receptive fields. This sparse readout can occur at any stage of visual processing, from low-level features (shown 

here) to faces. b. Uncrowding does not occur in the Hierarchical Sparse Selection model because performance is 

worse for the model on the 7 squares than the 1 square condition, contrary to human performance. NB. This 

model only produces a scalar output, there is no output image. 

 

Models tested elsewhere 

The following models were not implemented here, but we mention them for completeness. 
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Saccade-Confounded Summary Statistics 

Nandy & Tjan [53] proposed a model linking summary statistics to saccadic eye movements: 

crowding is proposed to occur because the acquisition of summary statistics in the periphery 

is confounded by eye-movement artifacts. This leads to inappropriate contextual interactions 

in the periphery and in this way produces crowding. For the present purposes this is not directly 

relevant, because foveal and peripheral uncrowding results are qualitatively identical [11], 

which the saccade-confounded summary statistics model cannot explain since it suggests that 

crowding can only occur in peripheral regions. Furthermore, it is not clear how uncrowding can 

occur in this model. 

 

Population Coding 

This kind of model was first described by Van den Berg, Roerdink, & Cornelissen [54]. A similar 

model was proposed by Harrison & Bex [55]. Both models elegantly produce both pooling and 

substitution behaviour by assuming that an element’s orientation is represented by a 

population code: a probability distribution of its orientation. When many elements are present, 

the population codes interfere and disturb the target element’s representation, which leads to 

crowding. This interference depends on distance and is usually modeled as a 2D Gaussian. 

Dayan & Solomon [56] also proposed a model in which elements are represented as probability 

distributions. They added a Bayesian process to account for the accumulation of evidence over 

time. Their model captures local crowding effects similarly to Van den Berg et al. and Harrison 

& Bex’s models: the interference comes from the representations of neighbouring elements 

deleteriously affecting each other. This model and the one by Van den Berg and colleagues 

cannot handle images as input and thus could not be tested with our stimuli. 

We have shown elsewhere that the Harrison & Bex [55] implementation cannot explain 

uncrowding [57]. Agaoglu & Chung [58] showed that the interaction between elements 

depends on which of them is considered as the target for report. Hence, the crowding 

interference between elements in the display depends on the task, which is not easily 

incorporated in the models without a dedicated process. Van den Berg et al. [54] suggested 

that elements do not interfere when they are represented in different perceptual groups, 

similar to the LAMINART model. Similarly, Harisson & Bex [55] have suggested that a 

preprocessing stage determining which elements interfere is needed. 
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Fourier Model 

The Fourier transform is sensitive to global aspects of spatial configurations because it is based 

on periodic features. Even if it was never explicitly proposed to explain crowding, it may 

capture some effects of uncrowding that have to do with regularities in the stimulus. Previously 

[15,41], we used a Fourier-based model and tested it on the entire dataset. Essentially, this is 

a texture-like model, assuming that the brain Fourier transforms the visual input. Repetitive 

structures, such as arrays of squares are more compactly coded in the Fourier space than the 

2D space. We restate the results here for comparison with the other models. The model first 

bandpasses filters the stimuli (passing a small range of frequencies at all orientations), then 

computes the Fourier transforms of the filtered left- and right-offset cases for each stimulus. 

Similarly to what was done to measure performance of Zhaoping’s recurrent V1 model, these 

are cross-correlated with the filtered versions of the verniers without any flankers and the 

magnitude of the cross-correlation is taken as a measure of vernier offset discrimination 

performance. This process is repeated over all possible pass-bands (which is finite given a fixed 

image size) until the pass-band yielding performance most similar to humans is found. Across 

the dataset, this approach failed to reproduce the data (see figure 13), suggesting that such a 

simple use of global regularities in the display is insufficient to explain crowding. Depending on 

the set of Gabor filters, uncrowding occurred for certain stimuli, but this was never consistent 

over several stimulus types, which is suggestive of overfitting. With one set of filters the lines 

category could be explained, with another the Gestalts category could be explained. 
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Figure 13: Fourier model. a. The Fourier model computes Fourier transforms for the left- and right-offset versions 

of each stimulus. If these transforms are very different, crowding is low because the offset direction is easy to 

decode in Fourier space [15]. b. Output of the Fourier model. The model failed on most stimuli [15]. NB. This 

model only produces a scalar output, there is no output image. 

 

Discussion: 

For decades, crowding was thought to be fully determined by nearby elements. For this reason, 

target elements were presented only with a few nearby elements, and models were local in 

nature. However, experiments of the last two decades have shown that elements far beyond 

Bouma’s window can strongly affect performance. Crowding can become stronger [12] or 

weaker [10,13–16] when elements are presented outside Bouma’s window. Hence, local 

models cannot provide a complete account of crowding. In addition to spatial extent, it is the 

specific stimulus configuration that determines crowding. Configurational effects are not small 

modulations of crowding but have large effect sizes and, more importantly, can qualitatively 

change the pattern of results. For example in figure 2b, performance changes in a non-linear 

U-shaped fashion with best performance for the unflanked target, strong crowding for few 

flankers, and weaker crowding when flankers make up a regular configuration.   

A major question is at which computational level crowding occurs. In local models, only nearby 

elements interfere with target processing, often due to low level mechanisms such as pooling. 

In global models, features across the entire visual field are potentially important. Global 

interactions may be restricted to low level features, such as the orientations of the stimulus 

elements. At the other extreme, explicitly computing objects (such as the squares in figure 2) 

may turn out to be necessary. Likewise, face crowding may or may not necessitate the explicit 
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computation of faces [8,52,59,60]. For this reason, some global models explicitly compute 

grouping-like aspects. Only elements within a group interfere with each other. Classically, 

models restricting themselves to lower level features are given priority because they offer 

more parsimonious explanations. 

Model comparison  

Here, we investigated all available models suited to explain the global aspects of crowding.   

All models (leaving aside Deep Textures, which was never proposed to explain crowding with 

laboratory stimuli) produced crowding comparable to the human data. However, only the 

LAMINART model was consistently able to produce uncrowding (figures 14&15). The Wilson 

and Cowan network produced uncrowding only for the squares category (and to a lesser extent 

for the irregular1 category). The Fourier model produced uncrowding only for the Gestalts and 

lines stimuli. In both models, uncrowding depended heavily on parameter values, a signature 

of overfitting. In the Wilson and Cowan network, the end-stopped receptive fields led to 

grouping elements of similar size, but this did not generalize to explain other global effects.  



Crowding and the Architecture of the Visual System. Chapter 3 – Beyond Bouma’s Window: How to 
Explain Global Aspects of Crowding? 

71 
 

Figure 14: Summary of results. Results for all models (columns). In black, the left panel displays all crowding stimuli 

and the right panel displays all uncrowding stimuli (i.e., better performance when extra elements are added to 

the crowded condition) as observed in human data (rows). Superscript numbers indicate which publication the 

results are taken from (1: Sayim, Westheimer & Herzog [17]; 2: Manassi et al. [11]; 3: Manassi, Sayim & Herzog 

[19]; 4: Manassi et al. [15]). Red indicates that the model predicts crowding, green indicates uncrowding and gray 

indicates that we did not run the model on the stimulus. A perfect model would have only red in the left half of 

the table and only green in the right half. Only the LAMINART is capable of producing uncrowding consistently. 

Fourier and the Wilson-Cowan network produce uncrowding, but suffer from overfitting (see discussion). For 

these two models, we provide the results for the best parameters. For example, the Wilson and Cowan with 
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different parameters can explain the lines category but then it cannot explain the squares and irregular1 

categories.  

 

Figure 15: Model comparison. All models produce crowding, but only the Fourier, Wilson and Cowan and 

LAMINART models produce uncrowding. The Fourier and the Wilson and Cowan model overfit and thus do not 

capture general principles. The LAMINART is the only model that explicitly computes grouping like aspects and 

segments the image into different layers.   

 

We think there are principled reasons why most models cannot reproduce most of the global 

uncrowding findings. First, the effects of global configuration (figure 2c) operate on a much 

higher level than most models can capture. To phrase it this way, we think that human 

performance is based on global configurations and not on simple hidden sub-regularities, such 

as repeating patterns or simple summary statistics. Second, as Wallis et al. [37] put it: “Based 

on our experiments we speculate that the concept of summary statistics cannot fully account 

for peripheral scene appearance. Pooling in fixed regions will either discard (long-range) 

structure that should be preserved or preserve (local) structure that could be discarded. 

Rather, we believe that the size of pooling regions needs to depend on image content”. For 
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this reason, we think that performance in crowding cannot be explained simply as a by-product 

of basic spatial processing, e.g., by summary statistics. In contrast, which elements interfere 

seems to depend on the global stimulus layout. We propose that the LAMINART can consistently 

produce uncrowding because it can deal with this requirement by incorporating a grouping-

like process: elements linked by illusory contours are grouped together and segmented from 

elements in other groups. Interference happens only between elements within a group. 

Another way to approach the importance of grouping for crowding is that it provides extra 

information that makes one condition inherently easier than another. Vernier acuity tasks are 

often thought to be mediated by the responses of one or more feature detectors. Each feature 

detector might itself look like a vernier offset, or might be similar to an orientation detector 

such as a Gabor. Regardless, correct performance at the vernier task requires precise 

placement of the detector; a slightly misplaced detector can easily give the wrong answer, 

particularly when the vernier is flanked by other stimuli. Crowding induces location 

uncertainty. Any information that can help correctly place the detector – essentially any cue 

to the right position – would improve performance. Strong stimulus grouping could be one 

such cue (Rosenholtz et al., under review). In this case too, it is crucial to understand how the 

brain groups visual elements across the entire visual field. 

The LAMINART model links elements by illusory contours, which is a rather basic grouping 

mechanism. It remains an open question whether more complex features are necessary to 

explain crowding/uncrowding such as an explicit computation of objects, e.g. squares, faces 

etc. For example, can the irregular shapes category be explained with simple contour 

integration? Likewise, it remains an open question whether face crowding can be explained 

without the explicit computation of faces.  

In the LAMINART model, the grouping and interference processes are separate. Alternatively, 

grouping and interference may be intimately linked. One possibility is that the groups 

correspond to optimal statistical representations. For example, elements may form a group 

when they can be well compressed by summary statistics. In this scenario, grouping is part of 

the summary statistics process itself. There are probably many other ways in which grouping 

may play a role. 

A major problem with the grouping approach is the lack of a well-defined, objective measure 

of grouping. If there is no objective measure, groups can be chosen ad hoc to explain 
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experimental results, leading to circular explanations. As a first step towards an objective 

measure of grouping, subjective measures (i.e., asking observers to report what they feel 

belongs to a group) can complement studies. Such subjective ratings about perceptual groups 

have correlated well with psychophysical performance levels [11].  

Future Models 

As we have shown, none of the current models can fully explain (un)crowding. What would the 

model of the future look like? What components are crucial?  

First, as mentioned earlier, we can rule out local models because elements across large parts 

of the visual field influence perception of the target.  

Second, to explain the complex effects of spatial configurations in crowding, our results suggest 

that grouping-like, mid or higher-level aspects need to be incorporated in a model. However, 

the exact nature of this process is unknown. For example, it may or may not be that mid-level 

processing is sufficient. In addition, the incorporation of higher-level processes does not 

exclude the additional use of summary statistics and other lower level components. The 

grouping stage is difficult to study because of the seemingly infinite number of possible visual 

configurations. We believe that new tools are needed to help navigate the huge search space 

effectively. For example, Van der Burg, Olivers, & Cass [61] have proposed a genetic algorithm 

to find configurational features important for crowding. 

Third, we cannot rule out feedforward models. Indeed, it is a mathematical fact that any 

recurrent model can be “unfolded” into a feed-forward network [62–64]. However, these 

feedforward models are usually extremely large and computationally expensive. For this 

reason, we suggest that models with feedback connections are much more likely to be able to 

explain how complex spatial configurations influence target processing. For example, higher 

level grouping processing, such as computing the squares and grouping them together, may 

feed back to lower level processing of the target, i.e., the vernier. Support for this hypothesis 

comes from the finding that the Alexnet CNN could not produce uncrowding, presumably 

because high-level features cannot influence low-level processing.  

Fourth, the nature of interference remains unclear. One option is that interference occurs 

during complex spatial processing by an unknown mechanism. Another option is that the 

classic interference mechanisms operate after complex spatial processing is accomplished. For 

example, pooling may occur only for grouped elements. In the same line of reasoning, Chaney 
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et al. [51], Van den Berg et al. [54] and Harrison & Bex [65] noted that adding a grouping stage 

to their interference mechanism may help explain a wider range of results. Combining complex 

spatial processing with good interference mechanisms may, therefore, allow for a happy 

marriage between interference- and grouping-based mechanisms leading to a truly unified 

model of crowding. 

 

Conclusion: 

The global stimulus configuration plays a crucial role in crowding, which cannot be captured by 

local models. For this reason, we propose that models of crowding need to include grouping 

like processes. While our results show that none of the current models lacking a grouping 

process can explain the global uncrowding phenomena, they may be good candidates for a 

potential second, interference stage.  

How are basic features of the visual field grouped to form objects? The most successful model 

we analyzed, the LAMINART variation, suggests that this is done by linking features together 

by illusory contours. Further work is needed to assess how far this mechanism can go and what 

alternative or additional components are necessary, such as summary statistics. For example, 

the groups may correspond to optimal statistical representations (elements that can easily be 

compressed using summary statistics would form a group).  

Most importantly, large scale, configurational effects are not restricted to visual crowding with 

vernier targets. Uncrowding occurs also for letters and Gabors [66], as well as in audition [23] 

and haptics [24]. Similar effects are found in backward masking [67] and overlay masking 

[17,68]. Hence, crowding is a special case of contextual processing. Vision research has largely 

missed these aspects because of the use of well-controlled stimuli, which are usually presented 

in isolation or with only a few nearby flankers. Our results suggest that in order to understand 

vision in general, a mid-level, contextual processing stage is inevitable.  
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Abstract 
Feedforward Convolutional Neural Networks (ffCNNs) have become state-of-the-art models 

both in computer vision and neuroscience. However, human-like performance of ffCNNs does 

not necessarily imply human-like computations. Previous studies have suggested that current 

ffCNNs do not make use of global shape information. However, it is currently unclear whether 

this reflects fundamental differences between ffCNN and human processing or is merely an 

artefact of how ffCNNs are trained. Here, we use visual crowding as a well-controlled, specific 

probe to test global shape computations. Our results provide evidence that ffCNNs cannot 

produce human-like global shape computations for principled architectural reasons. We lay 

out approaches that may address shortcomings of ffCNNs to provide better models of the 

human visual system. 
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Introduction 

Vision is a complex process that remained beyond the reach of computer systems for decades. 

Only recently, deep feedforward Convolutional Neural Networks (ffCNNs) have shown 

tremendous success in an impressive number of computer vision tasks, ranging from object 

recognition (Krizhevsky, Sutskever, & Hinton, 2012) and segmentation (Girshick, Radosavovic, 

Gkioxari, Dollár, & He, 2018), to image synthesis (Goodfellow et al., 2014; Karras, Laine, & Aila, 

2018) and scene understanding (Eslami et al., 2018). ffCNNs and the human visual system share 

several similarities. For example, after training on complex visual datasets such as ImageNet 

(Deng et al., 2009), ffCNN neural activities show high correlations with human and non-human 

primate neural activities (Khaligh-Razavi & Kriegeskorte, 2014; Nayebi et al., 2018; Yamins et 

al., 2014) and the receptive fields of neurons in the earlier layers of these ffCNNs are 

qualitatively similar to those in the retina and early visual cortex (Lindsey, Ocko, Ganguli, & 

Deny, 2019; Zeiler & Fergus, 2014). Because of these similarities, ffCNNs trained on complex 

visual tasks were proposed as models of the human visual system (Khaligh-Razavi & 

Kriegeskorte, 2014; Kietzmann, McClure, & Kriegeskorte, 2018; Nayebi et al., 2018; VanRullen, 

2017; Yamins et al., 2014). However, human-like performance of ffCNNs does not necessarily 

imply human-like computations. Importantly, several studies have shown that ffCNNs usually 

rely on local features while humans strongly rely on global shape information (Baker, Lu, 

Erlikhman, & Kellman, 2018; Brendel & Bethge, 2019; Doerig, Bornet, et al., 2019; Kim, Bair, & 

Pasupathy, 2019).  

There are two main options to explain why ffCNNs do not process global shape like humans. 

First, this difference may come from training. ffCNNs are typically trained on ImageNet. It is 

interesting and surprising that local features seem to be the easiest way for these networks to 

classify natural images. However, a different training set in which local features are not 

predictive of the classes may require networks to rely on global shape computations. To 

address this possibility, Geirhos et al. (2018) created a new dataset in which textural 

information was of no avail for object recognition. They used a textural algorithm (Gatys, Ecker, 

& Bethge, 2016) to randomly swap textures in ImageNet. For example, the texture of a cat 

image was replaced by elephant-skin texture. This training dataset biased an ffCNN (ResNet50; 

He, Zhang, Ren, & Sun, 2016) towards shape-level features, because textural information was 
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no longer useful for classifying this dataset. They validated the network’s shape-bias by 

showing increased robustness to local noise and textural changes.  

Alternatively, ffCNNs may be incapable of matching human global computations for principled 

architectural reasons. Even though Geirhos et al.’s network was able to ignore local features, 

it may not use global computations in the same way as humans. One difficulty in addressing 

this question is that there is no consensus about how to experimentally diagnose how deep 

networks compute global information.  

To specifically investigate local vs. global processing in humans and machines, we use visual 

crowding as an experimental probe. In crowding, perception of a target deteriorates in the 

presence of flanking elements (Fig. 1a). This phenomenon is strongest in the periphery, but 

also occurs in the fovea (Manassi, Sayim, & Herzog, 2012). Crowding has been extensively 

studied psychophysically and is ubiquitous in vision, since elements rarely appear in isolation 

(see Fig. 1a). Interestingly, the global configuration of flankers across the entire visual field 

determines crowding. For example, adding flankers as far away as 8.5 degrees from the 200 

arcsec target can improve performance depending on the global configuration (uncrowding; 

Fig. 1b; Manassi, Lonchampt, Clarke, & Herzog, 2016; Manassi, Sayim, & Herzog, 2012). This 

strong dependency of performance on global configurations provides a qualitative signature 

which can easily be tested in models. Importantly, (un)crowding occurs across multiple 

paradigms and is not restricted to vision (Herzog & Fahle, 2002; Oberfeld & Stahn, 2012; 

Overvliet & Sayim, 2016; Sayim, Westheimer, & Herzog, 2010). Hence, (un)crowding is not an 

idiosyncratic effect related to a specific paradigm. It rather reflects a general strategy used by 

the brain. This kind of general strategy for vision is precisely what we expect models to explain. 

Crowding effects have been shown in ffCNNs (Doerig, Bornet, et al., 2019; Lonnqvist, Clarke, & 

Chakravarthi, 2019; Volokitin, Roig, & Poggio, 2017), and may occur by pooling the target and 

nearby flankers along the processing hierarchy. We hypothesize that this mechanism may not 

produce uncrowding because simple pooling can only deteriorate target-relevant information 

when flankers are added (Fig. 1c). However, intuitions are not to be trusted in complex systems 

with millions of parameters. Furthermore, new global processing strategies may emerge in 

shape-biased networks such as Geirhos et al.’s. Hence, it is currently unclear whether ffCNNs 

can carry out human-like global computations that lead to (un)crowding. Here, we thoroughly 

investigated (un)crowding in AlexNet (Krizhevsky et al., 2012), an ffCNN that was used as a 
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model of the human visual system (Khaligh-Razavi & Kriegeskorte, 2014; Zeiler & Fergus, 2014), 

ResNet50 (He et al., 2016), a more sophisticated ffCNN, and the shape-biased network by 

Geirhos et al. (2018). We provide experimental evidence suggesting that it is the architecture 

of ffCNNs that prevent them from performing human-like global computations, and not the 

training procedure.  

 

Figure 1. a. In crowding, perception of a target deteriorates in the presence of nearby visual elements. Crowding 

is ubiquitous in everyday vision, since elements rarely appear in isolation. When fixating on the central red dot, it 

is more difficult to spot the kid on the right than on the left, because of the nearby signposts. Figure reproduced 

from Doerig, Bornet, et al. (2019) b. (Un)crowding: Visual elements can be rescued from crowding depending on 

the global configuration of flankers (uncrowding). In this experiment, observers reported the horizontal offset 

direction of two vertical bars (i.e., a vernier) presented at 9° of eccentricity. The vernier was presented either 

alone (red dashed line) or surrounded by a flanker configuration (x-axis). The y-axis shows the offset for which 
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observers correctly report the vernier offset direction in 75% of the trials (threshold; performance is good when 

the threshold is low). When the vernier is presented alone, the task is easy (red dashed line). Adding a flanking 

square (column 1) makes the task much harder, a classic crowding effect. When more squares are added, 

performance recovers almost to the unflanked level (second column, uncrowding). Uncrowding strongly depends 

on the configuration (columns 2 to 8). For example, column 4 shows a configuration of flankers with a strong 

uncrowding effect. In comparison, column 5 has the same flankers but in a different configuration producing 

strong crowding. Modified from Doerig, Bornet, et al. (2019). b. Crowding in ffCNNs: In the feedforward 

framework of vision, embodied by ffCNNs, crowding occurs by pooling of visual features across a hiererachy of 

local feature detectors. In this example, a stimulus with five squares and a vernier target is presented. Each circle 

represents a neuron and shows the elements in its receptive field. In early layers, receptive fields are small and 

the vernier is in the receptive field of a single neuron (green). Neighboring neurons respond to parts of the squares 

(blue). At this level, the vernier is well represented. In the next layer, however, information about the vernier is 

pooled with information of the sourrouding flanker. Vernier-related information is “corrupted” by the flankers, 

making the offset direction harder to decode (crowding; blue-green). In subsequent layers, even more target-

unrelated information is pooled. For this reason, we hypothesize that adding more flankers may always lead to 

more crowding in ffCNNs.  

 

Methods 
Code and supplementary material are available online at https://github.com/adriendoerig/Doerig-

Bornet-Choung-Herzog-2019.  

Experiment 1a 

We presented different (un)crowding stimuli to AlexNet (trained on ImageNet prior to our 

experiment) and assessed how information about the target vernier is preserved along the 

network hierarchy. We used decoders to detect vernier offset direction based on the activity 

in each layer (Fig. 2). Each layer had its own decoder, consisting of batch normalization (Ioffe 

& Szegedy, 2015), followed by a hidden layer of 512 units, followed by an ELU non-linearity 

(Clevert, Unterthiner, & Hochreiter, 2015), finally projecting to a softmax layer composed of 2 

nodes coding for left and right offsets. The weights of AlexNet were frozen during this process, 

only the decoder weights were trained. The decoders were trained using Adam optimizers 

(Kingma & Ba, 2014) to minimize the cross-entropy between the predicted and the presented 

vernier offsets. Each image in the training set consisted of a vernier plus a non-overlapping 

random configuration of flankers (composed of 18x18 pixels squares, circles, hexagons, 

octagons, stars or diamonds). These configurations had between 1 and 7 columns and between 

1 and 3 rows of flankers of the same shape. We added Gaussian noise to each image. Training 
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was successful, i.e., the network was well able to detect the vernier offset direction in the 

training images. 

 

Figure 2. Different stimuli were fed to AlexNet. AlexNet’s weights were trained on ImageNet prior to the 

experiment and were frozen during the experiment. To investigate how well information about the vernier offset 

is preserved throughout the network hierarchy, we trained one decoder (in red) at each layer to discriminate the 

vernier offset direction based on the activity elicited by the stimulus in this layer. For example, the stimulus at the 

top left of this figure is presented. This elicits activities in each layer of AlexNet and the decoders are trained to 

retrieve the offset direction based on this activity. Only the decoders are trained (red). In the training set, the 

vernier and a flanker configuration were simulatneously shown, but never overlapped (top). In the testing set, we 

presented 72 different (un)crowding configurations and measured performance for each configuration and each 

layer. In these testing images, the vernier was always surrounded by the flanker configuration (bottom). In this 

example, configurations of squares are shown, but we also used different shapes (see main text).  

 

Our main question was how the network generalizes to the (un)crowding stimuli. Importantly, 

during training, the vernier target and the flanking configurations were presented 

simultaneously but never overlapped (Fig. 2). During testing the vernier was surrounded by 

different flanker configurations, as in the psychophysical (un)crowding stimuli (Fig. 2). The 

testing set consisted of 72 different configurations of flankers with Gaussian noise. There were 

6400 trials per configuration with the configuration presented at different locations. For each 

layer of AlexNet, performance was measured as the proportions of correct vernier offset 

discrimination made by the decoder. We repeated this entire procedure 5 times, including 

training and testing, and report averaged performances. 
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Experiment 1b 

We tested an ffCNN with a more sophisticated architecture (ResNet50) trained on ImageNet, 

and the same ffCNN architecture trained on a dataset tailored to bias the network towards 

global shape computations (i.e., Geirhos et al.’s shape-biased version of ResNet50). To this end, 

we applied exactly the same procedure as in experiment 1a to both the original version of 

ResNet50 and Geirhos et al.’s shape-biased version. The only difference was that we used 64 

hidden units instead of 512, because this achieved better performance (i.e., better 

classification performance on crowded conditions). 

Experiment 2 

In experiment 2, we investigated which parts of the stimulus configurations the network mainly 

relies on by using an occlusion sensitivity measure (similarly to Zeiler & Fergus, 2014). We used 

the networks with decoders trained in experiment 1. For a given configuration, we collected 

the vernier offset decoder’s output at each layer. Then we slid a 6x6 pixels Gaussian noise 

patch over the entire configuration and measured for each patch position P and network layer 

L how much the noise patch affected the vernier offset discrimination. The noise patch had the 

same statistics as the background noise, effectively removing parts of the stimulus. The 

rationale is that when the patch occludes parts of the stimulus, which are important for 

classification, decoder predictions should be strongly affected. On the other hand, if the patch 

occludes an unimportant part of the stimulus, decoder predictions should not be affected. 

Since the global stimulus configuration matters for uncrowding, we were interested to see if 

the network relies on the global configuration or if it simply focused on the region close to the 

vernier.  

For each patch location P and layer L, we quantified how much the noise patch biased vernier 

offset classification towards or away from the correct response: 

𝑠𝑐𝑜𝑟𝑒𝑃,𝐿 =
{�⃗� ∙ (𝑦𝑃,𝐿⃗⃗ ⃗⃗ ⃗⃗  ⃗ − 𝑥𝐿⃗⃗⃗⃗ )}𝑙𝑒𝑓𝑡_𝑣𝑒𝑟𝑛𝑖𝑒𝑟

2
+

{�⃗� ∙ (𝑦𝑃,𝐿⃗⃗ ⃗⃗ ⃗⃗  ⃗ − 𝑥𝐿⃗⃗⃗⃗ )}𝑟𝑖𝑔ℎ𝑡_𝑣𝑒𝑟𝑛𝑖𝑒𝑟

2
  

Where 𝑥𝐿⃗⃗⃗⃗ = (𝑥1, 𝑥2)𝐿 is the output of the decoder for layer L on the original stimulus without 

a noise patch (𝑥1 and 𝑥2 respectively correspond to the network’s prediction for a left- or right-

offset vernier), 𝑦𝑃,𝐿⃗⃗ ⃗⃗ ⃗⃗  ⃗ = (𝑦1, 𝑦2)𝑃,𝐿 is the output of the decoder for layer L with the noise patch 

at position P and �⃗�  is a vector equal to (+1,−1) if the correct vernier offset is left and 
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(−1,+1) otherwise. To avoid biases related to offset direction, we computed the mean score 

of the left- and right-offset versions of each stimulus.  

Using this procedure, we obtained maps indicating which regions of a stimulus are most 

important for vernier offset discrimination. We used four different stimuli from Manassi et al. 

(2016): a vernier alone, a vernier flanked by one square (leading to crowding in humans), a 

vernier flanked by a row of seven squares (leading to uncrowding in humans), and a vernier 

flanked by a row of seven alternating squares and stars (no uncrowding in humans). Additional 

stimuli are shown in the supplementary material. 

 

Results 

Experiment 1a 

Unlike humans, AlexNet shows crowding but not uncrowding. The vernier offset is easily 

decoded from each layer when the vernier is presented alone, and performance drops when a 

single flanker is added. Crucially, performance deteriorates further when more flankers are 

added, regardless of the shape type (Fig. 3a). Squares produced more crowding than circles, 

hexagons, octagons or diamonds, presumably because the vertical bars of the squares 

interfered with the vernier more strongly. These results hold for all layers of AlexNet 

(supplementary material).  

Fig. 3b shows that, unlike humans who show strong uncrowding depending on the 

configuration, only the number of shapes seems to affect crowding in AlexNet – and not the 

configuration. Although certain configurations with three flankers have a higher percentage of 

correct response than certain configurations with a single flanker, this effect is driven by the 

shape type and not by the configuration of shapes. For example, the networks are better at 

dealing with diamonds than squares (Fig. 3a; probably because squares interfere more with 

verniers due to the vertical orientation of their edges). Still, adding extra shapes always 

deteriorates performance compared to a single shape, regardless of the configuration. 

. This pattern of results is similar in all layers of AlexNet (supplementary material).  
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Experiment 1b 

We applied the same analysis to the original ResNet50 and Geirhos et al.’s shape-biased 

version of ResNet50. The results for both networks are qualitatively similar to the results for 

AlexNet in experiment 1a (Fig. 3c&d). One difference is that the decoder is always below 

chance level with diamonds. This indicates that information about the vernier offset survives, 

even though the diamond flanker flips the prediction. Adding additional diamond flankers 

brings performance closer to chance level, indicating that less information about the vernier 

offset survives, i.e., crowding increases when adding flankers. Another difference is that the 

squares lead to the least amount of crowding, contrary to AlexNet. 

First, these results show that using a more sophisticated ffCNN (i.e., ResNet50) does not allow 

ffCNNs to explain global uncrowding effects. Second, crucially, Geirhos et al.’s training method 

to bias ffCNNs towards shape does not lead to uncrowding either. This suggests that ffCNNs 

do not carry out human-like shape level computations for architectural reasons, and not 

because of the way they are trained.  
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Figure 3. a. Vernier offset discrimination performance for AlexNet with an increasing number of identical flankers. 

The x-axis shows different flanker configurations. Each color corresponds to one flanker shape, and brighter colors 

indicate more flankers (from darkest to lightest: 1, 3, 5 & 7 identical flankers). The single dark blue bar on the left 

corresponds to the vernier alone condition. The y-axis indicates the percentage of correct vernier offset 

responses. Unlike humans, for whom performance improves when more identical flankers are added (Fig. 1b, 

columns 1&2; Manassi et al., 2016), performance deteriorates or stagnates for AlexNet with all flanker shapes. 

The results of this figure are decoded from layer 5 of AlexNet. Decoding vernier offsets from the other layers in 

AlexNet led to similar results (see supplementary material). b. Vernier offset discrimination performance for 

AlexNet with 72 configurations. The x-axis shows different flanker configurations sorted by number of flankers. 

Different colors correspond to different kinds of flanker configurations. The labels correspond to the number of 

flankers in the configuration, and an asterisk indicates alternating shapes (e.g. square-circle-square-circle-square). 

From left to right: vernier alone, single flanker, 3 identical flankers, 5 identical flankers, 5 flankers alternating 
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between two shapes, 7 identical flankers, 7 flankers alternating between two shapes and configurations of 3x7 

flankers. The y-axis indicates percent correct of vernier offset discrimination for each flanker configuration (the 

dashed lines shows the mean percent correct for each kind of flanker configuration). The results of this figure are 

decoded from layer 5 of AlexNet. Decoding vernier offsets from the other layers in AlexNet led to similar results 

(see supplementary material). c&d. Vernier offset discrimination performance for (shape-biased) ResNet50 with 

an increasing number of identical flankers. c. original version. d. Geirhos et al.’s shape-biased version. The results 

for both of these networks are qualitatively similar for the AlexNet results in panel a. The results of this figure are 

decoded from the output of the third bottleneck unit (see our shared code and He et al., 2016). Decoding vernier 

offsets from the other layers led to similar results (see supplementary material). 

 

Experiment 2 

Uncrowding requires global computations across large regions of the visual space. The 

configuration in its entirety determines performance and not only the elements in the 

neighborhood of the target (Doerig, Bornet, et al., 2019; Manassi et al., 2016, 2012). As 

mentioned, it has been proposed that ffCNNs focus largely on local features. This is indeed 

what we observed in experiment 2 in AlexNet (Fig. 4), ResNet50 (supplementary material), and 

Geirhos et al.’s shape-biased version of ResNet50 (Fig. 4): only elements in a local region 

around the target matter for classification. The same results also hold for the eight other 

stimulus types we tested (supplementary material). In general, as expected, occluding the 

vernier deteriorates performance and occluding parts of the flanker surrounding the vernier 

improves performance. Occluding other parts of the stimulus, however, does not generally 

affect performance. Certain cases are harder to explain, such as the 1 square condition shown 

in the top right panel of Fig. 4, in which occluding parts of the vernier improved classification. 

Although we cannot provide a definitive explanation, we suggest that this may be due to the 

classifier confusing a vertical bar of the square with a vertical vernier bar. Alternatively, this 

may be due to the background noise present in each stimulus. The rare effects of occluders 

sometimes observed outside of the stimulus, such as in the bottom right panel of Fig. 4, is also 

probably due to background noise. Aside from these small peculiarities, the finding that only 

elements in the neighborhood of the vernier affect classification is very stable over all stimuli 

and network layers (see images and animations in the supplementary material).  

These results suggest that the inability of ffCNNs to explain uncrowding stems from their focus 

only on local features around the vernier. Importantly, although Geirhos et al.’s shape-biased 
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network is biased towards global features, still, performance seems determined only by 

elements close to the vernier. 

 

Figure 4: Occlusion analysis. Results of the occlusion analysis for AlexNet (top) and the shape-biased ResNet50 

(bottom). Stimuli on the left lead to good performance in humans, while stimuli on the right lead to strong 

crowding in humans (Manassi et al., 2016). For both AlexNet and the shape-biased ResNet50, the network’s 

decisions rely only on local elements in the target neighborhood regardless of the global stimulus configurations. 

To create these maps, we summed the maps for each layer of Alexnet to show which stimulus regions are most 

relevant across the network. For the shape-biased ResNet50, we used the third convolutional layer in the first 

bottleneck, and the output of the first 9 bottleneck units (see our shared code and He et al., 2016). We then 

applied a threshold to each map at 0.4 times the maximal value in the map, for visibility. Per-layer results without 

thresholding can be found in the supplementary material, as well as animations showing what happens as the 

threshold value is changed. Results for the original ResNet50 and other layers of the shape-biased network are 

also shown in the supplementary material. 
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Discussion 

(Un)crowding is ubiquitous. It occurs in vision, audition and haptics (Manassi et al., 2016; 

Oberfeld & Stahn, 2012; Overvliet & Sayim, 2016; Whitney & Levi, 2011). This pervasiveness is 

not surprising because elements rarely appear in isolation. Any perceptual system needs to 

cope with crowding to process information in cluttered environments. (Un)crowding is a probe 

into how the visual system computes global information.  

Experiment 1 shows that current ffCNNs do not explain (un)crowding. In other words, training 

an ffCNN on a complex natural image recognition task does not automatically yield a network 

performing similarly to the human visual system. Experiment 2 suggests that this is due to the 

inability of ffCNNs to take the entire stimulus configuration into account. In ffCNNs, only 

elements in the target’s neighborhood affect performance. Global features do not affect how 

local parts are processed. In humans, on the other hand, the global configuration strongly 

affects processing of local parts. For example, vernier offset information can be “rescued” by 

certain global configurations.  

This difference could not be remedied by a different training protocol. Indeed, all our results 

also hold for Geirhos et al.’s shape-biased ffCNN. We suggest that although Geirhos et al.’s 

training procedure successfully biased the networks towards global features, it does not show 

human-like global shape computations. Indeed, the network still seems limited to combining 

features by pooling along a feedforward cascade. Hence, unlike in humans, global 

configuration cannot affect processing of local parts. For these reasons, our results suggest 

that the inability of ffCNNs to perform human-like object shape processing is deeply rooted in 

their feedforward pooling architecture.  

In this contribution, we only considered large ffCNNs trained on complex visual tasks and did 

not train simpler ffCNNs specifically on crowding stimuli. We chose this approach because this 

is the kind of ffCNNs used as brain models. The idea is that the features learned by these ffCNNs 

to solve complex visual tasks resemble the ones used by humans. For this reason, we did not 

change the ffCNNs weights while quantifying (un)crowding (i.e., we only trained the additional 

decoders). We find that complex ffCNNs trained on complex tasks do not seem to carry out 

human-like global computations. In a separate contribution, we showed that ffCNNs 

specifically trained on classifying verniers and flanking shapes, as well as counting the number 
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of flankers, do not explain (un)crowding either (Doerig, Schmittwilken, Sayim, Manassi, & 

Herzog, 2019). Of course, even though we have investigated several ffCNN architectures and 

training procedures, it is impossible to rule out all kinds of training prodedures, loss functions, 

etc. However, because of their architecture, all ffCNNs lose information in the same way: 

pooling deteriorates target-relevant information when flankers are added. Therefore, since 

this mechanism does not produce global uncrowding in all the cases we studied, we predict 

that the same will hold for other training procedures, loss functions and ffCNNs. 

Global processing is not only an issue for ffCNNs but for other models too. We showed that no 

existing model of crowding based on local and feedforward computations can explain 

uncrowding (Doerig, Bornet, et al., 2019; Herzog & Manassi, 2015; Manassi et al., 2016; Pachai, 

Doerig, & Herzog, 2016). There seems to be a principled difference in computational strategies, 

based on architecture, between humans and feedforward pooling systems. 

Hence, despite their well-known power, further aspects need to be incorporated into ffCNNs. 

We propose that recurrent, global grouping and segmentation is crucial to explain how the 

brain deals with global configurations (Doerig, Bornet, et al., 2019; Doerig, Schmittwilken, et 

al., 2019). Specifically, we propose that a flexible recurrent grouping process determines which 

elements are grouped into an object. In the case of (un)crowding, elements are first grouped 

together and then only elements within a group interfere with each other. If the configuration 

of flankers ungroups from the target, the target is released from crowding. Francis, Manassi, 

and Herzog (2017) proposed a spiking neural network with a dedicated recurrent grouping 

process, which is able to explain why (un)crowding occurs (see also Bornet et al., 2019). 

However, this model is tailored to group oriented edges and cannot generalize to grouping of 

more complex features. Deep learning models are promising because they are more flexible 

and can be trained to deal with any kind of stimulus.  

(Doerig, Schmittwilken, et al., 2019) showed that capsules networks (Sabour, Frosst, & Hinton, 

2017), combining CNNs with a recurrent grouping and segmentation process, can explain 

(un)crowding, including temporal characteristics of uncrowding. Linsley et al. (2018) proposed 

recurrent grouping and segmentation modules to improve CNNs, and there are several other 

approaches to experiment with grouping and segmentation in recurrent network architectures 

(Lotter, Kreiman, & Cox, 2016; Nayebi et al., 2018; Spoerer, Kietzmann, & Kriegeskorte, 2019; 
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Spoerer, McClure, & Kriegeskorte, 2017). More work is needed to compare and characterize 

computations in different recurrent architectures. 

Our results contribute to the expanding literature showing that there is much more to vision 

than combining local feature detectors in a feedforward hierarchical manner (Baker et al., 

2018; Brendel & Bethge, 2019; Doerig, Bornet, et al., 2019; Doerig, Schmittwilken, et al., 2019; 

Funke et al., 2018; Kar, Kubilius, Schmidt, Issa, & DiCarlo, 2019; Kietzmann et al., 2019; Kim, 

Linsley, Thakkar, & Serre, 2019; Lamme & Roelfsema, 2000; Linsley et al., 2018; Sabour et al., 

2017; Spoerer et al., 2019, 2017; Tang et al., 2018; Wallis et al., 2019). In line with the present 

findings, many studies have highlighted other fundamental differences between ffCNNs and 

humans in local vs. global processing. For example, Baker et al. (2018) showed that ffCNNs but 

not humans are affected by local changes to edges and textures of objects. Brendel and Bethge 

(2019) showed that ffCNNs classify ImageNet images almost as well when using small local 

image patches than when using the entire images. These results clearly show that image 

classification is underconstrained as a testbed. For this reason, well-controlled psychophysical 

stimuli, which allow detailed analysis, should be used in addition to image classification 

(RichardWebster, Anthony, & Scheirer, 2018). Simply testing whether deep learning systems 

reproduce idiosyncratic illusions, without linking them to computational mechanisms, does not 

provide principled insights. Hence, an important question will be what are the crucial 

benchmarks targeting principled computational processes. Here, using crowding, we showed 

a fundamental difference in local vs. global processing between humans and ffCNNs, and 

suggest that grouping and segmentation are promising additions to make deep neural 

networks better models of vision.  

Historically, psychophysical results were seen as stepping stones towards object recognition 

models. Today, the picture has been reversed: we have powerful artificial vision models, but 

they do not reproduce even simple psychophysical results. The fact that ffCNNs can solve 

complex visual tasks in a different way than humans reveals that there are many ways of doing 

so. There are many roads to Rome. Despite the diversity of possible strategies to solve complex 

vision tasks, deep insights can be derived by comparing the crucial underlying computations 

adopted by different systems.  
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Abstract 

Classically, visual processing is described as a cascade of local feedforward computations. 

Feedforward Convolutional Neural Networks (ffCNNs) have shown how powerful such models 

can be. Previously, using visual crowding as a well-controlled challenge, we showed that no 

classic model of vision, including ffCNNs, can explain human global shape processing (1). Here, 

we show that Capsule Neural Networks (CapsNets; 2), combining ffCNNs with a grouping and 

segmentation mechanism, solve this challenge. We also show that ffCNNs and standard 

recurrent networks do not, suggesting that the grouping and segmentation capabilities of 

CapsNets are crucial. Furthermore, we provide psychophysical evidence that grouping and 

segmentation is implemented recurrently in humans, and show that CapsNets reproduce these 

results well. We discuss why recurrence seems needed to implement grouping and 

segmentation efficiently. Together, we provide mutually reinforcing psychophysical and 

https://www.biorxiv.org/content/10.1101/747394v2
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computational evidence that a recurrent grouping and segmentation process is essential to 

understand the visual system and create better models that harness global shape 

computations. 

Author Summary 

Feedforward Convolutional Neural Networks (ffCNNs) have revolutionized computer vision 

and are deeply transforming neuroscience. However, ffCNNs only roughly mimic human vision. 

There is a rapidly expanding literature investigating differences between humans and ffCNNs. 

Several findings suggest that, unlike humans, ffCNNs rely mostly on local visual features. 

Furthermore, ffCNNs lack recurrent connections, which abound in the brain. Here, we use 

visual crowding, a well-known psychophysical phenomenon, to investigate recurrent 

computations in global shape processing. Previously, we showed that no model based on the 

classic feedforward framework of vision, including ffCNNs, can explain global effects in 

crowding. Here, we show that Capsule Networks (CapsNets), combining ffCNNs with recurrent 

grouping and segmentation, solve this challenge. Lateral and top-down recurrent connections 

do not, suggesting that grouping and segmentation are crucial for human-like global 

computations. Based on these results, we hypothesize that one computational function of 

recurrence is to efficiently implement grouping and segmentation. We provide psychophysical 

evidence that, indeed, recurrent processes implement grouping and segmentation in humans. 

CapsNets reproduce these results too. Together, we provide mutually reinforcing 

computational and psychophysical evidence that a recurrent grouping and segmentation 

process is essential to understand the visual system and create better models that harness 

global shape computations. 

Introduction 

The visual system is often seen as a hierarchy of local feedforward computations (3), going back 

to the seminal work of Hubel and Wiesel (4). Low-level neurons detect basic features, such as 

edges. Higher-level neurons pool the outputs from the lower-level neurons to detect higher-

level features such as corners, shapes, and ultimately objects. Feedforward Convolutional 

Neural Networks (ffCNNs) embody this classic framework of vision and have shown how 

powerful it can be (e.g., 5–8). However, despite their amazing success, ffCNNs only roughly 

mimic human vision. For example, they lack the abundant recurrent processing of humans (9, 

10), perform differently than humans in crucial psychophysical tasks (1, 11), and can be easily 
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misled (12–14). An important point of discussion concerns global visual processing. It was 

suggested that ffCNNs may focus mainly on local, texture-like features, while humans harness 

global shape level computations (1, 14–18; but see 19). For example, it was shown that 

changing local features, such as the texture or the edges of an object, can lead ffCNNs to 

misclassify it (14, 15). Humans, in contrast, can still easily classify the object based on its global 

shape. 

There are no widely accepted diagnostic tools to specifically characterize global computations 

in neural networks. Models are usually compared either on computer vision benchmarks, such 

as ImageNet (20) or with neural responses in the visual system (21, 22). One drawback with 

these approaches is that the datasets are hard to control. Psychophysical results can be used 

to fill this gap and create well-controlled challenges for visual models, tailored to target specific 

aspects of vision (23). Here, we use visual crowding to specifically target global shape 

computations in humans and machines.  

In crowding, objects that are easy to identify in isolation appear as jumbled and indistinct when 

clutter is added (1, 24–29). For example, a vernier target is presented, i.e., two vertical lines 

separated by a horizontal offset (Figure 1a). When the vernier is presented alone, observers 

easily discriminate the offset direction. When a flanking square surrounds the target, 

performance drops, i.e., there is strong crowding (30, 31). Surprisingly, adding more flanking 

squares reduces crowding strongly, depending on the configuration (Figure 1b; 29). Hence, the 

global configuration of visual elements across large regions of the visual field influences 

perception of the  small vernier target. This global uncrowding effect occurs for a wide range 

of stimuli in vision, including foveal and peripheral vision, audition, and haptics (32–38). The 

ubiquity of (un)crowding in perception is not surprising since elements are rarely seen in 

isolation. Hence, any perceptual system needs to cope with crowding, i.e., isolating important 

information from clutter.  

We have shown previously that these global effects of crowding cannot be explained by models 

based on the classic framework of vision, including ffCNNs (1, 18, 39). Here, we propose a new 

framework to understand these global computations. We show that Capsule Neural Networks 

(CapsNets; 2), augmenting ffCNNs with a recurrent grouping and segmentation process, can 

explain these complex global (un)crowding results in a natural manner. Two processing regimes 

can occur in CapsNets: a fast feedforward pass able to quickly process information, and a time-
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consuming recurrent regime to compute in-depth global grouping and segmentation. We will 

show that the human visual system indeed harnesses recurrent processing for efficient 

grouping and segmentation, and that CapsNets naturally explain these results. Together, our 

results suggest that a time-consuming recurrent grouping and segmentation process is crucial 

for global shape-level computations in both humans and artificial neural networks.  

 

 

Figure 1: a. Crowding: Perception of visual elements deteriorates in clutter, an effect called crowding. In this 

example, a vernier (two vertical bars with a horizontal offset) becomes harder to perceive when a square flanker 

is added (fixate on the blue dots). b. Uncrowding: A vernier is presented in the visual periphery. The offset direction 

is easily reported (dashed red line; the y-axis shows the threshold, i.e., the minimal offset size at which observers 

can report the offset direction with 75% accuracy). When a square flanker surrounds the vernier, performance 

deteriorates - a classic crowding effect. When more squares are added, performance recovers (uncrowding). 

Critically, the uncrowding effect depends on the global stimulus configuration. For example, if some squares are 

replaced by stars, performance deteriorates again (3rd bar; 25). c. Routing by agreement in CapsNets: Information 
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propagates between layers of capsules through a recurrent routing process aiming to maximize agreement 

between capsules. Each capsule is a group of neurons whose activity vector represents the pose (such as position, 

orientation, etc.) of the feature it detects. In this toy example, lower-level capsules detect simple shapes such as 

triangles and rectangles. In the next layer, capsules have learnt combinations of these shapes. Here, the triangle 

capsule detects a tilted triangle and the rectangle capsule detects a tilted rectangle. Each of these capsules 

predicts what is represented at the next layer. For example, the triangle capsule predicts an upside-down house 

or a tilted boat, while the rectangle capsule predicts a tilted house or a tilted boat. The recurrent routing by 

agreement process routes information between the layers so that agreement is maximized. In this case, capsules 

agree about the titled boat, but disagree about the house orientation. Hence, the routing by agreement 

suppresses activity in the house capsule and boosts activity in the boat capsule. d. Grouping and segmentation in 

CapsNets: This recurrent routing by agreement process endows CapsNets with natural grouping and segmentation 

capabilities. Here, an ambiguous stimulus, which can be seen either as an upside-down house (top) or a house on 

a boat (bottom), is presented. The upside-down house interpretation leaves parts of the image unexplained and 

this causes disagreement. Hence, the routing by agreement will select the latter interpretations because it is the 

best explanation of the input and therefore maximizes agreement. Thereby, the house and boat are each grouped 

as an object and segmented into the corresponding higher-level capsules. 

 

Results 

Experiment 1: Crowding and Uncrowding Naturally Occur in CapsNets 

In CapsNets, early convolutional layers extract basic visual features. Recurrent processing 

combines these features into groups and segments objects by a process called routing by 

agreement1. The entire network is trained end-to-end through backpropagation. Capsules are 

groups of neurons representing visual features and are crucial for the routing by agreement 

process. Low-level capsules iteratively predict the activity of high-level capsules in a recurrent 

loop. If the predictions agree, the corresponding high-level capsule is activated. For example, if 

a capsule responds to a triangle above a rectangle detected by another capsule, they agree that 

the higher-level object should be a house and, therefore, the corresponding high-level capsule 

is activated (Figure 1c). This process allows CapsNets to group and segment objects (Figure 1d). 

We trained CapsNets with two convolutional layers followed by two capsule layers to recognize 

greyscale images of vernier targets and groups of identical shapes (see Methods). During 

 
1 In most implementations of CapsNets, including ours and (Sabour, Frosst, & Hinton, 2017), the iterative routing 
by agreement process is not explicitly implemented as a “standard” recurrent neural network processing 
sequences of inputs online. Instead, there is an iterative algorithmic loop (see (Sabour et al., 2017) for the 
algorithm), which is equivalent to recurrent processing. 
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training, either a vernier or a group of identical shapes was presented. The network had to 

simultaneously classify the shape type, the number of shapes in the group, and the vernier 

offset direction. Importantly, verniers and shapes were never presented together during 

training, i.e., there were no (un)crowding stimuli during training.  

When combining verniers and shapes after training, both crowding and uncrowding occurred 

(Figure 2a): presenting the vernier target within a single flanker deteriorated vernier offset 

discrimination (crowding), and adding more identical flankers recovered performance 

(uncrowding). Adding configurations of alternating different flankers did not recover the 

network’s performance, similarly to human vision. Small changes in the network 

hyperparameters, loss terms or stimulus characteristics do not affect these results 

(supplementary material). As a control condition, we checked that when the vernier target is 

presented outside the flanker configuration, rather than inside, there was no performance drop 

(supplementary material). Hence, the performance drop in crowded conditions was not merely 

to the simultaneous presence of the target and flanking shape in the stimulus.  

Reconstructing the input image based on the network’s output (see Methods) shows that 

(un)crowding occurs through grouping and segmentation (figure 2b). Crowding occurs when 

the target and flankers cannot be segmented and are therefore routed to the same capsule. In 

this case, they interfere because a single capsule cannot represent well two objects 

simultaneously due to limited neural resources. This mechanism is similar to pooling: 

information about the target is pooled with information about the flankers, leading to poorer 

representations. However, if the flankers are segmented away and represented in a different 

capsule, the target is released from the flankers’ deleterious effects and uncrowding occurs 

(Figure 2c). This segmentation can only happen if the network has learnt to group the flankers 

into a single higher-level object represented in a different capsule than the vernier target. 

Segmentation is facilitated when more flankers are added because more low-level capsules 

agree about the presence of the flanker group. 

Alternating configurations of different flankers, as in the third configuration of Figure 1b, usually 

do not lead to uncrowding (29). In some rare cases, the network produced uncrowding with 

such configurations (stimuli h, u ,v & J; Figure 2). Reconstructions show that in these cases the 

network simply could not differentiate between different shapes of the flankers (e.g. between 

circles and hexagons), which therefore formed a group for the network and were segmented 
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away from the target (Figure 2b). This further reinforces the notion that grouping and 

segmentation differentiate crowding from uncrowding: whenever the network reaches the 

conclusion that flankers form a group, segmentation is facilitated. When this happens, the 

vernier and flankers are represented in different capsules, leading to good performance. 
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Figure 2: a. CapsNets explain both crowding and uncrowding: The x-axis shows the various stimuli. We used 6 

different flanker shape types and tested all configurations with 5 identical or alternating shapes (e.g., 5 squares, 5 

circles, circle-square-circle-square-circle, etc; see Methods). Performance is shown on the y-axis as the % correct 

for each stimulus minus the % correct with only the central single flanker. For example, in column a, vernier offset 

direction is easier to read out with 5 square flankers than with 1 square flanker, as expected. Error bars are the 
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standard error over 10 network trainings (we used 10 networks to match the typical number of observers in human 

experiments; 29, 40). The blue bars represent configurations for which uncrowding is expected (blue bars larger 

than 0.0 are in accordance with the human data) and orange bars represent configurations for which crowding is 

expected (orange bars smaller than or around 0.0 are in accordance with the human data). b. Reconstructions: 

We reconstructed the input image based on the output capsules’ activities (see Methods). The reconstructions 

based on the two most activated capsules are shown. When the vernier is presented alone (top left), the 

reconstructions are good. When a single flanker is added (top right), the vernier reconstruction deteriorates 

(crowding) because the vernier is not well segmented from the flanker. When identical flankers are added (bottom 

left), the vernier reconstruction recovers, i.e., it is well segmented from the flankers (uncrowding). With different 

flankers (bottom right), the vernier is not represented at all in the two winning capsules (crowding). Interestingly, 

when the network produces “unexpected” uncrowding (i.e., the network shows uncrowding contrary to humans; 

bottom left), the reconstructions strongly resemble the case of “normal” uncrowding (compare middle and 

bottom left panels). In this case, the network was unable to notice the difference between circles and hexagons, 

and treated both stimuli in the same way. c. Segmentation and (un)crowding in CapsNets: If CapsNets can segment 

the vernier target away from the flankers during the recurrent routing by agreement process, uncrowding occurs. 

Segmentation is difficult when a single flanker surrounds the target because capsules disagree about what is 

shown at this location. In the case of configurations that the network has learned to group, many primary capsules 

agree about the presence of a group of shapes, which can therefore easily be segmented away from the vernier 

target. 

 

In previous work, we have shown that pretrained ffCNNs (including an ffCNN biased towards 

global shape processing; 14) cannot explain uncrowding (18). Currently, CapsNets cannot be 

trained on large-scale tasks such as ImageNet because routing by agreement is computationally 

too expensive. Therefore, here, we took a different approach. As explained above, we trained 

our CapsNets to recognize groups of shapes and verniers and asked how they would generalize 

from shapes presented in isolation to crowded shapes. To make sure that CapsNets explain 

global (un)crowding thanks to their grouping and segmentation architecture and not merely 

due to this different training regime, we conducted three further experiments. We investigated 

how performance changes when the capsule layers are replaced by other architectures, 

keeping the number of neurons constant. 

First, we replaced the capsules by a fully connected feedforward layer, yielding a classic ffCNN 

with three convolutional layers and a fully connected layer. We trained and tested this 

architecture exactly in the same way as the CapsNets, i.e., with the same stimuli, the same loss 
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function, etc. The results clearly show that there is no uncrowding (Figure 3a): ffCNNs do not 

reproduce human-like global computations with this procedure.  

Second, we added lateral recurrent connections to the fully connected layer of the previous 

ffCNN, yielding a network with three convolutional layers followed by a fully connected 

recurrent layer. We used the same number of recurrent iterations as for the routing by 

agreement in the CapsNets. Again, we trained and tested this architecture exactly like we 

trained and tested the CapsNets. There is no uncrowding with this architecture either (Figure 

3b). 

Lastly, we added top-down connections feeding back from the final fully connected layer of the 

previous ffCNN to the layer below, yielding a network with three convolutional layers followed 

by a fully connected layer that fed back into the layer below (again with the same number of 

recurrent iterations as iterations of routing by agreement in the CapsNets). Again, after training 

and testing this architecture in the same way as the other networks, we found no uncrowding 

(Figure 3c). The absence of uncrowding in feedforward ffCNNs and ffCNNs with added lateral 

or top-down connections suggests that the architecture of CapsNets, and not our training 

regime, explains why (un)crowding is reproduced. Furthermore, recurrence by itself is not 

sufficient to produce (un)crowding. The grouping and segmentation performed by routing by 

agreement seems crucial. 
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Figure 3: Other network architectures do not explain uncrowding. To verify that the ability of CapsNets to explain 

uncrowding is due to their architecture and not merely to the way they are trained, we replaced the recurrent 

routing by agreement processing by three different alternative architectures: a feedforward fully connected layer 

(yielding a classic ffCNN, a), a fully connected layer with lateral recurrent connections (b) and a fully connected 

layer with top-down recurrent connections to the layer below (c). The plots on the left show the model’s 

performance in the same way as figure 2a (the x-axes represent (un)crowding stimuli, positive values on the y-axes 

show uncrowding). None of these architectures can produce uncrowding (compare with the CapsNet results in 

figure 2a). On the right, reconstructions are shown. For all of these networks, the vernier can be reconstructed 
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with a single flanker but not when there are five flankers, showing that adding further flanker increases crowding, 

in contrast to humans where adding flankers rescues perception of the vernier (uncrowding). 

Experiment 2: The role of recurrent processing 

As mentioned, processing in CapsNets starts with a feedforward sweep followed by recurrent 

routing by agreement to refine grouping and segmentation. We hypothesize that humans may 

use recurrent processing to efficiently implement grouping and segmentation. To test this 

hypothesis, we psychophysically investigated the temporal dynamics of (un)crowding. We show 

that uncrowding is mediated by a time-consuming recurrent process in humans. When the 

target groups with the flankers, crowding occurs immediately. In contrast, when the target and 

flankers form separate groups, time-consuming recurrent computations are required to 

segment the flanker from the target. We successfully model these results with CapsNets.  

First, we performed a psychophysical crowding experiment with a vernier target flanked by 

either two lines or two cuboids (see Methods; Figure 4). The stimuli were displayed for varying 

durations from 20 to 640ms and five observers reported the vernier offset direction. For short 

stimulus durations, crowding occurred for both flanker types, i.e., thresholds increased for both 

the lines and cuboids conditions compared to the vernier alone condition (lines: p = 0.0017, 

cuboids: p = 0.0013, 2-tailed one-sample t-tests). 

We quantified how performance changed with increasing stimulus duration by fitting a line 𝑦 =

 𝑎𝑥 + 𝑏 to the data for each subject, and comparing the mean slope 𝑎 across subjects with 0 

in one-sample 2-tailed t-tests. The performance on the lines condition did not significantly 

change with increasing stimulus duration (p = 0.057). These results are in accordance with 

previous results which show that crowding varies very little with stimulus duration (41; but see 

42, 43). With the flanking cuboids we found a different pattern of results: performance 

dramatically improves with stimulus duration (p = 0.0007). This improvement cannot be 

explained by local mechanisms, such as lateral inhibition (30, 44) or pooling (45–47) since the 

inner flanking vertical lines are the same in the lines and cuboids. Hence, according to a local 

approach we should expect no difference in thresholds between the two flanking conditions.  
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Figure 4: Temporal dynamics of uncrowding: Left: Human data. For cuboid flankers, strong crowding occurs up to 

100ms of stimulus presentation, and then uncrowding gradually occurs for longer durations (i.e., performance 

improves; blue). The x-axis shows different stimulus durations and the y-axis shows the corresponding threhsolds 

(i.e., lower values indicate better performance). Error bars indicate standard error. Uncrowding does not occur 

with single line flankers, even for long stimulus durations (orange). We hypothesize that the cuboids are 

segmented from the vernier target through time-consuming recurrent processing (the line flankers are grouped 

with the target and cannot be segmented at all). Right: Model data. CapsNets can explain these results by varying 

the number of recurrent routing by agreement iterations. The x-axis shows different numbers of routing iterations 

during testing and the y-axis shows the corresponding error rates (i.e., lower values indicate better performance). 

Error bars indicate standard deviation across 30 trained networks (see Methods). Similarly to humans, both lines 

and cuboids lead to crowding with few routing by agreement iterations. Performance increases with routing 

iterations only for the cuboids. This suggests that recurrent processing helps to compute and segment the complex 

cuboids, but the lines are immediately strongly grouped with the vernier and can never be segmented. Hence, 

they do not benefit from the recurrent segmentation process.  

 

Crucially, uncrowding occurred for the cuboid flankers only when stimulus durations were 

sufficiently long (Figure 4). In contrast, the effect of the line flankers does not change over time. 

We propose that these results reflect the time-consuming recurrent computations needed to 

segment the cuboid flankers away from the target. Performance does not improve with the line 

flankers, because they are too strongly grouped with the vernier target, so recurrent processing 

cannot segment them away. 

We trained CapsNets with the same architecture as in experiment 1 to discriminate vernier 

offsets, and to recognize lines, cuboids and scrambled cuboids (see Methods; the scrambled 

cuboids were included only to prevent the network from classifying lines vs. cuboids simply 

based on the number of pixels in the image). As in experiment 1, during training, each training 

sample contained one of the shape types, and the network had to classify which shape type 
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was present and to discriminate the vernier offset direction. We used 8 routing by agreement 

iterations during training. As in experiment 1, verniers and flankers were never presented 

together during training (i.e., there were no (un)crowding stimuli).  

After training, we tested the networks on (un)crowding stimuli, changing the number recurrent 

routing by agreement iterations from one (leading to a purely feedforward regime) to 8 

iterations (a highly recurrent regime; Figure 3). We found that CapsNets naturally explain the 

human results. Using the same statistical analysis as for humans, we found that with more 

iterations, the cuboids are better segmented from the target, and performance improves (p = 

0.003). On the other hand, the effect of the line flankers does not change over time (p = 0.64). 

These results were not affected by small changes in network hyperparameters or loss terms 

(supplementary material). We did not compare these results with the ffCNN and recurrent 

networks used in experiment 1, because these networks produced no uncrowding at all. 

These findings are explained by the recurrent routing by agreement process. With cuboids, 

capsules across an extended spatial region need to agree about the presence of a cuboid, which 

is then segmented into its own capsule. This complex process requires several recurrent 

iterations of the routing by agreement process. On the other hand, the lines are immediately 

strongly grouped with the vernier, so further iterations of routing by agreement do not achieve 

successful segmentation and, hence, cannot improve performance. 

Discussion 

Our results provide strong evidence that time-consuming recurrent grouping and segmentation 

is crucial for shape-level computations in both humans and artificial neural networks. We used 

(un)crowding as a psychophysical probe to investigate how the brain flexibly forms object 

representations. These results specifically target global, shape-level and time-consuming 

recurrent computations and constitute a well-controlled and difficult challenge for neural 

networks.  

It is well known that humans can solve a number of visual tasks very quickly, presumably in a 

single feedforward pass of neural activity (48). ffCNNs are good models of this kind of visual 

processing (21, 22, 49). However, many studies have shown that neural activities are not 

determined by the feedforward sweep alone, and recurrent activity affords a distinct 

processing regime to perform more in-depth time-consuming computations (9, 10, 50–53). 

Similarly, CapsNets naturally include both a fast feedforward and a time-consuming recurrent 
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regime. When a single routing by agreement iteration is used, CapsNets are rapid feedforward 

networks that can accomplish many tasks, such as vernier discrimination or recognizing simple 

shape types (e.g. circles vs. squares). With more routing iterations, a recurrent processing 

regime arises and complex global shape effects emerge, such as segmenting the cuboids in 

experiment 2. We showed how the transition from feedforward to recurrent processing in 

CapsNets explains psychophysical results about temporal dynamics of (un)crowding.  

Recurrent activity offers several advantages. First, although feedforward networks can in 

principle implement any function (54), recurrent networks can implement certain functions 

more efficiently. Flexible grouping and segmentation is exactly the kind of function that may 

benefit from recurrent computations (see also Seijdel et al., under review). For example, to 

determine which local elements should be grouped into a global object, it helps to compute 

this global object first. This information can then be fed back to influence how each local 

element is processed. For example, to model (un)crowding, it helps to compute the global 

configuration of flankers first to determine how to process the vernier. Should it be grouped 

with the flankers (crowding) or not (uncrowding)? In CapsNets, the first feedforward sweep of 

activity provides an initial guess about which global objects are present (e.g., large cuboids). At 

this stage, as shown in experiment 2, information about the vernier interferes with information 

about the cuboids (crowding). Then, recurrent processing routes information relative to 

cuboids and the vernier to different capsules (uncrowding). Without recurrence, in contrast, it 

is difficult to rescue the vernier information once it has been crowded.  

Second, although any network architecture can implement any computation in principle (given 

enough neurons), they differ in the way they generalize to previously unseen stimuli. Hence, 

recurrent grouping and segmentation architectures influence what is learned from training 

data. Here, we have shown that only CapsNets, but not ffCNN or ffCNNs augmented with 

recurrent lateral or top-down connections, produce uncrowding when trained identically to 

recognize groups of shapes and verniers. In general, ffCNNs tend to generalize poorly (review: 

55). Using different architectures to improve how current systems generalize is a promising 

avenue of research. In this respect, we have shown that CapsNets generalize more similarly to 

humans than ffCNNs and standard recurrent networks in the context of global (un)crowding. 

One limitation in our experiments is that we explicitly taught the CapsNets which configurations 

to group together by selecting which groups of shapes were present during training (e.g., only 
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groups of identical shapes in experiment 1). Effectively, this gave the network adequate priors 

to produce uncrowding with the appropriate configurations (i.e., only identical, but not 

different flankers). Hence, our results show that, given adequate priors, CapsNets explain 

uncrowding. We  have shown that ffCNNs and lateral or top-down recurrent connections do 

not produce uncrowding, even when they are trained identically on groups of identical shapes 

and showed learning on the training data comparable to the CapsNets (furthermore, we 

showed previously that pretrained ffCNNs who are often used as general models of vision do 

not show uncrowding either; 18). This shows that merely training networks on groups of 

identical shapes is not sufficient to explain uncrowding. It is the recurrent segmentation in 

CapsNets that is crucial. Humans do not start from zero and therefore do not need to be trained 

in order to perform crowding tasks. The human brain is shaped through evolution and learning 

to group elements in a useful way to solve the tasks it faces. As mentioned, (un)crowding can 

be seen as a probe into this grouping strategy. Hence, we expect that training CapsNets on 

more naturalistic tasks such as ImageNet may lead to grouping strategies similar to humans and 

may therefore naturally equip the networks with priors that explain (un)crowding results. At 

the moment, however, CapsNets have not been trained on such difficult tasks because the 

routing by agreement algorithm is computationally too expensive. 

Recurrent networks are harder to train than feedforward systems, which explains the 

dominance of the latter during these early days of deep learning. However, despite this hurdle, 

recurrent networks are emerging to address the limitations of ffCNNs as models of the visual 

system (10, 50, 52, 53, 56, 57). Although there is consensus that recurrence is important for 

brain computations, it is currently unclear which functions exactly are implemented 

recurrently, and how they are implemented. Our results suggest that one important role of 

recurrence is shape-level computations through grouping and segmentation. We had 

previously suggested another recurrent segmentation network, hard-wired to explain 

uncrowding (58). However, CapsNets, bringing together recurrent grouping and segmentation 

with the power of deep learning, are much more flexible and can be trained to solve any task. 

Linsley et al. (53) proposed another recurrent deep neural network for grouping and 

segmentation, and there are other possibilities too (59, 60). We do not suggest that CapsNets 

are the only implementation of grouping and segmentation. We only suggest that grouping and 

segmentation is important and further work is needed to show how the brain implements it. 
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In conclusion, our results provide mutually reinforcing modelling and psychophysical evidence 

that time-consuming, recurrent grouping and segmentation plays a crucial role for global shape 

computations in humans and machines.  

Methods 

The code to reproduce all our results will be available with the journal version of this 

contribution. 

All models were implemented in Python 3.6, using the high-level estimator API of Tensorflow 

1.10.0. Computations were run on a GPU (NVIDIA GeForce GTX 1070). We used the same basic 

network architecture in all experiments (Figure 5a). We implemented early feature extraction 

by using three convolutional layers without padding, each followed by an ELU non-linearity. 

We used dropout (61) after the first and second convolutional layers. The outputs of the last 

convolution were reshaped into m primary capsule types outputting n-dimensional activation 

vectors. The number of output capsule types was equal to the number of different shapes used 

as input. The network was trained end-to-end through backpropagation. For training, we used 

an Adam optimizer with a batch size of 48 and a learning rate of 0.0004. To this learning rate, 

we applied cosine decays with warm restarts (62). 

This choice of network architecture was motivated by the following rationale (Figure 5b). After 

training, ideally, primary capsules detect the individual shapes present in the input image, and 

output capsules group and segment these shapes through recurrent routing by agreement. 

The network can only group shapes together if it was taught during training that these shapes 

should form a group. To match this rationale, we set the primary capsules’ receptive field sizes 

to roughly the size of one shape, and we set the number of output capsules equal to the 

number of shape types.  

Inputs were grayscale images (Figure 5c&d). We added random Gaussian noise with mean 𝜇 =

0 and standard deviation randomly drawn from a uniform distribution 𝜎 ~ 𝒰(0.00,0.02). The 

contrast was varied either by first adding a random value between  -0.1 and 0.1 to all pixel 

values and then multiplying them with a random value drawn from a uniform distribution 

𝒰(0.6, 1.2), or vice versa. The pixel values were then clipped between 0 and 1. 
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Figure 5: a. Network architecture: We used capsule networks with three convolutional layers whose last outputs 

was reshaped into the primary capsule layer with m primary capsule types and n primary capsule dimensions. In 

this example, the number of primary and output capsules types is seven to match the seven shape types we used 

in experiment 1 (see caption c), but the number depended on the experiment. The primary and output capsule 

layers communicate via routing-by-agreement. b. Ideal representations: After training, the primary capsules 

detect single shapes of different types at different locations. In this example, there are squares, circles and 

verniers. By routing the outputs of the primary capsules to the corresponding output capsules, the output 

capsules group these shapes in groups of one, three or five, based on the number of shapes detected by the 

primary capsules. If the left stimulus with three squares is presented, the primary square capsules detect squares 

at three different locations. Through routing by agreement, the output squares capsule groups these three 

squares. If the middle stimulus with five circles is presented, the primary circle capsules detect circles at five 

different locations. Through routing by agreement, the output circles capsule represents a group of five circles 

after routing. Lastly, if a vernier is presented (right stimulus), it is detected by primary capsules and is represented 

in the vernier output capsule. c. Training stimuli for experiment 1: All shapes were shown randomly in groups of 

one, three or five, except verniers who were always presented alone. d. Testing stimuli for experiment 1: Example 
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stimuli for the four test conditions: In the vernier-alone condition (left), we expected the network to perform well 

on the vernier discrimination task. In crowding conditions (middle-left), we expected a deterioration of the vernier 

discrimination as in classical crowding. In uncrowding conditions with many identical flankers (middle-right), we 

expected a recovery of the vernier discrimination. In no-uncrowding conditions with different flanker types (right), 

we expected crowding. After training, the network has learnt about groups of identical shapes and verniers, but 

has never encountered these (un)crowding stimuli.  

 

Experiment 1 

Modelling 

Human data for experiment 1 is based on (26). We trained CapsNets with the above 

architecture to solve a vernier offset discrimination task and classify groups of identical shapes. 

The training dataset included vernier stimuli and six different shape types (Figure 4c). Shapes 

were presented in groups of one, three or five shapes of the same type. The group was centered 

in the middle of the image, with a jitter of 2 pixels along the x-axis and 6 pixels along the y-axis. 

The loss function included a term for shape type classification, a term for vernier offset 

discrimination, a term for the number of shapes in the image, and a term for reconstructing 

the input based on the network output (see equations 1-5). Each loss term was scaled so that 

none of the terms dominated the others. For the shape type classification loss, we 

implemented the same margin loss as in (2). This loss enables the detection of multiple objects 

in the same image. For the vernier offset loss, we used a small decoder to determine vernier 

offset directions based on the activity of the vernier output capsule. The decoder was 

composed of a single dense hidden layer followed by a ReLU-nonlinearity and a dense readout 

layer of two nodes corresponding to the labels left and right. The vernier offset loss was 

computed as the softmax cross entropy between the decoder output and the one-hot-encoded 

vernier offset labels. The loss term for the number of shapes in the image was implemented 

similarly, but the output layer comprised three nodes representing the labels one, three or five 

shape repetitions. For the reconstruction loss, we trained a decoder with two fully-connected 

hidden layers (h1: 512 units, h2: 1024 units) each followed by ELU nonlinearities to reconstruct 

the input image. The reconstruction loss was then calculated as the squared difference 

between the pixel values of the input image and the reconstructed image. The total loss is given 

by the following formulas: 
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𝐿𝑡𝑜𝑡𝑎𝑙 = 𝛼𝑠ℎ𝑎𝑝𝑒 𝑡𝑦𝑝𝑒 𝐿𝑠ℎ𝑎𝑝𝑒 𝑡𝑦𝑝𝑒 + 𝛼𝑣𝑒𝑟𝑛𝑖𝑒𝑟 𝑜𝑓𝑓𝑠𝑒𝑡𝐿𝑣𝑒𝑟𝑛𝑖𝑒𝑟 𝑜𝑓𝑓𝑠𝑒𝑡

+ 𝛼𝑠ℎ𝑎𝑝𝑒 𝑟𝑒𝑝𝑒𝑡𝑖𝑡𝑖𝑜𝑛𝑠 𝐿𝑠ℎ𝑎𝑝𝑒 𝑟𝑒𝑝𝑒𝑡𝑖𝑡𝑖𝑜𝑛𝑠 + 𝛼𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛 𝐿𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛      (1) 

𝐿𝑠ℎ𝑎𝑝𝑒 𝑡𝑦𝑝𝑒 =  ∑𝑇𝑘 max(0,  (𝑚+ − ‖𝑣𝑘‖)
2) + 𝜆(1 − 𝑇𝑘)max(0,  (‖𝑣𝑘‖ − 𝑚−)2)      (2)

𝑘

 

𝐿𝑣𝑒𝑟𝑛𝑖𝑒𝑟 𝑜𝑓𝑓𝑠𝑒𝑡 = 𝐶𝑟𝑜𝑠𝑠𝑒𝑛𝑡𝑟𝑜𝑝𝑦(𝑣𝑒𝑟𝑛𝑖𝑒𝑟 𝑙𝑎𝑏𝑒𝑙𝑠, 𝑣𝑒𝑟𝑛𝑖𝑒𝑟 𝑑𝑒𝑐𝑜𝑑𝑒𝑟 𝑜𝑢𝑡𝑝𝑢𝑡)                  (3) 

𝐿𝑠ℎ𝑎𝑝𝑒 𝑟𝑒𝑝𝑒𝑡𝑖𝑡𝑖𝑜𝑛𝑠

= 𝐶𝑟𝑜𝑠𝑠𝑒𝑛𝑡𝑟𝑜𝑝𝑦(𝑠ℎ𝑎𝑝𝑒 𝑟𝑒𝑝𝑒𝑡𝑖𝑡𝑖𝑜𝑛𝑠 𝑙𝑎𝑏𝑒𝑙𝑠, 𝑠ℎ𝑎𝑝𝑒 𝑟𝑒𝑝𝑒𝑡𝑖𝑡𝑖𝑜𝑛𝑠 𝑑𝑒𝑐𝑜𝑑𝑒𝑟 𝑜𝑢𝑡𝑝𝑢𝑡)    (4) 

𝐿𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛 = ∑(𝑖𝑛𝑝𝑢𝑡(𝑖, 𝑗) − 𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛(𝑖, 𝑗))2                                

𝑖,𝑗

                 (5) 

Where the 𝛼 are real numbers scaling each loss term, 𝑇𝑘 = 1 if shape class k is present, ‖𝑣𝑘‖ is 

the norm of output capsule 𝑘, and 𝑚+, 𝑚− and 𝜆 are parameters of the margin loss with the 

same values as described in (2). 

After training, we tested vernier discrimination performance on (un)crowding stimuli (figure 

4d), and obtained input reconstructions. We trained 10 different networks and averaged their 

performance. Before this experiment, the network had never seen crowding nor uncrowding 

stimuli, but it knew about groups of shapes and about the vernier discrimination task. 

Therefore, the network could not trivially learn when to (un)crowd by overfitting on the training 

dataset. This situation is similar for humans: they know about shapes and verniers, but their 

visual system has never been trained on (un)crowding stimuli. 

To check that CapsNets explain uncrowding because of the grouping and segmentation 

capabilities offered by routing by agreement and not merely because of the way they are 

trained, we replaced the capsule layers by other architectures (a feedforward fully connected 

layer, a fully connected layer with lateral recurrent connections and a fully connected layer with 

top-down recurrent connections to the layer below; see Results). All these networks had the 

same number of neurons as our CapsNets, and we used the same number of recurrent 

iterations as the number of routing by agreement used for the CapsNets. The networks were 

trained and tested in exactly the same way, with the same losses and datasets. The only 

difference is that CapsNets represent different classes in different capsules, so we could decode 

information directly from specific capsules (for example, we could decode vernier offsets 

specifically from the vernier capsule, or reconstruct squares specifically from the squares 

capsule). The other networks do not offer this possibility, because different classes are not 
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represented in different known groups of neurons. Therefore, we decoded vernier offsets, 

reconstructions, the number of shapes and the shape type from the entire last layer of the 

network rather than from specific capsules. This difference did not limit the networks’ 

performance, since these architectures performed well during training. Hence, the fact that 

they do not produce uncrowding is not explained by training limitations, but rather by the fact 

that they generalize to novel inputs differently than CapsNets. 

 

Experiment 2  

Psychophysical experiment: 

Observers 

For experiment 2, we collected human psychophysical data. Participants were paid students of 

the Ecole Polytechnique Fédérale de Lausanne (EPFL). All had normal or corrected-to-normal 

vision, with a visual acuity of 1.0 (corresponding to 20/20) or better in at least one eye, 

measured with the Freiburg Visual Acuity Test. Observers were told that they could quit the 

experiment at any time they wished. Five observers (two females) performed the experiment. 

Apparatus and stimuli 

Stimuli were presented on a HP-1332A XY-display equipped with a P11 phosphor and controlled 

by a PC via a custom-made 16-bit DA interface. Background luminance of the screen was below 

1 cd/m2. Luminance of stimuli was 80 cd/m2. Luminance measurements were performed using 

a Minolta Luminance meter LS-100. The experimental room was dimly illuminated (0.5 lx). 

Viewing distance was 75 cm. 

We determined vernier offset discrimination thresholds for different flanker configurations. 

The vernier target consisted of two lines that were randomly offset either to the left or right. 

Observers indicated the offset direction. Stimulus consisted of two vertical 40’ (arcmin) long 

lines separated by a vertical gap of 4’ and presented at an eccentricity of 5° to the right of a 

fixation cross (6’ diameter). Eccentricity refers to the center of the target location. Flanker 

configurations were centered on the vernier stimulus and were symmetrical in the horizontal 

dimension. Observers were presented two flanker configurations. In the lines configuration, 

the vernier was flanked by two vertical lines (84’) at 40’ from the vernier. In the cuboids 

configuration, perspective cuboids were presented to the left and to the right of the vernier 
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(width = 58’, angle of oblique lines = 135◦, length = 23.33’). Cuboids contained the lines from 

the Lines condition as their centermost edge. 

Procedure 

Observers were instructed to fixate a fixation cross during the trial. After each response, the 

screen remained blank for a maximum period of 3 s during which the observer was required to 

make a response on vernier offset discrimination by pressing one of two push buttons. The 

screen was blank for 500 ms between response and the next trial. 

An adaptive staircase procedure (PEST; 63) was used to determine the vernier offset for which 

observers reached 75% correct responses. Thresholds were determined after fitting a 

cumulative Gaussian to the data using probit and likelihood analyses. In order to avoid 

extremely large vernier offsets, we restricted the PEST procedure to not exceed 33.3’ i.e. twice 

the starting value of 16.66’. Each condition was presented in separate blocks of 80 trials. All 

conditions were measured twice (i.e., 160 trials) and randomized individually for each observer. 

To compensate for possible learning effects, the order of conditions was reversed after each 

condition had been measured once. Auditory feedback was provided after incorrect or omitted 

responses. 

Modelling: 

To model the results of experiment 2, we trained our CapsNets to solve a vernier offset 

discrimination task and classify verniers, cuboids, scrambled cuboids and lines. The training 

dataset included vernier stimuli and one of three different shape types (lines, cuboids, 

scrambled cuboids). The scrambled cuboids were included to make the task harder, and to 

prevent the network from classifying cuboids simply based on the number of pixels in the 

image. The line stimuli were randomly presented in a group of 2, 4, 6 or 8. Both, cuboids and 

shuffled cuboids were always presented in groups of two facing one another. The distance 

between these shapes was varied randomly between one and six pixels. The loss function was 

very similar to experiment 1, but without the loss term for shape repetitions, since there were 

no repetitions (each term is the same as in eqs. 1-5): 

𝐿𝑡𝑜𝑡𝑎𝑙 = 𝛼𝑠ℎ𝑎𝑝𝑒 𝑡𝑦𝑝𝑒 𝐿𝑠ℎ𝑎𝑝𝑒 𝑡𝑦𝑝𝑒 + 𝛼𝑣𝑒𝑟𝑛𝑖𝑒𝑟 𝑜𝑓𝑓𝑠𝑒𝑡𝐿𝑣𝑒𝑟𝑛𝑖𝑒𝑟 𝑜𝑓𝑓𝑠𝑒𝑡

+ 𝛼𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛 𝐿𝑟𝑒𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛 (6) 
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After training, we tested the network’s vernier discrimination performance on (un)crowding 

stimuli (verniers surrounded by either lines, cuboids or scrambled cuboids), while varying the 

number of recurrent routing by agreement iterations. We trained the same network 50 times 

and averaged performance over these trained networks, excluding 21 networks for which 

vernier discrimination performance with both line and cuboid flankers was at ceiling (>=95%) 

or floor (<=55%). This exclusion criterion is used for cleaner results and does not impact the 

crucial result showing that uncrowding occurs with increasing routing iterations only with 

cuboid, but not with line flankers. The effect still occurs when all 50 networks are included in 

the analysis, but the fact that certain networks are at floor or ceiling is misleading. Before this 

experiment, the network had never seen (un)crowding stimuli, but it knew about cuboids, 

scrambled cuboids and about the vernier discrimination task. Therefore, the network could not 

trivially learn when to (un)crowd by overfitting on the training dataset. 
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Supplementary Material 

Experiment 1 

Results are robust against stimuli and hyperparameters changes 

To avoid cherrypicking our hyperparameters, we ran several networks with different 

hyperparameter sets, and show that our results are robust with respect to these changes. 

The results of experiment 1 remain qualitatively similar for different image sizes and network 

hyperparameters. Below is a selection of results using different sets of hyperparameters. In all 

these cases, both crowding and uncrowding occur, similarly to the results shown in Figure 2. 

 

 

Supplementary Figure 1: Results for 16x72 pixel images. Both crowding and uncrowding occur similarly to the 

results in figure 2. Plotting conventions are the same as in figure 2. Main hyperparameters are summarized at 

the bottom. With these small images, we often encountered ceiling effects. We trained 20 networks and 
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dropped those that were at ceiling (i.e., we dropped networks that were at 100% performance for all 

conditions). 

 

 

Supplementary Figure 2: 20x72 pixel images. Both crowding and uncrowding occur similarly to the results in 

figure 2. Plotting conventions are the same as in figure 2. Main hyperparameters are summarized at the bottom. 

Stimuli not shown for panels b&c, for clarity. 
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Supplementary Figure 3: 30x72 pixel images. Both crowding and uncrowding occur similarly to the results in 

figure 2. Plotting conventions are the same as in figure 2. Main hyperparameters are summarized at the bottom. 

 

Performance deterioration is due to crowding 

As a control to check that performance dropped because of crowding and not merely because 

of the simultaneous presentation of a vernier target and another shape, we measured 

performance when the vernier was presented outside, rather than inside, flanking shapes. 
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Performance does not drop in this case, compared to when the vernier is presented alone. This 

suggests that performance drops because of crowding in the networks. 

 

Supplementary Figure 4: Performance deterioration is due to crowding. The x-axis shows different conditions 

shown on the right, the y-axis shows vernier offset discrimination percent correct. Vernier accuracy does not 

decrease when the vernier is presented outside flanking shapes compared to the vernier alone condition. 

 

Experiment 2 

Results are robust against stimuli and hyperparameters changes 

To avoid cherrypicking our hyperparameters, we ran several networks with different 

hyperparameter sets, and show that our results are robust with respect to these changes. 

The results of experiment 2 remain qualitatively similar for different network 

hyperparameters. Below is a selection of results using different sets of hyperparameters. In 

both these cases, performance on the cuboids condition, but not the lines condition, drastically 

improves with the number of recurrent routing by agreement iterations (network a: lines: p = 

0.041 vs. cuboids p = .0.0005, network b: lines: 0.11 vs. cuboids p=0.006). In network a, the 

lines show a marginally significant improvement, but the p-value is 100 times smaller than for 

the cuboids. 
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Supplementary Figure 5: Experiment 2 results are reproduced with different network hyperparameters. The x-

axis shows different numbers of routing iterations during testing and the y-axis shows the corresponding error 

rates (i.e., lower values indicate better performance). Error bars indicate standard deviation across N trained 

networks (see Methods).  Performance increases drastically with recurrent routing iterations only for the cuboids 

condition, and not for the lines condition. A difference with the results shown in figure 3 is that performance with 

cuboids flankers is worse than performance with line flankers at early iterations. This may be explained by the far 

greater amount of pixels in cuboids than lines, increasing the interference between the cuboids and the vernier 

until the cuboids are segmented away. As the results exhibited in Figure 3 show, this effect can be mitigated 

through adequate hyperparameter choice. However, in this experiment, we focused on demonstrating that only 

the cuboids benefit from additional routing iterations, and this result is very stable across hyperparameter 

changes. 
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Abstract 

Sensory information must be integrated over time to perceive, for example, motion and 

melodies. Here, to study temporal integration, we used the sequential metacontrast paradigm, 

in which two expanding streams of lines are presented. When a line in one stream is offset, 

observers perceive all other lines to be offset too, even though they are straight. When more 

lines are offset, the offsets integrate mandatorily, i.e., observers cannot report the individual 

offsets. We show that mandatory integration lasts for up to 450ms, depending on the observer. 

Importantly, integration occurs only when offsets are presented within a discrete window of 

time. Even stimuli that are in close spatio-temporal proximity do not integrate if they are in 

different windows. A window of integration starts with stimulus onset and integration in the 

next window has similar characteristics. We present a two-stage computational model based 

on discrete time windows that captures these effects. 

 

Introduction 

A car runs through the night. The streetlights produce reflexions on its surface and its trajectory 

is partially occluded by trees and other cars. In addition, the information arriving at each retinal 

location is short and noisy. Hence, it is hard to estimate, for example, the car’s color from single 

https://doi.org/10.1038/s41467-019-12919-7
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photoreceptor activity. An efficient way to estimate color is to average photoreceptor activities 

along the car’s trajectory.  

The brain indeed integrates information along motion trajectories as evident in the Sequential 

Metacontrast paradigm1,2 (SQM). In the SQM, a central line is followed by pairs of flanking lines 

presented one after the other further and further away from the center (Figure 1a). A percept 

of two moving streams diverging from the center is elicited (Supplementary Movie 1). The 

central line is invisible because it is masked by the subsequent lines3,4. Surprisingly, if the 

central line is offset, i.e., the lower segment is offset either to the right or left compared to the 

upper segment (this is called a vernier), the offset is visible at the subsequent stream even 

though the flanking lines themselves are aligned (Figure 1, vernier condition). Observers attend 

to one of the streams and report the perceived offset direction. When, in addition to the 

central line, a flanking line is offset with an offset in the opposite direction, the offsets integrate 

and cancel each other (Figure 1, vernier–anti-vernier condition). If both offsets are in the same 

direction (Figure 1, vernier–pro-vernier condition), they add up and offset discrimination 

improves. Hence, features are non-retinotopically integrated across space and time.  

Here, using the SQM, we show that spatio-temporal feature integration lasts up to 450ms and 

is mandatory, i.e., observers are unable to report the offsets separately. Moreover, our data 

suggests that integration is not simply determined by spatiotemporal proximity, but rather 

occurs only when offsets are presented within a discrete window of time. 
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Figure 1. The Sequential Metacontrast paradigm (SQM). A central line is followed by pairs of flanking lines. Each 

line is presented for 20ms, the inter-stimulus interval (ISI) is 20ms (except the first ISI, which is 30ms). A percept 

of two diverging streams is elicited. Observers attend to one of the streams (here, the right stream) and report 

the perceived offset direction (right/left) by pressing hand-held push-buttons. Condition V (vernier): only the 

central line is offset. The offset is visible at the following lines and observers report the offset direction. Condition 

AV (anti-vernier): only a flanking line is offset. The offset is visible in the attended stream. Condition V-AV (vernier-

anti-vernier): the central line and one of the flanking lines are offset. The two offsets are in opposite directions 

and cancel each other. Observers cannot report the individual vernier offsets. Condition V-PV (vernier–pro-

vernier): the central line and one of the flanking lines are offset. The two offsets are in the same direction and 

add up. Notation: For example, V-AV3 indicates that the central line and the flanking line in frame 3 are offset in 

opposite directions. The red and blue offset colors are for illustration purposes only. All elements were the same 

color (see Methods). 

 

Results 

Feature integration is mandatory and long lasting 

First, we show that feature integration is mandatory and long lasting (Experiment 1). The SQM 

was presented with 18 flanking pairs of lines (total stimulus duration: 750ms). Performance is 

quantified in terms of dominance, i.e., the percentage of observers’ responses in accordance 

with the central vernier offset (Figure 2a). Before the experiment proper, and in all following 

experiments, we used an adaptive procedure5 (PEST, see methods) to determine the individual 

offset sizes that led to a dominance of about 75% (condition V; Figure 2a, blue diamonds) or 



Crowding and the Architecture of the Visual System. Chapter 6 – Feature Integration within Discrete 
Time Windows 

138 
 

25% (condition AV; Figure 2a, red diamonds). Next, sequences with two offsets, either in the 

same or opposite directions (conditions V-PV and V-AV, respectively), were presented. There 

was always a central vernier and a flank vernier at variable positions. In the first part of the 

experiment, participants were naïve, i.e., they were not told that only a subset of lines in the 

display was offset nor how many lines were offset. Observers were instructed to attend to the 

left stream and report the perceived offset direction. 

Dominance in the condition V-PV was equal to or higher than in the condition with only the 

central offset (condition V; Figure 2a, solid grey line). In condition V-AV, the offsets canceled 

each other and dominance was around 50% except when the flank vernier was presented in 

frame 14, for which dominance was around 25% (Figure 2a, solid black line). These results 

indicate that integration occurred up to 450ms (frame 11). At 570ms (frame 14), there was no 

integration anymore. In this case, observers reported the direction of the flank vernier.  

In the second part of the experiment, the same observers were informed about the paradigm 

and instructed to ignore the flank offset and to report the central offset direction only (labelled 

[R1] for “Report 1st vernier”). At 290ms (frame 7), all observers were not able to report the 

direction of the central vernier in the condition V-AV (Figure 2a, dashed black line; two-sided 

paired t-tests: V-AV7 vs. V-AV7[R1]: t(9) = 0.47, p = 0.65, Cohen’s d = 0.15, 95% CI [-0.77 0.48]). 

Hence, integration was mandatory, i.e., observers could not access the individual offsets, even 

when explicitly trying. For some observers, mandatory integration lasted up to 450ms, whereas 

for others integration was shorter, but at least 290ms (Figure 2b).  

In additional experiments with 12 new observers, the flank offset was presented earlier, at 

frame 1 (50ms), 2 (90 ms), 3 (130 ms), 5 (210 ms) or 7 (290 ms). Integration was mandatory 

for all observers in all of these conditions (Supplementary Figure 1). In a further control 

experiment, we presented a visual cue either before or after each trial, which indicated which 

offset to report (central offset or flank offset). Results are similar as in experiment 1 

(Supplementary Figure 2).  



Crowding and the Architecture of the Visual System. Chapter 6 – Feature Integration within Discrete 
Time Windows 

139 
 

Figure 2. Results of experiment 1. a. We presented the central vernier and, in addition, one flank vernier in frames 

7, 11, or 14 (290ms, 450ms, or 570ms). Data is displayed as vernier dominance: the percentage of observers’ 

responses in accordance with the central vernier. A dominance level above 50% (blue part of the plot) indicates 

that the central vernier dominates performance; a dominance level below 50% (red part of the plot) indicates 

that the anti-vernier dominates performance. In the first part of the experiment, observers were naïve (solid 

lines). In the second part of the experiment, they were informed about the paradigm and instructed to report the 

central vernier offset ([R1], dashed lines). Mandatory integration lasts up to 450ms, depending on the observer. 

Performance of a two-stage model (see figure 5) is presented by empty circles. The experimental data is well 

predicted. Error bars represent s.e.m. b. Performance when the anti-vernier was presented at 450ms (frame 11) 

for each observer in the naïve condition V-AV11 (filled disks) and the informed [R1] condition V-AV11 [R1] (hashed 

disks). About half of the observers were able to report the direction of the central offset only (V-AV11 [R1]; 

observers ES-MS), whereas integration was mandatory for the other participants (observers ZF-JE). Thus, different 

observers have different integration window durations. Source data are provided as a Source Data file.  

 

Features integrate only within the same discrete window  

Next, we show that vernier offsets integrate only when they are in the same discrete window 

of integration (Experiment 2). First, we presented the conditions V-AV8 (a central vernier and 

an anti-vernier in frame 8, i.e., at 330ms) and V-AV12 (AV at 490ms). Observers were informed 

about the paradigm and instructed to report the flank vernier (labelled [R2] for “Report 2nd 

vernier”). In condition V-AV8, the offsets integrated mandatorily (dominance of 52.2%, SEM = 

3.0; Figure 3b) confirming that both verniers were in the same window of integration. In 

condition V-AV12, observers were able to report the direction of the flank vernier (dominance 
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of 27.4%, SEM = 3; Figure 3b) showing that the flank vernier did not integrate with the central 

vernier. Next, we presented three offsets: a central vernier, an anti-vernier in frame 8, and a 

pro-vernier in frame 12 (condition V-AV8-PV12, Figure 3a). Hence, two offsets were presented 

before 450ms (central line and frame 8) and one offset after 450ms (frame 12). Observers were 

instructed to report either the central vernier (condition [R1]) or the flank vernier (condition 

[R2]) but were not told that three lines were offset. When instructed to report the central 

vernier, dominance was close to 50%, indicating that the central vernier and the flank vernier 

in frame 8 (330ms) integrated (there seems to be a small spill over from the flank vernier in 

frame 12 in condition V-AV8-PV12 [R1]; Figure 3b). Hence, observers were not able to report 

the central vernier separately. However, the flank vernier in frame 12 did not integrate with 

the other offsets. Observers were able to report its offset direction (condition V-AV8-PV12 

[R2]; Figure 3b). These results suggest that the flank vernier in frame 8 integrated with the 

central vernier but not with the vernier in frame 12, even though the flank offsets in frame 8 

and 12 are closer in space and time (separated by 13.3’ and 160ms) than the flank offset in 

frame 8 and the central offset (separated by 26.7’ and 330ms). We suggest that the central 

vernier and the flank vernier in frame 8 integrate because they are in the same window of 

integration, but the flank vernier in frame 12 is in the next window and thus does not integrate 

with the previous offsets. Hence, integration occurs only within discrete windows. Even offsets 

that are in close spatio-temporal proximity do not integrate if they are in different windows. 

 

The “first” window of integration starts with stimulus onset 

Next, we show that the “first” window of integration starts with the presentation of the central 

line (Experiment 3). The central line was not offset. Otherwise, the flank offset positions were 

the same as in experiment 2 (frames 8 & 12). If integration starts with stimulus onset, the 

offsets in frames 8 and 12 should not integrate. If integration starts with the first task-relevant 

feature (i.e., the first offset), the offsets should cancel each other. The offsets were either in 

the same direction (PV8-PV12) or in opposite directions (PV8-AV12). Both conditions were 

presented randomly in the same block. Observers were instructed to either report the first 

offset ([R1]) or the second one ([R2]). Observers were able to report both offsets even when 

they were in opposite directions (Figure 3c). These results indicate that the two offsets are in 
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different integration windows and, hence, the first integration window starts with stimulus 

onset.  

As a control, the same observers performed the same experiment but with the two offsets in 

the first window of integration (offsets in frame 1 and 5). Observers were not able to report 

the individual offsets, indicating mandatory integration of the two offsets (Supplementary 

Figure 3). In this experiment, participants performed two training blocks with auditory error 

feedback to ease understanding the task (the feedback was not provided during the 

experiment proper). In an additional experiment with 8 new observers, we removed these two 

training blocks with feedback. The results are similar (Supplementary Figure 4). 

Figure 3. Experiments 2 and 3. a. Experiment 2. A central vernier and an anti-vernier in frame 8 (330ms) were 
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presented before 450ms. A pro-vernier was presented in frame 12 (490ms), after 450ms. b. Results of experiment 

2. In condition V-AV8 [R2], observers were not able to report the direction of the flank offset, suggesting 

mandatory integration. In condition V-AV12 [R2], observers were able to report the direction of the flank offset, 

suggesting that the flank offset did not integrate with the central vernier offset. We compare dominances in 

conditions V-AV8-PV12 [R1] and V-AV8-PV12 [R2] to V-AV8 [R2] and 100 - (V-AV12 [R2]), respectively, to test 

whether the addition of the third offset changed the integration. Observers were not able to report the direction 

of the central vernier in condition V-AV8-PV12 [R1], whereas they could report the direction of the pro-vernier in 

frame 12 (V-AV8-PV12 [R2]). We suggest that integration only occurs within discrete windows of integration. Even 

offsets that are in close spatio-temporal proximity do not integrate if they are in different windows. These results 

were well replicated by the model (see Figure 5). Crosses indicate individual data. c. Results of experiment 3. The 

flank verniers were in the same frames as in experiment 2, but there was no central vernier. When the flank 

verniers in frame 8 and 12 were in opposite directions, observers were able to report the individual offsets (PV8-

AV12 [R1] and PV8-AV12 [R2]). Thus, the first window of integration seems to start with stimulus onset. These 

results are well replicated by the model (blue circles). Error bars represent s.e.m. Source data are provided as a 

Source Data file.  

 

Integration in the subsequent window follow similar rules 

Lastly, we show that integration in the subsequent window follows similar rules of integration 

(Experiment 4). We extended the SQM to 20 pairs of flanking lines (830ms stimulus duration). 

First, the streams were diverging from the center, then, from frame 10 on, they switched 

direction, converging back to the center (Figure 4a). Five different conditions were presented. 

For each condition, observers were instructed to give two responses at the end of each trial: 

first, the direction of the perceived offset at the beginning of the stream ([R1]), then the 

direction of the perceived offset at the end of the stream ([R2]; Figure 4b&c). In condition 1, 3 

lines were offset before 450ms. Dominance level was close to 50%, showing that all offsets 

integrated. In condition 2, 3 lines were offset after 450ms and all integrated (dominance level 

was close to 50%). In condition 3, three lines were offset before 450ms, and an additional single 

line was offset after 450ms. Only the offsets presented before 450ms integrated, but the 

fourth offset was well reported, i.e., significantly above 50%. In condition 4, a single line was 

offset before 450ms, and 3 lines were offset after 450ms. The first offset could well be reported 

whereas all 3 offsets after 450ms integrated. Lastly, in condition 5, three offsets were 

presented before 450ms and three offsets after. Dominance was close to 50% in both the [R1] 

and the [R2] conditions, indicating that the 3 verniers before 450ms integrated and the 3 

verniers after 450ms integrated. 



Crowding and the Architecture of the Visual System. Chapter 6 – Feature Integration within Discrete 
Time Windows 

143 
 

We also conducted the same experiment on 8 new observers with the streams originating from 

the center and diverging until the end of the stimulus, as in the classic SQM. The results are 

similar (Supplementary Figure 5).  

Together, these results indicate that a) integration within the second time window is similar 

than in the first time window, and b) verniers within a window always integrate, but not across 

windows.  

Figure 4. Experiment 4. a. In the diverging part of the sequence (frames 0 to 10), the two pro-verniers (blue 

offsets) together have the same dominance as the anti-vernier (red offset) alone (see methods). In the converging 

part of the sequence (frames 10 to 20), the two anti-verniers (red offsets) have together the same dominance as 

the pro-vernier (blue offset) alone. b. Verniers presented together either before or after 450ms integrated (C1, 
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C2, C3[R1], C4[R2] and C5). Only verniers that were presented alone either before or after 450ms can be reported 

individually (C3[R2] and C4[R1]). Model outputs (see Figure 5) are represented by the blue circles. Crosses indicate 

individual data. Error bars represent s.e.m. Source data are provided as a Source Data file.  

 

 

Discussion 

Features in the SQM integrate mandatorily within a time window extending up to 450ms 

(experiment 1), i.e., observers cannot separately report the offsets within a window. The 

duration of this window depends on the observer, but always extends over hundreds of 

milliseconds (figure 2b). Our results suggest that features that fall in different windows do not 

integrate, even if they are in close spatio-temporal proximity (experiment 2). The “first” 

window of integration starts with stimulus onset (experiments 3). How and when a window 

starts under naturalistic conditions remains to be investigated. Once the first window “closes”, 

a second similar window of integration opens (experiment 4).   

These results suggest that perception is discrete. Features are mandatorily integrated within a 

window but there is little crosstalk between windows. It is not the spatiotemporal proximity 

per se that determines which elements integrate, but the “belongingness” to the same 

window. We previously proposed that features of objects, such as their form, colour and 

duration, are continuously and unconsciously processed with high spatiotemporal resolution6. 

At the end of the integration window, all features are perceived at once. Perception occurs 

only at discrete moments of time, sometimes even hundreds of milliseconds after stimulus 

onset. We can only speculate why windows last so long. We suggest that the brain needs to 

integrate information across space and time to detect changes, motion, etc. and solve the ill 

posed problems of vision. Several hundreds of milliseconds may be an ecologically optimal 

timescale for information integration.  

A long lasting period of integration is well in line with previous findings showing postdictive 

effects for several hundreds of milliseconds. For example, it has been shown that integration 

in RSVP tasks lasts up to 240ms7, that volition can disambiguate the percept of ambiguous 

stimuli up to 300ms8, that a cue, presented up to 400ms after a visual stimulus, significantly 

increases the observer’s capacity to detect and discriminate that stimulus9, and that trans-

magnetic stimulation modulates responses up to 420ms in feature fusion10.  
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It was shown that the temporal extent of feature integration can be modulated endogenously, 

by observers’ expectations and attentional state7,11. Future work will investigate whether and 

how the window of integration in the SQM can be modulated by these and other endogenous 

factors and to what extent our findings generalize to other paradigms.  

Importantly, features integrate in the SQM and do not mask each other because, first, 

observers can report the offsets when only a single vernier offset is present in the stream 

(conditions V and AV). Hence, the preceding and following straight lines do not render the 

vernier offsets invisible by masking. Second, dominance drops when the second vernier is 

offset in the opposite direction (conditions V-AV) and increases (above 75%) when the offsets 

are in the same direction (conditions V-PV). 

Moreover, integration follows complex non-retinotopic rules and cannot be explained by low 

level aspects such as visual persistence, which usually lasts for less than 100ms12,13. Instead, 

flexible grouping of elements is crucial. For example, integration occurs only within one stream 

and does not spill over to the other stream1. Furthermore, changing the grouping by removing 

lines can change integration strongly: the motion trajectory appears as interrupted, and there 

is no integration2. These findings are well in line with Object Updating13 account, which 

proposes that grouping is important to understand which features integrate. Hence, there are 

two complementary aspects: first, which visual elements are grouped together and therefore 

are prone to be integrated. Second, what are the temporal characteristics of this integration? 

We focused on the second question. In the SQM paradigm, all elements of a stream are 

grouped and therefore integration is mandatory within a window. This gives us the possibility 

to study integration over long timescales, and therefore to study the temporal dynamics of 

integration. 

To provide a proof of principle of our theory, we implemented a computational two-stage 

decision model, which integrates information within but not across windows (Figure 5). 

Traditionally, drift diffusion models14 are used to model decision making. In these models, 

evidence is integrated over time driving a decision variable (the evidence) toward one of two 

decision boundaries, corresponding to the two response alternatives. When a boundary is 

reached, a decision is made. Such a one-stage model cannot explain our results because the 

evidence reaches the boundary for the first offset even before the second offset is presented. 

For this reason, in our two-stage model, first, information is unconsciously integrated and 
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buffered during an extended period of time15–17. Second, at the end of the integration window, 

the percept occurs. More precisely, our model includes feature detectors at each retinal 

location. When a visual feature appears at a given location, a memory box opens and processes 

information about the corresponding visual feature in a leaky integrator17. Once stimulation at 

this retinal location terminates, the memory box closes, buffering the integrated information. 

Thus, information about visual features at each location is preserved throughout the discrete 

integration window. At the end of a discrete time window, the content of the different memory 

boxes is combined yielding the output of stage 1. Memory boxes pertaining to the same object 

are combined. In the present case, the attended stream of elements is perceived as a single 

moving object, so the outputs of all memory boxes are summed. Stage 2 receives the output 

of stage 1, and drives the decision of what will be perceived. We implemented the decision 

process using a biologically plausible network proposed by Wong and Wang18. This model 

successfully explained all our experimental findings (Figure 2a empty circles, Figures 3b&c and 

Figure 4b blue circles). 

Figure 5. Computational model. Left: At each retinal location, there is a memory box, which is activated when a 

visual feature is presented at this location. Right: When a visual feature appears at a given location, the memory 

box opens and processes information about the corresponding visual feature, i.e., a vernier with either a right, a 

left, or an aligned offset. These feature detectors are modeled as leaky integrators. We represent pro-verniers as 

+1, anti-verniers as -1, and aligned lines as 0. Once stimulation at this retinal location terminates, the memory box 

closes, buffering the integrated information17. Thus, information about visual features at each location is 
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preserved throughout the discrete integration window. This processing is “unconscious”. In this example, there 

are five memory boxes, and the input to each of them is shown at the bottom. At the end of a discrete time 

window (denoted Treadout), the content of the different memory boxes is combined, yielding the output of stage 

1. In the present case, the attended stream of elements is perceived as a single moving object, so the outputs of 

all memory boxes are summed up. Stage 2 receives the outputs of stage 1 and drives the decision. The task is to 

report vernier offset directions, which we implement using a biologically plausible decision making network 

proposed by Wong & Wang (2006)18. Details of the discrete computational model are provided in the methods. 

 

To conclude, we showed that visual elements integrate only when they are in the same discrete 

temporal window. We propose that perception occurs at discrete moments of time and 

presented a two-stage computational model based on discrete time windows to explain long-

lasting feature integration. A discrete theory of conscious perception offers a straightforward 

explanation for postdictive effects6,19 such as the flash-lag effect20 and visual masking3. Our 

results are a first stepping-stone to understand the temporal structure of perception. 

 

Methods 

Observers 

Observers were students from EPFL and the University of Lausanne. Participants provided 

informed consent and had normal or corrected-to-normal vision. Visual acuity was tested with 

the Freiburg visual acuity test21. Observers were paid for their participation. The experiments 

were undertaken with the permission of the local ethics committee (Commission éthique du 

Canton du Vaud, protocol number: 164/14, title: Aspects fondamentaux de la reconnaissance 

des objets protocole général) and in accordance with the Declaration of Helsinki. 

Ten observers took part in experiment 1 (age 22-30 years; 8 females). In experiment 2, 11 new 

observers participated (age 20-26; 4 females). Two participants were excluded from the 

analysis because of their dominance in conditions V-AV8 and V-AV12. These conditions served 

to make sure that the offsets in the central vernier and in frame 8 indeed integrated, and that 

the offsets in the central vernier and in frame 12 did not. Without this prerequisite, there was 

no sense in testing the V-AV8-PV12 [R1] and V-AV8-PV12 [R2] conditions. For these two 

observers, the dominance in condition V-AV8 indicated no integration (28.4%, SEM = 0.23). 

Thus, performance in condition V-AV12 should also have been in favor of the Flank Vernier, 
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indicating no integration (because AV12 is further away from V than AV8). However, the 

performance was 45% (SEM = 3.5).  Therefore, data was analyzed for 9 observers. Nine 

observers took part in experiment 3 (age 20-28; 3 females). One observer was excluded (8 

were considered in the analysis) because her performance in conditions V-PV (two offsets in 

the same direction) was at chance, indicating random responses. In experiment 4, 8 observers 

(age 18-23; 4 females) participated. 

Apparatus 

Stimuli of experiments 1, 2 and 3 appeared on a HP-1332A XY-display equipped with a P11 

phosphor controlled by a PC via a custom-made 16-bit DA interface. Line elements were 

composed of dots drawn with a dot pitch of 200μm at a dot rate of 1MHz. Dot pitch was chosen 

to make the dots slightly overlap so that the dot size was of the same magnitude as the dot 

pitch. Refresh rate was 200Hz. Stimulus luminance was 80 cd per m2 as measured with a 

Minolta LS-100 luminance meter by means of a two-dimensional dot grid using the 

aforementioned dot pitch and refresh rate. The room was dimly illuminated (approximately 

0.5 lux) and background luminance on the screen was below 0.5 cd per m2. Viewing distance 

was 2 m and was kept constant by means of a chinrest. 

In experiment 4, because of the spatial extent of the stimuli, they were presented on a BenQ 

XL2540 LCD monitor (1920 × 1080 pixels, 240Hz; BenQ, Taipei, Taiwan) using Matlab (R2013b, 

64 bit, The MathWorks Inc., Natick, Massachusetts, United States) with Psychtoolbox22,23. 

Stimuli were white with a luminance of 98 cd per m2, on a black background with a luminance 

of 0.1 cd per m2. Participants were seated in a dimly lit room at 2.50m from the screen. 

Stimuli 

The stimuli were variations of the sequential metacontrast stimulus1,2 (SQM; for an animation 

see Supplementary Movie 1). The sequence started with a central line consisting of two vertical 

segments of a length of 10’ (arcmin) in experiments 1, 2 and 3 and separated by a vertical gap 

of 1’ (segment length of 20’ and vertical gap of 2’ in experiment 4). The line was followed by 

pairs of flanking lines presented one after the other further away from the center. The distance 

between the central line and the first flanking lines as well as between consecutive flanking 

lines was 3.3’. In experiments 1 and 2, the length of the first pair of flanking lines was 11.7’ and 

increased progressively by 1.7’ for the following lines. In experiment 3, the length of every 
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flanking line was 20’. Each line was presented for 20ms. The inter-stimulus interval (ISI) 

between the central line and the first pair of flanking lines was 30ms and the ISI between 

consecutive pairs of flanking lines was 20ms. A motion percept of two streams of lines diverging 

from the center is elicited. 

One or more lines were spatially offset (vernier); that is, the lower segment of the line was 

offset to the right or to the left with respect to the upper segment. In experiments 1, 2 and 3, 

each trial was preceded by four markers at the corners and a fixation cross in the center of the 

screen for 500ms followed by a blank screen for 200ms. In experiment 4, each trial was 

preceded by a fixation dot in the center of the screen for 1s followed by a blank screen for 

500ms. Then, the stimulus sequence was presented and participants responded by pressing 

one of two buttons. 

Offset calibration 

Before experiments 1, 2 and 3, the offset sizes were determined for each participant at each 

position in the stream to achieve comparable performance levels across observers. A PEST 

adaptive procedure5 was used to determine offset sizes that yield around 75% performance 

(values are reported in the results’ figures). 

In experiment 4, offset sizes in frame 1 and 8 were simultaneously calibrated. Presented 

together with the same direction, these offsets yield 78% (SEM = 1.3) performance. The same 

was done for offsets in frame 12 and 19 (77%, SEM = 1.83). Offset sizes in frame 5 and 15 were 

determined individually to each yield around 75% performance when presented alone (73.7%, 

SEM = 1.6 and 78.1%, SEM = 1.54, respectively). 

Procedure 

The order of the blocks was randomized across observers to reduce the influence of hysteresis, 

learning or fatigue effects in the averaged data. For each observer, each condition was 

measured twice. After each block had been measured once, the order of the blocks was 

reversed for the second set of measurements. Each block contained 80 trials except for 

experiment 1, in which a block consisted of 100 trials (80 trials of condition V-AV and 20 trials 

of condition V-PV). 

Depending on the experiment, observers were instructed to report the first and/or the second 

presented vernier offset ([R1] and/or [R2]). To explain the task to the participants, they were 
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showed a printout of the stimuli and explained in detail what will appear on the screen. We 

made sure that they understood the paradigm and the task well. 

Before experiment 3, participants performed two blocks containing an auditory error feedback. 

The blocks contained 40 V-AV trials and 40 V-PV trials. For one block, observers were instructed 

to report the first presented vernier offset ([R1]). For the other block, observers were 

instructed to report the second presented vernier offset ([R2]). We used this feedback, to help 

the observers with task. The feedback was not present during the actual experiment. We 

conducted a control experiment (Supplementary Figure 3), with the same procedure and with 

the same observers, but with the two offsets in the first window of integration (offsets in frame 

1 and 5). Observers were not able to report the individual offsets, indicating mandatory 

integration of the offsets of frames 1 and 5. As an additional control, we also replicated the 

results of experiment 3 with 8 new observers (Supplementary Figure 4) without the feedback. 

In experiments 2-4, observers were instructed to report the first or the second offset 

blockwise. To rule out effects of this block design (e.g. expectations), we ran an experiment in 

which the participants were instructed either blockwise to report the first or the second offset, 

or a visual cue presented before each trial indicated the offset to report, or the cue appeared 

at the end of the trial. The pattern of results is similar in the three conditions (Supplementary 

Figure 2). 

Data analysis 

Mean dominance level (see Figure 2a) and standard error of the mean (SEM) across observers 

are computed for each condition. 

We consider that a statistical test is significant when the p-value is below 0.05 after correction 

for multiple comparisons (Holm correction). As estimates of effect size, we report Cohen’s d 

and 95% confidence interval, calculated with JASP software24 (version 0.9.0.1). 

Power analysis 

The sequential metacontrast paradigm has been introduced in Otto et al. (2006) in which the 

effect size Cohen’s d ≈ 2.0. To achieve a power of 90%, a sample size of 5 observers is needed. 

To be “safe”, between 8 and 10 observers participated per experiment. The smallest effect size 

of a significant result in our experiments is 1.47 (experiment 3). With a sample size of 8 



Crowding and the Architecture of the Visual System. Chapter 6 – Feature Integration within Discrete 
Time Windows 

151 
 

observers, we achieved a power of 94.3%. The power analysis was computed with the G*Power 

software25 (version 3.19.2). 

 

Model 

The model was implemented in MATLAB. Stimuli are modelled by a time-varying input signal 

stim(t), which is +1 during the presentation of pro-verniers, -1 for anti-verniers, and 0 

otherwise. During stage 1, feature integration occurs within memory boxes. Each visual 

element of the SQM is processed in its own memory box (see main text, Figure 4). The input 

to each memory box is subjected to leaky integration: 
𝑑𝐸

𝑑𝑡
=

−𝐸

𝜏
+ stim, yielding the integrated 

evidence E. τ is the integration time constant. Since stimuli have high contrast, the evidence 

integration is modelled as a noise-free process. Each memory box closes and buffers its current 

integrated evidence value when the element that opened it disappears. 

Stage 2 starts at Treadout, which is the integration window duration. Treadout is the model’s second 

parameter. The integrated evidence is summed across all memory boxes. The input to the 

decision network is drawn from a normal distribution centred around the summed evidence, 

multiplied by a scalar gain: decision network input = 𝑁(𝑐 ∗ ∑ memorybox𝑖(𝑇readout)𝑖 , 𝜎), 

where c is the gain, and σ is the noise distribution’s standard deviation. For the decision 

network itself, we used the neural network by Wong & Wang (2006)18, based on code provided 

by the authors that we modified to fit in our model pipeline. This model is a simplified two-

variable version of a biophysically plausible decision neural network. Pro-vernier and anti-

vernier are each represented by a neural population and a decision is reached when one of 

these populations reaches an activity threshold. This network has only one free parameter μ0, 

which determines the input to the network in the absence of stimuli. All other parameters are 

based on physiological data. All implementation details and equations are given in the 

accompanying code. 

were fitted by hand using the results of experiment 1. The same  0μand  σ, cτ, The parameters 

= 0.2). The  0μ= 0.2 and  σ= 0.3,  c ,= 0.3τ parameter values were used for all simulations (

was set to 425ms for all simulations. The only exception was condition  readoutTwindow length 

[R1] of experiment 1, where different observers had different window durations: in this case, 

we assigned a window length of 475ms to observers ZF-JE to account for their prolonged 
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integration windows (see figure 2b; all other parameters were kept the same). The code is 

available at https://github.com/adriendoerig/Feature-integration-within-discrete-time-

windows-code. 
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Supplementary Information 

Supplementary figure 1 

We conducted the same experiment as experiment 1 with flank verniers between 50ms and 

290ms to verify that observers were not able to report the central vernier direction.  

For 6 observers (age 21-27; 4 females), the SQM was presented with 4 flanking pairs of lines 

(stimulus duration of 190ms) and for 6 different observers (age 22-28; 5 females), the SQM 

was presented with 8 flanking pairs of lines (stimulus duration of 350ms). The apparatus and 

the procedure are the same as in experiment 1. The results show that feature integration is 

mandatory, i.e., observers are not able to report the direction of the central vernier (Figure 

S1). 

 

Supplementary Figure 1. Results of experiment 1. a. The SQM contained 4 flanking lines. We presented one central 

vernier and one flank vernier in frames 1, 2, or 3(50ms, 90ms, or 130ms, respectively). In the first part of the 

experiment, observers were naïve (solid lines). In the second part of the experiment they were informed about 

the paradigm and instructed to report the central vernier ([R1], dashed lines). b. The SQM contained 8 flanking 

lines. We presented one central vernier and one flank vernier in frames 3, 5, or 7 (130ms, 210ms, or 290ms, 

respectively). In the first part of the experiment, observers were naïve (solid lines). In the second part of the 

experiment they were informed about the paradigm and instructed to report the central vernier ([R1], dashed 

lines). The two-stage model (see Figure 5) performance is represented by empty circles. Error bars represent 

s.e.m. Source data are provided as a Source Data file. 
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Supplementary figure 2 

In experiments 2-4, observers were instructed to report the first or the second offset, 

blockwise. We used a block design because of the difficulty of the task. To rule out any effect 

of this design (e.g. expectations), we ran an experiment in which the participants were 

instructed to report the first or the second offset either in a blockwise or interleaved fashion.  

Six observers took part in the experiment (age 20-24, 5 females).  

The central vernier and a flank vernier, either in frame 5 (210ms) or in frame 14 (570ms), were 

offset. The offsets were either in the same (V-PV) or in opposite directions (V-AV). Observers 

were instructed to report the first ([R1]) or the second ([R2]) presented vernier offset. There 

were 3 conditions: 

1. Observers were instructed which offset to report before each block (“blocked” 

condition) 

2. A visual cue indicated which offset to report before each trail (“interleaved_cue before” 

condition) 

3.  A visual cue indicated which offset to report after each trail (“interleaved_cue after” 

condition) 

The visual cue was a small empty circle that appeared either in the right or in the left part of 

the screen. A right, respectively left, cue indicated to report the first, respectively second, 

offset. 
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Supplementary Figure 2. a. The central vernier and a flank vernier in frame 5 (210ms) were offset. Observers 

cannot report individual offsets in either condition. b. The central vernier and a flank vernier in frame 14 (570ms) 

were offset. Observers were able to report both offsets in the three conditions. Although the performance is 

slightly worse in the interleaved conditions, the pattern of results is the same as in the block condition. Error bars 

represent s.e.m. Source data are provided as a Source Data file. 

 

Supplementary figure 3 

As a control, the same observers as in experiment 3 performed the same experiment, but 

with the two offsets in the first window of integration (offsets in frame 1 and 5). Observers 

were not able to report the individual offsets, indicating mandatory integration of the offsets 

of frames 1 and 5. 
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Supplementary Figure 3. Control experiment to experiment 3. a. Offsets were presented in 

frames 1 and 5, either in the same direction (PV1-PV5; not shown), or in opposite directions 

(PV1-AV5). b. Results. When the flank verniers in frame 1 and 5 were in opposite directions, 

observers were not able to report the individual offsets (PV1-AV5 [R1] and PV1-AV5 [R2]), 

indicating mandatory integration of the two offsets. These results are well replicated by the 

model (blue circles). Crosses indicate individual data. Error bars represent s.e.m. Source data 

are provided as a Source Data file. 

 

Supplementary figure 4 

In experiment 3, we introduced two training blocks with feedback (one for each offset to 

report) to help the participants with the task. We controlled that the feedback did not have an 
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effect by having the exact same experiment but with the offsets in the first window of 

integration (same observers; Figure S2). 

Here, we replicate the results of experiment 3 with 8 new observers (age 19-28, 1 females) and 

without the two blocks containing feedback. 

 

 

 

Supplementary Figure 4. Replication of experiment 3. A vernier was presented in frame 8 (330ms) and another 

one in frame 12 (490ms). When the flank verniers in frame 8 and 12 were in opposite directions, observers were 

able to report the individual offsets (PV8-AV12 [R1] and PV8-AV12 [R2]). The results are similar to experiment 3. 

Crosses indicate individual data. Error bars represent s.e.m. Source data are provided as a Source Data file. 

 

Supplementary figure 5 

Eight new observers participated (age 18-24; 1 female). Before the experiment proper, offset 

sizes in frame 1 and 8 were simultaneously calibrated. Offsets were in the same direction, 

yielding a dominance level of 75.3% (SEM = 1.65). The same was done for offsets in frame 12 

and 19 (74.5%, SEM = 1.17). Offset sizes in frame 5 and 15 were determined individually to 

each yield around 75% performance when presented alone (77.4%, SEM = 1.3 and 73.8%, SEM 

= 1.7, respectively). 
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Supplementary Figure 5: a. Stimuli used in the diverging streams version of experiment 4. b. Results. Verniers 

integrate in the window in which they were presented. Only verniers that were presented alone in a window can 

be reported. Model outputs are represented by the blue circles (see below and methods). Crosses indicate 

individual data. Error bars represent s.e.m. Source data are provided as a Source Data file. 
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Abstract 

Is consciousness a continuous stream, or do percepts occur only at certain moments of time? 

This age-old question is still under debate. Both positions face difficult problems, which we 

proposed to overcome with a 2-stage model, where unconscious processing continuously 

integrates information before a discrete, conscious percept occurs. Recently, Fekete, Van de 

Cruys, Ekroll, & van Leeuwen criticized our model. Here, we show that, contrary to their 

proposal, simple sliding windows cannot explain apparent motion and related phenomena 

within a continuous framework, and that their supervenience argument only holds true for 

qualia realists, a philosophical position we do not adopt.  

 

https://doi.org/10.1093/nc/niy012
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Introduction 

Intuitively, consciousness is a continuous stream of percepts. We see a diver jumping from a 

cliff into the ocean and have the feeling we perceive their motion trajectory at each single 

moment of time. However, continuous perception theories face serious problems known since 

ancient times. For example, a disk is presented at two locations separated by a blank period 

(Figure 1). We do not perceive two small disks presented at two locations but a single disk 

moving between the locations even though there is no motion at all in the stimulus (apparent 

motion; Figure 1). Obviously, we can only perceive the motion after the second disk is 

presented and, hence, perception cannot be immediate. Other examples demonstrating that 

the percept cannot occur immediately include feature fusion, the flash-lag illusion, the 

continuous wagon-wheel illusion, etc. 

To accommodate these findings, discrete theories propose that percepts occur only at certain 

moments of time. For example, snapshot theories propose that we sample information from 

the environment like a surveillance camera, taking pictures periodically. However, these 

positions also face severe problems (see Herzog, Kammer, & Scharnowski, 2016). In particular, 

no experiment has ever shown evidence for a unique and paradigm-independent sampling 

rate. In addition, any information between snapshots would be lost.  

To overcome these problems, we proposed a 2-stage theory (Herzog et al., 2016) where 

continuous, unconscious processing with high temporal resolution integrates information for 

several hundred milliseconds (stage 1), which is then rendered conscious as a coherent percept 

at a discrete moment in time (stage 2). Importantly, temporal features, such as motion, are 

not consciously perceived while they occur. They are not even perceived over an extended 

period of time, but are encoded as any other feature, such as colour or shape, by a static label. 

For example, motion is not represented by a signal that moves in time but by the output of a 

motion detector.  

Fekete, Van de Cruys, Ekroll, & van Leeuwen (2018) criticised our model based on two main 

arguments.  

1. Sliding windows: They argue that phenomena such as apparent motion can be explained 

within a continuous framework by sliding windows. We will explain why this argument fails.  
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2. Perceptual change & neural change: They claim that perceptual change must be mirrored 

by neural change: « admitting that there is perceptual change (e.g. in the location of the object) 

not mirrored in neuronal change […] would amount to violation of supervenience—the notion 

that consciousness is determined by physical processes […] ».  We will show that either there is 

a misunderstanding about supervenience in their argument or they subscribe to a realist 

position about qualia. 

1. Sliding windows 

There is agreement that “instantaneous” continuous theories, in which sensory evidence is 

immediately translated into a conscious percept cannot be true because phenomena such as 

apparent motion require integration over extended periods of time. Fekete et al. proposed 

that continuous theories can explain such phenomena by sliding windows (Figure 1). For 

example, a window, starting integration with the presentation of the first disk and terminating 

with the second one, might explain apparent motion. Conscious perception just occurs after 

the presentation of the second disk – it is delayed but continuous (Figure 1a). However, the 

example fails for a very simple reason. Integration does not start with the presentation of the 

first disk and terminate with the second one. It is continuous! Let us consider - step by step - 

what would happen in the sliding window account (Figure 1). First, the window comprises only 

an empty screen and, hence, only an empty screen would be perceived. When we move the 

window further, it comprises empty screen moments and the first disk. At this stage, we would 

perceive the first disk- and only it. When we move the window further, both disks are now 

present, and we would perceive motion. Finally, we would perceive only the second disk when 

the first disk is outside the sliding window. However, this is not what we actually perceive. We 

see only one moving disk and never single static disks. Hence, the idea of a rigid sliding window 

is not tenable.  

As mentioned, a sliding window can explain why we perceive motion when the window 

contains both disks. For example, a classical motion detector fires only when it is stimulated by 

two distinct consecutive events (for certain spatial positions and delays, thus, creating a 

direction and speed sensitive neuron; Adelson & Bergen, 1991; Jancke, Chavane, Naaman, & 

Grinvald, 2004; Lu & Sperling, 1995; Watson & Ahumada, 1985). Such a motion detector is 

equivalent to an integration window and explains why we perceive two discrete events as 

continuous, as is the case in apparent motion. Hence, it explains why we perceive continuity 
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instead of discrete events. However, it does not explain the discreteness of perception. 

Namely, it cannot explain why we only perceive a single moving disk and not two additional 

static disks in windows preceding and following the window containing both disks- even though 

the visual system clearly can detect both the first and second disk when they are presented 

alone (e.g., using a “static disk” detector). The very same argument applies to feature fusion 

and other phenomena where two discrete events are perceived as a single continuous event. 

 

Figure 1: a) Apparent motion: In apparent motion, two disks are flashed at different positions separated by a blank 

period (top). We do not perceive two distinct disks but a single moving disk (bottom). Hence, both disks must be 

integrated before a percept is created. Hence, an integration period is needed spanning at least the duration of 

the two disks. b) Sliding windows can explain why we perceive discrete events as continuous, but not the 

discreteness of perception. In a sliding window account of apparent motion, before the stimulus is presented, a 
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blank screen would be perceived (not shown). Then, the window reaches the first disk, so we would perceive a 

static disk (left). Next, both disks fall into the integration window, thus activating motion detectors, and we would 

perceive continuous apparent motion (centre). Finally, only the second disk is in the window and we would 

perceive a second static disk (right). However, we only perceive one moving disk. Hence, sliding windows can 

explain why apparent motion appears to be continuous (i.e., discrete events are perceived as continuous) but not 

why we do not perceive static disks before and after the motion (i.e., perception is discrete). 

 

2. Perceptual change and neural change 

We completely agree with Fekete et al. that different percepts must come with different brain 

states. It cannot be that the very same brain state gives rise to different percepts. This is a 

prerequisite for studying consciousness neuroscientifically. However, this does not imply that 

temporal changes in perception, such as motion, are mirrored by temporal changes in the 

brain. Motion in the external world does not need to be represented by brain dynamics – it 

can simply be coded statically by the output of a motion detector. Different kinds of motion 

(speed, direction, etc.) are encoded by different motion detectors. Likewise, a 40ms stimulus 

may not be perceived over a duration of 40ms but instead might be encoded by the output of 

a duration detector, i.e., a “static” number indicating a 40ms duration. And a duration of 50ms 

might be encoded by another detector. According to our theory, different percepts correspond 

to different brain states. Thus, there is no supervenience problem. It seems that Fekete et al. 

postulate that each physical moment of motion needs to be represented by a different brain 

state, potentially because they subscribe to a realist position about qualia (see section 4 of this 

contribution). Accordingly, when we perceive a ball moving continuously from A to B, there 

must be a different brain state for each intermediate position of the ball. In our approach, this 

is not the case – a single brain state encodes the entire motion percept.   

 

3. Related arguments  

Subsequent arguments against our model rest on this misunderstanding of the supervenience 

argument, or on strong qualia realism. For example, Fekete et al. argue that, if perception were 

discrete, updates would need to occur roughly every 33ms (i.e., at 30Hz, but the precise value 

is not crucial) because neural change needs to match perceptual change. They further argue 

that this is impossible because of the slow neural dynamics of the primary visual cortex. 

However, this argument does not apply to our theory for the reasons described above.  
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4. Qualia & philosophical assumptions 

The question about the time course of perception directly relates to the question of qualia. As 

mentioned, motion detection does not need to be coded by a dynamically changing 

representation. What about motion experiences? In our model, the experience of motion does 

not extend in time, it only seems to. In this respect, we are close to the illusionist position 

(Dennett, 2016; Frankish, 2016), which proposes that qualia do not exist as real distinct entities 

– they only seem to. Similarly, the meta-problem research program (Chalmers, 2018) aims to 

explain why we think there is a hard problem of consciousness, i.e., why it seems that qualia 

exist as real distinct entities.  

Our approach is at odds with a realist interpretation of qualia, which Fekete et al. seem to 

adopt. Given such incompatible philosophical underpinnings, our proposals are naturally very 

different. Thus, our dispute gets to the heart of the heated debate on how to link neural 

processes to conscious percepts. Because the sliding window argument fails to account for 

phenomena in which two discrete events are perceived as a single continuous event (and for 

other independent reasons, e.g., Sergent, 2018), we suggest that discrete models should be 

favoured. Whatever the final answer is, we believe that questions about the time course of 

conscious perception, a highly under-investigated research area, are a fundamental stepping-

stone to understand perception and consciousness, and we thank Fekete and colleagues for 

their stimulating contribution to this crucial debate.  
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Abstract  

Local theories of consciousness state that one is conscious of a feature if it is adequately 

represented and processed in sensory brain areas, given some background conditions. In this 

article, we challenge the core prediction of local theories based on recently discovered long-

lasting postdictive effects demonstrating that features can be well represented for hundreds 

of milliseconds in perceptual areas without being consciously perceived. Unlike previous 

empirical data aimed against local theories, we contend that proponents of local theories 

cannot explain these effects away by conjecturing that subjects are phenomenally conscious 

of features that they cannot report. Indeed, only a strong and counterintuitive version of this 

claim can account for long-lasting postdictive effects. Although possible, we argue that 

adopting this strong version of the “overflow hypothesis” would have the effect of nullifying 

the weight of the evidence taken to support local theories of consciousness in the first place. 

Introduction 

The debate between local and global theories of consciousness is all the rage at the moment. 

Localists hold that, given some background conditions, neural activity within sensory modules 

can give rise to conscious experiences (Block, 2007; Lamme, 2006, 2010, 2015; Zeki & Bartels, 

1999; Zeki, 2003). For instance, according to the local recurrence theory, reentrant activity 

within the visual system is necessary and sufficient for conscious visual experiences (Lamme, 
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2006)2. Globalists defend that consciousness involves the large-scale coordination of a variety 

of neuro-cognitive modules (Dehaene & Changeux, 2011), or a set of high-level cognitive 

functions such as the capacity to form higher-order thoughts about one’s perceptual states 

(Brown et al., 2019; Lau & Rosenthal, 2011). 

One’s view on this matter has far-reaching theoretical consequences. Localists tend to believe 

that consciousness is rich (Bronfman et al., 2014; Sligte et al., 2010; Lamme, 2010; Landman, 

2003), that it does not require attention (Koch & Tsuchiya, 2003; Lamme, 2003, 2004; Pinto et 

al., 2017), and that phenomenal consciousness overflows cognitive access (Block, 2007, 2011a; 

Lamme, 2010). Globalists typically hold that consciousness is sparse (Cohen et al., 2014, 2016; 

Kouider et al., 2010; Ward et al., 2016), requires attention (Cohen et al., 2012; Mack & Rock, 

1998; Mack & Clarke, 2012), and is co-extensive with cognitive access (Cohen & Dennett, 2011; 

Dehaene et al., 2006; Naccache, 2018). 

So far the debate has focused on two main issues: determining whether phenomenal 

consciousness overflows cognitive access (Block, 2007, 2011a; Cohen et al., 2016; Knotts et al., 

2019; Odegaard et al., 2018), and whether the prefrontal cortex is involved in consciousness 

of contents (Michel & Morales, 2019; Odegaard et al., 2017; Pitts et al., 2014a, 2014b; Tsuchiya 

et al., 2015). In this article we put forward a new phenomenon that should be accounted for 

by current theories of consciousness: long-lasting postdiction. We argue that long-lasting 

postdiction creates a challenge for local theories of consciousness. 

After presenting local theories in Section 1, we discuss long-lasting postdiction in Section 2. In 

Section 3, we surmise that long-lasting postdiction constitutes a new empirical challenge for 

local theories of consciousness. Finally, we consider a possible localist response to our 

challenge: subjects could have phenomenally conscious but unaccessed experiences. We argue 

that adopting this response would commit localists to a strong, and counter-intuitive 

interpretation of the overflow hypothesis. Moreover, adopting this interpretation would nullify 

the weight of the evidence interpreted as supporting local theories in the first place. 

 
2 We focus mainly on conscious visual perception in this article. 
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1. Local Theories of Consciousness 

According to localist views a perceptual feature is consciously experienced when it is 

appropriately represented in sensory systems, given some background conditions3. As localism 

is a broad family of theories, what “appropriately” means depends on the local theory under 

consideration. Here, we consider only two of the most popular local theories: the micro-

consciousness theory (Zeki & Bartels, 1999; Zeki, 2003), and the local recurrence theory 

(Lamme, 2006, 2010, 2015), focusing on the latter. 

According to the micro-consciousness theory “processing sites are also perceptual sites” (Zeki, 

2003; p.214). This theory is extremely local. The simple fact of representing a perceptual 

feature is sufficient for being conscious of that feature, given some background conditions. 

One becomes conscious of individual visual features before integrating them into a coherent 

whole. 

According to the local recurrence theory consciousness depends on "recurrent" activity (i.e., 

feedforward and feedback) between early- and higher-level sensory areas (Lamme, 2006, 

2010, 2015). Representing a visual feature is necessary, but not sufficient for being conscious 

of it. The neural vehicle carrying that representation must also be subject to the right kind of 

recurrent dynamics. For instance, consciously perceiving a face consists in the feedforward 

activation of face selective neurons, quickly followed by a feedback signal to lower-level 

neurons encoding shape, color, and other visual features of the face, which in turn modulate 

their activity as a result (Lamme, 2010).  

Especially important for our purpose is the time-window of local recurrence. Recurrent activity 

is typically estimated to take place between 100 and 150 milliseconds (ms) after stimulus onset 

(Boehler et al., 2008; Koivisto et al., 2011; Lamme & Roelfsema, 2000; Liu et al., 2009). These 

estimates are based on three main sources of evidence.  

The retino-cortical transmission time is around 60 ms (Foxe & Simpson, 2002; Wilson et al., 

1983), and signal transmission from V1 to V2 takes approximately 15 ms (Hagler et al., 2014). 

This implies that feedback from high- to low-level visual areas cannot happen before 75 ms 

after stimulus onset (Center et al., 2019). Second, visual masking, a method by which a visual 

 
3  Localists would not claim, for instance, that locally recurrent processing in an isolated piece of brain tissue in a 
bottle would result in a conscious experience (Block, 2005, p.47). Some background conditions, such as, for 
example, intact thalamocortical connections, should be added for any conscious experience to occur (e.g., Alkire 
& Miller, 2005). 
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stimulus is rendered subjectively invisible if it is followed by a mask after approximately 50ms, 

has been hypothesized by some researchers to suppress visual awareness by preventing 

feedback from higher- to lower-level visual areas (Boehler et al., 2008; Enns & Di Lollo, 2000; 

Lamme et al., 2002; Fahrenfort et al., 2007). Third, visual suppression induced by TMS to the 

occipital cortex around 100 ms after stimulus onset is hypothesized to prevent conscious 

perception through a similar mechanism (Amassian et al., 1989; Beckers & Zeki, 1995; Koivisto 

et al., 2017; Pascual-Leone & Walsh, 2001; Railo & Koivisto, 2012; Ro et al., 2003; Silvanto et 

al., 2005). Based on these results researchers hypothesize that local recurrence takes place 

between 100 and 150ms after stimulus onset, and is essentially linked to consciousness of 

stimuli (Lamme, 2015)4. 

2. Long-lasting postdictive effects 

In postdictive effects, conscious perception of a feature depends on features presented at a 

later time. For instance, in feature fusion two rapidly successive stimuli are perceived as a single 

entity. When a red disk is followed by a green disk after 20ms, participants report perceiving a 

single yellow disk, and no red or green disk at all (Box 1a; Efron, 1967; Pilz et al., 2013). This is 

a postdictive effect. Both the red and green disks are required to form the yellow percept. The 

visual system must “wait” until the second disk appears to integrate both representations into 

the percept that subjects report having. Many other postdictive effects in the range of 10-

150ms have been known for decades and are well documented (Choi & Scholl, 2006; Eagleman 

& Sejnowski, 2000; Pilz et al., 2013; Purves et al., 1996; Schouten, 1966; Shimojo, 2014; Sugita 

et al., 2018)5. 

 
4  We assume that these time estimates are approximately correct. But one should avoid drawing hasty 
conclusions on the links between local recurrence and consciousness from the studies just mentioned. Evidence 
from TMS-induced visual suppression is ambiguous, since various mechanisms could explain it without appealing 
to the idea that TMS specifically targets recurrent processing (Center et al., 2019; de Graaf & Sack, 2014; Mazzi 
et al., 2014, 2019). The same story goes for visual masking: multiple models that do not appeal to local 
recurrence processing can explain visual masking equally well, if not better (see e.g., Bachmann & Francis, 2013, 
Bridgeman, 2006; Herzog et al., 2003; Macknik, 2006; Macknik & Martinez-Conde, 2007; Põder, 2013; Supèr & 
Romeo, 2012; for reviews see Bachmann & Francis, 2013; Breitmeyer & Öğmen, 2006). 
5  One of the most documented postdictive effects is the flash-lag effect: a flashed stimulus appears to lag 
behind a continuously moving stimulus, even if they are actually aligned at the time of the flash (Eagleman & 
Sejnowski, 2000). When the moving object and the probe disappear at the same time, the flash-lag effect 
vanishes. When both the moving object and the probe appear at the same time, the flash-lag effect is still 
present. The difference between these two conditions indicates that the perception of the lag depends on what 
happens after the flash (i.e., whether the moving object continues to move). Therefore, the flash-lag effect is a 
postdictive effect (Eagleman and Sejnowski, 2000; Nijhawan, 2008; Shimojo, 2014). 

https://www.zotero.org/google-docs/?9Nwkw2
https://www.zotero.org/google-docs/?9Nwkw2
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Postdictive effects are a challenge for local theories of consciousness. Features are locally 

represented in the brain but the participants report that they do not see those features. In the 

previous example, both the green and red disks are represented in the visual system and 

integrated into a single yellow percept. But participants report that they don’t perceive the red 

and green disks. Assuming that their reports can be trusted as indicating their conscious mental 

states (see Section 3), postdiction suggests that merely representing a feature locally does not 

lead to consciousness of that feature, which contradicts Zeki’s micro-consciousness theory6. 

The local recurrence theory can explain short postdiction by hypothesizing that recurrent 

processing kicks in at the 100ms timescale of these effects. The individual red and green disks 

are processed in a feedforward manner without being perceived by the subjects. Around 

100ms, they are integrated into a yellow disk by recurrent processing. This is what participants 

consciously experience, as indicated by their reports. Although short postdictive effects 

constitute a problem for “extreme” local theories, they do not for more complex local views 

such as the local recurrence theory. 

But postdictive effects also occur at much longer timescales, over 400ms. For example, 

Scharnowski et al. (2009) flashed two verniers with opposite offsets one after the other (a 

vernier stimulus is made of two vertical bars separated by a horizontal offset; Box 1b), leading 

observers to report perceiving only a single fused vernier with an intermediate offset (Box 1b). 

Scharnowski et al. applied TMS at different times after the onset of the first vernier. These TMS 

pulses strongly modulated the reported offset of the fused vernier. For early pulses, the second 

vernier dominated the conscious percept: observers reported perceiving an offset in the 

direction of the second vernier. For later TMS pulses, up to 420ms, the first vernier dominated 

(Box 1b). This is a postdictive effect: TMS pulses applied more than 400ms after stimulus onset 

determine which percept the subjects report having. 

The fact that TMS can lead to one vernier dominating the other indicates that the two verniers 

are represented independently for 420ms without immediately forming a single fused 

 
6  Postdictive effects also occur across sensory modalities. This is the case in the visuo-auditory flash-lag effect 
(Alais & Burr, 2003; Arrighi et al., 2005; Hayashi & Murakami, 2019; Hine et al., 2003), or the motion-bounce 
illusion (Sekuler et al., 1997). Stiles et al. (2018) have recently demonstrated that sounds can postdictively affect 
the fate of visual stimuli. A sound presented after a visual stimulus can either cause its suppression from 
consciousness, or the perception of a second, illusory stimulus. Research in the domain of cross-modal 
postdiction is still recent. But these results could indicate, contra some local theories, that multisensory 
integration precedes consciousness. 
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representation. Independent representations of each of the verniers are maintained up to 

420ms. But subjects only report perceiving the postdictive outcome based on information 

integrated over 420ms. A subsequent study replicated similar effects (Rüter et al., 2010). 

Long lasting postdictive effects also occur in the absence of TMS. Drissi-Daoudi, Doerig & 

Herzog (2019) used a Sequential Metaconstrast paradigm (SQM; Otto et al., 2006) to study 

postdictive effects lasting up to 450ms. In the SQM, vertical bars are presented sequentially in 

different locations, eliciting the percept of a moving stream of vertical bars (Box 1c, column 1). 

When a vernier is inserted in the first frame, its offset is “transported” along the stream and 

perceived over later frames even though these subsequent frames actually contain only 

straight bars (Box 1c, column 2). When subsequent bars are straight, observers can easily 

report the offset direction, which indicates that the offset itself is well represented and 

perceived. When a vernier is inserted in a later frame, a similar effect occurs, indicating that 

later offsets are also well represented and perceived (Box 1c, column 3). 

In the crucial condition, several verniers with different offsets are inserted at different 

positions in the stream. These offsets integrate: observers report perceiving a single 

intermediate moving offset and cannot report on the individual offsets (Box 1c, columns 4&5). 

Verniers integrate in this way at least up to 290 ms for all observers and up to 450 ms for half 

of the observers. Observers report seeing only the integrated percept and cannot report on 

the individual verniers even though they are separated by up to 450 ms. In combination with 

the fact that the first vernier is easily seen when subsequent bars are straight, this suggests 

that the first vernier is represented without being perceived for up to 450 ms. 

Drissi-Daoudi et al. (2019) also showed that long-lasting postdiction in the SQM is mandatory 

and persist when subjects attend to the stimuli. They explicitly asked subjects to report vernier 

offsets and to attentively focus on this simple task. In certain conditions, they also explicitly 

mentioned to the participants that many verniers were present, told them at which position in 

the SQM stream they appeared, and that they should try to perceive and report each vernier 

individually. The effect persisted even though the participants were aware of the details of the 

paradigm and were actively trying to detect the presence of the individual verniers. 

In a subsequent contribution, Drissi-Daoudi, Öǧmen, Herzog & Cicchini (under review) studied 

the effects of saccades on vernier perception in the SQM. Observers fixated one degree above 

the center of the SQM stimulus and made a saccade to one degree below the stimulus between 

https://en.wikipedia.org/wiki/%C7%A6
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the presentation of the first and second vernier. Integration was mandatory in this case up to 

280ms. The authors did not investigate longer durations, as they focused on trans-saccadic 

integration and not on the integration duration. Again, subjects represented visual features for 

at least 280ms without reporting being aware of those features. Long-lasting postdiction was 

also resistant to large changes in the retinal input caused by saccades. 

Long-lasting postdictive integration in the SQM is not a small anecdotal effect. Individual 

vernier offset sizes are calibrated to yield around 75% discrimination performance when they 

are presented alone in the SQM stream. Adding a second vernier up to 450ms  later brings the 

performance down to chance level (50%), a strong, qualitative change. This all-or-none 

behaviour suggests that SQM results can be interpreted as changes in phenomenology: either 

the vernier is clearly seen, or it is not seen at all. Observers do not report seeing multiple 

offsets. They simply report seeing a continuous stream with an offset at all times and are 

incapable of telling where the offsets are present in the stream, even when they are explicitly 

told that several verniers are presented (Otto et al., 2006). 

As another example of long lasting postdictive effects, Sun et al. (2017) showed that volition 

could postdictively influence the reported percept of an ambiguous visual input up to 300ms. 

They presented an ambiguous motion stimulus that could be perceived either as oscillating 

horizontally or vertically and trained participants to voluntarily choose which percept to 

experience. Then, they presented an auditory cue instructing which percept participants 

should try to perceive. Cues presented 300ms after the ambiguous motion stimulus onset 

postdictively determined which percept the subjects reported experiencing (although effect 

sizes are much smaller than in the previous two paradigms). This suggests that both 

interpretations of the ambiguous stimulus coexisted in the brain for 300ms without being 

consciously perceived by the subjects. 
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Box 1: Postdictive effects. In postdictive effects, conscious perception of a feature depends on features presented 

later. The first feature is stably represented, but is not consciously perceived. Only the outcome of the perceptual 

integration between the first and second feature, presented as long as 450ms later, is perceived. a. Color fusion. 

In this example, a red disk is presented for 20 ms, immediately followed by a 20 ms green disk at the same location. 

Neither the red, nor the green disk are perceived. Instead a “fused” yellow disk is perceived (Efron, 1967; Pilz et 

al., 2013). Importantly, when the red disk is presented alone for 20ms, it is easily seen. Hence, the brain represents 

it, but “waits” until the green disk is presented and subjects experience a fused percept. b. Long-lasting 

modulation of feature fusion by TMS. Feature fusion also occurs for verniers (i.e., two vertical bars with a 

horizontal offset): when two verniers with opposite offsets are rapidly presented in sequence, a single fused 

vernier with intermediate offset is perceived. Scharnowski et al. (2009) showed that feature fusion can be 

modulated up to 420ms using TMS. TMS pulses were applied over the occipital cortex at different times after the 

onset of the first vernier to interfere with visual processing (x-axis). The y-axis shows the percentage of trials in 

which observers reported perceiving a fused vernier with an offset in the same direction as the first vernier. (i.e., 
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the first vernier dominates the percept when dominance is over 50%). The TMS pulses modulated the percept up 

to 420ms, a long-lasting postdictive effect. This shows that both verniers are separately represented for hundreds 

of milliseconds without being perceived, and TMS affects the contribution to the percept of each of these 

representations. Figure adapted from Scharnowski et al. (2009). c. Long-lasting postdictive effects in the SQM 

paradigm. In the Sequential Metacontrast paradigm (SQM; Otto et al., 2006), sequences of vertical lines are 

presented, eliciting the percept of two diverging motion streams (the colors are shown here only for illustrative 

purposes, all the elements are the same color in experiments). When one of the vertical bars is replaced by a 

vernier, the vernier offset is perceived as “transported” along the motion stream, even though the vernier is 

presented in a single frame (columns 1-3). When several verniers are present, they are not perceived individually: 

the offsets integrate to yield a single percept (columns 4-5). When the offsets are in opposite directions (vernier-

antivernier condition, column 4), they cancel out and no offset is perceived at all. When the offsets are in the 

same direction (vernier-provernier condition, column 5), they add up. This integration is mandatory: observers 

cannot report the individual verniers even when they know the paradigm and explicitly try to detect each vernier. 

Verniers as far apart as 450 ms mandatorily integrate in this way (Drissi-Daoudi et al., 2019). This indicates that 

the first vernier is stably represented but not consciously perceived during 450 ms – the brain “waits” until the 

second vernier is presented and subjects experience a fused percept.  Figure adapted from Drissi-Daoudi et al. 

(2019). 

 

3. Why long-lasting postdiction is a problem for local theories 

To the extent that one can trust the subjects’ reports as indicating consciousness, long-lasting 

postdiction suggests that features are stably represented in the visual system for hundreds of 

milliseconds, much longer than the time required for local processes such as local recurrence 

to happen, without the subjects being conscious of those features7. This is at odds with the 

core localist prediction. 

Localists have two main options to account for long-lasting postdiction. They can deny that the 

local processes relevant for consciousness occur in long-lasting postdiction. Or maintain that 

subjects are conscious of the non-integrated features even if they report that they do not see 

those features. In what comes next, we analyze both alternatives in turn. 

 
7  In a different debate about the discrete or continuous nature of conscious perception, Herzog et al. (2016) 
argue that conscious perception is constituted of discrete episodes resulting from the unconscious integration of 
sensory information. As a result, proponents of discrete views of conscious perception also hold that processing 
a feature does not immediately lead to conscious perception of this feature. For further discussion, see Fekete et 
al. (2018) and Doerig et al. (2019). 
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3.1. Long-lasting postdiction triggers local recurrence 

One way for localists to account for long-lasting postdiction would be to deny that the 

adequate local processing (e.g. recurrent processing) occurs in these paradigms. Although this 

explanation may work in other cases, we argue that it is not cogent in long-lasting postdiction. 

Sergent (2018) has recently provided an argument against localism based on studies 

demonstrating conscious “retrospection” (Thibault et al., 2016; Sergent et al., 2013; Xia et al., 

2016), in which an attentional cue up to 300ms after stimulus onset can trigger conscious 

perception of an otherwise unconsciously perceive stimulus. However, we currently ignore 

when the stimuli are consciously perceived by the participants in these experiments, namely, 

as being presented before, or after, the attentional cue. In the latter case, proponents of the 

local recurrence theory could argue that local recurrence is blocked until the attentional cue 

triggers a reentrant loop, thus inducing conscious perception of the target. “Retrospection” 

could result from a top-down effect on the way in which the stimuli are locally processed. As 

long as this interpretation is not ruled out, retrospection does not directly challenge local 

theories of consciousness. 

Such a localist interpretation of the results is not available for long-lasting postdiction. Local 

recurrence theorists have to maintain that local recurrence does happen from 100 to 150ms 

after the onset of the first vernier: there is no way for the perceptual system to “know” in 

advance that it must “wait” for a second vernier (or a TMS pulse) 400ms after the onset of the 

first vernier, to integrate the two into a single percept.  

For the same reason, these long-lasting postdictive effects cannot be due to a top-down effect 

modulating how the first vernier is locally processed. Such a top-down effect would need to be 

triggered by the occurrence of the second vernier (or a TMS pulse), and there is no way for the 

perceptual system to “know” 400ms in advance whether an anti-vernier (or a TMS pulse) will 

occur or not. Hence, local recurrence is normally triggered, without top-down effects, after the 

occurence of the first vernier. Yet, participants do not report perceiving the first vernier when 

an anti-vernier is presented up to 400ms after its onset. If their reports reliably indicate their 

conscious percepts, local recurrence (or other local processes that require less than 400ms) is 

not sufficient for consciousness. 
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3.2. Overflow doesn’t come for free 

Alternatively, localists can provide the following explanation: subjects are phenomenally 

conscious of the stimuli 100 to 150ms after stimulus onset due to local recurrence. But since 

it takes longer to consciously access a feature than to be phenomenally conscious of it, only 

the integrated stimulus is available for access-consciousness (and report). By the time the 

percept is available for access consciousness, the postdictive integration has already taken 

place, leaving the phenomenally conscious perception of the non-integrated stimuli behind. 

Access-consciousness overwrites phenomenal consciousness after the fact. 

This alternative explanation is problematic for two reasons. First, it commits local theorists to 

a strong and counterintuitive view of the overflow hypothesis. Second, it makes local theories 

particularly difficult to test, which has the downside of nullifying the weight of the evidence 

taken to support localism in the first place. Let us develop those two points. 

The overflow hypothesis is intuitively appealing in cases like peripheral vision, when subjects 

do not attend to visual features, or in cases of working memory overload (e.g., Block, 1995, 

2007; Bronfman et al., 2014; Fei-Fei et al., 2007; Haun et al., 2017; Sperling, 1960). These cases 

essentially capture what we call the weak overflow hypothesis: when attention is distracted 

(or working memory overloaded), the fact that subjects don’t report seeing a visual feature, or 

can’t report on the identity of that feature, is not a good reason for believing that they didn’t 

have any conscious experience of that feature at all. 

Contrast this with a stronger version of the overflow hypothesis: healthy subjects with nothing 

else to do but to detect some visual features presented right in front of them, and who 

systematically deny seeing those features, could nevertheless be phenomenally conscious of 

those features. One might have qualms with the claim that cases like these are coherent at all. 

But granting that such cases are possible, it is clear that the stronger version of the overflow 

hypothesis is much less intuitive than the weak version. 

Proponents of local theories do not usually adopt this strong view. For example, Block denies 

that localists are committed to the counter-intuitive version of the overflow hypothesis (see 

Block, 2007, p.484-485; Block, 2011b, p.446)8. And Lamme (2004) explicitly rejects it. For 

 
8  This is not to say that Block and other localists are not at least open to the idea that the strong view could be 
true. 
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instance, he writes that stimuli should be considered unconscious when they are attended, and 

yet, unreported: 

What exactly should we think of the distinction between conscious and unconscious (...) if it is 

not strictly related to our own experience of reportability? From a definition point, the 

distinction is simple: unconscious stimuli or stimulus properties are those that we cannot report 

about, even when attended to. (Our emphasis, Lamme, 2004, p.865) 

To account for long-lasting postdiction, localists must rely on the strong version of the overflow 

hypothesis. Indeed, in long-lasting postdiction, stimuli are presented in the fovea, subjects 

attend to the stimuli, they are healthy, their working memory capacities are not overloaded, 

the reports are provided immediately after the perception of the stimuli, and still, subjects 

cannot report the offset direction, number or position of the non-integrated stimuli, even 

when they are aware of the details of the experimental paradigm and goal of the experiment 

(Section 2).  

Localists could answer that this is not too worrying. True theories can have counterintuitive 

consequences. We agree. Merely pointing out that local theories have a counterintuitive 

consequence is not enough. But there is an additional problem with the strong overflow view. 

Adopting the strong overflow view would make local theories particularly difficult to falsify 

(Cohen & Dennet, 2011; Doerig, et al., 2019; Michel, 2019). The view implies that localists can 

appeal to unaccessible phenomenally conscious experiences whenever it pleases them. This 

includes all the cases that could potentially threaten to falsify their preferred theories by 

suggesting that local processes can occur unconsciously (such as long-lasting postdiction 

cases). 

Localists would probably answer that if local theories do a better job at explaining the available 

evidence overall, we should be ready to accept the consequences of those theories, even if 

some of those consequences are (at the moment) untestable and counterintuitive. That is, an 

inference to the best explanation could lead us to accept local theories, even if some of their 

consequences are untestable (Block, 2007). 

But the problem goes deeper. For a simple reason: however local you think consciousness is, 

there’s always someone to believe that it is more local than you do. Extreme localists always 

win at the overflow game. Given the strong overflow hypothesis, it is open for proponents of 

more extreme local theories, such as the micro-consciousness theory, to deny unconscious 
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perception in the cases that the champions of the local recurrence theory hold as paradigmatic 

cases of unconscious perception. These include visual masking, or visual suppression with TMS 

(see Section 1). But these phenomena are supposed to provide the main source of evidence 

for the local recurrence theory. As a result, proponents of the local recurrence theory would 

be left with no clear reason to believe that phenomenal consciousness correlates with local 

recurrence, which would make this hypothesis arbitrary. Adopting the strong overflow 

hypothesis would protect the local recurrence theory only at the price of nullifying the weight 

of the evidence taken to support the theory in the first place.  

Localists have to provide a justification for accepting unconscious perception, rather than 

unaccessible phenomenal consciousness, in cases that are interpreted as supporting the 

theory. Here is Lamme’s (2015) justification in the case of visual masking: 

It is safe to assume invisibility in masking, because there is no conceivable reason that could 

prevent the subject from reporting his visual percept, had he had one: the subject is sitting 

there, focussing his full attention to the target location, ready to push the button as soon as 

he sees the target. The not-seeing can therefore not be attributed to the absence of attention, 

to a lapse of memory, or to any other cognitive function sitting between a potentially conscious 

sensation and its report. (Our emphasis, Lamme, 2015, p.34) 

The reasons that Lamme (2015) invokes for holding that visual masking is a case of unconscious 

perception are exactly analogous to those that we put forward for maintaining that subjects 

are unconscious of the non-integrated stimuli in long-lasting postdiction. If the former cases 

count as supporting the local recurrence theory, the latter have the power to falsify it. On the 

other hand, if the former cases do not count as supporting the theory, there’s no reason to 

believe that consciousness should be associated with local recurrence in the first place. 

Localists can’t have their overflowing cake and eat it too. Either no evidence supports the 

theory, or long-lasting postdiction could disprove it. 

To conclude, localists can save their theories only at the price of accepting the counterintuitive 

strong overflow view, which nullifies the weight of the evidence supposed to support those 

theories. On the other hand, if localists do not want to be committed to the strong overflow 

view, long-lasting postdiction constitutes a new empirical challenge for local theories. Long-

lasting postdictive effects show that visual features can be locally represented for hundreds of 

milliseconds, much longer than the time required for recurrent processing (or other local 
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processes) to occur, without being consciously perceived. This contradicts the core prediction 

of local theories. 

Acknowledgements 

We thank Ned Block, Mouslim Cherkaoui, Michael Herzog, Hakwan Lau, Jorge Morales, Henry 

Railo, Claire Sergent and Taylor Webb for helpful comments. Adrien Doerig was supported by 

the Swiss National Science Foundation grant ‘Basics of visual processing: from elements to 

figures’ (176153). 

References 

Alais, D., & Burr, D. (2003). The “flash-lag” effect occurs in audition and cross-modally. Current 

Biology, 13(1), 59–63. 

Alkire, M. T., & Miller, J. (2005). General anesthesia and the neural correlates of consciousness. 

Prog. Brain Res., 150, 229–244 

Amassian, V. E., Cracco, R. Q., Maccabee, P. J., Cracco, J. B., Rudell, A., & Eberle, L. (1989). 

Suppression of visual perception by magnetic coil stimulation of human occipital cortex. 

Electroencephalography and Clinical Neurophysiology, 74, 458–462.  

Arrighi, R., Alais, D. & Burr, D. (2005). Neural latencies do not explain the auditory and audio-

visual flash-lag effect. Vision Research, 45, 2917–2925. 

Bachmann, T., & Francis, G. (2014). Visual masking: Studying perception, attention, and 

consciousness. Visual Masking: Studying Perception, Attention, and Consciousness. San 

Diego,  CA,  US: Elsevier Academic Press. 

Bagattini, C., Mazzi, C., & Savazzi, S. (2015). Waves of awareness for occipital and parietal 

phosphenes perception. Neuropsychologia, 70, 114–125. 

Bar, M. (2003). A cortical mechanism for triggering top-down facilitation in visual object 

recognition. Journal of Cognitive Neuroscience, 15, 600–609. 

Bar, M., Kassam, K. S., Ghuman, A. S., Boshyan, J., Schmid, A. M., Dale, A. M., … Halgren, E. 

(2006). Top-down facilitation of visual recognition. Proceedings of the National 

Academy of Sciences of the United States of America, 103(2), 449 LP – 454. 

Block, N. (1995). On a Confusion about a Function of Consciousness. Behavioral and Brain 

Sciences, 18, pp. 227–287. 

Block, N. (2007). Consciousness, Accessibility, and the Mesh Between Psychology and 

Neuroscience, Behavioral and Brain Sciences, 30, pp. 481–499. 

Block, N. (2011a). Perceptual consciousness overflows cognitive access. Trends in Cognitive 

Sciences, 15(12), 567–575. 



Crowding and the Architecture of the Visual System. Chapter 8 – A New Empirical Challenge for Local 
Theories of Consciousness 

183 
 

Block, N. (2011b). Response to Rosenthal and Weisberg. Analysis, 71(3), 443–448. 

Block, N. (forthcoming). What is wrong with the no-report paradigm and how to fix it. Trends 

in Cognitive Sciences. 

Beckers, G., & Zeki, S. (1995). The consequences of inactivating areas V1 and V5 on visual 

motion perception. Brain, 118(1), 49–60. 

Boehler, C.N., Schoenfeld, M.A., Heinze, H.J., Hopf, J.M., 2008. Rapid recurrent processing 

gates awareness in primary visual cortex. Proc. Nat. Acad. Sci. U.S.A. 105, 8742–8747. 

Boly, M., Massimini, M., Tsuchiya, N., Postle, B. R., Koch, C., & Tononi, G. (2017). Are the Neural 

Correlates of Consciousness in the Front, or in the Back of the Cerebral Cortex? Clinical 

and Neuroimaging Evidence. The Journal of Neuroscience, 37(40), 9603–9613. 

Bor, D., Schwartzman, D. J., Barrett, A. B., & Seth, A. K. (2017). Theta-burst transcranial 

magnetic stimulation to the prefrontal or parietal cortex does not impair metacognitive 

visual awareness. PLoS One, 12(2), e0171793. 

Breitmeyer, B. G., & Öğmen, H. (2006). Visual masking: Times slices through conscious and 

unconscious vision. Oxford: Oxford University Press. 

Breitmeyer, B. (2007). Visual masking: Past accomplishments, present status, future 

developments. Advances in Cognitive Psychology, 3(1–2), 9–20. 

Bridgeman, B. (1980). Temporal response characteristics of cells in monkey striate cortex 

measured with metacontrast masking and brightness discrimination. Brain Research, 

196, 347-364. 

Bridgeman, B. (2006). Contributions of lateral inhibition to object substitution masking and 

attention. Vision Research, 46, 4075-4082. 

Bronfman, Z. Z., Brezis, N., Jacobson, H., & Usher, M. (2014). We See More Than We Can 

Report: “Cost Free” Color Phenomenality Outside Focal Attention. Psychological 

Science, 25(May), 1–10. 

Brown, R., Lau, H., & LeDoux, J. E. (2019). Understanding the Higher-Order Approach to 

Consciousness. Trends in Cognitive Sciences, 23(9), 754–768. 

Center, E. G., Knight, R., Fabiani, M., Gratton, G., & Beck, D. M. (2019). Examining the role of 

feedback in TMS-induced visual suppression : A cautionary tale. Consciousness and 

Cognition, 75(April), 102805. 

Choi, H., & Scholl, B. J. (2006). Perceiving causality after the fact: Postdiction in the temporal 

dynamics of causal perception. Perception, 35(3), 385–399. 

Cohen, M. A., & Dennett, D. C. (2011). Consciousness cannot be separated from function. 

Trends in Cognitive Sciences, 15(8), 358–364. 



Crowding and the Architecture of the Visual System. Chapter 8 – A New Empirical Challenge for Local 
Theories of Consciousness 

184 
 

Cohen, M. A., Dennett, D. C., & Kanwisher, N. (2016). What is the Bandwidth of Perceptual 

Experience ? Trends in Cognitive Sciences, 20(5), 324–335. 

Cohen, M. A., Cavanagh, P., Chun, M. M., & Nakayama, K. (2012). The attentional requirements 

of consciousness. Trends in Cognitive Sciences, 16(8), 411–417. 

Dehaene, S., & Changeux, J. P. (2011). Experimental and Theoretical Approaches to Conscious 

Processing. Neuron, 70(2), 200–227. 

Dehaene, S., Changeux, J.-P., Naccache, L., Sackur, J., & Sergent, C. (2006). Conscious, 

preconscious, and subliminal processing: a testable taxonomy. Trends in Cognitive 

Sciences, 10(5), 204–211. 

de Graaf, T. A., & Sack, A. T. (2014). Using brain stimulation to disentangle neural correlates of 

conscious vision. Frontiers in Psychology, 5(September), 1019. 

Di Lollo, V., Enns, J. T., & Rensink, R. A. (2000). Competition for consciousness among visual 

events: The psychophysics of reentrant visual processes. Journal of Experimental 

Psychology: General, 129(4), 481–507. 

Doerig, A., Schurger, A., Hess, K., & Herzog, M. H. (2019). The unfolding argument: Why IIT and 

other causal structure theories cannot explain consciousness. Consciousness and 

Cognition, 72, 49–59. 

Doerig, A., Scharnowski, F., & Herzog, M. H. (2019). Building perception block by block: a 

response to Fekete et al. Neuroscience of consciousness, 2019(1), niy012. 

Drissi-Daoudi, L., Doerig, A., & Herzog, M. H. (2019). Feature integration within discrete time 

windows. Nature Communications, 10(1), 4901. 

Drissi-Daoudi, Öğmen, H., Herzog, H., & Cicchini, M. G., (under review). Object identity 

determines trans-saccadic integration. 

Eagleman, D. M., & Sejnowski, T. J. (2000). Motion integration and postdiction in visual 

awareness. Science, 287(5460), 2036–2038. 

Efron, R. (1967). The duration of the present. Annals of the New York Academy of Sciences, 

138(1), 713–729. 

Enns, J. T. & Di Lollo V. (2000). What’s new in visual masking? Trends in Cognitive Sciences, 4 

(9), 345-352. 

Fei-Fei, L., Iyer, A., Koch, C., & Perona, P. (2007). What do we perceive in a glance of a real-

world scene? Journal of Vision, 7(1), 1–29. 

Herzog, M. H., Ernst, U. A., Etzold, A., & Eurich, C. W. (2003). Local interactions in neural 

networks explain global effects in Gestalt processing and masking. Neural Computation, 

15, 2091-2113. 

https://www.zotero.org/google-docs/?r1479u
https://www.zotero.org/google-docs/?r1479u
https://www.zotero.org/google-docs/?r1479u
https://www.zotero.org/google-docs/?r1479u


Crowding and the Architecture of the Visual System. Chapter 8 – A New Empirical Challenge for Local 
Theories of Consciousness 

185 
 

Herzog, M. H., Kammer, T., & Scharnowski, F. (2016). Time slices: what is the duration of a 

percept?. PLoS biology, 14(4), e1002433. 

Hine, T. J., White, A. M. V, & Chappell, M. (2003). Is there an auditory-visual flash-lag effect? 

Clinical & Experimental Ophthalmology, 31(3), 254–257. 

Fahrenfort, J. J., Scholte, H. S. & Lamme, V. A. F. (2007). Masking disrupts reentrant processing 

in hu-man visual cortex. Journal of Cognitive Neuroscience, 19 (9), 1488-1497. 

Fahrenfort, J. J., Scholte, H. S., & Lamme, V. A. F. (2008). The spatiotemporal profile of cortical 

processing leading up to visual perception. Journal of Vision, 8(1):1–12. 

Fekete, T., Van de Cruys, S., Ekroll, V., & van Leeuwen, C. (2018). In the interest of saving time: 

a critique of discrete perception. Neuroscience of consciousness, 2018(1), niy003. 

Francis, G. (2000). Quantitative theories of metacontrast masking. Psychological Review, 

107(4), 768–785. 

Foxe, J. J., & Simpson, G. V. (2002). Flow of activation from V1 to frontal cortex in humans: A 

framework for defining “early” visual processing. Experimental Brain Research, 142, 

139–150. 

Hagler, D. J. (2014). Visual field asymmetries in visual evoked responses. Journal of Vision, 

14(14), 1-19. 

Haun, A. M., Tononi, G., Koch, C., & Tsuchiya, N. (2017). Are we underestimating the richness 

of visual experience? Neuroscience of Consciousness, 3(1), 1–4. 

Hayashi, R., & Murakami, I. (2019). Distinct mechanisms of temporal binding in generalized and 

cross-modal flash-lag effects. Scientific Reports, 9(1), 1–12. 

Hochstein, S., & Ahissar, M. (2002). View from the top: Hierarchies and reverse hierarchies in 

the visual system. Neuron, 36(5), 791–804. 

Koch, C., & Tsuchiya, N. (2007). Attention and consciousness: two distinct brain processes. 

Trends in Cognitive Sciences, 11(1), 16–22. 

Koivisto, M., Railo, H., Salminen-Vaparanta, N., (2011). Transcranial magnetic stim- ulation of 

early visual cortex interferes with subjective visual awareness and objective forced-

choice performance. Conscious. Cognit. 20, 288–298. 

Koivisto, M., Harjuniemi, I., Railo, H., Salminen-Vaparanta, N., & Revonsuo, A. (2017). 

Transcranial magnetic stimulation of early visual cortex suppresses conscious 

representations in a dichotomous manner without gradually decreasing their precision. 

NeuroImage, 158, 308–318. 

Kouider, S., de Gardelle, V., Sackur, J., & Dupoux, E. (2010). How rich is consciousness? The 

partial awareness hypothesis. Trends in Cognitive Sciences, 14(7), 301–307. 



Crowding and the Architecture of the Visual System. Chapter 8 – A New Empirical Challenge for Local 
Theories of Consciousness 

186 
 

Knotts, J. D., Odegaard, B., Lau, H., & Rosenthal, D. (2019). Subjective inflation: 

phenomenology’s get-rich-quick scheme. Current Opinion in Psychology, 29, 49–55. 

Kveraga, K., Boshyan, J., & Bar, M. (2007). Magnocellular projections as the trigger of top-down 

facilitation in recognition. Journal of Neuroscience, 27, 13232–13240. 

Lamme, V. A. F. & Roelfsema, P. R. (2000). The distinct modes of vision offered by feedforward 

and recurrent processing. Trends in Neurosciences, 23 (11), 571-9. 

Lamme, V. A. F., Zipser, K. & Spekreijse, H. (2002). Masking interrupts figure-ground signals in 

V1. Journal of Cognitive Neuroscience, 14 (7), 1044-53. 

Lamme, V. A. F. (2003). Why visual attention and awareness are different. Trends in Cognitive 

Sciences, 7(1), 12–18. 

Lamme, V. A. F. (2004). Separate neural definitions of visual consciousness and visual attention; 

a case for phenomenal awareness. Neural Networks, 17(5–6), 861–872. 

Lamme, V. A. F. (2006). Towards a true neural stance on consciousness. Trends in Cognitive 

Sciences, 10(11), 494–501. 

Lamme, V. A. F. (2010). How neuroscience will change our view on consciousness. Cognitive 

Neuroscience, 1(3), 204–220. 

Lamme, V. A. F. (2015). The Crack of Dawn. Open MIND, 22:1–34. 

Landman, R., Spekreijse, H., Lamme V. A. F. (2003) Large capacity storage of integrated objects 

before change blindness. Vision Research, 43, 149–164. 

Lau, H., & Rosenthal, D. (2011). Empirical support for higher-order theories of conscious 

awareness. Trends in Cognitive Sciences, 15(8), 365–373. 

Liu, H., Agam, Y., Madsen, J.R., Kreiman, G. (2009). Timing, timing, timing: fast decoding of 

object information from intracranial field potentials in human visual cortex. Neuron 62, 

281–290. 

Mack, A. and Rock, I. (1998). Inattentional Blindness, MIT Press. 

Mack, A., & Clarke, J. (2012). Gist perception requires attention. Journal of Vision, 10(7), 187–

187. 

Macknik, S. L. (2006). Visual masking approaches to visual awareness. Progress in Brain 

Research, 155, 177–215. 

Macknik, S. L., & Livingstone, M. S. (1998). Neuronal correlates of visibility and invisibility in the 

primate visual system. Nature Neuroscience, 1, 144-149. 



Crowding and the Architecture of the Visual System. Chapter 8 – A New Empirical Challenge for Local 
Theories of Consciousness 

187 
 

Macknik, S. L., Martinez-Conde, S., & Haglund, M. M. (2000). The role of spatiotemporal edges 

in visibil- ity and visual masking. Proceedings of the National Academy of Science USA, 

97, 7556-7560. 

Macknik, S. L., & Martinez-Conde, S. (2007). The role of feedback in visual masking and visual 

processing. Advances in Cognitive Psychology, 3(1–2), 125–152. 

Macknik, S. L., & Martinez-Conde, S. (2004). Dichoptic visual masking reveals that early 

binocular neurons exhibit weak interocular suppression: implications for binocular 

vision and visual awareness. Journal of Cognitive Neuroscience, 16, 1-11. 

Mazzi, C., Mancini, F., & Savazzi, S. (2014). Can IPS reach visual awareness without V1? Evidence 

from TMS in healthy subjects and hemianopic patients. Neuropsychologia, 64, 134–144. 

Mazzi, C., Savazzi, S., & Silvanto, J. (2019). On the “blindness” of blindsight: What is the 

evidence for phenomenal awareness in the absence of primary visual cortex (V1)? 

Neuropsychologia, 128(June 2017), 103–108. 

Michel, M. (2019). Consciousness Science Underdetermined: A short history of endless 

debates. Ergo. 

Michel, M., & Morales, J. (2019). Minority Reports: Consciousness and the Prefrontal Cortex. 

Mind & Language. 

Naccache, L. (2018). Why and how access consciousness can account for phenomenal 

consciousness. Philosophical Transactions of the Royal Society B: Biological Sciences, 

373. 

Nijhawan, R. (2008). Visual prediction: Psychophysics and neurophysiology of compensation 

for time delays. Behavioral and Brain Sciences, 31(2), 179–239. 

Odegaard, B., Knight, R. T., & Lau, H. (2017). Should a few null findings falsify prefrontal theories 

of conscious perception? The Journal of Neuroscience, 37(40), 9593–9602. 

Odegaard, B., Chang, M. Y., Lau, H., & Cheung, S.-H. (2018). Inflation versus filling-in: why we 

feel we see more than we actually do in peripheral vision. Philosophical Transactions of 

the Royal Society of London. Series B, Biological Sciences, 373(1755). 

Otto, T. U., Ögmen, H., & Herzog, M. H. (2006). The flight path of the phoenix – The visible trace 

of invisible elements in human vision. Journal of Vision, 6(10), 1079–1086. 

Papanikolaou, A., Keliris, G. A., Papageorgiou, T. D., Schiefer, U., Logothetis, N. K., & Smirnakis, 

S. M. (2019). Organization of area hV5/MT+ in subjects with homonymous visual field 

defects. NeuroImage, 190(March), 254–268. 

Pascual-Leone, A. & Walsh, V. (2001). Fast backprojections from the motion to the primary 

visual area necessary for visual awareness. Science, 292 (5516), 510-512. 



Crowding and the Architecture of the Visual System. Chapter 8 – A New Empirical Challenge for Local 
Theories of Consciousness 

188 
 

Pilz, K. S., Zimmermann, C., Scholz, J., & Herzog, M. H. (2013). Long-lasting visual integration of 

form, motion, and color as revealed by visual masking. Journal of Vision, 13(10), 12–12. 

Pinto, Y., Otten, M., Seth, A. K., Vandenbroucke, A. R. E., Sligte, I. G., & Lamme, V. A. F. (2017). 

Conscious Visual Memory With Minimal Attention. Journal of Experimental Psychology: 

General, 146(2), 214–226. 

Pitts, M. A., Padwal, J., Fennelly, D., Martinez, A., & Hillyard, S. A. (2014a). Gamma band activity 

and the P3 reflect post-perceptual processes, not visual awareness. NeuroImage, 101, 

337–350. 

Pitts, M. A., Metzler, S., & Hillyard, S. A. (2014b). Isolating neural correlates of conscious 

perception from neural correlates of reporting one’s perception. Frontiers in 

Psychology, 5(SEP), 1–16. 

Põder, E. (2013). Attentional gating models of object substitution masking. Journal of 

Experimental Psychology: General, 142(4), 1130-1141. 

Purves, D., Paydarfar, J. A., & Andrews, T. J. (1996). The wagon wheel illusion in movies and 

reality. Proceedings of the National Academy of Sciences, 93(8), 3693–3697. 

Railo, H., & Koivisto, M. (2012). Two means of suppressing visual awareness: A direct 

comparison of visual masking and transcranial magnetic stimulation. Cortex, 48(3), 

333–343. 

Ro, T., Breitmeyer, B., Burton, P., Singhal, N.S., Lane, D. (2003). Feedback contributions to visual 

awareness in human occipital cortex. Current Biology, 13(12), 1038–1041. 

Rounis, E., Maniscalco, B., Rothwell, J. C., Passingham, R. E., & Lau, H. (2010). Theta-burst 

transcranial magnetic stimulation to the prefrontal cortex impairs metacognitive visual 

awareness. Cognitive Neuroscience, 1(3), 165–175. 

Rüter, J., Kammer, T., & Herzog, M. H. (2010). When transcranial magnetic stimulation (TMS) 

modulates feature integration. European Journal of Neuroscience, 32(11), 1951–1958. 

Rutiku, R., Tulver, K., Aru, J., & Bachmann, T. (2016). Visual masking with frontally applied pre-

stimulus TMS and its subject-specific neural correlates. Brain Research, 1642, 136–145. 

Sekuler, R., Sekuler, A. B., & Lau, R. (1997). Sound alters visual motion perception. Nature, 385, 

308. 

Sergent, C., Wyart, V., Babo-Rebelo, M., Cohen, L., Naccache, L., & Tallon-Baudry, C. (2013). 

Cueing attention after the stimulus is gone can retrospectively trigger conscious 

perception. Current Biology, 23(2), 150–155. 

Sergent, C. (2018). The offline stream of conscious representations. Philosophical Transactions 

of the Royal Society B: Biological Sciences, 373(1755). 

https://www.zotero.org/google-docs/?r1479u
https://www.zotero.org/google-docs/?r1479u
https://www.zotero.org/google-docs/?r1479u
https://www.zotero.org/google-docs/?r1479u


Crowding and the Architecture of the Visual System. Chapter 8 – A New Empirical Challenge for Local 
Theories of Consciousness 

189 
 

Scharnowski, F., Rüter, J., Jolij, J., Hermens, F., Kammer, T., & Herzog, M. H. (2009). Long-lasting 

modulation of feature integration by transcranial magnetic stimulation. Journal of 

Vision, 9(6), 1–1. 

Schouten, J. F. (1966). Subjective stroboscopy and a model of visual movement detectors. IPO 

Annual Progress Report, 1, 78–80. 

Shimojo, S. (2014). Postdiction: Its implications on visual awareness, hindsight, and sense of 

agency. Frontiers in Psychology, 5(MAR), 1–19. 

Silvanto, J., Lavie, N. & Walsh, V. (2005). Double dissociation of V1 and V5/MT activity in visual 

awareness. Cerebral Cortex, 15 (11), 1736-1741. 

Silvanto, J. (2014). Is primary visual cortex necessary for visual awareness? Trends in 

Neurosciences, 37(11), 618–619. 

Sligte, I. G., Vandenbroucke, A. R. E., Scholte, H. S., & Lamme, V. A. F. (2010). Detailed sensory 

memory, sloppy working memory. Frontiers in Psychology, 1, 12. 

Sperling, G. (1960). The Information Available in Brief Visual Presentations. Psychological 

Monographs: General and Applied, 74(11). 

Stiles, N. R. B., Li, M., Levitan, C. A., Kamitani, Y., & Shimojo, S. (2018). What you saw is what 

you will hear: Two new illusions with audiovisual postdictive effects. PLoS ONE, 13(10), 

1–22. 

Sugita, Y., Hidaka, S., & Teramoto, W. (2018). Visual percepts modify iconic memory in humans. 

Scientific Reports, 8(1), 1–2. 

Sun, L., Frank, S. M., Hartstein, K. C., Hassan, W., & Tse, P. U. (2017). Back from the future: 

Volitional postdiction of perceived apparent motion direction. Vision Research, 140, 

133–139. 

Supèr, H., & Romeo, A. (2012). Masking of figure-ground texture and single targets by surround 

inhibition: A computational spiking model. PLoS ONE, 7(2), 1–10. 

Tapia, E., & Breitmeyer, B. G. (2011). Visual consciousness revisited. Psychological Science, 

22(7), 934–942. 

Thibault, L., Van Den Berg, R., Cavanagh, P., & Sergent, C. (2016). Retrospective attention gates 

discrete conscious access to past sensory stimuli. PLoS ONE, 11(2), 1–13. 

Tsuchiya, N., Wilke, M., Frässle, S., & Lamme, V. A. F. (2015). No-Report Paradigms: Extracting 

the True Neural Correlates of Consciousness. Trends in Cognitive Sciences, 19(12), 757–

770. 

Thielscher, A., Reichenbach, A., Uurbil, K., & Uluda, K. (2010). The cortical site of visual 

suppression by transcranial magnetic stimulation. Cerebral Cortex, 20(2), 328–338. 

https://www.zotero.org/google-docs/?r1479u
https://www.zotero.org/google-docs/?r1479u


Crowding and the Architecture of the Visual System.  

190 
 

Xia, Y., Morimoto, Y., & Noguchi, Y. (2016). Retrospective triggering of conscious perception by 

an interstimulus interaction. Journal of Vision, 16(7), 1–8. 

Ward, E. J., Bear, A., & Scholl, B. J. (2016). Can you perceive ensembles without perceiving 

individuals?: The role of statistical perception in determining whether awareness 

overflows access. Cognition, 152, 78–86. 

Ward, E. J. (2018). Downgraded phenomenology : how conscious overflow lost its richness. 

Philosophical Transactions of the Royal Society B: Biological Sciences, 373. 

Wilson, C. L., Babb, T. L., Halgren, E., & Crandall, P. H. (1983). Visual Receptive Fields And 

Response Properties Of Neurons In Human Temporal Lobe And Visual Pathways. Brain, 

106(2), 473–502. 

Zeki, S., & Bartels, A. (1999). Toward a Theory of Visual Consciousness. Consciousness and 

Cognition, 8(2), 225–259. 

Zeki, S. (2003). The disunity of consciousness. Trends in Cognitive Sciences, 7(5), 214–218. 

 
  



Crowding and the Architecture of the Visual System.  

191 
 

  



Crowding and the Architecture of the Visual System. Chapter 9 – General Discussion 

192 
 

Chapter 9 – General Discussion 

9.1 : Synergies between deep learning and psychophysics 

For decades, the classic framework of vision based on a feedforward cascade of non-linear 

computations has dominated vision science. Today, most state-of-the-art artificial vision 

systems are based on this idea. The present results add to the literature showing that this 

approach is ultimately limited and suggest that there is more to vision. In particular, this thesis 

shows that models based on the classic framework of vision, including ffCNNs, cannot explain 

how visual elements interfere with each other over space and time.  

This nicely highlights both the power and limitations of deep learning as a framework for 

neuroscience. One the one hand, the architectural and behavioural differences between 

ffCNNs and biological networks show that current ffCNNs face difficult challenges both as 

models of the visual system and as computer vision systems. It turns out that human-like 

performance on complex visual tasks does not imply human-like visual processing. There are 

many roads to Rome, many ways to solve visual problems. Importantly, the differences 

between human and ffCNN vision have strong practical consequences. For instance, unlike 

humans, ffCNNs are not robust to simple manipulations of their inputs and tend to generalize 

poorly beyond the dataset on which they were trained (review: Serre, 2019). Relatedly, 

adversarial examples, in which small perturbations invisible to humans completely change how 

ffCNNs classify an image (Moosavi-Dezfooli et al., 2016; Szegedy et al., 2013), may stem from 

the different kinds of computations underlying human and ffCNN vision. Indeed, Ilyas et al. 

(2019) have shown that adversarial examples are not just bugs of deep networks, they rather 

reflect the different visual features used by humans and ffCNNs to classify images. To make 

humans and ffCNNs classify an image differently, adversarial attacks change the visual features 

used only by ffCNNs and not by humans. I have argued that architectural differences between 

ffCNNs and the human visual system explain why they rely on different features (at least in 

some cases), and therefore why ffCNNs are vulnerable to adversarial attacks. Indeed, ffCNNs 

seem unable to carry out human-like global computations for architectural reasons, and not 

only because of the way they are trained (see Chapters 4&5). In summary, ffCNNs process 

information differently from humans, which may explain why ffCNN vision is much less robust 

and generalize less well than human vision. 
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On the other hand, these problems facing current visual models do not imply that artificial 

neural networks are fundamentally ill-suited as models of visual processing. Rather, these 

problems indicate a need for further research. The fact that generalization capabilities, 

psychophysical effects, and many other characteristics can easily be assessed experimentally 

shows how deep learning offers a powerful and flexible framework for testing hypotheses 

about brain computations. Indeed, any hypothesis linking network connectivity or training to 

function can be implemented and experimentally tested. Part of computational neuroscience 

is moving in this direction. For example, adding recurrent connexions to ffCNNs can improve 

performance in clutter (Linsley et al., 2018; Spoerer et al., 2019, 2017; Tang et al., 2018) and 

provide better models of dynamics in the ventral stream (Kietzmann et al., 2019).  

One difficulty with this approach is that the search space of network connectivity patterns and 

training regimes is immense, and therefore hints are needed to compare models and guide 

hypothesis testing. The field of computer science has traditionally compared models using 

large scale benchmark tasks, such as ImageNet (an image recognition dataset of one million 

labeled images; Deng et al., 2009). Another method compares how well models can predict 

neural activities in the brain (Cadena et al., 2019; Khaligh-Razavi & Kriegeskorte, 2014; 

Kietzmann et al., 2019; Nayebi et al., 2018; Yamins et al., 2014). While these methods have 

been fruitful, one limitation is that they are only loosely controlled due to their large scale, and 

do not target specific computational functions. Moreover, the fact that ffCNNs face problems 

despite performing well on image recognition and neural prediction benchmarks suggests that 

these benchmarks may be under-constrained as testbeds. A third, complementary approach 

focuses on experimental data collected in the fields of cognitive science and psychology. In 

particular, psychophysics has produced a wealth of well-controlled and detailed experiments 

about visual processing in humans, which target specific computational processes. In this 

thesis, I showed how modelling psychophysical results about spatiotemporal interference 

between visual elements can lead to insights about the architecture of the visual system. 

 

9.2 : Interference between visual elements as a probe into visual computations 

Beyond crowding and the SQM that were studied in depth in this thesis, masking (Breitmeyer 

& Öğmen, 2006; Macknik & Livingstone, 1998), rapid serial visual presentation (RSVP; Taylor & 

Taylor, 2013), binocular rivalry (Blake & Logothetis, 2002), continuous flash suppression 
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(Tsuchiya & Koch, 2005) and bistable images (Boring, 1930; Necker, 1832) amongst others, are 

all paradigms in which visual elements interfere across space and/or time. Often, this 

interference is interpreted as a “fundamental limitation”, a “bottleneck” or an otherwise 

nefarious property of visual processing. For example, Levi (2008) considers crowding as an 

“essential bottleneck for object recognition”. Similarly, masking is often considered to be an 

unwanted by-product of basic visual processing (e.g. Macknik & Martinez-Conde, 2007; 

Ogmen, Breitmeyer, & Melvin, 2003). However, recent experimental evidence indicates that 

visual features in fact often survive interference, even though we do not perceive them 

individually. For example, in (un)crowding, the representation of a vernier target is not 

necessarily destroyed when a flanker is added. Indeed, when the global configuration leads to 

uncrowding, the target offset is easily encoded and reported by observers even in the presence 

of the same central flanker (Figure 2c; Manassi et al., 2016). Herzog & Manassi (2015) have 

dubbed this “uncorking the bottleneck of crowding”. Furthermore, there is now clear evidence 

that crowded features that are hard to see can nevertheless be well represented (Fischer & 

Whitney, 2011; review: Manassi & Whitney, 2018). Finally, as detailed in chapter 8, visual 

elements that interfere and are not perceived individually can nevertheless be well 

represented for hundreds of milliseconds in the SQM. 

These effects depend on the global spatiotemporal configuration of visual elements across 

large distances and durations. As shown in chapter 3, this complexity, this flexibility in how the 

brain represents interfering elements cannot be explained as a by-product of simple 

processing. Rather, the intricate interference patterns between visual elements seem to point 

to general perceptual strategies used by the brain. Indeed, as mentioned, (un)crowding is a 

widespread phenomenon that occurs with many stimuli (Herzog & Manassi, 2015; Livne & Sagi, 

2011; Saarela, Westheimer, & Herzog, 2010), in many visual paradigms (Herzog & Fahle, 2002; 

Saarela, Sayim, Westheimer, & Herzog, 2009; Sayim, Westheimer, & Herzog, 2010), as well as 

in audition (Oberfeld & Stahn, 2012) and haptics (Overvliet & Sayim, 2016). This pervasiveness 

is not surprising, since crowding essentially reflects the problem of extracting meaningful 

information from clutter. Similarly, the SQM reflects how noisy information is integrated across 

space and time to extract meaningful information. Understanding the perceptual strategies 

used by the brain to cope with spatiotemporally complex settings is pivotal to go beyond the 
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classic framework of vision, thereby improving our understanding of the brain and inspiring 

better, more robust artificial systems. 

In part I of this thesis, I asked which kind of computations is needed to explain global 

(un)crowding, and what this teaches us about the visual system’s architecture. In chapter 3, I 

showed that, rather than a simple bottleneck due to local feedforward processing, crowding 

can be seen to reflect an important function, namely grouping and segmentation for global 

shape processing. The brain needs to decide which parts of its visual input should be grouped 

and segmented into the same object. Then, elements forming the same object interfere. This 

is an ecologically sensible strategy: if visual elements form an object, the aim is to gather this 

information to characterize the object, not to retain all possible details about its constituting 

elements. Discarding or changing information about the parts is necessary to create the whole. 

For example, in Figure 4a, it is easy to see the two stripes forming a vernier-like pattern. 

However, when these stripes are part of a tiger (Figure 4b), the ecologically valid move is to 

quickly group all stripy information into a tiger representation to react accordingly, and forget 

about details – thus loosing detailed information about (i.e., crowding) the individual stripes. 

The surrounding brown-greenish elements are grouped with the foliage and do not prevent us 

from seeing the tiger. 

 

Figure 4: Crowding as a sensible strategy. a. When presented in isolation these vernier-like stripes are easy to see 

and classify as having a left vernier offset. b. However, the goal of vision is not to preserve as much detail as 

possible. Rather the goal is to create ecologically useful representations. Here, for example, details of the stripes 

are not crucial and may be discarded or changed (leading to crowding). The important thing is to detect the tiger.  
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In chapter 4, I showed that uncrowding does not occur in ffCNNs, and argued that changes to 

the architecture are needed to create networks with more human-like global computations. In 

chapter 5, I applied the insights gathered in earlier chapters to show that capsule networks, 

which combine ffCNNs with a recurrent grouping and segmentation process, can explain global 

(un)crowding. I also showed that humans employ a similar strategy in which complex grouping 

and segmentation is efficiently implemented through recurrent connectivity. Taken together, 

the results of part I suggest that one important function of recurrent processing is to efficiently 

implement global grouping and segmentation. Such a process is absent from the classic 

framework of vision, and from ffCNNs. Other implementations of recurrent grouping and 

segmentation are possible (e.g., Linsley et al., 2018), and future research is needed to show 

how exactly recurrent grouping and segmentation is implemented in the brain. Which visual 

tasks benefit most from including grouping and segmentation, and which other mechanisms 

play important roles in human global processing also require further research (see future 

prospects below). 

Part II of this thesis studied how elements interfere across spatiotemporal intervals. Just as in 

crowding, these interference patterns do not seem to be due to a fundamental limitation in 

visual processing resolution, because, as argued in chapter 8, our results suggest that each 

individual element is easily processed unconsciously. Rather, spatiotemporal interference 

seems to reflect an important goal of perception: the brain needs to figure out which visual 

elements are part of the same object. In terms of the above tiger example, the retinal 

information becomes very noisy when the animal lurks in the undergrowth: it gets occluded by 

branches, lighting conditions change constantly, and the retinal image changes due to motion. 

All these details have no ecological relevance and it makes sense to lose or change this detailed 

information to create a stable representation of a tiger. The SQM allows for detailed 

investigations into this kind of mechanism. Here, using this approach I have shown that 

features are mandatorily integrated up to 450ms, and that integration occurs within discrete 

time-windows. Similarly to Herzog et al.'s (2016) 2-stage model of perceptual processing, these 

results suggest that the brain seems to continuously compute detailed information 

unconsciously (stage 1), and we perceive the outcome of this unconscious processing at 

discrete moments of time (stage 2), sometimes as late as 450ms after stimulus onset. I have 

also argued that a sliding window interpretation, in which we continuously perceive 
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information integrated over the past few milliseconds, cannot explain the kind of postdictive 

effects studied here (chapter 7), reinforcing the appeal of discrete models of perception. For 

similar reasons, these results seriously challenge local theories of consciousness (chapter 8). 

Future research is needed to show how such a discrete perceptual strategy is implemented in 

the brain and which visual tasks benefit most from a discrete perceptual process (see future 

prospects below). 

 

9.3 : Future prospects 

The results of part I suggest that (un)crowding is linked to grouping and segmentation. Two 

lines of future work may refine our understanding of these processes, and how they relate to 

(un)crowding and global processing more generally. First, as mentioned, capsule networks are 

not the only possible implementation of grouping and segmentation. For example, Linsley et 

al. (2018) have proposed a different method to augment ffCNNs with recurrent grouping and 

segmentation, and further approaches are also possible. Which implementation should be 

preferred is an open empirical question. One important difference between Linsley et al.’s 

model and capsule networks is that the former implements grouping and segmentation by 

changing neural activities, while the latter changes connection strengths between neurons. 

Which advantages does each method afford? Can we disentangle them empirically? Does it 

make any difference? Which one is most human like? Future work is needed to answer these 

questions and improve our understanding of how to implement grouping and segmentation in 

neural networks. 

Second, to further validate the hypothesis that (un)crowding reflects a grouping and 

segmentation process, one promising direction is to use a similar approach to Linsley, Kim, & 

Serre (2019). They trained a large network endowed with their recurrent grouping and 

segmentation modules to solve complex visual tasks that benefit from grouping and 

segmentation. One task was to detect which pixels belonged to cell membranes in microscope 

images and the second task to detect contours in the BSDS500 dataset, a classic dataset for 

testing contour detection algorithms in natural images. Their recurrent grouping and 

segmentation network clearly outperformed previous state of the art networks based on 

ffCNNs, suggesting a role for recurrent grouping and segmentation in contour detection. Then, 

they showed that their trained network reproduced the tilt-illusion (Gibson, 1937), in which 
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the perceived orientation of a grating depends on the orientation of another grating in the 

background. ffCNNs without the grouping and segmentation modules trained on the same 

contour detection tasks did not reproduce the illusion. This implies that the tilt-illusion can be 

seen as a collateral effect of the network’s grouping and segmentation strategy. To validate 

this hypothesis, they subsequently fine-tuned the network not to exhibit the illusion anymore. 

This led to a marked decrease in the network’s performance on the contour detection tasks, 

reinforcing the interpretation that both the tilt-illusion and good performance at contour 

detection are linked to grouping and segmentation. Future work could apply the same 

approach to verify the link between (un)crowding and recurrent grouping and segmentation. 

First, does a large-scale network endowed with recurrent grouping and segmentation trained 

on a complex visual task naturally reproduce (un)crowding9,10? Second, if we force this trained 

network to “forget” about uncrowding, does its performance on the complex visual task 

decrease? If the answer to both of these questions is affirmative, this would provide strong 

evidence that crowding is not simply a nefarious bottleneck in visual processing, but rather 

reflects grouping and segmentation, which is useful to perform complex visual tasks. 

In contrast with grouping and segmentation, for which there are several existing 

implementations, there are currently no existing implementations of the kind of discrete 

processing suggested by part II of this thesis. Therefore, one natural next step to take would 

be to investigate which kinds of neural networks can implement such a process, and 

subsequently test them on experimental results, such as those presented in chapter 6. Due to 

the inherently spatiotemporal nature of these effects, some form of recurrent processing will 

be needed for the continuous “unconscious” processing (i.e., stage 1 in Herzog et al.’s (2016) 

2-stage model). But which kind? And which kind of discrete process is required to “readout 

percepts” (stage 2)? A good first pass at this problem would compare different recurrent 

architectures, such as vanilla RNNs, LSTMs (Hochreiter & Schmidhuber, 1997), convolutional 

LSTMS (Xingjian et al., 2015), recurrent CNNs (Spoerer et al., 2017), predictive coding networks 

(Lotter, Kreiman, & Cox, 2016; Rao & Ballard, 1999), Linsley et al.’s (2018) grouping and 

segmentation network, capsule networks (Sabour et al., 2017) or object tracking networks 

 
9 Currently, capsule networks are too computationally expensive to train on such large-scale computational 
challenges, so Linsely et al.‘s (2018) grouping and segmentation network could be used instead. 
10 We would also need to check whether ffCNNs trained on the same task also reproduce (un)crowding. The 
findings presented in the thesis suggest that this is very unlikely. 
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(Fuchs, Kosiorek, Sun, Jones, & Posner, 2019; Zhu et al., 2018) combined with different readout 

processes and test which ones can explain SQM empirical data. Readout processes could for 

example simply be a linear decoding of information from the recurrent networks occurring 

periodically. Another option is to decode whenever the entropy of the recurrent network 

reaches a certain value or plateau, or to use other measures to indicate when processing in 

the recurrent network is “ready to be decoded”. Other more complicated options are possible 

too.  

Once a candidate implementation of such a discrete perceptual process is found, it will be 

interesting to provide computational insights into which functions such a discrete strategy 

serves. For this, a similar approach as proposed above for (un)crowding can be used. First, 

which computational challenges are better solved by networks using a temporally discrete 

perceptual strategy then by networks employing a temporally continuous perceptual strategy? 

Second, does performance on these tasks drop when we force the network to “forget” its 

discrete strategy? 

 

9.4: Conclusion 

In conclusion, despite its tremendous achievements, the classic conception of the visual system 

as a cascade of non-linear, local and feedforward computations is limited both as a model of 

the brain and as a framework for artificial systems. Deep learning offers a promising framework 

to go beyond current conceptions by investigating which architectures and learning regimes 

lead to better models. One difficulty with this approach, however, is that the search space of 

network architectures and training regimes is immense. The differences between current deep 

network models of vision and human vision indicate that the traditional image recognition and 

neural prediction benchmarks used to compare visual models are underconstrained as 

testbeds. Psychophysical results can help filling this gap by providing well-controlled challenges 

for visual models, targeting specific aspects of visual processing. Here, I investigated how visual 

elements interfere across space and time in humans and machines. Contrary to classic 

assumptions, interference between visual elements is not merely an undesirable by-product 

of visual processing – rather, it reveals perceptual strategies used by the brain. By modelling 

psychophysical effects in which visual elements interfere, I have suggested architectural 

changes to go beyond this classic framework. In part I, by using (un)crowding as a probe, I have 
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provided converging computational and psychophysical evidence that human-like global 

processing requires recurrent grouping and segmentation. In part II, studying how elements 

interfere over spatiotemporal intervals has suggested that the brain uses a discrete strategy 

for perceptual processing. Although more work is needed to fully understand these processes, 

the present findings provide clues to improve the classic framework, towards a better 

understanding of the visual system. 
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Abstract 

How can we explain consciousness? This question has become a vibrant topic of neuroscience 

research in recent decades. A large body of empirical results has been accumulated, and many 

theories have been proposed. Certain theories suggest that consciousness should be explained 

in terms of brain functions, such as accessing information in a global workspace, applying 

higher order to lower order representations, or predictive coding. These functions could be 

realized by a variety of patterns of brain connectivity. Other theories, such as Information 

Integration Theory (IIT) and Recurrent Processing Theory (RPT), identify causal structure with 

consciousness. For example, according to these theories, feedforward systems are never 

conscious, and feedback systems always are. Here, using theorems from the theory of 

computation, we show that causal structure theories are either false or outside the realm of 

science.  

 

https://doi.org/10.1016/j.concog.2019.04.002
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1. Causal structure theories of consciousness  

1.1. Consciousness and empirical data 

We wake up every day and transition from an unconscious to a conscious state. Surely, there 

is something to explain. In binocular rivalry and visual masking, we can render clearly visible 

stimuli invisible. Surely, there is something to explain here too. These examples and many 

others are routinely used by the scientific community as a means to study consciousness and 

are at the heart of all empirically-minded theories of consciousness (figure 1a). Because of the 

subjectivity of consciousness, the dependent measures in these experiments are subjective 

reports (or other measurements known to reliably correlate with subjective reports). We 

cannot use measures of brain activity as a-priori indicators of consciousness because we want 

to understand how brain activity gives rise to consciousness in the first place.  

 

1.2. Causal structure theories of consciousness 

Theories of consciousness aim to explain how changes in the proposed mechanism lead to 

changes from unconscious to conscious states and vice versa. To do so, a number of theories 

propose that the essential element for understanding consciousness is how parts of a system 

interact. If a system has the “right” kind of causal structure, in other words, if its elements 

interact in the “right” way, it is conscious. Otherwise, it is not. We call such theories causal 

structure theories. For example, in Recurrent Processing Theory (RPT), Lamme proposed that 

recurrent processing is both necessary and sufficient for consciousness (Lamme, 2006). The 

first sweep of visual feedforward processing is unconscious. Consciousness kicks in when 

recurrent, top-down processing interacts with neurons activated during the initial feedforward 

sweep (Lamme, 2006). According to RPT, what matters is the causal structure because 

consciousness depends only on how neurons interact with each other: when there is recurrent 

processing there is consciousness, and there is no consciousness otherwise. Empirical support 

for RPT was proposed to be provided by neurophysiological experiments (figure 1b) in which 

recurrent processing enhanced neural activity in V1 when visual stimuli were consciously 

perceived. When the stimuli were not consciously perceived (during anaesthesia or when the 

stimuli were masked), there was no recurrent processing (Fahrenfort, Scholte, & Lamme, 

2007).  
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Information Integration Theory (IIT) is another example of a causal structure theory of 

consciousness. IIT proposes that an information integration measure called φ, which is 

computed based on the causal structure of a system, quantifies consciousness (Oizumi, 

Albantakis, & Tononi, 2014). Consciousness is identified with φ > 0 systems: if elements of a 

system interact in the “right” way, the system has φ > 0 and is conscious. If φ = 0, it is 

unconscious. For example, φ is always greater than zero in recurrent systems (they are always 

conscious) and always equal to zero in feedforward systems (they are never conscious). 

Empirical support for IIT was asserted to be provided by studies showing that a practical proxy 

of φ is low in coma, intermediate in minimally conscious states, and maximal during 

wakefulness (Casali et al., 2013; Tononi, Boly, Massimini, & Koch, 2016).  

IIT and RPT were amongst the first theories of consciousness to make precise predictions about 

which systems are conscious. As such, they contributed greatly to the advancement of the 

science of consciousness. However, we will show that causal structure theories end up in an 

empirical impasse for principled reasons: they are either false or outside the realm of science. 
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Figure 1: Empirical experiments to investigate consciousness. a) Visual masking. A briefly presented prime (left 

pointing arrow) can be rendered invisible by a trailing mask (arrow with central gap), depending on the time 

interval between them (Inter-Stimulus Interval, ISI). Participants are asked whether the clearly visible masking 

arrow points either to the left or the right. Going from long to short ISIs between target and mask leads to a 

change from full target visibility to zero visibility. When the prime and the mask arrows point in the same direction 

(congruent trials), reactions are faster than when the arrows point in opposite directions even when the primes 

is unconscious (incongruent trials; SOA = ISI + prime duration, 14ms here). Empirical theories of consciousness 

aim to show that their proposed mechanism explains when and why the target is (in)visible. Reproduced with 
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permission from Vorberg et al. (Vorberg, Mattler, Heinecke, Schmidt, & Schwarzbach, 2003). Copyright (2003) 

National Academy of Sciences, U.S.A. b) Binocular rivalry. Different images are shown to the left and right eye. In 

this example, a cat face is presented to the left eye and a red house to the right eye. When the images are not 

compatible, only one single image is consciously perceived at a time. After a few seconds, there is a switch and 

the other image is perceived. For each image, there are conscious (it is perceived) and unconscious (the other 

image is perceived instead) alternatives. Empirical theories of consciousness need to provide a mechanism to 

explain when and why each image is (in)visible. c) RPT & Visual masking/anaesthesia. On the left, a central figure 

is consciously perceived. This is reflected by elevated neural activity after 100ms, shown on the right. The 

elevation is mediated by recurrent connections from higher to lower areas of the visual system. When no central 

figure is consciously perceived, because only the background is presented, or the stimulus is masked, or during 

anaesthesia, the elevated activity is not present. d) IIT & Wakefulness vs. Dreamless sleep. Consciousness changes 

from wakefulness to dreamless sleep. IIT proposes to explain this change by changes in causal structure 

(quantified by a number, φ, see main text). In accordance with IIT, experiments have shown that a practical proxy 

of φ is high during wakefulness, and low during coma or slow-wave sleep.  

 

2. The unfolding argument 

Recurrent neural networks are universal function approximators (figure 2a; Schäfer & 

Zimmermann, 2006). That is, any input-output function can be approximated to any degree of 

accuracy. Vision is such an input-output function. For example, pictures of animals are 

presented as inputs on the retina, and the outputs are the elicited percepts of animals (or 

reports about these percepts). Likewise, the stimuli in a visual masking experiment are inputs, 

and the outputs may be button presses, verbal reports or any other measure shown to reliably 

correlate with subjective reports. Importantly, experiments which intervene directly on the 

brain, for example using implanted electrodes or Transcranial Magnetic Stimulation (TMS) are 

still input-output functions. The only difference is that part of the input is provided by means 

of electrodes or TMS rather than through the sensory organs. 

Feedforward neural networks are also universal function approximators (figure 2b; Hornik, 

Stinchcombe, & White, 1989). Hence, for a given input-output function we can find both 

feedforward and recurrent networks that realize the same function in different ways (LeCun, 

Bengio, & Hinton, 2015; Oizumi et al., 2014; Werbos, 1988). For instance, if there is a recurrent 

network that performs image recognition, there is an equivalent feedforward network that 

does it equally well. If there is a recurrent network that exhibits the characteristics of binocular 

rivalry, there is an equivalent feedforward network that does so too. If there is a recurrent 
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network that takes a collection of spike trains as input and outputs another collection of spike 

trains, there is an equivalent feedforward network that does the same thing. Anything that can 

be done by recurrent networks can also be done in a feedforward manner (figure 2). We call 

this unfolding: any recurrent network can be unfolded into a feedforward network 

implementing the same function. In particular, any behavioural experiment can be seen as an 

input-output function, and can thus be implemented by both recurrent and feedforward 

networks.  

 

Figure 2. Universal approximators & unfolding. Both recurrent networks (middle top) and multilayer feedforward 

networks (middle bottom) are universal function approximators (Hornik et al., 1989; Schäfer & Zimmermann, 

2006). That is, they can be used to generate any desired input-output function to any degree of accuracy using a 

finite number of neurons. Therefore, for any recurrent network with a given input-output behaviour, there are 

corresponding feedforward networks with the same characteristics (although feedforward networks often need 

many more neurons than their recurrent counterparts). For example, recurrent networks performing image 

recognition, exhibiting binocular rivalry, and processing spike trains all have feedforward equivalents (see main 

text). Anything that can be done by recurrent networks can also be done in a feedforward manner. 

 

Any input-output behaviour can be implemented not only by one particular feedforward 

network, but also by infinitely many equivalent feedforward networks and by infinitely many 

equivalent recurrent networks, because the universal approximator property does not depend 

on structural details such as the number of layers or on the precise connectivity. In fact, given 

an input-output function, we can find infinitely many networks, each with a different φ, that 
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all realize the same input-output function (see Appendix A&B, see also Chalmers, 2018). 

Moreover, the universal function approximator property is not restricted to neural networks 

but also holds true for Turing machines, cellular automata, cyclic tag systems, and more 

generally for any universal computing system (Turing, 1937; Wolfram, 2002). These facts are 

uncontroversial and widely accepted (including by proponents of IIT: see Oizumi et al., 2014). 

 

2.1. Implication I: Causal structure theories are doubly dissociated from empirical data  

An implication of the unfolding argument is that causal structure theories are either false or 

outside the realm of science. In other words, causal structure theories are doubly dissociated 

from empirical science: they are neither necessary nor sufficient to explain empirical data (see 

figure 3). For example, according to IIT, the level of consciousness varies with φ. A system is 

conscious if, and only if, φ > 0 (oblique red arrows in figure 3)11. An experiment can be seen as 

an input-output function (Figure 2). Hence, for any recurrent system with φ > 0 that reproduces 

the outcome of an experiment, there are feedforward systems with φ = 0 that also reproduce 

the outcome. According to IIT, one system has consciousness but the other does not. 

Conversely, for any feedforward system with φ = 0, there are recurrent systems with φ > 0 that 

produce the same experimental results. In fact, we show in Appendix A how to implement any 

function with φ = 0 or with arbitrarily high φ. That is to say, for each system that provides 

evidence for IIT, there are other possible systems that falsify it.  

This argument generalizes to any causal structure theory, not just IIT. All causal structure 

theories are doubly dissociated from empirical results about consciousness. Hence, it makes 

no sense to provide experimental evidence for causal structure theories. For example, the 

figure-ground experiment mentioned earlier cannot support or be explained by RPT because 

there are feedforward networks that make the same subjective reports as humans when they 

consciously see the figure, but are unconscious according to RPT. Conversely, there are 

networks with recurrent activity that make the same subjective reports as humans when they 

do not consciously perceive the figure, but are conscious according to RPT. Likewise, the finding 

that awake humans have higher φ than sleeping humans cannot be explained by or support IIT 

 
11 In fact, IIT makes an even stronger claim: φ varies monotonically with the degree of consciousness. The larger φ, the 
stronger consciousness. Coma patients have low φ, sleep comes with a higher φ, and wakefulness with an even higher φ. 
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because there are feedforward networks with human wakefulness characteristics, and 

recurrent network with human sleep characteristics. 

Our arguments are not only of an abstract mathematical nature. In real life, there are many 

examples where feedforward and recurrent networks realize the same complex functions. For 

example, deep reinforcement learning has been implemented with purely feedforward 

convolutional networks to achieve super-human performance in Atari video games (Mnih et 

al., 2013). Hausknecht & Stone (2015) replicated this superhuman performance using 

recurrent networks. The unfolding theorems tell us that this is not  

surprising because we can always find equivalent feedforward and recurrent networks. These 

systems are empirically identical (to a close approximation). One is conscious but the other is 

not, according to causal structure theories. Moreover, unfolding provides a recipe to build two 

small robot systems with exactly identical input-output functions but different causal structure 

(see Appendices A&B). Experiments on one robot support the theory; experiments on the 

other falsify it. 

The unfolding argument shows that there are always systems that empirically falsify causal 

structure theories. Proponents of IIT try to avoid this problem by claiming that systems with φ 

= 0 are unconscious despite being empirically indistinguishable from conscious systems (Oizumi 

et al., 2014). We will show next that this claim makes IIT circular, and therefore unfalsifiable. In 

other words, causal theories are falsified by the unfolding argument, unless they decide to 

become unfalsifiable. 

For example, proponents of IIT may still insist that the robot with φ = 0 is unconscious whereas 

the one with φ > 0 is conscious, owing to their differing causal structure. However, such a 

proposition quickly ends up in circularity because we have no criteria to settle the matter. In 

particular, we have no empirical criteria because experimental results about consciousness are 

all identical for the two robots. The only reason to believe that only the φ > 0 robot is conscious 

is to already believe in IIT, but this is circular. The situation is even worse: there are many causal 

structure theories, such as IIT and RPT. Which one is the “right” one? Even within IIT, the 

axioms do not uniquely determine φ (Barrett & Mediano, 2019; Bayne, 2018), and different 

empirical measures of φ yield very different results (Mediano, Seth, & Barrett, 2018). Which 

version of IIT is the “right” one? We can never decide because we have no criteria to test the 

theories and pit their predictions against each other. We are left with the conclusion that there 
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are different types of “consciousness” (i.e., consciousnessIIT_version_1, …, consciousnessIIT_version_n, 

consciousnessRPT, and so on), depending on which theory we favour. Insisting that the robot 

with φ = 0 is unconscious whereas the one with φ > 0 is conscious even though they are 

empirically identical leads IIT outside the realm of empirical science. 

To summarize the unfolding argument, the conclusion follows from four premises. 

(P1): In science we rely on physical measurements (based on subjective reports about 

consciousness). 

(P2): For any recurrent system with a given input-output function, there exist feedforward 

systems with the same input-output function (and vice-versa). 

(P3): Two systems that have identical input-output functions cannot be distinguished by any 

experiment that relies on a physical measurement (other than a measurement of brain activity 

itself or of other internal workings of the system). 

(P4): We cannot use measures of brain activity as a-priori indicators of consciousness, because 

the brain basis of consciousness is what we are trying to understand in the first place. 

 (C): Therefore, EITHER causal structure theories are falsified (if they accept that unfolded, 

feedforward networks can be conscious), OR causal structure theories are outside the realm 

of scientific inquiry (if they maintain that unfolded feedforward networks are not conscious 

despite being empirically indistinguishable from functionally equivalent recurrent networks). 

 

Figure 3: Double dissociation. Causal structure theories aim to explain empirical data about consciousness. For 

example, IIT proposes that φ increases gradually as we go gradually from unconscious to conscious states, e.g., 

from sleep to drowsiness to wakefulness (vertical blue arrows). However, the unfolding argument shows that we 
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can completely reverse the picture and, for example, implement conscious states with φ = 0 neural networks and 

unconscious states with high φ neural networks. Hence, φ is neither necessary (wakefulness can be implemented 

with φ = 0; downwards oblique red arrow) nor sufficient (sleep can be implemented with high φ; upwards oblique 

red arrow) to explain experimental results about consciousness. The same reasoning applies to RPT’s figure-

ground experiments (Fahrenfort et al., 2007). Therefore, causal structure is doubly dissociated from empirical 

data, i.e., it is neither necessary nor sufficient to account for experiments. 

 

2.2. Examples 

Imagine that one could surgically replace the brain’s native recurrent sound processing system 

with an equivalent feedforward implant. The implant takes the same collection of spike trains 

as inputs, and outputs the same collection of spike trains as the native brain areas. We know 

that such implants exist in principle because of the previously mentioned unfolding theorems. 

Even though the causal structure in the new implant is completely different, the rest of the 

brain does not notice any difference12. The brain can do its normal job. This means that all 

subjective reports by the person are identical before and after the surgery. The person will 

claim all the same things about sound as before the implant was placed, such as “I hear the 

drizzle of the rain, it is music to my ears”, or “I understand what you are saying”, etc. In 

particular, any experiment about which sounds are consciously perceived will yield exactly the 

same results as with the native brain area. Therefore, we end up with the dilemma mentioned 

earlier: either causal structure theories are wrong (if they accept that there is still auditory 

consciousness with the implant), or they are outside the realm of science (if they claim that 

consciousness is different with and without the implant even though there are no empirical 

differences). 

We can push the example further to entire brains. Since anything that can be done with a 

recurrent network can also be done with a feedforward network, there could be «feedforward 

brains» that behave exactly like human brains. Such systems would have all the same functional 

characteristics as a normal human brain, but completely different causal structure. They 

behave exactly like a human in all respects, passing the Turing test seamlessly. However, 

 
12 This implies a certain level of functional isolation of the sound processing system, which may or may not be the case. 
However, our argument goes through regardless. Indeed, even if sound processing areas cannot be isolated, unfolding is 
applicable to the whole brain, as we illustrate below. 
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according to causal structure theories, they are not conscious because they do not have the 

“right” kind of causal structure. 

Crucially, these systems respond to any empirical experiment exactly like humans. For example, 

they identically describe what it is like for them to see red, hear sounds, have memories, and 

so on. They respond to all scientific paradigms (such as masking, binocular rivalry, figure-

ground segmentation, etc.) in exactly the same way. They exhibit the same wakefulness 

characteristics and the same sleep characteristics. In summary, no behavioural experiment can 

distinguish between human brains and feedforward brains in principle. Therefore, either causal 

structure theories are wrong or they are outside the realm of science. 

 

2.3. Implication II: Conscious content in IIT is doubly dissociated from experiments 

In causal structure theories the content of consciousness is also doubly dissociated from 

empirical observations. For example, we can construct systems that behave as having 

experience X when, according to IIT, they are in fact experiencing Y (see Appendix C). For 

example, a system participating in a rivalry experiment may report that it is seeing the cat 

image when, according to IIT, it is experiencing the smell of ham. In principle, as shown in the 

appendix, it can experience any content of consciousness while reporting that it sees a cat. Of 

course, it could also experience seeing a cat, but this would just be a coincidence, showing a 

double dissociation.   

There is a straightforward reason why causal structure theories are vulnerable to the kind of 

arguments presented here. All that is required for a system to be conscious is a particular 

causal structure. At the same time, any function can be implemented by many different 

systems with different causal structures. Hence, there can be no consistent link between causal 

structures and experimental results.  

 

2.4. Network efficiency & evolutionary constraints 

In practice, the brain has to cope with very strong space and energy constraints: processing 

must be efficient enough to be contained within a small skull, and energy consumption must 

be limited. Experiments have suggested that, indeed, sufficiently complex tasks can strongly 

constrain network properties, when the number of neurons is limited (Khaligh-Razavi & 
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Kriegeskorte, 2014; Nayebi et al., 2018; Yamins et al., 2014). In general, feedforward networks 

require many more neurons to implement a function than equivalent recurrent networks with 

more efficient causal structure and are therefore impractical (but not always: for instance 

image recognition is more efficiently implemented in feedforward convolution networks). In 

this regard, causal structure theories may turn out to be good markers for consciousness. For 

example, high φ has obvious functional benefits, such as efficiently integrating information. 

We argue that awake brains have high φ for this functional reason. Hence, causal structures 

may be good correlates for consciousness in humans not because they are identical with 

consciousness, but because they correlate well with neural information processing in general, 

which happens to covary with conscious state in humans as a contingent rule. This explains 

why causal structure theories may provide human consciousness-meters (see for example 

Casali et al., 2013). However, it is an entirely different thing to identify consciousness with 

causal structure. In short, brains are recurrent because brain processing must necessarily fit 

inside a skull, not because consciousness is identical with the brain’s causal structure. 

 

2.5 The unfolding argument vs. the zombie argument 

The zombie argument is a well-known argument aiming to show that physicalist and 

functionalist theories cannot account for consciousness. Imagine unconscious “zombies” who 

are empirically indistinguishable from conscious “non-zombie” equivalents. For example, if a 

zombie inadvertently places its hand on a hot stove, it yells “ouch” and immediately retracts 

its hand, just as the non-zombie does. However, the zombie does not feel pain. The 3rd person, 

observable properties are all identical between zombies and non-zombies, but consciousness 

differs. Whether or not zombies are in fact possible is heavily debated (e.g., Dennett, 1991).  

However, if they are, it follows that consciousness cannot be explained in the standard, 

functionalist framework of science (this is the hard problem of consciousness; Chalmers, 1996). 

Indeed, if functionally identical systems (the unconscious zombie and its conscious non-zombie 

equivalent) can have different consciousness, then functional approaches cannot explain 

consciousness.  

The unfolding argument is very different from the zombie argument for two reasons. First, the 

zombie argument aims to dismiss all physicalist accounts of consciousness, including functional 

ones. In contrast, the unfolding argument only targets causal structure theories of 
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consciousness, and not physicalist or functionalist theories in general. In fact, the unfolding 

argument favours functionalist theories because (un)folding a network changes only its causal 

structure but not its function or physical nature. Other major theories of consciousness, such 

as Global Workspace Theory (GWT; Baars, 1997; Dehaene & Naccache, 2001), Higher-Order 

Thought Theory (HOTT; Lau & Rosenthal, 2011; Rosenthal, 2004) or Predictive Processing 

Theory (PPT; Friston, 2013) are not affected by the unfolding argument, as we show in the next 

subsection.  

Second, one can choose to dismiss the zombie argument by claiming that zombies are in fact 

not possible (e.g., Dennett, 1991). In contrast, the existence of unfolded systems is a 

straightforward mathematical fact, and not a mere thought experiment. In fact, unfolding 

provides a recipe for creating empirically identical networks with different causal structures 

(for example, with arbitrarily high φ; see Appendix A&B). As mentioned, there even are real-

world cases of feedforward and recurrent agents performing the same complex task (see 

section 2.1).  Hence, for example, the fact that we never have observed an unfolded cortex in 

practice (and probably never will) is not by itself a sufficient argument to call into question the 

unfolding argument. Furthermore, even though unfolded brains are impractical, we explicitly 

showed that the unfolding argument does not rely only on unfolded whole brains (see the 

previous example with the auditory system). This example can be scaled down again to the 

smallest part of the brain proposed to be relevant for consciousness by a given causal structure 

theory. 

 

2.6 Non-causal structure theories of consciousness are not subject to the unfolding argument 

Global Workspace Theory (GWT; Baars, 1997; Dehaene & Naccache, 2001), Higher-Order 

Thought Theory (HOTT; Lau & Rosenthal, 2011; Rosenthal, 2004) or Predictive Processing 

Theory (PPT; Friston, 2013) are examples of functionalist theories of consciousness: they focus 

on functions proposed to be crucial for consciousness. The unfolding argument does not apply 

to these theories because they propose that systems are conscious insofar as they implement 

the right kind of function – independently of the causal structure. Of course, these theories are 

usually couched in terms of recurrent or top-down processing, or other seemingly causal-

structure terminology, but they can be formulated in other kinds of networks too. The 
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unfolding argument only applies to theories in which reccurence per se (or another proposed 

causal structure) is necessary and sufficient for consciousness. 

For example, the typical description of GWT is that consciousness occurs when cortical areas, 

which code for certain contents of consciousness (e.g., sensory areas), “broadcast” their 

information in a global neuronal workspace that consists of highly recurrent fronto-parietal 

areas, thus making these contents globally available for widespread use by other areas. The 

crucial functions here are a) the creation of contents in sensory areas and b) making these 

contents globally available for widespread use by other areas (i.e., broadcasting). GWT is 

usually explained with recurrent networks. Still, equivalent feedforward networks can maintain 

the same broadcasting function (see figure 4 for a toy model)13. Similar toy models are easily 

produced for HOTT, PPT and all other functionalist theories. What matters is the function, e.g., 

broadcasting, but not the (neural) implementation. In summary, functionalist theories differ 

importantly from causal structure theories in that they propose functions as crucial for 

consciousness, independently of their implementations. For example, an unfolded global 

workspace network retains the crucial function of broadcasting. Hence, by their very nature, 

functionalist theories are not subject to the unfolding argument. 

 

 
13 Alternatively, if GWT claims that recurrence per se is essential for consciousness, it becomes a causal structure theory and 
the argument applies. 



Crowding and the Architecture of the Visual System. Appendix I – The Unfolding Argument: Why IIT 
and Other Causal Structure Theories Cannot Explain Consciousness 

224 
 

Figure 4. A feedforward toy model of Global Workspace Theory. First, two feedforward networks process 

incoming sensory information, representing for example two different sensory modalities. Both project to the 

“global workspace”, which is simply another feedforward network maintaining activity through time by copying 

each layer to the next. At any time step (i.e., at any layer), the global workspace may be “queried” by one or 

several other processes, thus making the information globally available for other areas (broadcasting). Each of 

these other areas can be implemented simply by applying one feedforward network implementing the relevant 

function to the “global workspace”. Hence, this model fulfills the crucial functions proposed by GWT with a 

different causal structure, and the unfolding argument does not apply. There are many other ways to implement 

GWT in a feedforward fashion too. These networks can be “folded” back into recurrent networks and retain the 

same crucial functions. Hence, GWT can be implemented equivalently in recurrent and feedforward networks and 

does not face the unfolding argument. 

 

2.7 Unfolding & the correlation approach 

For many researchers, consciousness is non-physical and cannot be studied using input-output 

functions, and therefore might be impossible to explain with standard neuroscience (Chalmers, 

1996). In this case, it is impossible to study consciousness directly. However, consciousness 

may still be linked to neural states by bridging principles based on correlations (Chalmers, 

2004; Varela, 1996).  For example, we may find correlations between human reports about 

their conscious experience (first-person data: I am experiencing a face) and observable 

properties of the brain (third person data: neural activity in the fusiform face area). To quote 

Chalmers (2004): « In the case of consciousness, we can expect systematic bridging principles 

that underlie and explain the covariation between third-person data and first-person data. »  

This approach cannot hold for causal structure theories because of the unfolding argument 

(figure 5). As mentioned, there are infinitely many equivalent systems that produce exactly the 

same first person reports as humans, but with completely different causal structures. 

Therefore, linking conscious properties with the brain’s causal structures by relying on first 

person reports cannot succeed (figure 5). The correlation approach cannot work with causal 

structure theories, although it may (or may not) succeed for other theories of consciousness.  
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Figure 5. a) The correlation approach proposes that we can find correlations between physical properties (such 

as the brain’s causal structure, left) and first person reports about conscious states (right). If this is true, we can 

have a theory of consciousness even if conscious states are taken as unobservables. b) However, the unfolding 

argument shows that there are infinitely many equivalent systems leading to the same first person reports but 

with different causal structures. Therefore, the correlation approach cannot be used to link causal structure 

theories with empirical data. 

 

3. Concluding remarks  

To be considered scientific, IIT and other causal structure theories require empirical support. 

However, the unfolding argument shows that they are either false or outside the realm of 

science. For the same reason, different causal structure theories cannot be compared with 

each other. For example, different mathematical formulations of IIT’s axioms lead to different 

predictions about which systems are conscious, but we cannot compare them because the 

predictions are doubly dissociated from empirical data. Proponents of IIT have previously 

acknowledged that feedforward and recurrent networks can be functionally equivalent but 

have different consciousness, according to IIT (Oizumi et al., 2014). In other words, they share 
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the same uncontroversial starting point as we do. However, conclusions differ strongly. 

Proponents of IIT suggest that this should prompt us to focus on the subjectivity of 

consciousness. In contrast, we conclude that adopting a causal structure theory precludes any 

experimental approach to consciousness. Indeed, we have shown that all possible 

experimental results, including the ones focussing on subjectivity, do not depend on causal 

structure. 

The unfolding argument rules out a class of explanations of consciousness wherein 

consciousness supervenes on causal structures. This should prompt us to turn our attention 

elsewhere in trying to understand consciousness. In this respect, the unfolding argument 

suggests that consciousness must be explained on a more abstract level than that of neural 

wiring. Indeed, any proposed framework based on neural connections suffers from the 

unfolding argument: any network can be replaced by equivalent feedforward networks with 

different connections that lead to identical empirical observations about consciousness. Only 

theories that abstract away implementation details and focus on explaining which kinds of 

functions are important for consciousness can avoid these challenges. To remain within the 

realm of science, consciousness must be described in terms of what it does, and not how it 

does it. 
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4. Appendix 

A. All functions can be implemented with an arbitrarily high level of consciousness (φ) 

Aaronson showed (Aaronson, 2014) and Tononi agreed (Tononi, 2014) that certain kinds of 

systems can have arbitrarily high φ. We call these systems φ-increasing devices. Examples 

include expander graphs, XOR grids, Vandermonde matrices, large random networks, and 

others. We will show that these φ-increasing devices can be inserted into feedforward 

networks without altering their function.  

Let us consider a feedforward network implementing the function x->F(x). Here, x represents 

the input to the system, which is mapped to the output F(x). Being feedforward, this network 

has φ = 0. We can change the network’s φ to arbitrarily high values by inserting a φ-increasing 

device in the network, and subsequently canceling its functional effect (Appendix figure 1a). 

This is proven by noticing that a φ-increasing device can be described as applying a function g 

to its input. Since feedforward networks are universal function approximators, there are 

feedforward networks implementing the inverse, g-1, thereby cancelling the functional effect 

of the φ-increasing devices. The function g-1 exists at least for certain φ-increasing devices. For 

example, Aaronson showed that a system recursively applying Vandermonde matrices is a φ-

increasing device (Aaronson, 2014), and Vandermonde matrices are invertible. Adding a φ-

increasing device increases the φ of the entire network. In fact, the network has exactly the φ 

of the φ-increasing device because the feedforward parts do not add to φ. Applying the inverse 

function g-1 cancels g but does not change φ (Appendix Figure 1a)14. Hence, the input-output 

functions of the original feedforward network and the modified network with the φ-increasing 

device are the same but the modified network can have an arbitrarily high value of φ depending 

on the device. These systems with arbitrarily high φ are indistinguishable by experiments about 

consciousness. 

 

 
14 The specifics of how to compute φ are beyond the scope of this appendix. For present purposes, it is sufficient to point 

out that the φ value of a composite system consisting of several feedforward networks and one recurrent network (such as 

depicted in supplementary figure 1) is equal to the φ value of the recurrent network alone. Feedforward networks do not 

contribute to φ (Oizumi, Albantakis, & Tononi, 2014). 
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B. Other implementations with arbitrarily high φ 

It is known from the theory of computation that any given function can be implemented in 

infinitely many different ways. In particular, there are many alternative systems that 

implement a function with arbitrarily high φ.  

For example, we can use echo state networks (also known as liquid state machines, or reservoir 

computing; Jaeger, 2001; Maass, Natschläger, & Markram, 2002). Inputs drive the dynamics of 

a recurrent population of neurons (called the “reservoir”). Outputs are then decoded from the 

reservoir dynamics. Feeding inputs to and decoding outputs from the reservoir can be done in 

a feedforward fashion and therefore do not contribute to φ. Echo state networks are also 

universal function approximators, provided the reservoir is large enough and has sufficiently 

rich dynamics (Maass et al., 2002). Often, the reservoir is a sparsely, randomly connected 

recurrent network, but it has been shown that the randomness is not crucial, all that is needed 

is the possibility of sufficiently rich dynamics (Rodan & Tino, 2011). Hence, in principle, it is 

possible to train an echo state network to perform any function using a φ-increasing device as 

a reservoir. Since the reservoir has arbitrarily high φ and can be used to learn any function, any 

function can be implemented with arbitrarily high φ.  

 

C. All functions can be implemented with arbitrary content of consciousness (shapes in qualia 

space)  

In IIT, the part of the system (called a complex) with maximum φ determines the content of 

consciousness, also called a quale. A complex, non-computable procedure maps the 

connectivity and state of this maximal φ complex onto the corresponding quale (Balduzzi & 

Tononi, 2009). For example, a certain brain activity may have a maximal φ complex 

corresponding to the quale of smelling ham. The quale of a composite system, consisting of 

several feedforward networks and one recurrent network (such as depicted in Appendix Figure 

1b), is equal to the quale of the recurrent network alone. 

Let us consider a feedforward network, which performs a binocular rivalry task (Figure 1). Being 

feedforward, the network has no consciousness and hence no content of consciousness. We 

now use the same trick as before but, instead of inserting a φ-increasing device, we insert a 

recurrent network whose states and connectivity correspond to a certain quale, for example, 

the quale of smelling ham. Next, we cancel the effect of the recurrent network with a 
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feedforward network. The recurrent network is the maximal φ complex because the rest of the 

network is feedforward. Hence, the network experiences the smell of ham consciously but 

reports performing a rivalry experiment (for example it reports seeing the cat image from 

Figure 1 consciously). We can replace the quale of smelling ham by any other quale, for 

example, by the quale of seeing a cat. However, this would be just a coincidence, showing that 

conscious percepts and input-output functions are doubly dissociated.   

As mentioned, any function can be implemented by many different systems, with different 

causal structures. Hence, there are many examples of systems performing the exact same 

function with arbitrary qualia. 
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Appendix Figure 1: a) Networks with identical function and arbitrary φ.  

Left: A feedforward network implementing a function F with φ = 0. Right: A network implementing the same 

function F with arbitrarily high φ. In the “original” feedforward network (left), the function F can be decomposed 

into two successive functions: a first function fα from the network input to layer Lα, and a second function fβ from 

Lα to the output layer. We have fβ ∘ fα = F, with φ = 0.  Now, we increase φ by inserting a φ increasing device after 

layer Lα and we subsequently counteract its functional effect using a feedforward network (orange neurons). In 

the modified network (right), there is the same function fα from the network inputs to activities of layer Lα (bottom 

blue part). Then, processing continues in the φ increasing device, which implements a function g. g is cancelled 

by a subsequent feedforward network, which implements the function g-1 (g-1 exists on the image of g if g is 
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injective). These steps are represented in orange. Lastly, the rest of the network is unchanged and implements 

the function fβ from the output of this entire process to the networks output (upper blue part). We have fβ ∘ g-1 ∘ 

g ∘ fα = F, with an arbitrarily high φ > 0. The φ of the network is entirely determined by the φ increasing device 

because all other parts of the network are feedforward. 

b) Networks with identical function and arbitrary phenomenology.  

Left: The same feedforward networks as in a), implementing the function F with φ = 0 (so there is no conscious 

content). We have fβ ∘ fα = F, with no conscious content. Right: Because IIT provides a principled way to determine 

which connectivities and states produce which qualia, we can slightly modify the example above to give arbitrary 

qualia to networks with the same function. We play the same trick as before but, instead of inserting a φ-

increasing device after layer Lα, we insert a network proposed by IIT to produce certain qualia (for example, the 

quale of smelling ham). This network applies the function h to the outputs of layer Lα. Just as before, the function 

can be inverted by a feedforward network implementing h-1 (h-1 exists if h is injective). Overall, we now have fβ ∘ 

h-1 ∘ h ∘ fα = F, with the quale of smelling ham (or any other quale). Using a feedforward network to cancel the 

functional effect of inserting our quale-of-smelling-ham network does not simultaneously abolish the quale of 

smelling ham because, being feedforward, it is not part of the maximal φ complex. 
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Abstract 

Consciousness, considered a purely philosophical issue for centuries, has become a topic of 

science in the past decades. A large body of empirical results has been accumulated and is 

steadily growing. In parallel, many Theories of Consciousness (ToCs) have been proposed. 

These theories are diverse in nature, ranging from computational to neurophysiological and 

quantum theoretical approaches. This contrasts with other fields of natural science, which only 

host a small number of competing theories. We suggest that one reason for this abundance of 

extremely different theories may be the lack of stringent criteria. First, we argue that 

consciousness is a well-defined topic from an empirical point of view and motivate a purely 

empirical stance on the quest for consciousness. Second, we propose a checklist of criteria that 

empirical ToCs need to cope with. Third, we apply our criteria to the ToCs. We find that all ToCs 

have problems coping with at least one of the challenges. Fourth, our analysis shows that all 

current ToCs share similar patterns of reasoning, which seems insufficient to successfully cope 

with all challenges. We discuss where these shared patterns come from. 

 

I – The Problem of Consciousness 

Descartes (1637/1996) is usually considered as the founder of the mind-body problem, the 

precursor of the modern topic of consciousness. He proposed a dualistic framework, in which 

mind and matter are two separate ontological entities, interacting at the pineal gland. Such 

dualistic theories are not easy to reconcile with the fundamental laws of physics, namely, the 
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conservation of energy and impulse. For this reason, most modern philosophical and scientific 

theories of consciousness are compatible with physicalism, in which only matter exists and 

mental events are identical to or supervene on physical processes (Stoljar, 2017). Many 

philosophical approaches, however, deny that consciousness can be reduced to physics (e.g. 

Chalmers, 1996). At the center of the debate is the notion of qualia, the subjective phenomenal 

qualities of experience: how it is to feel pain, experience a shade of green, or a wonderful piece 

of music. Levine (1983) introduced the term explanatory gap to highlight the difficulty of 

physicalist theories in explaining phenomenal properties, Chalmers (1996) called it the hard 

problem.  

This modern version of the mind-body debate has been ongoing for decades, hovering around 

the question of whether we can close the explanatory gap or whether it is impossible for 

principled reasons. At the highest level, there are two broad attitudes in response to these 

issues. Realists propose that consciousness really exists as a distinct property, and the job of 

science is to understand how it is generated (e.g. Chalmers, 2004). In contrast, illusionists 

suggest that we are simply wrong about the nature of consciousness (e.g. Dennett, 2016; 

Frankish, 2016a). Consciousness, as a distinct non-physical property, is an illusion and the 

relevant question is: why do people feel that they have such a non-physical property “inside” 

them? Another major theoretical dispute concerns the distinction between access- vs. 

phenomenal-consciousness (see Block, 1995; Cohen & Dennett, 2011; Naccache, 2018; 

Phillips, 2018; Ward, 2018). One of the major problems in these discussions is that 

consciousness seems to evade a rigid definition, making it difficult to pit theories against each 

other like in other scientific disciplines.  

Here, we leave these metaphysical debates aside and focus on empirical approaches only. We 

wake up every day and change from an unconscious to a conscious state. Obviously, there is 

something to explain. We can render visible stimuli invisible by backward masking. Obviously, 

there is something to explain, too. Because of these clear empirical phenomena, there is no 

need to posit a theoretical definition. Empirical science starts with good observations and aims 

for definitions.   

In this respect, the current situation in consciousness research may be similar to that of 

magnetism in ancient times. The ancient people of Greece, India and China knew the empirical 

phenomena of magnetism. For example, Thales knew that certain stones could move certain 
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other objects and attributed this power to souls residing in the magnetic stones. For two 

millennia, there was no widely accepted theoretical explanation or definition, and the 

discussion might have resembled what we encounter nowadays in consciousness research: 

either magnetism was deemed fundamentally mysterious or it was identified with known 

entities (e.g., linking magnets and souls). However, just like consciousness, magnetism was well 

“defined” empirically, e.g., by the attraction or repulsion between magnetic stones, 

compasses, etc. After centuries of research, and despite the lack of rigid definitions to start 

with, magnetism has lost its mysteries through the Maxwell equations and subsequent theories 

of electro-magnetism, which provided a clear scientific explanation. 

Similarly, a purely empirical approach may lead to new insights into consciousness.  Indeed, a 

large body of detailed empirical data has been accumulated. However, there are dozens of 

very different ToCs and there is no clear “winner”. We suggest that this lack of consensus may 

come from a lack of stringent criteria guiding how to address consciousness empirically. Here, 

we will propose a checklist of such criteria. We will use this checklist to compare current ToCs, 

aiming to foster constructive discussions about how to address and explain consciousness. 

Importantly, ToCs often make explicit or implicit metaphysical assumptions, such as 

subscribing to illusionist or realist ideas. All the criteria we propose are neutral to these 

metaphysical assumption. Indeed, our criteria concern how to address the empirical data 

about consciousness, such as masking, rivalry or the difference between sleep and 

wakefulness, and all theories need to address this empirical data. 

II – Empirical phenomena of consciousness 

In all sciences, it is important to have a good phenomenology of the topic of interest, which 

subsequently needs to be explained by theories. In the following we list several classic 

distinctions about consciousness.  

II.1. Does the theory address the content or the state of consciousness or both? From an 

empirical perspective, there are two main aspects of consciousness (Chalmers, 1996; Searle, 

2000). First, there are unconscious states, such as non-REM sleep and anaesthesia. These are 

contrasted with conscious states, such as being awake (there are also more ambiguous states, 

such as hypnosis or meditation).  

The second main avenue in consciousness research concerns the content of consciousness. For 

example, in visual masking, a target element is followed by a mask, which renders the target 
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unconscious (Figure 1a). The unconscious target can still influence visual information 

processing, i.e., its representation is active and influential in the human brain. For example, 

words can be semantically processed without being consciously perceived (Gaillard et al., 

2006) and expert chess players can analyse chess situations without consciousness (Kiesel, 

Kunde, Pohl, Berner, & Hoffmann, 2009). Likewise, in binocular rivalry, different images are 

presented to the two eyes. When the images are not compatible, only one of the images is 

perceived and the other one is suppressed (Figures 1b). When the images are of “equal” 

strength, they rival, i.e., the suppressed image becomes conscious after a few seconds and the 

previously visible image is rendered unconscious. During the unconscious periods, the 

suppressed image can still influence information processing. For example, even if an image is 

fully suppressed for the entire duration of the experiment, humans can unconsciously learn 

about its features (Seitz, Kim, & Watanabe, 2009). Other paradigms used to study the content 

of consciousness include continuous flash suppression (a version of binocular rivalry; Tsuchiya 

& Koch, 2005), change blindness (Simons & Levin, 1997) and crowding (Atas, Faivre, 

Timmermans, Cleeremans, & Kouider, 2014; Bouma, 1973; see Breitmeyer, 2015; Dehaene, 

Lau, & Kouider, 2017; Kim & Blake, 2005 for reviews of empirical methods for consciousness). 

ToCs may address the content or the state of consciousness, or ideally both. In practice, ToCs 

are not always clear about which of these aspects they address. 
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Figure 1: a) Masking. A briefly presented prime (left pointing arrow) can be rendered invisible by a trailing mask 

(arrow with central gap). Even though observers do not consciously perceive the prime, it can still affect 

unconscious brain processing. For example, observers are asked whether the masking arrow points either to the 

left or right. When the prime and mask arrows point in the same direction (congruent trials), reactions are faster 

than when the arrows point in opposite directions (incongruent trials). Figure reproduced with permission from 

Vorberg, Mattler, Heinecke, Schmidt, & Schwarzbach (2003) Copyright (2003) National Academy of Sciences, 

U.S.A. b-c) Binocular rivalry. b) Two different images are shown to the left and right eye at the same time. When 

the images are not compatible, only a single image is perceived at a time. After a few seconds, there is a switch 

and the other image is perceived. Hence, the content of consciousness alternates between the two images. In 

this example, a cat was presented to one eye and a house to the other. Figure reproduced from Doerig, Schurger, 

Hess, & Herzog (2019). c) An example of a six-neuron network explaining binocular rivalry (Wilson, 2003).  

 

II.2. Is consciousness graded or binary? We have the intuitive feeling that state consciousness 

is a gradual phenomenon. There is a continuum from death, to coma, anaesthesia, drowsiness, 

and fully alert states. Even within these states there seems to be continuity. For example, depth 

of anaesthesia can be classified by the bi-spectral (BIS) index. However, it is unclear to what 
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extent this intuition is correct. Another open question is whether the content of consciousness 

is gradual.  

II.3. Is consciousness unitary? Although we feel that we have only a single consciousness at one 

moment of time, Moutoussis & Zeki (1997) argued that the brain may hold many simultaneous 

consciousnesses because motion and colour are perceived (consciously) at different moments 

in time, reflected by different neural activities in different brain regions. Most other 

approaches to consciousness propose that consciousness is unitary. 

II.4. Is consciousness temporally continuous or discrete? Unconscious targets can be re-

rendered conscious when a second mask follows the first (Breitmeyer & Öğmen, 2006). 

Therefore, there must be an extended period of unconscious processing since otherwise there 

could be no recovery from masking (had the first mask irretrievably suppressed the target 

representation, the second mask could not render it conscious again). A similar finding is that 

a masked stimulus can be re-rendered conscious by a transcranial magnetic stimulation (TMS) 

pulse (Ro, Breitmeyer, Burton, Singhal, & Lane, 2003). This unconscious integration period can 

last for 420ms as experiments using TMS and feature fusion have shown (Scharnowski et al., 

2009; Rüter, Kammer, & Herzog, 2010; see also Pilz, Zimmermann, Scholz, & Herzog, 2013). 

Drissi-Daoudi, Doerig, & Herzog (2019) have also shown mandatory unconscious integration 

up to 450ms. Relatedly, Sergent et al. (2013) showed that a cue presented after a target 

stimulus that would otherwise remain unconscious can retrospectively render the stimulus 

conscious. These results raise the question of whether consciousness is a continuous stream 

of percepts or discrete, i.e., consciousness occurs at certain time points only (Doerig, 

Scharnowski, & Herzog, 2019; Fekete, Van de Cruys, Ekroll, & van Leeuwen, 2018; Herzog, 

Kammer, & Scharnowski, 2016; W. James, 2013; VanRullen & Koch, 2003; White, 2018). 

II.5. What is the fate of unconscious elements? As mentioned, even when elements are not 

consciously perceived, e.g., because they are masked, they can still be fully processed as 

objects and influence conscious processes. Even more surprisingly, features of unconscious 

elements can be visible at conscious elements, presented at different times and locations 

(Nishida, Watanabe, Kuriki, & Tokimoto, 2007; Otto, Ögmen, & Herzog, 2006). For example, 

Otto et al. (2006) used masking to render a target unconscious. They showed that features of 

this unconscious masked target can be perceived consciously as features of unmasked 

elements presented later and at different spatial locations. What differentiates processing of 
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unconscious features and elements from conscious ones? If processing of unconscious 

features is fundamentally different from conscious ones how can they interact with each 

other?   

 

III – Hard criteria for a hard problem 

While the empirical literature blossomed, a comparable bonanza of ToCs emerged. These 

theories vary greatly in terms of what they aim to explain and how they explain it - ranging 

from quantum theories aimed at explaining human understanding, to computational theories 

aimed at explaining masking and attentional blink experiments. Here, we propose a list of 

criteria that, we propose, all empirical ToCs need to cope with, regardless of their underlying 

metaphysical positions. As we show in the next section, each ToC is challenged by at least one 

of the criteria. The aim of these criteria is to stimulate discussions about the strengths and 

weaknesses of different empirical approaches to consciousness. We see this list as a starting 

point. Other criteria may be proposed too.  

There are obvious criteria that any ToC needs to meet. For example, the scope of the theory 

must be clear: is the theory about the content of consciousness, the state of consciousness, or 

both? Moreover, as for any scientific theory, the proposed mechanism must be both necessary 

and sufficient to explain data about consciousness. In the following, we outline four further 

important criteria specific to consciousness research. 

 

III.1: Paradigm Cases of Consciousness & the Unconscious Alternative 

Paradigm cases of consciousness (Aaronson, 2014) are empirical phenomena focussed 

specifically on consciousness, and not on other co-occurring aspects. They must have 

conscious and unconscious alternatives, allowing us to pit conscious vs. unconscious 

processing against each other - otherwise one cannot be certain that consciousness per se and 

not other co-occurring processes is addressed (this is reminiscent of Baars' (1986) contrastive 

approach). In masking, for instance, the target is perceived consciously under certain 

conditions and it remains unconscious under other conditions. Going from long to short inter-

stimulus intervals (ISIs) between target and mask leads to a change from full target visibility to 

zero visibility. For certain ISIs the target is consciously perceived in 50% of trials. As mentioned, 
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in trials where the target is not consciously perceived, it can still influence processing (Figure 

1a). This is the unconscious alternative: the target is processed but not consciously perceived 

(Figure 2a&b). To explain a paradigm case, ToCs need to show how changes in their mechanism 

explain changes from consciousness to unconsciousness (Figure 2c).  

Importantly, it follows that introspection by itself does not allow one to study paradigm cases 

of consciousness. Indeed, introspection only addresses the conscious alternative since, by 

definition, we are unaware of the unconscious alternative. For example, when we are unaware 

of the masked target in a masking experiment, introspection does not provide any information 

about unconscious processing. Hence, although introspection may seem to offer a privileged 

window on consciousness, well-controlled experiments are needed to address paradigm cases.  

 

Figure 2: Paradigm cases of consciousness. a) In paradigm cases of consciousness, first, the phenomenology of 

consciousness is clear cut and, second, there are both a conscious and an unconscious alternative (for example 

wakefulness vs. death, perceived vs. non-perceived image in rivalry, visible vs. invisible prime in masking, etc). In 

all these cases, there is obviously something to explain about consciousness. b) In a masking experiment, we can 

fix one intermediate ISI for which the prime is consciously perceived on certain trials and not on others. The 

mechanism of a ToC needs to explain what causes this difference. A second avenue is to change the ISI 

parametrically. For short ISIs, the prime is invisible (the direct measure is zero). For longer ISIs, the prime is clearly 
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visible. The mechanism needs to explain in a parametric manner how consciousness emerges as a function of key 

components of the mechanism. One caveat with this method is that the mechanism should reflect a change in 

consciousness and not only in stimulus strength. There are methods to double dissociate the two (Schmidt & 

Vorberg, 2006). c) Theories must explain paradigm cases by proposing a mechanism explaining in which cases the 

conscious/unconscious alternatives occur. To this end, changes in the mechanism must reflect the observed 

changes of the paradigm case. A mechanism is not necessary if consciousness occurs when the mechanism 

predicts unconsciousness and it is not sufficient if the mechanism predicts consciousness but there is no 

consciousness. A mechanism that is neither necessary nor sufficient has no explanatory power and must be 

rejected because there is a double dissociation between the mechanism and consciousness. d) An ideal ToC 

proposes a necessary and sufficient mechanism for each paradigm case. This can be achieved by showing that 

changes in the mechanism account for changes from the conscious to the unconscious alternatives for all 

paradigm cases of consciousness. Explaining all paradigm cases is important, because a theory that can only 

explain binocular rivalry for example is just a theory of rivalry, not a ToC. 

 

Even though problems with this contrastive approach have been highlighted recently (Aru, 

Bachmann, Singer, & Melloni, 2012; Balsdon & Clifford, 2018), all that is needed is the existence 

of conscious and unconscious states, and methods to contrast them (but see Salti, Harel, & 

Marti, 2019, for an argument that the conscious vs. unconscious dichotomy is misguided). For 

visual masking, specific procedures have been established to differentiate between conscious 

and unconscious perception (reviews: Overgaard, Timmermans, Sandberg, & Cleeremans, 

2010; Schmidt & Vorberg, 2006). 

Paradigm cases with an unconscious alternative ensure that consciousness is the dependent 

variable in experiments, and contrast with approaches where only conscious states are 

investigated. For example, we already mentioned introspection. Other empirical approaches 

study only conscious (and not unconscious) states and their changes, such as how 

consciousness changes under the influence of LSD, other psychotropic substances or 

meditation (Carhart-Harris et al., 2014; Lutz, Dunne, & Davidson, 2007), or track changes in 

body ownership and map them to brain states (Faivre, Salomon, & Blanke, 2015). Other 

approaches target specific processes thought to be constitutive for consciousness, such as 

neural binding (Edelman, 2003), learning (Cleeremans, 2007), or insight (Hameroff & Penrose, 

2014). Because these approaches lack an unconscious alternative, they need to cope with the 

problem that they may be addressing other co-occurring processes instead of consciousness 

per se (see IV.1). 
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It is not enough to explain just a few paradigm cases. A theory of consciousness must be more 

general than a theory of binocular rivalry, otherwise it is merely a theory of rivalry. For example, 

the 6-neuron model of rivalry in figure 1c is not a model of consciousness. A rich 

phenomenology of consciousness is needed to move beyond toy models. The underlying 

commonalities between all paradigm cases need to be understood (Chalmers, 1996; 

Fingelkurts, Fingelkurts, & Neves, 2012; Haynes, 2009; Seth, 2016). Hence, ideally, a ToC should 

explain all paradigm cases by a principled mechanism (Figure 2d).  

In summary, our first criterion asks whether a ToC addresses paradigm cases of consciousness. 

If it does not, the ToC needs to provide a principled argument showing that it nevertheless 

targets consciousness per se. In addition, it is important for a ToC to provide principled reasons 

why it targets consciousness in general, beyond the specific paradigm cases it addresses15.  

 

III.2: The Unfolding Argument  

An important aspect is the level on which ToCs describe consciousness. For example, many 

ToCs situate consciousness at the level of functions performed by a system, while causal 

structure theories focus on the implementation level. Causal structure theories are ToCs that 

associate consciousness with the presence of the “right” kind of causal structure in a system.  

Consciousness occurs when neurons are connected in just the “right way”. Information 

Integration Theory (Tononi, 2004) and Recurrent Processing Theory (Lamme, 2006) are 

examples of causal structure theories. Both theories imply that recurrent processing is 

necessary and sufficient for consciousness. 

It is a mathematical fact that both recurrent and feedforward networks (along with many other 

kinds of universal function approximators) can approximate any input-output function to any 

degree of accuracy (Hornik, Stinchcombe, & White, 1989; Schäfer & Zimmermann, 2006). The 

inputs may be the stimuli of a rivalry experiment and the outputs are the participant’s 

responses such as button presses. Like all functions, this sensorimotor processing can be 

implemented equivalently in feedforward and recurrent networks. One can always unfold a 

recurrent network into a functionally equivalent feedforward network and vice versa. 

 
15 These latter two requirements echo the exclusiveness and exhaustiveness requirements of Reingold & 
Merikle, (1988). 
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Hence, feedforward and recurrent systems can perform in exactly the same way in a rivalry 

experiment, for example. The same is true for any possible experiment about consciousness. 

According to causal structure theories, the recurrent system is conscious whereas the 

feedforward system is not. As a consequence, the unfolding argument challenges causal 

structure theories because, if one accepts that two functionally identical systems can have 

different consciousness, these ToCs cannot be addressed empirically, and are therefore 

outside the realm of science (see Doerig et al., 2019 for a detailed presentation of the 

Unfolding Argument).  

As an example, Recurrent Processing Theory proposes that visual consciousness arises in 

primary visual cortex when recurrent processing kicks in (Lamme, 2006). However, these 

regions can in principle be replaced by feedforward equivalents without changing anything 

about their input-output function. Since there is no functional difference, a patient with such 

an implant behaves identically and does not report any difference. Hence, since the 

mechanism suggested by Recurrent Processing Theory can be replaced without any change in 

data about consciousness, this mechanism cannot be necessary to explain data about 

consciousness. 

Hence, our second criterion asks whether a ToC is subject to the unfolding argument. If so, the 

ToC needs to explain how experiments can support or falsify it.  

 

III.3: The Small & Large Network Arguments 

III.3.a. Conscious small networks. Herzog, Esfeld, & Gerstner (2007) showed that many ToCs 

imply that small networks with fewer than ten neurons are conscious. There are two 

alternative stances to deal with the small network argument. 

III.3.b. Fixing theories with additional constraints. First, a ToC may reject that the small 

networks are in fact conscious. In this case, the theory is not sufficient for consciousness 

because it cannot explain why the small networks are not conscious. Something is missing from 

the theory. To avoid this problem, it is often proposed that only small, non-crucial addendums 

need to be added.  

Size. For example, it was claimed that full consciousness occurs only in networks with many 

neurons (Taylor, 2007). However, a large network with millions of neurons “behaves” 
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identically to a single neuron if all neurons do the same thing. Thus, size by itself does not 

suffice. 

Complexity. An alternative proposal may be that complexity is crucial. However, for many 

definitions of complexity, even very small networks with less than 10 neurons exhibit 

complexity (Herzog et al., 2007; Oizumi, Albantakis, & Tononi, 2014).  

Crucial additional ingredients. Even if it were possible to “fix” these ToCs by adding just the 

“right” ingredients, it may be that these additional ingredients are more important to explain 

consciousness than the proposed mechanism itself. In general, when a mechanism is proposed 

to be only necessary, it needs to be clarified how much of the variance the mechanism explains. 

How crucial is it for consciousness? 

III.3.c. Panpsychism. Alternatively, a ToC may propose that small networks are conscious. In 

this case, the ToC implies a form of panpsychism: all or most elements in the universe are 

conscious. A criterion needs to be given to specify exactly which systems are conscious. This 

criterion is not constrained by empirical data because there are no paradigm cases for small 

networks. Therefore, it must always be chosen arbitrarily. Similarly to III.3.b, it needs to be 

shown that these additional ingredients are not crucial for consciousness, otherwise something 

important is missing from the theory. Hence, unless a principled argument is given to show 

why this ToC with these criteria is correct, panpsychist ToCs are not sufficient to explain 

consciousness. See Seth, 2018 and Frankish, 2016b for other methodological problems with 

panpsychism, and Goff (2017) for a defence of panpsychism. 

III.3.d. The large network argument. Accepting consciousness in small networks also poses a 

challenge for large systems. The human brain contains more than ten billion neurons. If 

networks with less than ten neurons can be conscious, the human brain may contain billions 

of conscious subsystems. One needs to provide an additional non-arbitrary criterion explaining 

which subsystem is conscious, or to deny the unity of consciousness. Unless a principled 

argument is given to show why this ToC with these criteria is correct, the ToC is not sufficient 

to explain consciousness. This problem is known in philosophy as the combination problem 

(Chalmers, 2017). 

In summary, our third criterion asks whether ToCs are subject to the small (and large) network 

argument and, if they are, how they deal with it. Do they embrace panpsychism and, if so, how 
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do they cope with the issues this raises? It is important for a ToC to be explicit about these 

points.  

 

III.4: The Multiple Realization Argument  

Another important question concerns which systems, apart from awake humans, are 

conscious. It is well known that any function can be implemented by different physical systems 

(Bechtel & Mundale, 1999; Fodor, 1974). A word processing system such as Microsoft Word 

can be run on many operating systems such as Unix, MacOS or Windows. Phenomenologically, 

there is no difference. However, there are large differences in the soft- and hardware 

implementations. Hence, simply pointing to the soft- and hardware used in the Windows 

implementation can neither explain what Microsoft Word is nor indicate in which other 

systems it can be instantiated. More precisely, although the soft- and hardware used in that 

implementation are sufficient to instantiate Microsoft Word, they are not necessary. Likewise, 

ToCs that explain consciousness by pointing to certain brain regions or characteristics claimed 

to be sufficient for consciousness need to explain why they are also necessary for 

consciousness. Hence, ToCs focussing on the normal human brain must either be generalizable 

to other systems, or provide a strong argument showing why only humans can be conscious. 

In the coming of age of artificial intelligence, these questions will become more and more 

pressing. 

For example, it was proposed that consciousness is mediated by thalamo-cortical interactions 

(Llinas, Ribary, Contreras, & Pedroarena, 1998). Thus, a question is whether animals without a 

thalamus can have consciousness? How about the human in figure 3? One simple counter-

argument to the multiple realization argument states that removing an adult's thalamo-cortical 

system makes the person unconscious, so it must be that the human in figure 3 has an 

equivalent of the thalamo-cortical system. However, then the question is which properties 

shared by the thalamo-cortical system and its equivalent in this person are important for 

consciousness? On top of these examples, the unfolding argument shows that all systems can 

be multiply realized for mathematical reasons. 

Hence, our fourth criterion asks whether ToCs are subject to the multiple realization argument. 

If they are subject to the argument, how do they cope with it?  
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Figure 3. A sagittal scan of a person with strongly reduced brain volume. The patient lives a normal life, has no 

cognitive problems, and is as conscious as any other human. It is not easy to map explanations of consciousness 

based on brain anatomy and connectivity to the brain of this patient (Feuillet, Dufour, & Pelletier, 2007).  

 

IV – Facing up to the criteria 

In this section, we briefly describe prototypical ToCs and subject them to the criteria outlined 

above. More ToCs are described in the appendix. Results are summarized in the discussion 

(Table 1). This review is not exhaustive because so much has been said about consciousness (it 

is potentially quicker to list phenomena to which consciousness has not been linked). We  have 

tried to provide a selection representing all the major approaches. We are very much aware 

that it is impossible to perfectly portray a ToC in a few lines because these theories are 

complex, multi-faceted and have seen many updates. For this reason, we are not interested in 

minute details but have instead tried to work out the prototypical ideas behind the various 

approaches. We do not wish to imply that when ToCs cannot cope with one of the criteria they 

should be dismissed. Our aim is simply to make challenges explicit and thus foster discussion 

about how best to deal with them. Hurried readers can pick their ToCs of interest and skip 

others. 

 

IV.1: Theories challenged by criterion I: Paradigm cases of consciousness 

Linking consciousness to a cognit ive process 
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Synopsis. Many cognitive processes have been linked to consciousness including learning 

(Cleeremans, 2007), body ownership (Faivre et al., 2015), language (Gazzaniga, 1970), 

integrated and egocentric encoding of the world (Barron & Klein, 2016) and homoeostatic 

bodily responses (Critchley, Wiens, Rotshtein, Öhman, & Dolan, 2004), to name a few. Some 

ToCs are not explicit as to whether the proposed cognitive process is necessary for 

consciousness, sufficient, or both. Other ToCs assert that the proposed cognitive process is 

necessary but not sufficient for consciousness (e.g. Cleeremans, 2007). Others identify 

consciousness with the proposed cognitive process, which is taken to be necessary and 

sufficient (Barron & Klein, 2016). Typically, the evidence for linking these cognitive processes 

to consciousness relies on the fact that they seem to always be associated with consciousness. 

Importantly, none of these proposals addresses paradigm cases. Hence for these type of ToCs, 

it is important to show that consciousness itself and not merely co-occurring processes are 

addressed. Even though there is a link to consciousness, it needs to be shown that the link is 

not only contingent. There may even be double dissociations. For example, language seems 

neither necessary nor sufficient in order to consciously perceive a patch of colour.  

Example: Subjectivity and the Hermann-Hering Grid: As an illustration, consider the illusory 

ghost spots in the Hermann-Hering Grid (Figure 4). They might be taken to reflect 

consciousness since they are purely subjective, i.e., only in the eye of the beholder. However, 

since there is no unconscious alternative, there is no reason to link the ghost spots to 

consciousness rather than other co-occurring processes. In fact, the illusory spots could be 

explained by simple facts of retinal processing (Figure 4, Baumgartner, 1978). More generally, 

for consciousness, it does not matter if there are real spots in the outer world causing a percept 

(distal stimulus) or if the retina or basic cortical processing “creates” these spots instead 

(proximal stimulus). To illustrate this with a simpler example: imagine a person holding up two 

fingers and, then, there is a change to five fingers. The content of consciousness has changed 

but clearly this experiment does not tell anything about consciousness since it was not the 

dependent variable: the observer was always conscious. What has changed are states of the 

outer world and accordingly trivially the content of perception and consciousness. The 

Hermann-Hering grid is simply an instance of non-veridical perception discussed in the context 

of consciousness. When a percept does not correspond to the “objective” reality, 

consciousness may seem to be involved, but this impression is usually mistaken. Illusions and 
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altered states of consciousness (under the effect of psychotropic substances for instance) face 

similar issues: it does not matter for consciousness how an illusion or the contents of an altered 

state of consciousness are created by the brain. The question is why these contents – and not 

others – are consciously perceived? There certainly is a change in content, but consciousness 

per se cannot be shown to change. 

 

Figure 4: The Hermann-Hering Grid. Black spots are perceived at the intersections of the white strips. Because 

these ghost spots are subjective, it seems they are directly linked to consciousness. However, the occurrence of 

the spots may be explained by basic retinal or cortical processing. An on-centre neuron fires more strongly to a 

white line than to two intersecting white lines because there is less inhibition in the first case, explaining why the 

spots are perceived only for the latter case. Receptive fields of two on-centre neurons are shown here. The more 

light falls in the red periphery of these neurons’ receptive fields, the less they fire. More recent explanations of 

the ghost spots rely on basic cortical processing (Blakeslee & McCourt, 2012). 

 

Example: Body Ownership and the rubber hand illusion. In the rubber hand illusion, participants 

can be tricked into attributing ownership of their real hand to a fake rubber hand (Botvinick & 

Cohen, 1998). They feel like the fake hand is their hand. There is no unconscious alternative, 

since the participant is having a conscious ownership experience the whole time. The 

experience simply changes from owning the real hand to owning the rubber one. The rubber 

hand illusion was used to study consciousness (Faivre et al., 2015). However, since there is no 

unconscious alternative, the situation is similar to the Hermann-Hering grid and the fingers 
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examples mentioned above. There certainly is a change in body representation, but 

consciousness per se is not shown to change. 

In summary, the main challenge for theories linking consciousness to a cognitive process is 

that, because they do not address paradigm cases, they may not address consciousness per se 

but instead other co-occurring processes. These ToCs need to make explicit why they are about 

consciousness. 

 

Linking consciousness to a neural or physical process  

Synopsis. Many theories identify consciousness with neural or physical processes. For example, 

neural feature binding has been proposed as the key feature of consciousness, and this binding 

has been explained by neural synchrony or re-entrant processing (Edelman, 2003; Grossberg, 

2017; Llinas et al., 1998; Singer, 2007). One of the most well-known theory linking 

consciousness to neural binding is Edelman's (2003) Neural Darwinism Theory (NDT). As a 

quantum physical example, Penrose and Hameroff’s Orchestrated Objective Reduction (Orch 

OR; Hameroff & Penrose, 2014) theory links consciousness with understanding, and then links 

understanding to quantum mechanical processes. Orch OR faces similar challenges as NDT (see 

appendix). 

Example: Neural Darwinism Theory (NDT). NDT proposes that the crucial property of 

consciousness is to bind neural information into a unitary percept. This claim is based on the 

observation that conscious states are highly diverse, yet always unified. Binding is proposed as 

the mechanism to create these diverse and unified conscious states and is explained in terms 

of assemblies of neurons firing synchronously in the thalamocortical system. Which neurons 

fire together is determined by a selectionist mechanism, called Neural Darwinism: circuits that 

give rise to useful percepts are selected and strengthened through epigenetic and synaptic 

plasticity. These synchronous neural assemblies are proposed to be in 1-1 correspondence 

with conscious states.  

Similarly to the approaches linking consciousness to a cognitive process, NDT does not have an 

unconscious alternative. Indeed, binding occurs in both conscious and unconscious processing. 

For example, unconscious priming can occur at the object level (James, Humphrey, Gati, 

Menon, & Goodale, 2000), suggesting that parts can be bound into wholes unconsciously. 
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Therefore, binding cannot be used to study differences between conscious and unconscious 

alternatives in paradigm cases.  

In summary, since there is no unconscious alternative, an important challenge for NDT is to 

show that it really targets consciousness in particular rather than perception in general (III.1).  

 

IV.2: Theories challenged by criterion II: The unfolding argument 

Causal structure theories  

Synopsis. Theories that address paradigm cases aim to predict changes from the unconscious 

to the conscious alternative in experimental paradigms. In order to do so, several ToCs focus 

on how elements of a system interact. If the system has the “right” kind of causal structure, 

i.e., if its elements interact in the “right” way, it is conscious. Otherwise, it is not. The two most 

well-known examples are Recurrent Processing Theory (Lamme, 2006) and Integrated 

Information Theory (Tononi, 2004). Causal structure theories need to address the unfolding 

argument and often the small network argument. In the following, we present IIT as an 

example. RPT faces similar challenges (see appendix). 

Example: Integrated Information Theory (IIT). IIT was first proposed by Tononi (2004). The 

theory starts with a set of five axioms proposed to capture the phenomenological properties 

of consciousness. The unity of consciousness (II.3.b) is an axiom, for example. These axioms 

are translated into mathematical postulates, from which it is derived that consciousness 

corresponds to integrated information. The amount of information integrated by a system, and 

therefore its level of consciousness, is quantified by a number: Φ. Importantly, Φ is computed 

based on the causal structure of the system. In particular, feedforward networks always have 

Φ = 0 and recurrent networks always have Φ > 0. When several subsystems have Φ > 0, the 

unitary consciousness of the system as a whole is determined by the subsystem with the 

maximal Φ. 

IIT addresses both state and content paradigm cases of consciousness. Conscious states occur 

if and only if Φ > 0 (so unconscious states occur when Φ = 0). For conscious content, a feature 

(e.g. the target in a masking experiment) is consciously perceived if its representation 

contributes to the network that determines Φ > 0. The unconscious alternative for conscious 
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contents occurs when the feature of interest is not represented in the network that determines 

Φ > 0.  

Like all other causal structure theories, IIT faces the unfolding argument (III.2) because systems 

with identical input-output functions can have Φ = 0 or arbitrarily high Φ. The Unfolding 

argument also shows that systems with identical input-output functions can have arbitrary 

conscious content, according to IIT (Doerig et al., 2019). For example, a system participating in 

a rivalry experiment may report that it is seeing the cat image from figure 1 when, according 

to IIT, it is experiencing the smell of ham. In principle, it can experience any content of 

consciousness while reporting that it sees a cat.  

IIT also faces the small network argument (III.3). Proponents of the theory accept that two 

recurrently connected neurons are indeed conscious and accept panpsychism (Oizumi, 

Albantakis, & Tononi, 2014; Tononi & Koch, 2015).  Another problem is that the axioms do not 

uniquely specify the complexity measure, i.e., other measures than Φ fulfil the axioms as well 

(Bayne, 2018), but lead to very different empirical results (Mediano, Seth, & Barrett, 2018). 

Moreover, IIT also faces the “large network argument” (III.3.d). For example, gravitational 

interactions between celestial objects in a galaxy integrate information and therefore have Φ 

> 0. Consciousness is attributed only to the subsystem with the highest Φ locally. Since a system 

always has larger or equal Φ than any of its subsystems (either the subsystem is the local 

maximum of Φ or it is lower than that), depending on how we interpret “locally”, only the 

Universe has consciousness because it has the highest Φ. IIT needs a criterion for 

differentiating subsystems.  

In summary, the main challenge for IIT is that the Unfolding Argument suggests that the theory 

cannot address empirical data about the state nor about the content of consciousness. IIT 

needs to show how it can deal with the unfolding argument (see section III.2). Moreover, IIT 

faces the small and large network arguments. It embraces panpsychism proposes a criterion 

for determining which small networks are conscious, but needs a more precise criterion for 

large systems. 
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IV.3: Theories challenged by criterion III: The small/large network argument 

Computational theories  

Synopsis. Many important ToCs are of computational nature. These theories have several 

advantages: they address paradigm cases, fit comfortably within the modern information 

processing framework of neuroscience and deal convincingly with the unfolding and the 

multiple realization arguments. However, they need to deal with the small network argument. 

We present two of the leading ToCs, Global Workspace Theory and Higher Order Thought 

Theory as examples. Two other ToCs, Predictive Processing Theory and Grossberg’s Adaptive 

Resonance Theory are presented in the appendix. 

Example: Global Workspace Theory (GWT). GWT was first put forward by Bernard Baars (Baars, 

1993;  Baars, Franklin, & Ramsoy, 2013). Dehaene and collegues subsequently proposed the 

global neuronal workspace theory (Dehaene & Naccache, 2001). GWT postulates that 

conscious experiences reflect a flexible binding and broadcasting function in the brain. That is, 

peripheral coalitions of neurons compete in a winner-take-all fashion and the winner 

broadcasts information to the whole brain, thus binding features of different modalities into a 

coherent conscious percept. “To be consciously accessible, information must be encoded as 

an organized pattern of neuronal activity in higher cortical regions, and this pattern must, in 

turn, ignite an inner circle of tightly interconnected areas forming a global workspace” 

(Dehaene, 2014). For example, different interpretations of a visual scene may compete until a 

winner is globally “broadcast”, giving rise to a unified conscious experience. In its simplest 

version, the workspace model comprises peripheral neurons that project to central neurons, 

which in turn bind information together and broadcast this information to the entire network.  

GWT addresses paradigm cases including the attentional blink (Sergent, Baillet, & Dehaene, 

2005), masking (Dehaene et al., 2001), and wakefulness vs. sleep (Dehaene, Sergent, & 

Changeux, 2003). The broadcasting mechanism has conscious and unconscious alternatives. 

For example, in masking, it was found that activity spreads more in the cortex when the target 

is consciously perceived than when it is not. The explanation is that the target becomes 

conscious when it enters the workspace and remains unconscious when the mask prevents the 

target from entering the workspace. GWT is not subject to the unfolding and multiple 

realization arguments because broadcasting is a general concept, which can be implemented 
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in many different ways (even though GWT is usually framed in recurrent terms, recurrence is 

not essential (Doerig et al., 2019)).  

The small network applies because the global workspace architecture and broadcasting can be 

realized with very few neurons. For example, a network consisting of two peripheral neurons 

connected to a small recurrent global workspace fulfils the criteria for consciousness proposed 

by GWT. Proponents of GWT do not usually concede and grant consciousness to these small 

networks, so additional criteria are needed to explain why they are not conscious. As explained 

in section III.3.b, simple addendums cannot fix the problem, so something crucial seems to be 

missing from the theory. 

Moreover, billions of subsystems in the brain have a GW architecture so GWT faces the large 

network argument (III.3.d). Another additional criterion is needed to decide which one of them 

gives rise to our seemingly unitary conscious experience, or GWT needs to give up the unity of 

consciousness. Finally, the need for additional criteria is also highlighted by the existence of 

systems such as the immune and the vegetative nervous systems, which can also be seen as 

having a GW structure with broadcasting but are not granted consciousness by GWT.  

In summary, the main challenge for GWT seems to be that it grants consciousness to too many 

systems. Moreover, broadcasting is only vaguely defined and it is not always clear to which 

systems it applies. Therefore, GWT needs to provide criteria to cope with the small network 

argument.  

Example: Higher Order Thought Theory (HOTT). HOTT is another popular theory subject to the 

same kind of challenges as GWT. While HOTT originated in philosophical circles (Rosenthal, 

1986, 2002) and has mostly been couched in cognitive terms, it has more recently made its 

way into the arena of neuroscientific theories of consciousness (Lau & Rosenthal, 2011). There 

are a few variants of higher-order theories of consciousness (Rosenthal, 2004; Lau & Rosenthal, 

2011) but the gist of HOTT is this: One is conscious of a first-order representation X if, and only 

if, one has a higher-order representation to the effect that one is currently representing X. One 

prominent neuroscientific take on HOTT posits that specific areas of pre-frontal cortex involved 

in metacognition are directly involved in the formation of HOTs (Lau & Rosenthal, 2011). HOTT 

can be contrasted with first-order theories such as IIT, which posit that consciousness of X 

depends only on the first-order neural representation of X. 
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HOTT addresses paradigm cases of consciousness such as visual masking (Lau & Rosenthal, 

2011). There are conscious and unconscious alternatives, depending on whether or not the 

first order representations are subjects of HOTs. In the example of masking, the mask is the 

subject of a higher order thought, but it prevents higher order thoughts from reaching the 

target, which therefore is not perceived. 

HOTT faces different challenges depending on how it is interpreted, because what exactly 

constitutes a HOT is not rigidly defined. Depending on the interpretation, either the small 

network or the multiple realization arguments may apply. At one extreme, if we interpret 

higher order thoughts as a simple 2-stage computation, HOTT is subject to the small network 

argument because any 2-stage computer program is conscious. In this case, HOTT needs to 

propose criteria to distinguish which systems are conscious and to explain which subsystems 

of the brain contribute to our seemingly unitary conscious experience. At the other extreme, 

HOTs may simply refer to the everyday concept of human thinking. In this case, HOTT is not a 

computational theory and the multiple realization argument applies. In this case, HOTT needs 

to explain which systems are conscious apart from humans, and why. These extreme 

interpretations of HOTT are never explicitly held, but they illustrate why intermediate 

interpretations of the theory would also face a mix of the small network and multiple 

realization arguments.  

In summary, HOTT needs to explain hot it can simultaneously cope with the small network and 

the multiple realization arguments.  

 

IV.4: Theories challenged by criterion IV: The multiple realization argument 

Biological Theories 

Synopsis. Many studies have investigated the neural correlates of consciousness (Koch, 

Massimini, Boly, & Tononi, 2016; Rees, Kreiman, & Koch, 2002). For example, brain areas 

correlating with the conscious percept in binocular rivalry were found (Tong, Nakayama, 

Vaughan, & Kanwisher, 1998). However, in general, correlates cannot tell about the underlying 

causes and mechanisms. Quite a few researchers went further and identified certain biological 

properties of the brain as essential for consciousness. Examples include NMDA synapses (Flohr, 

1992), processing in layer 5 of V1 (Crick & Koch, 2003), the claustrum (Crick & Koch, 2005), 

gamma-band oscillations (Buzsáki & Draguhn, 2004), thalamocortical loops (Llinas et al., 1998), 
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or the microgenesis of consciousness in the thalamus (Bachmann, 2000). In general, these 

theories need to address the multiple realization argument because they focus only on 

consciousness in humans and cannot tell which other systems may be conscious. We portray 

Llinas’ Thalamocortical Loops Theory (TLT) as an example.  

Example: Thalamocortical Loops Theory (TLT). Llinas et al. (1998) link consciousness to neural 

binding. The proposed mechanism involves gamma-band oscillations in thalamocortical loops, 

which bind information from different modalities by synchronizing the firing of neurons. 

Different cortical regions represent different contents, which are bound into a unitary 

conscious percept by the gamma band oscillation. The intralaminar nucleus in the thalamus 

generates the oscillation. Accordingly, it has been observed that damage to the intralaminar 

nucleus leads to coma. Consciousness is temporally discrete because the gamma oscillations 

create conscious snapshots (Joliot, Ribary, & Llinas, 1994). 

TLT links consciousness to neural binding, addresses paradigm cases and proposes an 

unconscious alternative. For example, the difference between wakefulness and dreamless 

sleep (a paradigm case) is explained by a difference in the amplitude of the thalamocortical 

oscillations. High amplitude corresponds to the conscious and low amplitude to the 

unconscious alternative. 

The multiple realization argument applies: what is really necessary for consciousness in the 

thalamocortical system? Even if it is true that removing the thalamocortical system from adult 

humans renders them unconscious, a sentient being without a thalamocortical system (for 

example the human in figure 3) may still possess consciousness because his brain may 

implement the crucial functions fulfilled by the thalamocortical system in a different way. 

Moreover, the unfolding argument opens up the possibility that other implementations of the 

thalamocortical system are possible.  

In summary, TLT faces the multiple realization argument and needs to explain what is special 

about the thalamocortical system.  

 

Cognitive theories  

Synopsis. Certain theories propose a cognitive mechanism for consciousness. These theories 

are usually not subject to the unfolding argument and small network argument because their 
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mechanisms are very complex, involving for example language or attention. The price paid is 

that the mechanisms are usually vaguely described, provoking the multiple realization 

argument. These theories are different from theories in section IV.1, because, rather than 

merely linking consciousness with a cognitive process, they provide an explanation of how the 

proposed cognitive mechanism differentiates between conscious and unconscious 

alternatives. Here, we portray the Attention Schema Theory (AST) as an example. O’Regan & 

Noë's (2001) Action Percetion Loop Theory and Damasio's (2010) Self Comes to Mind Theory 

are presented in the appendix. 

Example: Attention Schema Theory (AST). According to AST, the brain is equipped to track the 

attention of others via cues, such as gaze direction and body language. This tracking 

mechanism is used to infer the mental state of others and to predict their behavior. Here 

“attention” is defined in general terms as the highlighting of a subset of all currently available 

neural information for more in-depth processing. The focus of attention can, in any given 

instance, be directed exogenously at specific sensory information or endogenously at a 

memory or fantasy that one is currently entertaining. Not having direct access to the physical 

processes that underlie the directing of attention in the brains of others, the brain represents 

the attention controller as something ethereal that we come to know as “consciousness” 

residing in others. When this same model is turned inwards and used to describe our own 

attention-directing mechanism, we come to attribute consciousness to ourselves. With 

notable exceptions, every bit of neural information to which we direct our attention becomes 

tagged with a special attribute, an ineffable “something extra”, that we have come to know as 

qualia. Thus, just as the brain maintains a body schema, which continuously tracks the relative 

position of one’s body parts in space, the brain also maintains an “attention schema” which 

continuously tracks one’s current focus of attention. According to the theory, consciousness 

and qualia are perceptual attributions, not fundamentally different from other perceptual 

attributions such as color or texture. According to Graziano, the temporo-parietal junction is a 

central hub in the implementation of the attention schema in the human brain.  

AST is special because it is the only explicitly illusionist theory reviewed here. Illusionists usually 

argue against metaphysical ideas about the nature of consciousness, mainly against the 

existence of qualia as distinct non-physical entities (see Section I). If AST or other illusionist 

ToCs argue only at this metaphysical level, our criteria do not apply. However, if AST seeks 
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empirical support from data about consciousness (i.e., if it purports to explain masking, sleep, 

etc.), our criteria apply. 

The proposed mechanism, i.e., the tracking of attention, can address paradigm cases of 

consciousness in principle: There are both conscious and unconscious alternatives, depending 

on whether information is tracked by the attention schema. Content paradigm cases are 

addressed by looking at which contents are the subject of attention. Different states of 

consciousness could be explained by different states of the tracking process. Since AST is not a 

causal structure theory, it does not face the unfolding argument.  

AST does not provide a clear-cut description of its mechanism, which leads either to the 

multiple realization argument or the small network argument. The main question is: what 

defines attention tracking? If there is no computational explanation of what really counts as 

attention tracking according to AST, the multiple realization problem arises: what is crucial for 

consciousness in the human implementation of attention tracking? If instead attention tracking 

is defined computationally (for example as maps tracking where enhanced information 

processing occurs), the small network argument poses a problem.  

In summary, AST needs to explain why it can evade both the multiple realization and the small 

network arguments. 

 

V – Discussion 

Modern neuroscience has developed many tools and paradigms to investigate consciousness 

empirically (masking, rivalry, crowding, continuous flash suppression, neural recordings, 

anaesthesia, …), and many more may come. Through these phenomena, consciousness can, at 

least partly, be addressed as any other scientific topic, leaving metaphysical questions aside. 

In parallel, a puzzling plethora of ToCs was proposed. We suggest that this exuberance of 

different theories points to a lack of stringent criteria in consciousness science. Consequently, 

the major goal of this contribution was to put forward a list of criteria that empirical ToCs need 

to address.  

As mentioned, we do not claim to have fully described the many facets of the theories we 

reviewed.  In addition, we do not propose that ToCs challenged by our criteria should be 

discarded. To the contrary, our analysis is meant to explicitly address these challenges and, in 
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this way, to provide a common framework to discuss and compare ToCs systematically. We do 

not propose that the criteria are exhaustive and unique. To the contrary, we see this 

contribution as a stepping stone to develop agreed upon criteria that foster theory evaluation 

and selection. In the following we classify ToCs in four classes, depending on how they cope 

with our four major criteria.  

 

Class I: ToCs that do not address paradigm cases of consciousness  

A first, large class of ToCs addresses consciousness only indirectly via phenomena proposed to 

be identical or closely associated with consciousness (see NDT and Orch OR, Table 1). As we 

have shown, most of these ToCs first motivate why the proposed phenomenon is crucial for or 

identical with consciousness and then work out the details of the phenomenon rather than the 

details of consciousness. These ToCs usually do not address paradigm cases of consciousness. 

For this reason, it is not always clear whether the proposed phenomenon is in fact linked with 

consciousness at all. Sometimes the link can be described as a mystery meeting another 

mystery. To quote Pinker (2007), “[Q]uantum mechanics sure is weird, and consciousness sure 

is weird, so maybe quantum mechanics can explain consciousness”. Class I ToCs need to specify 

whether the proposed phenomenon is necessary, sufficient, or only linked to consciousness, 

and clarify why and how. It is important to show that consciousness is really addressed, and 

not only a co-occurring process. 

Class II: ToCs that are subject to the unfolding argument  

ToCs of class II identify consciousness with causal structures (see IIT and RPT, Table 1). In some 

way, these ToCs locate consciousness on the level of hardware rather than software. These 

theories address paradigm cases and certain characteristics of consciousness, such as unity. 

They provide clear cut mechanisms proposed to be necessary and sufficient, and make 

quantitative predictions about the empirical characteristics of consciousness listed in section 

II. However, these ToCs are challenged by the unfolding argument because they imply that 

empirically identical systems have different consciousness. Any function can be implemented 

by many different systems with different causal structures. Hence, it seems that there can be 

no consistent link between causal structures and experimental results. Proposing simple, clear 

cut causal structures as sufficient for consciousness seems to open the door too wide. This is 
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also the reason why the small and large network arguments apply. Hence, class II ToCs need to 

address and clarify how they can cope with the unfolding and small network arguments. 

Class III: ToCs that are subject to the small network argument  

Class III ToCs propose that computational aspects are identical with consciousness (see GWT, 

HOTT, PPT and ART, Table 1). These ToCs address paradigm cases, address the empirical 

characteristics of consciousness listed in section II and successfully deal with the unfolding and 

multiple realization arguments because they are independent of the specific implementation 

and apply to any type of creature. However, they seem to fall prey to the small (and large) 

network argument because they are too unconstrained, and hence apply to too many systems. 

Hence, the proposed mechanisms do not seem sufficient and therefore additional criteria are 

required (section III.3.b). The extent to which the proposed mechanism is crucial for 

consciousness needs to be demonstrated.   

Class IV: ToCs that are subject to the multiple realization argument  

ToCs of Class IVa identify consciousness with biological processes. Some ToCs propose that 

certain biological systems or processes are crucial for consciousness (see TLT and NMDA, Table 

1). ToCs of Class IVb identify consciousness with cognitive processes (see AST, APLT and SCMT, 

Table 1).  

Class IV ToCs address paradigm cases by specifying how the candidate process plays a crucial 

role in the transition from unconsciousness to consciousness. Most of these ToCs avoid the 

unfolding and the small (and large) network arguments because they attribute consciousness 

mainly to humans instead of proposing a clear cut mechanism applicable to any system. 

However, for this reason, the multiple realization argument kicks in, and it is seems unclear 

whether these ToCs address the empirical characteristics of consciousness presented in 

section II. One way out of this problem is to provide a precise computational formulation of 

the proposed biological or computational process. However, in this case, the ToC becomes a 

class III theory and the small network argument may apply. 

Summary of ToC classes 

Table 1 shows which ToCs are subject to which criteria, and which empirical characteristics of 

consciousness each ToC addresses. In general, ToCs remain very implicit about the scope of 

which empirical phenomena they address, and how they differ from other ToCs in their 



Crowding and the Architecture of the Visual System. Appendix II – Hard Criteria for a Hard Problem 

261 
 

predictions (but see Ball, 2019 for an effort to empirically pit GWT vs. IIT). Class I ToCs need to 

show that they are about consciousness rather than co-occuring processes, because they lack 

an unconscious alternative and therefore cannot address paradigm cases. Class II-IV ToCs 

address paradigm cases and propose a necessary and sufficient mechanism for consciousness. 

Because they propose a mechanism, they make clear cut predictions about the empirical 

characteristics of consciousness of section II. However, class II ToCs are vulnerable to the 

unfolding argument and the small (and large) network argument. Class III ToCs are not subject 

to the unfolding argument due to their computational nature, but they are subject to the small 

and large network arguments. Class IV ToCs avoid these problems because they attribute 

consciousness mainly to humans. However, these ToCs do not generalize to other systems, so 

the multiple realization argument applies. If class IV ToCs propose a specific computational 

implementation, they become class III ToCs and the small network argument kicks in if the 

mechanism is too simple.  

Table 1: Summary of how ToCs cope with our criteria. The classification presented here should be seen as our 

interpretation, and aims to foster discussion. Top: Criteria. Green indicates that a ToC successfully copes with the 

associated criterion, red that it does not. Orange boxes indicate that the ToC faces either the small network or 

the multiple realization argument, depending on how one interprets the ToC. This is due to loosely defined 

mechanisms: if the mechanism is interpreted as a straightforward computational mechanism (such as a simple 

implementation of attention through recurrent amplification), the small network argument arises. If instead the 

mechanism is a complex process found only in the human brain (for example “attention” understood as a brain 

process), the multiple realization kicks in. We propose that at least one of the two orange boxes is red for these 

theories in their current formulation. Details are given in the corresponding parts of section IV and in the 
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appendix. Theories are described in section IV or in the Appendix. Bottom: The scope of theories. Light green 

indicates that the ToC explicitly addresses the associated empirical characteristic of consciousness. Light red 

means it does not. The empirical characteristics are described in section II. As mentioned, ToCs are not always 

explicit about the scope of what they address and what exactly they aim to explain. For this reason, the above 

table partly reflects our own understanding of ToCs. In addition, different versions and interpretations of a ToC 

can change the above classifications. This table can be seen as an invitation to discuss, take sides and make 

commitments. Theory acronyms: NDT – Neural Darwinisn Theory, Orch OR – Orchestrated Objective Reduction, 

IIT – Information Integration Theory, RPT – Recurrent Processing Theory, GWT – Global Workspace Theory, HOTT 

– Higher Order Thought Theory, PPT – Predictive Processing Theory, ART – Adaptive Resonance Theory, TLT – 

Thalamocortical Loop Theory, NMDA – NMDA Theory, AST – Attention Schema Theory, APLT – Action Perception 

Loops Theory, SCMT – Self Comes to Mind Theory.  

 

Conclusions 

The many ToCs in classes II-IV directly address consciousness through paradigm cases. In 

general, it is important for each ToC to unearth the common characteristics of paradigm cases 

(Chalmers, 1996; Fingelkurts et al., 2012; Haynes, 2009; Seth, 2016). Whether we have 

sufficient data, experimental paradigms, etc., at the moment remains an open question. 

Maybe the plethora of ToCs simply reflects the fact that we have too few experimental 

constraints. It is possible that with more data and a more detailed view of the subprocesses of 

consciousness, the mystery will evaporate, similarly to what happened with the discussion 

about the “nature” of life. Nowadays biologists understand what life is, but there is no “theory 

of life” (Machery, 2012). It is the entirety of subprocesses such as homeostasis, reproduction, 

etc., that differentiates life from non-life.  

Current ToCs do not take this approach. Instead, a characteristic of all ToCs is that they identify 

consciousness with something else, i.e., all ToCs are identification theories. To illustrate this 

with a metaphor: Banksy is a street artist whose private identity is unknown. It may be your 

neighbour. You know there is a street artist and you know your neighbour, but you do not know 

that they are identical (Kripke, 1972). Similarly, all ToCs suggest that consciousness is identical 

to something we know already and propose to elucidate the link between the two. 

Consciousness is not something “new”. ToCs differ in what they identify with consciousness. 

For example, GWT identifies broadcasting with consciousness, and IIT identifies systems with 

Φ > 0 with consciousness. One difficulty is that identifying consciousness with clear cut 

mechanisms such as recurrence or a mathematical definition of integrated information easily 
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leads to the small network or the unfolding argument. Relatedly, a theory explaining rivalry, 

masking and sleep is a theory of the three but not necessarily a theory of consciousness. As 

soon as a concrete model is proposed, the small network argument becomes threatening and 

the question arises whether a small system implementing this model is conscious – which is 

nothing other than the hard problem of consciousness. Vague mechanisms camouflage this 

issue. Perhaps for this reason, ToCs often identify consciousness with a rather vague, 

metaphorical or little understood aspect, such as broadcasting, attention, complexity, neural 

binding, or quantum states. In this line, it is not surprising that few ToCs make detailed 

predictions. For example, no ToC aims to predict the gamma distribution, which describes the 

frequency of conscious switches in binocular rivalry (Levelt, 1967), which is usually left to 

research about rivalry. In short, identifying consciousness with something precise leads to a 

slippery slope with the small network and unfolding arguments at the bottom, and identifying 

consciousness with a vaguer property makes it difficult to make detailed predictions and to 

cope with the multiple realization problem. Although it may turn out that these hurdles can be 

overcome so that identifying consciousness with a known phenomenon will ultimately 

succeed, we propose that these challenges are serious and must be confronted. 

Another option is that consciousness is something “new”. The current situation in 

consciousness research seems to be similar to the discussion of ancient people about 

magnetism, where magnetic phenomena were identified with the entities of the time, e.g., 

souls. Likewise, consciousness is most often explained by entities and theories of today, such 

as neural, cognitive, or computational processes. However, to explain magnetism, it was 

necessary to understand other phenomena, such as electricity, beforehand. Maybe 

consciousness is a “solution”, a by-product, or a core component of a computational challenge 

that information processing systems need to solve – and that we have not discovered yet.  

Whatever the final answer to these questions are, theoretical frameworks clarifying the link 

between empirical data and ToCs are crucial in order to compare theories and make progress 

in consciousness science. The criteria we propose are intended as a first set of guidelines to 

foster discussions about consciousness as an empirical phenomenon.  
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Appendix 

Linking consciousness to neural or physical processes  

Orchestrated Objective Reduction (Orch OR). Based on Gödel’s incompleteness theorems, the 

Orchestrated Objective Reduction (Orch OR) theory by Penrose and Hameroff proposes that 

mental aspects such as understanding, free will or insight, are not Turing machine computable 

(Penrose, 1999). Hence, a non-computable mechanism must be at work, such as the objective 

reduction (OR) of quantum wave functions, which has an inherent non-predictable stochastic 

component. OR events are proto-conscious moments, without meaning or information. Proto-

conscious OR events are a basic property of the entire universe. A minimal moment of 

consciousness occurs every time an OR event occurs. In the brain, OR events do not occur at 

random. Instead, microtubules “orchestrate” (Orch) OR events in such a way that meaningful 

conscious moments emerge. In this way, human consciousness corresponds to Orchestrated 

Objective Reduction (Orch OR) events. 

Orch OR links free will, creativity, insight and understanding to consciousness. A quantum 

mechanism explains these cognitive phenomena. Importantly, Orch OR probably also occurs in 

unconscious processing. Hence, there is no unconscious alternative so Orch OR cannot address 

paradigm cases. As a side comment, it is also far from consensual that Orch OR events can 

occur at all in the brain or that they can explain cognitive effects (but see Hameroff & Penrose, 

2014).  

In summary, because it does not address paradigm cases, Orch OR needs to explain why it 

targets consciousness per se. 

 

Causal structure theories  

Recurrent Processing Theory (RPT). Lamme (2006) argued that a neural description of 

consciousness is needed because reportability might not always be adequate for measuring 

consciousness. For this reason, he proposed that consciousness can simply be measured by 
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whether or not recurrent processing is present. In vision for example, there is first a forward 

sweep of information processing that occurs unconsciously. Consciousness emerges when 

subsequent recurrent processing allows different specialized visual regions to communicate. 

RPT proposes that recurrent processing is necessary and sufficient for consciousness. 

RPT addresses paradigm cases (masking for example in Lamme, 2006), and recurrent 

processing is a mechanism with both conscious (there is recurrent processing) and unconscious 

(there is no recurrent processing) alternatives. The multiple realization argument does not 

apply since recurrent processing can be implemented in many systems.  

The unfolding argument (III.2) suggests that there may be a double dissociation between RPT 

and paradigm cases of consciousness because any computational task performed by a 

recurrent network can be carried out identically by feedforward networks. The small network 

argument (III.3) arises since a two-neuron network can implement recurrent processing and 

should therefore be conscious, leading to a sort of panpsychism. For the same reason, RPT also 

needs to address the large network argument (III.3.d). 

In summary, RPT needs to explain how it copes with the unfolding and small network 

arguments. 

 

Computational Theories  

Predictive Processing Theory (PPT). The brain is often seen as a predictive processing machine 

(Clark, 2013; Friston, 2010; Rao & Ballard, 1999). The idea is that the brain uses a generative 

model to explain its input stream with a complex web of top-down predictions. For example, if 

a dog excites the retina, the generative model predicts what the retinal activation looks like, 

and how it will change. Failures to predict the sensory input result in prediction errors, and 

top-down predictions try to cancel these error signals. We experience a structured world with 

dogs, cats, houses, and even abstract entities such as parliaments or mental states because 

they are contents of the generative model. Predictive processing has often been associated 

with consciousness (Friston, 2013; Rudrauf et al., 2017; Seth & Tsakiris, 2018). For example, 

Rudrauf et al. (2017) identify core aspects of consciousness with specific computational 

mechanisms, of which predictive processing is paramount. 
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PPT addresses paradigm cases such as binocular rivalry for example: only one image at a time 

is inferred as the cause of the input stream. The other image is not, and therefore it is not 

perceived (unconscious alternative). The unfolding argument does not apply, because 

predictive processing can be unfolded. 

The main question is what defines predictive processing? If it is restricted to the human brain, 

there is no computational understanding of the crucial characteristics and the multiple 

realization problem arises. If instead it is defined by simple mechanisms (such as classic 

predictive coding networks proposed by Rao & Ballard, 1999), the small network argument 

kicks in.  

In summary, PPT needs to show that it can cope simultaneously with the small network and 

multiple realization arguments. 

 

Adaptive Resonance Theory (ART). Grossberg (2017) proposed that consciousness occurs when 

neurons are in an Adaptive Resonant (AR) state. AR states occur when top-down expectations 

are combined with bottom-up sensory information. Top-down expectations take the form of a 

memory template that is compared with the actual features of an object as detected by the 

senses in a recurrent loop. All conscious states are proposed to be AR states, but the converse 

is not true. In computational models, AR states match subjective effects such as illusory 

contours, which are only in the eye of the beholder (see IV.1 and the Hermann-Hering grid). 

These effects are not “in” the stimulus, but they are present in conscious experience.  

ART offers both conscious and unconscious alternatives (there may or may not arise an AR 

state after stimulus presentation for example), and addresses paradigm cases of consciousness 

such as masking. There is no multiple realization problem since AR states can be implemented 

in many systems. However, AR states can be implemented with very few neurons, so the small 

and the large network argument apply (III.3). Moreover, depending on the interpretation of 

ART, the unfolding argument may apply (III.2).  

In summary, ART needs to specify how it copes with the small network argument. 

 

Cognitive theories 
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Self Comes To Mind (SCM). For Damasio (2010), the self is the key to consciousness. The self is 

a collection of neural processes centred on representing and monitoring the state of the body 

in order to maintain homeostasis. The crucial step in the emergence of consciousness is not 

about perception, i.e., the creation of the content of consciousness, but making the percepts 

our percepts. The self is vital because it acts as a witness to the mind, and this is the only way 

we can know about mental events. Thus, we become conscious of events when the 

corresponding representations interact with the self.  

The brain maps the world around it and it maps its own properties. Those maps are 

experienced as images in our minds. The special kind of mental images of the body produced 

in body-mapping structures, constitutes the protoself. Interacting with an object leads to that 

object’s representation in maps, and changes the state of the body, thus altering to protoself. 

This brings the object into consciousness. It becomes salient. This intrinsically present-moment 

form is termed core consciousness. In brains endowed with abundant memory, language, and 

reasoning, narratives with this same simple origin and contour are enriched, thus producing a 

well-defined protagonist, an autobiographical self. Thus, the entire fabric of a conscious mind 

is created from the same cloth — images generated by the brain’s map-making abilities. 

Critchley et al. (2004), Park & Tallon-Baudry (2014) and Faivre et al. (2015) have also argued 

that self representations in the brain are crucial for consciousness. 

The proposed mechanism is the interaction of the self and other representations. SCM is not 

geared towards paradigm consciousness but is rather about subjectivity and cognition in 

general, such as how the inner and outer world are mapped and how these maps may interact. 

Nevertheless, state paradigm cases such as coma vs. wakefulness are addressed (they 

correspond to different states of the self representations) as well as content paradigm cases 

such as masking (because the mask precludes the target from interacting with the self 

representations). There is an unconscious alternative when the object representation and the 

self do not interact. The multiple realization argument is a challenge, asking what is special 

about the human implementation of the self. Presumably, this self could be implemented in 

other processes, but SCM lacks a mechanistic explanation to specify which ones. 

In summary, SCM needs to explain what is special about the human self, to cope with the 

multiple realization argument. 
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Action-Perception Loop Theory (APL). O’Regan & Noë (2001) proposed a “sensomotor 

contingency” approach, where perception occurs in a closed loop of action and information 

processing. Consciousness emerges when attention and planning are crucial. For example, 

driving a car is normally an automatic and unconscious process. Conscious perception, for 

example of a traffic sign, occurs when route planning and, hence, attention become important.  

The mechanism of APL is that consciousness kicks in when attention kicks in. It addresses 

paradigm cases of consciousness, such as change blindness, where objects in a scene are 

missed if no attention is paid to them (e.g., 

https://www.youtube.com/watch?v=IGQmdoK_ZfY). Hence, APL offers an unconscious 

alternative. As another example, coma corresponds to the breakdown of attentional 

mechanisms.  

The main challenges for APL stem from its vague mechanism. The question is what defines 

attention? If attention is restricted to human attention, there is no generalizable 

understanding of the crucial characteristics and the multiple realization problem arises: what 

makes human brains special? If instead attention is defined as enhanced information 

processing or other simple computational features, the small network argument kicks in. For 

example, a calculator looking up a value stored in memory would be conscious. Unless these 

challenges can be addressed, it seems that something important is missing from APL. 

APL needs to show how it can simultaneously cope with both the small network and the 

multiple realization arguments. 
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Kunchulia, M., Herzog, M.H., European Conference on Visual Perception (ECVP), 2017 

Crowding asymmetries explained by a model of image segmentation. Bornet, A., Doerig, A., 

Herzog, M.H., Francis, G., European Conference on Visual Perception (ECVP), 2017 

A two-stage model of decision making. Doerig, A., Drissi-Daoudi, L., Herzog, M.H., European 

Conference on Visual Perception (ECVP), 2017 

Quasi-continuous unconscious processing precedes discrete conscious perception. Herzog, 

M.H., Doerig, A., European Conference on Visual Perception (ECVP), 2017 

Capsule Networks, but not Convolutional Networks, May Explain Global Configurational 

Effects. Doerig, A., Bornet, A., Herzog, M. H., EPFL-Google Research Day, 2018 

The Unfolding Argument: Why Recurrent Processing Cannot Explain Consciousness. Doerig, A., 

Schurger, A., Herzog, M. H., Human Brain Project conference: Understanding consciousness – 

a scientific quest for the 21st century, 2018 

Capsule networks, but not convolutional networks, explain global configurational visual effects. 

Doerig, A., Bornet, A., Herzog, M. H., European Conference on Visual Perception (ECVP), 2018 
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Spatiotemporal feature integration within discrete time windows provides evidence for 

discrete perception. Drissi-Daoudi, L., Doerig, A., Herzog, M. H., European Conference on Visual 

Perception (ECVP), 2018 

 

Invited scientific talks 

Science & Consciousness. Doerig, A., Invited talk for the Matter and Consciousness symposium, 

EPFL, 2017 

La Conscience et l’Inférence Projective. Doerig, A., Invited talk at the University of Geneva, 

2018. 

Paradigm cases of consciousness and the unfolding argument. Doerig, A., Invited talk at the 

Laboratory of Cognitive Neuroscience, EPFL Campus Biotech, 2018 

What crowding tells us about the visual system. Doerig, A., Invited talk at the MRC Cognition 

and Brain Sciences Unit, Cambridge University, 2019 

Crowding, Neural Networks & the Architecture of the Visual System. Doerig, A., Invited talk at 

the Centre for Human Brain Health Seminar Series, Birmingham University, 2019 

Crowding, Neural Networks & the Architecture of the Visual System. Doerig, A., Invited talk at 

the Signal Processing laboratory, EPFL, 2019 

 

Teaching activities 

 

Teaching assistant for the following courses:  

Analysis I, II, III & IV (Sep 2012 – Jun 2018) 

Physics II, III & IV (Sep 2012 – Jun 2018) 

Neuroscience III (Sep 2016 – Jun 2018) 

Physical Biology of the Cell (Sep 2013 – Jan 2014) 

 

Student supervision: 

2015-2019: Bachelor & Master student supervisor (7 students in total) 

 

Memberships in panels, boards, etc., and individual scientific reviewing activities 

 

Reviewer for:  

Neural Networks 

Consciousness & Cognition 

PLOS ONE 
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Active memberships in scientific societies, fellowships in renowned academies 

 

Vision Sciences Society (VSS)  

Association for the Scientific Study of Consciousness (ASSC)  

 

Organisation of conferences 

 

Organizer of the symposium “Perception: Continuous or Discrete?” at the Timing Research 

Forum Conference, Strasbourg, 2017 

 

Prizes, awards, fellowships 

 

Ingénieurs du Monde fellowship for an internship in Malawi, studying Malaria (Jun – Aug 2014). 

Swiss National Science Foundation Early.Postdoc Mobility grant, funding a postdoc at the 

Donders Institute (Nijmegen, Holland) and Columbia University (New York, USA) with Tim 

Kietzmann and Nikolaus Kriegeskorte (May 2020 – Oct 2021). 

 

12. Personal skills 

  

Digital skills 

Strong abilities in Mathematics, Physics, Machine Learning and Neuroscience 

Fluent in Python and Matlab. Basic C++ and C 

Fluent in TensorFlow & TensorFlow2. Strong PyTorch. Basic Caffe 

Experienced use of modern source control (Git) 

Language skills 

French (native), English (native), German (basic), Spanish (basic) 

 

13. Extra-Professional Activities 

Musician – guitarist/singer in three bands. Two albums (Histoires and Solstices by La Bande à 

Joe) on the label Cheptel Records. Two albums (Des Yeux de Pierre by Orme and Opéra Sauvage 

by Opéra Sauvage on the label Table Basse Records). Many home-made recordings. Organized 

and performed two European and many Swiss tours. 

Cultural events organizer with the collective Où êtes-vous tous? 

Travelling by bike, motorbike, bus or walking in Europe, Asia, Africa, South America and 

Australia. 

Well-read in French and English literature. 




