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Abstract— Due to their aptitude in capturing complex
dependencies, neural networks are a promising candidate
for indoor localization. Omnipresent phenomena such
as multi-path signal propagation, shadowing and device
noise introduce non-linear effects in the data, and make
conventional geometry-based methods fail even in simple
environments.
This semester project explores few analytical outliers
rejection algorithm and new fusion methods based on
neural networks and compares them with an analytical
model.

I. INTRODUCTION

The principle is to use three different signals
that a smartphone can receive. The first one is the
WiFi round-trip time from WiFi access points with
known access points locations. The second one is
the Bluetooth signal strength from beacons, with
also a know position for the beacons. Finally, the
IMU data from the smartphone.
Existing solutions uses those signals and the posi-
tions of the WiFi hot-spots and Bluetooth beacons
to compute analytically the best probable position
of the device. The problem is that without an out-
lier rejection system those solution is sensitive to
outliers. We implement in this project an analytical
solution (Dümbgen et al., 2019) and try different
outlier rejection algorithms.
In this project we explore machine learning based
algorithms for the problem of multi-modal indoor
localization. Machine learning based algorithms
have shown in the past years their abilities to solve
a variety of problems, and especially their ability
to make predictions. In this project we try two
different architectures and we will compare them
to an existing analytical solution (Dümbgen et al.,
2019), especially in cases where a lot of outliers

are present in the collected signals.

II. PROBLEM SETUP

A. Notation

The goal of this project is to find the location
yj ∈ R2 of a device at timestamps {tj}Tj=1. We
consider the distances collected from Mw WiFi
access points, the signal strength from Mb Blue-
tooth beacons and the distance and angle from last
position measured by the IMU. We denote by Z
the vector of the combined observations:

Z = [d1, ..., dMw , P1, ..., PMb
, dIMU , θIMU ] (1)

where di ∈ R+, i = 1...Mw are the distances from
the WiFi access points, Pi, i = 1...Mb are the
signal strength measurements from the Bluetooth
beacons, dIMU ∈ R+ is the distance from the
previous position and θIMU ∈ [0, 2π] is the move-
ment direction from previous position. We denote
the WiFi access points and Bluetooth beacons by
ai, i = 0..Mt,Mt = Mw +Mb.

B. Feature functions

We compute at each timestamp and for every
point of the grid different feature functions depend-
ing on the type of signal we are considering.
We assume that the WiFi measured distance fol-
lows a Gaussian distribution N(d∗m, σ

2
w) with d∗m

the true distance between the device and the anchor
am and σ2

w is the WiFi measurement variance. For
each measured WiFi distance dm measured from
anchor m we have (Dümbgen et al., 2019):

f1(yk, dm) = ln(
1

σw
√

2π
)− (dm − d∗mk)2

2σ2
w

(2)



with d∗mk = ||am − yk||2 the distance between the
grid point k and anchor m location.

We assume that the Bluetooth signal power also
follows a Gaussian distribution N(P ∗

m, σ
2
b ), with

P ∗
m the true signal power from the anchor am, σ2

b

is the measured Bluetooth power variance. With
Pm is the power strength received from anchor am,
dm = 10Tm−Pm

10n
with Tm a constant and n the path

loss exponent, we have:

f2(yk, dm) = ln(
1

σb,d
√

2π
)− (log(dm)− Sm)2

2σ2
b,d

(3)
where the measured distance dm = 10

Tm−Pm
10n ,

Sm = log(d∗mk), d∗mk = ||am − yk||2 and
σbt,d = ( ln(10)

10n
)2σ2

b

The IMU distance and angle also follows Gaus-
sian distributions N(l∗IMU , σ

2
l ) and N(θ∗IMU , σ

2
θ)

respectively. With yj the previous position of the
device on the grid, we have for the IMU distance:

f3(yj,yk, lIMU) = ln(
1

σl
√

2π
)−(lIMU − ||yj − yk||)2

2σ2
l

(4)
We use the same idea for the IMU angle with

the previous position yk:

f4(yj,yk, θIMU) = ln(
1

σθ
√

2π
)−∆(θIMU , θ(yj,yk))

2

2σ2
θ

(5)
with ∆ the angular difference in the interval
[−π, π], θ(.) ∈ [−π, π] is the angle between two
states.

C. Maps fusion

Let P = [P1, ..., PM ] be the M = Mw +Mb + 2
probability maps for each signal. One probability
map is obtained by applying a feature function on
every point of the grid. To fuse them and end up
with a final map from which we infer the most
probable position we use for our baseline a method
called Product of experts (Miyagusuku, Yamashita,
& Asama, 2019), which is an element-wise product
of the obtained maps raised to the power of 1/M :

PoE(P ) =
M∏
k=0

P
1/M
k (6)

The Product of Experts is more appropriate than
the simple Product of Likelihood:

PoL(P ) =
M∏
k=0

Pk (7)

because the Product of Likelihood often yield over-
confident estimations (Miyagusuku et al., 2019).
The Product of experts solves the overconfidence
issues by smoothing the joint likelihood, however
this approach can yield underconfident predictions.
We use the Product of Experts because it gives
much better results (Miyagusuku et al., 2019) than
the Product of Likelihood model.
There is also the general product of likelihood:

gPoE(P ) = (
M∏
k=0

P λk
k )1/

∑M
j=1 λj (8)

where λi are weights reflecting the uncertainty.
Finding optimal weights is a non-trivial problem
and is out of the scope of this project.

III. ANALYTICAL OUTLIER REJECTION

The goal of this project is to detect which
probability maps does not match the others, in
other words which measurements are outliers.
We set the corresponding weight λ to zero to
not distort the final probability map. In the
following sections, we describe analytical and
learning-based approaches designed to this end.
We tried to implement a baseline model with
a simple outlier rejection algorithm. We tried
several outlier rejection algorithm that use the
entropy of the probability maps we obtained or
the Kullback-Leibler divergence.

A. First algorithm
The first algorithm we tried was for a very

specific case where we work with 5 anchors and
there is exactly one outlier among the anchors. The
algorithm is the following:

The idea with the Algorithm 1is to find the best
3 anchors among the 5 with the entropy. We take
the Product of Experts of all subsets of 3 maps and
the subset of maps with the lowest entropy would
be composed of the best 3 anchors. A lower en-
tropy means a more spiky distribution which seems
to be a good indicator if the different probability



Algorithm 1 Entropy-based outlier rejection
S ← unordered subsets of 3 signals among 5
H ← ∅
for Si ∈ S do
H ← H ∪ {entropy(PoE(Si))}

end for
B ← S[arg max(H)]
H2← ∅
E ← ∅
for s ∈ {1, 2, 3, 4, 5} \B do
H2← H2 ∪ {entropy(PoE(B ∪ s))}
E ← E ∪ {s}

end for
O ← E[arg min(H2)]
return O

maps are matching together. The second step is
to find between the 2 last anchors if there is an
outlier.
This algorithm fail on the first step because the
subset of anchors that have the highest entropy
is not necessarily composed of the most reliable
anchors. We reproduced in Fig. 1 a case where
we have 3 WiFi anchors placed at position (0, 0),
(10, 0) and (5, 10) respectively in a room of size
10 by 10 meters.

Fig. 1. PoE of a simple configuration of beacon with the device
at the center of a 10 by 10 room. The first row is with clean data
and in the second row the third anchor is an outlier.

The entropy of PoE of the clean maps is 0.97, and
the entropy of the PoE with the outlier is 0.95. As
expected, the outlier shifts the distribution on the
top, but the resulting curve is spikier than the map
without the outlier (Fig. 2).

Fig. 2. 1D plot of the two previous PoE maps, over the y-axis
with x = 5.

B. Second algorithm
The second algorithm uses the Kullback-Leibler

divergence, or KL divergence. The algorithm de-
fined in Algorithm 2 takes n probability maps P
as input and δ.

Algorithm 2 KL-divergence based simple outlier
rejection

Inputs: P , δ
KL← kl_divergence_matrix(P )
S ← KL.sum(axis=1)
O ← ∅
E ← mean(S)
V ← variance(S)
for s ∈ S do

if s > E + δ ∗ V then
O ← O ∪ {s}

end if
end for
return O

The function kl_divergence_matrix(P) computes
the symmetric KL divergence matrix where the
element KLi,j is defined as follows:

KLi,j = DKL(Pi||Pj) +DKL(Pj||Pi), (9)

where DKL(Pi||Pj) is the KL divergence between
the distribution Pi and Pj . Note that the KL
divergence is not symmetric.
The idea of this algorithm is to compare the
distribution of different anchors, and if one anchor
is the outlier, one column and row in the matrix
would be filled with bigger value because of the



distribution being too different compared to the
others.
In the figure 4, the anchors 0 to 4 are placed

Fig. 3. Bar plot of the sum over the column of the
symmetric KL divergence matrix obtained with the function
kl_divergence_matrix(P)

in location (0, 0), (5, 0), (10, 0), (0, 10), (5, 10),
respectively. As we can see in Fig. 3, with clean
data the sum over the columns are not too far from
each other.
In figure 3, we can see the bar plot for the same
configuration but with a bias of 4 on the signal
from anchor 1. We can see that the sum of the KL
divergence for anchor 1 is higher than the others.
We tried to find the optimal δ in Algorithm 2 by
doing a grid search on that parameter. The problem
with that algorithm is that the probability maps
are usually different, because the beacons have
different locations. For example, the probability
maps from two anchors, a1 and a2, at the opposite
sides of the same room would have very different
distributions, with a common part near the true
location of the device. If we add a third anchor
a3 that is close to a1, the divergence to a1 would
be smaller than between a1 and a2, so we might
wrongly consider the anchor a2 to be an outlier.

C. Third algorithm

The Algorithm 3 tries to fix that issue by
computing the KL divergence of the Product of
Experts. The idea is to compute the PoE of a subset
of maps, then we add one more map to that subset
and we compute the new PoE. If the KL divergence
of those two products is too big, it would mean that
the map we added shifted the distributiona lot, thus

Fig. 4. Bar plot of the sum over the column of the
symmetric KL divergence matrix obtained with the function
kl_divergence_matrix(P)

Algorithm 3 KL-divergence based second outlier
rejection algorithm
S ← unordered subsets of 3 signals among 5
H ← ∅
for Si ∈ S do
M ← H ∪ {PoE(Si)}
for s ∈ S \ Si do
M2←M2 ∪ {PoE(Si ∪ {s})}
KL← KL_div(M1,M2)
if KL > δ then
O ← O ∪ {s}

end if
end for

end for
return O

this map is the outlier.
This algorithm works on simple cases, as expected
the distribution is shifted. The problem is that in a
lot of cases the distribution is shifted by the new
map but in a good way. If the map we add was
created with clean data and we add that map on a
subset of clean maps, we add information for the
Product of Experts so we end up with a spikier
map. Also in some experimental cases where there
was not any outlier, we noticed that even if the
maximum of the new maps remain at the same
spot, the new map was different enough to have a
big KL divergence.



IV. LEARNED OUTLIER REJECTION

A. Dataset

To train our deep learning models we generated
a fake dataset that aims to generate realistic paths
of someone walking across a room.
At some points on the path we generate the signals
that the device would receive from the WiFi access
points, the Bluetooth beacons and the IMU. After-
wards we add some Gaussian noise to make them
more realistic. The noise for the WiFi distances
follows N(d∗m, σ

2
w) with d∗m = ||y−am|| where yj

is the position of the device and σ2
w = 3.

The Gaussian noise for the Bluetooth signal
strength follows N(P ∗

m, σ
2
b ) where P ∗

m = Tm −
10nlog10(d

∗
m) with d∗m = ||y−am||, n = 2, Tm = 1

and σ2
bt = 1.

For the IMU, we also add Gaussian noises that
follows N(θj, σ

2
IMUθ

) and N(l, σ2
IMUd

) for both the
angle and the distance. θj is the device direction
between the actual and the previous positions, lj
if the distance travelled by the device between the
actual and previous positions.
There is also the option to add outliers and missing
values dynamically when we fetch the data. To
shift the WiFi signals we add or subtract a random
value in the range [2σ2

w, 3σ
2
w]. The same applies for

the Bluetooth power strength but with a random
value within the range [2σ2

b , 3σ
2
b ].

Missing values are represented by an uniform
probability map.

B. Experimental setup

There are 10 different beacon configurations,
each is composed of 5 WiFi access points and
5 Bluetooth beacons. The beacons location were
randomly generated and post processed manually
to avoid getting too many anchors concentrated
at the same point. The WiFi access points were
allowed to be placed outside of the room with a
margin of 10 meters. The Bluetooth beacons are
all inside the room.
The paths are generated in a 10 by 10 meters room.
An episode is a path of the device in the room. An
episode is composed of 10 steps starting from a
random position on the room. Each steps are one
second apart. The room is discretized in a grid of
50 by 50 points.

C. Network architecture
We tried two different approaches with deep

networks implemented with the python PyTorch li-
brary. The first architecture called Maps2Pos takes
M probability maps as input and outputs the posi-
tion of the device y ∈ R2. The second architecture,
Maps2Map, also takes probability maps as input
and outputs a single probability maps on which
we take the arg max to find the inferred device
location. For both networks the optimizer used is
Adam, with a specific learning rate and the other
values are the default values. Pytorch use as default
value the ones that are suggested in the Adam
optimizer paper (Kingma & Ba, 2014).

1) Maps2Pos: The idea of this network is to
feed the probability maps we computed with the
previously defined formulas and to feed them
into the network. The network does consecutive
convolutions and max-pooling operations to end
up with a vector of 2 elements that represents the
position of the device. The loss function is the
Mean Squared Error of the output with the true
position of the device. The activation function used
is ReLu for every layer.
The detailed description of the architecture is
shown in the Table I.

Fig. 5. Architecture of Maps2Pos

2) Maps2Map: The Maps2Map model takes M
log-scaled maps as input and outputs a probability
map. The idea is to obtain a probability map that
has its biggest value where the device is located.
To train the model to output one probability maps,
the loss function is the MSE between the network
generated map and the Product of Experts of the
clean signals. This involves some extra-steps in the
training process. Like in the Maps2Pos model we



Operation Param. Act. In size Out size
BatchNorm2d - - M×50×50 M×50×50
Conv2d kernel = 5 ReLu M×50×50 64×46×46
BatchNorm2d - - 64×46×46 64×46×46
Conv2d kernel = 3 ReLu 64×46×46 32×44×44
BatchNorm2d - - 32×44×44 32×44×44
MaxPool2d kernel = 3 - 32×44×44 32×22×22
Conv2d kernel = 3 ReLu 32×22×22 16×20×20
BatchNorm2d - - 16×20×20 16×20×20
MaxPool2d kernel = 3 - 16×20×20 16×10×10
Conv2d kernel = 3 ReLu 16×10×10 1×8×8
Reshape - - 1×8×8 64
Linear - ReLu 64 2

TABLE I

DETAILED ARCHITECTURE OF THE Maps2Pos MODEL

need to transform the signals and beacon location
into probability maps to feed the network. In order
to compute the loss, this approach we also need
to compute an additional Product of Experts with
the probability maps of the clean signals. We use
padding with the convolution operation to have the
output image as the same size of the input maps.

Operation Param. Act. In size Out size
BatchNorm2d M×50×50 M×50×50
Conv2d kernel = 5 ReLu M×50×50 32×50×50

pad = 2
BatchNorm2d 32×50×50 32×50×50
Conv2d kernel = 3 ReLu 32×50×50 16×50×50

pad = 1
BatchNorm2d 16×50×50 16×50×50
Conv2d kernel = 3 ReLu 16×50×50 8×50×50

pad = 1
BatchNorm2d 8×50×50 1×50×50

TABLE II

DETAILED ARCHITECTURE OF THE Maps2Map MODEL

V. RESULTS

A. Models comparison

In Table III we can see the accuracy of different
models on a test set which was generated with
the configuration conf0 and without outliers. Some
networks were trained only on episodes of the
configuration conf0 and others on the episodes of
all configurations. Moreover, some models were
trained with 3 outliers among the WiFi and Blue-
tooth signals.

Fig. 6. Architecture of Maps2Map

The model were tested on 30 episodes of 10 steps,
so 300 cases in total. The signals used to com-
pute the error have noise. The error is computed
by doing the mean of the distances between the
generated positions and the true positions.

Model Train set Outliers Avg error
Analytical - 0 0.76
Maps2Pos conf0 0 0.48
Maps2Pos all 0 0.39
Maps2Pos conf0 3 2.99
Maps2Pos all 3 2.48
Maps2Map conf0 0 7.58
Maps2Map conf0 3 7.58

TABLE III

SCORE OF DIFFERENT MODELS.

As we can see the analytical solution tested
with 0 outliers makes in average an error of 76
centimeters per prediction. The Maps2Pos models
trained with 0 outliers on all configurations and on
conf0 beats the analytical model with an average
distance error of 39 centimeters and 48 centime-
ters, respectively.
On the other hands, both of the Maps2Pos models
trained with 3 outliers give worse results than the
Maps2Pos models trained with 0 outliers. It means
that the network struggles to learn that there are
outliers in the input maps and to not consider them.
Maps2Map models give very bad results even
when converging to a very low test error. The
networks learned to output a uniform map to
minimize the error. With those uniform maps as
output, the inferred position is (0, 0) every time. As
stated before, the network was fed with log-scaled



probability maps because it achieved to infer some
positions while without the scaling the model was
converging directly to a state which outputs only
uniform maps.

Fig. 7. Path generated by a Maps2Map model trained on conf0
with 0 outliers.

In Fig. 7 we show an example of output of
the network in the middle of the training. As we
can see, for some steps the network could infer
position that are pretty close to the true solution.
It means that in some cases the network find that
generating a probability map that is close to the
real one is a good intermediate solution to reduce
the loss, but when converging the network always
returns uniforms maps. This model suffers from a
regularization problem or the MSE loss does leads
to numerical issues since the values in the Product
of Experts we want to approach are close to 0.

B. Robustness to outliers

We saw that the model Maps2Pos yields good
results even in the presence of 3 outliers. In Fig.
8 we show the impact of the number of outliers in
the testing of different models.

We can see that the mean error grows linearly as
a function of the number of outliers. The analytical
model with 9 outliers has a mean error of approx-
imately 7 meters, which is very big knowing that
the experiment takes place in a 10 by 10 meters
room.
All of the Maps2Pos mean errors grow with a
similar slope. Also, the models trained without
outliers are reacting better to outliers than the

Fig. 8. Comparison of the analytical solution with the Maps2Pos
model. The model trained on configurations conf0 or all with 0 or
3 outliers, labeled 0o and 3o

models trained with outliers. It means that it is
hard to train a model to handle outliers by naively
giving random outliers in the training process. The
model trained on different configurations is also
better than the one trained only on conf0, even if
the episodes we tested used conf0.
In Fig. 9 we show an episode generated by dif-
ferents Maps2Pos models and by the analytical
solution. We clearly see that the models trained
with 3 outliers have bad results even in if we
test them with data with 3 outliers. Surprisingly,
the models trained with 0 outliers are the most
consistent to outliers.

VI. CONCLUSION

In this project, we have explored different so-
lutions for an analytical outlier rejection algo-
rithm. All three algorithms have failed to give
good enough results to use them in our baseline
model. Indeed, for our problem, creating an outlier
rejection algorithm turned out to be a difficult task.
An idea for a next algorithm would be to use
both the KL divergence and the entropy. The KL
divergence is useful to compare two maps resulting
from a Product of Experts and to know if they look
like each other. If not, to know if that difference
is good (a more spiky map) or not (a flatter map)
the entropy could be used.
The Maps2Pos models trained with 0 outliers gave
good results in general and turned out to be pretty
robust to outliers even if they are not trained to
handle it. The Maps2Map model failed due to nu-
merical issues because of values that are too close



to zero. Some fixes can be made by normalizing
differently the input and the Product of Experts
we use as training examples. This model still has
a chance to work since in some cases some output
were close to the true solution, but need either
normalization, a different loss function, or both.
Those learning-based model also take some time
to train because of the computation time needed
to generate the probability maps from the signals
and beacons position.
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Fig. 9. Paths recovered by differents models. The first row is the analytic model, and all other are different Maps2Pos models. conf0
and all are the dataset used to train the model, and 0o and 3o are the number of outlier used during traning.


	Introduction
	Problem setup
	Notation
	Feature functions
	Maps fusion

	Analytical outlier rejection
	First algorithm
	Second algorithm
	Third algorithm

	Learned outlier rejection
	Dataset
	Experimental setup
	Network architecture
	Maps2Pos
	Maps2Map


	Results
	Models comparison
	Robustness to outliers

	Conclusion
	References

